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ABSTRACT

A general purpose technology (GPT) is an exceptional link in a complex chain of
innovations connected through space and time. Common examples include the steam
engine, electrification, and the automobile (Bresnahan & Trajtenberg, 1995; Bresnahan
& Trajtenberg, 1995; & Bekar, et. al., 2018). A GPT is set apart from other innovations
because of the massive breadth, depth, and duration of their impact on our world and,
therefore, worthy of special consideration. (Trajtenberg, 2019; Bekar, et. al., 2018;
Strohmaier & Rainer, 2016; Ott, et. al., 2009; & Bresnahan & Trajtenberg, 1995). Yet,
the changes GPTs bring can take decades and even centuries to manifest fully and much
of GPT research to date is post hoc (Bresnahan & Trajtenberg, 1995; Lipsey, Bekar, &
Carlaw, 2005; & Jovanovic & Rousseau, 2005). Yet executives, entrepreneurs,
researchers, policymakers, and investors would all benefit from foresight anticipating
the next GPT. This research explores this prospect empirically by tracing the
‘pervasiveness dimensions’ of a candidate GPT before its ultimate economic and societal
impact is observed. Our candidate GPT is Artificial Intelligence (Al) and a key enabling
technology, Deep Learning (DL). We trace the evolution of Al and DL from their birth in
the latter half of the 20" century to the present, with a focus on the diffusion of large-
scale applications of AI/DL from 2000 to 2020 (Goldfarb, et. al, 2021). We are aided by
a rich base of prior academic research across various disciplines as well as industry
analyses and reports. We hope to add a forward-looking tool to the decision-makers
toolkit, while also increasing our understanding of Al not only as an innovation but as an

extraordinary technological, economic, social, and even political phenomenon.
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CHAPTER 1

INTRODUCTION

We are victims of one common superstition, the superstition that we

understand the changes that are daily taking place in the world because we

read about them and know what they are.

Mark Twain'

Every decisionmaker would benefit from anticipating the next technological
innovation, especially if that innovation possesses the game-changing potential of, say,
electrification, the steam engine, the Internet, or the automobile. These and other major
innovations through time are the general purpose technologies (GPTs) that have
transformed our world. This research explores a possible way the choices of executives,
technologists, entrepreneurs, investors and policy-makers can be better informed when
they confront a possible GPT. Fortunately, a rich research base exists, though much of it
is focused on innovations of the past and their historical impact, and we combine it with
empirical data to propose a forward-looking decision tool.

The main challenge with ‘seeing over the horizon’ is best characterized by Peter
Drucker (1969) when he highlighted the near impossibility of predicting the impact of
technological innovations:

[innovations] ...tend to be synergetic and the result of several

developments, each independent in its origins and the outgrowth of a

separate discipline with its own, ...are often quite indirect, and by-

products rather than main products & ...tend to be threshold phenomena;
until they reach a certain level, there is no impact at all.

'Twain, M. (1892) “About All Kinds of Ships.”



Our research objective is more realistic than precise predictions of the future.
Rather, our proposed tool would generate a meaningful and discerning range of
possibilities when evaluating whether an innovation as a possible GPT. Such a tool is not
without precedent, as we show in Chapter 4 when we discuss technology forecasting.
However, our research is novel in that (1) we focus on the characteristics unique to
GPTs, (2) we assess Al as a candidate GPT, and (3) we put Al in a historical and
contemporary context.

We utilize GPT theory, along with innovation, economic, and diffusion theory, to
assess a contemporary innovation with the potential impact of past GPTs. In choosing an
innovation for our research we focused on one defining characteristic of a GPT
identified in the literature and discussed later in this chapter.

To that end, several contemporary innovations were considered and, in the end, I
chose artificial intelligence (Al), along with the key Al-enabling technology of deep
learning (DL). 2 As the literature review reveals, there is a great deal of anecdotal and
empirical data supporting the proposition Al and DL (“Al/DL”) are presently creating
and altering products, services, industries, markets, and economies around the world in a
way and to a degree typical of GPTs from past eras. This makes AI/DL a strong

candidate for GPT status and a proper choice for our analysis.

2 In addition to Al, robotics, bio-medical advances, quantum computing, and edge computing we
considered and explored as candidate GPTs and an innovation focus for this research.



The Macro-impact of Innovation

Early GPT research was informed by economic theory, with contributions over
the decades from sociology, innovation theory, political science, and technology
forecasting (Drezner, 2019 & Horowitz 2018). For economists, GPTs are ‘engines of
economic growth’ and ‘drivers of seismic (i.e., macroeconomic) shifts’ (Strohmaier &
Rainer, 2016 & Ott, et. al., 2009) explaining the underlying forces in recent history’s
sharpest Total Factor Productivity (TFP) shifts (David, 1991).> These macro-
consequences have previously taken decades to manifest, which is why GPT research is
post hoc and explanatory (David, 1991 & Bresnahan & Trajtenberg, 1995).

For other scholars of innovation, GPTs explain the ‘micro-dynamics’ of the
innovation process, shedding light on how and why some innovations evolve to have
out-sized impacts and others not so much (Strohmaier & Rainer, 2016; Ott, et. al., 2009;
Bresnahan & Trajtenberg, 1995; Lipsey, Bekar & Carlaw, 1998; & Jovanovic &
Rousseau, 2005). Despite a growing body of research supporting GPTs, scholars like
Robert Gordon remain skeptical of single innovations generating macro-impacts, at least
with the relative magnitude of prior innovations (Gordon, 2016; Cowen, 2011; Bloom et
al., 2017; & Nordhaus, 2015). We address their critiques in Chapter 2.

In the meantime, it is important to understand some of the differing views about

the relationship between economic change and innovation. For instance, not everyone

3 TFP is the measure of the ratio of aggregate output (e.g., GDP) to aggregate inputs (Sickles & Zelenyuk,
2019).



believes contemporary GPTs like the steam engine, electrification, and automobile, for
example, will or can ever come again. In 2000, at the peak of the internet boom and bust,
economist Robert Gordon (2000, pg. 12) reminded us that technological upheaval is not
unique to any time:

Internet surfing may be fun, but it represents a far smaller increment in the

standard of living than what was achieved by the extension of the day into

night achieved by electric light. The revolution in factory efficiency achieved

by the electric motor, the flexibility and freedom achieved by the automobile,

the saving of time and shrinking of the globe achieved by the airplane, the

new materials achieved by the chemical industry, the first sense of live two-

way communication achieved by the telephone, the arrival of live news and

entertainment into the family parlor achieved by radio and then television,

and the enormous improvements in life expectancy, health, and comfort

achieved by urban sanitation and indoor plumbing.

To be clear, Gordon believes innovation will continue to deliver benefits, it’s just
t those benefits will never be relatively as great as past innovations. Only time will tell if
he is right. Nevertheless, Gordon’s comparison of a recent GPT (i.e., the Internet) to
electrification, the automobile, and the airplane reinforces the complex nature of the
process of innovation generally and GPTs specifically. Can we anticipate, with
reasonable probability if a given innovation is a GPT? This research attempts to find out.

Robert Gordon shared his perspective at the dawn of the internet, and (Gordon,
2016) later asserted that TFP growth has been in a long-run decline since the 1970s, only
to continue well into the future. In particular, he believes productivity gains from the
computer revolution of the late 20" and early 21 century was a ‘one-off,” never to be
repeated. Other economists echo Gordon’s view that the pace of technological progress

and its impact has declined substantially, with little recovery to the levels of the 19th and

early 20" century (David, 1991; Gordon, 2016; Cowen, 2011; Bloom et al., 2017; &



Nordhaus, 2015). How can there be so much innovation without a visible benefit, as
some claim?

Various reasons have been offered for this seeming ‘slow-growth-high-
innovation’ (SGHI) paradox, though a closer look reveals possible misunderstandings
and mischaracterizations of the relationship between innovation and macroeconomic
outcomes. For one, we too often fall prey to our all too human ‘non-rational’ tendencies
when we consider choices, outcomes, and decisions, including, among them, our own
innate bias toward overly optimistic expectations from innovations, discoveries, and
inventions or at least claims as such (Kahneman, 2011). Even Marvin Minsky, one of the
pioneers of Al, predicted in 1967 that, “Within a generation, the problem of creating
‘artificial intelligence’ will be substantially solved.” (Minsky, 1967, pg. 2).

Another explanation for this seeming paradox is that many new technologies are
initially concentrated in a relatively small group of investors in that innovation and the
(relatively small number of) ‘early adopters’ who can afford it (Andrews, et. al, 2016 &
Furman & Orszag, 2015). The auto industry is an example, as its first decades in the late
1800s and early 1900s consisted of hundreds of small, custom manufacturers serving a
relatively small number of wealthy customers. Mass diffusion only came once Henry
Ford introduced an affordable and reliable automobile, the Model T, in 1908, which
itself was made possible by the innovations of assembly-line manufacturing and (mass-
scale) vertical integration (Lacey, 1986)

In fact, SGHI may be less a paradox and more a mismeasurement problem

(Mokyr, 2010). Both the implicit economic (i.e., time and effort) and out-of-pocket (i.e.,



cash) costs of consumption often vary little relative to the innovation’s utility, as, for
example, anyone who has spent hours listening to podcasts or searching the internet can
readily attest (Mokyr, 2010).

Finally, the simplest explanation may be that the greater the actual far-reaching
nature of the innovation, the greater the underestimation of the time needed to adapt to
and adopt the innovation! This may seem like circular reasoning but, as we will see later,
it is the ‘co-invention’ of enabling technologies like, for example, airports, wireless
communications, radar, and jet engines that allowed the innovation of mass commercial
air travel to happen.

The Coming Macro-impact of Al

A 2022 survey by McKinsey Global Institute found fifty percent of public
companies have already, or will soon, apply Al (Mayhew & Hall, 2022). S&P 500 listed
companies acquired 52 Al startups in 2021 and early 2022, compared with 24
acquisitions five years previous (Burke, 2022). Recently, chatGPT, a free online Natural
Language Processing (NLP) driven chatbot, set online records by attracting fifty-seven
million monthly active users in the first month of introduction (Cerullo, 2023). In fact,
we need look no further than our own smartphone, home (e.g., Nest), or car (e.g., Tesla)
for AI’s growing presence and relevance in our lives.

Our collective human experience of the changes wrought by successive
‘industrial revolutions’ from the mid-seventeenth century through to today’s advances in
Al robotics, and medicine may have conditioned us to expect an ever-expanding and

continuous stream of innovations (Schwab, 2017). Further, some innovations first appear



as ‘magical’ and anecdotal evidence suggests Al may have entered our collective
consciousness (Cockburn, et al., 2019). Perhaps it is the mysterious way Al seems to
work, so much so even its creators struggle to understand precisely how it produces
usable results (Xiang, 2022). Maybe it is the speed, breadth, and depth with which Al is
now part of our daily lives (Smith, 2021). Or perhaps it is just the fact that every
innovation possesses the potential for good, bad, or even complicated mix of both
(Moltzau, 2019).

Yet is Al all that special as an innovation within a greater historical context?
Afterall, the ballpoint pen (Invented 1888, Giesbrecht, 2015), washing machine
(Invented 1851, Brown, 2009), and cigarette (Invented 1843, Mishra & Mishra, 2013)
were significant innovations too! Can they be usefully compared to AI? Yes and no.
Pens, washing machines, and cigarettes continue to impact our lives (for good and/or
bad). Yet, as the literature review will reveal, with the passage of time our ultimate
experience of Al might turn out to be very different because of the vastly greater reach
of its impact.

In fact, is Al already a GPT? This is one focus of our research, and our answer is
ultimately yes. However, as the literature review will show, there is not yet a clear
consensus among scholars, researchers, technologists, and policy makers supporting this
view. We therefore explore empirical data providing early indications an innovation,
AI/DL in our case, currently or on a clear path to being a GPT. I hope our data analysis

will serve as a foundation for more thoroughgoing tools decision-makers can apply to



better anticipate whether and to what extent AI/DL or any innovation might be the next
game changer.

Where is the consensus on Al as a GPT? For some academic researchers,
industry analysts, and leading technologists, AI will have an economic and societal
impact far greater than the railroad, electrification, automobile, or perhaps any
innovation yet created (Agrawal, Gans, & Goldfarb, 2018a/b). In addition, recent
empirical data suggests Al may already be on such path, as analysis of Al-related patents
shows its diffusion has increased substantially over first two decades of the 20t century
in industries as diverse as structural biology, transportation, and imaging (Cockburn, et
al., 2019). Nevertheless, the empirical evidence as to whether Al is diffusing on a mass
scale remains limited and, in some cases, mixed.

Countering the view of Al or any innovation being a GPT from this day forward
is best exemplified by the views of Robert Gordon (2016), when we further asserted that
between 1870 and 1970 the railroad, automobile, and electrification brought
unprecedented income growth, improved health, increases in productivity, mass
communications, and practical conveniences with such speed, scale, and impact that
these will be impossible to repeat, ever.

His reasoning was based on the idea that the magnitude and suddenness of the
macro-changes wrought by the better-known innovations of the late 19 through the mid
20" century (at least in the United States and Europe) were so great that any comparable
gains would, at best, be marginal, no matter what improvements they might bring or, for

that matter, even if replaced by newer innovations. Gordon offers the example of the



washing machine, which brought such significant change that, when compared to
washing clothes by hand, no current advance in washing machine technology could ever
match the degree of relative change in washing efficiency and effectiveness gains from
hand washing to the first washing machines.

Innovation is a relentless force for change. Joseph Schumpeter first described it
as a process of ‘creative destruction’ or a ““...search for, and the discovery,
experimentation, development, imitation, and adoption of new products, new production
processes and new organizational setups (Dosi, 1988, pg. 222).” The fruits of innovation
can sometimes be bittersweet, exemplified in the poignant examples of the automobile
(i.e., unprecedented mass mobility along with urban sprawl, traffic fatalities, and
pollution) and the internet (i.e., unprecedented mass communication along with reduced
privacy, hacking, and polarization).

GPTs, by definition, have wide and deep impacts within and across market,
industry, economic and geographic ‘dimensions.’ Given that, we would therefore expect
to see early evidence of a possible GPT’s pervasiveness deep within and across all these
dimensions. This research proposes the ‘completeness’ of a GPT’s pervasiveness is a key
precursor of an innovation being or on a strong to becoming a GPT. To that end, we rely
on empirical data exploring proxies for our pervasiveness dimensions, for AI/DL, in the
form of substantial investments of time, money, and effort in AI/DL across startups,
applications, patents, research papers, and publicly announced policies.

We sought data for this research that revealed the characteristics of pervasiveness

of AI/DL (together and separately) for the key period of 2000 to 2020 for each



dimension of pervasiveness. We define pervasiveness as a tangible resource commitment
within a given dimension. We further define ‘complete pervasiveness’ as the extent to
which those resource commitments show across all dimensions.

Our five dimensions include: (1) products and services largely reliant on the
innovation (2) novel applications of the innovation, (3) the transfer of knowledge of the
innovation, (4) public policy initiatives specific to the innovation and (5) geographic
dispersion of these four dimensions. Each is further defined in subsequent chapters. In
the end, we hope this analysis will serve as the foundation for a decision tool that can

inform our technology and technology policy choices.

10



CHAPTER 2

WHAT IS A GENERAL PURPOSE TECHNOLOGY?

According to Lipsey, et al, (2005, pg. 98) a general purpose technology (GPT) is
a “...single generic technology, recognizable as such over its whole lifetime, that
initially has much scope for improvement and eventually comes to be widely used, to
have many uses, and to have many spillover effects.” Early GPT innovations like the
wheel and the written word have been with us for millennia while the steam engine,
automobile, and electrification are more recent examples. All these and other notable
innovations have had a similarly monumental impact on industries, markets, economies,
and geographies. They are essential to the functioning of our world. Yet we are now in
an age of robotics, artificial intelligence, and life sciences technologies that are changing
our lives in yet-to-be-discovered ways and to a degree we are just beginning to
understand.

As daunting as the possible changes from AI/DL appear, such changes are hardly
without precedent in even more recent history. Steam power first drove large increases in
industrial productivity in Britain, continental Europe, and, later, the United States, in the
early 19" century on through to the early 20" century (Crafts & Mills, 2004). Though it
was not until the latter half of the 19" century that it became pervasive, as it was
deployed across coal mining, cotton textiles, and metal manufacturing (Kanefsky, 1979).
It is this quality of pervasiveness — defined, discussed, and explained in Chapter 4 — that

is the focus of our empirical analysis in Chapter 5. We further propose that GPT
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characteristic of pervasiveness is largely what differentiates GPTs from all other
innovations.

Understanding how, where, when, and why an innovation ‘diffuses’ is
fundamental to understanding GPTs and innovation as a process. In the case of steam
engines, global diffusion was slowed, however, by the limits of enabling technologies
(i.e., vast amounts of coal needed to generate the steam and the limited capacity of early
engines), though diffusion did pick up with the availability of more efficient, high-
pressure engines (Kanefsky, 1979). We explore the theory of diffusion of innovations
later in this chapter.

Another foundational aspect of our analysis is the relationship between
innovation and economic disruption (Agrawal, Gans, & Goldfarb, 2018b & Jovanovic &
Rousseau, 2005). GPT theory highlights the complex temporal connection between
technological cause with macro effect. Decades can separate the two, though time lags
can and appear to have collapsed with each technical advance in that innovation
(Jovanovic & Rousseau, 2005; Bresnahan & Trajtenberg, 1995; & Lipsey, Bekar, &
Carlaw, 1998). We therefore posit candidate GPTs should be revealed in a visible and
consequential ‘upswing’ or cumulative growth in, in our case Al’s, ‘pervasiveness’ over
a substantial period time.

For some scholars, the number and variety of possible GPTs has grown beyond
electrification, steam power, and the automobile to include cloud computing (Etro,
2009), blockchain (Filippova, 2019), nanotechnology (Forti, Munari, & Zhang 2019),

3D printing (Choi, 2018), and the Internet-of-Things (Edquist, Goodridge, & Haskel,
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2019). 1 presents an extended list of possible GPTs. However, skeptics see these
proposed GPTs as blurring the boundaries between ‘run of the mill” innovation and GPTs

(Mokyr, 2010), a topic we will turn to later. Figure 1 presents a list of possible GPTs

through the ages.
Domestication of plants Three-masted sailing ship Motor vehicle
Domestication of animals Printing Airplane
Smelting of ore Steam engine Mass production
Wheel Factory system Continuous process
Writing Railway Lean production
Bronze Iron steamship Internet
Iron Internal combustion engine Biotechnology
Waterwheel Electricity Nanotechnology

(Lipsey, et. al, 2005, pg. 132)

Figure 1. List of possible GPTs

In response, Bekar, et. al., (2018, pg. 32) offered additional distinguishing
characteristics:

e Complementarities with a cluster of technologies that define and support it.

e Complementarities with a cluster of technologies that it enables.

e Complementarities with a cluster of technologies that typically include those
that are socially, politically, and economically transformative.

e [Having] no close substitutes.

e Having a wide array of applications.

e Initially crude but evolving in complexity.

However, it was Bresnahan & Trajtenberg (1995) who laid the foundation for
much of GPT theory when they asserted some innovations standout as ‘engines of
growth’ possessing a ‘wide scope for technical improvement’ with ‘many uses across a

wide range of products and services’ while also ‘complementing pre-existing
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technologies’ (Hall & Trajtenberg, 2004 & Petralia, 2020). One outcome of this research
will be increased specificity in the definition of GPTs by elaborating on the
characteristic of ‘pervasiveness which is currently defined in the research literature as
the diffusion of an innovation across the depth and breadth of markets, industries,
economies, and geographies, while retaining that innovation’s distinctive features as it
evolves beyond its original, first uses (Jovanovic & Rousseau, 2005).

Pervasiveness appears repeatedly across economics and innovation literature,
although often under different names. One example is ‘extended reach’ which is the
instance where an innovation has a substantial impact both across applications, products
and/or services and disparate markets, industries, and geographies (Beaudry, et al., 2010
& Helpman, 1998).

Classifying innovations is difficult. The pencil, for example, has changed very
little in form and function from the original graphite encased in wood invented in the
1600s. Similarly, the steam engine’s functional elements have changed little from the
time it first pumped water out of mines in the late 1700s to power generation on
everything from the grid to nuclear submarines. In fact, contemporary steam turbines
that convert various energy sources (e.g., coal, natural gas, hydro and nuclear power) to
useable electricity and vary little in functional elements from its 19 century
progenitors, despite dramatic increases and changes in their performance (e.g.,
efficiency, safety, etc.) and components (e.g., materials, tolerances, etc.), respectively.

The pencil offers an interesting contrast. Though an important innovation, it

simply does not rival the steam engine in its macro-impact. This claim is not based on
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the longevity of the innovation (both are still in use and the pencil predates the
application of the steam engine by a century), differences in technical sophistication, or
a waiting of intrinsic value. It is based on the extreme differences in the breadth and
depth of impact between the two innovations across economies, markets, industries, and
geographies.

This research hopes to make several contributions to both innovation and GPT
theory and research. First, we hope to create an expanded, more useful definition of
GPTs by adding an ‘empirical grounding’ to the concept of pervasiveness. Second, a
more grounded definition of pervasiveness will provide tangible empirical precursors to
the emergence of a possible GPT. This possibility will give decisionmakers a means to
‘look ahead’ to the implications of game-changing innovations. Third, this research
could stimulate further research into the process of innovation and help explain how and
why some innovations go on to become GPTs and, perhaps, others do not.

There is an increasing interest in Al as a likely GPT (Agrawal et al., 2019;
Cockburn et al., 2019; & Brynjolfsson et al., 2021). Aghion et al., (2018), for one,
claims Al is either at or approaching GPT status and transforming wide swaths of the
global economy and society, including factory automation, autonomous driving,
healthcare, entertainment, and communications. In fact, some are labelling Al a ‘general
purpose meta-technology’ (Romer, 2008 & Agrawal et al., 2018b).

Some scholars have tracked AI’s diffusion, and we review the more common
approaches to doing so in the next chapter. However, one significant challenge with

assessing AI/DL’s macro-impact is its limited history as a large-scale application,
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particularly when compared to longevity of prior GPTs (Stuart & Norvig, 2003). Though
AI/DL’s conceptual beginnings go back 75 years, it is only in the first two decades of the
21% century that it has been applied on any scale. This research will take the history of
AI/DL as it is and attempt to identify useful empirical ‘dimensions.’

One of the founders of Al, Jeffrey Hinton (2021) believes it is a disruptive
technology but one with a future that is as hard to predict as any technology yet created.
From its earliest days in the late 1940s Al showed promise, initially as logic-driven,
rules-based ‘software’ for playing checkers and, later with early expert systems applied
to medical diagnoses (Domingos, 2015). Despite this demonstrated potential, early Al
research failed to sustain funding through the 1960°s and 70’s, owing partly to the
complexity of the dominant rules-based approach to early Al systems and their limited
utility outside of controlled lab settings and highly constrained problem domains
(Markov, 2015). Further, extremely limited compute power (by today’s standards) and
limited funding brought on the Al ‘winters’ of the late 1970s and early 1990s (Stuart &
Norvig, 2003).

Nevertheless, Al’s (first) ‘resurrection’ came in the 1980s with the simultaneous
emergence of four factors: (1) an increasing accessible supply of varied data; (2)
increases in processing power and efficiency (owing to the inevitability of Moore’s
Law); (3) renewed academic, governmental, and corporate research, and (4)
entrepreneurs testing the limits of AI’s capabilities and applying it in wide variety of

ways in varied settings — learning what worked and what didn’t (Agrawal, Gans, &

Goldfarb, 2018a).
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Al’s second resurgence came with the growth of the first large-scale real-world
applications in the late 1990s and early 2000s such as with Google Search. These early
deployments spawned the growth and evolution of AIl’s ‘family tree’ of complementary
technologies and techniques, as shown in Figure 2.

Specifically, DL emerged as critical enabling ‘branch’ technology that informed
or enhanced the capability and capacity of Al across this family tree. Al pioneer,
Geoffrey Hinton (2021) would go on to assert that: “...take any old problem where you
have to predict something and you have a lot of data, and deep learning is probably
going to make it work better than existing techniques.” This is possible because DL
uniquely possesses, “...the ability to take known information to generate new
information. Better prediction is likely to have widespread consequences because
prediction is fundamental to decision-making (Agrawal, et al., 2018a, pg. 5).”

At a fundamental level, DL permits Al applications to recognize subtle and novel

patterns in massive data sets, resulting in a continuous, self-reinforcing loop of
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prediction and learning. However, just as it is the case for most modern technological
innovations, understanding AI/DL’s unique capabilities can be a daunting challenge
without deep technical training in and knowledge of computer science.

Nevertheless, a conceptual understanding of those capabilities may be sufficient
to understand this research. For example, we can readily understand what Google Maps
and Uber ride apps do for us and, to some extent, how these applications work. Yet we
are not quite sure at a deeper technical level how they really work. Yet, what are the
defining features of a given Al application? This research assumes that a core, definitive
capability of a growing number of Al applications is an ability that we human’s take for
granted, which is the capacity to perceive complex, dynamic patterns in the real-world
(i.e., unstructured) data and improve through continuous feedback. In a sense, DL moves
Al and many Al-driven applications such as robotics and autonomous driving closer to
overcoming the challenge of Moravec’s Paradox, (Moravec, 1988, pgs. 15-16):

Encoded in the large, highly evolved sensory and motor portions of the human

brain is a billion years of experience about the nature of the world and how to

survive in it. The deliberate process we call reasoning is, I believe, the thinnest
veneer of human thought, effective only because it is supported by this much
older and much more powerful, though usually unconscious, sensorimotor
knowledge. We are all prodigious olympians in perceptual and motor areas, so
good that we make the difficult look easy. Abstract thought, though, is a new
trick, perhaps less than 100 thousand years old. We have not yet mastered it. It is
not all that intrinsically difficult; it just seems so when we do it.

Thus, deep technical knowledge of the algorithms, complex software, hardware,
or other technical details is not essential to appreciating what is vital about AI/DL for

this research. Fortunately, we are also helped in analysis of AI/DL as a GPT by a wealth

of theory and research across a range of disciplines including innovation theory
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(Bresnahan & Trajtenberg, 1995 & Andergassen, et al., 2017, macroeconomic policy
(Van Zon & Kronenberg, 2003), economic history (Crafts & Mills, 2004), and the
organization of markets and industries (Lindmark, 2005). Gaps in our understanding of
complex innovations like GPTs remain and further research is needed (Lipsey, Carlaw,
& Bekar, 2005). As we will see in the next section, determining what is and is not a GPT
systematically and consistently is a challenge, though hardly an impossible one (Moser
& Nicholas, 2004).
Critiques of GPT Theory

Not everyone supports GPT theory. Some skeptics simply do not believe a
‘general purpose’ technology can alone have a massive impact, at least as defined by
current GPT theory (Field, 2011; Crafts & Mills, 2004; Cantner & Vannuccini, 2012;
Ristuccia & Solomos, 2014; & Gordon, 2016). For the skeptics, innovations are complex
interconnected webs of dependencies that make precise prediction of their evolution
nearly impossible. Further, the process of innovation is far too dependent on time, place,
or circumstance to draw generalizable laws or principles. We address these concerns and
critiques next.

As Lipsey, et al. notes (2005), “...if the concept of a GPT is to be useful, then
GPTs must be identifiable.” Some take Lipsey’s caution further — perhaps further than he
intended — and claim the criteria for what is and is not a GPT are too subjective to be
usefully applied and thus GPT theory lacks empirical validity and relevance (Field,
2011). For example, Field (2011) asks if the railroad’s distinguishing feature is the track,

locomotive, freight car, or some combination of the above? Field further argues that
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innovation is not a measurable thing, but a complex, continuous, and evolving process of
combining and recombining ideas, knowledge, and experience applied to real-world
problems (2011, pg. 4):“...many single-purpose innovations...with arguably large
implications for TFP...” and that “...there can be ‘general-purpose’ innovations that
represent relatively marginal improvements over previously existing technology and
have low social saving/contribution to TFP (e.g., the felt-tipped pen).”

Still, much of available empirical research supports a positive association
between a GPT ‘diffusion’ or adoption across markets, industries, applications, and
geographies in ways predicted by theoretical models (Aghion & Howitt, 2000 &
Helpman & Trajtenberg, 1998a; 1998b). While it is true innovations ‘stand on the
shoulders’ of earlier innovations, some uniquely stand out. Field’s critiques do not
appear admit this.

Crafts & Mills (2004) extend Field’s critique and assert the steam engine fails to
qualify as a GPT according to the theory’s own assumptions. For instance, one of the
earliest applications of steam power was the Newcomen engine invented in the early
1700s and first used for pumping water from mines. Later versions of the steam engine
powered ships, locomotives, and factories from the early 1800s through the early 20"
century (Crafts & Mills, 2004).

Of course, the diffusion of steam power depended on advances in, and the
availability of, ‘enabling’ innovations, such as the condenser and practical pressure
gauges, rather than singularly on the steam engine (Crafts & Mills, 2004). Crafts & Mills

(2004) found two-thirds of steam power was utilized across coal mining, cotton textiles,
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and metal fabrication by 1870, and yet steam power was still slow to diffuse and not
sufficiently pervasive (at that time) to meet the key defining criteria of a GPT. It was
only later advances that brought enabling technologies, processes, and skills that made
mass diffusion possible.

Most innovations trace their origin to earlier innovations. Further, most
innovations are possible only because other technologies ‘enabled’ the birth of and
evolution of a technology. Popcorn (Invented circa 4700 BCE, Kummer, 1988), one
outcome of the agriculture revolution of ten thousand years ago, would not itself have
been possible if not for the innovation of the two enabling technologies of fire (First
applied circa 300,000 BCE, Johnson, 2022) and iron smelting (Invented circa 5000
BCE, Wertime & Mubhly, 1979)!

But one enabling technology (i.e., fire) came much earlier than agriculture while
another (i.e., iron) came much later. Therefore, asserting steam engine’s diffusion was
‘slow’ is a relative statement without providing a context for GPTs and how they might
diffuse. As shown later, empirical research has connected cause (i.e., GPT) and effect
(i.e., macro-impact), though separated by decades (Rosenberg, 1976; Jovanovic &
Rousseau, 2005; & Bresnahan & Trajtenberg, 1995).

The diffusion of innovations is a social phenomenon accelerated or slowed by
different cultural, societal, economic, and political contexts and factors (Jovanovic &
Rousseau, 2005; & Lipsey, Carlaw & Bekar, 2005). For example, diffusion of, say, an
agricultural innovation in 18" century northern Europe would differ a great deal from

the diffusion of that same innovation across 17" century China or 19" century Kansas or
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Iowa in North America. In the case of AI/DL, contextual factors such as complementary
enabling algorithmic, software, hardware, data storage innovations; new processes;
organizational changes; and new skills matter a great deal (Brynjolfsson et al. 2017;
David 1991).

Another example of why context matters is the transistor (Invented 1947,
Zorpette, 2022). It enabled the diffusion of early computers and other electronic devices,
including the hearing aid. Yet a major industry at the time, the telecommunications
sector — a major beneficiary of the technology — took far longer to adopt it than was the
case in other industries, despite other advances in technology within the
telecommunications industry (Bresnahan & Trajtenberg 1995).

Another example may be helpful. The first industrial dynamo was introduced in
the 1870s, yet its impact on manufacturing would not be felt until the 1920s (Bresnahan
& Trajtenberg 1995). Some factory owners and managers adapted their organization and
management practices, like changes to factory layout and the addition of complementary
innovations, while utilizing steam turbine for centralized power generation through a
utility, and some did not and, consequently, failed (Smil 2005 & David 1991).

For GPT skeptics, the differences between GPTs and other innovations are not
often distinct enough to be usefully applied (Cantner & Vannuccini, 2012). David &
Wright (1999, pg. 3) criticized the growing number of technologies labeled as GPTs, but
also allowing for GPT ‘sub-types:’

One has only to consider the length of such proposed lists of GPTs to begin to

worry that the concept may be getting out of hand. History may not have been

long enough to contain this many separate and distinct revolutionary changes. On
closer inspection, it may be that some of these sweeping innovations should be
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better viewed as sub-categories of deeper conceptual breakthroughs in a

hierarchical structure. Alternatively, [...] historical episodes may be fruitfully

understood in terms of interactions between one or more GPTs on previously
separate historical paths.

Ristuccia & Solomos (2014) questioned the macroeconomic impact of GPTs in
their study of European electrification in the early 20™ century, where they found no
direct relationship between economic growth in Europe and its electrification. In fact,
they were heavily critical of the concept of a GPT theory (Ristuccia & Solomos, 2014):

...we might need to demote GPT theory to a specific case of a more

general and mundane relationship between technology and long-term

growth according to which a big (not necessarily a pervasive)

technological change will have big effects.

The lag between a GPT’s early diffusion and its macro-impact is often cited as
undermining the case for GPT theory. Electrification and the automobile took time to
diffuse, in part, because they are so far reaching. And much of GPT research, including
that of the theory’s skeptics, supports this assertion (Rosenberg, 1976; Jovanovic &
Rousseau, 2005; & Bresnahan & Trajtenberg, 1995). However, the weight of research
from our literature review reveals that, though substantial time lags exist (e.g., decades,
or less) between cause (i.e., critical mass diffusion of the GPT) and effect (impact on
TFP), these lags do not eliminate the possibility of that innovation being a GPT.

Understanding Diffusion

Innovations diffuse much like a virus across and through industries, markets,

economies, and geographies. That is why diffusion theory is important to understand, as

it focuses less on what is diffused (e.g., ideas, techniques, products, know-how, etc.) and

more on how, when, where, and why an innovation diffused (e.g., what mediums were
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used to communicate, how often they were communicated, where they were
communicated, etc.) (Greenhalgh, et al., 2005). New ideas bring technological, social,
economic, and even political change which becomes the tangible evidence of that
diffusion. Diffusion can be viewed as a ‘socio-communicative’ process influencing
and/or controlling the communication of the innovation and its diffusion (Rogers, 2003).

For Rogers (2003), ‘adoption’ occurs when a person, group, and/or organization
does something differently after encountering the innovation than before. The process
takes time as individuals with differing interests, resources, abilities, and locations are
exposed to and choose to adopt the idea, product, or concept. This process is frequently
rendered as a simple logistic progression or ‘S’ curve as presented earlier in Figure 3 and
it directly corresponds with a (Gaussian) adoption curve.

So-called ‘early adopters’ are the adventurous few who first try out the
innovation and, with success, are followed by more pragmatic ‘late’ adopters, and on to
mass adoption (Bass, 1969). It must be kept in mind not all innovations diffuse. In fact,
many don’t. Schumpeter (1911), for one, knew ideas inevitably become new products
and services, as any experienced entrepreneur or investor can attest to! For him, this
causal chain from idea to prototype to product and service is long, complex, and,
consequently, very hard to predict, as every technology researcher, entrepreneur,

investor, and executive knows (Gottfredson & Aspinall, 2005).
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Often, the caution of potential users and the need for changed processes and
skills can slow or even block diffusion (Lee, et. al.., 2010). In fact, growth in the
awareness and adoption of an innovation across an organization, market, economy,
group (e.g., engineers, dentists, teenagers, etc.), or geography can be thought of as our
working definition of diffusion and pervasiveness being the outcome of diffusion (Peres,
Muller, & Mahajan, 2010).

Diftusion theory originated with E. M. Rogers in the early 1960s and his seminal
study, “Diffusion of Innovations” (Rogers, 2003). In it, he traced the flow of ideas,
products, and concepts through populations, organizations, or society. Diffusion is multi-
stage process of awareness, interest, evaluation, trial, and adoption (Rogers, 1995).
Diffusion, and within it, adoption, are complex processes and their progress differs in
unpredictable ways, even when the innovations and their respective contexts are very

similar (Jovanovic & Rousseau, 2005).
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For example, Jovanovic & Rousseau (2005) found, when comparing
electrification and information technology, each diffused at different rates resulting in
differing levels of disruption. Though both diffused widely, electrification diffused at a
faster rate than IT, while IT improved faster than electrification and, ultimately, both
birthed more innovation IT may ultimately have the larger impact (Jovanovic &
Rousseau, 2005).

Precise and accurate prediction of the path of diffusion is very, very difficult, in
part, because of the number and complexity of interacting variables (Furman 2018;
Goolsbee 2018; & Naimat, 2016). David (1991, pg. 356) highlights this complexity:

[the]...extended trajectory of incremental technical improvements, the

gradual and protracted process of diffusion into widespread use, and the

confluence with other streams of technological innovation, all of which are

interdependent features of the dynamic process through which a general-
purpose engine acquires a broad domain of specific applications.

These challenges informed our effort to reduce ‘definitional confusion (discussed
in depth later).” Afterall, Al is a now a label applied to so many things, so often that it
may have reached ‘semantic satiation’ or the point where it has lost useful meaning
(Jakobovits, 1962). As a result, overlapping data was utilized for our data analysis to
mitigate, to the extent possible, any latent definitional ambiguity inherent in the data sets
(Lopez-Cobo et al., 2019).

It would not be the first, or last, time diffusion studies were challenged by
definitional ambiguity, particularly for the study of Al (Davis & Chouinard, 2016). For

example, attempts to quantify AD’s diffusion often relied on absolute and relative

investments as a percentage of total expenditures on seemingly Al-related and/or
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dependent technologies, which may under or over-represent the true amount of
investment (IDC, 2017 & Orinox, 2017).

Third, R&D expenditures and venture capital investments have been used as
proxies for the diffusion of Al, but definitional ambiguity sometimes resulted in
misleading, confusing, and non-comparable results (MGI, 2017; OECD, 2018; &
Science-Business, 2018). Further, patent data has also been used as an empirical
measure of AI’s diffusion (Eaton & Kortum, 1999). We mitigated the impacts of these
issues on our measurements of pervasiveness by using overlapping data sets in our
analysis.

Adding to the complexity of our analysis is the fact that diffusion is not a single
moment in time but rather a series of successive waves (Rogers, 2003; Helpman &
Trajtenberg; 1994; Crafts, 2003; Jovanovic & Rousseau; 2005; Bresnahan, 2010; &
David & Wright, 2003) with the first waves often generating negative productivity
growth (Helpman & Trajtenberg, 1994; Crafts, 2003; Jovanovic & Rousseau, 2005;
Bresnahan, 2010, & David & Wright, 2003). This negative economic impact,
paradoxically, slows the initial growth in the innovation that ultimately brings growth.
Why might this be? A simple example helps.

Anyone promoted into a new professional role knows that being productive in a
new job means learning new routines, new social connections, terminology, and skills.
This learning (i.e., adapting) takes time and effort away from doing the core work of the

new role (i.e., production). This is especially true when the employer makes a major
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departure from the current way doing things. In fact, researchers have found it can take
eight months for a newly promoted employee to reach full productivity (Ferrazzi, 2015).

The same logic applies to innovations, as the initial productivity losses will be
(hopefully!) more than made up for once it is fully adopted. This process is helped by
supplementary, and complementary enabling technologies (Crafts, 2003; Jovanovic &
Rousseau, 2005; Bresnahan, 2012; & David & Wright, 2003).

This ‘change over’ from innovate—diffuse—adopt—adapt creates a ‘friction’ as
progressive abandonment of current tools is nearly simultaneous with an adoption of
new tools (Lipsey, Carlaw & Bekar, 2005). An example is found with the transition from
the horse to the tractor in early 20" century agriculture in the United States as in Figure
4. The final cost of this friction, which is unknown when the choice is made to adopt the
innovation, is often the difference between success or failure of individuals,

organizations, and even nations (Kennedy & Funk, 2016).

As has been the case, we combined Al and DL into a meta-concept by using

‘Al/DL for convenience’s sake and have differentiated these concepts when necessary.

28



For now, AI/DL refers to any machine or algorithm capable of observing its
environment, learning, and, based on the knowledge and experience gained, taking
intelligent actions and decisions (Craglia et al., 2018). Nilsson (2009) offers a similar
definition: “...activity devoted to making machines intelligent, and intelligence is that
quality that enables an entity to function appropriately and with foresight in its
environment.”

Measuring diffusion is difficult but not impossible (Valdes & Rudyk, 2017;
Webb, 2019; Alderucci et al., 2020; & Schumpeter, 1939). Some, however, believe
measuring AI/DL’s diffusion is not yet practical because it is still in is earliest stages of
that diffusion (Brynjolfsson et al., 2021; Valdes & Rudyk, 2017; Webb, 2019; &
Alderucci, et al., 2020). Others assert the opposite and point to empirical research
asserting AI/DL’s diffusion is well underway and may be in its second diffusion wave
(Trajtenberg, 2019). Gries and Naude (2018) and Acemoglu et al., (2020) make separate
but similar cases that Al triggered an expansion of output and changing occupational
task structures, while stimulating long-run employment. The weight of the available
research suggests that AI/DL diffusion is underway and has been since roughly 2000, at
least applied form.

Yet another complexity with understanding diffusion is the role of public policy
in facilitating and/or impeding diffusion. For example, economists and policy analysts
have intellectual property law, which though intended to protect the integrity of an
innovation as it diffuses, it can also impede its diffusion (Mokyr, 2010; Boldrin &

Levine, 2008; & Merges & Nelson, 1994). Mokyr (1994) claims the steam engine would
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have diffused at a faster rate but for the fact that, ... [the inventor Watt] held a wide-
ranging patent, he succeeded in blocking [the development of high-pressure steam
engines| for many years”. Boldrin and Levine (2008) argue our GPT example steam
engine that: ““.. keeping prices high and prevented others from producing cheaper or
better steam engines, Boulton and Watt hampered capital accumulation and slowed
economic growth.” The airplane would have diffused faster, according to Merges and
Nelson (1990), because “...there is good reason to believe that the Wright [brother’s]
patent [on an efficient stabilizing and steering system] significantly held back the pace
of aircraft development in the United States.” Patents are tangible evidence of the
diffusion of AI/DL and therefore, utilized in our later data analysis.
Finding GPTs

Predicting an innovation’s evolutionary path is nearly impossible. Electric
motors, first introduced in the late 19 century, reached mass diffusion in the early 20%,
and replaced the centrally located steam power machines over decades. Yet the most
forward-thinking managers and factory owners of the day originally saw electric motors
as providing only incremental and marginal improvements in efficiency (David, 1991).
In the end, the benefits of reduced energy costs over steam-driven power turned out to be
only one of the electric motor’s many unanticipated benefits, as the productivity gains
from new factory designs, automation, and the flexibility to locate production virtually
anywhere were even greater (David, 1991).

Predicting an innovation’s path is so difficult partly because multiple,

countervailing forces slow diffusion and in unexpected, hard-to-predict ways. For
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example, ‘lock-in’ is an instance when innovation adoption and the resources used for
that adoption become self-defeating barriers to further adoption (Klitkou, et. al., 2015).
In that sense, innovation can become an ‘escalator’ from which it is too costly to get on
(e.g., opportunity cost) or off (e.g., lock-in).

Investment in new routines, new policies, and enabling technologies are often an
essential component of rapid diffusion (Fichman, 1992). But these investments too can
also be self-limiting (Bresnahan, et al., 1996). On an individual level, we experience this
when we buy something new — from smartphone to air-fryer — and need to acquire
and/or understand a bewildering array of supporting and complementary accessories and
new routines.

Yet another factor greatly complicating any precise and accurate prediction is
that innovations evolve far from their original purpose. Fire for cooking meat, for
example, is the progenitor to the steam engine, which itself is a progenitor of power
generation and so on. This evolutionary path is not unlike the ‘natural selection’ process
in evolution and just as inherently difficult to connect an innovation’s origin to its
current version, let alone its theoretical future self (Afeyan & Pisano, 2021 & Liu, et al.,
2020). Who could possibly have imagined the evolutionary path of the telegraph
(Invented 1843, Coe, 2003) would evolve into iPhone and FaceTime?

Despite diffusion’s atypical path, GPTs characteristically retain their essential
‘form’ or distinguishing features and functionality for years and even decades later
(Bresnahan & Trajtenberg, 1995). The modern steam power (i.e., the conversion of

thermal energy to produce mechanical energy); the grid (i.e., the large-scale generation,
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transmission, and distribution of electricity); and the automobile (i.e., internal
combustion engine powered vehicle) would be recognized by their respective inventors
(i.e., Thomas Savery, Thomas Edison, and Karl Benz). This is true despite advances in
the innovation’s components (e.g., new materials, electronics, computer technology, and
machining technology, etc.).

Could AI/DL retain its form or distinguishing capabilities of pattern recognition,
self-learning, and prediction as it diffuses across applications, market sectors and
geographies? Again, time will tell.

GPT Sub-types

Bekar, et. al. (2018) believes GPTs cannot be assessed solely on their macro
effects, as some fall into (relatively large) niches. He offers the laser as an example.
Lasers would qualify as a GPT because they are: (a) seemingly pervasive in everything
from health care, music, communications, and the military; (b) improving with time, and
(c) enabling other innovations (Bekar, et. al., 2018). Nevertheless, lasers have failed to
have the disruptive macro-impact equal to electrification, the automobile, or railroads
(Bekar, et. al., 2018).

Lipsey, Carlaw, and Bekar (2005) pointed out the laser’s diffusion was helped by
being ‘best fitted’ to the structure of the economy at that time, which is an instance when
an innovation requires far fewer ‘up-front’ or enabling investments to diffuse (i.e.,
pervade) on a mass scale. To that end, the internet, software engineering, along with the
advance of Moore’s law in hardware, may have provided a readily accessible ‘best fit’

for the last two decade’s diffusion of AI/DL. Could it be asserted that the current
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structure of the economy is a best fit to enable the pervasiveness of AI/DL? This is a
question for future research.

For Frischmann (2012), GPTs are less ‘singular innovations’ like the steam
engine or automobile and more ‘sub-types’ or clusters of innovations like, (a)
transportation systems, such as highway systems, railway systems, airline systems, and
ports; (b) communication systems, such as telephone networks and postal services; (¢)
governance systems, such as court systems; and (d) basic public services and facilities,
such as schools, sewers, and water systems. Frischmann (2012) believes these GPT sub-
types are best framed as ‘infrastructure’ because:

e GPTs can be used in a way that is ‘non-rivalrous’ over a large range of
demand.

e Where demand is influenced by downstream productive activities that require
the resource as an input.

e GPTs can be an input into a wide range of goods and services which may
include private goods, public goods, and social goods.

Bekar, et. al (2018) echoes Frischmann’s sub-types by asserting GPTs are
distinguishable from other innovations by their ‘internal nature,” ‘external interaction
with other technologies,’ and ‘efficiency of the technology in delivering its services.’
Ultimately, Bekar, et al. (2018) believes GPTs are:

... a single technology, or closely related group of technologies, that is widely

used across most of the economy, is technologically dynamic in the sense that it

evolves in efficiency and range of use in its own right, and complementary with

many downstream sectors where those uses enable a cascade of further
inventions and innovations.
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This chapter provided the foundations for what is and is not a GPT, why they
matter, how they matter, and what should be considered when assessing an innovation as

a GPT. We now turn to the essential question of whether AI/DL is a GPT.
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CHAPTER 3

ESSAY 1 - IS AI A GENERAL PURPOSE TECHNOLOGY?

AT’s conceptual birth goes back centuries with the work of Reverend Thomas
Bayes, whose Bayesian Probability provides the reasoning behind statistics, decision
sciences theory, operations research, and prediction algorithms (Friston, 2012).
However, Applied AI’s birth goes back to the 1940s with the ‘programming’ electro-
mechanical computers to perform basic reasoning and, for the time, complex problem-
solving (Haigh, 2016). One important milestone was Edmund Berkeley’s (1949) “Giant
Brains: Or Machines That Think™ and his view of the future of computer science:

Recently there have been a good deal of news about strange giant machines that

can handle information with vast speed and skill... These machines are similar to

what a brain would be if it were made of hardware and wire instead of flesh and
nerves... A machine can handle information; it can calculate, conclude, and
choose; it can perform reasonable operations with information. A machine,
therefore, can think.

Yet it was Berkeley’s contemporary, mathematician Alan Turing, author of
“Computing Machinery and Intelligence (Turing, 1950,),” who laid the foundation for
Al and computer science. In his landmark paper, the ‘Turing Test” where an individual
poses random questions to someone (or something) on the other side of a wall, which
generates responses back to the questioner. The ‘test’ is whether the questioner can tell if
the ‘respondent’ is person or machine. According to Turing, if the questioners cannot
determine the true source of the responses, then we have Al.

Al advanced further with the Dartmouth Summer Research Project on Artificial

Intelligence workshop in 1956 (Haenlein & Kaplan, 2019). Attendees included future
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Nobel Laureates and some of the founders of the disciplines of computer science and
information theory (Haenlein & Kaplan, 2019). Their goal was ambitious (McCarthy, et.
al., 1955, pg. 2):

...to proceed on the basis of the conjecture that every aspect of learning

or any other feature of intelligence can in principle be so precisely

described that a machine can be made to simulate it. An attempt will be

made to find how to make machines use language, form abstractions and

concepts, solve kinds of problems now reserved for humans, and improve

themselves.

From those early days, Al evolved through cycles of growth and contraction
(Menzies, 2003). Early on, computer science pioneer Edward Feigenbaum introduced
so-called ‘expert systems’, which mimicked aspects of human (i.e., expert) decision-
making. These and similar clever applications briefly sustained interest in AI. However,
this brief Al ‘boom’ was followed by a long ‘bust’ of nearly a decade, as users found
existing applications limited in their real-world utility by rigid rules and narrow
application (Haenlein, et. al., 2019).

The 1980s through the early 2000s brought on a second boom, as Al was applied
to complex and dynamic real-world problems (Haenlein, et. al., 2019 & Menzies, 2003).
In the last decade of the 20" century John Hopefield and David Rumelhart introduced
the concept of ‘deep learning,” which allowed computers to find distinctive, useful
patterns in massive, disparate structured and unstructured data sets and which also
allowed Al applications to substantially diffused (Haenlein, et. al., 2019). Importantly,
Al began to reveal its distinctive capacity for continuous learning and complex pattern

detection from both structured and unstructured data — an essential capacity enabled by

DL.
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The algorithmic capability (e.g., ‘reinforcement’ learning, supervised, and
unsupervised learning, and back propagation, etc.) infused much of the Al family of
applications and technologies that, in turn, accelerating ‘Al technology’ diffusion across
the breadth and depth of markets, applications, economies, and geographies (Haenlein,
et. al., 2019). AI’s diffusion was also preceded by the growth in its capacity to process
large volumes of data through the development of complementary (i.e., enabling)
hardware advances (e.g., increased computing speed and power, lower processing costs,
etc.) (Haenlein, et. al., 2019). Simultaneous advances in AI/DL’s capability and capacity
to both process and use ever larger data sets accelerated its application (and
pervasiveness) within and across a growing variety of complex real-world problems
within and across different markets, applications, economies, and geographies
(Schmidhuber, 2015).

The critical time frame for AI/DL’s mass diffusion was 2000 to 2020 (Cockburn
et al., 2019; McKendrick, 2022; Argawal, 2019: Trajtenberg, 2019; & Goldfarb, et al,
2021) These two decades are therefore the focus of our data analysis. This is not to
suggest the more recent time-period from 2020 to 2024 is unimportant. Rather, the
global impact of COVID is only now being understood (as of early 2024) and it would
therefore be difficult to account for AI’s impact across markets, industries, applications,
economies, and geographies in our data analysis (Roman, S., et. al., 2022).

GPTs possess an ‘emergent’ quality in that some innovations become GPTs if,
and when they cross a ‘threshold’ (e.g., diffusion, ‘technology trajectories’ and

‘technology clusters’, etc.) (Korzinov, & Savin, 2016). As stated previously, almost all
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innovations owe their existence to one or more earlier innovations, directly and/or
indirectly, and this is particularly the case with AI/DL, which can be said to exist within

the Al ‘family tree’ in Figure 5.

Figure 5 encompasses the disparate techniques, technologies, and disciplines
(Klinger et al., 2020 & Wheatley, 2020), most of which overlap and/or intersect with still
other techniques, technologies, and disciplines not presented in the Figure, including
statistics, linguistics, logic, various mathematics, and neuroscience. As a result,
definitional boundaries between what is and is not Al and DL can become blurred
(Krafft et al., 2020).

One way to address these fuzzy boundaries is to make distinctions based on the
Al family member’s ‘higher order’ capabilities and distinctive features (Kraftt et al.,
2020; Klinger et al., 2020; & Wheatley, 2020) and might also include AI’s ‘persistent’
and ‘capacitive” characteristics (McCarthy, 2007):

It [AI] is the science and engineering of making intelligent machines, especially

intelligent computer programs. It is related to the similar task of using computers

to understand human intelligence, but Al does not have to confine itself to
methods that are biologically observable.
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To that end, a GPT’s ‘generalizability’ is closely related to pervasiveness put
forward in our research. For example, when electrification is compared to, say, nuclear
power or fMRI technology the concept of generalizability comes into sharper focus. It is
the capacity of the innovation to drive advances in across a disparate array of industries,
markets, and applications with very little modification to its basic, distinctive features
(Agrawal et al., 2018a/b & Brynjolfsson et al., 2019). As we highlighted earlier, it is
DL’s capacity to infer patterns from structured and, importantly, unstructured data that
makes it ‘generalizable’ and making mass diffusion possible across markets, industries,
applications, geographies, and knowledge domains (LeCun, et al., 2015).

DL’s evolution began with first attempts to build Al systems, including using
symbolic logic and, later, software systems ‘embedded’ with human expert-sourced
knowledge and heuristics (Wooldridge, 2020). It was only after decades of trial and error
that machine learning (ML) and later DL were developed and embedded within software
that Al could infer patterns from labelled and, later, unlabeled datasets (LeCun et al.,
2015). DL’s evolution was furthered helped by newer enabling technologies, such as
backpropagation, which linked digital ‘neurons’ in the DL-derived network to minimize
prediction error (Chauvin & Rumelhart, 1995).

AI/DL continues to evolve with recent advances in enabling algorithmic and
hardware advances (Wooldridge, 2020 & Hooker, 2020). Hooker (2020), for one,
believes AI/DL’s diffusion was helped by a ‘hardware lottery,” with massive private

investments, including primarily venture capital, in enabling technologies. This theme
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echoed by Korzinov and Savin’s (2016) who emphasize ‘technology trajectories’ and
‘technology clusters’ as necessary conditions for the diffusion of GPTs.

Al/DL’s diffusion was furthered by advances in other complementary
technologies such as computer vision, image processing, video generation, speech
recognition/synthesis, language translation, question answering, robotics, and gaming
drove (Agrawal et al., 2018a). DL became tightly woven into the fabric of a growing
number of everyday products and services like search engines, social networking sites,
translation systems, and digital personal assistants (Agrawal et al., 2018a/b).

The consensus among researchers and scholars of innovation as well as
technology, and industry experts is AI/DL has moved beyond a promising technology in
the late 20™ century to practical tool applicable across a growing spectrum of real-world
problems. To that end, scholars are modeling Al as a GPT in the hopes of improved
prediction and pattern recognition and applied across a range of complex and non-linear
contexts (Agrawal et al., 2018b; Crafts & Mills, 2021). We propose ‘complete’
pervasiveness is synonymous with diffusion across markets, industries, applications,
geographies, and knowledge domains could be predictive and/or indicative of an
innovation being a possible GPT.

Factors Slowing Diffusion

A logistic ‘S’ curve is an idealized view of diffusion, but it does not do justice to
the true nature of innovation in the real-world. Importantly, innovations rarely go
through single and complete adoption cycle but rather adoption cycles beget more

branching adoption cycles, creating an evolving ‘discontinuous’ path of newer branching
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diffusion paths (Petrick & Echols, 2004). The ‘digital music player’ gave birth to an
adoption cycle and diffusion path that to the Apple iPod which, in turn, birthed an
adoption cycle and leading to the first Apple iPhone. This complex evolutionary path is
one reason game-changing innovations are never so easily identifiable, even to those
(i.e., executives, technologists, industry analysts, researchers, and venture capitalists)
paid to spot and exploit these cycles (Petrick & Echols, 2004).

Despite DL’s generalizability, several factors impeded its diffusion. First, DL was
constrained by the generalizability of the datasets on which it was trained (D’ Amour, et
al., 2020; & Marcus, 2018).% The result in the case of cybersecurity and autonomous
vehicles is that DL was confounded by malicious users and/or unforeseen situations,
with sometimes disastrous results (Brundage et al., 2018). DL also requires masses of
data and corresponding large-scale computational infrastructure to train and deploy,
which is not always readily available and may further slow DL’s diffusion (Thompson et
al., 2021 & Strubell, et al., 2020). Nevertheless, recent advances in ‘Generative A’ and
‘Large Language Models’ (LLMs), though originating from limited raw data sets, may
be capable of accelerating the generalizability of DL applications (Meyer, J.G., et al.,
2023).

Another barrier to diffusion is that some datasets are (presently) too large to be
‘curated’ or filtered to remove, say, personal information and discriminatory and

inflammatory content. The result is unforeseen privacy issues and the risk that the

* Though this may soon become less of a constraint with recent advances in generative Al. Time will tell.
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resulting models will be biased and unfair towards minorities and disadvantaged groups
and further slowing DL’s diffusion (Raji et al., 2021 & Bender et al., 2021). It is possible
continued advances in processing power will mitigate this barrier.

Last, the concept of ‘best fit,” discussed previously, can help to explain a slowing
of diffusion. For example, Thompson and Spanuth (2021) assert early mainframe
computers served as a ‘platform’ model but fragmented once ‘component (i.e.,
enabling?) technologies’ within the computer itself (i.e., processing power) evolved in
speed and scale. The result was a rapid evolution of enabling and complementary
technologies as the core processors diffused across applications and markets,
outstripping, undermining the viability of the mainframe market. For Thompson, &
Spanuth (2021), the technical advances inherent in a GPT may slow its diffusion, until
and unless other, newer best-fit applications can be found.

What Makes DL Special?

It is important to set DL set apart from other Al technologies. As we discussed, it
is its self-learning capacity that makes a level of prediction when, in the case of neural
networks, specific inputs are available to the application. Neural networks evolved from
earlier work on ‘perceptrons’ in the 1950s and 1960s, which attempted to show that
digital technology could mimic the function of neurons on the human brain by learning
as they are fed inputs (Rosenblatt, 1958, 1962). This happens through: (1) combinations
of weights and thresholds that translate inputs into outputs, (2) measure the ‘closeness’

of these outputs to reality, and (3) adjust these weights to narrow the distance between
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outputs and reality. The result is an ability to ‘perceive’ patterns within unstructured
data.

Through the 1980s, Al pioneer Jeffrey Hinton (2006) advanced neural network
techniques through ‘back-propagation,” which created a practical self-reinforcing
feedback loop and, consequently, significantly improved the practical application of
‘supervised’ learning (i.e., using curated data to ‘train’ an application) (Rumelhart,
Hinton, & Williams, 1986). Advances in algorithmic approaches continue to this day,
revealing the potential of DL’s predictive power from larger and larger data sets (Hinton
& Salakhutdinov, 2006).

Back propagation makes possible continuous self-learning from real-world
problems. In a sense, DL’s learning capacity results in virtuous spiral of ‘learning-by-
doing,” which further sets it apart from traditional ‘static’ software applications. This
gives AI/DL a self-sustaining and self-reinforcing capability. Instead of requiring, say, a
developer to code each process step to be automated, ML algorithms ‘discover’ their
own function(s) and connect set(s) of inputs to set(s) of output(s), assuming large
enough datasets exist for input/output mapping (Brynjolfsson & Mitchell 2017).

As with the other ‘Al family’ of technologies, neural networks are enabled by
DL, as Figure 5 reflects and assume the current trend of greater reliance on DL across
many Al applications to continue.

DL Informs Human Decisions
Prediction is at the heart of AI/DL’s real-world relevance (Agrawal, et. al. 2018a;

Lindsay & Serra, 2022) and, in the 2" decade of the 21 century, it is oriented toward
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informing human predictions and decision-making (Agrawal, et. al. 2018a; & Lindsay &
Serra, 2022). Examples abound, from finding (i.e., predicting) the shortest route to the
nearest Starbucks to safely and autonomous robots moving (i.e., predicting) the best path
through a busy warehouse.

The founders of Al sought to augment or even replace human intelligence with
machine intelligence, not to create the dystopian world of The Terminator but to use Al
to move beyond the highest levels of human intelligence and decision-making to the
benefit the world (Kurzweil, 2012). Though that goal is yet to be achieved, progress in
the application of Al to real-world problems has been significant and is accelerating at
an accelerating rate, particularly in the first two decades of the 21st century (Liu et al.,
2018 & Boucher, 2020).

Our literature review revealed the first two decades of the 20" century are the
time when AI/DL appears to be undergoing a mass adoption across and within markets,
industries, economies, and geographies. Further as we will see, DL’s unique capabilities
appear to be accelerating AI’s adoption.

Challenges With AI/DL as a GPT

Some academic researchers believe Al is a possible GPT, even though it has not
yet reached mass diffusion despite seventy years of history (Agrawal et al., 2019;
Cockburn et al., 2019; & Brynjolfsson et al., 2021). Goldfarb (2020) puts the challenge
of determining if AI/DL is a possible GPT succinctly:

...resolving this speculation using existing empirical methods for

identifying GPTs requires many years of hindsight. By that point, the
managerial relevance of knowing whether ML, blockchain, cloud
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computing, and other technologies are GPTs is limited.

We saw how enabling technologies make diffusion possible. To that end, some
researchers assert investment in AI/DL’s complementary and enabling technologies is
well underway and, consequently, so is AI/DL’s mass diffusion (Brynjolfsson et al.,
2018). Yet, Brynjolfsson et al., (2018) believes that a transition to an Al-driven economy
will require more and substantial investments in complementary, intangible assets
including data, skills, and organizational capital at least 2.7 to 4.1 times bigger than the
investments in tangible assets themselves.

Every innovation comes with explicit (i.e., cash) and implicit (i.e., time, effort,
opportunity, etc.) adoption costs and AI/DL is no different (Brynjolfsson et al., 2018).
Recently, the recognition of these costs, from anecdotal reports, is motivating a growing
‘rethink’ of many long-established organizational practices (Brynjolfsson, Hitt, & Yang,
2002). For example, DL enabled Al technologies are only now emerging and,
consequently, so is an accounting of the costs of this diffusion (Teece, 2018 & Rathje &
Katila, 2021). A tally of the total implicit and explicit costs AI/DL’s adoption awaits the
passage of time and great deal of effort, but they are expected to be massive (Jovanovic
& Rousseau, 2005; Greenwood & Yorukoglu, 1997; Aral, Brynjolfsson, & Wu 2012; &
Tambe, Hitt, & Brynjolfsson, 2012)

The experience of electrification is telling, as half of US manufacturing
establishments remained unelectrified until 1919, about thirty years after the shift to
polyphase alternating current began (David, 1991). One reason for this is Henderson’s

(1993, 2006) belief that manufacturing plants, at the advent of electrification, were in the
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thrall of the ‘curse of knowledge’ or constrained by the designs of the time. Even today,
the costs of adoption of electrification across the United States and Europe during this
first adoption phase has never been calculated.

The different ways researchers have characterized GPTs calls for a consistent
method for characterizing GPTs (Moser & Nicholas, 2004; Hall & Trajtenberg, 2006;
Feldman & Yoon, 2012; Graham & lacopetta, 2014; & Petralia, 2020). Our research
uses disparate and overlapping data sets from the first two decades of the 20™ century to
support our proposition that AI/DL is a possible GPT. We hope to enhance the
consistency and reliability with which GPTs can be characterized.

The lack of a common framework has the following consequences: (1) GPT
researchers are less consistent in their judgements, (2) various data sources remain
unexplored before more useful tools can be found, and (3) GPT theory must be more
forward-looking to be useful decisionmakers. Therefore, our research method must
address these three concerns to be useful and turn to that in the next chapter.

Levels of Analysis and Identifying a GPT

To understand AI/DL as GPT we must understand what is its ‘essential’ defining
character as a GPT. The case of the railroad is illustrative (Donaldson & Hornbeck,
2016). The railroad brought about dramatic changes in the US, European and,
ultimately, global society and economy as masses of people and goods could now be
moved far faster, far greater distances, at a far lower cost, and on an unprecedently

massive scale. In addition, the second and third order changes from the railroad,
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including changes in population distribution, the built environment, the military, and
communications were similarly profound.

The defining characteristic that made the locomotive possible was the ‘portable’
motive force of the steam engine. The other components comprising early and
contemporary railroads, including rails, carriage, and other features existed before or
well before the invention of the railroad (Donaldson & Hornbeck, 2016). That same
motive force (i.e., steam engine) also transformed sea travel, manufacturing, and a host
of other industries, as we discussed previously. In essence, the steam engine is the GPT
that enabled another great innovation (i.e., the railroad). In the same vein, DL is the
essential ‘motive force,” and therefore GPT, within the larger innovation of Al.

This foregoing provides a clear example of the need for multiple levels of
analysis — from broad to narrow — associated with all GPTs. In the above case, the broad
theoretical concept of 'the physics of steam power' is the knowledge base, the 'steam
engine' is the (general purpose) technology, and the 'railroad' is just one application. The
chronological unfolding seen in the historical record follows these levels, proceeding
from broad to narrow. Similarly, for this dissertation, and the case of Al, the broad

theoretical concept of Large Language Models (i.e., LLMs) are the knowledge base, the

DL is the GPT, and, for example, ChatGPT is one application.
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CHAPTER 4

ESSAY 2 — THE IMPORTANCE OF PERVASIVENESS

GPT theory is focused on prior innovations and their historical and current
macroeconomic impact. This work has contributed to our understanding of technology
and its impact on our world. Can GPT theory help build a forward-looking tool capable
of assessing current innovations and their prospective macro-impact? At a minimum,
such a tool would give decision-makers a range of outcomes and inform the creation,
development, management, and regulation of potentially game-changing technologies
(Agrawal, Gans, & Goldfarb, 2019)? This would be an exercise in technology
forecasting, which is not a new idea, as this chapter shows. Our research hopes to
contribute to such a tool.

Predicting an innovation’s path is very, very difficult, yet looking to what is on
the horizon is the job of every executive, venture capitalist, research scientist,
policymaker, and entrepreneur (Davenport, 2022 & Buchannan, 2013). And nowhere is
prediction more difficult than in new products and services (Weller, 2015), as ninety
percent of roughly thirty thousand new products introduced every year fail (Emmer,
2018). Without the ability to anticipate what may be coming, economic, and societal
advance would be nearly impossible (Davenport, 2022). Anticipating what might come

next has been and remains the focus of technology forecasting.
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Trying to Forecast Innovation

Management theorist John Brian Quinn (1967) framed technology forecasting’s
main purpose:

[technology forecasts] ...do not necessarily need to predict the precise

form technology will take in a given application at some specific future

date. Like any other forecasts, their purpose is simply to help evaluate

the probability and significance of various possible future developments

so that managers can make better decisions.

Our research seeks to know what forecasting tools, systems, and techniques have
and have not proved useful and in different contexts. We did not seek, nor did we find, a
‘crystal ball.” We turn to Peter Drucker (1969) again, who reminds us that doing so
would be a waste of time:

...the impacts of technology are almost never capable of being

anticipated very far in advance. And the "expert's" predictions are no

better than anyone else's, and often worse. In the early fifties the best

experts predicted ... a total worldwide market of no more than a hundred

computers altogether but also "automation unemployment" of six, if not

of ten, million people by 1970. Their projections were completely valid,

their samples scientific, and their techniques rigorously quantitative. It

was only their premises that were wrong.

We examined a wide variety of forecasting techniques to identify those that could
contribute to our research. Fortunately, the discipline of technology forecasting has a
rich history going back a century with President Franklin Roosevelt’s establishment of
the National Resources Committee, whose mission was to look forward and assess the
possible impacts of advances in science technology on employment in the United States
(Schnaars, 1989 & National Resources Committee, 1937).

The outbreak of World War II drove the need to exploit science and technology

for the war effort, culminating in the seminal work of Vannevar Bush, science adviser to
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President Roosevelt, of Science: The Endless Frontier (Bush, 1990). In it, Bush
presciently spoke of the need to anticipate the growing societal, economic, and cultural
impact of science and technology. Later, the Cold War brought further increases in
government funded science and engineering R&D (Roussel, 1991), which drove the
evolution of tools like systems analysis and the Delphi method, both still in use today
(Murdock, 1974 & Gordon & Helmer, 1964).

The Cold War also birthed public, private, and non-profit organizations dedicated
to supporting the needs of military, policymakers, private investors, researchers, and
industry executives to anticipate advances in science and engineering. Organizations like
Rand Corporation, MITRE, The Institute for Defense Analysis, The White House Office
of Technology Assessment, DARPA, and the Office of Technology Assessment were
created for that purpose (Jantsch, 1967).

Despite the spread of these tools, disillusionment grew as their relevance to real-
world problems like the Vietnam War and the United States energy crisis of the 1970s
began to be questioned (Coates, 1994). According to Coates (1994):

Technology forecasting was reduced in practice to a set of tools and

methods; forecasts produced between 1975 and the early 1990s were

relatively few, generally poorly defined, and executed without much

attention to formal assumptions, time horizons, or limitations.

Nevertheless, technology forecasting has contributed much, including to the
evolution of business strategy and strategic management. So much so it is now taken for
granted that every organization must anticipate abandoning maturing technologies and

invest in newer ones to stay competitive (Christensen, 2013 & Huang, 2014). Not

surprisingly, forecasting is a global industry today (Feng, et. al. 2022). Contemporary
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management theory rests on an appreciation for and an assumption of a growing

collective economic and structural interconnectedness in combination with a growing

dependence on technology (Esmaelian, et al, 2017 & Mudambi & Ricketts, 1998).
What Can We Know About the Future?

Technology foresight is a variant of forecasting that, according to Fergnani
(2020, p. 7) helps decisionmakers, “...interpret changes in the environment, outline and
evaluate possible futures based on these changes, and use information from these futures
for the organization’s competitive advantage.” Martin (1995) adds nuance:

[technology foresight] ...is the systematic study of scientific,

technological, economic, and social developments in the longer term. Its

goal is to identify strategic research areas and select the technology

clusters that will make the greatest contributions to economic and social

interests.

Firat, Madnick, & Woon (2008, p.7) provide additional nuance:

[technology foresight] ...applies to all purposeful and systematic attempts

to anticipate and understand the potential direction, rate, characteristics,

and effects of technological change, especially invention, innovation,

adoption, and use.

Forecasting cannot yet and likely never will consistently yield precise predictions
of an innovation’s path, but it has provided useful alternative evolutionary paths (Day &
Shoemaker, 2005 & Porter, A. L. et al. 2004). Precise and accurate prediction is likely
never possible because of the nearly infinite contingent contextual variables along the
way from idea to prototype to mass diffusion (Bresnahan & Trajtenberg, 1995; Lipsey,
Bekar, & Carlaw, 1998; & Jovanovic & Rousseau, 2005).

And it is ‘contingent complexity’ that animates forecasting skeptics as they point

to the fact that empirical evidence to date shows that the best forecasts have limited
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accuracy in the middle and long-term, poor repeatability, and limited adaptability
(Kucharavy & De Guio, 2005). Philip Tetlock, Professor at the Wharton School, for one,
agrees with that critique in his popular book Super Forecasters: The Art and Science of
Prediction (Tetlock & Gardner, 2015).

In this fifteen-year study of expert prediction, he assessed the accuracy of 28,000
economic and political predictions of 284 financial executives, journalists, economists,
and policymakers. An expert, which he dubbed a ‘Hedgehog,’ possesses deep knowledge
of a specific domain (e.g., economics, financial markets, international relations, politics,
etc.). Yet despite the depth of knowledge, Hedgehog, or expert predictions were no
better than random chance, even when their predictions were well within the expert’s
field.

Tetlock also ran tests on the predictions of random non-experts or ‘Foxes, which
are people who know a ‘little bit about a lot of things.” He found ‘Fox’ or non-expert
predictions were more accurate and, in some cases, far more accurate than the experts.
Importantly, the non-expert or Fox predictions depended not on their tools or biases but
on how they thought about the prediction process and their assumptions therein.

Non-experts consciously included an array of seemingly unrelated considerations
and data, according to Tetlock, greatly enhanced the quality of their predictions. Though
not explicitly about forecasting technology, Tetlock’s work points to the need to include
a sufficient breadth of disparate data.

Predictions about the process of innovation is not to be confused with prediction

in the natural sciences, of which the latter relies on established theory, data, and
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experiment. In contrast, technology forecasting — like predictions across the social
sciences — must account for a large degree of messy real-world complexity which is not
inherent in the natural sciences (Buchanan, 2013). Too often, according to Klosterman
(2013),”...technology forecasts (too often) rely on information that is out of date,
estimated, or collected at the wrong level of aggregation.”

One way to reduce this ‘messiness’ is to extrapolate from a single variable, yet
this approach is constrained by the data’s timeframe, along with a dependence on the
context of the variable of interest (Wissema, 1982). Further, though predictors strive for
accuracy it often must come at the expense of decision-informing efficacy (Klosterman,
2013). Likewise, other tools may possess greater efficacy (depending on context), such
as the case with substitution analysis, the Delphi method and complex multivariable
modeling (discussed later), but even these tools demand rare expert judgement, vast
amounts of data, and are heavily context dependent (Wissema, 1982). Alas, there is no
free lunch with prediction.

We return to Peter Drucker (1969), who commented on the complexity of
predicting a technology’s possible impacts which:

...tend to be synergetic and the result of several developments, each independent

in its origins and the outgrowth of a separate discipline with its own, ...are often

quite indirect, and by-products rather than main products &...tend to be
threshold phenomena; until they reach a certain level, there is no impact at all.

Highlighting technology forecasting’s limitations does not, however, undermine

its utility. It orients our expectations about our analysis and, ultimately, our conclusions,

however tentative.
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Understanding Forecasting Tools

We live in an era of growing mountains of data. Yet for some innovation
scholars, the world may already be awash in enough data to enhance our predictions of
tomorrow’s innovations (Li, et. al., 2019). If true, could AI/DL one day be used to
predict its future self? Though an interesting question, we return to understanding the
strengths and limitations of forecasting tools to identify those most relevant to our data
analysis (Daim, et al., 2006 & Magruk, 2011).

Forecasting tools vary widely in their approach and uses of data (Coates et al.,
2001). All, however, rely heavily on prior and current data to inform their assumptions
about the future (Klosterman, 2013 & Ascher, 1981). Therefore, high quality forecasting
depends on the accurate and precise tracing of an innovation’s previous and recent
history to generate useful alternative future paths of the innovation (Klosterman, 2013).
These ‘possible futures’ help decisionmakers better anticipate and plan for what could
come.

Slocum & Lundberg (2001) provide a review of forecasting tools, together with

our comments on the potential relevance for our data analysis and forward-looking tool:

e Intuitive Forecasts: An ‘ask the expert” approach akin to consulting Tetlock’s
Hedgehogs. Not surprisingly, this approach is readily undermined by
inevitable unexpected occurrences, invalid not-so-expert ‘expert’ opinion,
and latent forecaster bias (Harteis & Gruber, 2008).

e Consensus View: These methods are characterized as ‘wisdom of the crowds’
(Surowiecki, 2005) approach to prediction. Examples include so-called
‘prediction markets’ that used voting or consensus forecasts to determine the
probability of certain future outcomes (Rhode & Strumpf 2004; Wolfers &

Zitzewitz 2004; Snowberg, Wolfers, & Zitzewitz 2005; & Leigh & Wolfers
2007).
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Delphi Method: Convening expert panels to arrive at a consensus forecast
while controlling for the qualifications of the experts and their biases.
However, there are recurring questions around human bias and the tendency
for ‘group think’ impacting the efficacy of this technique for technology
forecasting (Woundenberg, 1991).

Statistical Modeling and Simulation: Relying on empirical observations of
the phenomenon being predicted while identifying patterns of association
between the variables accounting for that phenomenon. Patent citations and
linking them to technological road mapping and forecasting is a common
forecasting approach (Erdi, et al., 2013; Fleming, 2001 & Seung-Wook, et al.,
2014).

Application of a Causal Model: This method is like statistical modeling,
while also identifying candidate ‘causative agent(s)’ of the predicted
phenomenon. Econometric modeling is a common application of this
approach (Erdi, et al., 2013).

Analogy Method: Analogies allow for a systematic comparison of the
forecasted technology to an earlier technology that appears similar in key
respects. However, this approach is not without its limitations that, according
to Martino (1983) and echoing Drucker’s (1969) concerns, “...are based on
the assumption that there is a ‘normal’ way for people to behave and that
given similar situations, they will act in similar ways. However, there is no
guarantee that people today will act as people did in the model situation.
Hence the forecast is at most probable, never certain”.

Structural Modeling: Again, econometric modeling is one common example
of structural modeling, which is the application of mathematical or analytical
models to technological innovation. It highlights key elements of the
evolution of an innovation, identify its functional aspects, and express them
symbolically or mathematically, while also possessing some of the
limitations of the other approaches describe here (Slocum & Lundberg,
2001).

Scenarios: Scenarios are alternative narratives built on differing, well-defined
assumptions about the future. Each narrative tests the implications of each of
the key assumptions within that narrative. Technology ‘roadmaps’ are an
example and can be run for generations (e.g., 2 to 10 years) (Kostoff &
Schaller, 1999). Yet a recent McKinsey study of industry road mapping found
it failed to, “identify ‘white space’ in technology development and provide a
holistic view on how technologies and markets would evolve and what these
changes suggest about future technologies (Heim, et al., 2017).”
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e Extrapolation: This method extends an existing trend, often with a ‘cone’ or
range of probable paths. Graphically, this often appears as a logistic or “S”’
curve. The main critique is the inductive assumption ‘tomorrow will just be a
little bit different from today, give or take’ (Sahal, 1977 & Sahal & Yee,
1975). More sophisticated versions feature the progression of a given
innovation along the hypothetical S curve super-imposed on bell-shaped life-
cycle curve, which highlight its evolution through adoption, growth, maturity,
and decline (Coates, et. al, 2001 & Firat, et. al., 2008).

Extrapolation assumes ‘path dependence’ (Mahoney & Schensul, 2006) or the
idea that an innovation’s previous ‘path’ through to the present constrains its possible
alternative further paths. Path dependence underlies predictions in: (1) weather
forecasting & search traffic (Jun et al., 2017), (2) R&D spending (Taegu, Kim, & Lee,
2014), (3) technology or product life cycle evolution (Park et al., 2015), (4) averaged
analogy method based on parameters of multiple products, (5) technology road mapping,
and (6) bibliometrics (Daim, et. al., 2006). Therefore, extrapolation, augmented by data
analysis, appears to be the most appropriate method for our analysis, even though a most
scholars assert there may not yet be enough historical data of AI/DL available to plot its
disruptive path (Goldfarb, et.al., 2021 & Christensen, 2000).

Interestingly, AI/DL’s limited history as a practical application may also limit its
path dependence. A shorter history may translate into a greater range of alternative
futures. Is there an inherent path dependence in AI/DL’s diffusion to this point in time.
Yet again, only time will tell. We are not making precise predictions. In essence, we
propose a given technological innovation (i.e., AI/DL) fits into a particular class of

innovations (i.e., GPT). We now turn to understanding and defining what variable we are

extrapolating: the GPT characteristic of pervasiveness and complete pervasiveness.
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What Are We Looking For?

For decades, scholars have tried to distinguish GPTs from other innovations but
with mixed results. Nevertheless, a consensus appears to have formed around the
following three distinct characteristics of GPTs (Bresnahan & Trajtenberg, 1995; Lipsey,
Bekar, & Carlaw, 1998; Jovanovic & Rousseau, 2005 & Ristuccia & Solomou, 2014):

(1) They are ‘pervasive’ or diffuse across the breadth and depth of markets,
industries, economies, applications, and geographies.

(2) They show ‘improvement’ or increase in efficiency, effectiveness, capability,
and capacity with use over time.

(3) They ‘spawn’ or stimulate other innovations, some of which may become
other GPTs.

These characteristics make GPTs distinctively the ‘drivers of seismic
macroeconomic shifts’ (Strohmaier & Rainer, 2016). We assert that pervasiveness is the
most definitive of the GPT characteristics. After all, many innovations could meet the
criteria of ‘spawning innovations’ and ‘improving over timing,” but not pervasiveness.
An example is functional magnetic resonance imaging (fMRI), which measures small

changes in blood flow that come with brain activity.
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Figure 6 presents a comparison of fMRI with oft-cited GPTs along with the three
GPT characteristics. fMRI has saved and/or improved countless lives and spawned
innovation in healthcare since its introduction in 1984, while also continuously
improving its own performance (Raichle, 2009). Nevertheless, fMRI is a healthcare
application and thus lacks the quality of complete pervasiveness of the GPTs cited in
Figure 6, which we define next.

What is Complete Pervasiveness?

The word pervasiveness is used differently in our research than how it is
sometimes used in discussions of technology (Kourouthanassis, et. al., 2008; Efanov, &
Roschin, 2018). For example, the National Institutes of Standards and Technology
(NIST), in fact, has a program called The Pervasive Information Technologies
Program that “facilitates the creation of standards for sensor communication, networking
interoperability, and sensor information security...” and defines the term as “the trend
towards increasingly ubiquitous connected computing sensors, devices, and networks
that monitor and respond transparently to human needs.” (Marbukh, et. al., 2010).

In other instances, ‘pervasiveness’ refers to the insidious quality of technology to
(Mitroff, 2019):

[make] ...our lives incomparably better in numerous ways, now constitutes

one of our biggest threats. It threatens not only our physical, but our mental

well-being It forces us to confront some of the most important questions

facing the human condition: What is the extent and the depth to which we

are willing to allow technology to intrude into our lives? In other words,

how pervasive and invasive are we willing to let technology be?

Complete pervasiveness, however, is defined in our research as the extent to

which AI/DL is tangibly present within and across all markets, industries, economies,
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and/or geographies. Electrification is an exemplar, as it has changed everything from
manufacturing, transportation, agriculture, and communications and is considered one of
the greatest engineering feats of all time (Holden, 2000 & Gordon, 2000).

In manufacturing alone, it generated massive TFP gains across the United States
and Europe from the late 19" century to the mid 20™ century, as factories were
redesigned to accommodate modular electric motor driven manufacturing equipment
(David, 1991 & Gordon 2000). From its birth in the US, the ‘grid’ developed by Thomas
Edison in New York in 1882, electrification’s impact extends to this day.

Pervasiveness and AI/DL

Anecdotal data suggests AI/DL is diffusing broadly and deeply, particularly over
the last twenty years. However, prior empirical work presents a mixed picture. For
example, some analysts predicted forty seven percent of current jobs in the US would be
obsolete by as soon as the end of 2030 (Frey & Osborne, 2017), while others predicted
many occupations are or will be replaced by Al (Pethokoukis, 2019). Still another study
of the maturity levels of Al deployments across half a million businesses in the US
found less than 1,500 were making substantial investments in AI (Naimat, 2016).

AI/DL is the product of massive, initial resource commitments made over
decades in the form public and private R&D, public, corporate, as well as
entrepreneurial trial and error (Trajtenberg, 2019; Argawal, 2019; & Goldfarb, et. al,
2021). Consequently, there should be tangible indicators of resource commitments of
AI/DL’s pervasiveness, within and across markets, industries, economies, and

geographies, through the crucial period of mass diffusion from 2000 to 2020.

59



Our central proposition, therefore, holds that complete pervasiveness is true
when all the following criteria are met:

1. Accelerating cumulative growth of AI/DI across different markets and
industries.

2. Accelerating cumulative growth of AI/DI across disparate, novel
applications.

3. Accelerating cumulative growth of AI/DI knowledge, specifically within and
across academic research.

4. Accelerating cumulative growth of national public policy initiatives in
support of AI/DI.

5. Accelerating cumulative growth of geographic dispersion AI/DI globally.

A challenge in multi-disciplinary research is the consistency in the application of
terminology. For example, in GPT theory the concept of ‘generalizability’ matches our
definition of complete pervasiveness closely. The term has been used by innovation
scholars to describe the versatility of a given innovation to be applied across
applications, markets, and industries (Agrawal et al., 2018 & Brynjolfsson et al., 2019).
Nuclear power held the promise of ‘free’ electricity but failed to have the impact across
industries, markets, and geographies like mass transportation, communications,
healthcare, and agriculture as originally predicted (Rhodes, 2018) because, in part, of its
lack of ‘generality’ (Agrawal et al., 2018b & Brynjolfsson et al., 2019).

Another term is ‘knowledge density’ or the idea that the “structure of our
knowledge should have a sufficient density for a GPT to become pervasive, whereby,
structure we mean interconnectedness of our ideas and by density interchangeability of

our knowledge among various applications (Korzinov & Savin, 2016).” An extension of
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knowledge density is Brynjolfsson’s (2019) notion of ‘connective tissue’ or the idea that
investments in technologies and skills are a necessary precondition of diffusion.

As previously highlighted, diffusion is wave-like and each successive wave
brings second and third order economic, technological, and societal effects (Geroski,
2000). Yet, each wave can take years or even decades to be observable (Bresnahan &
Trajtenberg, 1995 & Jovanovic & Rousseau, 2005). This wave-like characteristic gives
diffusion its distinctive logistic or ‘S’ curve, as in Figure 7, which is the cumulative
result of many individuals, groups, and organizations communicating, considering, and
adopting a ‘new thing’ (Bresnahan & Trajtenberg, 1995 & Geroski, 2000). Thought the
possible patterns of diffusion of a GPT, are like all other innovations, they are very
different in the depth and breadth of the innovation’s ‘reach’ across market, industries,

economies, and geographies.

Different innovations impact us differently. Sliced bread was exceptional when it

was invented 1928 (Latson, 2015) but its impact was not comparable to the automobile
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or electric grid of that day through to today. As we have seen, some scholars remain
skeptical of single innovations having macro-scale impact (David, 1991). Recalling the
GPT skeptics, diffusion is a vast, complex web of interconnections and interacting
variables, making definitive cause and effect connections nearly impossible (David,
1991).

For GPT skeptics, the scale of impact is irrelevant. For them, the only difference
between, say, sliced bread and the automobile is the latter differs only in the number and
complexity of interactions between and among variables and not from a singular force.
Yet, the weight of reviewed research supports the view that GPTs do have a discernable,
disproportionate, and direct macro-impact within and across industries, markets,
applications, economies, and geographies (Jovanovic & Rosseau, 2005). For GPTs,
quantity (i.e., size of macro-impact) has a quality (i.e., defining characteristic) all its
own.

Bresnahan and Trajtenberg (1995) introduced another helpful term,
‘complementarity,” which was later expanded on by Petralia (2020). That is, GPTs are
enabled by ‘upstream’ innovations (e.g., machine learning, reinforcement learning, deep
learning, etc. for AI/DL) while simultaneously enabling ‘downstream’ innovations (e.g.,
cloud computing, ‘big data’ technologies, etc. for AI/DL) (Brynjolfsson, et al., 2017).
This concept assumes AI/DL possesses underlying ‘structures’ very similar to other

information technologies (Brynjolfsson, et al., 2017).
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Complete Pervasiveness

It could be said that pervasiveness is the latent potential existing within every
innovation, manifesting only if, and when some ‘diffusion threshold’ is reached. Such a
threshold can exist within a single ‘dimension’ (e.g., market, industry, economy, or
geography) or cumulatively across multiple or, in the case of complete pervasiveness,
across all dimensions. For example, it might be said that pervasiveness in the market
dimension is achieved when a certain level of investment and/or intellectual capital
exists (Strebulaev & Gornall, 2015). We would also expect to see an increase in the
cumulative growth and acceleration in the rate of growth of investment and patents as a
prelude to the achievement of pervasiveness for, say, the product and services
dimension. But growth across one or two dimensions is not sufficient to qualify as
complete pervasiveness and, therefore, a GPT. It must show across all dimensions.

Pervasiveness overlaps with the concept of ‘saturation’ from economics, which is
the point at which the rate of diffusion of a product or service plateaus (Popp, 2002).
Saturation occurs deep in the life cycle of a product’s diffusion, when diffusion is at the
top of the (diffusion) S curve, discussed earlier. Goldfarb. et. al, (2020) asserts the wide
use, ongoing improvement, and follow-on innovations are difficult to measure without
the benefit of hindsight, which is why most GPT studies use data (e.g., evidence of
widespread adoption, whether patents, patent citations and/or some evidence of
productivity impact, etc.) a decade or more after their introduction.

Pervasiveness within a single dimension cannot alone predict a GPT, as we have

seen many factors can slow or accelerate diffusion. As innovation diffuses across more
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and more dimensions toward complete pervasiveness then there is a strong possibility
that innovation is a GPT. These ‘pre hoc’ dimensions are the foundations for a forward-
looking tool. Our central proposition is therefore that ‘complete’ pervasiveness is the
instance when all five dimensions, as indicated in Figure 8, are present for an

innovation.

Though some scholars believe GPTs sit on a ‘innovation spectrum’ and not on
threshold of adoption (Teece, 2018; Gambardella et al., 2021; Rathje & Katila, 2021; &
Bojovic, 2022), our proposition is that complete pervasiveness is a very strong indicator
that an innovation is a GPT. Complete pervasiveness can also be thought of as a ‘phase
transition’ of innovation from one state (e.g., interesting innovation) to another state
(e.g., potential macro-impact innovation or possible GPT) as in Figure 9.

A phase transition is a concept borrowed from thermodynamics that describes a
physical process where matter (e.g., solid ice) transforms into another form of matter

(e.g., liquid water) or gas (e.g., gas steam). Such a phase transition in our research is a
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distinct ‘changeover’ from an innovation being ‘normal and novel’ (i.e., pervasive) to a

‘supra-normal’ with macro-impact potential (i.e. complete pervasiveness).

The idea of a GPT is a phase transition from an innovation to a supra-innovation
can be applied to everything from the first Model Ts was offered for sale (1908°) to the
first instance of the electric grid (18829). It is possible that AI/DL may have entered its
own ‘phase transition’ the latter part of the second decade of the 21 century. The next
chapter describes the methodology supporting that proposition.

Research Goals and Methods

Our research goal of a forward-looking tool is comprised of three research

objectives. The first is to deepen our understanding of the innovation process generally

and GPTs specifically. As our literature review revealed, innovation is not an ‘event’ but

SFrom the Ford Motor Company website (www.ford.com) (2024).
IEEE.
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a complex, largely social, process of diffusion from concept to invention to application
to adoption (McLaughlin & McLaughlin, 2021).

The second objective is to assess AI/DL as a GPT. AI/DL became our focus, in
part, because it satisfied our third goal: identifying a recent innovation that appears to be
an economic, technological, and social phenomenon. The literature review drew from an
array of research disciplines and across academic, industrial, and public research from
1950 to the present.

At some level, our research seeks a more applied definition of GPTs. Scholars
and decisionmakers have tried to do so, as they explored interconnected and overlapping
networks of technologies that shared ‘underlying principles and mutual dependencies’
(Petralia, 2020); assessed patent growth rates that capture the ‘elaboration of
technologies like GPTs’ (Moser & Nicholas, 2004; Jovanovic & Rousseau, 2005; &
Petralia, 2020) and assessed patent growth rates for ‘unbiased generality measures’
(Pavitt, 1988; Griliches, 1990; & Hall & Trajtenberg, 2000).

In fact, patent research has been especially fruitful, but challenging as a single
source of insight (George & Walsh, 2022):

...1f [the] Al become(s) more knowledgeable and skilled than all people

in a field, it is unclear how a human patent examiner could assess

whether an AI’s invention was obvious. An Al system built to review all

information published about an area of technology before it invents

would possess a much larger body of knowledge than any human could.

Assessed against all knowledge, almost everything would seem

obvious...

Other quantitative and qualitative approaches to defining GPTs have included:

e Using the Herfindahl-Hirschman (HHI) index to calculate a ‘technical
commonality index’ (Moser & Nicholas, 2004).
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e (Qualitative measurement of ‘technology complementarity’ and ‘technical
applicability’ (Feldman & Yoon, 2011).

e (Qualitative measurement of ‘universality,” ‘innovation,” and a ‘wide range of
influences’ (Youtie, et. al., 2008).

e (Qualitative measurement of various firm-level measures (Clarke, et. al.,
2015).

All these methods helped guide for our data analysis as have industry reports
(Chui, 2023 & Lynch, 2023). Our review of the available data revealed several useful
sources, and these are discussed in the next section.

The Oxford Dictionary defines pervasiveness, “...as the fact of being present
and noticeable in every part of a thing or place.” We sought data reflecting pervasiveness
of Al and DL (together and separately) for the key period of 2000 to 2020 for each of
five dimensions. We define pervasiveness as a rapidly growing identity or tangible
presence within a given dimension and complete pervasiveness as the same across all
five dimensions.

Our pervasiveness dimensions are the following:

Products and Services: AI/DL-driven new startups and corporate investments,

Novel Applications: AI/DL-focused patents,

Knowledge Transfer. AI/DL-themed research papers and conferences,

Public Policy Initiatives: AI/DL-focused policies, and

Geographic Dispersion: The previous indicators globally dispersed.
For each dimension we found public and/or proprietary data sources that

supplied multiple empirical indicators for each pervasiveness dimension from 2000 to
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2020. We assessed the progression for each data source for each of the five dimensions
seeking to identify a characteristic growth curve comparable to Figure 9.

Our overall research effort is propositional, not hypothetical. That is, we’re not
offering testable hypotheses. Our propositions are intended to stimulate further research.
Propositional research is an approach articulated by Alfred North Whitehead
(1929/1978) who held propositional research was a vital, speculative, creative act
intended to motivate further questions, questioning and, ideally, more research. We
propose a tool out of which future research can identify testable hypotheses.

We were unable to obtain data for every year from 2000 to 2020 across all five
pervasiveness dimensions. In some cases, we included data beyond 2020. In other cases,
sources commenced in 2010 (or later) while others were available for the entire period.
Nevertheless, this was not thought to be a problem, as some pervasiveness dimensions
did not manifest significantly until the beginning of the second decade of the 21%
century.

Our research is not immune to definitional ambiguity and is to be expected with
over-used terms like Al It is the reason we used varied and overlapping data sets for
each of the five pervasiveness dimensions. Additional data sets beyond those used in this
research, admittedly, may have brought further clarity to our analysis. However, some of
the data sets examined reviewed but not utilized in our research, while interesting, were
either not available to the researcher because of cost considerations or were thought to
be of marginal informational value. Future research may warrant consideration and

analysis of these additional data.
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Data Analysis

Our central proposition holds complete pervasiveness, or substantial increases in

measures across all our proposed pervasiveness dimensions is strongly indicative of a

GPT. On the other hand, pervasiveness, or substantial increases across one or a few

dimensions is partially suggestive of innovation that may be on a path to GPT status.

Ultimately, complete pervasiveness is most likely with a rapid absolute growth and rate

of growth across all five pervasiveness dimensions.

We do not claim any pervasiveness dimension is of greater or lesser importance

than any other. Rather, in the instance that fewer than all five dimensions reflect

pervasiveness then it possible to make one of more of the following inferences:

Our definition of pervasiveness does not capture AI/DL’s actual or potential
impact: We consistently attempted, throughout the literature review and in
the crafting of this research, to define terms and apply them in a consistent
way.

The data underlying one or more pervasiveness dimensions do not reflect
AI/DL’s our definition of pervasiveness: Each data source was carefully
vetted. However, this was not original data collected by the researcher and
some inconsistencies may therefore be inherent in the data. That is the
primary reason multiple data sources were used for each dimension.

The data underlying one or more pervasiveness dimensions partially reflects
our definition of AI/DL’s pervasiveness: Again, each source was carefully
vetted and since the research had to make do with largely public sources
some precision may have been unintentionally sacrificed along the way.

Measuring Pervasiveness Dimensions

As stressed previously, multiple data sources were used to measure each

dimension. The data sources including the following:
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Products and Services: We used the founding date of AI/DL-driven new
startups and announced corporate investments in AI/DL. Our data sources for
these were Crunchbase, The Al Index 2023 Annual Report, and CB Insights.

Novel Applications: We used the number of new AI/DL patent filings from
the World Intellectual Property Organization.

Knowledge Transfer: We used the number of AI/DL-themed research papers
presented at conferences and our data source was the Center for Security and
Emerging Technology.

Public Policy Initiatives: We identified instances when national governments
announced or published a comprehensive AI/DL-focused policy or policies.
For that we used Center for Security and Emerging Technology and The Al
Index 2023 Annual Report.

Geographic Dispersion: The geographic dispersion of each dimension was
tracked.

A wide variety of possible data sources were explored. We focused on three

criteria when comparing alternative data sources. First, we needed to data sources that

provided sufficiently clear definition of Al and DL to avoid definitional ambiguity.

Second, we sought data sources that matched our pervasiveness dimensions as closely as

possible. Third, we sought data from credible, recognized sources. In the process, we

chose the following public and proprietary data sources:

Crunchbase: Founded in 2007, it is proprietary database of over three million
records of startups globally. Cumulative totals of Al and DL startups for the
period from 2000 to 2020 were exclusive of firms the ceased operations
(either through closure, acquisition, or otherwise). In addition, only those
startups that received venture capital funding and had made explicit claims of
utilizing Al, DL, or both in their products and services were included in our
analysis as well.

The Al Index 2023 Annual Report: This data set is well-regarded aggregate

annual data base Al-related investment, research, and activity administered
by Stanford University Institute for Human-Centered Artificial Intelligence.
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Changes in the dollar value of investments for all data used are in real dollars
utilizing the Consumer Price Index (CPI).

e World Intellectual Property Organization (WIPO): This data set includes
more than 43 million patent documents, including international patent
applications submitted under the International Patent System.

e Center for Security and Emerging Technology (CSET): This think tank is an
extension of the Georgetown University’s School of Foreign Service. The
CSET project identifies the universe of research publications relating to the
application and development of artificial intelligence and is, itself, a project
of The Allen Institute for Artificial Intelligence.

e (B Insights: This is a proprietary database of machine learning and advanced
analytics to targeted venture capital, startups, patents, and other data to
predict market trends.

We now describe the intent of each pervasiveness dimension:

Pervasiveness Dimension: Products and Services

As we saw, there is both anecdotal and empirical support showing the AI/DL is in
ever more products and services across markets, economies, and geographies. However,
a precise and through accounting of AI/DL’s impact on each product or service, though
immensely valuable, is beyond the capacity of this research, given the vast number and
variety of new of products and services introduced everyday all over the world for 2000

to 2020.

However, there are useful proxies for this dimension in the source of new
products and services, which are the startups and established companies providing and
investing in those AI/DL-infused products and services. We therefore assessed (1)
startups utilizing AI/DL as an essential component of their offering and (2) announced

investments in AI/DL by public companies.
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The challenges with measuring this dimension in this way was three-fold. First,
commercial claims of the extent to which AI/DL were employed versus ‘marketing spin’
is an open question. Further, only startups founded within 2000 to 2020 were included in
the analysis. A distinction was also made between startups utilizing Al generally and

those that specifically claimed to utilize DL to add granularity to our analysis.

Similarly, the veracity of announcements by publicly funded companies utilizing
AI/DL could also be questioned as marketing spin. However, the fact that they are public
companies, and thus liable for extreme claims, does lend credibility to their announced
claims. An additional aspect of pervasiveness for products and services is the extent to
which those goods and services are being created or offered across industrial and/or
market sectors as well as geographic regions. Again, we used startups and private
investment as proxies for the pervasiveness of AI/DL across goods and services, in this

case across market sector and geographies.
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Figure 10 shows the cumulative number of DL startups by year globally. These
numbers are net of startups that were founded within the 2000 to 2020 timeframe and
ceased operations. The data shows a rapid diffusion of DL across startups, although 2020
appears to show a slow-down in the rate of growth. Figure 11 shows that same growth of
DL but broken out across five market verticals including education, finance, healthcare,
IT, and others. The category of ‘others’ includes a wide array of verticals from
communications, manufacturing, and services, to name a few. The figures show a

consistent diffusion and equitable dispersion across verticals.

Figure 12 shows the cumulative corporate investment by type investment of
globally in Al for the time-period 2013 partially through the pandemic in 2022. Though
this period is inside of our 2000 to 2020 timeframe, 2013 is the first year that investment
became substantial. Again, we see both the characteristic rapid relative diffusion and
fairly equitable dispersion across investment type. Figure 13 shows the annual

investment in Al by industry sector for the time-period 2017 to 2022. This data shows a
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substantial breadth of application across a very wide array of industry sectors for the

second decade of our time-period.

Pervasiveness Dimension 2: Novel Applications

As the literature review revealed, prior studies examined Al’s diffusion by
counting the growth of filed and/or granted patents. We applied a similar analysis to

measure the extent to which AI/DL are reflected in novel applications.
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Specifically, we counted new patent filings and not patents granted is the time
between filings and issuance likely varies widely across all patents. We also closely
evaluated the claims within the filings to ensure that the patent conveyed that Al, DL or
both were fundamental to the technology’s application. Figure 14 shows the cumulative
number of Al-infused patents globally across market sectors for the time-period of 2010
to 2020. The data shows a rapid growth in the diffusion of Al through patents and an

equitable dispersion across industry sectors.

Pervasiveness Dimension 3: Knowledge Transfer

It is essential to measure to the extent to which AI/DL is under consideration
within academic research, as it is an important source of concepts and new ideas. We
therefore counted published papers, subject conferences, and presentations are research

conferences in all cases where the focus was AI/DL.

While far from comprehensively measuring the transfer of AI/DL knowledge,

they do, nevertheless, provide a meaningful indicator of the relative level and relative
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changes in the intensity of that knowledge transfer. Figure 15 shows the cumulative
number of Al publications by year and region from the time-period 2010 to 2020. The

data shows a rapid diffusion and an equitable dispersion across regions.

Pervasiveness Dimension 4: Public Policy Initiatives

Public policy exists to drive changes in society, but public policy initiatives are
also often responses (i.¢., signals) to perceived changes within and across a given nation
(Mueller, 2020). Therefore, as Al diffuses and begins to have a macro-impact within a
region (e.g., the European Union, Middle East North Africa, etc.) or national
governments and regional governing bodies would likely have announced or are

undertaking Al-focused public initiatives in response.

The nature of the initiatives will vary as widely as there are numbers of countries
and regions. Some may view the perceived changes wrought by Al as a threat, others as
an opportunity, and still others as a little bit of both. Such indicators would best be found

in public pronouncements of national policy initiatives. As Figure 16 shows those
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nations and regions who have announced but not released a national Al strategy
initiative (red) and those nations and regions who have released their national Al

strategy. The data shows a breadth of national strategies globally.

Pervasiveness Dimension 5: Geographic Dispersion

The oft-cited GPTs of electrification, the steam engine, and the automobile
became global phenomena. For these GPTs, diffusion started in the industrialized
countries of Europe, North America, and parts of Asia of the mid to late 19" century
through the early 20" century. Ultimately, these GPTs quickly spanned the globe, as
today 92 percent of world population has direct access to electricity (World Bank, 2023)
with 1.4 billion automobiles today (Saja, 2020). The extent to which AI/DL reaches

across regions or countries within each dimension is an aspect of pervasiveness.

Figure 17 shows the cumulative number of Al startups founded (net of startup

closures) between 2013 and 2022 by region (i.e., China, EU/UK, US, and Rest of
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World). The data shows both a rapid growth in diffusion globally and an equitable

dispersion across regions.

As Figure 18 shows the cumulative number of DL companies founded (net of
startup closures) between 2000 and 2022 by region (i.e., China, EU/UK, US, and Rest of
World). The data shows both a rapid growth in diffusion globally and an equitable

dispersion across regions.
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Figure 19 shows the cumulative number of Al-infused patents filed between
2020 and 2022 by region (i.e., China, EU/UK, US, and Rest of World). The data shows

both a rapid growth in diffusion globally and an equitable dispersion across regions.
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CHAPTER 5

CONCLUSIONS

Our focus on Al as a GPT served several purposes. First, Al proved to be an
excellent candidate for GPT status! The most recent advances in, for example,
Generative Al and Large Language Models, alone hold the potential for a macro-scale
impact. Second, AI/DL provides a real-time window into how science can birth
‘impractical’ ideas holding little or no promise only to have them, with patient, persistent
effort over decades, emerge as a GPT impacting billions of lives for decades to come —
for better, worse, or maybe a little of both. Finally, our literature review of historic
GPTs, along with our analysis of Al, showed how technologies separated by decades and
even centuries can have a great deal in common and yield useful insights for the future,
if one can ignore the hype and confusion and look closely at what is happening.

The Limitations of Our Approach

First, there is no way of knowing (now) if the cumulative growth curve presented
in Figure 11 for each dimension is the beginning of a continuous asymptotic inflection in
the coming years ahead or a temporary inflection that will soon crest and decline. That is
why this research included as wide a variety of overlapping data sets as possible
supporting our central proposition. Yet again, time will tell!

Second, as we mentioned we applied a ‘propositional approach’ to our research,
mainly because of the scale and temporal challenges cited in our research constructs

(i.e., GPTs, pervasiveness, and AI/DL assessed over time to the present). From the
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outset, we sought to identify patterns possibly connecting our ‘pre-hoc’ constructs (e.g.,
the slow and then very rapid growth of pervasiveness for each dimension) and not
testable hypotheses.

It is also the reason we stressed the conditional nature of this research effort. We
are predicting, though across a range of possible outcomes, and as Nobel Laureate
physicist Niels Bohr reminds us, “Prediction is very difficult, especially if it's about the
future!” Nevertheless, our approach is no less worthy or useful.

Last, we drew from multiple disciplines. The literature review captures, to the
fullest extent, the nuanced differences in meaning behind different terms used by
different researchers within and, in some cases, across their respective disciplines. As a
result, some meaning may have been unintentionally lost along the way. In effect, we
faced challenges common in multi-disciplinary research (Shanableh, et. al., 2022) but
were inspired to press on by philosopher and scientist Johann Wolfgang von Goethe
when he said, “Whatever you can do, or dream you can, begin it. Boldness has genius,
power, and magic in it.” We next turn to our data analysis.

Al and the Physical World

The automobile changed our world in so many ways. At the advent of the Model
T anyone could now afford a car that could allow one to travel nearly anywhere at any
time and as often as they chose. Yet the GPT that is the automobile also brought second
and third order impacts to our physical world. For one, the automobile motivated the
construction of millions of miles of paved roads, highways, bridges, filling stations,

hotels, to name a few (Hugill, 1982). The massive number of refineries, manufacturing
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plants, asphalt, and concrete plants, show rooms, parking lots and garages would also
need to be included to get a greater sense of the full transformative physical impact of
the automobile on our planet. And, of course, the vast environmental consequences of
over a century of the automobile would also need to be considered.

The GPT that is the electric grid also brought massive physical changes to our
world and they are only now being assessed and tallied (Popovich, N. & Plumer, B.,
2023). One need only consider the countless power stations, power lines, nuclear power
plants, hydroelectric dams, wind, and solar farms, along with vast expanse of consumers
of electric power. In a sense, the interstate highways, and beltways along with power
lines and coal-fired power plants are only some of the physical enabling, ongoing costs
of adoption of these two GPTs.

However, the advance of the digital world has not encroached on our physical
world to the degree, breadth, and depth of the automobile and the electric grid, or at least
not yet. However, AI/DL may change that. One possible reason is that Al and DL have
given machines the ability to perceive the physical world — overcoming Moravec’s
Paradox — function within it, and ultimately change it, directly and indirectly, and for
better or worse.

Robots, autonomous vehicles, and an ever-growing number of IOT devices are
likely just the beginning of machines taking on virtually all the tasks that are or even
could be done by humans. The possibilities are nearly infinite as the consequences for

how our built world will likely change. It is possible that the pace of technological
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innovation and change will make the current versions of these advanced technologies
look like crude instruments.

It is one thing to give machines the ability to perceive the world around them and
quite another to also add the ability to ‘reason.’ That is, machines are increasingly able
to function independent of direct human supervision on increasingly complex tasks.
Autonomous driving is one obvious example, and it may hold the promise and challenge
of massive changes in our built environment. For example, would parking lots and
garages be needed in a world of autonomous vehicles? Indeed, would there even be a
need for nearly as many vehicles or, for that matter, would car ownership itself become a
thing of the past? In that event, will automobile manufacturers start to look like Uber?
With far fewer cars will the road network look the same?

There are increasing concerns about the ultimate impact of Al on our world.
Some see a dystopian world, others foresee a world where humans are relieved of the
burden of work, and still others who see a new evolutionary cycle where human and
machine symbiotically evolve. ‘Technophobia’ is now a treatable condition, suffered
mainly older adults as they attempt to coup with newer digital technologies (Di Giacomo
D. etal., 2019).

Informing Decisions

It is hoped this research informs researcher and decisionmaker alike and
anticipate the next possible GPT. For example, investors and executives will understand
the role and impact of complementary and supporting technologies and, consequently,

the impact of investments in those technologies. Policymakers too are often under
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tremendous pressure to find and invest in the next GPT (Hidalgo & Hausmann, 2009 &
Delgado et al., 2014). Further, they’re increasingly called to ‘regulate’ technologies that
are just emerging and possessing extraordinary potential (Trajtenberg, 2019; Beraja et
al., 2021; & Austin & Macauley, 2001). Our research can inform those choices before
the mass diffusion and mass impact of the GPT is felt.

We must acknowledge prediction is very hard. However, a forward-looking tool,
however imprecise, can guide R&D decisions and assist in forming innovation alliances
(Cassiman & Veugelers, 2006 & Cohen 2010) and the purchase and/or outsourcing of
third-party services (Attewell 1992 & Bresnahan, et al., 1996). Further, such a tool can
allow the innovators to better capture the profits from developing complementary
technologies (Gambardella, et al., 2021). Last, they can prepare for what is over the
horizon, by helping with the explanation and prediction of economic change and growth
(Helpman, 2004).

A deeper understanding of GPTs means a deeper understanding of the process of
innovation, which is vital to improving our world. Nobel laureate Kenneth Arrow (2012)
put it best:

...it is hopeless to develop a model which will genuinely predict innovations...

and in claiming that those models and the considerations behind them will

provide some useful idea of the average rate of technological change, of the
degree of fluctuations and the kinds of surprise that we may find in the future.

We cannot, of course, predict a surprise; that is a contradiction in terms. But we

can predict the kind of surprises that might occur.

The hope of this research is that it will inform the decisions of a variety of

decisionmakers. For example, this research is a starting point for improved private

investment decisions in ‘transformative’ technologies by giving investors a more
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discerning instrument for identifying and differentiating among innovations of all sorts.
Such a tool would then allow for more thoughtful and focused long and near-term
investment decisions.

Another potential benefit of our research is the ability to guide innovators when
to capture the potential benefits of their GPT. That is, knowing what kind of GPT will
point the way to the innovators as to what types of complementary assets to invest in. In
fact, a GPT may focus public and private investing on the appropriate complementary
technologies and supporting skills, as complementary assets play a less central role in
value capture if the technology is not general purpose (Gambardella, et al. 2021).

Last, timing is everything and innovation within and across a given industry
needs time to diffuse and have an impact. This research may help guide the timing of
public and private investment in innovation as horizons are likely to be long term. A
GPT is a long, big game and investors, public or private, need to know what game they
are playing. This research hopes to inform those investors as to which game they’re in

and how to play it.
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