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ABSTRACT

With the advent of Network Function Virtualization (NFV), network ser-
vices that traditionally run on proprietary dedicated hardware can now be real-
ized using Virtual Network Functions (VNFs) that are hosted on general-purpose
commodity hardware. This new network paradigm offers a great flexibility to In-
ternet service providers (ISPs) for efficiently operating their networks (collecting
network statistics, enforcing management policies, etc.). However, introducing
NFV requires an investment to deploy VNFs at certain network nodes (called
VNF-nodes), which has to account for practical constraints such as the deploy-
ment budget and the VNF-node limited resources. While gradually transitioning
to NFV, ISPs face the problem of where to efficiently introduce NFV; here, we
measure the efficiency by the amount of traffic that can be served in an NFV-
enabled network. This problem is non-trivial as it is composed of two challenging
subproblems: 1) placement of VNF-nodes; 2) allocation of the VNF-nodes’ re-
sources to network flows. These two subproblems must be jointly considered to
satisfy the objective of serving the maximum amount of traffic.

We first consider this problem for the one-dimensional setting, where all net-
work flows require one network function, which requires a unit of resource to
process a unit of flow. In contrast to most prior work that often neglects ei-
ther the budget constraint or the resource allocation constraint, we explicitly
consider both of them and prove that accounting for them introduces several
new challenges. Specifically, we prove that the studied problem is not only NP-
hard but also non-submodular. To address these challenges, we introduce a novel
relaxation method such that the objective function of the relaxed placement sub-

problem becomes submodular. Leveraging this useful submodular property, we
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propose two algorithms that achieve an approximation ratio of %(1 — 1/e) and
%( 1 —1/e) for the original non-relaxed problem, respectively.

Next, we consider the multi-dimensional setting, where flows can require mul-
tiple network functions, which can also require a different amount of each resource
to process a unit of flow. To address the new challenges arising from the multi-
dimensional setting, we propose a novel two-level relaxation method that allows
us to draw a connection to the sequence submodular theory and utilize the prop-
erty of sequence submodularity along with the primal-dual technique to design
two approximation algorithms. Finally, we perform extensive trace-driven simu-
lations to show the effectiveness of the proposed algorithms.

While the NFV paradigm offers great flexibility to network operators for effi-
cient management of their networks, VNF instances are typically more prone to
error and more vulnerable to security threats compared with dedicated hardware
devices. Therefore, the NF'V paradigm also poses new challenges concerning fail-
ure resilience. That has motivated us to consider robustness with respect to the
class of sequence submodular function maximization problem, which has a wide
range of applications, including those in the NFV domain. Submodularity is an
important property of set functions and has been extensively studied in the liter-
ature. It models set functions that exhibit a diminishing returns property, where
the marginal value of adding an element to a set decreases as the set expands.
This notion has been generalized to considering sequence functions, where the
order of adding elements plays a crucial role and determines the function value;
the generalized notion is called sequence (or string) submodularity. In this part
of the dissertation, we study a new problem of robust sequence submodular max-
imization with cardinality constraints. The robustness is against the removal of
a subset of elements in the selected sequence (e.g., due to malfunctions or adver-
sarial attacks). Compared to robust submodular maximization for set function,
new challenges arise when sequence functions are concerned. Specifically, there

are multiple definitions of submodularity for sequence functions, which exhibit



subtle yet critical differences. Another challenge comes from two directions of
monotonicity: forward monotonicity and backward monotonicity, both of which
are important to proving performance guarantees. To address these unique chal-
lenges, we design two robust greedy algorithms: while one algorithm achieves a
constant approximation ratio but is robust only against the removal of a subset
of contiguous elements, the other is robust against the removal of an arbitrary
subset of the selected elements but requires a stronger assumption and achieves
an approximation ratio that depends on the number of the removed elements.
Finally, we consider important problems that arise in the production net-
works, where packets need to pass through an ordered set of network functions
called Service Function Chains (SFC) before reaching the destination. We study
the following problems: (1) How to find an SFC-constrained shortest path be-
tween any pair of nodes? (2) What is the achievable SFC-constrained maximum
flow? We propose a transformation of the network graph to minimize the com-
putational complexity of subsequent applications of any shortest path algorithm.
Moreover, we formulate the SFC-constrained maximum flow problem as a frac-
tional multicommodity flow problem and develop a combinatorial algorithm for

a special case of practical interest.
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CHAPTER 1
INTRODUCTION

The advent of Network Function Virtualization (NFV) has made it easier for
Internet service providers (ISPs) to employ various types of functionalities in their
networks. NF'V requires the replacement of network functions that traditionally
run on proprietary dedicated hardware with software modules, called Virtual
Network Functions (VNFs), which run on general-purpose commodity servers
[1]. A wide variety of network functions (firewalls, intrusion detection systems,
WAN optimizers, etc.) can be applied to flows passing through network nodes
that host VNFs (called VNF-nodes). A flow must be fully processed at one or
multiple VNF-nodes so that the potential benefits introduced by NFV can be
harnessed [2]. Fig. 1.1 presents an example of a network with three flows and
multiple VNF instances deployed at different nodes.

The new network paradigm enabled by NF'V not only offers a great flexibility
of introducing new network functions, but it also reduces capital and opera-
tional expenditure. Therefore, major ISPs have already started the process of
transforming their technologies and operations to support NEFV [3]. However,
transitioning to NF'V faces challenges from different perspectives. From network
flows’ perspective, each flow needs to be processed by certain types of network
functions, and each network function requires a different amount of the resources
at servers (e.g., CPU, memory, and I/O). In addition, flows generally require
all of their traffic be fully processed by such functions to satisfy certain quality
of services [2]. The requirement to fully process flows mandates that enough
resources should be provisioned along the flow’s path and be available when

needed to process the flow’s traffic before reaching the destination. From ISPs’



F|rewall DPI, IDS, DPI,
WAN optimizer Encoder/Decoder

/

Flow f, ﬂ

T

Figure 1.1: An example network

perspective, transitioning to NF'V usually happens in multiple stages for several
reasons, including budget limitations and the desire to utilize the already provi-
sioned hardware. Considering both perspectives leads to an important question:
under a limited budget, how to efficiently introduce NFV in each stage such that
the total traffic of fully processed flows is maximized? We choose the objective
of maximizing the total processed flows to be able to measure the brought ben-
efit compared to the investment. To answer this question, we need to address
two main issues: 1) where to place nodes that support NFV (called VNF-nodes)
without exceeding the given ISP’s total budget? And 2) how to allocate the
VNF-nodes’ resources to satisfy the requirements of network flows in terms of
processing all traffic by multiple network functions before reaching the desti-
nation? We refer to this problem as joint VNF-nodes placement and resource
allocation (VPRA).

While the NFV paradigm offers great flexibility to network operators for effi-
cient management of their networks, VNF instances are typically more prone to
error and more vulnerable to security threats compared with dedicated hardware
devices. Therefore, the NFV paradigm also poses new challenges concerning fail-

ure resilience. That has motivated us to consider robustness with respect to the



class of sequence submodular function maximization problem, which has a wide
range of applications, including those in the NF'V domain, machine learning based
recommendation systems, ads allocation, and automation and control. Submod-
ularity is an important property of set functions and has been extensively studied
in the literature [4-7]. It models set functions that exhibit a diminishing returns
property, where the marginal value of adding an element to a set decreases as
the set expands (i.e., contains more elements). The notion of submodularity has
been generalized to considering sequence functions, where the order of adding
elements plays a crucial role and determines the function value; the generalized
notion is called sequence (or string) submodularity [8-14]. In this dissertation,
we study the problem of robust sequence submodular maximization with cardi-
nality constraints. The robustness is against the removal of a subset of elements
in the selected sequence (e.g., due to malfunctions or adversarial attacks).
Finally, while the VPRA problem is mainly concerned about the transitioning
phase from the Physical Network Functions (PNFs) to the Virtual Network Func-
tions (VNFs), some important problems arise in the production phase. Service
Function Chaining (SFC) is the ability to specify a set of network functions as
well as their execution order for each flow [15]. The first problem we consider is,
how to efficiently compute a shortest path that satisfies a given SFC constraint?
Clearly, classic shortest path algorithms, such as Dijkstra’s algorithm, may give
a path that no longer satisfies the SFC constraint. Then, we consider another
classic problem, the maximum flow problem, again under the SFC constraint.
We call this problem the SFC-constrained maximum flow (SFC-MF) problem.
The objective is to find the maximum feasible flow from a source to a destination

that satisfies a given SFC constraint.
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Figure 1.2: An example to show the impact of different VNF-nodes placement

and capacity allocation

1.1 Challenges

In the following, we identify three major components of the dissertation and
present the challenges of each component separately.

Joint VNF-nodes Placement and Resource Allocation. In contrast to
most prior work that often neglects either the budget constraint (e.g., [16,17]) or
relaxes the resources constraint (e.g., [2]), we explicitly consider both constraints
and formulate a joint problem of VNF-nodes placement and resource allocation
(VPRA). First, we consider a special case of the VPRA problem with the follow-
ing characteristics: a) there is only one type of resource; b) all flows require the
same network function; ¢) the network function requires one unit of resource to
process each unit of flows (we refer to this setting as VNF-nodes placement and
capacity allocation (VPCA)). Even under such a simplified setting, the VPCA
problem is already quite challenging. Consider the simple network in Fig. 1.2,
where we have three flows: flow f; with path: v; — vs, flow fy with path: v3 —
vy, and flow f3 with path: vs — vy, and each flow has a traffic rate of 2. Assume
that we have a budget that allows us to select two nodes to become VNF-nodes,
and each VNF-nodes has a capacity of 2. Consider a candidate placement solu-

tion at nodes v, and vy. For this placement, a total processed traffic of 6 can be



achieved if we assign flow f; to node vy and flow f3 to node v3 and split flow fo
to be processed at both nodes v, and v3. But, if we assign flow f; to node vy
and flow f, to node v3, then we cannot assign flow f3 to node v3 as the remain-
ing capacity would be insufficient; in this case, the total processed traffic is 4.
Therefor, having an optimal capacity allocation is a key step in judging whether
certain placement is optimal or not.

The VPCA problem has two main components: VNF-node placement and
VNF-node capacity allocation, which are tightly coupled with each other. That
is, deciding where to place the VNF-nodes depends on how the capacity of the
VNF-nodes will be allocated; determining an optimal capacity allocation appar-
ently depends on where the VNF-nodes are placed. The challenge posed by this
problem is two-fold. First, the placement and capacity allocation subproblems
are both NP-hard. Second, even if we assume that there is an oracle that can
optimally solve the capacity allocation subproblem, the placement subproblem is
non-submodular (a property that generally leads to efficient solutions for similar
problems). This is in stark contrast to the previously studied problem without
the capacity constraint [2|, which has been shown to be submodular and can be
approximately solved using efficient greedy algorithms.

We take one step further and extend the VPCA problem to consider the set-
ting with multiple network functions, multiple resources, and heterogeneous re-
source requirements. We refer to this generalization as multi-dimensional VPRA
(multi-VPRA). We systematically study the challenges of the multi-VPRA prob-
lem and show that the difficulties introduced by the generalization call for differ-
ent design strategies and analytical techniques. Specifically, we decompose the
original problem into two subproblems: placement and resource allocation. We
show that the placement subproblem even without the requirement that flows
must be fully processed is NP-hard. Moreover, the resource allocation subprob-
lem is a multi-dimensional generalization of the generalized assignment problem

with assignment restrictions, which is also NP-hard [18].



Robust Sequence Submodular Maximization. Here we consider a ro-
bust version of the sequence submodular maximization problem. The goal is to
select a sequence of elements (i.e., elements in a specific order) with cardinality
constraints such that the value of the sequence function is maximized when a
certain number of the selected elements may be removed. The generalization
to robust sequence submodular maximization introduces new challenges. As far
as sequence functions are concerned, not only do the notions of submodularity
and monotonicity involve variants of subtle yet critical differences, but the design
and analysis of robust algorithms are also faced novel technical difficulties, which
render the proofs more challenging. Therefore, it is unclear what conditions are
sufficient for establishing provable approximation ratios for robust sequence sub-
modular maximization, how to design efficient and robust algorithms, and how
to prove performance guarantees for the designed algorithms. We aim to answer
these questions in this part.

Shortest Path and Maximum Flow Problems Under Service Func-
tion Chaining Constraints. Finally, the first problem we consider for the
production phase is, how to efficiently compute a shortest path that satisfies a
given SFC constraint? Clearly, classic shortest path algorithms, such as Dijk-
stra’s algorithm, may give a path that no longer satisfies the SFC constraint.
Therefore, we would like to design a shortest path algorithm that takes into ac-
count satisfying a given SFC constraint. Similarly, we would like to design novel
algorithms for computing the maximum flow problem under SFC constraints as

the classic algorithms of the maximum flow problem cannot be used directly.

1.2 Contribution

The contributions of this dissertation are summarized as follows.
VNF-nodes Placement and Resource Allocation (Chapters 2 and

3). We summarize our contribution as follows.



e First, to address the challenges of the VPCA problem, we relax the re-
quirement of fully processed flows and allow partially processed flows to
be counted. This simple relaxation enables us to prove that the relaxed
placement subproblem is submodular based on a novel network flow refor-
mulation of the relaxed capacity allocation subproblem. Leveraging this
useful submodular property, we design two efficient algorithms that achieve
an approximation ratio of (1 —1/e) and 5(1 — 1/e) for the original (non-
relaxed) VPCA problem, respectively. To the best of our knowledge, this
1s the first work that exploits this type of relaxation method to solve a non-

submodular optimization problem with provable performance guarantees.

e Second, we study the challenges arising from the generalized multi-VPRA
problem and introduce a novel two-level relaxation method that enables
us to convert the non-submodular placement subproblem into a sequence
submodular optimization problem. In order to leverage the property of se-
quence submodularity, we generalize the concept of backward-monotone to
approximate backward-monotone, extend the known results for backward-
monotone to this generalized version, and utilize this new property to de-

velop an efficient algorithm for the placement of VNF-nodes.

e Finally, we utilize the primal-dual technique to design two efficient resource
allocation algorithms. Moreover, we show that by combining the proposed

placement algorithm and the two resource allocation algorithms, we can

(e-1)(Z-1)

Z-Trezm/7=T) 10T

achieve an approximation ratio of (e—1)(Z—1) y and i

the original non-relaxed multi-VPRA problem, respectively, where k (resp.
R) is the number of VNF-nodes (resp. resources), and Z is a measure of
the available resource compared to flow demand. When Z goes to infinity,
respectively.

the approximation ratios become constants: 6221 and

e-1 _e-1
4 4e2+4e?



Robust Sequence Submodular Function Maximization (Chapter 4).
The contributions of our work in robust sequence submodular maximization are

summarized as follows.

e To the best of our knowledge, this is the first work that considers the
problem of robust sequence submodular maximization. It is well known
that the traditional (set) submodular maximization problem is already NP-
hard. Accounting for sequence functions and robustness guarantees add
additional layers of difficulty as the submodular and monotone properties

of sequence functions involve variants of subtle yet critical differences.

e To address these unique challenges, we design two robust greedy algorithms
for maximizing a forward-monotone, backward-monotone, and sequence-
submodular function with cardinality constraints. While one algorithm
achieves a constant approximation ratio but is robust only against the
removal of a subset of contiguous elements, the other is robust against
the removal of an arbitrary subset of the selected elements but requires a
stronger assumption and achieves an approximation ratio that depends on

the number of the removed elements.

Shortest Path and Maximum Flow Problems Under Service Func-
tion Chaining Constraints (Chapter 5). Our contributions here are sum-

marized as follows.

e For the problem of how to efficiently compute a shortest path that satisfies
a given SFC constraint, we propose an algorithm for computing an SFC-
constrained shortest path based on transforming the network graph into a

new graph G, where an SFC-constrained shortest path can be computed.

e For the problem of the maximum flow under the SFC constraint (SFC-MF),
we formulate the SFC-MF problem as a fractional multicommodity flow

problem, which can be solved using a Linear Programming (LP) solver.



An interesting use case is when a service provider needs to virtualize a
particular network function in its network during an early stage of NFV
deployment. We consider the problem of computing the maximum flow
with the constraint that all packets must pass through this new VNF. We
propose an elegant combinatorial algorithm for this case based on the Ford-

Fulkerson algorithm [19].



10

CHAPTER 2
JOINT VNF-NODES PLACEMENT AND RESOURCE
ALLOCATION: SINGLE-DIMENSIONAL CASE

2.1 Introduction

In this chapter, we start by considering a special case of the VNF-nodes
placement and resource allocation (VPRA) problem, which has the following
characteristics: a) there is only one type of resource; b) all flows require the
same network function; and c) the network function requires one unit of resource
to process each unit of flows (we refer to this setting as VNF-nodes Placement
and Capacity Allocation (VPCA)). Even under such a simplified setting, we show
that the VPCA problem is already quite challenging. The VPCA problem has
two main components: VNF-node placement and VNF-node capacity allocation,
which are tightly coupled with each other. That is, deciding where to place the
VNF-nodes depends on how the capacity of the VNF-nodes will be allocated;
determining an optimal capacity allocation apparently depends on where the
VNF-nodes are placed. The challenge posed by this problem is two-fold. First,
the placement and capacity allocation subproblems are both NP-hard. Second,
even if we assume that there is an oracle that can optimally solve the capacity
allocation subproblem, the placement subproblem is non-submodular (a property
that generally leads to efficient solutions for similar problems). This is in stark
contrast to the previously studied problem without the capacity constraint [2],
which has been shown to be submodular and can be approximately solved using
efficient greedy algorithms.

To that end, we propose a new framework that integrates a decomposition

approach with a novel relaxation method, enabling us to design efficient algo-
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rithms with constant approximation ratios for the studied VPCA problem. A
summary of the framework in provided in Figure 2.1. We summarize our key

contributions as follows.

e First, we formulate the VPCA problem with budget and capacity con-
straints as an Integer Linear Program (ILP). Then, we provide an in-depth
discussion about the new challenges introduced by the budget and capacity
constraints. Specifically, we show that the placement and capacity alloca-
tion subproblems are both NP-hard. Further, we show that the objective

function of the placement subproblem is not submodular.

e To address these challenges, we relax the requirement of fully processed
flows and allow partially processed flows to be counted. This simple re-
laxation enables us to prove that the relaxed placement subproblem is
submodular based on a novel network flow reformulation of the relaxed
capacity allocation subproblem. Leveraging this useful submodular prop-
erty, we design two efficient algorithms that achieve an approximation ratio
of 3(1—1/e) and 5(1 —1/e) for the original (non-relaxed) VPCA problem,
respectively. To the best of our knowledge, this is the first work that ex-
ploits this type of relazation method to solve a non-submodular optimization

problem with provable performance guarantees.

e Finally, we evaluate the performance of the proposed algorithms using
trace-driven simulations. The simulation results show that the proposed
algorithms perform very closely to the optimal solution obtained from an
ILP solver and better than another algorithm that iteratively selects the
node with the highest volume of traffic traversing it [20].

The rest of the chapter is organized as follows. First, we position our work
compared to related work in Section 2.2. Next, we describe the system model

and problem formulation in Section 2.3 and discuss the challenges of the VPCA
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Figure 2.1: VPCA main challenges and proposed framework

problem in Section 2.4. Then, we introduce the VPCA relaxation and reformula-
tion in Section 2.5 and the proposed algorithms in Section 2.6. Then, we present

the numerical results in Section 2.7. Finally, we conclude the chapter in Section

2.8.

2.2 Related Work

There has been a large body of work that studies the placement problem
in different contexts such as NFV, SDN, and edge cloud computing. In NFV,
a placement is usually considered at a scale of VNF instances, i.e., where and
how many instances of each network function should be placed and allocated
[16,21-23|. Different objectives are considered in each of them. The problem

of how to meet the demand from all of the flows with a minimum cost (e.g.,
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in terms of the number of instantiated instances) is considered in [16,24]|. An
extension of these work considers the setting where each flow must traverse a
chain of network functions instead of just one function [25]. A similar problem is
also considered in [21,26] but for an online setting where flows arrive and leave
in an online fashion. In [23], they consider a joint problem of VNF placement
and routing, aiming to minimize the total consumed resources, while a similar
problem is considered in [22]|, with a different objective of ensuring network
stability. Also, in [27], the authors consider the placement of a minimum number
of nodes to achieve the original maximum flow under a given service function
chaining constraint.

There are several studies that are highly relevant to our work. In [28], the
authors consider the problem of placement and scheduling in the edge clouds.
Similar to our problem, the problem they consider is not submodular in general.
While they can prove submodularity and provide an approximation algorithm
for a special case, they develop a heuristic algorithm only for the general case.
In contrast, we develop approximation algorithms for the general problem we
consider. Specifically, we propose a new framework that enables us to address
the challenge of non-submodularity and develop approximation algorithms for
the general case. In [2|, the authors consider the selection of a set of nodes to
upgrade to SDN. By assuming that the SDN-nodes have an infinite capacity, they
show that the problem is submodular. However, we show that with a capacity
constraint (which is typically the case in practice), the problem becomes non-
submodular. In addition, due to the capacity constraint, only a subset of flows
traversing a VNF-node can be processed. Therefore, capacity allocation becomes
a crucial component of the joint problem we consider. Note that although the
deployment of SDN-nodes is considered in [2|, the purpose of deploying SDN-
nodes and placing VNF-nodes is quite similar in the sense that we enable certain
processing to flows that traverse them (e.g., firewall and deep packet inspection).

Therefore, the proposed algorithms are of similar flavor. Finally, in [17], the
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authors aim to minimize the number of deployed middleboxes subject to the
constraint that the length of the shortest path of any flow cannot exceed a cer-
tain threshold. They consider homogeneous flow demands (i.e., each flow requires
one unit of processing capacity), which makes their capacity allocation subprob-
lem solvable in polynomial time. In contrast, we consider heterogeneous flow
demands, which renders the problem NP-hard. Moreover, while the objective
function of their placement problem is submodular, ours is non-submodular. To
summarize, different from the aforementioned studies, we consider both capac-
ity and budget constraints that are of practical importance. Considering these
practical constraints introduces new challenges discussed above.

The concept of submodularity has been extensively studied in literature,
starting with the seminal work in [29]. Submodular set functions exhibit the
diminishing return property, which means that the value of adding an item to a
set decreases as the size of the set increases. For problems with submodular objec-
tive function, several algorithms can be utilized to solve them efficiently [5,29].
For non-submodular problems, several useful techniques, including weak sub-
modularity [30,31] and supermodularity [32], have been developed to address
non-submodularity. As far as weak submodularity is concerned, a parameter
v € (0,1] is used to quantify how far the objective function is from being sub-
modular. In such settings, approximation results have been established when
cardinality constraint [30] or general matroid constraint [31] is considered; the
guaranteed approximation ratios deteriorate gracefully as v moves away from 1.
Since weak submodularity is a relatively new concept, the approximation results
remain unexplored when the constraint is of other form, such as knapsack. There
is another similar concept called supermodularity [32]; the supermodular degree
is proposed to measure the deviation from submodularity. The work in [32] intro-
duces an algorithm that can be shown to be effective when the objective function
has a small supermodular degree. Different from these techniques, we propose

a novel framework that enables us to design efficient algorithms with constant
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approximation ratios for the non-submodular problem we consider; the achieved
approximation ratios do not depend on problem parameters, such as v in weak

submodularity and the supermodular degree.

2.3 System Model and Problem Formulation

We consider a network graph G = (V, ), where V is the set of nodes, with
V = |V|, and & is the set of edges connecting nodes in G. We define a network
flow as the traffic generated at a given source and need to be delivered to a given
destination. We have a set of network flows F, with F' = |F|. We use A; to
denote the traffic rate of flow f € F. A node is called a VNF-node if it is able
to support VNFs. Since ISPs have a limited budget to deploy VNFs in their
networks, they can only choose a subset of nodes 4 C V to become VNF-nodes.
We consider architectures with stateless network functions (e.g., [33]). A flow’s
state is stored in a data store; no matter where the flow is processed, the state
can be accessed from the data store. Therefore, the traffic rate A; of each flow
can be split and processed at multiple VNF-nodes. We use z% to denote the
portion of flow f that is assigned to VNF-node v and use X € Rf*V to denote
the assignment matrix.

We assume that the process of transitioning to NFV goes through two main
phases: the planning phase and the production phase. The planning phase is
concerned about deciding where to introduce NFV to efficiently utilize the limited
budget. Since this phase takes place before the actual deployment of the VNF-
nodes, we assume that we can utilize historical traces to project flow demands
across the network. Then, in the production phase, we can employ online flow
admission and routing schemes (e.g., [26]) to dynamically adjust flow routing to
efficiently utilize the available resources. In this work, we are mainly focused on
the planning phase. Therefore, we assume that the traffic of flow f will be sent

along a predetermined path, which can be obtained from historical traces. We use
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V; to denote the set of nodes along this path. Alternatively, the nodes along the
predetermined path of a flow can also be viewed as potential locations at which
the flow will be processed, and routing between these nodes can be dynamically
computed in an online fashion. We use JF;; to denote the set of all flows whose
path has one or more nodes in a given set U, i.e., Fy = {f € F | V; NU # 0}.
As we mentioned earlier, the benefits of processed traffic can be harnessed
from fully processed flows, i.e., flows that have all of their traffic processed at
VNF-nodes. Hence, when a flow traverses VNF-nodes and there is a sufficient
capacity on these VNF-nodes to process all of its rate, i.e., Y

vEVNU 3:3}” > Af,

1

then the flow is counted as a processed flow'. Therefore, the total processed

traffic can be expressed as follows:

J1 (U, X) £ Z)\fl{zvevfmz;z,\f}, (2.1)
feF

where 1y, is the indicator function. Note that each VNF-node v has a limited
processing capacity, denoted by c,. Hence, the total traffic rate assigned to a
node should satisfy the following capacity constraint:

Yorerah <, Yvel,
Jertd (2.2)

z% =0, VfeFand Vo ¢ U.
We assume that the largest traffic rate of any flow is no larger than the smallest
processing capacity of any node?. Also, we consider a limited budget, denoted
by B, and require that the total cost of introducing VNF-nodes do not exceed
B. We use b, to denote the cost of making node v a VNF-node, which includes

hardware and /or software installation cost and may also depend on the processing

IFor some flows, we can gain benefits by even processing a fraction of its traffic. In such cases,
we have a mix of flows that need to be fully processed and that can be partially processed.
The key challenges remain, and the proposed algorithms can be applicable with minimal mod-
ifications.

ZWhile some studies (e.g., [16]) consider the placement of VNF instances and allow the flow
rate to be larger than the capacity of a VNF instance, we consider the problem of placing
VNF-nodes, each of which can host multiple VNF instances. Therefore, it is reasonable to
assume that the capacity of such a VNF-node is larger than the rate of any flow.
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capacity. Hence, the total cost of VNF-nodes should satisfy the following budget

constraint:

> b <B. (2.3)

The above budget constraint limits the number of nodes that can become
VNF-nodes, and we may only have a subset of flows that traverse some VNF-
nodes. Accounting for the above deployment budget and VNF capacity con-
straints, we consider a joint problem of VNF-nodes placement and capacity al-
location (VPCA). The objective is to choose a best subset of nodes to become
VNF-nodes and optimally allocate their capacities so as to maximize the total
amount of fully processed traffic. We provide the mathematical formulation of
the VPCA problem in the following:

maximize J;(U, X)

Ucv, X (Pl)
subject to  (2.2), (2.3).

2.4 Challenges of VPCA

Here, we will identify the unique challenges of the VPCA problem formulated
in (P1). We first decompose the VPCA problem into two subproblems: 1)
placement: how to select a subset of nodes to become VNF-nodes and 2) capacity
allocation: for a given set of VNF-nodes with fixed capacities, how to divide their
capacity for processing a subset of flows. Then, we prove that both subproblems
are NP-hard and that the placement subproblem is non-submodular. This is
very different from similar problems neglecting the capacity constraint (2.2) [2],

which have been shown to be submodular and can be approximately solved.

2.4.1 NP-hardness

First, we present the formulations of the two subproblems. We start with

the allocation subproblem because it will be used in the placement subproblem.
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For a given set of VNF-nodes U C V, let J§(X) denote the total amount of
fully processed traffic under flow assignment X. Note that J4(X) has the same
expression as that of J;(U, X) in Eq. (2.1). The superscript U of JY¥(X) is to
indicate that it is associated with a given set of VNF-nodes /. Then, the capacity
allocation subproblem for a given set of VNF-nodes U/ can be formulated as

imi JY(X).
X:(0.9) i sastied 2 (X) (P2)

Let J5(U) £ max X:(2.2) is satisfied J¥(X) denote the optimal value of problem (P2)
for a given set of VNF-nodes U. Then, the placement subproblem can be formu-

lated as
maximize J3(U)

uey (P3)
subject to  (2.3).

Note that in order to solve problem (P3), we need to solve problem (P2) to find

the optimal X for a given set of VNF-nodes ¢/. In the following theorem, we will
show that both subproblems (P2) and (P3) are NP-hard.

Theorem 2.4.1. The capacity allocation subproblem (P2) and the placement
subproblem (P3) are both NP-hard.

Proof. See Appendix 2.9.1. O

2.4.2 Non-submodularity

Note that the objective function J3(U) of the placement subproblem (P3) is a
set function. At first glance, problem (P3) looks like a submodular maximization
problem, which has been extensively studied in the literature and can be approx-
imately solved using efficient algorithms [5,29]. However, we will show that the
objective function J3(U) is generally non-submodular, which makes the place-
ment subproblem (P3) and the overall problem (P1) much more challenging.

We first give the definition of submodular functions.
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Figure 2.2: An example to show non-submodularity of J3(Uf)

Definition 2.4.1. For a finite set of elements V, a function h : 2¥ — R is

submodular if for any subset Vi C Vo CV and any element v € V\V,, we have
h(V1 U{v}) —h(Vy) > h(Vo U {v}) — h(Vs). (2.4)

The above definition exhibits an important property of diminishing returns.
In our problem, if the VNF-node capacity is infinite, i.e., there is no capacity
constraint (2.2), then a flow f can always be fully processed as long as its path
has at least one VNF-node, i.e., Vi NU # (. In this case, the total processed
traffic J;(U, X) can be rewritten as

feF

where the capacity allocation becomes irrelevant as it does not impact the value of
function J{(U). It has been shown in [2] that the function J](U) is monotonically
nondecreasing and submodular. In this special case, problem (P1) with objective
function Jj(U) can be approximately solved using efficient greedy algorithms.
However, using the example presented in Fig. 2.2, we show that the objective
function J5(U) is no longer submodular if the VNF-nodes have a limited capacity.
Consider three flows: flow f; with path v; — vy, flow fo with path vy — ws,
and flow f3 with path v3 — v;. Assume that each VNF-node has a capacity
of 3, and each flow has a traffic rate of 2. If node vz is the only VNF-node,

then it can only support one flow because its capacity is 3. Therefore, the



20

marginal contribution of adding node vs as a VNF-node to the empty set is
J3({vz}) — J3(0) = 2 — 0 = 2. Now, assume that before making node v3 a VNF-
node, node vy is already a VNF-node, which can support one flow. By making
node vz a VNF-node, all three flows can be fully processed, and hence, the total
processed traffic becomes 6, i.e., the marginal contribution of adding node v3 to
the set {vy} is J5({va} U {ws}) — J3({we}) =6 —2 =4 > J3({vs}) — J3(0) = 2.
This violates the definition of submodular set functions in Eq. (2.4).

When the notion of weak submodularity is considered, one uses a param-
eter® v € (0,1] to measure the deviation of the objective function from being
submodular. A larger value of v is better. For the example presented in Fig.
2.2, we can show that the value of v is 0.66. However, the value of v for func-
tion J5(U) could be small in general. Even if we can show that ~ is relatively
large, we are still faced with the following issues that hinder the application of
weak submodularity to solving the VPCA problem. First, to our best knowl-
edge, the case with knapsack constraint has not been studied yet in literature.
Second, it is hard to analyze the value of v in our case. This is due to the fact
that the placement value function is the optimal value to the resource alloca-
tion subproblem, which is NP-hard (see Theorem 2.4.1). On the other hand,
the supermodular degree characterizes the level of violation of submodularity for
a set function. For problems with a bounded supermodular degree, the authors
of [32] propose a greedy algorithm with performance guarantees for the case with
a non-submodular objective function. However, the proposed greedy algorithm
has two main limitations. First, its approximation ratio is a function of the su-
permodular degree, which, in our case, could be as large as the number of nodes
in the network. Second, its complexity is exponential in the supermodular degree

and could be prohibitively high when the supermodular degree is large.

3For a finite set of elements V), a function h : 2V — R is y-weakly submodular for some v € (0, 1]
if for every two subsets V1, Vo C V, we have ) ), h({v}[V1) > vh(V2|V1) [31].
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Therefore, our problem (P1) is much more challenging than other similar
problems studied in prior work, where the objective function is either submod-
ular or weakly submodular with a large 7, or there is a bounded supermodular
degree. To that end, in the next section we will address the aforementioned
unique challenges by introducing a novel relaxation and a problem reformula-
tion, which enable us to propose two algorithms with constant approximation

ratios.

2.5 Relaxation and Reformulation

In this section, we present a relaxation of the VPCA problem that allows
partially processed flows to be counted. Further, we introduce a novel network
flow reformulation of the relaxed capacity allocation subproblem. Both of these
techniques will be utilized in designing two efficient approximation algorithms in

the next section.

2.5.1 Relaxed VPCA Formulation

We first introduce the relaxed VPCA problem, which allows partially pro-
cessed flows to be counted. In the relaxed VPCA problem, any fraction of flow f
processed by VNF-nodes in V; NU will be counted in the total processed traffic.
That is, the relaxed J; (U, X) can be expressed as follows:

RiU,X)2) " Y b, (2.6)
feFveVynid

Apparently, the total processed traffic of flow f cannot exceed Ay, i.e., the fol-

lowing constraint needs to be satisfied:

Y ah <\, VfEF (2.7)

veU
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Then, the relaxed version of problem (P1) becomes

mgéivrg‘irze R(U, X) o
subject to  (2.2),(2.3), (2.7).

Next, we decompose problem (Q1), in the same way as we did for problem
(P1), into placement and allocation subproblems. For a given set of VNF-nodes
U C V, let XY be the set of all flow assighment matrices A that satisfy the
capacity constraint (2.2) and the flow rate constraint (2.7), and let RY(X) be
the total processed traffic, which has the same expression as that of Ry (U, X)
but has U in the superscript so as to indicate that this function is for a given
set of VNF-nodes U. Then, the capacity allocation subproblem for a given set of
VNF-nodes U can be formulated as

imize RY(X).
maximize Ry (X) (Q2)

Now, let R3(U) = maxycru RY(X) denote the optimal value of problem
(@Q2) for a given set of VNF-nodes U. Then, the placement subproblem can be

formulated as
maximize R3(U)

e (@3)
subject to  (2.3).

Note that although the relaxed placement subproblem (Q3) can still be shown
to be NP-hard, we will prove that the objective function R3(Uf) is monotonically
nondecreasing and submodular. This useful submodular property allows us to
approximately solve problem ((Q3). On the other hand, the relaxed capacity
allocation subproblem (Q2) becomes an LP, which can be efficiently solved; al-
ternatively, we can also solve (Q2) using a maximum flow algorithm (discussed

at the end of Section 2.6.1).
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Nx Ny sinks M|

Figure 2.3: An example of the constructed graph Z for the network in Fig. 2.2,
where F = {fi1, fo, f3}, V = {v1,v9,v3}, Vy, = {v1,v2}, Vi, = {v2,v3}, and
Vi, = {1, vs}

2.5.2 Network Flow Formulation

In this subsection, we introduce a novel network flow reformulation of problem
(@Q2). The purpose of this reformulation is two-fold: i) we will use it to prove that
the objective function of the relaxed placement subproblem (()3) is submodular;
ii) we will leverage it to develop a combinatorial algorithm for problem (Q2) based
on the efficient maxflow algorithms (e.g., [34]), which is also a key component of
the approximation algorithms we will propose for the original VPCA problem.

For problem (Q2), we reformulate a network flow problem by constructing
a directed graph Z = (N, L) as follows. The set of vertices N consists of the
following: an artificial source vertex s, set Nz consisting of flow-vertices f each
corresponding to flow f € F, set Ay, consisting of node-vertices v each corre-
sponding to node v € V, and set Ny» consisting of node-vertices v’ each corre-
sponding to node v € V. Hence, N' = {s} UNx U Ny, U Ny, where Ny, consists
of the sinks. Let (x,y) be an edge in £, which is from x € N to y € N. The set

of edges L consists of the following: set £; consisting of edges (s, f) connecting
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the source vertex s to each flow-vertex f € Nz, set Lo consisting of edges (f,v")
connecting each flow-vertex f € Nz to each node-vertex v’ € My» corresponding
to a node v € V¢, set L3 consisting of edges (v/,v) connecting each node-vertex
v" € Ny to its corresponding node-vertex v € NMy,. We use ¢(x,y) to denote the
capacity of edge (z,y). Hence, £L = £, U Lo U L3. An edge (s, f) € Ly has ca-
pacity As; an edge (f,v") € L has capacity As; an edge (v',v) € L3 has capacity
c,. Fig. 2.3 presents an example of the constructed graph Z for the network in
Fig. 2.2.

Next, we describe flows over graph Z. Consider functions ¢(x,y) : N x N —
R, , where R, is the set of non-negative real numbers. We define (N7, N3) =
D weN: 2yen, P(T,y) for Niy Ny €N An s-V flow is a function p(z,y) : N x
N — R, such that the following is satisfied:

1. Capacity constraints: p(z,y) < c(z,y) for all pairs (z,y) € N x N. (Note
that c¢(z,y) =0 if (z,y) ¢ L.)

2. Flow conservation: the net-flow at every non-source non-sink vertex z &€

N\ ({s} UNy) is zero, ie., o(N,{z}) —o({z},N) = 0.

3. Positive incoming flow: the net-flow at the source s is non-positive, i.e.,

o(N{s}) —o({s},N) <0.

4. Positive outgoing flow: the net-flow at every sink ¢ € Ny is non-negative,

ie., o(N,{t}) —o({t},N) > 0.

Let F be the set of all s-V flows over Z.
For a subset of sinks* & C Ny, we define
F(U) £ max(o(N,U) — (U, N)), (2.8)
pEF
which is the maximum total net-flow at the sinks in &/. The maximum net-flow

problem is to find an s-V flow (i.e., function ¢) that achieves the maximum in

4Note that each node v € V corresponds to a sink in N). Hence, by slightly abusing the
notations, for any U C V, we also use U to denote the corresponding subset of sinks in Ny.
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(2.8). In Lemma 2.5.1, we show the equivalence between the capacity allocation

subproblem (@2) and the maximum net-flow problem (2.8).

Lemma 2.5.1. The capacity allocation subproblem (Q2) is equivalent to the
mazximum net-flow problem (2.8). Hence, for any given U C V), the optimal
value of problem (Q2) is equal to the mazimum total net-flow at the sinks in

U C Ny of the associated graph Z, i.e.,
Rs(U) = F(U). (2.9)

Proof. See Appendix 2.9.2. O

2.6 Proposed Algorithms

In this section, we design two efficient algorithms that can achieve constant
approximation ratios for the VPCA problem (P1). The main idea is to utilize the
relaxation introduced in the previous section, which allows partially processed
flows to be counted. By doing so, we can show that the relaxed placement
subproblem is submodular based on the network flow reformulation of the relaxed
capacity allocation subproblem. In this case, the relaxed placement subproblem
can be approximately solved using efficient greedy algorithms. Moreover, the
relaxed allocation subproblem becomes a Linear Program (LP), which can also
be solved efficiently in polynomial time. However, the solution to the relaxed
problem is for the case where any fraction of the processed flows is counted. In
order to obtain a solution for the original VPCA problem (P1), where only the
fully processed flows are counted, we propose two approximation algorithms by
modifying the solution to the relaxed capacity allocation subproblem: the first
one is based on a maximum flow algorithm, and the second one is based on a
greedy algorithm.

We use RP-MCA and RP-GCA to denote the algorithms we develop by com-
bining the Relaxed Placement with the Maximum-flow-based Capacity Alloca-
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Algorithm 1 The RP-MCA and RP-GCA algorithms

Input: set of nodes V, set of flows F, node capacities, node costs, flow rates,

and budget B.

Output: set of VNF-nodes U, capacity allocation X.

1: Relaxed Problem: relax function J; (U, X) to become Ry (U, X);

2: Placement Subproblem: solve problem (Q3) using the Submodular
Greedy algorithm or the Enumeration-based Greedy algorithm, described
in Section 2.6.1, to obtain .

3: Capacity Allocation: use either the MCA algorithm (Algorithm 2) or the
GCA algorithm (Algorithm 3) to obtain capacity allocation X.

tion and the Greedy Capacity Allocation, respectively. We show that the RP-
MCA and RP-GCA algorithms achieve an approximation ratio of £(1—1/e) and
%(1 — 1/e), respectively. We describe the algorithms in a unified framework pre-
sented in Algorithm 1. The difference is in the capacity allocation subproblem
(line 3), where RP-MCA algorithm uses a Max-flow-based Capacity Allocation
(MCA) algorithm presented in Algorithm 2, while RP-GCA algorithm uses a

Greedy Capacity Allocation (GCA) algorithm presented in Algorithm 3.

2.6.1 Placement Algorithms

In this subsection, we first prove in Lemma 2.6.1 that the objective function
Rs3(U) of the relaxed placement subproblem (()3) is monotonically nondecreasing
and submodular. Then, using the property of submodularity, we propose two

greedy algorithms for solving the placement subproblem.

Lemma 2.6.1. The function R3(U) is monotonically nondecreasing and submod-

ular.
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Proof. The function R3(U) is monotonically nondecreasing because adding an
additional VNF-node does not reduce the amount of flows that can be fully
processed.

Next, we prove that the function R3(Uf) is submodular. The proof follows
from the network flow reformulation introduced in Section 2.5.2. Applying
Lemma 2.5.1 and the max-flow min-cut theorem (see, e.g., [35, pp. 348-349|)
immediately gives

Ry(U) = en i x§l yENZ\Nl oz, y). (2.10)

One then obtains that R3(Uf) is submodular (as the partial minimization of a cut

function) [35, p. 230]. O

Because of this useful submodular property, problem (@3) can be approxi-
mately solved using efficient greedy algorithms. Next, we consider two cases of
problem (Q3): uniform VNF-node costs (Case I, a special case) and heteroge-
neous VNF-node costs (Case II, a general case).

In Case I, the VNF-nodes have uniform costs, i.e., b, = b for all v € V. Then,
the budget constraint (2.3) can be expressed as a cardinality constraint, i.e.,
|U| < k, where k = | B/b]. In this case, we can use a simple Submodular Greedy
(SG) algorithm to approximately solve problem (@3). In the SG algorithm, we
start with an empty solution of VNF-nodes U; in each iteration, we add a node
that has the maximum marginal contribution to U, i.e., a node that leads to
the largest increase in the value of the objective function. We repeat the above
procedure until & VNF-nodes have been selected. This solution has been shown
to achieve an approximation ratio of (1 —1/¢e) [29]. However, this algorithm does
not guarantee to have the same approximation ratio for the case of heterogeneous
VNF-node costs [5].

In Case II, the VNF-nodes have heterogeneous costs, i.e., the costs of VNF-
nodes are different. For this case, an Enumeration-based Greedy (EG) algorithm

has been proposed in [5], which can be shown to achieve the same approximation
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ratio of (1 — 1/e), but with a higher running time complexity compared to the
SG algorithm. The EG algorithm has two phases. In Phase I, it samples all node
subsets of cardinality one or two that satisfy the budget constraint, picks the one
with the largest value of the objective function R3, and stores this temporary
solution in U;. In Phase II, the algorithm samples all node subsets of cardinality
three and augments each of these subsets with nodes that maximize the relative
marginal contribution (R3(V' U {u}) — R3(V'))/bu, in a greedy manner. The
budget constraint must also be satisfied throughout this procedure. Then, it
selects the augmented subset with the largest value of the objective function Rj
and stores it in Uy. The final solution will be the better one between U; and Us,,
i.e., the one that achieves a larger value of the objective function Rj.

Note that although the value of function R3(U) can be obtained using an
LP solver, we can alternatively compute it using the network flow formulation
presented in Section 2.5.2 as follows. For the constructed graph Z, we connect
all the sink vertices corresponding to nodes I/ to an artificial sink vertex d. Then,
the value of R3(U) is the maximum flow from vertex s to vertex d in graph Z,
which can be computed using several efficient algorithms (see, e.g., [34]). In
Lemma 2.6.2, we restate the results of [5,29] about the approximation ratio of

the SG and EG algorithms.

Lemma 2.6.2. Both the SG and EG algorithms achieve an approrimation ratio

of (1—1/e).

Proof. The proofs can be found in [29] and [5] for the SG algorithm and the EG
algorithm, respectively. O]

2.6.2 Capacity Allocation Algorithms

While the solution of problem (@3) allows partially processed flows to be
counted, only fully processed flows will be counted in the original problem (P1).

To that end, we propose two algorithms to modify the capacity allocation of VNF-
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nodes U so as to ensure fully processed flows and provide certain performance
guarantees. The first algorithm is based on the network flow formulation, and the
second one is based on a simple greedy approach. We develop these algorithms
by modifying two algorithms for the multiple knapsack problem with assignment
restrictions (MKAR) [36]. However, we want to point out that there is a key
difference between our studied VPCA problem and the MKAR problem: in the
VPCA problem, a flow can be split and assigned to more than one VNF-node,
while in the MKAR problem, an item (corresponding to a flow in our problem)
cannot be split and must be assigned to at most one knapsack (corresponding to
VNF-node in our problem). Because of this key difference, an optimal solution
for the VPCA problem generally has a larger value compared to that of the
MKAR problem. Therefore, the algorithms developed for the MKAR problem
need to be modified so as to yield a better performance.

First, we introduce some additional notations for the algorithms that will be
described below. We use U to denote the nodes on the path of flow f that are
included in U, i.e., Uy = Vy NU. Let ¢, denote the remaining capacity of VNF-
node v, and let ¢, denote the total remaining capacity of the set of VNF-nodes
inls, ie., = ¢ . In what follows, we will introduce the MCA algorithm

vEU; TV

and the GCA algorithm.

Maximum-flow-based Capacity Allocation (MCA)

We first present the MCA algorithm (Algorithm 2), a capacity allocation
algorithm based on the network flow formulation. The MCA algorithm has two
phases. In Phase I, MCA makes allocation decisions by rounding a fractional
flow assignment obtained by solving problem (()2); in Phase II, the remaining

VNF-node capacities are allocated in a greedy manner.
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Algorithm 2 The MCA algorithm

10:

11:

12:

13:

14:

15:

Input: set of VNF-nodes U, set of flows Fy, flow rates, and VNF-node ca-

pacities.
Output: Capacity allocation X.
Phase I:

: Obtain a basic optimal solution X,;

Yy = x4/ Ag, for all 2% in Xy
Assign each flow f with y7 =1 to VNF-node v;

. Construct G’ for the unassigned flows with positive s

while G’ is not empty do
while there is a singleton VNF-node in G’ do
Perform the rounding in Step 1;
end while
Perform the rounding in Step 2;
end while
Phase II:
for each flow f in Fy, that is not assigned yet do
if ¢(Uy) > A then
Assign flow f to a subset of VNF-nodes in Uy;
end if

end for

lution® of problem (Q2), which can be obtained by solving a maximum flow

problem as discussed earlier. We use y; = Ty /As to denote the fraction of flow

Phase I: Let X;; be a flow assignment obtained from an optimal basic so-

f assigned to VNF-node v in the obtained solution X;;. The algorithm begins

with a temporary assignment of every flow f with y} =1 to the corresponding

VNF-node v. For the remaining flows, we do the following. Let G' = (F', V', &)

5A basic feasible solution is a solution that cannot be expressed as a convex combination of
two feasible solutions.
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be a bipartite graph constructed as follows. For each z% € Xy, if 0 < y} < 1,
we add a flow vertex f to the set F’', a VNF-node vertex v to the set V', and
an edge, with weight y7, connecting flow vertex f to VNF-node vertex v, to the
set £'. Note that graph G’ cannot have a cycle because Xy, is a basic feasible
solution [36, Lemma 5|. After constructing graph G’, we repeatedly apply the
following two steps to graph G’ until it becomes empty. As a result, the modified
flow assignment y} will become either zero or one.

Step 1: For each VNF-node v € V' that has only one incident flow f (called a
singleton VNF-node), we modify its capacity allocation as follows. Let r, denote
the total amount of flow rates assigned to VNF-node v and let r; be the portion
of 7, contributed by fully assigned flows. Note that r, = r; + z%. If r;, > %,
then we set y} to zero. Now, VNF-node v has no incident edges to it, so we
remove it from G’. In this case, the value of solution X;; will be reduced by Y,
which is no greater than %rv. If rj, < %, then we unassign the flows temporarily
assigned to VNF-node v and assign flow f to VNF-node v instead, i.e., set y;
to one, and cancel the other fractions of flow f assigned to other VNF-nodes.
This is feasible because the rate of any flow is assumed to be no larger than the
minimum VNF-node capacity. Then, we remove VNF-node v, flow f, and the
associated edges from G’. In this case, the value of solution X, will be reduced
by at most r,, which is no greater than %rv. We repeat Step 1 until no singleton
VNF-node exists. Then, we go to Step 2.

Step 2: In this step, we will perturb the fractional values of some edges
in G’ to make one of them either zero or one. The perturbation is designed
such that the capacity and assignment constraints are not violated and the total
assigned traffic remains the same. We describe the perturbation procedure in
the following. Consider a VNF-node v; € V' that has a degree of at least two.
Let (vq, f1) and (vq, fx4+1) denote two of the incident edges to VNF-node v;. Let
p1 and ps denote the longest paths starting from VNF-node v; through edges

v1, f1) and (v, fr+1), respectively; such paths exist because G’ is a forest. Here
( 7f) ) +1)» p Y; p )
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we use yg to denote the fractional value of flow 7 assigned to VNF-node j and
use )\, to denote the rate of flow j. Let y; = (y1,v7,...,y¥) denote the fractional
flow assignment on the edges of path py, and let fi,..., fi be the flow nodes of

path py. Similarly, let y2 = (yt1, ¥5i1.--. y5t ') denote the fractional flow
assignment on the edges of path po, and let fi11,..., fry; denote the flow nodes of
. o (A e, A A
path pz. We perturb y; by adding to it y] = (/\—’1“6, — 56, SEe, . ke €), and
. . . A A A A A
we perturb y, by adding to it y, = (—/\kil , /\kile, _)\I:m e )\H’;il ,—/\k’il €).

We increase € until one fractional value y§ becomes zero or one, and if one, i.e.,
y7 =1, then we assign flow f to the corresponding VNF-node v. An example to
illustrate this step is shown in Fig. 2.4. In this new solution, at least one edge
is removed from G’. We repeat the perturbation procedure until at least one
VNF-node becomes a singleton, and then we go back to Step 1. If G’ becomes
empty, we start Phase II.

Phase II: We leverage the property that the traffic of a flow can be split and
processed at multiple VNF-nodes. That is, after Phase I, we pick an unassigned
flow f and check if the total remaining capacity of VNF-nodes U/} is no smaller
than Ay. If so, we split flow f so that the remaining capacities of some VNF-
nodes in Uy can be used to fully process flow f and assign flow f to a subset of
these VNF-nodes. We repeat this procedure until no more flow can be assigned.

We use OPT(Q2,U) to denote the total traffic assigned to a given set of
VNF-nodes U by an optimal solution to problem (Q2). Also, we use m{ic, to
denote the total traffic assigned to VNF-nodes U by the MCA algorithm. The

approximation ratio of the MCA algorithm is stated in the following Lemma.

Lemma 2.6.3. The MCA algorithm has an approximation ratio of 1/2, i.e.,
mica = 30PT(Q2,U).

Proof. See Appendix 2.9.3. O
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Figure 2.4: An example of the edges perturbation

Greedy Capacity Allocation (GCA)

While the MCA algorithm achieves an approximation ratio of 1/2, it has a
relatively high complexity of O(F?V?) (refer to Table 2.1 and Appendix 2.9.6 for
the complexity analysis). This high complexity may render the MCA algorithm
unsuitable for certain scenarios in practice. To that end, we propose the GCA
algorithm, a simple greedy capacity allocation algorithm that has a much lower
complexity of O(FV'). A lower complexity of the GCA algorithm is achieved
at the cost of a slightly worse approximation ratio of 1/3 (Lemma 2.6.4). How-
ever, the approximation ratio of the GCA algorithm can be improved to 2/5 (cf.
Lemma 2.6.5 below) if an additional mild assumption (Assumption 2.6.1) holds.
The GCA algorithm has two phases. In Phase I, we sort flows of J;; in a non-
increasing order of their flow rates. Then, we iteratively go through the sorted
list and assign each flow to any VNF-node in Uy if it has a sufficient capacity.
In Phase II, the remaining capacities of the VNF-nodes can be allocated in a
similar way to Phase II of the MCA algorithm by leveraging the property that

a flow can be processed at multiple VNF-nodes. However, here the remaining
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Algorithm 3 The GCA algorithm

10:

11:

12:

Input: set of VNF-nodes U, set of flows Fy, flow rates, and VNF-node ca-
pacities.

Output: Capacity allocation X.

: Sort flows F, in a noincreasing order of their flow rates;

Phase I:
for each flow f in the sorted set J;; do

if there is a VNF-node v in U such that ¢, > Ay then
Set x = Ap;
Set ¢, = cl, — Ay;
end if
end for
Phase II:
for each flow f in the sorted set J;; that is not assigned yet do

if C/(Uf) Z )\f then
Assign flow f to a subset of VNF-nodes in Uj;
end if

end for

flows need to be considered according to the order in the sorted list F;,. The

GCA algorithm is presented in Algorithm 3.

In Lemma 2.6.4, we state the result about the approximation ratio of the

GCA algorithm. We use 7%, to denote the total traffic assigned to VNF-nodes
U by the GCA algorithm.

Lemma 2.6.4. The GCA algorithm has an approzimation ratio of 1/3, i.e.,
o = 30PT(Q2,U).

Proof. See Appendix 2.9.4. n
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Further, we show in Lemma 2.6.5 that the approximation ratio of the GCA
algorithm can be improved to 2/5 when an additional mild assumption (Assump-

tion 2.6.1) holds.

Assumption 2.6.1. Assume that all the VNF-nodes in U have the same capacity
and that every flow f in Fy traverses at least two VNF-nodes inU, i.e., |V,NU| >
2.

Lemma 2.6.5. Suppose that Assumption 2.6.1 holds. Then, the GCA algorithm

has an improved approzimation ratio of 2/5, i.e., T4y > %OPT(QQ,U).

Proof. See Appendix 2.9.5. n

2.6.3 Main Results

We state our main results in Theorems 2.6.1 and 2.6.2.

Theorem 2.6.1. The RP-MCA algorithm has an approrimation ratio of %(1 —
1/e) for problem (P1).

Proof. The RP-MCA algorithm has two main components: 1) VNF-nodes place-
ment and 2) capacity allocation. For the relaxed placement subproblem (Q3),
we use 74 to denote the value of the optimal relaxed allocation for the set of
VNF-nodes U selected by the SG algorithm or the EG algorithm. Also, we use
OPT(P) to denote the optimal value of any problem (P). We have the following

result:
e (z) (1—1/e)OPT(Q3)
Y 1 -1/0)0PT(Q1) (2.11)
2 (1—1/e)OPT(P1),

where (a) is due to Lemma 2.6.2, (b) holds because an optimal capacity allocation
is assumed for the objective function of problem (Q3), and (c) holds because

problem (Q1) is a relaxed version of problem (P1).
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The second component of the RP-MCA algorithm is the capacity allocation
using the MCA algorithm for the set of VNF-nodes U selected by the SG or EG

algorithm. We have the following result:

(@) 1
Thica = §OPT(Q27U)

—
=

lwg (2.12)

—

C

>

N~ o

(1 - 1/e)OPT(P1),

where (a) comes from the approximation ratio of the MCA algorithm in Lemma
2.6.3, (b) holds because when 7% is obtained for problem (Q3) using the greedy
algorithms, an optimal capacity allocation (i.e., an optimal solution to problem
(Q2) associated with the considered i) is assumed for the objective function, and

(c) holds from Eq. (2.11). Therefore, the result of Theorem 2.6.1 follows. O

Theorem 2.6.2. The RP-GCA algorithm has an approximation ratio of %(1 —
1/e) for problem (P1).

Proof. The proof follows the same argument as in the proof of Theorem 2.6.1.
Since the GCA algorithm achieves an approximation ratio of 1/3 for the capacity
allocation (Lemma 2.6.4), the proof proceeds exactly the same except that we

need to replace 1/2 with 1/3 in Eq. (2.12). O

Table 2.1 summarizes the complexity of our proposed algorithms. In litera-
ture on submodular optimization, the complexity of algorithms for submodular
functions is often measured through the number of function evaluations. The
function evaluation itself is usually assumed to be conducted by an oracle, and
thus its complexity is not taken into account [37]. We followed this approach
here. Note that we can utilize other alternative algorithms to the EG algorithm
to improve the running time substantially but with a slightly worse approxima-
tion ratio [5,37]. We provide more discussions about the complexity analysis
along with the tradeoff between the performance and complexity in Appendix

2.9.6.
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Setting Algorithm | Approximation Complexity
Homogeneous RP-MCA s(1=1/e) | O(kV)" + O(F*V?)
VNF costs RP-GCA | 5(1—1/e) OVt + O(FV)

21 —1/ey
Heterogeneous RP-MCA %(1 —1/e) OV + O(F*V?)
VNF costs RP-GCA 11-1/e) OV + O(FV)
21 —1/e)y

Table 2.1: Approximation ratios and time complexities of the proposed algo-
rithms. *These are the approximation results for the GCA algorithm when Assumption 2.6.1

holds. TThis is the number of function evaluations used in the submodular optimization.

2.7 Numerical Results

In order to evaluate the performance of the proposed algorithms, we consider
real-world network topologies and traffic statistics. We compare the proposed
algorithms with the following: 1) optimal solution: we can solve problem (P1)
optimally using Gurobi [38|, an ILP solver, for the presented instances. Recall
that the VPCA problem is NP-hard in general (Theorem 2.4.1). Although we are
able to obtain the optimal solution for the problem instances we consider here,
it may take a prohibitively large amount of time to obtain the optimal solution
for some other problem instances. 2) VOL-MCA [20]: this scheme selects the
nodes with the highest traffic volume that traverses them. For the selected nodes,
we allocate their capacity using the proposed MCA algorithm. We evaluate all
algorithms based on the percentage of the processed traffic achieved by them,
which is defined as the ratio between the total volume of the traffic processed by
the VNF-nodes and the total traffic volume. We run the simulations on a PC

with i7 processor and 32GB physical memory.
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Figure 2.5: Abilene topology

2.7.1 Evaluation Datasets and Simulation Parameters
Abilene Dataset

We consider the Abilene dataset [39] collected from an educational backbone
network in North America. The topology of the Abilene network is shown in Fig.
2.5. The network consists of 12 nodes and 144 flows. Each flow rate was recorded
every five minutes for 6 months. The OSPF weights were recorded, which allows
us to compute the shortest path of each flow based on these weights. In our
experiments, we set the flow rate to the recorded value of the first day at 8:00

pm.

SNDIib Datasets

We also consider two other datasets from SNDIib [40]: Cost266 with 37 nodes
and 1332 flows, and Ta2 with 65 nodes and 1869 flows. For Cost266, the routing
cost of each link is available, which can be used to compute the shortest path
of each flow. For Ta2, we use the hop-count-based shortest path. We set the
capacity of each VNF-node to 1 Gbps.
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2.7.2 Evaluation Results

We start with the Abilene dataset, where we set the cost of a VNF-node
to $100K and vary the processing capacity between 100 Mbps and 1 Gbps.
Also, we vary the total budget between $100K and $900K, with an increment of
$100K. Fig. 2.6(a) shows the percentage of processed traffic for the considered
algorithms. We can see that both the RP-MCA and RP-GCA algorithms perform
almost the same as the optimal solution and have up to 20% improvement over
the VOL-MCA algorithm. Note that as the budget increases, the total processed
traffic increases under all the considered algorithms. However, while the proposed
algorithms need a budget of $500K to process around 95% of the flows, the VOL-
MCA algorithm actually requires around $800K to process the same amount.
In addition, while we can see that the total processed traffic can be improved
by deploying more VNF-nodes, another option is to consider provisioning more
capacities at each VNF-node. In other words, we can deploy fewer but more
powerful VNF-nodes, which can improve the total processed traffic as well. We
can make this observation in Fig. 2.6(b), where we vary the capacity of each
VNF-node between 100 Mbps and 1000 Mbps. The total processed traffic reaches
around 92% and saturates at that point. This happens because the path of some
flows may not contain any of the VNF-nodes obtained by all algorithms.

Next, we evaluate the proposed algorithms on datasets with a larger num-
ber of nodes and flows. We also set the cost of each VNF-node to $100K and
the processing capacity to 1 Gbps. We start with the Cost266 dataset, which
consists of 37 nodes and 1332 flows. Since we have a large number of flows, we
select flows uniformly at random. Specifically, we select 1000 flows and repeat
each experiment 10 times to gain more statistical significance. We also vary the
budget between $100K and $2.4M with an increment of $200K. Fig. 2.7(a)
shows that the proposed algorithms still exhibit superior performance compared

to the VOL-MCA algorithm and match the performance of the optimal solution.



100

Processed traffic%
N
o

N
o

o

0]
o

o2}
o

Fof - ¢ -Optimal
—=—RP-GCA
— ——RP-MCA
VOL-MCA
0 2 4 6 8

Budget ($10°)

(a) VNF-node capacity = 1 Gbps

100

Processed traffic%

807

60 |

401

201

100

Processed traffic%

80

60 |

40 ¢

207

s -¢-Optimal
/ —=RP-GCA
——RP-MCA
/‘ VOL-MCA
0 0.5 1
Capacity (Gbps)

(b) Budget = $400K

Figure 2.6: Evaluation on the Abilene dataset

-¢-Optimal

—=—RP-GCA

——RP-MCA
VOL-MCA

5 10

15 20

Budget ($10°)

(a) Cost266 dataset

100

Processed traffic%

40

80

60 |

401

201

Ve - ¢-Optimal
va ——RP-GCA
ya ——RP-MCA
Va VOL-MCA
0 10 20

Budget ($10°)

(b) Ta2 dataset

Figure 2.7: Evaluation on the Cost266 and Ta2 datasets

An interesting observation is that for this specific instance, we only need to de-

ploy six VNF-nodes to process around 90% of the traffic. This suggests that

we may gradually transition to the NFV paradigm with a lower total cost and

consolidate the NFV functionalities at a small portion of nodes. The later point

of having a small number of VNF-nodes is advantageous in terms of reducing the

management burden, but that could increase the risk of having a single point

of failure. In our future work, we will investigate how to adjust the proposed
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algorithms to ensure resilience against hardware failures at the VNF-nodes. We
also consider a denser topology Ta2, which consists of 65 nodes and 1869 flows.
Similarly, we select 1500 flows uniformly at random from those flows with less
than 200 Mbps traffic rate and repeat each experiment 10 times. We present the
results in Fig. 2.7(b). The simulation results show that all both RP-MCA and
VOL-MCA have a similar performance, which is also close to the optimal. An in-
teresting observation is that all considered algorithms tend to select the same set
of nodes, which results in a similar performance of the RP-MCA and VOL-MCA
as both of them use the same capacity allocation algorithm. In addition, GCA
algorithm performs worse than the MCA algorithm for this particular instance,

which results in a slightly worse overall performance of the RP-GCA algorithm.

2.8 Conclusion

In this chapter, we studied the problem of deploying VNF-nodes and allocat-
ing their capacities. We showed how to overcome the non-submodularity of the
problem by introducing a novel relaxation method. By utilizing a decomposition
of the problem and a novel network flow reformulation, we were able to prove
submodularity of the relaxed placement subproblem and develop efficient algo-
rithms with constant approximation ratios for the original problem. Through
extensive evaluations based on trace-driven simulations, we showed that the pro-
posed algorithms have a performance close to the optimal solution and better

than a heuristic algorithm.

2.9 Appendix
2.9.1 Proof of Theorem 2.4.1

Proof. We start by proving that the allocation subproblem (P2) is NP-hard.

The proof is by a reduction from a special case of the single knapsack (SK)
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problem, where for each item the profit and the weight are identical. In the
SK problem, we have a knapsack k and a set of items Z. The knapsack has a
capacity W, and each item ¢ € Z has a weight of w;, which is the same as the
profit. The objective is to find a subset of items Z' C Z that has the maximum
total profit and can be packed in the knapsack without exceeding its capacity.
Given an arbitrary instance A = (k,Z) of the SK problem, we construct an
instance D = (V, F) of the allocation problem (P2). The set V has only one
node v; with a capacity that is equal to the capacity of the knapsack k. Each
flow f € F corresponds to an item in ¢ € Z. A flow f has a traffic rate A\, that
is equal to the corresponding item weight w;. Node vy is the only VNF-node,
and all the flows traverse node v;. If we can solve the instance D of problem
(P2), the subset of flows assigned to node vy, which has the maximum total
traffic rate, can be mapped to the corresponding items and solve the instance A
of SK problem. Similarly, a solution for instance A of the SK problem can be
mapped to a solution for instance D by simply mapping the selected items Z’ to
the corresponding flows that solve the instance D of problem (P2).

Next, we prove the NP-hardness of the placement subproblem (P3). The
proof is by a reduction from the budgeted maximum coverage (BMC) problem.
In the BMC problem, we have a set of points M and a set of candidate locations
S. Each point m € M has a weight of w,,. Each location s € § has a cost of
bs and covers a subset of points M, C M. The objective is to select a subset of
locations &’ C S such that the total weight of the points covered by at least one
location in 8§’ is maximized while the total cost of the selected locations does not
exceed a given budget B. Given an arbitrary instance A = (M, S, B) of BMC,
we will construct an instance D = (F,V, B) of problem (P3) as follows. Each
flow f € F corresponds to a point m € M; the rate of a flow is equal to the
weight of the corresponding point. Each node v € V corresponds to a location
s € §; the cost of a node is equal to that of the corresponding location. The

path of a flow consists of the nodes corresponding to the locations that cover the



43

point corresponding to this flow. The deployment budget of the instance D is
equal to the budget of the instance A. All the nodes have an infinite capacity.
We will show that a solution for the instance D exists if and only if a solution
for the instance A exists. If we can solve the instance A of BMC, the subset
of locations " C S that solves A of BMC can be mapped to the corresponding
nodes in V to become VNF-nodes and solves the instance D of problem (P2).
Similarly, if we solve the instance D, then the obtained set of VNF-nodes can

be mapped to the corresponding subset of locations that solve the instance A of

BMC. O

2.9.2 Proof of Lemma 2.5.1

Proof. Recall that R3(U) = maxxcu RS (X)), where X% is the set of assignments
satisfying the capacity constraint (2.2) and the flow rate constraint (2.7). It

suffices to show the following:

(A) for any assignment X € XY, one can construct an s-V flow ¢ € F such

that RY(X) = o(N,U) — o(U,N);

(B) for any s-V flow ¢ € F, one can construct an assignment X € X" such

that RY(X) = o(N,U) — (U, N).

Note that Part (A) implies max xeyu RS (X) < max, z(o(N,U)—o(U,N)) and
Part (B) implies maxxcyu RY(X) > max z(o(N,U) — o(U,N)), which lead
to Eq. (2.9).

We first show Part (A). For any assighment X € XY, we construct a function

¢ € F in the following manner:
(i) set p(s, f) =D ,ep, @} for each edge (s, f) € Ly;
(ii) set (f,v") = 2% for each edge (f,v") € Ly;

(iii) set @(v',v) =} rx} for each edge(v',v) € Ls.
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Note that % = 0 for all v ¢ U. It is easy to verify that constraints (2.2) and
(2.7) imply that the constructed function ¢ is an s-V flow. Furthermore, the
following is also satisfied:

RX)EY Y

feF vevVynid

233

fer UEVf

(2.13)

O (VA — o (N, N)
© (W, U) — (U, N),

where (a) is from the definition of RY(X), (b) is from '} = 0 for all v ¢ U, (c) is
from (i), (d) is from the one-to-one mapping between F and N7, (e) is from the
definition of o({s}, N') and o(N, {s}) = 0, (f) holds because the net-flow at the
source s plus the net-flow at the sinks is equal to zero, and (g) holds because no
flow goes to the sinks in Ny \ U.

We now show Part (B). For any s-V flow ¢ € F, we first obtain another s-V
flow ¢’ € F by deleting all the flow going to the sinks in N}, \ &. Note that
this procedure does not change the net-flow at the sinks in U, i.e., o/(N,U) —
odUN)=0cN,U)—ao(UU,N), where ¢’ corresponds to ¢’. Then, we construct
an assignment X € XY by simply setting 2% = ¢/(f,v') for every f € F and
every v € U. It is easy to verify that the definition of the s-V flow implies that
constraints (2.2) and (2.7) are satisfied for assignment X . Finally, following the
same steps in Eq. (2.13), we can show RY(X) = o/(N,U) — o' (U, N), and thus,
R¥(X)=co(N,U) — a(U,N).

Combining Parts (A) and (B) completes the proof. O
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2.9.3 Proof of Lemma 2.6.3

Proof. In Phase I, the algorithm repeatedly alternates between Step 1 and Step
2. Step 1 will be repeated m times, where m < |V|. In each repetition of Step
1, the capacity allocation of a given VNF-node v is modified, and the value of
OPT(Q2,U) is reduced by at most %rv. In Step 2, the perturbation does not
change the value of the total assigned traffic. Therefore, the following is satisfied
after Phase [: .

—52."

i=1

> OPT(Q2,U) — ;OPT(QQ u) (2.14)

o > OPT(Q2,U)

l\DI»—t

1
That is, the total traffic assigned to VNF-nodes U after Phase T is m{fo, >

%OPT(QQ, U). In Phase II, the total assigned traffic will either increase or remain

the same in the worst case. Therefore, the result of the Lemma follows. O

2.9.4 Proof of Lemma 2.6.4

Proof. Let F' C Fy denote the set of unassigned flows after the end of algorithm
3 and U’ = Ugcr Uy be the set of candidate VNF-nodes for the unassigned flows
F'. We remind the reader that we use ¢, (resp. ¢y,) to denote the capacity of
VNF-node u (resp. VNF-nodes U;). Similarly, we use 7, (resp. 17,,) to denote
the total traffic assigned to VNF-node u (resp. VNF-nodes ;). In Lemma 2.9.1,
we start by showing that the total assigned traffic to any VNF-node in U’ is at
least half of its total capacity, i.e., r, > %cu for any VNF-node u in ', and use

that to prove the 1/3 approximation ratio of Lemma 2.6.4.

Lemma 2.9.1. After Phase I of the GCA algorithm, it holds that for any VNF-

. ! 1
node u inU', r, > 5¢,.
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Proof. We will prove this by contradiction. Let say, for the sake of contradiction,
that there is an unassigned flow f for which there is a VNF-node u in U} such
that r, < %cu. This means the flows assigned to VNF-node u have traffic rate
less than %cu. Furthermore, since flow f was not assigned to VNF-node u, its

i

traffic rate has to be greater than half the capacity of node u, i.e., Ay > 3

However, that contradicts our algorithm where flows with the highest traffic rate
are considered first, and thus flow f would be assigned to VNF-node u instead

of some of the already assigned flows. O]

Next, the proof of Lemma 2.6.4 proceeds as follows. The maximum traffic
that can be assigned by any algorithm to VNF-nodes ¢/ has the following upper

bound: "
OPT(Q2,U) < n¥on + cw

0
< TGCA + 27‘u/

(c)
u u
< Téeoa + 2TGoa

(2.15)

= 3mlca,
where (a) holds because the maximum traffic that can be assigned by an optimal
solution is at most the sum of the traffic of the assigned flows, which is 7%.,,
and the maximum possible traffic that can be assigned for the unassigned flows,
which is ¢y; (b) holds from Lemma 2.9.1 because the total traffic assigned to
VNF-nodes in U’ by Algorithm 3 is at least half of their total capacity, i.e.,
Ty > %cu/; () holds because 1 is upper bounded by 7¥%,. This completes the

proof. O

2.9.5 Proof of Lemma 2.6.5

Proof. We first present Lemma 2.9.2, but before that we repeat Assumption 2.6.1

here to ease the proof navigation.
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Assumption 2.9.0. Assume that all the VNF-nodes in U have the same capacity
and that every flow f in JFy traverses at least two VNF-nodes inU, i.e., |VyNU| >
2.

Lemma 2.9.2. If Assumption 2.6.1 holds, then for any unassigned flow f € F’,
it holds that for any pair of VNF-nodes (u,v) in Uy, T{uw} = %C{u,v}-

Proof. Since the capacity of all VNF-nodes is the same by Assumption 2.6.1,
we will use the symbol ¢ to denote the capacity of any VNF-node. We prove
this lemma by contradiction. Assume that there is an unassigned flow f for

which there is a pair of VNF-nodes (u,v) in Uy such that rg, ., < %c{w}. In

2

5¢; otherwise, it would fit on

this case, the rate of flow f has to be greater than
the combined remaining capacities of VNF-nodes u and v and would be assigned
in Phase II of the algorithm. However, this also means that the flows assigned
to VNF-nodes u and v have a rate that is less than %c, which contradicts our
algorithm where flows with larger traffic rate will be considered first, and if

possible get assigned. O

The rest of the proof of Lemma 2.6.5 follows the same argument as in the
proof of Lemma 2.6.4 with the difference that we have ry > %cu/ by Lemma

2.9.2. The other parts of the proof are the same. That is,
OPT(Q2,U) < 78 + cu

< 74 3
~ WGCA+ 27““/

3 (2.16)
< 7lon + éﬂgCA
5
< §7TgCA-
This completes the proof. n

2.9.6 Complexity Analysis

In this section, we analyze the complexity of the algorithms presented in Table

2.1. Each of the proposed algorithms has two sequential components: placement
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and capacity allocation. We analyze the complexity of each component in the

first two subsections, respectively.

Complexity of the Placement Algorithms

The proposed placement algorithms are based on submodular optimization.
As noted earlier, the complexity of submodular algorithms is typically measured
by how many function evaluations are needed, and the function evaluation itself
is typically assumed to be implemented by an oracle. Therefore, we also follow
this approach here. We have two placement algorithms: the SG algorithm and
the EG algorithm. For the SG algorithm, in each iteration, we select a new
node, which requires O(V') functions evaluations. Since we can select at most k
nodes (due to the budget limit), we need O(kV') function evaluations in total.
For the EG algorithm, we have two phases: in Phase I, we need O(V?) function
evaluations to evaluate all subsets of size one or two; in Phase II, we need O(V?)
function evaluations to evaluate all subsets of size three and augment each subset

in a greedy manner. Hence, the overall complexity of the EG algorithm is O(V?).

Complexity of the Capacity Allocation Algorithms

We have two capacity allocation algorithms: the MCA algorithm and the
GCA algorithm. For the MCA algorithm, we have two phases. In Phase I, we
start by solving a maximum flow problem for a graph with O(F + V) vertices,
which has a complexity of O(F?) if solved using the Push-relabel algorithm [34].
Then, the algorithm proceeds by repeatedly alternating between implementing
Step 1 and Step 2. Step 1 is executed for at most V' times; each execution of Step
1 has a complexity of O(F'). Therefore, the overall complexity of Step 1is O(F'V).
For Step 2, we remove at least one edge at a time using the edge perturbation.
Since the total number of edges is at most O(FV'), each execution of Step 2

has a complexity of O(FV'). Hence, the complexity of repeating Step 2 for at
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most O(FV') edges is O(F?V?). The overall complexity of Phase I is O(F?V?) as
Step 2 dominates. In Phase II, for each of the (at most F') unassigned flows, the
algorithm tries to assign it to a subset of nodes in V, so Phase II has a complexity
of O(FV). The overall complexity of the MCA algorithm is O(F?V?) as Phase
I dominates. For the GCA algorithm, in Phase I, the sorting operation has a
complexity of O(F'log F'), and assigning each flow to only one VNF-node has a
complexity of O(FV'). Phase II is the same as that of the MCA algorithm, which
has a complexity of O(FV'). Therefore, the complexity of the GCA algorithm is
O(FV).

Tradeoff between Complexity and Performance

The complexity of the EG algorithm is due to the enumeration of all sub-
sets of size three and augmenting each subset in a greedy manner, which re-
quires O(V?) function evaluations. However, we can use other algorithms to
substantially reduce the complexity, but with a slightly worse approximation ra-
tio. For instance, a modified version of the SG algorithm has been proposed
in [5] as an alternative for the EG algorithm. It achieves an approximation
ratio of (1 — 1/4/e) and requires O(V?) function evaluations. Another algo-
rithm is proposed in [37], which achieves an approximation ratio of (0.377 — ¢)
and requires O(V max(e~!,loglogV')) function evaluations. Further, the func-
tion evaluation of the EG algorithm, which corresponds to evaluating function
R3(U) of problem (Q3), can be accelerated using e-approximation algorithm with
time O(F'*+°M¢2) as shown in [41], but the approximation ratio of the proposed

algorithms may not hold any more.
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CHAPTER 3
JOINT VNF-NODES PLACEMENT AND RESOURCE
ALLOCATION: MULTI-DIMENSIONAL CASE

3.1 Introduction

In this chapter, we extend the VPCA problem considered in Chapter 2 to
the setting with multiple network functions, multiple resources, and heteroge-
neous resource requirements. We refer to this generalization as multi-dimensional
VNF-nodes placement and resource allocation (multi-VPRA). We systematically
study the challenges of the multi-VPRA problem and show that the difficulties
introduced by the generalization call for different design strategies and analytical
techniques. Specifically, we decompose the original problem into two subprob-
lems: placement and resource allocation. We show that the placement subprob-
lem even without the requirement that flows must be fully processed is NP-hard.
Moreover, the resource allocation subproblem is a multi-dimensional generaliza-
tion of the generalized assignment problem with assignment restrictions, which
is also NP-hard [18]. To address the placement subproblem, we introduce a
novel two-level relaxation method that allows us to draw a connection to the
sequence submodular (also called string submodular) theory [8,12| and design
an efficient placement algorithm. For the resource allocation subproblem, we
utilize the primal-dual technique [42] to design two efficient resource allocation
algorithms. We combine the placement algorithm with the resource allocation
algorithms and develop approximation algorithms with performance guarantees
for the original non-relaxed multi-VPRA problem. A summary of the proposed
framework is provided in Figure 3.1.

Our main contributions are summarized as follows.
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e First, we systematically study the challenges arising from the generalized
multi-VPRA problem. In addition to the challenges faced by the basic-
VPRA (such as NP-hardness and non-submodularity), we show that over-
coming the non-submodularity of the placement subproblem is much harder
and that the resource allocation subproblem is a multi-dimensional general-
ization of the generalized assignment problem with assignment restrictions,

which is also more challenging.

e Second, we introduce a novel two-level relaxation method that enables us
to convert the non-submodular placement subproblem into a sequence sub-
modular optimization problem. In order to leverage the property of se-
quence submodularity, we generalize the concept of backward-monotone to
approximate backward-monotone, extend the known results for backward-
monotone to this generalized version, and utilize this new property to de-

velop an efficient algorithm for the placement of VNF-nodes.

e Third, we utilize the primal-dual technique to design two efficient resource
allocation algorithms. Moreover, we show that by combining the proposed

placement algorithm and the two resource allocation algorithms, we can

(e=1)(Z-1)
4e?Z(kR)1/(Z=1)

(e—1)(Z-1)

Z-Trez /7y 1or

achieve an approximation ratio of and I
the original non-relaxed multi-VPRA problem, respectively, where k (resp.
R) is the number of VNF-nodes (resp. resources), and Z is a measure of

the available resource compared to flow demand. When Z goes to infinity,

e—1

e—1
2 4e244e?

the approximation ratios become constants: <= and

" respectively.

e Finally, we conduct extensive trace-driven simulations using Abilene dataset
[39] as well as datasets from SNDIib [40] to evaluate the performance of
the proposed algorithms.

The rest of the chapter is organized as follows. First, we position our work
compared to related work in Section 3.2. Next, we describe the system model and

problem formulation in Section 3.3 and discuss the additional challenges of the
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Figure 3.1: Multi-VPRA main challenges and proposed framework

multi-VPRA problem in Section 3.4. Then, we introduce the two-level relaxation
approach in Section 3.5 and the proposed algorithms in Section 3.6. Finally, we

present the numerical results in Section 3.7 and conclude the chapter in Section

3.8.

3.2 Related Work

To the best of our knowledge, the multi-dimensional setting has rarely been
considered except in a limited number of studies. In [43], the authors consider
multi-resource VNFs with a focus on the analysis of the vertical scaling (scal-
ing up/down of some resources) and horizontal scaling (the number of VNFs
instances). The work of [44] focuses only on request admission and routing. The

work of [45] also considers the multi-resource setting, but the focus is on how to
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balance the load among the servers, taking into consideration the different de-
mand of network functions for each resource. In [46], the authors consider servers
with two types of resources, and their objective is to serve all network flows by
placing network functions on these servers with minimum cost. Our work con-
siders all three constraints of budget, resource, and fully processed flows, as well
as the multi-dimensional setting.

The concept of sequence (or string) submodularity is a generalization of sub-
modularity, which has been recently introduced in several studies (e.g., [8-10,12]).
It models objective functions that depend on the sequence of actions. It has
been shown in [10] that a simple greedy algorithm can achieve an approximation
ratio of (1 — 1/e) for maximizing forward-monotone, backward-monotone, and
sequence-submodular functions. To the best of our knowledge, we are the first
to utilize the concept of sequence submodularity for the placement problem in
NFV. Although in [12], the backward-monotone property is not assumed, per
our investigation, there is a crucial step in the proof that requires this property.
However, the objective function of our studied problem ((4) does not satisfy
this backward-monotone property, rendering the results of [12] inapplicable to
our problem. To address this new challenge, we introduce the concept of approx-
imate backward-monotone and extend the previous result to this generalization.
Another concept is the primal-dual technique, which has been utilized to design
approximation algorithms for several problems [42]. We utilize this technique to
design efficient algorithms for the multi-dimensional resource allocation subprob-

lem.

3.3 System model

We consider a network graph G = (V, ), where V is the set of nodes, with
V = V|, and & is the set of edges. We have a set of flows F, with F' = |F|. We
use A; to denote the traffic rate of flow f € F. Let A = [Af,,...,Af,] be the
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flow rate vector. The traffic of flow f will be sent along a predetermined path
(e.g., a shortest path), and the set of nodes along this path is denoted by Vy.
We use Fy; to denote the set of all flows whose path has at least one node in a
subset of nodes U C V, ie., Fyy = {f € F | VyNU # 0}. When a node can
support some VNFs, we call it a VNF-node. Since ISPs have a limited budget
to deploy VNFs in their networks, they can only choose a subset of nodesf C V
to become VNF-nodes.

We consider a set of network functions denoted by ®. Each flow needs to
be processed by one or more network functions. The set of network functions
required by flow f is denoted by ®;. The set of flows that require network
function ¢ € ® is denoted as F(¢). Each VNF-node v € V can host one or more
network functions. We use R to denote the set of resource types at VNF-nodes
(e.g., memory, CPU, and 1/0), with R = |R|. Each network function ¢ requires
f3j, units of resource r € R to process one unit of a network flow. The traffic rate
As of each flow can be split and can be processed at multiple VNF-nodes. We
use z} to denote the portion of flow f that is assigned to VNF-node v and use
X (V) € RV to denote the assignment matrix.

As we mentioned earlier, the benefits of processed traffic can be harnessed
from fully processed flows, i.e., flows that have all of their traffic fully processed
at VNF-nodes. Hence, when a flow traverses VNF-nodes and there are sufficient
resources on these VNF-nodes to process all of its rate, i.e., Zvevfnu i > Ay,
then the flow is counted as a processed flow. Therefore, the total fully processed

traffic for a subset of VNF-nodes &/ C V can be expressed as follows:
LU XU) 2D AL e a2 (3.1)
fer

where 1;, is the indicator function. However, there is a total amount of each

resource available at the nodes, and the amounts could be different at different
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nodes. We use ¢, to denote the total amount of resource r at node v. Then, the

following constraints should be satisfied:

> sca Bo D terp Ty S ¢ Vr€ Randv €U,

x4 =0, VfeFand Vo ¢ U.

(3.2)

Also, we consider a limited budget B and assume that the cost for making node
v a VNF-node is the same for all nodes, which is denoted by b. Let k = | B/b].

Then, the budget constraint can be expressed as a cardinality constraint, i.e.,
Ul < k. (3.3)

As a service provider with a limited budget, a plausible objective is to in-
troduce NFV at nodes that would result in the maximum fully processed traffic.
Therefore, we consider the problem of multi-dimensional VNF-nodes placement
and resource allocation (multi-VPRA) with the objective of maximizing the total

fully processed traffic (Jy(U, X (U))). The problem can be formulated as follows:

maximize Jy(U, X (U))
UV, X U) (Pl)

subject to (3.2) and (3.3).

3.4 Challenges of Multi-VPRA

In this section, we analyze the multi-VPRA problem and identify the main
challenges posed by this problem. We first decompose the multi-VPRA prob-
lem into two subproblems: 1) placement, i.e., where to deploy VNF-nodes; 2)
resource allocation of the VNF-nodes among flows. We will show the hardness of
each subproblem and explain new challenges arising from the multi-dimensional

generalization.

3.4.1 Decomposition

In this subsection, we present a decomposition of the multi-VPRA problem

into placement and allocation subproblems. We start with the allocation sub-
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problem because it will be used in the placement subproblem. For a given set
of VNF-nodes U C V, let Jo(X (U)) denote the total amount of fully processed
traffic under flow assignment X (U). Then, the resource allocation subproblem

for a given set of VNF-nodes U can be formulated as follows:

maximize Jo( X (U)). (P2)

X (U):(3.2) is satisfied

Let Js(U) & MAaX X (14):(3.2) is satisfied J2(X (U)) denote the placement value func-
tion, which is the optimal value of Problem (P2) for a given set of VNF-nodes
U. Then, the placement subproblem can be formulated as follows:
maximize J3(U)
Uy (P3)
subject to  (3.3).
Note that in order to solve subproblem (P3), we need to solve subproblem (P2)
first to find the optimal X (i) for a given set of VNF-nodes U.

3.4.2 Hardness

In Chapter 2 (Theorem 2.4.1), we have shown that for the basic-VPRA prob-
lem, both subproblems (P2) and (P3) are NP-hard. The NP-hardness results
can be easily extended to the multi-dimensional case considered here. Therefore,

we simply state the hardness results in the following lemma without proofs.

Lemma 3.4.1. The resource allocation subproblem (P2) and the placement sub-

problem (P3) are both NP-hard.

In addition, we have shown in Section 2.4.2 that the placement subproblem of
the basic-VPRA to be non-submodular. Similarly, the non-submodularity result
can also be easily extended to the multi-dimensional case. In order to develop
efficient algorithms for the basic-VPRA, we employ a relaxation of the problem
that allows partially processed flows to be counted in the objective function. The

relaxation allows one to prove submodularity of the placement subproblem and
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to design efficient algorithms for the basic-VPRA. However, in the sequel, we
will explain that the same framework and algorithms cannot be applied directly
to solve the multi-VPRA problem.

The first challenge is that a similar relaxation of the basic-VPRA does not ad-
mit an efficient placement algorithm with performance guarantees for the multi-
VPRA problem. The reason is that the objective function of the relaxed place-
ment subproblem of the basic-VPRA problem can be shown to be equivalent to
the maximum flow problem, which can be proved to be submodular. In contrast,
the objective function of the relaxed placement subproblem of the multi-VPRA
problem, to the best of our knowledge, can only be evaluated using Linear Pro-
gramming, which does not provide us with enough insights that can be utilized
to prove or disprove submodularity. The second challenge is that the resource al-
location algorithms proposed for the basic-VPRA consider only a single resource
and cannot be utilized to provide performance guarantees for the multi-VPRA
problem, where multiple resources have to be considered during the resource
allocation.

In order to address these new challenges, we introduce a novel two-level relax-
ation method: (i) we allow partially processed flows as in we did for the VPCA
problem, and (ii) we consider an approximate version of the resource allocation
subproblem. This new relaxation method enables us to make a connection be-
tween the relaxed placement subproblem and the sequence submodular theory
and design an efficient placement algorithm. For the resource allocation, we de-
sign two resource allocation algorithms both based on the primal-dual technique.
Not only the proposed placement and resource allocation algorithms can prop-
erly handle the multi-dimensional setting, but they also guarantee a constant

approximation ratio for the original non-relaxed multi-VPRA problem.
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3.5 Relaxed Multi-VPRA

In this section, we present the two-level relaxation of the multi-VPRA prob-
lem. In the first-level, we allow partially processed flows to be counted in the
objective function, and in this case we use Ry (U, X (U)) to denote the relaxed
objective function (defined in Eq. (3.4)). In the second-level, instead of evaluat-
ing function Ry (U, X (U)) for a set of nodes U together, we allow the algorithm
to consider a specific ordering of nodes and evaluate the objective function on a
node-by-node basis. Apparently, the first-level relaxation does not decrease the
total traffic that can be assigned to a given set of VNF-nodes U/. In contrast,
the second-level relaxation results in an approximate version of the resource al-
location subproblem, and thus, there is a loss in the amount of processed traffic.
However, we will prove that the loss is at most 1/2 of the optimal. In addition,
through simulation results, we will show that the loss due to the second-level
relaxation is negligible. The purpose of this two-level relaxation is to draw a
connection to the sequence submodular theory, which enables us to design effi-

cient algorithms with provable performance guarantees.

3.5.1 First-level Relaxation

We first introduce the first-level relaxation, which allows partially processed
flows to be counted. In this case, any fraction of flow f processed by VNF-nodes
in Vy NU will be counted in the total processed traffic. That is, the relaxed
J1(U, X (U)) can be expressed as follows:

RiUXU) 2> > al (3.4)
feFveVynu

Apparently, the total processed traffic of flow f cannot exceed Ay, i.e., the flow

rate constraint needs to be satisfied:

Y ay <\, VfEF (3.5)

veEU
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Then, after the first-level relaxation, Problem (P1) becomes

maximize Ry (U, X (U))
UV, X U) (Q1>

subject to  (3.2),(3.3), and (3.5).

Next, we explain why we need the second-level relaxation for solving the
multi-VPRA problem efficiently. Similar to the decomposition of Problem (P1),
we also decompose Problem (1) into placement and allocation subproblems. For
a given set of VNF-nodes 4 C V, let XY be the set of all flow assignment matrices
X (U) that satisfy the resources constraint (3.2) and the flow rate constraint (3.5),
and let Ro(X (U)) be the total processed traffic. Then, the resource allocation

subproblem for a given set of VNF-nodes U can be formulated as

H}%ﬁgée Ry(X(U)). (Q2)

Now, let R3(U) £ maxxyexu R2(X (U)) denote the optimal value of Prob-
lem (Q2) for a given set of VNF-nodes U. The function R3(Uf) is also called the
placement value function, and the placement subproblem can be formulated as

maximize Rs(U)

(@3)
subject to  (3.3).

Unlike the relaxed placement subproblem of the basic-VPRA problem, which has
been proven to be submodular, the submodularity of the relaxed placement sub-
problem (@3) of the multi-VPRA remains unknown as explained earlier. Driven
by this observation, in the next subsection we introduce another level of relax-

ation, which enables us to draw a connection to the sequence submodular theory.

3.5.2 Second-level Relaxation

In the second-level relaxation, instead of solving subproblem (Q2) to obtain
the optimal solution R3(U) for a set of nodes U, we consider a specific ordering of

nodes U and solve for each node one-by-one according to their order (which will
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be explained soon in Algorithm 4). By doing this, we make a connection to the
sequence submodular theory, which enables us to design an efficient placement
algorithm with provable performance guarantee. First, we give some additional
notations. Let (vq,vs, ..., v,) be a sequence of nodes selected over m steps, where
v; € V is selected in the i-th step for ¢ = 1,...,m. Let the set of all possible
sequences of nodes be H(V) £ {(v1,vs,...,vm) | m € NU{0}, v; € V}; when

m = 0, we have an empty sequence. For two sequences S; = (vq, Vg, ..., Vn,) and
Sy = (U1, ug, ..., Um,) in H(V), we define a concatenation of S; and Sy as
A
S1® Sy = (U1, U2y« oy Upnyy U, Uy v ey Uy )-

We say that S; =< Sy if Sy can be rewritten as Sy @ S3 for some S5 € H(V). For
sequence S, we use V(5) to denote the set of nodes in sequence S. By slightly
abusing the notation, we use |S| to denote the number of elements in sequence
S. In addition, we often use v to denote a singleton sequence (v) when there is
no confusion

In the following, unless stated otherwise, we only consider sequences with
unique nodes. For sequence S, let 3;(S) denote the total flow assigned to the i-th
node and let y(5) denote a given feasible resource allocation vector for sequence
S. By slightly abusing the notation, we use X (S) to denote the flow assignment

matrix of sequence S. Consider any node v; in sequence S, with j = 1,...,[S].
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Given a fixed resource allocation y(.S), we define a fractional resource allocation

of node v; as the solution of the following problem:

maximize E x;j
X (9)

fer

subject to

o<y Vf e Fandve Vy,
veVrNV(S) (36)
z} =0, Vfe Fandv ¢V,
gy > ai<d, VreRandi=1,...,[9],
¢e®  feF(9)
> al = ui(9), i=1,...,|S and i # j.
feF

In Problem (3.6), we want to maximize the total traffic that can be assigned to
node v; while satisfying the given resource allocation y(S) of all other nodes in
S.

Now, consider sequence S. The resource allocation of nodes in S is presented
in Algorithm 4. Algorithm 4 starts by initializing the total traffic assigned to
each node to zero (i.e., set y;(S) = 0, i = 1,...,|5]), and then iterates over
nodes in sequence S according to their order. In iteration ¢, it computes the
resource allocation of node v; by solving Problem (3.6) given y(S), and then
update y;(S) according to the obtained solution. We use X (S) to denote the
flow assignment matrix of sequence S at the end of Algorithm 4. Similarly, we
use g(5) to denote the resource allocation vector for sequence S at the end of
Algorithm 4. For any sequence S, we define function Ry(.S) to be the total traffic
assigned by Algorithm 4 for nodes in sequence 9, i.e.,

S|

Ri(S) £ ) 5:(S). (3.7)

i=1
Note that for sequences with repeated nodes, the value of R4(S) is the same as

R4(S), where S is obtained from sequence S by removing all the later appearances



62

Algorithm 4 Iterative resource allocation

Input: sequence of nodes S, set of flows F, amount of resources c;, flow rates
Ar, and flow demands 5}
Output: §(S) and X (S)

1: Initialize: y;(S) =0, i=1,...,]9|

2: for i =1 to |S| do

3: X (S) « solve Problem (3.6) for node v; given y(S)

£ Set yi(S) = 1, o

5. end for

6: X(5) = X(5), §(5) =y(S)

of the same node. Then, the relaxed version of Problem (Q3) becomes the

following;:

maximize Ry(S)
SeH(V) (Q4>
subject to |S| < k.

Next, we will show that function R,(S) is a 1/2-approximation of function
R3(U) for any sequence S that is a permutation of nodes in set . This ensures
that an optimal solution for Problem ((4) is a 1/2-approximation solution of
Problem (@3). Moreover, in the next section, we will utilize the relaxed problem
(@Q4) to design efficient algorithms for the multi-VPRA problem (P1).

First, we present Lemmas 3.5.1 and 3.5.2, which will be used in the proof of
the approximation ratio of Algorithm 4 and in establishing that function R, is

sequence-submodular in the next section.

Lemma 3.5.1. Consider Sy, Sy, and Ss in H(V), such that Sz = S; and S5 <
Sy. Applying Algorithm 4 to Sy and S, respectively, yields y;(S1) = 1:(S2), for
221,,’5’3‘

Proof. See Appendix 3.9.1. O
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Before we present Lemma 3.5.2, we define some additional notations. By
slightly abusing the notation, we use X (U) to denote an optimal flow assignment
matrix of nodes U after solving Problem (()2). We use z,;(U/) to denote the total

traffic assigned from flow f; to nodes U, i.e.,
RS SEA] (3.9

and we define z(U) £ [2,(U),...,2r(U)]. We can express R3(U) in terms of
x(U) as follows:

Ry(U) =) &;U). (3.9)

j=1
Similarly, given X (S), which is the flow assignment matrix in sequence S at the
end of Algorithm 4, we use 2;(S) to denote the total traffic assigned from flow

f; to nodes of sequence S, i.e.,

S|
i5(5) =Y 3% (9), (3.10)

i=1

and £(S) = [£1(S),...,2r(S)]. We can express R4(S) in terms of &(S) as follows:

Ry(S) = #,(9). (3.11)

We use R3(U|x) to denote the value of function R3(U) from a given flow rate
vector &; We use Ry(S|z) in a similar manner. Note that Rs(U) is equivalent
to R3(U|A); similarly, we have R4(S) = R4(S|A). In the sequel, we consider
element-wise operations on vectors. For two flow rate vectors x; and a5 such
that 1 < xo, we have

where the inequality holds because any feasible solution to Problem (Q2) for
node U given x; is also a feasible solution to Problem (Q2) for node U given
x2. In addition, for any node u € V, we have Ry(u) = R3({u}) because when

applying Algorithm 4 to a singleton sequence, the equality constraints of Problem
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(3.6) are irrelevant, which makes Problem (3.6) equivalent to Problem (Q2). As

a result, we obtain the following:
Ry(ulxy) < Ry(ulxs). (3.13)

Note that Eq. (3.13) does not hold for non-singleton sequence in general.

Next, we present Lemma 3.5.2.

Lemma 3.5.2. Consider Sy and Sy in H(V) such that S; < Sy. For any node
u ¢ V(S1), we have

Proof. See Appendix 3.9.2. m
The approximation ratio of Algorithm 4 is stated in the following lemma.

Lemma 3.5.3. For a given set of nodesU, let P(U) be the set of all permutations
of nodes U. For any S € P(U), we have 3 R3(U) < Ry(S) < Rs(U).

Proof. See Appendix 3.9.3. m

3.6 Proposed Algorithms

In this section, we design two algorithms that approximately solve the multi-
VPRA problem (P1). The main idea is to apply the two-level relaxation intro-
duced in the previous section on the original non-relaxed problem (P1). By
doing so, we can show that the objective function of the relaxed placement
subproblem (Q4) is forward-monotone, approximate backward-monotone, and
sequence-submodular (to be defined in Subsection 3.6.1). In this case, the relaxed
placement subproblem can be approximately solved using an efficient greedy al-
gorithm. Moreover, the relaxed allocation subproblem becomes a Linear Program
(LP), which can also be solved efficiently in polynomial time. However, the so-

lution to the relaxed problem is for the case where any fraction of the processed
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Algorithm 5 The SSG-PRA and SSG-NRA algorithms

Input: set of nodes V, set of flows F, amount of resources, flow rates, flows

demand, and budget B
Output: set of VNF-nodes U and resource allocation X (i)

1: Relaxed Problem: relax function Jy(U, X (U)) to become Ry (U, X (U))
(first-level relaxation), and relax function R3(U) to function R4(S) (second-
level relaxation)

2: Placement Subproblem: solve Problem (Q4) using the sequence submod-
ular greedy algorithm (Algorithm 6) to obtain S; let U = V(S)

3: Resource Allocation: use either the PRA algorithm (Algorithm 7) or the
NRA algorithm (Algorithm 8) to obtain resource allocation X (i) for nodes
U

flows is counted. In order to obtain a solution for the original multi-VPRA
problem (P1), where only the fully processed flows are counted, we propose two
approximation algorithms based on the primal-dual technique.

We use SSG-PRA and SSG-NRA to denote the algorithms we develop by
combining the Sequence Submodular Greedy placement with the Primal-dual-
based Resource Allocation and the Node-based Resource Allocation, respectively.
We describe the algorithms in a unified framework presented in Algorithm 5.
The difference is in the resource allocation subproblem (Line 3), where SSG-
PRA algorithm uses a Primal-dual-based Resource Allocation (PRA) algorithm
presented in Algorithm 7, while SSG-NRA algorithm uses a Node-based Resource

Allocation (NRA) algorithm presented in Algorithm 8. We show that the SSG-

PRA and SSG-NRA algorithms achieve an approximation ratio of %
(e=1)(Z-1)
1e(Z—1+ZRV/Z-D)>

and respectively, where Z (to be defined in Subsection 3.6.3) is

the amount of resource compared to flow demand.
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Algorithm 6 Sequence Submodular Greedy (SSG) algorithm
Input: nodes V, k

Initialization: S = ()
Output: S
1: while |S| < k do
2: S =S @ argmax,cy,(h(S & v) — h(S9))

3: end while

3.6.1 Preliminary Results

In this subsection, we present results related to sequence submodular func-
tions, which will be used to derive a placement algorithm for Problem (Q4).
Note that the definitions and results presented in this subsection generalize to
sequences with repeated nodes. We start with some definitions. A function from

sequences to real numbers, h : H(V) — R, is sequence-submodular if

VS1, Sy € H(V), such that S; < Sy, Yo €V,

(3.15)

Also, function h is forward-monotone if
VSl, SQ S H(V), h(Sl D SQ) > h(Sl), (316)

and function A is backward-monotone if
VSl, Sy € H(V), h(Sl D SQ) > h(SQ) (317)

Consider the problem of selecting a sequence S of length £ that maximizes
function h(S5), i.e.,

h(S). w
st )

Although Problem (W) is NP-hard, it has been shown in [10] that for func-
tion h that is forward-monotone, backward-monotone, and sequence-submodular,

the Sequence Submodular Greedy (SSG) algorithm, presented in Algorithm 6,
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achieves an approximation of (1 — 1/e). Algorithm 6 starts with an empty se-
quence S and greedily adds a node that has the largest incremental value to
sequence S until |S| = k.

However, some functions may only satisfy an approximate version of the
backward-monotone property (e.g., function R4(S) as shown in Lemma 3.6.1).
Therefore, we generalize the backward-monotone property as follows: For a €

(0, 1], function h is a-backward-monotone if
VSl, 52 € H(V), h(Sl @D SQ) 2 Oéh(Sg) (318)

Then, in the following theorem, we derive the approximation ratio of Algorithm
6 for function h that satisfies the a-backward-monotone property. This result
will be used later to design an efficient algorithm for our VNF-node placement
problem. In the sequel, for any Problem (P), we use OPT(P) to denote its
optimal value. Without loss of generality, we assume that the value of an empty

sequence is zero.

Theorem 3.6.1. Suppose that sequence function h is forward-monotone, -
backward-monotone, and sequence-submodular. Then, Algorithm 6 achieves an

approzimation ratio of a(1—1/e) for Problem (W), i.e., h(S) > a(1—1/e) OPT(W).

Proof. The proof follows a similar line of analysis as in [12]. See Appendix 3.9.4.
O

3.6.2 Placement Algorithm

In this subsection, we prove that function R4(S) is forward-monotone, -
backward-monotone, and sequence-submodular. Then, using the property of
sequence submodularity, we employ the SSG algorithm (Algorithm 6) for solving

the placement subproblem. We start with the following lemma.

Lemma 3.6.1. The function Ry(S) is forward-monotone, 3-backward-monotone,

and sequence-submodular.
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Proof. See Appendix 3.9.5. O]

We would like to point out that function Ry is %—backward—monotone and that
the bound of % is tight. We prove it through constructing a problem instance in
Appendix 3.9.6.

Because of this useful property of sequence submodularity, Problem (Q4)
can be approximately solved using the SSG algorithm (Algorithm 6). In the
SSG algorithm, we start with an empty solution of VNF-nodes in S; in each
iteration, we add a node that has the maximum marginal contribution to S, i.e.,
a node that leads to the largest increase in the value of the objective function
R4(S). We repeat the above procedure until & VNF-nodes have been selected.
Note that if a node has been selected in a previous iteration, then its marginal
contribution in any subsequent iteration will be zero. If at any iteration the
marginal contribution of all nodes is zero, then we select a node that has not
been selected before. In this way, we ensure that the selected sequence S has no
repeated nodes. To solve Problem (Q)3), we need a set of nodes rather than a
sequence, but in order to use Algorithm 6 and take advantage of its approximation
ratio, we select a sequence of unique nodes, which can be converted to a set. We
state the performance of the SSG algorithm for Problem (@Q4) in the following

theorem.

Theorem 3.6.2. The SSG algorithm achieves an approximation ratio of %(1 —

1/e) for Problem (Q4), i.e., Ry(S) > 5(1 —1/e) OPT(Q4).

Proof. The result follows trivially by applying Theorem 3.6.1 and Lemma 3.6.1.
O

3.6.3 Resource Allocation Algorithms

While solving the placement subproblem ((Q4), the resource allocation is

achieved by using Algorithm 4, which allows partially processed flows to be
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counted. However, Problem (P1) requires flows to be fully processed. Therefore,
we present two resource allocation algorithms that modify the resource alloca-
tion of the selected VNF-nodes while guaranteeing certain approximation ratios.
Both algorithms are based on the primal-dual technique [47]. We describe each
of the algorithms in the following.

For the selected sequence S of VNF-nodes, let & = V(S). We first provide a
formulation of the optimal fractional resource allocation of VNF-nodes U, which
allows partially processed flows. Based on the dual of this formulation, we will
present the two resource allocation algorithms. We define 4% = Py By to
be the total amount of resource r needed to process a unit of flow f by a set
of network functions ®;. We define the maximum demand across all flows as
A maxfer rer 5;)\ 7. Then, for each flow f we define the normalized total
demand of resource r as d;l £ 5})\ #/dmax- In addition, for each VNF-node v, we
define the normalized total amount of resource r as ¢, = ¢’ /dyay. Finally, we
define Z & min,eg e G, as a measure of the available resource compared to flow
demand (we call it resource stretch). We use a} to denote the fraction of flow
f that is assigned to VNF-node v. The optimal fractional resource allocation of
VNF-nodes U can be formulated as:

mngAf Z a}

ay
feF  weunvy

subject to

fez}_d;a?§527 Vr € R and v € U, (3.19)
Z CL’L} S 1, vf E ~F7

veSy

ajiZO, VfeFand v el.
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The corresponding dual linear program is

minzz coby, + Z 2f

RO ey o feunvy
subject to (3.20)
2+ Y djb, > A, VfEF and v €UNVy,
reER
by, zp >0, YvoeV, reR and f € F.

Primal-dual-based Resource Allocation (PRA)

For the VNF-nodes U that are selected by the SSG algorithm, we modify their
resource allocation to guarantee fully processed flows. We propose a primal-dual-
based resource allocation algorithm, which is adapted from a multi-commodity
routing algorithm proposed in [47] and based on the dual formulation (3.20). The
main idea is to view the dual variable b; as a price of resource r at VNF-node v.
The algorithm chooses a VNF-node vy with the minimum total cost for each flow.
Then, it picks a flow that maximizes the relative value of A\; compared to the
weighted cost and assigns that flow to the associated node. Then the price of each
resource of the selected VNF-node is updated accordingly. The update of the
price b)) is designed in a way such that if the limited resource is violated, then the
stopping condition is satisfied from the previous iteration. The algorithm stops
when all flows are assigned or when >, > &by > e 'RU|. The update
of price b, is also implemented in a way such that it maintains the value of the
dual problem within a range of the value of the primal problem. Then, by weak
duality, this establishes the approximation ratio of the primal-dual algorithm.

We use 74z, to denote the total traffic assigned to VNF-nodes U by the
PRA algorithm. The approximation ratio of the PRA algorithm with respect to

function R4(S) is stated in the following Lemma.

Lemma 3.6.2. The approzimation ratio of the PRA algorithm is the following:

U
mhra = e Ra(S).
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Proof. Recall that we use OPT(3.19) to denote the optimal value of Problem
(3.19). The proof follows from the following:

(a) Z—1
u
TPRA = Z(U[R) /7D OPT(3.19)
(b) Z -1
> WOPT(:’)J% (3.21)
(© Z —1
> Ry(S).

eZ(kR)/Z)

The primal-dual algorithm has been shown to achieve the approximation ratio
in (a) with respect to any fractional solution [47, Lemma 5.7, Theorem 5.1]; (b)
follows because k > |U|; (c) follows from the fact that the value R4(S) is upper
bounded by OPT(3.19). O

When Z goes to infinity, then the algorithm has an approximation ratio of

1/e. The time complexity of the PRA algorithm is O(|U|F?).

Node-based Resource Allocation (NRA)

The approximation ratio of the PRA algorithm depends on two parameters:
the budget k and the resource stretch Z. If k is large and Z is small, then the
approximation ratio of the PRA algorithm becomes small. However, if Z is large
enough, then it will offset the effect of large k. Therefore, we design another
algorithm, node-based resource allocation algorithm (NRA), which removes the
dependence on k but adds a constant factor to the approximation ratio. The
main idea of the NRA algorithm is to make the resource allocation of each VNF-
node separately based on any order. For each VNF-node in U, its resources are
allocated using the primal-dual technique by considering the remaining unas-
signed flows. The detail of the NRA algorithm is presented in Algorithm 8.
Similar to the PRA algorithm, we view the dual variable b] as a price for each
resource. The difference here is that we consider each VNF-node separately and
try to assign flows with the largest ratio of the rate Ay compared to the weighted
demand . d}by.
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Algorithm 7 Primal-dual-based resource allocation (PRA)

1: Input: VNF-nodes U, set of flows F, normalized resources ¢, flow rates A,

normalized flow demands dj.
2: Initialization: b, = 1/¢,, Vr e R,v €U, x4 =0,Vf € F and v €U
3: Output: X (U)
4: repeat

5: for f € F do

6: Vp = aIg minveuﬂvf{ZreR by }s
7 end for

A
8: f/ = arg maxfef{m};

(Fy
9: [L'f{ :)\f/;

o F= P\
o a, /(@ ~1) .
11: update bvf, = bvf, (e“~'RIU|) " T Vr € R;

12: until 3> o, > L by > e PRIU| or F = 0;

reR ~v- v

We use WiﬁiA to denote the total traffic assigned to VNF-node v by the NRA
algorithm and define 7z, = > WéﬁA. We state the approximation ratio of

the NRA algorithm in the following lemma.

Lemma 3.6.3. The approzimation ratio of the NRA algorithm is the following:
Tra 2 Foiregmrz Ra(S).
Proof. First, we define additional notations. Let 7' C F denote the set of

unassigned flows by the end of Algorithm 8 and F, denote the set of unassigned
flows right before considering VNF-node v by Algorithm 8. By slightly abusing
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Algorithm 8 Node-based Resource Allocation (NRA)

1: Input: VNF-nodes U, set of flows F, normalized resources ¢, flow rates A,
normalized flow demands dj.

2: Initialization: z% =0,Vf € F,v el

3: Output: X (U)

4: for each VNF-node v € 4 do

5: Initialization: b, = 1/¢,, Vr € R

6: repeat

7: 1= argmaxfef{m};

8: T = Afrs

w F=F\{f}

10: update b7 = b7 (eZ 'R/ &Yy e R,

11: until Y . &b > eZ7 IR or F = ();

reR “v-v

12: end for

the notation, we use OPT({v}|F) to denote the optimal resource allocation of

VNF-node v considering only the subset of flows F. We have

Ri(S) € Ry

> OPT({v}|F)

veU

> A+ OPT({u}F)
fEF\F' vel
(@ )
= 7llqa + > OPT({v}|F)
» veu (3.22)
< mga + Y OPT({0}|F,)

velU

INE

—~
)
~

() eZ v
< TiRa + Z ﬂRl/(Z_I) A

veU

Z
LRI,

u
S TNRA +

Z —1+eZRYZD

= 7 _1 TNRA>
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where (a) follows from Lemma 3.5.3; (b) holds because we consider each node
individually with all flows F; (c) holds because we can consider what can be
assigned from a subset of flows F’ and add to it all other flows F \ F’; (d) holds
because flows F \ F’ are all assigned by the NRA algorithm; (e) holds because
F, is a superset of F'. For (f), the NRA algorithm for a single VNF-node
achieves an approximation ratio of Ze—iRl/ (2=1) with respect to any fractional

solution [47, Lemma 5.7, Theorem 5.1], so (f) holds. O

When Z goes to infinity, then the approximation ratio is 1/(e+ 1). The time
complexity of the NRA algorithm is O(F?).

3.6.4 Main Results

We state our main results in Theorems 3.6.3 and 3.6.4.

Theorem 3.6.3. The SSG-PRA algorithm has an approximation ratio of%

for Problem (P1) and becomes S when Z — oc.

Proof. The SSG-PRA algorithm has two main components: 1) VNF-nodes place-
ment and 2) resource allocation. We use OPT(P) to denote the optimal value
of any problem (P). We start with the result of the VNF-nodes placement using
the SSG algorithm. For sequence S that is selected by the SSG algorithm, we

have the following result:

(@ 1
Ri($) 2 5(1—1/e)OPT(Q1)
®)1
> L 1/e0pT(03)
f (3.23)
© Z(1=1/e)OPT(QL)
@1
> 1(1 —1/e)OPT(P1),
where (a) is due to Theorem 3.6.2, (b) holds from Lemma 3.5.3, (c) holds because

an optimal resource allocation is assumed for the objective function of Problem

(@3), and (d) holds because Problem (Q1) is a relaxed version of Problem (P1).
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The second component of the SSG-PRA algorithm is the resource allocation
using the PRA algorithm for the sequence of VNF-nodes S selected by the SSG.
We have the following result:

TPRA = eZ(kR)/ (7=
(;) (e—1)(Z—-1)
= 4e2Z(kR)Y/(Z-1)

Ry(S)
(3.24)

OPT(P1),

where (a) comes from the approximation ratio of the PRA algorithm in Lemma
3.6.2, and (b) holds from Eq. (3.23). Therefore, the result of Theorem 3.6.3
follows. u

(e-=1)(Z-1)

Theorem 3.6.4. The SSG-NRA algorithm has an approzimation ratio of (7 1Tz 7T

for Problem (P1) and becomes $5—= when Z — co.

Proof. The proof follows the same steps as the proof of Theorem 3.6.3. m

3.7 Numerical Results

In this section, we complement our theoretical analysis of the proposed al-
gorithms with a trace-driven simulation study. We compare the proposed algo-
rithms with the optimal solution, obtained by solving the Integer Linear Program
(ILP) formulation (P1) using Gurobi solver (Gurobi 8.1.1). In addition, we con-
jecture that the objective function of placement subproblem (Q3) is submodular.
Therefore, we present the following two heuristics (SG-PRA algorithm and SG-
NRA algorithm) based on this conjecture. In both heuristics, the placement is
implemented in a similar way to that of the SSG algorithm, called Submodular
Greedy (SG) algorithm [29]. Specifically, we start with an empty solution of
VNF-nodes U; in each iteration, we add a node that has the maximum marginal
contribution to U, i.e., a node that leads to the largest increase in the value
of the objective function R3(U). We repeat the above procedure until & VNF-

nodes have been selected. Then, the resource allocation is implemented using the
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Figure 3.2: Evaluation of Abilene dataset with different budget £ and resource

stretch Z

PRA (resp., NRA) algorithm for the SG-PRA (resp., SG-NRA) algorithm. We

evaluate all algorithms based on the percentage of the processed traffic achieved

by them, which is defined as the ratio between the total volume of the traffic

processed by the VNF-nodes and the total traffic volume. Note that although

we present the results of the optimal solution, the multi-VPRA problem is NP-

hard in general, and for some problem instances it may take a prohibitively large

amount of time to finish solving the ILP formulation.
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3.7.1 Evaluation Datasets
Abilene Dataset

We consider the Abilene dataset collected from an educational backbone net-
work in North America [39]. The network consists of 12 nodes and 144 flows.
Each flow rate was recorded every five minutes for 6 months. Also, OSPF weights
were recorded, which allows us to compute the shortest path of each flow based
on these weights. In our experiments, we set the flow rate to the recorded value
of the first day at 8:00 pm. We consider two types of resources (i.e., R = 2), and
the demand of each flow is randomly chosen between 0 and 20 (i.e., 0% € [0, 20]).
The total available resource is set to the maximum total demand of flows dp.x

multiplied by a scaling parameter Z > 1.

SNDIib Datasets

We also consider two other datasets from SNDIib [40]: Cost266 with 37 nodes
and 1332 flows, and ta2 with 65 nodes and 1869 flows. For Cost266, the link’s
routing cost is available, so we use that to compute the shortest path of each
flow. For ta2, we use hop-count-based shortest path. The setting of resources is

the same as that of the Abilene dataset.

3.7.2 Evaluation Results

We start with the Abilene dataset, where we study the effect of having dif-
ferent values of resource stretch Z and budget B. Remember that Z is the ratio
of the minimum available resource to the maximum flow demand. We consider
a budget of 3, 6, and 10 VNF-nodes. The results are presented in Figure 3.2.
From the results, we make the following observations.

First, we can see that the simulation results for both the SSG-PRA and SSG-

NRA algorithms agree with their approximation ratios presented in Theorems
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Figure 3.3: Evaluation of Cost266 dataset (a-b) and ta2 dataset (c-d)

3.6.3 and 3.6.4 in that when the budget or Z is small, the SSG-NRA performs
better and vice versa. Specifically, we start with Figure 3.2(a) when the budget
is 3. When the amount of resources is small or there are flows with huge de-
mand (i.e., Z is small), the SSG-NRA algorithm is slightly better, but since the
number of resources and nodes (i.e., R|U|) is small anyway, it does not affect the
performance of the SSG-PRA algorithm much. When Z becomes large (either
by having larger amount of resources or by having flows with smaller demand to
make Z > 4), the effect of the terms R|U|?~! and R“~! diminishes, but the effect

of the constant term of the SSG-NRA algorithm remains, which corresponds to a
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slightly worse performance for larger Z. By doubling the budget to 6 VNF-nodes,
we can see in Figure 3.2(b) that the performance of the SSG-NRA algorithm is
better than the SSG-PRA algorithm when Z is small (i.e., Z < 2.5). This is be-
cause when Z is small and R|U| is large, there is a high chance that the stopping
condition of the PRA algorithm is satisfied early although some nodes still have
large unused resources. In contrast, for the NRA algorithm, we consider nodes
one by one, and if the stopping condition is satisfied early, it will only affect the
node under consideration and the algorithm will continue allocating the resources
of the other nodes. The same trend can also be seen in Figure 3.2(c).

Second, although the SSG-NRA algorithm works better when Z is small,
sometimes it fails to reach the performance of the optimal solution even when Z
is large (see Figure 3.2(a)). Increasing the budget helps alleviating this problem
with SSG-NRA algorithm, but still it needs at least twice the resource stretch Z
needed by the SSG-PRA algorithm to reach a similar performance of the optimal
solution (see Figures 3.2(b) and 3.2(c)). The proposed algorithms achieve at least
1/2 of the optimal solution, which verifies our theoretical results.

Third, comparing the proposed algorithms with the two heuristics, we can
see that the proposed algorithms perform almost the same as the heuristics.
The proposed algorithms even work better in multiple occasions as for the SSG-
NRA algorithm. That means even if our conjecture that R3(i) is submodular is
correct, the loss by considering the second-level relaxation is negligible. However,
the second-level relaxation is important as it allows to draw a connection to the
sequence submodular theory and establish the performance guarantee of the SSG
algorithm.

Fourth, The results suggest that in order to gain the best performance in
term of total processed traffic, ISPs have two options: 1) either to scale resources
vertically by provisioning more resources at each node (i.e., makes Z large); or
2) scale horizontally by deploying more VNF-nodes. Both of these options have

shown promising performance as can be seen in Figure 3.2.
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In the end, we extend the evaluation to other datasets with a larger number
of nodes and flows in Figure 3.3. We consider Cost266 dataset (37 nodes and
1332 flows) and ta2 dataset (65 nodes and 1869 flows). We consider two settings
of budget of 10 and 15 VNF-nodes. Comparing with the proposed algorithms, we
can see a similar trend to that of Figure 3.2 in that the SSG-NRA algorithm works
better for a smaller Z and vice-versa for the SSG-PRA algorithm. Comparing
both algorithms with the optimal solution, the proposed algorithms are also
within 1/2 of the value achieved by the optimal solution. In addition, we can
see that the heuristics and the proposed algorithms perform very similarly to
each other and that no algorithm constantly dominates the other. We note that
although the resource stretch Z is the same for Cost266 dataset and ta2 dataset,
the actual amount of resources is different because the maximum flow rate of ta2
dataset is 140 times more than that of the cost255 dataset. However, the total
flow rates of ta2 dataset are 50 times less than the total flow rates of Cost266
dataset. That explains why for a similar budget, we have a better performance
for all algorithms under ta2 dataset (e.g., Figure 3.3(c)) compared to Cost266
dataset (e.g., Figure 3.3(a)).

3.8 Conclusion

In this chapter, we considered the problem of placement and resource alloca-
tion of VNF-nodes. We showed that considering the multi-dimensional setting
along with the budget, limited resources, and fully flow processing constraints
introduces several new challenges. However, through a two-level relaxation, we
were able to develop an efficient placement algorithm. In addition, we utilized
the primal-dual technique to design efficient resource allocation algorithms that
properly handles the multi-dimensional setting. Although the second-level re-
laxation results in a smaller approximation ratio (a factor of 1/2), we showed

through simulation that its impact of the empirical performance is negligible.
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Besides, the simulation results agree with the derived approximation ratio of
both resource allocation algorithms. Specifically, the simulation showed that for
a smaller resource stretch Z and larger number of nodes, the NRA algorithm
works better; when Z becomes large enough, the PRA algorithm is better than
the NRA algorithm and reaches the performance of the optimal solution earlier.
In our future work, we will consider service function chaining, where the network

functions required for each flow must be in a specific order.

3.9 Appendix
3.9.1 Proof of lemma 3.5.1

Proof. Based on Algorithm 4, nodes in S3 will be considered first when solving
for sequence S7 and S,, and in the same order. Therefore, the amount of assigned

traffic to nodes in S5 will be the same. O

3.9.2 Proof of lemma 3.5.2

Proof. First, we can express the right-hand side of Eq. (3.14) as follows:

R4(51 © U‘)\) — R4<Sly)\)
[S1] 151
= 5(S1 @ u) + Gsseu (St @u) = > §:(S)

=1 =1
=fs10u/ (51 © w),
where the last equality holds because ¢;(S;®u) = 3;(S;) for i < |S| from Lemma
3.5.1. Recall from Algorithm 4 that §js, ¢, (S1 ® u) is the value of the optimal
solution of Problem (3.6) for node u given [;(S1 ®u), ..., ¥s,(S1 ®u), 0], which
we include in the following to easily navigate the proof:
m)?ggllélge ;xqjﬁ

subject to
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'y < A, Vfe FandveVy, (3.25a)
veEVFNV(S160u)
r} =0, VfeFandv ¢ Vy, (3.25b)
oy Y ay<d, VreR,i=1,...,|5 ®ul (3.25¢)
be®  [eF(¢)
D al =S o), i=1,...,]5 (3.25d)

feFr

On the other hand, R (u|(A — &(S3))) corresponds to solving the following

problem:

maximize E x;ﬁ
X (u)

feF
subject to
rf < Ap — p(52), VfeF and u e Vy (3.26)
vy =0, VfeF and u ¢ Vy,
By > ay<c, Vrer.
ped  fEF(9)

Recall that X (Sy) denotes the flow assignment matrix of sequence Sy at the
end of Algorithm 4; we also use X (u) to denote the flow assignment matrix
of sequence (u) after solving Problem (3.26). We construct a flow assignment
matrix X (S; @ u) by concatenating the flow assignment of the first |S;| nodes
in X (S,) with the flow assignment of node u in X (u), i.e., we let X (S} @ u) =
[X(S2) (110505 X (u)]. Tt is easy to see that the value of the constructed flow
assignment matrix X (S; @ u) is equal to Ry(u|(A — £(S3))). To conclude the
lemma, we need to show that X (S} @) is a feasible solution to Problem (3.25).

We do so by showing that each constraint of Problem (3.25) is satisfied as follows.
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1) Constraint (3.25a). For each flow f, we have

Yo (Siouw

vEVFNV(S1®u)

@) [S1

= F(S B u) + TS D u)
=1

()

S ICARE ()
=1

() 2

<D E7(S) + Ap — 24(S2)
=1

@ [S1] |52

=D EF(S) + A= ) #F(S))
=1 =1

(e)

SAfa

where (a) holds because %(S; @ u) = 0 for v ¢ V¢; (b) follows from the way
we constructed X (Sy @ u); (c) holds because &(u) < Ay — £ 5(S,) from Problem
(3.26); (d) holds from the definition of Z;(Ss) in Eq. (3.10); (e) holds because
|S1] < [Sal.

2) Constraint (3.25b). This constraint is satisfied by the feasibility of X (.S,)
and X (u).

3) Constraint (3.25c). The flow assignment matrix X(SQ)(:71:|5'1‘) satisfies
Constraint (3.25¢) for sequence S; and does not assign any traffic to node u.
Similarly, the flow assignment matrix X (u) satisfies Constraint (3.25¢) for node
u without affecting the assigned traffic to sequence S;. Therefore, the constructed
flow assignment matrix X (S;@u) satisfies Constraint (3.25¢) for sequence S; Du.

4) Constraint (3.25d). For i =1,...,|S|, we have

Soais ou) LS #(S,)

feF feF
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where (a) follows from the way we constructed X (S; @ u); (b) holds from the
feasibility of X(Sz)(:,1:|51|); (¢) holds because 9;(S2) = 3;(S1 @ w) for i < |S;| from
Lemma 3.5.1.

3.9.3 Proof of lemma 3.5.3

Proof. Define ™™ (U) £ min(z(U),z(S)) and ™ (U) £ max(z(U) — &(9),0).
Note that ™™ (U) + &™(U) = @(U). To show that TR5(U) < Ry(S), we prove
the following:

(A) S5, amnU) < Ry(S);

J=177

(B) S0, &mx(U) < Ra(S).

j=1"7

By combining (A) and (B), we get that

To show that (A) holds, we have

M) < Y a5(5) 2 Ra(S), (3.27)

=1 =1
where (a) holds since ™™ (U) < @(S); (b) holds from the definition of function
R, in Eq. (3.11).

Next, we show that (B) holds. Recall that by definition, the flow rate vector
Z(U) can be fully assigned to nodes Y. Therefore, any vector Z(U) < &(U) can

be fully assigned to nodes U as well, and we can establish the following:

RyUIBU)) = Y _;(Uh). (3.28)
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Moreover, we have

F

~max (@) priax
> EU) = Ry(U)@™™(U))
j=1

2 Ryl — (9))

<3 B ({}x - ()
S|

@zymmu—ﬂﬁw

e I

< Z(R4((U1, s Vin1, V)| A)

(3.29)

— Ry((v1, ..., vi-1)|N))
= R4(S)7

where (a)-(e) hold for the following. (a) follows from Eq. (3.28). For (b),
recall that ™ (U) = max(x(U) — x(S5),0). Since &(U) < A, we get that
" (U) < A —x(S). By applying Eq. (3.12), we get that (b) holds. (c) holds
because we consider each node in ¢/ individually with the same traffic rate vector
(A —2(95)), so the resource allocation in the solution to nodes U is a feasible
solution to each individual node. For (d), note that when applying Algorithm 4
for a singleton sequence, the equality constraints of Problem (3.6) are irrelevant
and function Ry((v;)) and R3({v;}) will get the same result, so (d) holds. (e) holds
from Lemma 3.5.2, where (v1,...,v;-1) =< S and node v; ¢ V((vq,...,v;—1)).
Finally, we show that R,(S) < R3(U). We can see that the flow assignment
matrix X (S) satisfies the flow rate constraint of all flows and the resources
constraint of nodes in S. Since S € P(U), then X (S) € X(U), and we get that
X (S) is a feasible solution to Problem (Q2). Therefore, the inequality holds. [
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3.9.4 proof of Theorem 3.6.1

Proof. First, we present Lemma 3.9.1, which shows that adding a node according
to Line 2 of Algorithm 6 yields a marginal value that is greater than or equal to
the average of adding any other sequence of nodes. Let S* = (vy,...,v;) denote
the sequence of nodes selected by Algorithm 6 in the first 4 iterations, with S°
to denote an empty sequence. Also, for any two sequences S; and Ss, we define
h(S|S1) £ h(S1 @ Sy) — h(Sy).

Lemma 3.9.1 ( [12]|). Let v; denote the node selected in iteration i by Algorithm
6. For any sequence S’ € H(V), we have h(v;|S*™1) > ‘T%'h(SﬂSi_l).

Next, let S* denote the optimal sequence. Since function h is forward-
monotone, we can assume that the length of sequence S* is exactly k. Using

Lemma 3.9.1, we have

A(wils™) 2 2h(sS)
= L(h(s™ @ 5~ h(5')) (3.30)
> (ah(5%) ~ h(S'™))

where the last inequality holds because function h is a-backward-monotone. By

rewriting Eq. (3.30), we have

A(S') — (S™) > 7 (ah(S") — h(S'™), (3.31)
which is equivalent to
A(ST) > SH(S®) + (1 = )R(5)) (3.32)
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Writing Eq. (3.32) for i = k and expanding it yields

h(S") z%h(s*)

o 1 .

+ E(l - E)h(S )

+ 2= (")

¥ (3.33)
o 1 -1 * 1 0
E(l - E)k h(S*) + (1 — E)"‘h(S )

= a(l— (1 - D)Yh(s")

> a(l - 1)h(s"),

o |~
Ul

where the last inequality holds because (1 — %)k <

3.9.5 Proof of lemma 3.6.1

Proof. First, for any two sequences Sy, S, we assume that 5745, has no repeated
nodes, because if otherwise, we can remove the later appearance of the same node
without affecting the value of R4(S; & Sz).

Now, we proceed with the proof. First, we show that function R,(S) is
forward-monotone (i.e., satisfies Eq. (3.16)). Since Sy = S @ Sy, then according
to Lemma 3.5.1, the assigned traffic to nodes in S; will be the same for the two
sequences S and S; @ S;. Adding additional nodes to sequence S; will not affect
the amount of traffic already assigned to nodes in S, and the minimum that can
be assigned to any node is zero. So, Eq. (3.16) is satisfied.

Next, we show that function R4(S) is i-backward-monotone (i.e., satisfies

Eq. (3.18) with o = ). We have the following:

(a
Ry(S1 @ Ss) >

Nag

Rs(V(S1© S7))

A
(AV2CS

R3(V(S2)) (3.34)

O
N o= N~

v
3
=
J
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where (a) follows from Lemma 3.5.3. For (b), note that function Rj is monotoni-
cally nondecreasing because adding an additional VNF-node does not reduce the
amount of flows that can be processed. Since V(5s) is a subset of V(S; & .S2) and
function Rj is nondecreasing, then (b) holds. (c) holds from Lemma 3.5.3.

Finally, we show that function R,(S) is sequence-submodular (i.e., satisfies
Eq. (3.15)). For Eq. (3.15) to be satisfied, we need to show that R4(S; & u) —
R4(S1) > R4(S2 ® u) — Ry(S3) for any S; = S5 and w € V. We distinguish
between two cases:

Case I: node u € V(Ss). In this case, according to the definition of function
Ry, a repeated node has zero marginal gain (i.e., R4(S2®u) — R4(S5) = 0). Since
function Ry is forward-monotone, then we also get that R4(S; @ u)— R4(S1) > 0.
Therefore, function R, is sequence-submodular.

Case IT: node u ¢ V(S,), which also implies that u ¢ V(S;). Let X (S; @ u)
denote the flow assignment matrix of sequence Sy @ u at the end of Algorithm
4. Let &(Sy @ u) be the flow rate vector extracted from X (S, @ u). We define
X(S) £ [X(S, ® w)(:1:55))- Note that X (Ss) is a possible realization of the
flow assignment matrix of sequence Sy at the end of Algorithm 4. Let &(S3) be

the flow rate vector extracted from X (S;). The proof proceeds as follows:

R4(SQ D U) — R4(SQ)
|52 Sz

— Z Ui (S2 ® u) + Yisomu (S2 B u) — Z 9i(S2)

=1 i=1

(a) .
=1|Symul(S2 © u)

= (S B u) — 7;(S,) )
C R, (ul(2(S> & u) — #(S5)))

CRuul(A — 2(5)

(d)
§R4(Sl D U) — R4(Sl),
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where (a) holds because ;(S2 @ u) = 9;(S2) for i < |Ss| from Lemma 3.5.1; for
(b), the flow rate vector (&(S; & u) — ®(53)) is what has been assigned to node
u while considering sequence S; & u, so it can also be assigned to node u when
considering the singleton sequence consisting of only node u; (c¢) holds from Eq.
(3.13) since &(Ss @ u) < A; (d) holds from Lemma 3.5.2 since S; < Sy and node
u & V(Sy). O

3.9.6 Function R, %backward—monotone: Tight Bound

We show that the lower bound of % in Eq. (3.34) is tight through the following
problem instance. Consider three nodes vy, vs, v3, three flows fi, fo, f3, and two
types of resources r1,75. Assume the following: the traffic rate of each flow is
€1, 1, and 1 + €g, respectively, with ¢; > e for arbitrary small ¢; and ey; the
amount of each resource at each node is ¢; the path of each flow is (vy,vq), (v2),
and (vz,v3), respectively. Let 0% = ey 3} be the total amount of resource r
needed to process a unit of flow f by the set of network functions ®;. Assume

that the following holds:

i) 0 X Ay + 0 X Ap =,
i) 67 x Ay + 0F X Ap, =g,
i) 0% x Ap, =07 X Ap, =,
iv) 0% > 0%,

It can be verified that if the above assumptions hold, then y((vy,vs,v3)) =
l€1,1 4 €,0], while y((va,v3)) = [1 + €1,1 4+ €. As a result, we get that
Ry(vi,v9,v3) = 14 € + € and Ry(va,v3) = 2+ € + €, for arbitrary small ¢
and es.

The following is an example (also presented in Fig. 3.4) that satisfies the

aforementioned assumptions. Consider the traffic rate of each flow to be 0.02, 1,
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Ap = 0.02
B @asin
[871,672] = [4, 10]
(£ ()l = [10.10
[(5” 5T2 [9.92,9.8]

A, =1

f3 1
L, az] =1[10,10
(0%, 0%] = [9.9009,9.9009 @ 2 ]

Figure 3.4: An example to show that the bound of 1 in Eq. (3.34) is tight.
Computing R4(vg, v3) results in the following assignment vector [1.02, 1.01], while

computing R4(v1, v, v3) results in the following assignment vector [0.02,1.01, 0].

and 1.01, respectively, and the amount of each resource at each node to be 10.
Also, assume that the demand of each resource by each flow (i.e., [0}, d7]) to be
40, 100], [9.2, 8], and [9.9009, 9.9009], respectively. First, we evaluate R4(vq, v3).
We start with an initial resource allocation y((v2,vs)) = [0,0]. We evaluate
Ry (vg,v3) using Algorithm 4. We start with node vy and solve Problem (3.6)
for node vy given y((vq,v3)). The algorithm will assign flow f; and f5 to node
vy, and the total traffic assigned to node v, is equal to 1.02. If we try to assign
any combinations of flows f; and f3 or of flows f, and f3, the most we can
assign to node vy is 1.01. Therefore, we update y((vq, v3)) = [1.02,0]. Next, we
solve Problem (3.6) for node v3 given y((ve,v3)). The flows assigned to node
vy will remain the same and flow f3 will be assigned to node vs. The result is
y((ve,v3)) = [1.02,1.01]. Therefore, the value of Ry(vq,v3) is 2.03.

Next, we evaluate Ry(v1, v9,v3). The initial resource allocation is y((vy, ve, v3))
[0,0,0]. We solve Problem (3.6) for node vy given y((v1,vs,v3)). The result is
that flow f; will be assigned to node v; and y((vi, v2,v3)) becomes [0.02,0, 0].
We repeat the same steps for node v5. The maximum traffic that can be assigned

to node vy given y((vq, v, v3)) is 1.01, and the only way to achieve that is by as-



91

signing flow f3 to node v,. If we try to assign portions of flows fy and f3, we will
always end up with total less than 1.01. The reason for this is that 5}; X Ag, = 10
and if we want to replace a unit of flow f3 with a unit of flow f5, we will not be
able to do so because flow f, is more expensive than flow f3 (i.e., 6y, > 7). We
update y((v1,ve,v3)) to become [0.02,1.01,0]. Finally, we solve Problem (3.6)
for node w3 given y((vq1,v2,v3)). In order to satisfy the equality constraints of
nodes v; and vy, we have to assign flow f; to node v; and flow f3 to node vy, as
explained before. Therefore, we will not be able to assign any traffic to node v3.

In this case, the value of Ry((vq,v2,v3)) is 1.03.
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CHAPTER 4
ROBUST SEQUENCE SUBMODULAR
MAXIMIZATION

4.1 Introduction

Submodularity is an important property of set functions and has been ex-
tensively studied in the literature [4-7|. It models set functions that exhibit a
diminishing returns property, where the marginal value of adding an element to
a set decreases as the set expands (i.e., contains more elements). The notion
of submodularity has been generalized to considering sequence functions, where
the order of adding elements plays a crucial role and determines the function
value; the generalized notion is called sequence (or string) submodularity [8-14].
Several real-world applications, including machine learning based recommenda-
tion systems, ads allocation, and automation and control, involve the selection
of elements in sequence. In this chapter, we study a new problem of robust se-
quence submodular maximization with cardinality constraints. The robustness
is against the removal of a subset of elements in the selected sequence (e.g., due
to malfunctions or adversarial attacks). To motivate the new problem studied
in this chapter, we begin with the discussions about two concrete applications
(sensor activation and movie recommendation) and use them to illustrate the
key differences between set functions and sequence functions.

Sensor Activation. Consider the problem of sensor activation for moving
target detection [8], where the objective is to sequentially activate a certain
number of sensors to maximize the probability of detecting a moving target.
Suppose that each sensor covers a certain area. Without any prior knowledge of

the target location or the probability of detection at each location, it is plausible
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to maximize the total area covered by the activated sensors. If the coverage area
of each sensor remains constant over time, then it is sufficient to decide which
subset of sensors to activate without concerning the order in which the sensors
are activated. This scenario can typically be modeled as maximizing a (set)
submodular function.

In practice, however, the coverage area of each sensor may decay over time
for several reasons, such as battery decay and corrosive environment. Accounting
for such factors, the coverage area of a sensor may be modeled as a decreasing
function, e.g., in the form of Ce %", where C is the initial coverage area, T
is the sensor’s lifetime, and ¢ = 0,1,... is the time index. In this scenario,
the sequence in which the sensors are activated is of critical importance. The
activation sequence determines the total coverage area and thus impacts the
probability of successful detection.

The above problem becomes more challenging if some sensors may be mal-
functioning after they are activated or, even worse, if there is an adversary that
may attack some sensors and render them non-working. Depending on how criti-
cal the application scenario is, one must ensure resilience of the sensor activation
plan such that a certain performance (i.e., probability of successful detection)
can still be guaranteed even in the worst-case failure scenario.

Movie Recommendation. Consider that a service provider (e.g., Netflix)
would like to recommend movies to a user [9,48]. It is common that the service
provider recommends movies of similar flavor to a user. To some user, however,
the incremental level of entertainment of watching a movie may decrease if the
user had watched more similar movies, which exhibits a diminishing returns
property.

In reality, however, the order in which the movies are recommended to the
user may also impact how the user perceives a specific movie. For instance,
consider three movies from film series A (resp., B), which are denoted by A;, As,

and Az (resp., By, By, and Bs). Suppose that three movies can be recommended
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Table 4.1: Representative work on submodular maximization

(Set) Submodular Sequence Submodular
Maximization Maximization
Non-robust | [4-7] [8-14]
Robust [49-61] This chapter

(e.g., due to display space limitation). It is important to recommend the right
movies in the right order to maximize the user’s level of satisfaction!. The user
would likely be happier with a recommendation with sequence (As, Az, B;) than
that with sequence (A, Ag, A3) if she had watched movie A; before. On the other
hand, the user may not watch all the recommended movies possibly because she
does not like or has watched some of them. Suppose that sequence (As, A3, By)
is recommended and that the user may skip one movie. Without knowing in
advance which one will be skipped, the effective sequence could be (As, A3),
(As, B1), or (As, B1). Then, an important question is how to recommend a
sequence of movies so as to maximize the user’s level of satisfaction in the worst
case where some movies may be skipped.

While the problem of submodular maximization is generally NP-hard due to
its combinatorial nature, the property of submodularity has been exploited to
design efficient approximation algorithms. Since the seminal work in [4], it has
been well known that a simple greedy algorithm and its variants can achieve
an optimal approximation ratio® of (1 — 1/e) in various settings. Specifically,
a variant of the greedy algorithm has also been shown to achieve the same ap-

proximation ratio for the problem of sequence submodular maximization [10].

"'We consider an offline setting in this chapter, although this problem can also be studied in
an online or adaptive setting where one can recommend the next movie based on the outcome
of the previous recommendations.

2The approximation ratio is defined as the ratio of the objective value achieved by an algorithm
over that achieved by an optimal algorithm.
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Recently, robust versions of the submodular maximization problem have aroused
a lot of research interests (e.g., [49,51,52]). The focus of these studies is on
selecting a set of elements that is robust against the removal of a subset of them.

In this chapter, we take one step further and consider a robust version of the
sequence submodular maximization problem. The goal is to select a sequence
of elements (i.e., elements in a specific order) with cardinality constraints such
that the value of the sequence function is maximized when a certain number
of the selected elements may be removed. In Table 4.1, we position our work
along with the literature on submodular maximization. The generalization to
robust sequence submodular maximization introduces new challenges. As far
as sequence functions are concerned, not only do the notions of submodularity
and monotonicity involve variants of subtle yet critical differences, but the design
and analysis of robust algorithms are also faced novel technical difficulties, which
render the proofs more challenging. In the sequel, we elaborate on these unique
challenges.

First, there are two definitions of submodularity for set functions: (i) the
marginal value of adding an element to a set decreases as the set expands; (ii)
the marginal value of adding a set to another set decreases as the latter set
expands. It is trivial to show that these two definitions are equivalent. Replac-
ing “set” with “sequence” in the above definitions gives two similar definitions
for sequence functions. We will show that while (ii) still trivially implies (i)
for sequence functions, the opposite does not hold in general. This leads to the
following important question: Which definition of submodularity should one con-
sider for sequence functions? Interestingly, while the weaker form (i) is sufficient
for establishing provable approximation guarantees for non-robust sequence sub-
modular maximization, one needs the stronger form (ii) to obtain similar results
for the robust counterpart.

Second, while monotonicity is a straightforward notion for set functions (i.e.,

the value of a set function does not decrease as the set expands), there are
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two directions of monotonicity for sequence functions: forward monotonicity
and backward monotonicity. Forward (resp., backward) monotonicity means
that adding a sequence to the end (resp., beginning) of another sequence does
not decrease the overall value. Both monotonicity properties are important to
proving performance guarantees.

Third, the impact of removing an element from a sequence depends both
on the element itself and on its position in the sequence. This makes the ro-
bust algorithms designed for set functions inapplicable here and calls for new
robust algorithms that are better suited for sequence functions. Besides, one
needs stronger assumptions to proceed with performance analysis for sequence
functions. Therefore, it is more important to prove performance guarantees un-
der weaker assumptions based on approximate versions of submodularity and
monotonicity, which are more likely to hold in practice.

Due to these unique challenges, it is unclear what conditions are sufficient
for establishing provable approximation ratios for robust sequence submodular
maximization, how to design efficient and robust algorithms, and how to prove
performance guarantees for the designed algorithms. We aim to answer these

questions in this chapter. Our contributions are summarized as follows.

e To the best of our knowledge, this is the first work that considers the
problem of robust sequence submodular maximization. It is well known
that the traditional (set) submodular maximization problem is already NP-
hard. Accounting for sequence functions and robustness guarantees adds
additional layers of difficulty as the submodular and monotone properties

of sequence functions involve variants of subtle yet critical differences.

e To address these unique challenges, we design two robust greedy algorithms
for maximizing a forward-monotone, backward-monotone, and sequence-
submodular function with cardinality constraints. While one algorithm

achieves a constant approximation ratio but is robust only against the
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removal of a subset of contiguous elements, the other is robust against
the removal of an arbitrary subset of the selected elements but requires a
stronger assumption and achieves an approximation ratio that depends on

the number of the removed elements.

o We consider different definitions of submodularity and monotonicity and
investigate their impacts on the derived theoretical results. Our study re-
veals that compared to set functions, one needs more properties of sequence
functions to establish similar approximation results. On the other hand,
we introduce general versions of such properties, such as approximate se-
quence submodularity and approximate backward monotonicity, and lever-
age them to prove approximation results of the proposed algorithms under

weaker assumptions.

To keep the flow smooth, we provide all the proofs in the Appendix.

4.2 Related Work

Since the seminal work in [4], submodular maximization has been exten-
sively studied in the literature. Several efficient approximation algorithms have
been developed for maximizing a submodular set function in various settings
(e.g., [4-7]). The concept of sequence (or string) submodularity for sequence
functions is a generalization of submodularity, which has been introduced re-
cently in several studies (e.g., [8-14]). In [10], it has been shown that a simple
greedy algorithm can achieve an approximation ratio of (1 — 1/e) for maximiz-
ing a forward-monotone, backward-monotone, and element-sequence-submodular
function.

On the other hand, robust versions of submodular maximization has been
considered in some recent studies (e.g., [49-52]), where the focus is on selecting a
set of elements that is robust against the removal of a subset of them. In [49], the

authors propose the first algorithm with a constant approximation ratio for the
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problem of robust submodular maximization with cardinality constraints, where
the selected set is of size k& and the robustness is against the removal of any 7
elements of the selected set. The constant approximation ratio derived in [49]
is valid as long as the number of removed elements is small compared to the
selected set (i.e., 7 = o(v/k)). An extension that guarantees the same constant
approximation ratio but allows the removal of a larger number of elements (i.e.,
7 = o(k)) is presented in [50]. Another algorithm that allows the removal of
an arbitrary number of elements under a mild assumption is presented in [51].
The work in [52] relaxes the restriction on 7, but the achieved approximation
ratio depends on the value of 7. The work in [53] considers the same problem
under different types of constraints, such as matroid and knapsack constraints.
The work in [54, 55] extends the work in [52] to a multi-stage setting, where
the decision at one stage takes into account the failures that happened in the
previous stages. Other extensions that consider fairness and privacy issues are
studied in [56,57].

In [58], a different notion of robustness is considered, which is referred to as
maximizing the minimum of multiple submodular functions. This work proposes
a bicriterion approximation algorithm for the studied problem with cardinality
constraints. Moreover, the work in [59-61] extends that of [58] to accommodate
a wide variety of constraints, including matroid and knapsack constraints. The
work in [62] develops an approximation algorithm for robust non-submodular
maximization, using other characterizations such as the submodularity ratio and
the inverse curvature.

Different from all the above studies, our work generalizes the robust formula-
tion to sequence submodular maximization and proposes robust algorithms with
provable approximation ratios. Moreover, we also consider extensions to the
case with sequence functions that are approximately sequence-submodular and

approximately backward-monotone, which has never been studied before.
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4.3 System Model and Problem Formulation

Consider a set of elements V, with V' = |V|, where |- | denotes the cardinality
of a set. Let (v1,...,v,) be a sequence of non-repeated® elements selected over
m steps, where v; € V for i = 1,...,m, v; # v; for i # j, and m = 0,...,|V|.
When m = 0, the sequence is empty and is denoted by (). We use H(V) to
denote the set of all possible sequences of non-repeated elements in V, and we
use V(S) to denote the set of elements in sequence S € H(V). By slightly
abusing the notation, we use |S| to denote the number of elements in sequence
S, ie., |S| =|V(S)|. Consider a sequence S € H(V) and a set U C V. We use
S — U to denote the sequence that is constructed by removing all the elements
in U from sequence S without changing the order of the remaining elements.
For instance, suppose S = (vg,v1,vs5,v3) and U = {wvy,vy,v5}. Then, we have
S —U = (vy,v3). For two sequences S1, Sy € H(V), sequence S is said to be a
subsequence of sequence Sy if we can write Sy as Sy — U for some U C V(5,).
Consider two sequences S1 = (v, ...,y ) and Sy = (uq, ..., Up,) in H(V), and

let So — V(S1) = (w1, ..., Wy,). We define a concatenation of S; and Sy as
SleéSgé(vl,...,vml,wl,...,wmg). (41)

Note that the concatenated sequence S; & S5 has no repeated elements. We write
S1 <X Sy if we can write Sy as Sy @ S; for some S3 € H(V).

Before we define the problem of sequence submodular maximization, which
was first considered in [10], we introduce some important definitions. Consider
a sequence function h : H(V) — RT, where R™ is the set of non-negative real
numbers. Without loss of generality, we assume that the value of an empty

sequence is zero, i.e., h(()) = 0. We define the marginal value of appending

3This definition can be easily generalized to allow repetition by augmenting the ground set
V as follows. Assume that each element v; € V can be repeated z; times. Let vf denote the
j-th copy of element v;. We use V to denote the augmented ground set, which is defined as
V& Uy,ep{vi,... ,v;'}. Therefore, we can replace V with the augmented ground set V, which
essentially allows the repetition of elements in V.
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sequence Sy to sequence Sy as h(S|S1) £ h(S; @© Sy) — h(S;). Function h is said

to be sequence-submodular if for all S3 € H(V), we have
h(53|51) > h(53|52), ‘V’Sl, Sy € H(V) such that S; < S,. (42)

The above inequality represents a diminishing returns property. Similarly, func-

tion h is said to be element-sequence-submodular if for all v € V, we have
h((U>|Sl) > h((’l})|52), VSl, SQ € H(V) such that Sl = 52. (43)

From the above definitons, it is easy to see that a sequence-submodular func-
tion must also be element-sequence-submodular. However, an element-sequence-
submodular function may not necessarily be sequence-submodular; we provide
such an example in Appendix 4.7.1. This is in contrary to submodular (set)
functions, for which one can easily verify that similar definitions of Eqs. (4.2)
and (4.3) imply each other. Although it is noted (without a proof) in [8] that us-
ing an induction argument, one can show that an element-sequence-submodular
function must also be sequence-submodular, we find this claim false due to the
counterexample we find (see Appendix 4.7.1).

Also, function h is said to be forward-monotone if
h(S1 & S3) > h(Sy), VS1, S € H(V), (4.4)
and is said to be backward-monotone if
h(S; @ S3) > h(Ss), VSi, Sy € H(V). (4.5)

For the sensor activation example we discussed in the introduction, forward
monotonicity (resp., backward monotonicity) means that adding a sequence of
sensors to the end (resp., the beginning) of another sequence of sensors does not
reduce the total coverage area. We will later introduce approximate versions of
sequence submodularity and backward monotonicity and generalize the theoret-
ical results under weaker assumptions based on such generalized properties (see

Section 4.5).
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The problem of selecting a sequence S € H(V) with an objective of max-
imizing function h with cardinality constraints (i.e., selecting no more than k

elements for & > 0) can be formulated as

h(S).
Seﬂgfls}l(slﬁk (5) (P)

Next, we propose a robust version of Problem (P), which accounts for the
removal of some of the selected elements. Consider 7 < k. The robust version of

Problem (P) can be formulated as

max min h(S =V"). (R)
SeH(V), |S|<k VICV(S), |V/|<r

Without loss of generality, we assume k& > 1 for Problem (R). In the next

section, we discuss the challenges of Problem (R) and present the proposed robust

algorithms.

4.4 Proposed Robust Algorithms

We begin with a discussion about the non-robust sequence submodular max-
imization problem (Problem (P)), through which we provide useful insights into
the understanding of the challenges of Problem (R). Although Problem (P)
is NP-hard, it can be approximately solved using a simple Sequence Submod-
ular Greedy (SSG) algorithm [10]. Under the SSG algorithm, we begin with
an empty sequence S; in each iteration, we choose an element that leads to
the largest marginal value with respect to S and append it to sequence S, i.e.,
S = 5§ @ argmax, ey sy M((v)[S). We repeat the above procedure until £ el-
ements have been selected. It has been shown in [10] that the SSG algorithm
achieves an approximation ratio of (1 —1/e) for maximizing a forward-monotone,
backward-monotone, and element-sequence-submodular function with cardinal-
ity constraints.

Although the SSG algorithm approximately solves Problem (P), it can per-

form very poorly if one directly applies it to solving its robust counterpart (Prob-
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lem (R)). The intuition behind this is the following. The SSG algorithm tends to
concentrate the value of the selected sequence on the first few elements. Select-
ing elements in this manner leaves the overall sequence vulnerable as removing
some of these elements would have a high impact on the overall value. Consider
the following example, where we assume 7 = 1 for simplicity. Let V; = {v},
Vo ={ug,...,un}, Vs = {wy,...,w,},and V =V, UV, U V5. Assume h((v)) = 1,
h((u;)) = 1/n for all u; € Vs, and h((w;)) = € for all w; € V3, where € is an arbi-
trarily small positive number. Also, assume that for any S7, Sy € H(V) such that
v € V(S1) and v ¢ V(Ss), we have h((u;)]|S1) = 0 and h((u;)|S2) = 1/n for all
u; € Vo and h((w;)]S1) = h((w;)]S,) = € for all w; € V3. Suppose k = n. Then,
the SSG algorithm will select v as the first element and select the subsequent
n— 1 elements from V5. The value of the selected sequence will be 1+ (n—1)e. If
element v is removed, then the value of the remaining sequence will be (n — 1)e,
which can be arbitrarily small. In contrast, a sequence consisting of n elements
from V5 will be robust against the removal of any element. This is because the
overall value is equally distributed across all the elements in the sequence and
the value of the sequence after removing any element is (n — 1)/n.

The above example shows that the SSG algorithm may perform arbitrar-
ily bad for Problem (R). To that end, we propose two greedy algorithms that
can address this limitation and ensure robustness of the selected sequence for
Problem (R). First, we propose an algorithm that achieves a constant approx-
imation ratio but is robust only against the removal of 7 contiguous elements
(Section 4.4.1). Then, we further propose an algorithm that works in a general
setting without the contiguous restriction and is robust against the removal of
an arbitrary subset of 7 selected elements, but it requires a stronger assumption
and achieves an approximation ratio that depends on the number of removed

elements (Section 4.4.2).
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Algorithm 9 Robust greedy algorithm against the removal of contiguous ele-

ments
1: Input: V, k, 7; Output: S

2: Initialization: S = 5; = Sy = ()
//Step 1:
3: while |S;| < 7 do
4 51 =51 @argmax,ep s, ((v)[51)
5: end while
//Step 2:
6: while [Ss| < k — 7 do
7. Sy =5 ®argmax,ep (v(s,)uv(sy) M(0)]52)
8: end while

9: S=5 @95

4.4.1 Robustness Against the Removal of Contiguous Elements

In this subsection, we wish to design an algorithm that is robust against the
removal of 7 contiguous elements. Specifically, we design a variant of the SSG
algorithm that approximately solves Problem (R). The algorithm is presented
in Algorithm 9. As we discussed earlier, the limitation of the SSG algorithm
is that the selected sequence is vulnerable because the overall value might be
concentrated in the first few elements. Algorithm 9 is motivated by this key
observation and works in two steps. In Step 1, we select a sequence S; of 7
elements from elements )V in a greedy manner as in SSG. In Step 2, we select
another sequence Sy of k — 7 elements from elements V'\ V(51), again in a greedy
manner as in SSG. Note that when we select sequence S;, we perform the greedy
selection as if sequence S; does not exist at all. This ensures that the value of the
final sequence S = S; @S5 is not concentrated in either S7 or Sy. The complexity
of Algorithm 9 is O(kV'), which is in terms of the number of function evaluations

used in the algorithm.
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We first state the following assumption that is needed for deriving the main

results in this subsection.

Assumption 4.4.1. Function h is forward-monotone, backward-monotone, and

sequence-submodular.

In Theorem 4.4.1, we state the approximation result of Algorithm 9 in a
special case of 7 = 1. We consider this special case for two reasons: (i) it is
easier to explain the key ideas in the proof of this special case; (ii) we can prove
better approximation ratios in this special case, which may not be obtained from

the analysis in the case of 1 < 7 < k.

Theorem 4.4.1. Consider T = 1. Under Assumption 4.4.1, Algorithm 9 achieves
k—2

. . . _ k=1 _ . .
an approzimation ratio of max {%, S }, which is lower bounded by a con-
(=)

stant 62;1
€

Remark. The two terms of the approximation ratio in Theorem 4.4.1 have dif-

ferent advantages. While the first term remains constant (i.e., % ~ 0.316), the

k=2 kE—2
second term (i.e., (e¥*=1 —1)/(2e*1 — 1)) is a monotonically increasing function
of k. The first term is larger for a small value of k (when k < 4); the second

term becomes larger for a wide range of k (when k > 4).

In Theorem 4.4.2, we state the approximation result of Algorithm 9 in the

caseof 1 <7 < k.

Theorem 4.4.2. Consider 1 < 7 < k. Under Assumption 4.4.1, Algorithm 9

(=17 _(e=)(e 7 —1)

=) o 1) ToF —(em1)

achieves an approximation ratio of max { , which is lower
(e=1)?

bounded by a constant c@1)

Remark. The two terms of the approximation ratio in Theorem 4.4.2 have dif-

ferent advantages. While the first term remains constant (i.e., 6((62_61_)12) ~ 0.245),

the second term is a monotonically increasing (resp., decreasing) function of k
2-In(tezl)

1-In(£5kest)

(resp., 7). The first term is larger when k < T; the second term

2
27111(521:11)

becomes larger when k > 5
1-In(S5EEE)
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Algorithm 10 Robust greedy algorithm against the removal of arbitrary ele-

ments
1: Input: V, k, 7; Output: S

2: Initialization: S = 5; = Sy = ()
//Step 1:
3: while |S;| < 7 do
4 S =51 @argmax,cp s, ((v))
5. end while
//Step 2:
6: while [Ss| < k — 7 do
T Sy =52 @ argmax,cy (y(s,)uv(sy) (V)] 52)
8: end while

9: S=5 @95

4.4.2 Robustness Against the Removal of Arbitrary Elements

In this subsection, we wish to design an algorithm that is robust against the
removal of an arbitrary subset of 7 selected elements, which are not necessarily
contiguous. One weakness of Algorithm 9 is that the value of the selected se-
quence could be concentrated in the first few elements of subsequences S7 and S5.
If we allow the removal of an arbitrary subset of 7 selected elements, the removal
of the first few elements of subsequences S; and Sy could leave the remaining
sequence with little or no value. By considering a special case in Section 4.4.1
where the removed elements are restricted to be contiguous, we have managed to
prevent such worst case from happening. However, the problem becomes more
challenging when we consider a more general case without such a restriction. In
the following, we propose an algorithm that is robust against the removal of an
arbitrary subset of 7 selected elements, but it requires a stronger assumption
and achieves an approximation ratio that depends on the value of 7. This new

algorithm is presented in Algorithm 10.
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Similar to Algorithm 9, Algorithm 10 works in two steps. However, there is a
subtle yet critical difference in Step 1, which is the key to ensuring robustness in
the general case. Specifically, in Step 1 of Algorithm 10, we select a sequence S
of 7 elements from V by iteratively choosing an element v in a greedy manner,
based on its absolute value h((v)) instead of its marginal value h((v)|S1) as in
Algorithm 9. We then select a sequence S, in Step 2, which is the same as that
of Algorithm 9. The final output is S = S; & S;. Algorithm 10 also has a
complexity of O(kV').

Before we state the approximation results of Algorithm 10, we introduce a
generalized definition of sequence submodularity.

Function A is said to be general-sequence-submodular if for all S5 € H()V),

we have

h(S5|S1) > h(S5]S3), VSi, 52 € H(V) such that S; is a subsequence of Ss.
(4.6)
Note that the general sequence submodularity defined above generalizes the se-
quence submodularity defined in Eq. (4.2) as a special case with S; < S,. Next,
we state Assumption 4.4.2 and Theorem 4.4.3.

Assumption 4.4.2. Function h is forward-monotone, backward-monotone, and

general-sequence-submodular.

Theorem 4.4.3. Consider 1 < 17 < k. Under Assumption 4.4.2, Algorithm 10

1-1/e

achieves an approximation ratio of = e

Remark. While we only need the simplest form of the diminishing returns defini-
tion (element-sequence-submodularity) to establish provable approzimation guar-
antees for the non-robust sequence submodular mazimization, for its robust coun-
terpart, we require stronger assumptions (sequence-submodularity and general-
sequence-submodularity vs. element-sequence-submodularity) to show provable

performance guarantees. In addition, consider a set function r and ground set
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V. While monotonicity of set function r implies monotonicity of the same func-
tion with respect to the marginal value of adding a set to another set (i.e.,
r(WValV1) = r(Vy U Vy) — r(WVy) for any Vi, Vs C V), a similar property does
not hold for backward monotonicity of sequence functions. This subtle differ-
ence results in a more involved analysis of showing similar results for sequence

functions.

4.5 Robust Approximate Sequence Submodular Maximization

In this section, we introduce generalized versions of sequence submodularity
and backward monotonicity, which are called approximate sequence submodu-
larity and approximate backward monotonicity. Then, we show that Algorithms
9 and 10 can also approximately solve Problem (R) under weaker assumptions
based on such generalized properties.

We begin with some additional definitions. Consider p; € (0,1]. Function h

is said to be p;-element-sequence-submodular if for all v € V, we have
h((U)lSl) 2 ulh((v)]SQ),Vsl, SQ € H(V) such that Sl j SQ. (47)

Also, consider sy € (0,1]. Function h is said to be us-sequence-submodular if for

all S5 € H(V), we have
h(Sg‘Sl) > IU/Qh(SS‘SQ), VSl, SQ € H(V) such that Sl = S2. (48)

Note that pq could be greater than py for some function h. We distinguish py
and p as some of our results depend on gy only. Similarly, consider us € (0, 1].
Function A is said to be pgz-general-sequence-submodular if for all S3 € H(V), we

have

h(S5|S1) > psh(S5]Ss2), ¥S1, 52 € H(V) such that S is a subsequence of Ss.
(4.9)

Consider a € (0, 1]. Function A is said to be a-backward-monotone if

h(51 D SQ) 2 Ozh(Sg), VSl, 52 € H(V) (410)
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Next, we state several assumptions that will be needed for deriving the main

results in this section.

Assumption 4.5.1. Function h is forward-monotone, backward-monotone, -

element-sequence-submodular, and ps-sequence-submodular.

Assumption 4.5.2. Function h is forward-monotone, a-backward-monotone,

w1 -element-sequence-submodular, and ps-sequence-submodular.

Assumption 4.5.3. Function h is forward-monotone, a-backward-monotone,

u1-element-sequence-submodular, and us-general-sequence-submodular.

We are now ready to state the generalized approximation results of Algo-

rithm 9 under Assumptions 4.5.1 and 4.5.2, respectively.

Theorem 4.5.1. Consider T = 1. Under Assumption 4.5.1, Algorithm 9 achieves
a(e’—1)

eb—
eb—a

. pipe _ k=2, _
, where a = pES and b = py - 3=5; under As

sumption 4.5.2, Algorithm 9 achieves an approximation ratio of %

an approzimation ratio of

Theorem 4.5.2. Consider 1 < 7 < k. Under Assumption 4.5.1, Algorithm 9

achieves an approximation ratio of (““Z(ﬁ where a = py - (1 — 1/e") and

a+1)eb—aps’
b= - kk__QTT s under Assumption 4.5.2, Algorithm 9 achieves an approximation
; o?ppo (et —1)>
ratio of et (i 1) e -

Finally, we state the approximation result of Algorithms 10 under Assump-

tion 4.5.3.

Theorem 4.5.3. Consider 1 < 7 < k. Under Assumption 4.5.3, Algorithm 10

o? s (el —1)

achieves an approrimation ratio of (1 tar)ert

4.6 Conclusion

In this chapter, we investigated a new problem of robust sequence submod-
ular maximization. We discussed the unique challenges introduced by consid-

ering sequence functions and ensuring robustness guarantees. To address these
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novel challenges, we proposed two robust greedy algorithms and proved that
they can achieve certain approximation ratios for the considered problem, as-
suming forward-monotone, backward-monotone, and sequence-submodular func-
tions. We further introduced approximate versions of sequence submodularity
and backward monotonicity and showed that the proposed algorithms can also
provide performance guarantees under a larger class of weaker assumptions based
on such generalized properties. Our future work includes developing more effi-
cient algorithms with better approximation ratios in the general settings and
investigating the possibility of obtaining similar results under the assumption of

generalized /approximate forward monotonicity.

4.7 Appendix

4.7.1 Element-sequence-submodular vs. Sequence-submodular: A

Counterexample

In 8], it is noted (without a proof) that an element-sequence-submodular
function must also be sequence-submodular. However, we find this claim false
and present a counterexample in Table 4.2 to show that an element-sequence-
submodular function is not necessarily sequence-submodular. In the presented
example, it is easy to verify that function h is element-sequence-submodular,
i.e., Eq. (4.3) is satisfied; however, it is not sequence-submodular, i.e., Eq. (4.2)
is not satisfied. Specifically, we have h((ve,v3)|()) < h((v2,vs)|(v1)) due to
h((v2,03)[()) = h((v2,v3))—h(()) = 1.2—0 = 1.2 and A((v2, v3)|(v1)) = A((v1, v2, v3))—
h((v1)) =22 —0.2 = 2.
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Table 4.2: A counterexample showing that an element-sequence-submodular
function is not necessarily sequence-submodular, where V = {v;, v2, v3} and the
columns are input sequences, values of function h, and marginal values of vy, vs,

and v3 with respect to sequence S, respectively

Function A
Sequence S h(S) | h((v1)[S) | h((v2)]S) | h((vs)]S)

0 0 0.2 1.2 1
(v1) 0.2 0 1 1
(v2) 1.2 0 0 0
(vs) 1 0.2 1 0
(v1,v2) 1.2 0 0 1
(v2, 1) 1.2 0 0 0
(v1,v3) 1.2 0 1 0
(v3,v1) 1.2 0 1 0
(v2,v3) 1.2 0 0 0
(vs,v2) 2 0.2 0 0
(v1, va, v3) 2.2 0 0 0
(v1,v3,v9) 2.2 0 0 0
(v2,v1,v3) 1.2 0 0 0
(v2, 03, v1) 1.2 0 0 0
(v3, 1, 02) 2.2 0 0 0
(v3,v2, 1) 2.2 0 0 0

4.7.2 Preliminary Results: Sequence Submodular Maximization

In this section, we introduce some additional notations and present some
important preliminary results that will be used in the proofs of Theorems 4.4.1,

4.4.2, and 4.4.3.
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Algorithm 11 Sequence Submodular Greedy (SSG)
1: Input: elements V, k; Output: S

2: Initialization: S = ()
3: while |S| < k do
4. S=56& arg maXuGV\V(S) h(<v)|8)

5. end while

We begin with the additional notations. We use sequence S*(V, k, 7) to denote
an optimal solution to Problem (R). Note that Problem (P) is a special case
of Problem (R) with 7 = 0. Therefore, sequence S*(V, k,0) denotes an optimal
solution to Problem (P). For any given sequence S € H(V), we use Z.(S5) to
denote an optimal solution to the following minimization problem:

I h(S —=V'). 4.11
verline MY A

Let g,(S) denote the value of function h with input S that has elements in Z,(S)
removed, i.e., g,(S) = h(S—Z,(5)). Therefore, the optimal value of Problem (R)
is g-(S*(V, k, 7)) = h(S*(V, k,7) — Z,(S*(V, k,7))). Moreover, it is easy to see
that we have

G- (S*V, k, 7)) < h(S*(V,k —1,0)). (4.12)

This is because the left-hand side is the value of a feasible solution to Problem (P)
while the right-hand side is the value of an optimal solution to Problem (P).
First, we restate the approximation performance of the SSG algorithm (pre-
sented in Algorithm 11) in [10]. Let sequence S with |S| = k be the one selected
by the SSG algorithm, and let S? be the sequence consisting of the first i elements
of sequence S with 1 < i < k. The result in [10] is stated for the case of i = k

only, but it can be easily generalized for any ¢ with 1 <i < k.

Lemma 4.7.1 (Theorem 3 of [10]). Consider 1 < i < k. Under Assump-
tion 4.4.1, we have h(S%) > (1 — 1/ex)h(S*(V, k,0)).
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Next, we state in Lemma 4.7.2 that the approximation performance of the
SSG algorithm can be better characterized if the value of the selected sequence
is concentrated in its first few elements. We present the proof of Lemma 4.7.2 in

Appendix 4.7.3.

Lemma 4.7.2. Consider ¢ € (0,1] and 1 < k' < k. Suppose that the sequence
selected by the SSG algorithm is S with |S| = k and that there exists a sequence
Sy with |S1| = k — k' such that Sy = S and h(Sy) > c¢- h(S). Then, under

k?l

Assumption 4.4.1, we have h(S) > =L h(S*(V, k,0)).
ek —c

Remark. Lemma 4.7.2 implies that additional information about the sequence
selected by the SSG algorithm can be exploited to prove a better approxima-
tion ratio. In the following, we provide a few examples to demonstrate the
significance of Lemma 4.7.2. Assume k = 20 and k' = 19. Then, we have
|S1| = k — k' = 1. If the value of sequence S is evenly distributed over all
of its twenty elements, then we have ¢ = 0.05 and h(S) > 0.62h(S*(V,k,0)).
This approzimation ratio is approximately equal to that in Lemma 4.7.1 (0.62
vs. 1 —1/e = 0.63). On the other hand, if the first element is worth a higher
portion of the value of sequence S, them Lemma 4.7.2 leads to a better ap-
proximation ratio. For example, if ¢ = 0.5 (resp., ¢ = 0.8), then we have
h(S) > 0.76h(S*(V, k,0)) (resp., h(S) > 0.88h(S*(V,k,0))). In particular, if
¢ = 1, then we have h(S) > h(S*(V,k,0)), which implies that the SSG algo-
rithm yields an optimal solution to Problem (P). We state this special case in

Corollary 4.7.1, which may be of independent interest.

Corollary 4.7.1. Suppose that the sequence selected by the SSG algorithm is S
with |S| = k and that there exists a sequence Sy such that S; < S and h(S;) =
h(S). Then, under Assumption 4.4.1, we have h(S) = h(S*(V, k,0)), and thus,

sequence S is an optimal solution to Problem (P).
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Remark. Lemmas 4.7.1 and 4.7.2 and Corollary 4.7.1 can be proven in a sim-
tlar manner under a weaker assumption that function h is forward-monotone,

backward-monotone, and element-sequence-submodular.

In the following, we compare the impact of removing a certain number of
elements from a selected sequence with that of removing the same number of
elements from the ground set V before the selection takes place. We state the

result in Lemma 4.7.3.

Lemma 4.7.3. Consider 1 < 7 < k. Suppose that function h is forward-
monotone. The following holds for any V' CV with |V'| < 7:

g (S*V, k, 7)) < h(S*V\ V', k—1,0)). (4.13)

Proof. Since function h is forward-monotone, we can assume |Z,(S)| = 7 for any
sequence S and 7 < |S|. The reason is the following. Suppose |Z.(S)| < 7.
Then, we can continue to remove more elements from the end of sequence S till
|Z-(S)| = 7, which does not increase the value of the remaining sequence due to
the forward monotonicity of function h.

Let U = V(S*(V, k, 7)) NV and 7" = |UU|. Then, we have U C V(S*(V, k, 7)).
A little thoughts give U U Z,_(S*(V, k,7) —U)) C V(S*(V,k,7)) and [U U
Z._ 1 (S*(V,k,7)—U))| = 7. This implies that set U U Z,_(S*(V, k,7) —U)) is
a feasible solution to Problem (4.11) with respect to sequence S*(V, k, 7), which

further implies the following:

h(S*(V,k,7) — Z.(S*(V, k,7))) < h(S*V,k,7) —UU Z._.(S*(V, k,7) —U)).
(4.14)
Also, from the definition of U, we have S*(V,k,7) —U = S*(V,k,7) — V', and
thus, Z,_.(S*(V, k,7)—U) = Z,_.(S*(V, k,7) —V'). Again, from the definition
of U, we have that the elements in V' \ U are not in sequence S*(V, k, 7). Then,

we have the following:

W(S*(V, k) —UU 2o (S*(V, ey 7) —U)) = s
WS (V, b, 7) =V U Z, (ST (W, k,7) = V). '



114

Note that sequence S*(V,k,7) — V' does not contain any elements in V' and
has k — 7’ elements. Hence, sequence S*(V,k,7) — V' is a feasible solution to

Problem (R) (with respect to V\V', k—7', and 7—7"). This implies the following:
G ("W, k1) = V) < g (S"V\ V' k=7, 7 = 77)). (4.16)

Also, by replacing V, k, and 7 in Eq. (4.12) with V\ V', k — 7/, and 7 — 7/,
respectively, we immediately obtain the following:
Gr—r (ST VAV k=7, 7 = 7')) < R(S*(V\ V', k — 7,0)). (4.17)
By combining Eqgs. (4.14)-(4.17), we have the following:
9:(5" (V. b, 7)) © R(S"(V,k,7) = 2,5 (V. K, 7))

(S Vb T) U U 2o (V. ) — W)

O h(S* W, k1) = V' U Z_ (S (V, ke, 7) — V')

D (S WV, k) = V) = 2o (S* VoK, 7) = V) (4.18)
D g (S (V. ko 7) = V)

()
< g (SEV\V k=17 —1)

%) h(S*(V\ V' k—1,0)),
where (a) is from the definition of function g., (b) is from Eq. (4.14), (c) is from
Eq. (4.15), (d) is a rewriting, (e) is from the definition of function g,_,/, (f) is
from Eq. (4.16), and (g) is from Eq. (4.17). O

4.7.3 Proof of Lemma 4.7.2

Before we prove Lemma 4.7.2, we introduce two lemmas: Lemmas 4.7.4
and 4.7.5. Lemma 4.7.4 is borrowed from [12] and will be used in the proof
of Lemma 4.7.5, which will be used in the proof of Lemma 4.7.2.

Lemma 4.7.4 (Lemma 10 of [12]). Suppose that function h is sequence-submodular.
For any sequences Sy, S5 € H, there exists an element v € V such that h((v)|S]) >

Lih(S3]S)).
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Lemma 4.7.5. Consider 1 < k' < k. Suppose that the sequence selected by the
SSG algorithm is S with |S| = k and that there ezist sequences Sy and Sy such that
sequence S can be written as S = S1® Sy with |S1| = k—k' and |Ss| = k'. Then,
under Assumption 4.4.1, we have h(S;]S1) > (1 — 1/6%)(h(5*(V, k,0)) — h(S1)).

Proof. Let v} denote the i-th element of sequence Sy, and let S = (v, ..., vd)
denote the sequence consisting of the first ¢ elements of sequence S;. Since
function h is forward-monotone, we can assume that |S*(V, k,0)| = k as adding
more elements to the end of a sequence does not reduce its overall value.

Due to Lemma 4.7.4, there exists some element v" € V such that h((v')]S) @
S51) > +h(S*(V,k,0)|S1 @ S5~1). Then, we have the following:

h(S18 Sy) — h(Sy & Sy71) = h((v3)|S1 & S57)

—
o
N2

> h((v)[S1 @ S57)
) 1 -
> Eh(S*(M k,0)|S1 @ 557)
1 . ,
= (h(S1@ 857 & STV, k,0) = h(S1 @ 557))
1 .
> (WS (V,,0)) — h(S, @ 557)),

(4.19)
where (a) is due to the greedy manner of the SSG algorithm (Line 4 of Algo-
rithm 11), (b) is from the property of element v’ (due to Lemma 4.7.4), and (c)
is due to the backward monotonicity of function h. Rewriting Eq. (4.19) yields

the following equivalent inequality:

h(S, @ Si) > —h(S*(V,k,0)) + (1 — %)h(s1 @ Seh). (4.20)

| =

By writing Eq. (4.20) for i € {1,...,k'} and combining them, we obtain the

following:
k' —1
y 1 1 1,
h(S1@55) 2 ) (=) h(S*(V,k,0)) + (1= )" h(5)
— k k
j=0 (4.21)
1 1

=(1—1—=))S*(V,k,0) + (1 — E)’f/h(sl).
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Applying Eq. (4.21) and the fact that S, = S% yields the following:

h(Sa|S)) = h(S) @ S§') — h(S1)

> (1= (L= MRS (V,k,0)) + (1= D)V R(S)) — h(S1)

k
= (1= (1= DS VR 0) — (L= (1= DFIR(S)  (422)
= (1 (1= )"V, ,0)) — h(S)

> (1= 1/e%) (h(S*(V, k,0)) — h(S1)),

where the last inequality holds because (1 — ) < e~* and h(S*(V, k,0)) — h(S;)

is nonnegative. This completes the proof. O

Remark. We note a subtle yet critical difference between the monotonicity prop-
erties of set functions and sequence functions, which complicates the proof of
Lemma 4.7.5. Consider a set function r(-). We define r(Vo|V1) 2 r(V1 U Vy) —
r(V1) as the marginal value of adding set Vo C V to another set Vi C V. It
is easy to see that the monotonicity of function r(-) implies the monotonicity of
function r(-|Vy) for any given Vi C V. Such an analogy also ezists for forward
monotonicity of sequence functions, i.e., the forward monotonicity of a sequence
function h(-) implies the forward monotonicity of function h(:|Sy) for any given
S1 € H(V). However, a similar property does not hold for backward monotonic-
ity. Due to lack of such a monotonicity property, the proof of Lemma 4.7.5

becomes more tnvolved and requires more careful derivations.

Having introduced Lemmas 4.7.4 and 4.7.5, we are now ready to prove Lemma

4.7.2.

Proof of Lemma 4.7.2. Suppose the following:

h(S) =0 -h(S*(V,k,0)) for some ¢ € (0,1]. (4.23)
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Then, we have

5 h(S*(V, k,0)) = h(S)
= h(Sy) + h(Sa|Sy)
81 + (1= 1/e5)R(S* (V. k,0)) — h(Sh) (4.24)
= (1/e%)h(S)) + (1 — 1/e%)h(S*(V, k,0))

2 (- 5/ V(S V), k,0)) + (1 — 1/e5Yh(S*(V, k, 0)),

—
=

where (a) follows from Lemma 4.7.5 and (b) holds because h(S1) > ¢ h(S) =
c-0-h(S*(V,k,0)). Dividing both sides of Eq. (4.24) by h(S*(V, k,0)) yields the

following:
5> (c-6/e%) +(1—1/e¥), (4.25)
which implies
e% —1
> — (4.26)
er —c

E k.‘?r\

The above equation, along with Eq. (4.23), implies h(S) > ¢

e

This completes the proof. O

—Lh(S*(V, k,0)).

—C

=

4.7.4 Proof of Theorem 4.4.1

Proof. Suppose that function h is forward-monotone, backward-monotone, and
sequence-submodular (Assumption 4.4.1). We use Lemmas 4.7.1, 4.7.2, and 4.7.3

presented in Appendix 4.7.2 to prove that Algorithm 9 achieves an approximation

ratio of max {%, j/iéll} in the case of 7 = 1.

Given 7 = 1, in Step 1 of Algorithm 9, the selected sequence S; consists of
one element only; this element is denoted by vy, i.e., S; = (v1). In Step 2 of
Algorithm 9, it is equivalent that sequence S; is selected by the SSG algorithm
from set V\ {v;}, and we have |Sa| = k—7 = k— 1. Hence, the sequence selected

by Algorithm 9 can be written as S = 57 @ Sy = (v1) ® Sy. Recall that for any

given sequence S, set Z,(S) denotes the set of elements removed from sequence
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S in the worst case (i.e., Z.(5) is an optimal solution to Problem (4.11)). Note
that only one element will be removed from S, i.e., |Z,(S5)| = 1. For ease of
notation, we use z to denote the only element in Z,(95), i.e., Z,(5) = {z}.

We want to show the following two bounds, which establish the approximation

ratio of Algorithm O:

A(S — (1) = L gu(S" (V. 7)), (4.27a)
S — {2}) > ;;;%gT(s*(v, k). (4.27h)

To begin with, we present a lower bound on h(Ss), which will be used through-

out the proof:
h(S2) > (1 —1/e)h(S*(V\ {vi},k—7,0))
(4.28)
> (1—-1/e)g:(S*(V, k. 7)),

where the first inequality is from Lemma 4.7.1 (where we replace V with V\ {v;}
and both &k and ¢ with & — 7) and the second inequality is from Lemma 4.7.3
(where we replace V' with {v;}).

The proof proceeds as follows. Element z is an element that will be removed,
which can be either v; or an element in Sy. Therefore, we consider two cases: (I)
z=w and (IT) z # vy.

In Case I, we have z = vy, which implies the following:
h(S —{z}) = h(S2) = (1 = 1/e)g-(S*(V, k, 7)), (4.29)

where the inequality follows from Eq. (4.28).
In Case II, we have z # vy (or z € V(S2)). Depending on the impact of
removing element z, we consider two subcases: (II-a) h(Sy) < h(Se — {z}) and

(ILb) h(S2) > h(Ss — {=}).
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In Case II-a: we have h(S2) < h(S2 — {z}). In this case, the removal of
element z does not reduce the overall value of the remaining sequence Sy — {z}.

Then, we have

h(S—{2}) = h()@(So—{z})) = h(So—{2}) > h(Se) > (1-1/e)gr (S*(V, b, 7).

(4.30)
where (a) is due to the backward monotonicity of function A, (b) holds from the
condition of this subcase, and (c) follows from Eq. (4.28).

In Case II-b: we have h(Ss) > h(Sy —{z}). Suppose k = 2. Then, it is trivial
that the sequence selected by Algorithm 9 (i.e., S = (v1) @ (z)) yields an optimal
solution. This is because removing element z from S gives (v;), which has the
largest individual value among all the elements. Therefore, we assume k& > 2

A

throughout the rest of the proof. Let n = W denote the ratio of the

loss of removing element 2z from sequence Sy to the value of sequence S,, and we

have n € (0, 1] due to h(Sy) > h(Sy — {z}). We first state the following:

h(S = {z}) = max{n - h(S2), (1 —n) - h(S2)}, (4.31a)
1

max{7, (1 —n)} = 5, (4.31b)
(=

W) > S (S*(V, k, 7)), (4.31¢)

ek-1 — 17

e% -1 e% -1 e% -1

max<{n:———, (1 —1) —= > — (4.31d)
ek—1 — n ek—1 — n Q(ek—l — 5)

We will prove Egs. (4.31a)-(4.31d) later; for now, we assume that they all

hold. Then, we can obtain the following bound:

h(S —{z}) > max{n - h(S:), (1 —n) - h(S2)}
> max{n,1 —n}-(1—-1/e)g,(S*(V,k,7)) (4.32)

e—1

> *
> - (S*(V, k, 7)),

where the three inequalities are from Egs. (4.31a), (4.28), and (4.31b), respec-

tively.
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Similarly, we can also obtain the following bound:

WS —{z}) = max{n - h(S2), (1 —n) - h(S2)}

et —1) (1—n)(ert —1 .
zmaX{U(M )’( UL )}QT(S V. k, 7)) (4.33)
ek—l _7'] ek—l _17 .
k—2
o1
> ekkTgr(S*(V,k,T))a
2(en 1 — 1)

where the three inequalities are from Eqgs. (4.31a), (4.31c), and (4.31d), respec-
tively.

Combining all the cases establishes an approximation ratio of Algorithm 9 and
completes the proof. Specifically, combining the bounds in Eqgs. (4.29), (4.30),
and (4.32) (resp., (4.33)) yields the bound in Eq. (4.27a) (resp., (4.27b)).

Now, it remains to show that Eqs. (4.31a)-(4.31d) hold in Case II-b, where we
have z € V(S3) and h(Sy) > h(Sy—{z}). We first rewrite Sy as Sy = S1®(2)DS3,
where Si and S3 denote the subsequences of S, before and after element 2z,
respectively. Note that Si or S7 could be an empty sequence, depending on the

position of z in S;. Then, we characterize h((z)) in terms of h(Ss):
h(S2) < h(S2) — h(S2 —{z})
 (2) ® S3) = h(S;  5)
Sy) + h((2)18;) + h(S31S; @ (2)) — h(S3) — h(S3]S;)

(4.34)

IA

(2)15;)
(2)),

where (a) is from the definition of 7 and the two inequalities are due to the

h(S,
h(
h((2)]S2) + h(S318; @ (2)) — h(S3]S5)
h(
h(

IA

sequence submodularity of function h. We are now ready to prove Egs. (4.31a)-
(4.31d).

To prove Eq. (4.31a), we decompose it into two parts: (i) h(S—{z}) > n-h(Sz)
and (ii) h(S —{z}) > (1 —n) - h(Ss).
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Part (i) can be shown through the following:
(a) (b) (©)
WS —A{z}) = h((v1)) = h((2)) = - h(S5), (4.35)
where (a) is form the forward monotonicity of function h, (b) is due to the greedy
manner of Algorithm 9 (Lines 3-5), and (c) is from Eq. (4.34).

Part (ii) can be shown through the following:
() (b)

WS = {z}) = h((v1) © (S2 = {z})) = h(S2 = {z}) = (1 —n) - h(52),
where (a) is from the backward monotonicity of function h and (b) is from the
definition of 7.

Eq. (4.31b) holds trivially for any n € (0, 1] by setting n and 1 —7 to be equal
and solving for 7.
Next, we show that Eq. (4.31c) holds. Let vj denote the first element of

sequence So. Then, we have the following:

where (a) holds because element v has the largest individual value among all
elements in Sy and (b) follows from Eq. (4.34). Then, we can characterize the

value of h(S;) as follows:

-1 1
h(Sy) > S T RSV {un} k — 7,0))
ekfl —
i
er—1 — .
> ———9-(S"(V, k, 7)),
ekfl — 7]

where the first inequality is from Lemma 4.7.2 (where we replace V, S, Sy, k, K/,
and ¢ with V \ {v1}, S, (v3), K — 1, k — 2, and 7, respectively) and the second
inequality is from Lemma 4.7.3.

Finally, we show that Eq. (4.31d) holds. We define two functions of #:
k

k—2 -

L(n) £ - St and b(n) & (1-n) - =

k=1 —p e

2
L. Tt is easy to verify that for

e 1—n
k > 2 and n € (0,1}, function [1(n) is monotonically increasing and function



I»(n) is monotonically decreasing. Also, we have [;(3) = (3) = 1

We consider two cases for n: n € [5,1] and n € (0,3]. For n € [3,1], we
have max{l;(n),l2(n)} > li(n) > l(3) as l1(n) is monotonically increasing; for
n € (0, 3], we have max{l1(n),l2(n)} > l2(n) > lo() = l1(3) as l5(n) is monoton-

ically decreasing. Therefore, for n € (0,1], we have max{l;(n),l(n)} > L(3) =

k—2

e 1

"—s——. This gives Eq. (4.31d) and completes the proof. ]
2(eh—1 —

=
~

4.7.5 Proof of Theorem 4.4.2

Proof. Suppose that function h is forward-monotone, backward-monotone, and
sequence-submodular (Assumption 4.4.1). We use Lemmas 4.7.1, 4.7.2, and 4.7.3

presented in Appendix 4.7.2 to prove that Algorithm 9 achieves an approximation
k=21
(e=1)? (efl)(;’;iffl)
2e=1)" (9e_1)e Tmr —(e—1)
removal of 7 contiguous elements.

ratio of max{ } in the case of 1 < 7 < k, assuming the

In Step 1 of Algorithm 9, it is equivalent that sequence S; is selected by
the SSG algorithm from set V, and we have |S;| = 7. Similarly, in Step 2
of Algorithm 9, it is also equivalent that sequence S, is selected by the SSG
algorithm from set V \ V(5;), and we have |Ss| = k — 7. Hence, the sequence
selected by Algorithm 9 can be written as S = S; & S5. Recall that for any
given sequence S, set Z,(S) denotes the set of elements removed from sequence
S in the worst case (i.e., Z,(S5) is an optimal solution to Problem (4.11)). We
define Z1(S) £ Z.(S)NV(S1) and Z2(S) £ Z.(S)NV(S,) as the set of elements
removed from subsequences S; and Sy, respectively.

The proof of Theorem 4.4.2 follows a similar line of analysis as in the proof
of Theorem 4.4.1 for the case of 7 = 1. Specifically, we will also consider three
cases: (I) Z2(S) = 0, (II-a) Z2(S) # 0 and h(S3) < h(Sy — Z2(S)), and (II-b)
Z2(S) # 0 and h(S2) > h(Sy — Z2(S)). The proofs of Case I and Case Il-a
are almost the same as those in Theorem 4.4.1, except for some minor technical

differences. However, the proof of Case II-b is substantially different. The reason
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is the following. In the proof of Theorem 4.4.1, only one element can be removed
from S, and in Case II-b, this element has to be in V(S5), which makes it easier
to characterize the impact of removing such an element. In the case of 1 < 7 <k,
however, more than one element may be removed, which could be in either V(S7)
or V(Ss) or both. Therefore, we present a different approach to address this new
technical challenge.

We want to show the following two bounds that establish the approximation

ratio of Algorithm O:

WS — Z,(5)) > %gw*w, k7)), (4:36a)

(e —1)(e=r —1)
(2e —1)er 7 —(e—1)

B(S — Z,(8)) =

9 (S*(V, K, 7). (4.36h)

To begin with, we present a lower bound on h(Ss), which will be used through-
out the proof:
> (1=1/e)g-(S*(V. k, 7)),

(4.37)

where the first inequality is from Lemma 4.7.1 (where we replace V, k, and i
with V\ V(51), k — 7, and k — 7, respectively) and the second inequality is from
Lemma 4.7.3 (where we replace V' with V(S5))).

The proof proceeds as follows. Elements in Z.(S5) will be removed from
sequence S. These elements can be either fully or partially in V(S) (i.e., Z2(S) =
0 or Z2(S) # (). Therefore, we consider two cases: (I) Z2(S) = () and (II)
22(5) £0.

In Case I, we have Z2(S) = 0, ie., Z,(S) = V(S;1). Then, we have the
following:

h(S - ZT(S)) = h(52) > (1 - 1/6)97(5*(V7 k>7—))’ (438>

where the inequality follows from Eq. (4.37).
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In Case II, we have Z2(S) # (). Depending on the impact of removing el-
ements in Z2(9), we consider two subcases: (II-a) h(Sy) < h(Sy — Z2(S)) and
(IT-b) h(S2) > h(Sy — Z2(9)).

In Case Il-a: we have h(S3) < h(Sy — Z2(S)). In this case, the removal of
elements in Z2(S) does not reduce the overall value of the remaining sequence

Sy — Z2(S). Then, we have

h(S = 2:(5)) = M(Sy — 22(5)) @ (S2 — 27(9)))

V=

h(Sz — 22(95)) (439

Ve
=
&

—

C

> (1—1/€)g.(S*(V, k, 7)),

~

where (a) is due to the backward monotonicity of function h, (b) holds from the
condition of this subcase, and (c) follows from Eq. (4.37).

In Case II-b: we have h(Sy) > h(Sy — Z2(S)). Let 7, = |Z(9)| and 7 =
|Z2(S)|. Then, we have 7 = 71 + 7o and k = |S| = |S1| + [S2| > 7+ 7. We
consider two cases: k =7+ and k > 7+ 7.

Suppose k = 7 + 7. Then, it implies Z2(S) = V(S5,), i.e., all the elements in
Sy are removed. This further implies that the elements in Z!(S) are at the end
of sequence S; (due to the contiguous assumption of elements in Z.(S5)). Let
S7? = 57 denote the subsequence consisting of the first 7, elements in S;. It is

easy to see S; — Z1(S) = S[?. Then, we have the following:

h(S — 2:(5)) = M(Sy — 2:(5)) @ (S2 — 27(9)))
h(S1 = 2:(9))
h

(S72) (4.40)

v

(1 —=1/e)h(S*(V,12,0))
(1 - 1/6)97(S*<V7k77_))7

v
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where the first inequality is from Lemma 4.7.1 (where we replace both k and i
with 75) and the second inequality is due to 75 = k — 7 and Lemma 4.7.3 (where

V' is an empty set).

Now, suppose k > 7+ 75. Let n £ h(Sz)f};L((‘Z";;ZE(S)) denote the ratio of the

loss of removing elements in Z2(S) from sequence S, to the value of sequence

Sy, and we have n € (0,1] due to h(Sy) > h(Sy — Z%(S)). We first state the

following:

h(S = Z:(5)) =2 max{n(1 — 1/e)h(S2), (1 — n)h(S2)}, (4.41a)

max{n(l — 1/e), (1 — 1)} > 2@@—_11’ (4.41D)

M) > g (S (V. K 7)), (1.410)
e (1 -1/ N

max{"@_—_l/e)(e’fff —1) (=) = - ) }
6’“1722—77(1—1/6) e#—n(l—l/e)

>_lezlers -1 (4.41d)

(2e — 1)e - (e—1)
We will prove Eqgs. (4.41a)-(4.41d) later; for now, we assume that they all

hold. Then, we can obtain the following bound:

WS = 2-(5)) = max{n(l —1/e)h(S5s), (1 — n)h(S52)}

> max{n(l —1/e),(1 —n)}- (1 =1/e)g-(S"(V,k, 7)) (4.42)
(e—1)°

2 mgT(S*(V7k77—))a

where the three inequalities are from Eqgs. (4.41a), (4.37), and (4.41b), respec-
tively.
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Similarly, we can also obtain the following bound:
h(S = 2:(5)) = max{n(1 — 1/e)h(S2), (1 — n)h(S2)}
k—1—19 k—1—19
_ =—ul _ e
- { n(e —1)(e D (- ) }
e

(e 77 —gl—1/e)) e = —n(l—1/e)
9-(S*(V, k, 7)) (4.43)
(e—1)(e Fm —1)

— k—1—19 gT(S*<V7 k’ 7—))
(2e —1)e = —(e—1)

(e = (e —1)
T (2e—1)eFr —(e—1)

gT(‘S*(V’ k,7)),

where the first three inequalities are from Eqs. (4.41a), (4.41c), and (4.41d),

respectively, and the last inequality is due to 7, < 7 and that (671)(5,71.6:22 =1

is a decreasing function of 7.

Combining all the cases establishes the approximation ratios of Algorithm 9
and completes the proof. Specifically, combining the bounds in Eqs. (4.38),
(4.39), (4.40), and (4.42) (resp., (4.43)) yields the bound in Eq. (4.36a) (resp.,
(4.36b)).

Now, it remains to show that Eqs. (4.41a)-(4.41d) hold in Case II-b, where
we have Z2(S) # () and h(S3) > h(Sy — Z2(S5)). Recall that the 7 elements in
Z,(S) form a contiguous subsequence of S. Then, the elements in Z!(S) and
Z2(S) also form a contiguous subsequence of S} and Sy, respectively. We use Z;
and Z to denote the contiguous subsequence of elements in Z!(S) and Z2(S),
respectively. We first rewrite Sy as Sy = S3 & Zy & S3, where S3 and S; denote

the subsequences of Sy before and after subsequence Zs, respectively. Note that
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S; or Sz could be an empty sequence, depending on the position of subsequence

Zy in Sy. Then, we characterize h(Z;) in terms of h(Ss):

1(Ss) 2 h(Ss) = h(Ss — 22(S))
YD Zy ® S2) — h(Sy @ S2)

Sy) + h(Z2|S;5) + h(S5|Sy @ Za) — h(S;y) — h(S3]S3)

(4.44)

IN

h(S
h(
h(Z2|S3) + h(S3]S5 @ Z2) — h(S3]S5)
h(Z2S;)

h(Z

IN

2),

where (a) is from the definition of 1 and the two inequalities are due the sequence
submodularity of function h. We are now ready to prove Eqs. (4.41a)-(4.41d).
To prove Eq. (4.41a), we decompose it into two parts: (i) h(S — Z,(5)) >
n(1 —1/€)h(Sz) and (ii) h(S = Z-(5)) = (1 = n)h(Sy).
Recall that S]? denote the subsequence consisting of the first 7 elements in

Si. Then, Part (i) can be shown through the following:

h(S = 2:()) = M(Sy — 2:(5)) @ (S2 — 27(9)))

?m&—zw»

= h(57°)
(1—1/e)h(S*(V,1,0))
(1—1/e)h(Z,)

n(1 —1/e)h(S3),

where (a) is due to the forward monotonicity of function h, (b) is due to the

(4.45)

\VCS

—
Ve

Ve

greedy manner of selecting subsequence S7? from set V and Lemma 4.7.1 (where
we replace both k and i with 73), (¢) holds because sequence Z, is a feasible
solution to Problem (P) for selecting a sequence of 75 elements from V', and (d)

is from Eq. (4.44).
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Part (ii) can be shown through the following:

h(S = 2:(5)) = M(Sy — 22(5)) @ (S2 — 27(9)))

2 h(Sy — Z2(S)) (4.46)

= (L —=n)h(S2),

where (a) is from the backward monotonicity of function h and (b) is from the

—

—
=

definition of 7.

Eq. (4.41b) holds trivially for any n € (0, 1] by setting n(1 — 1/e) and 1 — 7
to be equal, solving for 7, and plugging it back.

Next, we show that Eq. (4.41c) holds. Let S3? < Sy denote the subsequence

consisting of the first 7 elements of sequence S;. Then, we have the following:

W(SE) 2 (1 - 1/h(S*(V\ V(S1),72.0))
Y1 1/e)h(2) (4.47)

—

C

= (1 —1/e)h(S2),

N2

where (a) is due to the greedy manner of selecting subsequence S3? from set
V\V(S;) and Lemma 4.7.1 (where we replace V, k, and i with V\ V(S}), 72, and
Ty, respectively), (b) holds because sequence Z, is a feasible solution to Problem
(P) for selecting a sequence of 75 elements from V = V \ V(5)), and (c) is from

Eq. (4.44). Therefore, we can characterize the value of h(55) as follows:

WSy > (_ L WS WVAVES) k- 7.0))
e b2 —n(l—-1/e
ni=1/e (4.48)
e k—T1o — 1

> g9-(5"(V, k, 7)),

where the first inequality is from Lemma 4.7.2 (where we replace V, S, Sy, k, ¥/,
and ¢ with V\ V(54), Sa, 53, k — 7, k — 7 — 7o, and (1 — 1/e), respectively),
and the second inequality is from Lemma 4.7.3.

Finally, we show that Eq. (4.41d) holds. We define two functions of n:

k—1—T79 k—1—19
e k—To — 1 (6 k—To —_ 1)

L(n) =n(1-1/e) = and ly(n) = (1-1) -,
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It is easy to verify that for & > 7+ 7 and n € (0, 1], function [;(n) is mono-

tonically increasing and function l5(n) is monotonically decreasing. Also, we

k—1—T

have I1(55) = bi(zg>) = (6_1)(:,:_;2 —1)_ We consider two cases for n:
(2e—1)e F=72 —(e—1)

For n € |

n € [5%,1] and n € (0

2e—17

7ﬁ] ﬁ, 1], we have max{l(n),l2(n)} >

li(n) > li(555) as li(n) is monotonically increasing; for n € (0, -], we have

max{l1(n),l2(n)} > la(n) > lL(55) = L(5%5) as l2(n) is monotonically de-

creasing. Therefore, for n € (0,1], we have max{li(n),la(n)} > lL(55) =

k—1T—T79
(e=1)(e F—72 —1)

. This gives Eq. (4.41d) and completes the proof. ]

k—T—79
(2e—1)e F=2 —(e—1)

4.7.6 Proof of Theorem 4.4.3

Proof. Suppose that function A is forward-monotone, backward-monotone, and
general-sequence-submodular (Assumption 4.4.2). We use Lemmas 4.7.1 and

4.7.3 presented in Appendix 4.7.2 to prove that Algorithm 10 achieves an ap-

1-1/e
1471

proximation ratio of in the case of 1 < 7 < k, assuming the removal of an
arbitrary subset of 7 selected elements, which are not necessarily contiguous.

In Step 1 of Algorithm 10, sequence S is selected by choosing 7 elements
with the highest individual values in a greedy manner, and we have |S;| = 7. In
Step 2 of Algorithm 9, it is equivalent that sequence S, is selected by the SSG
algorithm from set V' \ V(S;), and we have |S3| = k — 7. Hence, the sequence
selected by Algorithm 9 can be written as S = S; @& S5. Recall that for any
given sequence S, set Z,(S) denotes the set of elements removed from sequence
S in the worst case (i.e., Z,(S) is an optimal solution to Problem (4.11)). We
define Z1(S) £ Z.(S)NV(S;) and Z2(S) £ Z.(S)NV(S,) as the set of elements
removed from subsequences S; and S5, respectively.

The proof of Theorem 4.4.3 follows a similar line of analysis as in the proof
of Theorem 4.4.2. Specifically, we will also consider three cases: (I) Z2(5) =
0, (IT-a) Z2(S) # 0 and h(S3) < h(Sy — Z%(S)), and (II-b) Z%(S) # 0 and

h(Sy) > h(Sy — Z2(S)). The proofs of Case I and Case II-a are identical to those
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in Theorem 4.4.2. Therefore, we focus on Case II-b, which requires a different
proof strategy.
We want to show the following bound that establishes the approximation

ratio of Algorithm 10:

(S - 2,(8) 2 Lo (5 v,k 7)) (4.49)

To begin with, we present a lower bound on h(Ss), which will be used through-
out the proof:
h(Ss) > (1 —1/e)h(S*(V\ V(S1),k —7,0))
(4.50)
> (L—=1/e)g-(S*(V, k, 7)),
where the first inequality is from Lemma 4.7.1 (where we replace V, k, and i
with V\ V(S1), k — 7, and k — 7, respectively) and the second inequality is from
Lemma 4.7.3 (where we replace V' with V(S7)).
We now focus on Case II-b, where we have Z2(S) # () and h(Sy) > h(S, —

Z2(8)). Letn = h(SQ)”Z((Z;ZE (%)) denote the ratio of the loss of removing elements

in Z2(S) from sequence Sy to the value of sequence Sy, and we have n € (0, 1]

due to h(Sy) > h(Sy — Z2(S)). We first state the following:

h(S = Z:(5)) = max{L - h(S,), (1 =) - h(S)}, (4.51a)
max{, (1~ )} > T—L (4.51b)

We will prove Egs. (4.51a) and (4.51b) later; for now, we assume that they
both hold. Then, we can obtain the following:
h(S = Z:(8)) = max{ L - h(Sy), (1 =) - h(S2)}

> max{g, (1=} (1—1/e)g(S*(V, k7)) (4.52)

>1—1/e
- rt+1

gT(S*(V7 k’ 7-))7

where the three inequalities are from Egs. (4.51a), (4.50), and (4.51b), respec-

tively.
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Now, we show that Eqs. (4.51a) and (4.51b) hold. We start by characterizing
the value of elements in Z2(S). Let 7 = |Z2(S)|, and let the elements in Z2(S)
be denoted by 21, 29, ..., 2z, according to their order in sequence S5. Then, we
can rewrite Sy as Sy = S3 @ (21) © S2 @ (20) ® - @ ST, where S} is the
subsequence between elements z;_; and z;, for i = 1,2,...,7 + 1, and both 2z
and z,,; are an empty sequence. Note that subsequence S} could be an empty
sequence, for i = 1,2, ..., 7 + 1. We characterize the value of elements in Z2(S)

in the following:
n-h(S) Ph(Sy) — (S, — ZX(9))
=h(S5) + h((21)]S2) + h(S51S; ® (21)) + . ..
+h(SPETS; @ (21) D+ D S D (2,))
—h(S3) = h(83]S5) =+ = (ST |S; @ - - © S?)

=Y H(E)ISE () & () @ )

+ h(S2|S1 @ (21)) — h(S2]SE) (4.53)

o R(SETS @ (21) B - D SE D (2r,))
_ h(S2T2+1|S21 @D 5272)

where (a) is from the definition of 7 and the two inequalities are due to the
general sequence submodularity of function h.

To prove Eq. (4.51a), we decompose it into two parts: (i) h(S — Z,(5)) >
2. h(S2) and (ii) h(S — 2-(9)) > (1 —n) - h(S2).

Let v' denote the first element in S; — Z1(S). Then, Part (i) can be shown
through the following;:

n(S =250 E ) S 23 hie 2 Lonisy S Lonis),

Ty “—
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where (a) is due to the forward monotonicity of function h, (b) is due to h(v') >
h(z;) for any i = 1,2,...,7, (c) is from Eq. (4.53), and (d) is due to » < 7.

Part (ii) can be shown through the following:

h(S = 2:(5)) = h((S1 — 2:(9)) & (52 — 21(9)))

—
Ve

WSy — 22(S))

(1 —n)-h(S2),

=

where (a) is from the backward monotonicity of function h and (b) is from the
definition of 7.

Eq. (4.51b) holds trivially for any n € (0,1] by setting 2 and 1 —n to be
equal, solving for n, and plugging it back. This completes the proof. O

4.7.7 Preliminary Results: Approximate Sequence Submodular Max-

imization

In this section, we generalize the results of Lemmas 4.7.1 and 4.7.2 under
weaker assumptions based on approximate versions of sequence submodularity
and backward monotonicity. Specifically, we introduce two weaker assumptions

that will be used in this section.

Assumption 4.7.1. Function h is forward-monotone, a-backward-monotone,

and iy -element-sequence-submodular.

Assumption 4.7.2. Function h is forward-monotone, backward-monotone, and

w1-element-sequence-submodular.

We first generalize the approximation result of the SSG algorithm (Algo-
rithm 11) under Assumption 4.7.1. Let sequence S with |S| = k be the one
selected by the SSG algorithm, let S? be the sequence consisting of the first i
elements of sequence S with 1 < i < k. We borrow the result of [63] and restate a

generalized version in Lemma 4.7.6. This is also a generalization of Lemma 4.7.1.
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While [63] assumes that function h is forward-monotone, a-backward-monotone,
and element-sequence-submodular and considers the case of ¢ = k only, the gen-
eralization to the result in Lemma 4.7.6 is fairly straightforward. Therefore, we

refer the interested reader to [63] for the proof.

Lemma 4.7.6 (Theorem 1 of [63]). Consider 1 < i < k. Under Assump-
tion 4.7.1, we have h(S") > o Ml% Jh(S*(V, k,0)).

We also generalize the result of Lemma 4.7.2 and present the generalized
result in Lemma 4.7.7. Note that the current proof techniques we use could only
lead to the generalization under Assumption 4.7.2, which is slightly stronger than

Assumption 4.7.1 (backward-monotone vs. a-backward-monotone).

Lemma 4.7.7. Consider ¢ € (0,1] and 1 < k' < k. Suppose that the sequence
selected by the SSG algorithm is S with |S| = k and that there ezists a sequence
S1 with |S1| = k — k' such that Sy = S and h(Sy) > ¢ - h(S). Then, under
Assumption 4.7.2, we have h(S) > 6“1 £ :1 h(S*(V, k,0)).

©w

Before we prove Lemma 4.7.7, we introduce two lemmas: Lemmas 4.7.8 and
4.7.9. Lemma 4.7.8 is a generalization of Lemma 4.7.4 and will be used in the

proof of Lemma 4.7.9, which will be used in the proof of Lemma 4.7.7.

Lemma 4.7.8. Suppose that function h is pi-element-sequence-submodular. For
any sequences Sy, Sy € H, there exists an element v € V such that h((v)[S}) >
1571 (S5]57)-

Proof. Let Sy = (uy,...,us). We can rewrite h(S5|S]) as

19|

h(S}|S!) Zh ((u)|S) @ (uy, ..., uj_1)), (4.54)
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where sequence (ug,...,u;_1) is an empty sequence when j = 1. Due to the
Pigeonhole principle, there exists some j’ € {1,2,...|5’|} such that the following

is satisfied:

|55
h((ujz)|51 S¥) (Ul, e ,Ufj’—l |S/’ Zh U |S S (Ul, ce ,Uj_l))
(4.55)
1
h(S5]54
= (g (S,

where the equality is from Eq. (4.54). Furthermore, element u; satisfies the
following;:
(a)
h((u;)]S1) = pa - h((uy)]S7 @ (ua, - . uj—1))

(),ul AR
>
g (SIS0,

where (a) is due to function h being p;-element-sequence-submodular and (b) is

(4.56)

from Eq. (4.55). This completes the proof. O

Lemma 4.7.9. Consider 1 < k' < k. Suppose that the sequence selected by the
SSG algorithm is S with |S| = k and that there exist sequences Sy and Sy such that
sequence S can be written as S = S1@® Sy with |S1| = k—k' and |Ss| = k'. Then,
under Assumption 4.7.2, we have h(S2|S1) > (1 — —7)(h(S*(V, k,0)) — h(S1)).

P11k

Proof. The proof follows a similar line of analysis as in Lemma 4.7.5. Let v;
denote the i-th element of sequence S,, and let Si £ (vy,...,v;) denote the
sequence consisting of the first ¢ elements of sequence S,. Since function h is
forward-monotone, we can assume that [S*(V, k,0)| = k as adding more elements

to the end of a sequence does not reduce its overall value.
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Due to Lemma 4.7.8, there exists some element v' € V such that h((v)]|S; &
S5 > BLA(S*(V, k,0)|S1 @ S37"). Then, we have the following:

h(S; @ S4) — h(S1 ® S5) = h((v:)|S1 @ Sy )

V=
>

((W)]S1 & S57)

G
|t

Lh(S*(V, k, 0)]S) @ Si71)

~|= W|7§ o

(h(S1 ® S5t @ S*(V, k,0)) — h(S; & S571))

C

>

—
N

~(h(S*(V, k,0)) — h(S1 & S571)),

(4.57)
where (a) is due to the greedy manner of the SSG algorithm (Line 4 of Algo-
rithm 11), (b) is from the property of element v' (due to Lemma 4.7.8), and (c)
is due to the backward monotonicity of function h. Rewriting Eq. (4.57) yields

the following equivalent inequality:

M&@@E%W$th O—?W&@yU (4.58)
By writing Eq. (4.58) for i € {1,...,k'} and combining them, we obtain the
following:
k'—1
h(s @ 8E) > 3" B - By n(st (v, k,0)) + (1 - EN¥h(s)
N 2 K
3=0 (4.59)
= (1= (1= (S .k, 0)) + (1 = LHVR(sy).

Applying Eq. (4.59) and the fact that S, = S% yields the following:

h(S5|S1) = h(Sy @& SE) — h(S)

> (1= (1= (S V. k0)) + (1= TV R(S1) = (1)

= (1= (1= EY(E .k 0) - (1= (1= EDN(E)  (460)

= (1= (1= EO)(0(S" (V. 1, 0)) = h(51)
SV, E,0)) = K1),

ety

> (1-
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where the last inequality holds because (1—-£5%) < e~ % and h(S*(V, k,0))—h(S})

is nonnegative. This completes the proof. O

Having introduced Lemmas 4.7.8 and 4.7.9, we are now ready to prove Lemma

4.7.7.

Proof of Lemma 4.7.7. Suppose h(S) = ¢ - h(S*(V,k,0)) for some 6 € (0,1].

Then, we have

= h(S1) + h(S52|S1)

2 h(s) + (1 - eu}fz)WS*(Va k,0)) = h(S1)) (4.61)

= LS + (1 — (S (V. K,0)

eul' % eul' %

> (S (VY k,0) + (1 — —

elu'l k e/—LI K

JA(S™(V, k,0)),

where (a) is from Lemma 4.7.9 and (b) is due to h(Sy) > ¢-h(S) = ¢c- 0 -
h(S*(V,k,0)). Dividing both sides of Eq. (4.61) by h(S*(V,k,0)) yields the

following:

5> -0 oL (4.62)
e“l'% 6#1% ’
which implies
/il'k*/ _ 1
(P (4.63)
eM'E —¢

Since h(S) = & - h(S*(V, k,0)), we have h(S) > <-E=1p(S*(V,k,0)). This
completes the proof. ]

4.7.8 Proof of Theorem 4.5.1

Proof. We use Lemma 4.7.3 presented in Appendix 4.7.2 and Lemmas 4.7.6 and
4.7.7 presented in Appendix 4.7.7 to prove the approximation ratios of Algo-
rithm 9 in the case of 7 = 1. The proof follows a similar line of analysis as in

the proof of Theorem 4.4.1.
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Given 7 = 1, in Step 1 of Algorithm 9, the selected sequence S; consists of
one element only; this element is denoted by vy, i.e., S; = (v1). In Step 2 of
Algorithm 9, it is equivalent that sequence S5 is selected by the SSG algorithm
from set V\ {v1}, and we have |Sa| = k—7 = k— 1. Hence, the sequence selected
by Algorithm 9 can be written as S = 57 © Sy = (v1) ® Sz. Recall that for any
given sequence S, set Z,(S) denotes the set of elements removed from sequence
S in the worst case (i.e., Z.(S5) is an optimal solution to Problem (4.11)). Note
that only one element will be removed from S, i.e., |Z.(S)| = 1. For ease of
notation, we use z to denote the only element in Z,(95), i.e., Z,(5) = {z}.

We want to show the following two bounds, which establish the approxi-
mation ratios of Algorithm 9: 1) Suppose that function h is forward-monotone,
backward-monotone, p1-element-sequence-submodular, and ps-sequence-submodular
(Assumption 4.5.1), we have

h(S —{z}) > %QT(S*(V, k,T)), where a = % and b = %;
(4.64)
2) Suppose that function h is forward-monotone, a-backward-monotone, pi-
element-sequence-submodular, and ps-sequence-submodular (Assumption 4.5.2),

we have
o fig (et — 1)
(i + ajer

We begin with the proof of Eq. (4.65) as some of the intermediate results

h(S —{z}) > g-(S*(V, k,1)). (4.65)

will be used in the proof of Eq. (4.64). We first present a lower bound on h(S3),
which will be used throughout the proof:
M(S2) = a(l = 1/e)h(S*(V\ {or},k — 7,0))
>a(l—1/e")g (S*(V,k, 7)),

(4.66)

where the first inequality is from Lemma 4.7.6 (where we replace V, k, and i
with V\ {v1}, k — 7, and k — 7, respectively) and the second inequality is from
Lemma 4.7.3 (where we replace V' with {v;}).
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The proof proceeds as follows. Element z is an element that will be removed,
which can be either v; or an element in Sy. Therefore, we consider two cases: (I)
z =wv; and (II) z # vy.

In Case I, we have z = vy, which implies the following:
B(S — {2}) = h(S5) = a(l — 1/e)g, (S (V. k, 7)), (4.67)

where the inequality follows from Eq. (4.66).

In Case II, we have z # v; (or z € V(5;)). Depending on the impact of
removing element z, we consider two subcases: (II-a) h(S3) < h(Sy — {z}) and
(II-b) h(S2) > h(S2 — {z}).

In Case II-a: we have h(S2) < h(Sz — {z}). In this case, the removal of
element z does not reduce the overall value of the remaining sequence Sy — {z}.

Then, we have

h(S = {z}) = h((v1) © (52 = {2}))

2 o h(Sy — {})

(®)
Z « - h(SQ)

(©)

> 042 : (1 - l/eul)g‘r<5*(v7 k77—))’

(4.68)

where (a) is due to the a-backward monotonicity of function h, (b) holds from
the condition of this subcase, and (c) follows from Eq. (4.66).

In Case II-b: we have h(Sy) > h(Sy — {z}). Let n = W denote

the ratio of the loss of removing element z from sequence S; to the value of
sequence Sy, and we have n € (0, 1] due to h(Sz) > h(Sy — {z}). We first state
the following:

h(S —{z}) > max{p(n + p2 — 1) - h(S2), a(1 — ) - h(S2)}, (4.69a)

(0%
max{j(n + piz — 1), a(1 — )} > M’% (4.69D)
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We will prove Egs. (4.69a) and (4.69b) later; for now, we assume that they
both hold. Then, we can obtain the following bound:

h(S —{z}) > max{p(n + pz — 1) - h(S2), (1 —n) - h(S2)}

> maX{Ml(U + p2 — 1)7 a(l - 77)} ) Oé(l - 1/6“1)97'(5*(]}7 k’T))

S P pifig (et — 1)
(11 + a)em

g:(S* (V. B, 7)),
(4.70)
where the three inequalities are from Egs. (4.69a), (4.66), and (4.69b), respec-
tively.
By combining the bounds in Egs. (4.67), (4.68), and (4.70), we obtain the
bound in Eq. (4.65).
Next, we prove Eq. (4.69a). We first rewrite Sy as Sy = Sa @ (2) © S3, where
S3 and S7 denote the subsequences of S, before and after element z, respectively.
Note that S or S could be an empty sequence, depending on the position of z

in S,. Then, we characterize h((z)) in terms of h(Ss):
0+ h(S2) 2 h(S2) — h(Sy — {=})

h(Sy ® (2) ® S3) — h(S; @ S3)

h(S5) + h((2)|S3) + h(S3|S} @ (2)) — h(SE) — h(S2|S3)

h((2)]S5) + h(S3|S3 & (2)) — h(S3]S3)

(4.71)

—~
=

< W((2)[S1) + (SIS} @ (=) — uah(S2IS) @ (2))
— 1((2)|53) + (1 — p) (SIS} @ (2))

—
~

C

< h((2)S3) + (1 = p2)h(S2)

% h((2))/p1 + (1 — p2)h(S2),

where (a) is from the definition of 7, (b) is due to function h being ps-sequence-
submodular, (c) holds because py < 1 and h(S3|S3 @ (2)) < h(S2|S: @ (2)) +
h(S3® (2)) = h(Sy) (recall that Sy = S5 @ (2) @ S3), and (d) is due to function h

—
=

being p1-element-sequence-submodular. From Eq. (4.71), we have the following:

h((2)) = p(n + p2 — 1)h(S2). (4.72)
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To prove Eq. (4.69a), we decompose it into two parts: (i) h(S — {z}) >
(0 -+ o — 1) - h(S5) and (i) h(S — {2}) > a(1 = ) - h(S)).

Part (i) can be shown through the following:

(2) (b) (©
WS —{z}) = h((v1)) = h((2)) = pa(n+ p2 = 1) - h(S2), (4.73)

where (a) is from the forward monotonicity of function h, (b) is due to the greedy
manner of Algorithm 9 (Lines 3-5), and (c) is from Eq. (4.72).

Part (ii) can be shown through the following:

A(S — {21) = h((00) @ (82— {=1) = a-h(S, — {1) ¥ a1 ) - (S),
where (a) is from the a-backward monotonicity of function h and (b) is from the
definition of 7.

Eq. (4.69b) holds trivially for any n € (0,1] by setting p1(n + p2 — 1) and
a(l —n) to be equal, solving for 7, and plugging it back. This completes the
proof of the bound in Eq. (4.65).

Next, we prove the bound in Eq. (4.64). Note that the analysis so far ap-
plies to function A that is forward-monotone, a-backward-monotone, p1-element-
sequence-submodular, and po-sequence-submodular (Assumption 4.5.2),; and hence,
it also applies to Assumption 4.5.1, which is a special case of Assumption 4.5.2
with @ = 1. The bound in Eq. (4.64) requires backward monotonicity (i.e.,
a = 1), but it becomes better than the bound in Eq. (4.65) when £ is large. In
the following analysis, we assume that function h is forward-monotone, backward-
monotone, pi-element-sequence-submodular, and ps-sequence-submodular (As-
sumption 4.5.1).

The proof proceeds as follows. We borrow the analysis of Case-I, Case 1I-
a, and Eq. (4.69a) from the previous analysis by setting @« = 1. For Case-
II-b, we provide a different analysis. In Case II-b: we have z € V(S2) and
h(S3) > h(Sy — {z}). Suppose k = 2. Then, it is trivial that the sequence
selected by Algorithm 9 (i.e., S = (v1) @ (2)) yields an optimal solution. This is
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because removing element z from S gives (v;), which has the largest individual

value among all the elements. Therefore, we assume k > 2 throughout the rest
of the proof. Recall that n £ W We first state the following:

FZE = .
W) 2~ g-(S"(V. k, 7)), (4.74a)
MR — pa(n + p2 — 1)
Mo p(n+ pa — 1T —1)  (1—np)(eM 5T —1)
I — (e —1) e — (g — 1)
S Hape AT — 1

-1 + U2 6#1'% s
1+p2

(4.74D)

We will prove Egs. (4.74a) and (4.74b) later; for now, we assume that they both

hold. Then, we can obtain the following bound:

WS = {z}) 2 max{yn(n+ iz = 1) - h(S2), (1 =) - h(S2)}
. max{ul(njgua “DEE o) (et o }
e — (Nt pe —1) €M —pn(n 4 pe — 1)
g-(S*(V, k, 7))

/‘1'%_1
S k2 €

T 4o emiT e
14-p2

9 (S*(V, k7)),

(4.75)
where the three inequalities are from Eq. (4.69a) (with @ = 1), (4.74a), and
(4.74Db), respectively.

By combining the bounds in Egs. (4.67), (4.68) (with a = 1), and (4.75), we
obtain Eq. (4.64).
Next, we show that Eq. (4.74a) holds. Let vj denote the first element of

sequence S;. Then, we have the following;:

L@ (b)
h((vz)) = h((2)) = pa(n + p2 = 1) - h(S),



142

where (a) holds because element v4 has the largest individual value among all
elements in Sy and (b) follows from Eq. (4.72).Then, we can characterize the

value of h(S;) as follows:

#1'%5% -1
h($2) > ——- (S (V\ {v1}, k —7,0))
T — (4 p2 — 1)
peEsr
> < g-(S"(V, k7)),

MR — i (n+ pa — 1)
where the inequalities are from Lemma 4.7.7 (where we replace V, S, Sy, k, K/,
and ¢ with V\ {v1}, So, (v3), k—1, k — 2, and p;(n+ pe — 1), respectively) and
Lemma 4.7.3, respectively.

Finally, we show that Eq. (4.74b) holds. We define two functions of n: 11(n) £

k=2 k=2
u1(n+&*1)(6“1 1D ond Io(n) 2 (lig(e’” Fo1-1)
eV E=T — iy (ntpa—1) et
k > 2 and n € (0,1}, function [1(n) is monotonically increasing and function

- . It is easy to verify that for
k=1 —p1 (ntpe—1)

1+pr—pape

I2(n) is monotonically decreasing. Let n* = =H=E

, and we have [1(n*) =

—2
Pl g=1_1 .
lo(n*) = ﬂi‘; . eui’,ﬁif_um' We consider two cases for n: n € [n*,1] and n €
T+p

(0,7*]. For n € [n*, 1], we have max{ly(n),la(n)} > L(n) > L(n*) as Li(n)

monotonically increasing; for n € (0,7*], we have max{li(n),l2(n)} > lao(n) >

[

S

la(n*) = l1(n*) as l3(n) is monotonically decreasing. Therefore, for n € (0, 1], we
mp=3
have max{l1(n),la(n)} > l1(n*) = ¥z . < “— =1 This gives Eq. (4.74b) and

k_
1+p2 oM R=T _ 1Ko
1+po

completes the proof. O

4.7.9 Proof of Theorem 4.5.2

Proof. We use Lemma 4.7.3 presented in Appendix 4.7.2 and Lemmas 4.7.6 and
4.7.7 presented in Appendix 4.7.7 to prove the approximation ratios of Algo-
rithm 9 in the case of 1 < 7 < k, assuming the removal of 7 contiguous elements.
The proof follows a similar line of analysis as in the proof of Theorem 4.4.2.

In Step 1 of Algorithm 9, it is equivalent that sequence S; is selected by
the SSG algorithm from set V, and we have |S;| = 7. Similarly, in Step 2
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of Algorithm 9, it is also equivalent that sequence S, is selected by the SSG
algorithm from set V' \ V(95;), and we have |Ss| = k — 7. Hence, the sequence
selected by Algorithm 9 can be written as S = S; @ S5. Recall that for any
given sequence S, set Z,(S) denotes the set of elements removed from sequence
S in the worst case (i.e., Z,(S) is an optimal solution to Problem (4.11)). We
define Z1(S) £ Z.(S)NV(S;) and Z2(S) £ Z.(S)NV(S,) as the set of elements
removed from subsequences S; and Ss, respectively.

We want to show the following two bounds, which establish the approxi-
mation ratios of Algorithm 9: 1) Suppose that function A is forward-monotone,
backward-monotone, p-element-sequence-submodular, and po-sequence-submodular
(Assumption 4.5.1), we have

apa(e® — 1)

h(S - ZT(S>> Z ((I + 1)6b — a2

- (S*(V, k, 1)), (4.76)

k=21 .
k—1 7

where a = py - (1 — 1/e#) and b = py - 2) Suppose that function h
is forward-monotone, a-backward-monotone, p;-element-sequence-submodular,

and po-sequence-submodular (Assumption 4.5.2), we have

IS — Z.(S)) > a’prpa (e — 1)2

T ppeti(et — 1) 4 e2m

9 (S*(V, k, 7). (4.77)

We begin with the proof of Eq. (4.77) as some of the intermediate results
will be used in the proof of Eq. (4.76). We first present a lower bound on h(Ss),
which will be used throughout the proof:

h(Ss) > a(l —1/e")h(S*(V\ V(51),k —7,0)) (478)
>a(l—1/eM)g.(S*(V, k, 1)),
where the first inequality is from Lemma 4.7.6 (where we replace V, k, and i
with V\ V(51), k — 7, and k — 7, respectively) and the second inequality is from
Lemma 4.7.3 (where we replace V' with V(S))).
The proof proceeds as follows. Elements in Z,(S) will be removed from

sequence S. These elements can be either fully or partially in V(S) (i.e., Z2(S) =
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0 or Z%(S) # (). Therefore, we consider two cases: (I) Z2(S) = 0 and (II)
22(5) #0.
In Case I, we have Z2(S) = 0, i.e., Z,(S) = V(S;). Then, we have the

following:
h(S — Z.(S)) = h(S2) > a(l — 1/e") g, (S*(V, k, 7)), (4.79)

where the inequality follows from Eq. (4.78).

In Case II, we have Z?(S) # (. Depending on the impact of removing el-
ements in Z2(5), we consider two subcases: (II-a) h(Sy) < h(Sy — Z%(S)) and
(I-b) h(Sa) > h(S2 — Z2(S)).

In Case I[I-a: we have h(S;) < h(Sy — Z2(S)). In this case, the removal of
elements in Z2(S) does not reduce the overall value of the remaining sequence

Sy — Z2(S). Then, we have

h(S — 2,(5)) = h((S1 — 22(5)) @ (S2 — 22(95)))

(4.80)

(c)
> CVZ(l - 1/6#1) : QT(S*O)?k’T))’

where (a) is due to the a-backward monotonicity of function A, (b) holds from
the condition of this subcase, and (c) follows from Eq. (4.78).

In Case II-b: we have h(Sy) > h(Sy—2Z2(9)). Let n £ h(SQ)_’;l((i?Q)_ZE(S)) denote

the ratio of the loss of removing elements in Z2(.S) from sequence Sy to the value
of sequence Sy, and we have n € (0,1] due to h(Sy) > h(Sy — Z%(S)). We first

state the following:

WS = 2:(5)) = max{a(n + pz — 1)(1 = 1/e") - h(S3),a(l —n) - h(S2)},

(4.81a)

) > appa(e — 1) (4.81b)

—1)(1—-1/e 1-— .
max{pa(n + o )( /e, a( = pi(em — 1) +em
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We will prove Egs. (4.81a) and (4.81b) later; for now, we assume that they

both hold. Then, we can obtain the following bound:
M(S — Z:()) = max{ma(y +  — 1)(1— 1/e) - h(S), a(l - ) - h(S,)}
> max{ua(n + pz — 1)(1 = 1/e"), a(l —n)} - a(l = 1/e1)-
)

(
(
g-(S*(V, k,7)
(

2 o
e (8" (V k7))

(4.82)
where the three inequalities are from Eqs. (4.81a), (4.78), and (4.81b), respec-
tively.

By combining the bounds in Eqgs. (4.79), (4.80), and (4.82), we obtain the
second bound in Eq. (4.77).

Next, we show that Eq. (4.81a) holds. Recall that the 7 elements in Z.(.5)
form a contiguous subsequence of S. Then, the elements in Z!(S) and Z2(.9) also
form a contiguous subsequence of S; and S5, respectively. We use Z; and Z5 to
denote the contiguous subsequence of elements in Z!(S) and Z2(S), respectively.
We first rewrite Sy as Sy = S3B 2@ Sz, where S3 and S denote the subsequences
of Sy before and after subsequence Zs, respectively. Note that S or S3 could be

an empty sequence, depending on the position of subsequence Z, in S5. Then,

we characterize h(Zg) in terms of h(Ss):

h(S:) "

IIW

D 1(Ss) — h(Sy — Z2(S))

(Sy ® Z, ® S3) — h(S; ® S3)
(S

(Z

2) + M Z|S5) + h(S3|S; ® Zo) — h(S3) — h(S31S;)

h
h
h

5|S3) + h(S5]S5 @ Zs) — h(S3]S3)

(b) (4.83)
< h(Z5]S3) + h(S3|Sy @ Zs) — pah (551595 @ Zo)

= (Z2]93) + (1 — p2)h(S3|S5 & Z»)

2 h(Za)SY) + (1 = o) (Ss)

(d)
< h(Zs) /1 + (1 — pa)h(S2),
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where (a) is from the definition of 7, (b) is due to function h being ps-sequence-
submodular, (c) holds because py < 1 and h(S2|S3 @ Z5) < h(S2|Ss ® Zy) +
h(S3 @ Zsy) = h(Ss) (recall that Sy = S3 @ Zy @ S3), and (d) is due to function h

being p1-element-sequence-submodular. From Eq. (4.83), we have the following:
hZ2) 2 m(n + p2 — 1)h(S2). (4.84)

To prove Eq. (4.81a), we decompose it into two parts: (i) h(S — Z,(5)) >
pra(n + pe — 1)(1 —1/e#) - h(Ss) and (i) A(S — Z,(5)) > a(l —n) - h(Ss).

Let 75 = |Z2(S)|. We use S{* to denote the subsequence consisting of the
first 75 elements in S;. Then, Part (i) can be shown through the following:

h(S — 2:(8)) = h((Sy — 2:(5)) @ (S2 — 27(9)))

D his— 21(s))

= h(5T")
) (4.85)
> a(l—1/e")-h(S*(V,72,0))

(g a(l —1/e") - h(Zy)

(d)
> pro(n + pg — 1)(1 —1/er) - h(Sy),

where (a) is due to the forward monotonicity of function h, (b) is due to the
greedy manner of selecting subsequence S7? from set V and Lemma 4.7.6 (where
we replace both k and @ with 73), (¢) holds because sequence Z, is a feasible
solution to Problem (P) for selecting a sequence of 75 elements from V, and (d)
is from Eq. (4.84).

Part (ii) can be shown through the following:

h(S — 2:(5)) = M(Sy — 2:(5)) @ (S2 — 27(9)))

—
©
N2

o h(Sy — Z%(9)) (4.86)
a(l—mn)-h(S2),

Y

where (a) is from the a-backward monotonicity of function h and (b) is from the

definition of 7.
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Eq. (4.81b) holds trivially for any n € (0, 1] by setting iy a(n+pue—1)(1—1/et)
and a(1 —n) to be equal, solving for 7, and plugging it back. This completes the
proof of the bound in Eq. (4.77).

Now, we prove the bound in Eq. (4.76). Note that the analysis so far ap-
plies to any function h that is forward-monotone, a-backward-monotone, ;-
element-sequence-submodular, and ps-sequence-submodular (Assumption 4.5.2),
and hence, it also applies to Assumption 4.5.1, which is a special case of Assump-
tion 4.5.2 with a = 1. The bound in Eq. (4.76) requires backward monotonicity
(i.e., & = 1), but it becomes better than the bound in Eq. (4.77) when k is large.
In the following, we assume that function A is forward-monotone, backward-
monotone, pi-element-sequence-submodular, and ps-sequence-submodular (As-
sumption 4.5.1).

The proof proceeds as follows. We borrow the analysis of Case-1, Case Il-a,
and Eq. (4.81a) from the previous analysis by setting a = 1. Then, for Case-1I-b,
we provide a different analysis.

In Case II-b: we have h(Sy) > h(Sy — Z2(S)). Let 7, £ |Z1(S)| and recall
that 7, = | Z22(9)|. Then, we have 7 = 71 + 7 and k = |S| = [Sy| + |S2| > 7 + 7.
Therefore, we consider two cases: k =7+ 7 and k > 7+ 7.

Suppose k = 7 + 7. Then, it implies Z2(S) = V(S,), i.e., all the elements in
Sy are removed. This further implies that the elements in Z!(S) are at the end
of sequence S; (due to the contiguous assumption of elements in Z.(S5)). Let
S7? = 57 denote the subsequence consisting of the first 7, elements in S;. It is

easy to see S; — Z1(S) = S[?. Then, we have the following:

h(S = 2.(S)) = h((S1 — 2;(S)) @ (S2 — 27(5)))

h(Sy — 2;(5))

h(ST?) (4.87)
(1—1/e")h(S*(V,72,0))

(1 - 1/6‘“1)97'(5*0}7 k? 7-))7

AV I Il

v
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where the first inequality is from Lemma 4.7.6 (where we replace both k and
i with 75 and set a = 1) and the second inequality is due to 7, = k — 7 and
Lemma 4.7.3 (where V' is an empty set).

Now, suppose k > T + 75. Recall that n £ h(SQ)i}fLL((Zz)iZE(S)). Let a £ (1 —

1/eM), b & py - 222 and b £ py - k;i—;;? We first state the following:

h(Ss) > e —1
YT —a(nt s~ 1)

it =D =) A= 1) ap(e” —1)
e —an+pe—1) e —an+pa—1)) 7 (a+1)e¥ —aps

g-(S*(V, k, 1)), (4.88a)

(4.88b)

We will prove Egs. (4.88a) and (4.88b) later; for now, we assume that they
both hold. Then, we can obtain the following bound:

h(S = Z:(5)) = max{p(n + p2 — 1)(1 = 1/e") - h(S2), (1 = n) - h(S2)}

aln+ - (@ —1) (L=~ 1)
Zmax{ & —a(n + g —1) ’eb’—a(n+M2—1)}

9:(S*(V, k, 7)) (4.89)
> A5k
afiz(e” — 1)

"V, k

where the first three inequalities are from Eq. (4.81a) (o = 1) and Eqs. (4.88a)

and (4.88b), respectively; for the last inequality, we replace 75 in b with 7 to ob-

aps (eb/ —1)

tain b, and the inequality holds due to 75 < 7 and that (@t e —anm

is a decreasing
function of 7.
By combining the bounds in Eqs. (4.79), (4.80) (with o = 1), (4.87), and

(4.89), we obtain Eq. (4.76).
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Next, we show that Eq. (4.88a) holds. Let S3?> < Sy denote the subsequence

consisting of the first 7 elements of sequence S;. Then, we have the following:

B(SE) 'S (1= 1/ )h(S*(V\ V(S1), 72,0))

> (1—1/e")h(Zs) (4.90)

S 0+ e — V(1 — 1/ )h(Sy),

where (a) is due to the greedy manner of selecting subsequence S5 from set
V\ V(S1) and Lemma 4.7.6 (where we set «« = 1 and replace V, k, and ¢ with
V\ V(S1), 72, and 7, respectively), (b) holds because sequence Z, is a feasible
solution to Problem (P) for selecting a sequence of 75 elements from V = V \
V(S1), and (c) is from Eq. (4.84).

Therefore, we can characterize the value of h(S;) as follows (recall that b =

H - k;—;ﬁ)i
My > - Tl e\ VS E — 7.0)
eb —a(g+,u2—1) (4'91)
> L s k),

T —an+p—1)
where the inequalities are from Lemma 4.7.7 (where we replace V, S, Sy, k, ¥/,
and ¢ with V\ V(S1), S2, S32, k — 7, k — 7 — 7, and a(n + pg — 1), respectively)
and Lemma 4.7.3, respectively.
Finally, we show that Eq. (4.88b) holds. We define two functions of 7:

a1 - 1) (-
11(77)— eb'—a-(n—l—,ug—l) and 52(77)— eb/_a.(n_i_p&_l)'

It can be verified that for k > 7+, and n € (0, 1], function I;(n) is monotonically

increasing and function 5(n) is monotonically decreasing. Also, consider n* £

HZ—;‘;'“—Q. We have [, (n*) = lo(n*) = (ﬂﬁ)fﬁ We consider two cases for n: n €

(77, 1] and 7 € (0,7°]. For 7 € [n", 1), we have max{li(n), ls(n)} = li(n) = L(n")
as l1(n) is monotonically increasing; for n € (0,7*], we have max{l;(n), l2(n)} >
la(n) > la(n*) = l1(n*) as l3(n) is monotonically decreasing. Therefore, for n €

0, 1], we have max{l1(n),l2(n)} > l1(n*) = M:,Ll) This gives Eq. (4.88b
(a+1)ed" —aps

and completes the proof of Eq. (4.76). O]
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4.7.10 Proof of Theorem 4.5.3

Proof. Suppose that function h is forward-monotone, a-backward-monotone, ji;-
element-sequence-submodular, and ps-general-sequence-submodular (Assumption
4.5.3). We use Lemma 4.7.3 presented in Appendix 4.7.2 and Lemma 4.7.6 pre-
sented in Appendix 4.7.7 to prove that Algorithm 10 achieves an approximation

et1—1)

. 2

PrETTr in the case of 1 < 7 < k, assuming the removal of an

arbitrary subset of 7 selected elements, which are not necessarily contiguous.

In Step 1 of Algorithm 10, sequence Sy is selected by choosing 7 elements
with the highest individual values in a greedy manner, and we have |S;| = 7. In
Step 2 of Algorithm 9, it is equivalent that sequence S is selected by the SSG
algorithm from set V' \ V(95;), and we have |Ss| = k — 7. Hence, the sequence
selected by Algorithm 9 can be written as S = S; & S5. Recall that for any
given sequence S, set Z.(S) denotes the set of elements removed from sequence
S in the worst case (i.e., Z,(S5) is an optimal solution to Problem (4.11)). We
define Z1(S) £ Z.(S)NV(S;) and Z2(S) £ Z.(S)NV(S,) as the set of elements
removed from subsequences S; and Sy, respectively.

The proof of Theorem 4.5.3 follows a similar line of analysis as in the proof
of Theorem 4.5.2. Specifically, we will also consider three cases: (I) Z2(S) =
0, (Il-a) Z2(S) # 0 and h(Sy) < h(Sy — 22(9)), and (II-b) Z2(S) # 0 and
h(Sy) > h(Sy — Z2(S)). The proofs of Case I and Case II-a are identical to those
in Theorem 4.5.2. Therefore, we focus on Case II-b, which requires a different
proof strategy.

We want to show the following bound that establishes the approximation
ratio of Algorithm 10:

WS — 2.(S)) > O‘Z’Zi“jig;f) 0 (5" V. k, 7). (4.92)
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To begin with, we present a lower bound on h(Ss), which will be used through-
out the proof:
h(Ss) > a(l —1/e")h(S*(V \ V(51),k —7,0)) (4.93)
> ol —1/e")g.(S*(V, k, 1)),
where the first inequality is from Lemma 4.7.6 (where we replace V, k, and i
with V\ V(51), k — 7, and k — 7, respectively) and the second inequality is from
Lemma 4.7.3 (where we replace V" with V(S51)).
We now focus on Case II-b, where we have Z2(S) # () and h(Sy) > h(S, —

Z%(S)). Letn = h(SQ)_};L((“zz)_ZE %) denote the ratio of the loss of removing elements

in Z2(S) from sequence S, to the value of sequence Sy, and we have n € (0, 1].

We first state the following:

WS — 2.(8)) > max{ A" +T“3 —D sy el — ) A(S)},  (4.94a)

-1
max{'ul@7 e ),a(l - 77)} > s (4.94Db)
T 1+ Ta

We will prove Egs. (4.94a) and (4.94b) later; for now, we assume that they
both hold. Then, we can obtain the following bound:

T

WS — Z.(S)) > max{“1<” 1= sy) el — ) h<52>}

> max {M(?? +Hs ~ 1),04(1 — 77)} ca(l—1/e")g(S*(V, k,T))

T

> o’ iz (e — 1)

(1 + aT)em 9-(5" (V. k. 7)),

(4.95)
where the three inequalities are from Eqgs. (4.94a), (4.93), and (4.94b), respec-
tively.

Now, we show that Eqs. (4.94a) and (4.94b) hold. We start by characterizing
the value of elements in Z2(S). Let 7 = |Z2(S)|, and let the elements in Z2(S)
be denoted by 21, 29, ..., 2z, according to their order in sequence S5. Then, we
can rewrite Sy as Sy = S @ (21) © S2 @ (20) ® - @ ST, where S is the

subsequence between elements z; 1 and z;, for i = 1,2,...,7 + 1, and both 2z,
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and z,,; are an empty sequence. Note that subsequence S could be an empty

sequence, for i = 1,2, ..., 7 + 1. We characterize the value of elements in Z2(S)
in the following:
n- h(S2) Sh(Sy) = h(S: = ZX(S))
=h(Sy) + h((21)]82) + h(S3]S; & (1))
o ASTTS @ (1) © - ® SP D (25,))
—h(S83) = h(S3]8;) — -+ = W(SPTS; & - @ S7?)

=D RIS ® () @ () @ )

+ h(S3]S5 @ (21)) — h(S3]S;)
o+ h(SETS @ (1) @ B ST D (24,))

h(SPHSy @ - @ SP)

(%) i h((2:)]S3 @ (21) & -+ @ (2i-1) B Sh)

=1

+ h(S3]95 @& (21)) — p3 - h(S3]Sy @ (21))

4 h(SPTNSY D () D D SP D (2,))
— pi3 - h(STHSy @ (21) @ - B S D (21,))

_Zh 2)|Sy @ (21) @ B (221) © S5) 4+ (1 — p3) - h(93]95 & (21))
+...+(1_M3),h(5m+1|51 (21>@"'@S;2@(272))
—Zh %)|S3 @ (21) ® - @ (221) © S5)

+ (1 — ps)(h(S3193 & (21)) + - + A(SPTHSy & (21) B -+ B ST & (2,)))

(c) 2 .
<D h((2)[S3 @ (21) @+ @ (2i21) B S) + (1 — pig) - h(Sa)
=1

() 2
Zh Zl /,U1+ 1—#3) h(Sg),
=1

(4.96)
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where (a) is from the definition of 1, (b) is due to function h being pus-general-
sequence-submodular, (c) holds because pz < 1 and Sy = S; @ (21) B S5 P (29) &
- @ S and (d) is due to function h being ji;-element-sequence-submodular.
From Eq. (4.96), we have the following:

T2

Z h((z)) = (n + ps — 1)h(S2). (4.97)

i=1
To prove Eq. (4.94a), we decompose it into two parts: (i) h(S — Z,(5)) >
mlrtus= ) p(S,) and (i) h(S — Z,(S)) > a(1 —n) - h(S).

Let v' denote the first element in S} — Z1(S). Then, Part (i) can be shown

through the following;:

h(S = 2:(5)) = h((v"))

> — h((z;

2 = ; ((21))

© pa(n+ps— 1)

> - h(Ss)

g pa(n + ps — 1) h(Ss).
T

where (a) is due to the forward monotonicity of function h, (b) is due to h(v') >
h(z;) for any i = 1,2,..., 7, (c) is from Eq. (4.97), and (d) is due to 7o < 7.

Part (ii) can be shown through the following:

h(S = 2:(5)) = h((S1 — 2:(9)) & (52 — 21(9)))

,\
Ve

a-h(S; — 2X(9))

Oé(l - 77) ’ h(SQ)u

=

where (a) is from the a-backward monotonicity of function h and (b) is from the
definition of 7.
Eq. (4.94b) holds trivially for any n € (0, 1] by setting w and a(1—mn)

to be equal, solving for n, and plugging it back. This completes the proof. [
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CHAPTER 5
SHORTEST PATH AND MAXIMUM FLOW
PROBLEMS UNDER SERVICE FUNCTION CHAINING
CONSTRAINTS

5.1 Introduction

Major service providers in the communications industry across the globe are
transforming their technology, operations and business models to harness the
benefits of Network Function Virtualization (NFV). Stated simply, NFV involves
replacing the Physical Network Functions (PNFs) running on commodity hard-
ware with software modules called Virtual Network Functions (VNFs) that are
hosted on general purpose servers [64]. Each server can host multiple VNFs, while
each network function can have multiple instances running at different physical
locations. Hybrid networks comprising the VNFs and legacy PNFs will be the
norm for the next decade [3,65]. Even in a hybrid network, a lot of benefits
can be harnessed. For instance, flows can be processed by different functions at
one node and functions can be flexibly added and removed. This opens up an
interesting mix of network problems that are studied in this chapter.

Service function chaining (SFC) is the ability to specify a set of network
functions as well as their execution order for each flow [15]. An example is pro-
vided in Fig. 5.1 in which different network functions are supported at different
locations. Assume that we have a flow from v; to vg, with the following SFC
constraint: (vy, Firewall (FW), wide area network (WAN) optimizer, vg). Dif-
ferent paths that satisfy the SFC constraint are available for this flow such as

(v1, Vg, V4, V3, V), OF (V1,v4,05,06). Which of these paths to choose depends on
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FW: Firewall
{FW, DPI} DPI: Deep packet inspection
WAN: Wide area network

{Proxy, WAN optimizer}  {FW, WAN optimizer}

Figure 5.1: A network with network functions at different locations.

the load at each instance and the total congestion along each path. Moreover,
satisfying the SFC constraint may reduce the maximum flow that can be sent
from vy to wvg, because some paths (e.g., path (v, va,v3,v6)) do not satisfy the
SFC constraint. To achieve the original maximum flow, the decision of where to
place the network functions should be made carefully to ensure that any fraction
of the maximum flow passes through the required network functions.

The first problem we consider in this work is, how to efficiently compute
a shortest path that satisfies a given SFC constraint? Clearly, classic shortest
path algorithms, such as Dijkstra’s algorithm, may give a path that no longer
satisfies the SFC constraint. To that end, we propose an algorithm for computing
an SFC-constrained shortest path based on transforming the network graph G
into a new graph G. Then, any shortest path found for the new graph G can be
mapped to an SFC-constrained shortest path over the original graph G. Further,
we develop a pruning algorithm that can greatly reduce the size of G. As long as
the network topology and SFCs remain the same, G can be repeatedly used to
compute SFC-constrained shortest paths as the network costs change during the
course of time. In some cases, the order of some of the network functions can be
transposed, and we model that by allowing a set of valid SFCs. Moreover, it is

worth noting that our proposed shortest path algorithm can also be integrated
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into a unified throughput-optimal routing framework [66] to achieve throughput
optimality for unicast flows with SFC constraints.

Then, we consider another classic problem, the maximum flow problem, again
under the SFC constraint. We call this problem the SFC-constrained maximum
flow (SFC-MF) problem. The objective is to find the maximum feasible flow from
a source to a destination that satisfies a given SFC constraint. We formulate the
SFC-MF problem as a fractional multicommodity flow problem, which can be
solved using a Linear Programming (LP) solver or approximation algorithms [67].
An interesting use case is when a service provider needs to virtualize a particular
network function in its network during an early stage of NFV deployment. We
consider the problem of computing the maximum flow with the constraint that all
packets must pass through this new VNF. We propose an elegant combinatorial
algorithm for this case based on the Ford-Fulkerson algorithm [19].

Note that the value of the SFC-MF is not necessarily equal to that of the orig-
inal maximum flow, which apparently depends on the placement of the network
functions. Hence, an important question is how to place a set of VNF instances
such that the original maximum flow (without the SFC constraints) can still be
achieved, while the placement cost is minimized. To minimize the total opera-
tional expenses of adding commodity servers in the network to support VNFs,
we aim to minimize the number of network nodes where these functions will be
placed. We first prove that this problem is NP-hard based on a reduction from
the classic set-cover problem. Then, we present an alternative Integer Linear
Programming (ILP) formulation that is shown to solve a large instance (e.g., a
network with 100 nodes) in a few minutes. We observe via simulations that for
random graphs, the maximum flow can be achieved by placing the VNFs on a
small number of nodes even when the graph is large. This indicates that the
operators may be able to introduce VNFSs in their networks at a low starting cost

without impacting the capacity, i.e., the amount of flow that can be sent.
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The rest of the chapter is organized as follows. In Section 5.2, we position our
work in comparison to prior work. In Section 5.3, we introduce the system model.
We investigate the SFC-constrained shortest path problem in Section 5.4. Then,
in Section 5.5, we describe the SFC-constrained maximum flow and present a
combinatorial solution for a special case of practical interest. In Section 5.6, we
focus on the problem of VNFs placement. Finally, we present the simulation

results in Section 5.7 and conclude the chapter in Section 5.8.

5.2 Related Work

SFC-constrained Shortest Path. The problem of SFC-constrained short-
est path has been considered in [67,68|. Specifically, in [68], a layered graph
with r 4+ 1 layers is constructed where each layer is a replication of the original
graph and r is the number of network functions in a given SFC constraint. Then,
an SFC-constrained shortest path over the original network graph can be found
by applying any shortest path algorithm over the layered graph. However, the
constructed layered graph has a large size. Specifically, the number of nodes
and edges increases by at least a factor of r + 1 compared to the original graph.
In [67], another approach is proposed, which requires the computation of the
shortest paths between all node-pairs in order to find a specific SFC-constrained
shortest path. Restricting a path to be a simple path with multiple must-stop
nodes, without any order requirements, is NP-Complete and in [69], a heuristic
is proposed for that. In our proposed approach, we will construct a new graph
that has a small size, needs to be constructed only once, and does not require
any further changes after each shortest path computation.

SFC-constrained Maximum Flow. The work of [70] formulates an SFC-
constrained Maximum Flow problem as a multicommodity maximum flow prob-
lem. Hence, their problem is an LP and can be solved using any LP solver or

can be approximated using a multiplicative weight update method [71]. Another
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approximation algorithm is presented in [67] to decide if a given set of flows with
SFC constraints can be supported. In contrast, in this work we are interested in
combinatorial algorithms that give exact solutions.

Placement of VNFs. The problem of VNFs placement with different ob-
jectives has been studied in the past few years. In [72], the authors focus on
the placement of VNF instances that satisfies the demands of flows with given
routes. A similar problem is investigated in [2| but for gradually upgrading some
nodes to have Software Defined Networking (SDN) capabilities. Specifically, the
authors consider how to select a set of nodes to upgrade to SDN such that the
flow that passes through at least one SDN node is maximized, where each flow
has a predetermined path. The work of [23] considers a joint problem of VNFs
placement and flow routing to minimize the total amount of resources used by the
flows, while in [22], the objective is to ensure that the underlying network is sta-
ble. In [73|, the authors consider the problem of VNFs placement for minimizing
both the end user delay and deployment cost. Considering a similar placement
problem, the work of [74] aims to maximize the number of admitted requests
and provides a soft real-time guarantee for each admitted request. In [75], the
authors consider how to minimize the overall traffic volume for a given flow given
that the traffic volume may change (increase or decrease) after being processed
by some network functions. Different from all prior works, in the new placement
problem we will consider, the objective is to minimize the number of nodes that
need to be virtualized such that, the original maximum flow can be achieved

under a given SFC constraint.

5.3 System model

We consider a network that is represented by a graph G = (V, ), where V
denotes the set of vertices and £ denotes the set of edges. We will first consider

directed graph for the shortest path problem and placement problem, and then,
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consider undirected graph for the maximum flow problem. We use ¢; to denote
network function ¢, and use ®,, to denote the set of network functions supported
at node v,. The network functions are either physical devices attached to net-
work nodes or virtual network functions at servers or datacenters attached to
network nodes. In the case of dataceners, we assume that the capacity can be
enlarged as needed. The same network function may have multiple instances at
different vertices. We consider a flow that is required to satisfy an SFC constraint
represented as: (vg, @1, ..., &, V), Where v, and vy are the source and destination,
respectively, and (¢1, ..., ¢,) denotes a sequence of network functions by which
all the packets of the flow need to be processed before reaching vy.

A path p is denoted by p = (eq, ..., ), where e; is the i hop edge of path
p and |p| is the length of path p. Sometimes, we refer to a path by the nodes
along the path, i.e., p = (vy,va,...,v,), where ¢; = (v;,v;41). By slightly abusing
the notations, we also use e € p to denote an edge of path p. A path is called
admissible for a flow if it satisfies the requirements of the flow specified by the
SFC constraint. To ensure the order imposed by an SFC, a packet may need to

visit the same vertex more than once before it reaches the destination.

5.4 SFC-constrained Shortest Path

In this section, we focus on the shortest path problem with a given SFC
constraint. Specifically, among all the admissible paths we want to find the
one that has the minimum cost, which could be the least congestion level (i.e.,
smallest delay). Note that the classic shortest path algorithms cannot be directly
applied to produce a shortest path, because the generated path may not satisfy
the given SFC constraint. For instance, consider the network presented in Fig.
5.2. We have two network functions, ¢; at nodes vy and vy, and ¢, at nodes
ve and vz. Consider an SFC = (vy, ¢y, ¢a,v5). Any conventional shortest path

algorithm will return a path (v, vs, vs), which does not satisfy the imposed SFC
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Figure 5.2: Graph representation of the network, where each node has zero or

more network functions, shown below each node.

constraint, i.e., the flow needs to be processed by ¢; first before it is processed
by ¢,. Another solution is to find a shortest path from the source v; to the first
network function ¢, which is (vy,vy), then from vy we find the shortest path
to ¢o, which is vy itself, then from vy to the destination. This solution results
in a path of (vq,vs,v5), which has a cost of 8. However, it can be verified that
path (vy,vs, vy, v3,v5) satisfies the SFC constraint and has the minimum cost of
6. From this simple example, we can observe that it is non-trivial to find a path
with minimum cost while satisfying the given SFC constraint.

We propose a novel solution by cleverly transforming the network graph, G,
to a new graph, G, in which the shortest path will be computed and mapped to a
path in G. We describe this algorithm in Algorithm 12 and explain its operations

in detail as follows.
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Algorithm 12 SFC-constrained shortest path algorithm

1:

2:

3:

10:

11:

12:

13:

14:

15:

16:

17:

18:

19:

20:

21:

22:

Require: G = (V,€), and SFC = (v, ¢1, ..., D, V).
Output: A shortest path from v, to v, that satisfies the SFC constraint.
// Initial Construction of G = (V,€)
for each v, in V do
Create r + 1 virtual vertices v?, ..., v7 and add

them to V.
end for

for each edge (v;,vg) in € do
for each v{ in V,, do

Pick vi* in V,, such that

j*:max{j : {¢Z+177¢]}g®vkajzl} (51)

Add edge (vi,v] ) to € .
end for
end for
// Pruning G
while there is a vertex v in V with no incoming edge(s) or outgoing edge(s),
except the source and destination do
remove v and the edges that connect to v.

end while

// Computing a shortest path

Define ¢ as the first network functions of the SFC that are available at the
source

Map the source v, € V to vl € V

Map the destination vg € V to v} € V

Use any shortest path algorithm (e.g., Dijkstra’s algorithm) to compute a
shortest path p from v! to v} in G.

Map p = (v, ...,vi ... v}) to path p = (vs, ..., Uk, ..., 04) in G.
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5.4.1 Constructing ¢
Initial G

Given a network represented by a graph G = (V, £) and and SFC = (vs, ¢1, ..., ¢, V),
we will construct a new graph G = (V,&). The vertices V are as follows. For
each vy, in V, we create r + 1 virtual vertices v (some of which will be removed
later), where ¢ = 0, ...,7. The idea is to ensure that each virtual vertex v has
the following reachability property: it is reachable from the source only if the
path from the source to v} satisfies the partial service function chain (¢y, ..., @;).
To do that, the edges in £ are established as follows. First, we use V,, to denote
the set of vertices in G that corresponds to vertex v, in G. We construct edges
in G as follows. For each edge (v;,v;) in G, an edge is established between each
pair of v} € V,, and U{ € V,,, where j* > i is the highest index for which the
set (Git1,-..,¢;+) is a subset of ®,,, as in Eq. (5.1). That means the selected
vertex vi* is either a vertex that represents the same network functions as v}, i.e.,
J* =1, or vf represents more network functions than v}, but this difference in
the network functions is supported by node v;,. For instance, v} can be connected

to v2 if the network function ¢, is supported by node vy, otherwise, we connect

it to vertex v}. The cost of edge (vf,v! ) is set to the same cost of edge (v, vy).

Pruned G

Note that some vertices in G only have outgoing edges and do not have any
incoming edges. Such vertices, except for the source, can be removed from G
because they will not contribute to any path from the source. For a similar
reason, we remove all the vertices that only have incoming edges and do not
have any outgoing edges. This procedure will create new vertices that do not
have any incoming edges or that do not have any outgoing edges. Hence, we

repeat this procedure until no such vertices exist.
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Computing a Shortest Path

After constructing graph G, we find the shortest path from a source v, in V to
a destination vy in ¥V with an SFC constraint of length r as follows. Assume that
the first ¢ network functions of the SFC constraint are available at the source. We
run any shortest path algorithm to find a path from v to v/} in G. The obtained
path is mapped to a path in G by replacing each vertex with its corresponding
vertex in GG. In some cases, the SFC constraint has some flexibility, which means
that some functions can be implemented in any order. So, we utilize that by
constructing a set of valid SFCs and for each SFC, we construct a graph G. Then,
we find the shortest path in each constructed graph G and pick the shortest path
among all of them. However, if we have a fully flexible SFC constraint, then the

number of valid SFCs for r functions will be 7!.

5.4.2 Detailed Example

In the following, we present a detailed example of constructing G for the
network in Fig. 5.2. In order to find a path from v; to vy with an SFC =
(v1, @1, P2, vs), we start by transforming the graph G into a new graph G as in
Fig. (5.3a). For each vertex vy in Fig. 5.2, we create three virtual vertices v?, v{,
and vi because the number of network functions specified by the SFC is two. The
edges in G are constructed as follows. For v9, we connect it to v2 € V,, as all the
functions are available in vy. However, we connect v{ to v} as only function ¢, is
available at node vy. The edge cost of (v?,v2) and (v),v}) is set to that of edge
(v1,v9) and (v1,v4) in G, respectively. We repeat the same procedure for each
vertex and obtain initial G. Then, we obtain pruned G by repeatedly removing
the vertices that do not have any incoming edges (except for the source) or that
do not have any outgoing edges (except for the destination). The final graph is
shown in Fig. (5.3b). The shortest path from v; to vs is (v?,v9, v}, vZ v2) (see

Fig. (5.3b)). This path is mapped to (v, vs, v4,v3,v5) in the original graph G.
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(b) Simplified G

Figure 5.3: Constructing G by utilizing a set of virtual vertices

5.4.3 Algorithm Analysis

We start by proving the correctness of the proposed algorithm in Theorem

5.4.1. Then, we show the performance of the pruning step in Lemma 5.4.2.

Theorem 5.4.1. A shortest path to the destination vertex v'y in G is a shortest

path to the destination vertex vg in G that satisfies the given SFC' constraint.

We first establish the following Lemma , which will be used in the proof of
Theorem 5.4.1.

Lemma 5.4.1. A path to any vertex vi in G is also a path to vy, in G that

guarantees satisfying the partial service function chain (¢1,. .., ¢;).
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Proof. We will prove Lemma 5.4.1 by induction.

Let denote a path to vertex v as (v2,...,v/,v5). The base case is the trivial

s

case, which is that a path to v¥ satisfies zero netwok functions. The induction

hypothesis is that a path to v/ is a path to v; in G that satisfies the partial

service function chain (¢1,...,¢;). We want to show that a path to v} is also
a path to vy in G that satisfies the partial service function chain (¢q,. .., ¢;).
Based on our construction of G, the edge (vlj,v,i) can be established if the set
{pjt+1,...,¢i} is a subset of ®,,. Moreover, by the induction hypothesis, a path
to v, satisfies network functions in (¢4, ..., ¢;). As aresult, a path to v, includes
the network functions supported by v;, which is (¢1,...,¢;), and the network
functions supported by vy, which is {¢j41,...,¢;}. That would be the chain
(¢1,...,¢;). This completes the induction step.

O

Proof of Theorem 1. Let P denote the set of possible paths from v! to v7 in G.
Based on Lemma 5.4.1, all the paths in P satisfies the 7 network functions. The
set of paths P can be mapped to a set of paths P in G. We can use any shortest
path algorithm to select the shortest path p € P, and its mapping in P will be
the shortest path in G. n

Next, in Lemma 5.4.2, we show that the pruning step will reduce the size
of the new constructed graph G, which leads to an efficient computation of an

SFC-constrained shortest path.

Lemma 5.4.2. If the probability of availability of each network function at any
node is z, then the pruning step will remove at least 0.5z|V| nodes and 0.5z|E|

edges of the initial G.

Proof. For any pair of nodes (v, vy), if the probability that function ¢; is available
at node vy, is z, then virtual vertex vl"’l will be connected to v; with probability
z. Similarly, for any other pairs of the form (v,,, vx). In such cases, virtual vertex

vz_l will have no incoming edges and will be removed in the pruning step. So, for
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any pair of vertices, we can remove one vertex with probability z, i.e., reducing
the number of vertices by a half. So, the overall number of removed vertices is
at least 0.5z|V|. If we assume that the edges are uniformly distributed in the
graph, then for a certain percentage of the removed nodes, we will remove their
corresponding edges, which results in a similar reduction in the number of edges.
A special case is when z = 1, then the number of vertices and edges will be the

same of the original graph, G. m

5.4.4 Algorithm Complexity

For the initial G, the number of vertices will be at most |V| = (r + 1)|V|,
and the edges |E| = (r + 1)|€]. The complexity of constructing G is O(|V|?).
Then, after the pruning step, the number of vertices (resp., edges) will be at most
V| = 0.52|V]| (resp., |€'] = 0.52|&|), where z is the probability of availability
of network functions at any vertex. We construct G only once for a given SFC
constraint. Then, if we use Dijkstra’s algorithm to find an SFC-constrained

shortest path on the pruned G, the complexity is O(|&’| log [V']).

5.4.5 Throughput-Optimal Routing with SFC Constraints

A general framework for throughput-optimal routing, called Universal Max-
Weight (UMW) policy, has been proposed in [66]. In the UMW policy, each
source maintains a virtual queue for each physical queue in the network. When
a packet arrives, it computes the shortest path based on the length of the virtual
queues. UMW policy considers different types of traffic. In the case of unicast
traffic, we are able to extend the UMW policy for traffic with SFC constraints.
We do that by integrating our SFC-constrained shortest path algorithm with
the UMW policy. The UMW policy with our shortest path algorithm remains

throughput optimal. The proof of throughput optimality is omitted here since
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it is exactly the same as that of |[66]. We provide some numerical results and

interested readers can refer to [66] for further details about the UMW policy.

5.5 SFC-constrained Maximum Flow (SFC-MF)

The maximum flow problem is a classic problem, where the maximum possible
flow from a source node to a destination node needs to be computed. Classic
maximum flow algorithms ensure that the flow on each edge does not exceed
its capacity, and the flow conservation constraint is satisfied. Service function
chains constraints, which require each flow to traverse a set of network functions
in a pre-specified order before reaching its destination, make this problem more
challenging. In this chapter, this new SFC-constrained Maximum Flow problem
is referred to as the SFC-MF problem. Note that the classic maximum flow
algorithms (e.g., Ford-Fulkerson) are not directly applicable to SFC-MF due to
the new constraints. We consider an undirected graph in which edges can be used
to send flow in either direction, but the total flow in both directions cannot exceed
the edge capacity. Also, we consider that each function has only one instance in
the network. For an SFC constraint defined as SFC = (s, ¢1, ..., ¢,, d), we define
a commodity «; for each segment of the SFC, i.e., commodity a; has a source s
and destination ¢, while commodity o, has a source ¢, and destination d. We
use P,, to denote the set of all possible paths for commodity «;. The capacity
of edge e is denoted by c.. Also, we let z,, denote the amount of flow sent over

path p. We formulate the SFC-MF problem as follows.

max A\, (5.2)
subject to

Z T, >\, Vay, (5.3)

PEP;

Z Z r, <c., Ve€’, (5.4)

a; p:e€p,p€Pq,
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2, >0, Vp€ Pa, (5.5)

where Eq. (5.3) is the total flow for commodity «; over all of its possible paths.
Eq. (5.4) ensures that the amount of flow for all commodities over an edge does
not exceed its capacity.

Problem (5.2) is a special case of the fractional multicommodity flow (FMCF)
problem when the demand of all commodities is one. It can be solved using any
LP algorithm, or approximation algorithm [76,77]. An interesting use case is
when a service provider needs to virtualize a particular network function in its
network during an early stage of NF'V deployment. So, we consider the problem
of computing the maximum flow with the constraint that all packets must pass
through this new VNF. For instance, suppose that we have an SFC constraint
as in Fig. 5.4(a), and we want to virtualize only function ¢;. For the network
shown in Fig. 5.4(b), most of the nodes support some PNFs. So, we can pick a
node, say node vs, to become a virtualized node and host the VNF ¢;. Then, we
may need to compute the maximum flow from any PNF to another PNF through
node vs. For this case, we propose an elegant combinatorial algorithm based on

the Ford-Fulkerson algorithm in the following subsection.

5.5.1 Maximum Flow with One Must-stop Node Algorithm

We denote the maximum flow with one must-stop node t as F ;d. Let Py
(resp., Pia) be the set of all paths between node s and ¢ (resp., t and d). Then,
F} ; can be defined as the maximum feasible flow that can be sent simultaneously
from s to t, over Py, and from ¢ to d, over Py. We use Fs; (resp., Fyq) to
denote the maximum feasible flow that can be sent over Py (resp., Py). To
compute F ;’d, we start by adding a virtual node T' to the graph and connect it to
the source, s, and destination, d, with infinite capacity. Then, we compute the
standard maximum flow for the following cases: (1) The maximum flow from ¢ to

T, divided by 2, denoted by I 1/2; (2) Fiy; (3) Fia. Then, F!; is the minimum
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&&

) An SFC constraint. All function are

PNFs except ¢;, which is VNF.

(b) A network, where all PNFs are sup-
ported at different nodes, while a VNF is

supported at node vs.

Figure 5.4: Example of an SFC constraint where only one function, ¢;, will be

virtualized at node vs.

Figure 5.5: A network with must-stop node ¢ and an added virtual node T

among the above three quantities. We can define F; v as the maximum feasible
flow that can be sent from ¢ to 1" over both Py and P,;. Since we consider
undirected graphs, then, the maximum flow from s to ¢ and from ¢ to s will be
the same. In the following, we show an example of how to compute the maximum
flow through node ¢ for the network shown in Fig. 5.5. First, we connect a virtual
node T to nodes s and d with infinite capacity. Then, we compute these three
quantities, F} r/2, Fy;, and F, 4, which will be 1.5, 2, and 2, respectively. It can
be verified that the minimum of them is 1.5, which is equal to the maximum flow
from node s to d through node t.

We prove this result in Lemma 5.5.1.
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Lemma 5.5.1. F,; = min{F, /2, Fy, Fya}.

Proof. We start by showing that F} r/2, Fy, F; 4 are upper bounds for F. St 4 Then,
we show that the minimum of these three values is also a lower bound of F} ;.

We state the following upper bounds.

o [ 5 4 < Fir/2 as we cannot send more than half of F}  simultaneously over

Pst and Ptd .

e I} ; < F,, because all flow from node s should reach node ¢ before reaching

node d.
° Fst a < Fiq because all flow reaching node d should pass by node ¢ first.

Then, we prove that the minimum of these upper bounds is also a lower bound.
We present three cases: each case corresponds to when one of the upper bounds
is the minimum as follows.

Case I: when F; /2 is the minimum, we will show that we can always send
F, 7/2 simultaneously over Py and Pyy. First, let Fyr = Ny + Ny, where N;
(resp., N2) is the amount of flow that is sent over Py (resp., Pyq) paths in the
current realization. We have three subcases: A) N; = Ny, B) N; > Ny, and C)
N1 < Ny, which are discussed in the following.

Case I-A: when N; = N,. This is a trivial case. It is easy to see that we can
send Fi /2 simultaneously over Py and Pyq.

Case I-B: when Ny > Ny, i.e., Ny = Fyr/2+ c and Ny = Fir/2 — ¢, for a
positive ¢. We will show that we can always remove ¢ units of flow from Py
paths and send the same amount over Py paths, where this reallocation of flows
will make Ny = Ny. We use z,, to denote the current flow over path p. Also, for
one realization of the maximum flow over paths in Py, we use m; to denote the
amount of flow sent over every path p in P;y. Due to the intersection of edges of
paths in P and P4, the capacity of these edges is shared by such paths. So, a

flow over a path in Py, may affect the amount of flow over some paths in Py, i.e.,
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making z,, less than z7, for such paths. Since ZpE'Pm x;, = Fy 4, which is greater
than F, 7/2, then, it is feasible to reallocate ¢ units of flow to over Py, paths; the
details are provided in the following.

Since Fj 4 is greater that N, then, we can find a set of paths in Py, that
satisfy z, < x},, so, we pick one of them and denote it as p;. Then, for the set
of paths in Py that intersect with some edges of path p;, we select a path p,
that has positive z,, and intersects with path p; at an edge that is the nearest
to node d. Let p; = (e1,...,ef,€p41,...,€p), and p; = (€1,...,€, €141, -, Em),
with ey € p; is the closest edge to node d that intersects with €, € p;, i.e.,
ey = €. Since ey is the closest edge to node d that intersects with a path in Py,

then, edges (efy1,...,€,) can support x, — x,, units of flow. Next, we define

/

h = min(z,,

_—,,,T,,, c) and cancel this amount of flow over path p;. As a result,
edges (€, €141, - - ., €m), which are part of p;, will be able to support an additional
h units of flow. Finally, we construct a path p. by taking edges (€;, €41, ., €m)
from p; in reverse order, i.e., (€p,...,€41,€), and edges (ef41,...,€,) from p;,
and forming a new path p. = (€, ..., €141, €1, €441, - - ., €,). We can see that over
path p. we can send additional h units of flow from node ¢ to d.

We subtract h from ¢ and repeat the same process until the value of ¢ becomes
zero. This is feasible because as long as the amount of flow sent over Py is less
than F} /2, then, we can find a path p in Py, with z, < z;,. Also, we assume

integral capacity of edges, so, by using Ford-Fulkerson algorithm, the value of

/
N17N27xp7x

»» and Fir are integral. In addition, the value of ¢ is a multiple of

0.5 because ¢ = Ny — Fir/2. From this, we conclude that the value of h is a
multiple of 0.5. So, in at most 2 x Fst’d iterations, we can make N; = N by the
above procedure.

Case I-C: this is a symmetric case of Case I-B.

Case II: when Fj; is the minimum, we will show that F§, can be sent simul-

taneously over Py, and P,y paths. Since Fj,; is the maximum flow that can be
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sent over paths in Py and we have that F;r/2 > Fy;, then F,p > 2F,;. That
means the amount of flow sent over Py, should be at least Fj ;.
Case III: when F} 4 is the minimum. The proof of this case follows the same

argument as that of Case II. m

After we find the value of the maximum flow, it remains to find the actual
flow on each edge and the direction of the flow. To do that, we again use a virtual
node 71" and connect it to the source s and destination d, but with a capacity of
F st 4- Then, we compute the maximum flow in this new graph from ¢ to 7. When
a path includes edge (s, T'), then the flow on the links along this path is reversed.

That would give us the amount of flow and direction on each edge.

5.6 Virtual Network Functions Placement

In this section, we are interested in the question of how to place VNFs such
that the value of the maximum flow with SFC constraints is equal to the value
of the original maximum flow without SFC constraints. The maximum flow
under SFC constraint is not expected to remain as the original maximum flow,
depending on the placement of the required network functions specified by the
SFC constraint. Moreover, in order to minimize the total operational expenses of
adding commodity servers in the network to support VNFs, we aim to minimize
the number of network nodes where these functions will be placed. We assume
that all VNFs can be hosted at any node. We start by formulating the problem
and proving its NP-hardness.

We let P’,q denote the set of admissible paths from node s to d for a given
SFC constraint. We want to select a minimum number of nodes such that the
total flow over the admissible paths P’y is the original maximum flow (without
any SFC constraint). Define k; as a binary variable to denote whether node i

hosts the required VNFs (i.e., node i is a virtualized node). Also, x, denotes the
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amount of flow over path p. We use F;, to denote the original maximum flow.

The problem can be formulated as follows.

min Z k;, (5.6)

1€V\{s,d}
subject to

Z Tp = L'sd, (57)
PEP’ 54

Z r, <c., Veek, (5.8)
p:e€ep
z, >0, VpePy, (5.9)
k; € {0,1}, Vi, (5.10)

where the objective is to minimize the number of virtualized nodes, described by
(5.6). Eq. (5.7) ensures that flow over all admissible paths equals the original
maximum flow, while Eq. (5.8) ensures that the total flow over an edge does not
exceed its capacity.

Next, we will show in Lemma 5.6.1 that this problem is NP-hard based on a

reduction from the classic set-cover problem.

Lemma 5.6.1. The minimum placement of VNFs to achieve the original maxi-

mum flow is NP-hard.

Proof. We prove that by a reduction from the minimum set-cover problem. In the
set-cover problem, we are given a set M of n elements, M = {my, ms,..., m,},
and a collection of subsets & = {s1, s9,..., 5}, where each s; is a subset of M
and the union of all subsets in § is M. The minimum set-cover problem is to
find the minimum number of subsets in S such that their union is M. So, given
an instance of the set-cover problem (S, M), we will reduce it to our problem.
We construct a graph G = (V,€). Each vertex in V corresponds to a subset in
S, plus one vertex as a source and one vertex as a destination. For each element

m; € M, we construct a path that connects the subsets containing element m;
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in any order and connect the first node in this path to the source and the last
node to the destination. The capacity of each edge along the constructed path
is set to one; if an edge has been established before, its capacity is increased by
one. So, each constructed path will contribute a unit flow to the maximum flow.
If we can solve the minimum set-cover problem, then the corresponding vertices
in G will cover all possible flow because each element in the set corresponds to a
unit of flow. Similarly, if we can find the minimum number of vertices to achieve
the maximum flow, then, each unit of flow will pass by one of these vertices, so

the corresponding subsets will cover all elements in M. O

The hardness of the problem comes from two parts. First, the maximum
flow can be achieved through a different set of paths, which are hard to list,
and each set of paths may yield a different placement. Moreover, finding the
minimum number of nodes to cover a set of paths is also NP-hard [72]. Also, it is
worth noting that if we consider service function chains where functions cannot
be hosted at one node, then the problem becomes harder.

The formulation in (5.6) has an exponential number of constraints as it re-
quires to list all admissible paths in Eq. (5.7), which could be exponential. So,
we provide an equivalent formulation for the problem that can be solved using

any Integer Linear Programming (ILP) solver.

5.6.1 ILP Formulation of VINFs Placement

First, we introduce the following notations. We use 3- (resp., f}]) to denote
the amount of unprocessed (resp., processed) flow on link (7, j) by the VNFs of
the SFC constraint. Also, we use ;% (resp., §; ) to denote the set of incoming
(resp., outgoing) edges of node i. Finally, we use ¢;; to denote the capacity of

edge (i,7). The problem becomes:

min Y ki, (5.11)

1€V\{s,d}
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subject to

Z JQZ'_’_ Z fjli - Z zok + Z leka (5.12)

jes; jes; keo; kes;

D Th=kid_ fi+ Y Fi (5.13)
kes; jesf jest

> % =Fua, (5.14)
keds

> fja=Fua (5.15)
jesy

D+ fl <ey V(05)€E, (5.16)
ki € {0,1}, (5.17)
fl>0, Vijevte{o1} (5.18)

where, when not specified, i € V\{s,d}. Eq. (5.12) is the standard flow conser-
vation constraint, while Eq. (5.13) is to ensure that the amount of processed flow
leaving node 7 is either an unprocessed flow that is processed by node i or a flow
that has been processed by other nodes before entering node i. Eq. (5.14) and
(5.15) ensure that the unprocessed flow from the source will reach the destination
as a processed flow, and the amount of this flow equals the original maximum
flow. Eq. (5.16) ensures that the amount of both processed and unprocessed flow
over each edge does not exceed its capacity. A node is either an intermediate
node or virtualized node (i.e., hosts all the VNFs), which is considered by the
binary variable k; in Eq. (5.17).

The formulation in (5.11) can be solved by any ILP solver, which we were able
to solve for large instances (e.g., for network with 100 nodes) in a few minutes.
Moreover, we show by simulations that the maximum flow can be achieved by
placing the VNFs at a small number of nodes even when the graph is large. This
indicates that the operators may be able to introduce VNFs in their networks at

a low starting cost without impacting the amount of flow that can be sent.
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Figure 5.6: Graph size of our approach compared to the layered approach.

5.7 Numerical results
5.7.1 SFC-Constrained Shortest Path Results

In this subsection, we evaluate the proposed SFC-constrained shortest path
algorithm, and compare its performance with the layered graph that was pro-
posed in [67,68]. The layered graph is constructed by replicating the original
graph r + 1 times, where each replication is a layer. Each layer ¢ < r is con-
nected to layer 7+ 1 by connecting the nodes that host the i-th network function
in layer ¢ to the same set of nodes in layer ¢ + 1. Then, a shortest path is com-
puted from the source in layer one to the destination in layer » + 1. We consider
an SFC represented as (s, ¢1, ¢2, ¢3,d), and each function, ¢;, is available at each
node with a probability of 0.5. We compare the results in term of the constructed
graph size, which is the number of nodes plus the number of edges. We should
note that the smaller the size of the constructed graph, the lower the complexity
of any shortest path algorithm. We repeat each experiment for 10 times, and

report the average result. In Fig. 5.6(a), we can see that the size of the layered
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Figure 5.7: Throughput-optimal routing with SFC constraints.

graph is larger than the graph constructed by our approach. Moreover, as the
probability of availability of functions in each node increases, our approach has
a very small graph size compared to the layered graph, as shown in Fig. 5.6(b).
Moreover, we integrate our SFC-constrained shortest path with the throughput-
optimal routing proposed in [66] to have an SFC-constrained throughput-optimal
routing algorithm. We conduct simulations for the network shown in Fig. 5.7(a),
where multiple instances of different network functions are available at some ver-
tices. We have two flows: flow f; from vy to vg with an SFC = (vy, ¢y, ¢9, v6) and
flow fy from v7 to vs with an SFC = (vr, ¢1, ¢3, v5). We assume a unit capacity
for each link, i.e., one packet can be sent over each link at each time slot. It can
be verified that the max flow rate that can be supported is 2 and 1 for flows f;
and fy, respectively, which is a point at the boundary of the optimal throughput
region. We run experiments with Poisson arrivals for flows f; and f; with rates
A1 = 2p and Ay = p, respectively, where 0 < p < 1. We run experiments for 10°
slots, the first 10* slots are excluded to consider the average queue lengths in

the steady state. From the result in Fig. 5.7(b), we can see that as long as the
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arrival rate vector is strictly within the capacity region (i.e., p < 1), the average
total queue length is kept finite under the SFC-constrained throughput optimal

routing.

5.7.2 VNFs Placement Results

In this subsection, we show some simulation results for the ILP placement.
We start by solving the placement for the network shown in Fig. 5.8(a). We can
see that the maximum flow from node v; to node vg is 8, which can be through
different set of paths. But, we want to minimize the number of nodes to place
the required function on them and still achieve the maximum flow of 8. It can
be verified that a placement at node vg only is sufficient, i.e., the maximum flow
from node v; to node vg through node vg is 8. Now, we provide a result for more
general graphs. We consider random graphs with a different number of nodes
from 10 to 100. Each node has an average degree of |V|/3, and the capacity of
edges are uniformally distributed between 2 and 10. We repeat each experiment
for 20 times and report the average result in Fig. 5.8(b). Based on the result, we

can see that for different graph sizes, we need a small number of nodes to achieve
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the original maximum flow. That would be an incentive for network operators to
introduce VNFs in their networks with low cost without impacting the capacity.
The running time of the ILP solution ranges from a few seconds for small graphs

to few minutes for large graphs.

5.8 Conclusion

In this chapter, we have investigated several issues that arise from Service
Functions Chains (SFC) constraints in networks with combined PNFs and VNFs.
We solved the SFC-constrained shortest path problem by a transformation of
the network graph to a new graph, which ensures an efficient computation of an
SFC-constrained shortest path. We also investigated the problem of an SFC-
constrained maximum flow problem. We formulated the problem as a fractional
multicommodity maximum flow problem and presented a combinatorial solution
for a special case. Lastly, we considered VNFs placement from a maximum flow
perspective. Our objective is to achieve the original maximum flow in the network
while satisfying a given SFC constraint. We showed that the problem is NP-hard.
Then, we provided an equivalent ILP formulation, which can be solved in a few
minutes for large instances. An interesting problem for future work is to develop
a combinatorial algorithm for computing the SFC constrained maximum flow in
general. It is also important to find an approximation algorithm for the VNFs

placement problem we formulated in this chapter.
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CHAPTER 6
CONCLUSION

6.1 Summary

In this dissertation, we studied the problem of deploying VNF-nodes and al-
locating their capacities. We showed how to overcome the non-submodularity of
the problem by introducing a novel relaxation method. By utilizing a decompo-
sition of the problem and a novel network flow reformulation, we were able to
prove submodularity of the relaxed placement subproblem and develop efficient
algorithms with constant approximation ratios for the original problem. Through
extensive evaluations based on trace-driven simulations, we showed that the pro-
posed algorithms have a performance close to the optimal solution and better
than a heuristic algorithm.

Then, we showed that considering the multi-dimensional setting along with
the budget, limited resources, and fully flow processing constraints introduces
several new challenges. However, through a two-level relaxation, we were able to
develop an efficient placement algorithm. In addition, we utilized the primal-dual
technique to design efficient resource allocation algorithms that properly handles
the multi-dimensional setting. Although the second-level relaxation results in a
smaller approximation ratio (a factor of 1/2), we showed through simulation that
its impact of the empirical performance is negligible. Besides, the simulation
results agree with the derived approximation ratio of both resource allocation
algorithms. Specifically, the simulation showed that for a smaller resource stretch
Z and larger number of nodes, the NRA algorithm works better; when Z becomes
large enough, the PRA algorithm is better than the NRA algorithm and reaches

the performance of the optimal solution earlier.
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After that, we have further taken a deeper look at submodularity. we in-
vestigated a new problem of robust sequence submodular maximization. We
discussed the unique challenges introduced by considering sequence functions
and ensuring robustness guarantees. To address these novel challenges, we pro-
posed two robust greedy algorithms and proved that they can achieve certain
approximation ratios for the considered problem, assuming forward-monotone,
backward-monotone, and sequence-submodular functions. We further introduced
approximate versions of sequence submodularity and backward monotonicity and
showed that the proposed algorithms can also provide performance guarantees
under a larger class of weaker assumptions based on such generalized properties.

Finally, we have investigated several issues that arise from Service Func-
tions Chains (SFC) constraints in networks with combined PNFs and VNFs. We
solved the SFC-constrained shortest path problem by a transformation of the
network graph to a new graph, which ensures an efficient computation of an
SFC-constrained shortest path. We also investigated the problem of an SFC-
constrained maximum flow problem. We formulated the problem as a fractional
multicommodity maximum flow problem and presented a combinatorial solution
for a special case. Lastly, we considered VNFs placement from a maximum flow
perspective. Our objective is to achieve the original maximum flow in the net-
work while satisfying a given SFC constraint. We showed that the problem is
NP-hard. Then, we provided an equivalent ILP formulation, which can be solved

in a few minutes for large instances.

6.2 Future Work

Our work also raises several interesting questions that are worth investigating
as future work.
First, we would like to consider a joint problem of placement, routing, and

capacity allocation and investigate the impact of dynamic routing on the value of
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the objective function. Despite the expected additional challenges due to routing,
especially with integral resources and service function chaining as shown in [23],
we plan to further investigate whether our proposed framework can be extended
to more general settings with joint placement and routing. In fact, we have shown
that our proposed framework can be extended to joint placement and resource
allocation problems in settings with multiple network functions and multiple
types of resources [63].

Second, in this work, we have assumed that each VNF-node has a fixed
capacity. However, it is worth considering the capacity optimization problem at
each VNF-node based on the demand of network flows, the deployment cost, and
the considered objective function. A direct extension of the current model is to
optimize the number of servers at each VNF-node in a setting where each server
has a different cost and/or a processing capacity. We can modify the current
model to accommodate the extension by replicating each node into multiple
virtual nodes, each of which has its own cost and processing capacity. In addition,
we will need to update the path of each flow to include the virtual nodes as well.
We believe that the proposed framework can be applied to the modified model
in a straightforward manner.

Third, we would like to develop more efficient algorithms with better approxi-
mation ratios in the general settings of robust sequence submodular maximization
and investigate the possibility of obtaining similar results under the assumption
of generalized /approximate forward monotonicity.

Finally, an interesting problem is to develop a combinatorial algorithm for

computing the SFC constrained maximum flow in general.
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