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ABSTRACT

AN ADAPTIVE SINGLE-STEP FDR CONTROLLING PROCEDURE

Vishwanath Iyer
DOCTOR OF PHILOSOPHY

Temple University, May, 2010

Dr. Sanat Sarkar, Chair

This research is focussed on identifying a single-step procedure that, upon
adapting to the data through estimating the unknown parameters, would
asymptotically control the False Discovery Rate when testing a large num-
ber of hypotheses simultaneously, and exploring some of the characteristics of

this procedure.
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CHAPTER 1

Introduction

1.1 Motivation

Statisticians today face a different challenge from what they faced a few
decades ago. Faster computers, cheaper storage, and better methods of data
collection have made it possible to collect and analyze extensive amounts of
information. The focus has shifted from conducting a small experiment specif-
ically designed to answer one or two important questions, to conducting large
general experiments and collecting vast amount of information so as to answer
many different questions from a single experiment. This has caused some of the
multiplicity concerns addressed early in the statistical literature to re-surface,
but on a much larger scale.

One area where this is commonly seen is in the use of DNA microarrays
that are used to answer questions about thousands of genes based on a single
experiment. The nature of these experiments is more exploratory than con-
firmatory. The practice of conducting experiments that allow the investigator

to answer many questions not specified apriori is becoming more prevalent.



In these circumstances, traditional methods of error control are no longer op-
timal. The investigator typically is more interested in controlling the rate of
false positives rather than controlling the probability of making a single erro-
neous decision. The number of hypotheses being tested, and the exploratory
nature of the experiments has necessitated the use of new testing procedures,
and novel methods of error control, and this is the primary thrust of this thesis.

Since some of the applications discussed in this thesis are in the field of
DNA microarrays, a brief introduction to this area is presented here. DNA
microarrays are the most recent technological innovation reshaping the field of
molecular biology. Traditional methods in molecular biology generally worked
on a ”one gene in one experiment” basis. However, this meant that the whole
picture of genome function was hard to obtain.

In the past few years, the new technology of DNA microarrays has shown
the potential to monitor the entire genome on a single chip so that researchers
can have a clearer picture of the interactions among thousands of genes simul-
taneously. A DNA microarray is an orderly arrangement of samples providing
a medium for matching known and unknown DNA samples based on a num-
ber of rules. An experiment with a single DNA chip can provide researchers
information on thousands of genes simultaneously.

There are 2 major applications for the DNA microarray technology: 1)
Identification of gene sequence and 2) Determination of expression level. The
methods proposed in this thesis pertain to the second application. Certain
diseases, or even differential responses to treatments are often caused by genes
that are inappropriately transcribed - either too much or too little - or missing

altogether. These differences in gene transcription can be picked up by mea-



suring the differences in expression level between an experimental and control
cell line from a DNA microarray experiment. The design and analysis of a
DNA microarray experiment involves many steps, from choosing cell popu-
lations through chip fabrication to scanning and reading the output. There
are also many steps involved in normalizing, and scaling the output. This
manuscript does not get into the details of those processes, the readers are
referred to the web-site by Dr. Leming Shi, and other references mentioned
on the web-site for more details. However, the next chapter does include a
literature review of some current statistical methods used in the analysis of
microarrays.

An introduction to various types of error rates in the multiple testing sce-
nario is described below, including a more recently proposed error type called
the False Discovery Rate (FDR). FDR is defined as the expected number of
false rejections, and is therefore less conservative than the traditional error
rates. This makes FDR control a very attractive option in an exploratory set-
ting. The second chapter includes a detailed description of existing hypotheses
testing procedures that provide FDR control as well as some other procedures
that do not provide FDR control but are commonly used in DNA microar-
ray analysis. Chapter 3 provides details of our proposed adaptive procedure,
and its application to a simulated DNA microarray dataset. The proposed
procedure is also compared to a widely used method for microarray analysis.

Chapter 4 explores further extensions to our proposed procedure.



1.2 Basic concepts in hypothesis testing

A hypothesis is traditionally defined as a statement about a population
parameter. Testing a hypothesis typically involves making a choice between
two complementary hypotheses, called the null and alternative hypotheses
based on information gathered on a subset of the population, referred to as
a sample. Most hypothesis testing procedures involve a decision on the null
hypothesis, whether to "accept” or to "reject” the null. Since this decision
is based only on information gathered from a fraction of the population, it is
likely that one could make an ”error” in making this decision. There could be

of 2 types of errors that one could make when dealing with a single hypothesis:
e Type I: This happens when a true null hypothesis is rejected as false.
e Type II: This happens when a false null hypothesis is accepted as true.

A good testing procedure is one which minimizes the probability of making
errors. As is apparent from the definitions, reducing one type of error leads to
inflating the other type. Traditionally, controlling the Type I error has been
considered to be of greater importance. However, there could be more than
one test that would control the Type I error at a certain level. In such cases,
the Type IT error (or Power, defined as 1-Type II error) is used to compare, and
chose the "best” testing procedure. In other words, the process of finding the
"best” testing procedure is as follows: Find all the tests that control the Type
I error at a certain level, and from these tests, choose the one that maximizes
the Power.

Frequently, however, a researcher is confronted with the situation where

an experiment involves testing more than one hypothesis. One could employ



the same idea described earlier, and make each comparison individually. How-
ever, such a procedure does not control the overall Type I error for the entire
experiment, because it does not account for the multiplicity effect. For exam-
ple, very often in clinical trials, a researcher would like to compare the effects
of different doses of the experimental drug with the control. The hypothesis
of interest in this case could be to determine whether the experimental drug
and the control are the same. If one looked at each comparison individually,
and concluded that the experimental drug and control are not the same based
on a significant result of just one comparison, then that would lead to incor-
rect inferences for all the other comparisons which would ultimately result in
a spurious overall result. Multiple comparison procedures (MCPs) take into
account the multiplicity effect and ensure the simultaneous correctness of a
set of inferences so as to guarantee a correct overall decision. The section be-
low describes some of the different error rates involved in multiple hypothesis

testing. We begin with a definition of a family of hypotheses.

1.3 Families

A separate inference approach to multiple related inferences could lead to
many erroneous false significances. One therefore needs to look at a combined
measure of errors. However, this approach only makes sense if the inferences
are related in some manner. Such a collection of inferences for which it is
meaningful to take into account a joint measure of errors is called a family.
However, just what exactly constitutes a family depends on whether the exper-
iment is of an exploratory or confirmatory nature. Typically, in an exploratory

setting, the set of all plausible inferences is considered as a family, while in a



confirmatory setting, the set of inferences that constitute a family are stated
in advance. This means that families can be classified in a number of different
ways. For example, one broad classification of families could be finite and
infinite families. It is easy to think of everyday examples of finite families.
In some problems, however, the researcher may wish to examine any contrast
among the group means, in which case, the family of all potential inferences
would be infinite.

Another method of classifying families could be hierarchical and non-
hierarchical families. Hierarchical families are those which contain a set of
hypotheses that are "nested” in some sense. For example, let us say a family
contains 2 hypotheses H, and H,. If H, implies H;, then the hypotheses are
said to be "nested” and the family is said to be a hierarchical family. Examples
of hierarchical families would be the set of hypotheses testing multiple doses
of an experimental drug against a control when a "true” dose-response exists,
or testing for non-inferiority first and then superiority of an experimental drug
against control. Families that contain hypotheses not having such implicit

nesting relationships are called non-hierarchical families.

1.4 Error Rates in multiple hypotheses testing

As mentioned earlier, there are two error types involved when testing a sin-
gle statistical hypothesis. However, when testing a family of hypotheses, there
exist joint measures of errors, some of which are introduced in this section.
The following table is used to further illustrate the different error rates based

only on the Type I error.



Table 1.1: Multiple Hypothesis Testing Scenarios

Accept | Reject | Total
Null True U %4 ko
Alternative True T S k1
A R k

1. Familywise Error Rate (FWER): Defined as the probability of making

any error in the given family of inferences.

FWER = Pr{V > 0}

2. Per Family Error Rate (PFER): Defined as the expected number of errors
in the family.
PFER = E{V}

3. Per Comparison Error Rate (PCER): Defined as the expected proportion

of Type I errors.
E{V}

PCER =
CER k:

4. False Discovery Rate (FDR): Defined as the expected proportion of false

rejections when there is at least 1 rejection.

FDR=FE [%J(R > 0)}

Of the four, the FDR is the most recent development, first proposed by
Benjamini and Hochberg (1995). This thesis will focus on procedures that
control FDR. The following chapter includes a discussion on various methods
that provide FDR control. This chapter does not detail other error controlling

procedures; for a detailed review of those procedures, the reader is referred to



Hochberg and Tamhane (1987) or Hsu (1996). Also, note that error control
can be of 2 kinds, strong or weak. A procedure that controls the Type I error
only under the null hypothesis is said to control the error in the weak sense. On
the other hand, a procedure that controls Type I error under all configurations
of the parameter under investigation is said to control the error in the strong
sense. Control will generally be assumed to mean strong control unless stated

otherwise.

1.5 PRDS property

Many of the results discussed in the subsequent chapters do not require
independence of test statistics, and are true for statistics satisfying the PRDS
property, so a definition of the property is given here. This property was first
defined by Benjamini and Yekutieli (2001). A set D is called increasing if

x € D and y > x implies that y € D as well.

PRDS property: For any increasing set D, and for each i € Iy, P(X €

D|X; = x) is nondecreasing in z.

The PRDS property is a relaxed form of the positive regression dependency
property , in that conditioning is only on one variable at a time, and required
to hold for only a subset of the variables. If X is MTP, (Karlin and Rinott

(1980)), then X is positive regression dependent, and therefore also PRDS.



1.6 General Notation

Certain notational conventions will be followed throughout this thesis.
One-sided tests are assumed to be right tailed tests. The number of hypothe-
ses being tested are indexed by the variable k, while the number of replicates
are indexed by n. Let Hy, Hs, ..., H be the set of null hypotheses with alter-
native hypotheses Hy, Hs, ..., Hy. Let Ty, Ty, ..., T}, be the corresponding test
statistics and Pp, P, ..., P, be the corresponding p-values. Some of the tests
may use ordered test statistics or ordered p-values. These are denoted by
Tay < Ty < ... < Ty or Py < Py < ... < Pyy. For each ordered test
statistic T(;) or p-value F;), the corresponding null hypothesis is referred to as
H ;. For step-wise procedures that compute a different critical value for each

hypothesis, these critical values are denoted by ¢y, co, ..., cg.
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CHAPTER 2

Literature Review

2.1 FDR Controlling Procedures

It is easy to see from the definitions given in the previous chapter that any
procedure that controls the FWER in the strong sense would also control the
FDR. So, all of the methods that control the FWER could be used as FDR
controlling procedures. However, there may be instances where FWER control
is seen to be too restrictive, and one needs procedures that only control the
FDR without worrying about FWER control. The following is a brief review

of some of the recently published literature on FDR controlling procedures.

2.1.1 Benjamini-Hochberg procedure

Benjamini and Hochberg (1995) proposed using the FDR as an alternative
form of control to the FWER in certain situations. The definition of FDR
proposed by Benjamini and Hochberg is motivated by Sorig (1989). Benjamini

and Hochberg also describe a sequential procedure that would control the FDR,
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as described below:

Benjamini-Hochberg (BH) Procedure: Let m be the largest ¢ for which

Py < %q*; then reject all H),7i=1,2,...,m.

Benjamini and Hochberg showed that the FDR of the above procedure is
always controlled at ¢* under the assumption of independent true null hypothe-
ses and any configuration of false null hypotheses. Note that the above proce-
dure uses the critical constants first mentioned by Simes (1986) when testing
the intersection of the null hypotheses. Assuming independent p-values, Simes
had shown that his procedure would control FWER under the intersection null
hypothesis, however Hommel (1988) showed that the extended procedure for
individual hypotheses is not controlled in the strong sense. Hochberg (1988)
showed that a step-down (in terms of p-values) procedure with Holm (1979)-
type critical values would provide strong FWER control. The BH procedure is
also a step-down procedure, similar to the one proposed by Hochberg. That is,
one first starts with the largest p-value Py and compares it to a. If Py > «,
then one proceeds to the smaller p-values until one satisfies the condition
Py < %a. If the condition is not satisfied till the end, the last comparison
made is that of Py > a/k, as in a Bonferroni comparison. The critical values
for the BH procedure at the two ends are exactly the same as the Hochberg
procedure, however, the critical values between the two ends are larger than
the critical values of the Hochberg method, or the Bonferroni, which means
that the BH procedure is more powerful than either of the two procedures.

Since this procedure was first proposed in 1995, there have been a num-
ber of papers extending the results. The original BH procedure showed FDR

control only when the test statistics corresponding to the true null hypothe-
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ses were independent and for any configuration of the false null hypotheses.
Benjamini and Yekutieli (2001) showed that the above-mentioned procedure
also controls the FDR when the test statistics have positive regression depen-
dency on each of the test statistics corresponding to the true null hypotheses.

When the PRDS property is not satisfied, they showed that the BH proce-

(2

dure with ¢/( 3 1/i) in place of ¢ would always control FDR. Even though
pairwise Comp;rlisons do not possess this propoerty of positive regression de-
pendency, an earlier simulation study by Benjamini et al. (1993) found that
the BH procedure controlled FDR in the family of all pairwise comparisons of
means in a balanced one-way layout with normal errors. Sarkar (2002) fur-
ther strengthened the work of Benjamini and Yekutieli by showing that when
the positive regression dependency on a subset of true null hypotheses condi-
tion was satisfied, then one could use Simes’ critical values in a generalized
step-up-step-down procedure proposed by Tamhane et al. (1998) and still con-
trol the FDR. Genovese and Wasserman (2002) showed that the BH stepwise
procedure can be approximated to a single step procedures when the number
of hypotheses being tested is large. The GW procedure will be reviewed in

greater detail later in the chapter.

2.1.2 Benjamini-Liu Procedure

Benjamini and Liu (1999) proposed a new step-up procedure that would

control the FDR, which is as follows:

Benjamini-Liu (BL) procedure: Define the k critical values by
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k 1/(k—i+1)
—1

Let m be the smallest 7 for which F;) > ¢;; then reject all H(;),7 = 1,2,...,m—1.

From the definition above, it is clear that 0 < §; < 9, < ... < §, < 1.
If Py < 6; forall i = 1,2,...,k, then all the k hypotheses are rejected. The
above procedure can be rephrased thus:

Start with the smallest p-value P(;y and compare it to d;. If Py > 4y,
stop, and accept all the hypotheses. Else, reject H(;y and proceed to compare
Py with 6. Proceed in this matter until P > d; for the first time, and do
not reject any more hypotheses.

Benjamini and Liu make the point that this procedure can sometimes lead
to rejection of large p-values, which may not be desirable. They suggest to
add a constraint that only p-values smaller than some pre-defined threshold
will be rejected. This will not affect FDR control, but may affect the power
of the procedure.

It is easily seen that the above procedure is more powerful than similar
FWER controlling step-up procedures, like Holm (1979) procedure. Benjamini
and Liu presented a simulation-based power comparison that showed that this
procedure was more powerful than the BH step-down procedure when the
number of hypotheses k was small, and most of the hypotheses were false.
However, when testing a large number of mostly true hypotheses, the BH step-
down procedure is more powerful. It was also shown in the paper that the BL
procedure controlled the FDR at level a if the test statistics were independent.
This result was further strengthened by Sarkar (2002) who showed that the

BL procedure controlled FDR when the test statistics, under any alternatives,
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are M'TPy and, under null hypotheses, are exchangeable.

2.1.3 Resampling-based FDR controlling procedure

Yekutieli and Benjamini (1999) proposed a resampling based procedure
designed to cope with correlated test statistics. This new procedure made
use of resampling-based p-value adjustment, similar to the method proposed
by Westfall and Young (1993) for FWER control. The approach taken is
as follows: The authors consider a family of ”generic” MCPs which reject a
hypothesis if its p-value is less than p. For each p they estimate the FDR of
the generic MCP using an FDR correction similar to the p-value adjustment
for a level « test which they call the FDR local estimators. As a global g level
FDR controlling MCP, they suggest the most powerful of the generic MCPs
whose FDR local estimate is less than ¢. The authors claim that the resulting
MCP controls the FDR at level ¢ and is more powerful than the existing MCPs
based on a simulation study.

The construction of powerful MCPs described in this paper require knowl-
edge of the distribution of the p-values of the true null hypotheses. Since
this is unknown, p-value resampling is used to approximate this distribution.
However, since the number and identity of true null hypotheses is not known,
p-value resampling is conducted under the assumption that all null hypotheses
are in fact true. This procedure also makes the assumption that the number
of true null hypotheses that are rejected is independent of the number of false

rejections.
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2.1.4 Adaptive FDR controlling procedure

The original BH procedure controls the FDR at (ko/k) o, and is conserva-
tive when some of the null hypotheses are in fact false, that is, when kg < k.
Benjamini and Hochberg (2000) presented an adaptive procedure where the
number of true null hypotheses is estimated first as in Hochberg and Benjamini
(1990). This estimate Ko is used in place of k in the original BH procedure. It
was shown using a large simulation study with independent test statistics that
this procedure controlled the FDR, and that this procedure was more powerful
than the original BH procedure.

The method for estimating kq is motivated by the graphical approach pro-
posed by Schweder and Spjg tvoll (1982). The idea is to plot P versus i and
using a suitable set of the largest p-values, fit a straight line through the point
(k+ 1,1) with slope B This value of B is then used to estimate //{5\0 as 1/3
The question of how many of the largest p-values is included in the "suitable
set” is a subjective one, and the authors proposed using the simple Lowest

Slope estimator method, which is described in the algorithm below:

Adaptive Procedure:
1. Specify an allowable FDR « prior to experimentation

2. Compare each P to ia/k. If none is found to be smaller do not reject

any hypothesis and stop.
3. Else, calculate the slopes S; = (1 — P))/(k+ 1 —1).

4. Starting with ¢+ = 1, proceed as long as S; > S;_1. Stop when S; < 5;_1.
Set ko = min([1/S; + 1], k).
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5. Starting with the largest p-value F), compare F;) to ia /%0 until reach-
ing the first p-value satisfying P,y < ma /%0. Reject all m hypotheses

having p-values smaller than P,).

It is obvious that if ko > ko (with probability 1) and if the test statistics
are independent given %0, then the FDR is controlled at «. However, note
that this procedure can sometimes lead to the rejection of hypotheses whose
p-value is greater than a. For example, consider testing & = 20 hypotheses,
with 19 false hypotheses having p-values close to 0, and one true hypothesis
with p-value close to but less than 0.5. The above mentioned procedure yields
/k?o = 2, which would mean that for o = 0.05, the one true null hypothesis Fs)
would be compared with 0.05 % 20/2 = 0.5, and hence would be rejected. The
authors suggest an additional constraint to the maximization problem that

originally yielded Step 5 in the procedure above to address this issue.

2.1.5 FDR controlling procedures based on normality

assumptions

Troendle (2000) proposed step-up and step-down procedures that asymp-
totically control the FDR when the test statistics are the t-statistics from
consistent multivariate normal estimators of the tested parameters. These
procedures were classified as step-up or step-down based on the ordered test
statistics, rather than the ordered p-values as in the earlier procedures. These
procedures also take into account the correlations between the test statis-
tics, and are shown to be more powerful than the BH procedure. Deter-

mination of the critical values for these procedures was based on numerical
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integration when the correlations were equal. When the correlations were ar-
bitrary, the critical constants were derived using simulation of the multivariate
t-distribution. The development of these procedures follows that of Dunnett
and Tamhane (1992), Dunnett and Tamhane (1995) who considered similar
normal theory for FWER control.

The procedures assume that asymptotically, the test statistics will be or-
dered such that the smallest ky will correspond to the true null hypotheses,
and the remaining k — kg will correspond to the false null hypotheses. This
asymptotic ordering was needed to simplify the problem of selecting the con-
stants. Troendle compared the critical constants obtained by these procedures
to the critical constants of the BH procedure. He also compared the power
by recording the average proportion of replicates for which each false null hy-
pothesis was rejected out of a large number of simulated replications. The
simulation studies presented in the paper show that the step-up and step-
down procedures based on normal theory were more powerful than the BH
procedure, even when the correlations between the test statistics were taken
to be zero. It was also seen that the step-down procedure was more powerful
than the step-up procedure when fewer null hypotheses were false, and the

opposite was true when more null hypotheses were false.

2.1.6 Modified BH procedure

Kwong et al. (2002) proposed a modified BH (MBH) procedure for the
case when the joint distribution of the test statistics is known, continuous,
and positive regression dependent on a subset of true null hypotheses. The

authors show that this procedure offers increased power. The authors rely on
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the following inequality given by Benjamini and Yekutieli (2001). When kg = k
and given that the joint distribution F' of the test statistics is continuous with

the PRDS property,

Since the left side of the inequality is an increasing function of ¢;, there

exists a constant s > 1 such that

1— Pr (ﬂf:ll{P(i) > qi} N {P(k) > qu}) =
The MBH procedure then is defined as follows:

*

Modified BH procedure: Define a set of critical values q* = {¢j, ..., ¢}
with ¢f =ia/k fori=1,2....k —1 and ¢} = r*a, where r* is the largest value

of r satisfying the following 2 constraints:

(a) With s evaluated as in the equation above, 1 < r < min{s, k}

(b) For ko =2,...k — 1,

r—1
r

k—k
wax{Pp(Puy) <ra | Pi= Py, .. Piy =P, )} <a ( - 0)
0

where the maximum is taken over Q, defined as all distinct subsets {l1, ..., lx, } C
{1, ..., k} with cardinality ko. In some cases, if we do not want to reject a hy-
pothesis with individual p-value less than a certain value, say ¢ for a < ¢ < 1,
we can modify constraint (a) to 1 < r < min{s, k, c¢/a}.

The MBH procedure is then defined thus: Let m be the largest ¢ for which

Py < ¢ then reject all Hyy,t=1,2,...,m.
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The crucial step in the above mentioned procedure is to compute r*. This
involves 2 major steps, the first of which is to compute s. One approach
to computing s would be to extend Dunnett and Tamhane (1995) method
of evaluating the probability involving order statistics of correlated random
variables. However, the extension is very complicated when k is large. The
authors provide a couple of alternative approaches, one of them involving
application of Kwong and Liu (2000) algorithm when the joint distribution
has a specific form. If the joint distribution does not have that specific form,
the authors suggest a simulation method similar to the algorithm given by
Dunnett and Tamhane (1995). The algorithm for this simulation is given in
the paper. The second major step involves computation of r, for which the
authors again suggest a simulation method similar to way of simulating s,
the algorithm for which is again given in the paper. The authors present the
simulation results for an example involving multiple comparison with a control,
and conclude that the MBH procedure is uniformly more powerful than the
BH procedure, with the power improvement being most appreciable when kg

is small and/or k is large.

2.1.7 Genovese Wasserman procedure

Genovese and Wasserman (2002) showed that the original BH procedure
corresponds to the single-step procedure of rejecting all p-values that are less
than a particular p-value threshold. They also provide a closed form expression
for this threshold, and study the asymptotic properties of this deciding point.

The Genovese Wasserman method is as follows:

Genovese-Wasserman (GW) method: Let 7y be the proportion of true



20

null hypotheses among the k hypotheses being tested, i.e., my = ko/k. Also,
assume that the p-values are independent and follow U (0, 1) distribution under
the true null hypothesis and let F' denote the (common) distribution of the

p-values under the alternate hypothesis. Define

5= 1/a—m

1— 0
The GW procedure is: Reject all hypotheses whose p-values are less than

u*, where u* is the solution to the equation F(u) = fu.

Genovese and Wasserman define FDR to be the realized FDR ;| which is
the proportion of null hypotheses rejected among all rejected hypotheses. In
this sense, the expected value of the GW FDR would correspond to the FDR
as defined in the original BH procedure. The authors show that this E(FDR)
is always less than or equal moga when the data are assumed to follow a mixture

of null and alternative hypothesis.

2.1.8 Storey’s approach

Storey (2001) identified a potential drawback of using FDR as the error rate
to control. Recall the definition of FDR from Section 1.2. Storey notes that
if Pr{R > 0} is small, then the E[V/R|R > 0] could be much larger than the
FDR control rate, so the practical definition of the "rate at which discoveries
are false” would be much larger than the FDR control rate. This could lead
to conclusions that are not entirely accurate. Storey therefore proposes an

alternate error rate, namely the pFDR which is defined as:

pFDR =E l%\}z >0
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Note that the original BH FDR can be written as pFDRxPr{R > 0}. If
the test statistics come from a random mixture of null and alternative distri-
butions, the pFDR can be written as a simple Bayesian posterior probability.
A similar idea is used by Efron et al. (2001) in the empirical Bayesian analysis
of a microarray experiment, which is discussed in more detail later. Other
Bayesian approaches to controlling FDR are discussed in the next subsection.

Storey also defines the g-value, which is a Bayesian analogue to the p-value
using the pFDR. Note, however, that if all the null hypotheses are true, then
pFDR=1, and cannot be controlled. Storey argues though that fixing a pre-
determined control level, and finding a suitable rejection region is not the right
approach, since this may result in rejection regions that are not scientifically
substantiated. He proposes instead to fix a rejection region apriori based on
sound scientific judgement, and then estimating the pFDR or FDR for this
pre-specified rejection region. Note that when Pr{R > 0} is close to 1, then
the pFDR is equivalent to the FDR.

Storey’s approach is based on the mixture model approach as follows:
Consider testing k£ identical hypotheses Hi, Hs, ..., H, based on test statistics
T1,Ts, ..., T}. Let H; = 0 when the null hypothesis is true, and H; = 1 when the
null hypothesis is false, with Pr{H; = 0} = mp and Pr{H; = 1} =1 — 7y = 7.
Assuming that (7}, H;) are i.i.d. random variables, denote the distribution
function of T;|H; =0 as Fy(T;) and the corresponding density function as
fo(T3). Similarly, the distribution and density functions of T;|H; = 1 are de-
noted by Fi(T;) and fi(T;). This implies that the distribution and density

function of T} are given by:
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F(T;) = moFo(Ty) + m A (1)

and

(1) = mo fo(T3) + w1 f1(T7)

Storey shows that for the rejection region given by T > ¢

o[l — Fo(T)]

PFDR =Pr(H = 0|T > t) = = — T

Note the similarity of the right side of the above equation to the GW
method. If one recognizes that 1 — Fy(7T') is the distribution of the p-value u
under the null hypothesis, which, assuming a uniform distribution is simply
u, and that 1 — (7)) is the distribution of the p-value v under the alternate
hypothesis, then it is easily seen that the GW method threshold is obtained
by setting the right side of the above equation to mya, and solving for w.

There have been a number of procedures proposed for estimating the FDR
or pFDR under the mixture model approach. Efron et al. (2001) propose using
the local estimate of FDR given by myfo(T")/f(t). They propose estimating
the quantity fo/f using logistic regression based on the relative densities of
the observed statistics p-and the null statistics computed by a permutation
method. The estimate of 7y is obtained as an upper bound of an inequality
obtained by the constraint that m; be non-negative. Storey (2002) provides
an alternate empirical estimate of FDR based on a tuning parameter (\) and

rejection region for the p-value [0,t] as given below:
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OO = They vy
where 7y(A) is defined as
~ W)
To(A) = 1- Nk

and W(A) = k — R(A). In the above equations, R(a) is the number of hy-
potheses that are rejected based on rejection region for the p-value [0,a]. A
similar estimate of pFDR is also given. The estimate given above depends on
the choice of the tuning parameter A which is estimated by minimizing the
mean square error using the bootstrap method.

In a recent paper by Storey et al. (2004), the authors show that the above
mentioned FDR point estimates can be used to define valid FDR controlling
procedures. In particular, in the asymptotic setting, they show that choosing

a threshold value

ta (F/DTRQ = sup {0 <t<1: fD\R,\(t) < a}

will result in a procedure that will provide strong FDR control under the
assumption that the p-values corresponding to the null hypotheses are inde-
pendent and uniformly distributed. They establish that the above p-value
step-up procedure with A = 0 is equivalent to the BH procedure. They also
provide simulations that show that this procedure is more powerful than the
BH procedure, since their procedure controls the FDR at « rather than mya.

Genovese and Wasserman (2004) term these sorts of methods, where the
estimates of parameters and functions are used, as ”plug-in” methods, and

provide analytical proofs that show that under certain conditions, any plug-in
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method will result in a procedure that will asymptotically control FDR at « as
long as the method controls the FDR at o« when the parameters are assumed to
be known. We will be using this result in our proposed procedure, and compare

our procedure to the ones suggested by Storey, Taylor and Siegmund.

2.1.9 Procedures based on Bayesian framework

Efron et al used an empirical Bayesain approach to estimate the proportion
of null hypotheses, while Storey has made the connection between pFDR and
a Bayesian posterior probability. Chen and Sarkar (2004) propose a Bayesian
stepwise multiple testing procedure, which they apply to the problem of multi-
ple testing response rates with control. Chen and Sarkar (2005) also propose a
method to determine a threshold for identifying differentially expressed genes,
using a Bayesian framework. They define error rates Average FDR (AFDR)
and Average (FNR) which are similar to FDR and FNR, but with an addi-
tional expectation with respect to some prior distribution of the parameter.

They also provide a combined measure, called the Average Bayes Error rate.

2.2 Other procedures used in microarray anal-
yses

2.2.1 Model based procedures

Gene expression data in microarray analyses can be analyzed on a number
of different levels. The first level is that of single genes, where one seeks to

establish whether each gene behaves differently. The second level is multiple
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genes, where a group of genes (or clusters) are analyzed in terms of common
functionalities or interactions. The analyses at this level include some sort
of dimensionality reduction/visualization techniques. There are many authors
working in this area, however, we shall restrict our focus to analyses at a
single gene level. The third level is the system biology level where the goal is
to understand the underlying gene and protein networks which is beyond the
scope of this thesis.

The most basic procedure used to identify differentially expressed genes one
at a time is the t-test, typically performed on the logarithm of the expression
levels. However, this gives rise to 2 problems, one related to multiplicity in
testing each gene at a time, and the other relating to estimating the standard
deviations for each test based on very few replications. Many of the authors
tend to use the Bonferroni adjustment to correct for the multiplicity issue,
however, as we have seen earlier, this approach in an exploratory setting is
needlessly conservative. To account for the difficulty in estimating the stan-
dard deviations for each test, Hatfield et al. (2003) proposed using the more
robust estimate of the variance based on a Bayesian framework developed by
Baldi and Long (2001) and called this the regularized ¢-test. This approach
has been implemented in a program called CyberT available for online use.

Other procedures include model based analyses. Do et al. (2005) propose
using a Bayesian probability model for the distribution of gene intensities under
different conditions. The probability model is essentially a mixture of normals,
and the resulting inference is similar to the empirical Bayes approach proposed
in Efron et al. (2001). The main difference is that instead of estimating the

mixing proportions using logistic regression as done by Efron et al, they are
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estimated in a Bayesian framework assuming a prior Dirichlet process. Li and
Wong (2001) propose another model-based analysis of oligonucleotide arrays
where they use a probe-sensitivity index to capture response characteristics
of a specific probe pair, and calculate model-based expression indexes with
attached standard errors that can be used to construct confidence intervals
of fold changes. Kerr et al. (2000),Kerr and Churchill (2001) use ANOVA
to analyze data from a microarray experiment to compare gene expression in
drug-treated and control cell lines. This method has been implemented in a
software package called MAANOVA available online.

In addition, many of the FWER and FDR controlling procedures are used
in DNA microarray analysis. The reader is referred to papers by Dudoit et al.
(2003), Reiner et al. (2003), and Ge et al. (2003) for a description, and com-

parison of many of these methods.

2.2.2 SAM procedure

Storey and Tibshirani (2003) propose a method that involves estimating
FDR for a fixed rejection region specifically for analyzing DNA microarrays
and formalize it in a software package called Statistical Analysis for Microar-
rays (SAM). In this approach, the standardized difference between control and
experimental values d; is calculated for each gene, and is plotted against the
null differences d; obtained by a permutation method. The d; are standardized
not just using the pooled estimate of the standard deviation, but by adding
a percentile (generally the median) of the standard deviation so as to make
coefficient of variation of d; approximately constant as a function of the stan-

dard deviation. This has the added advantage of dampening large values of d;



27

that arise from genes whose expression is near zero. Genes that have a value
of d; — d; greater than some pre-specified A are considered to be significant,
and the rejection regions are specified based on the maximum and minimum
values of d; among the genes that were not rejected. The pFDR and FDR are
then estimated using Storey, Taylor and Siegmund approach using a fixed cal-
culated value of A and the derived rejection region. The SAM software lets a
user change the value of A and estimates the pFDR and FDR for the specified
A.
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CHAPTER 3

Proposed Procedure Using The
EM Algorithm

In the previous chapter, we looked at some of the FDR controlling proce-
dures. In this chapter, we propose an adaptive procedure that controls FDR
at « rather than at mya, estimating the parameters from the data using the
EM algorithm. This approach is based on the GW procedure (Genovese and
Wasserman (2002)), but incorporates some of the ideas from the adaptive BH
procedure(Benjamini and Hochberg (2000)). We show that this procedure is
more powerful than the original BH procedure, and explore some of its prop-
erties. While this method turns out to be similar to the one derived by Storey,
Taylor and Siegmund using a different approach, the use of parametric assump-
tions and the EM algorithm in the proposed procedure significantly reduces
the computational complexity, providing a method that is easier to implement.
Before we proceed to the procedure we propose, we recall the definition of the

False Negative Rate (FNR), which we will use to compare different procedures.
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The FNR was introduced independently by Genovese and Wasserman (2002)
and Sarkar (2004) as a conjugate quantity to the FDR, with the former calling
it the false non-discovery rate and the latter calling it the false negative rate.
The FNR is defined as the expected proportion of false acceptances among
all accepted hypotheses. Recall Table 1.1 from Chapter 1, then the FNR is
defined as:

FNR=E EI(A > 0)} .

The quantity 1 — FFN R, a measure of correct non-discoveries, is often used
as a measure of power of a FDR controlling procedure.

We begin this chapter with some preliminaries. The procedure we propose
is in the setting of testing differences between 2 treatment arms. Much of the
theory is developed under the assumption of paired data, but the extension to
non-paired data is described later in the chapter.

Consider an experiment involving k& hypotheses where we have a pair of
observation (Sp;, Tp;) on (S: Control, T Treatment) for the hth replicate and
the ith hypothesis, h = 1,....,n and i = 1, ..., k. We wish to test Hy; : 6; = 0
against the alternative Hy; : 6; = §(> 0), simultaneously for i = 1,...,k,
where #; is the common population mean for each of the n differences Dj; =
Thi — Spis h = 1,...,n. It is assumed that each D,; follows a mixture of two
normal distributions with common variance, that is Dy, | 6; ~ N(6;,02),0; ~
mol(6; =0)+ (1 —m)I(0; =0), h=1,...,nand i = 1,..., k. Assuming o to be
known, we propose to modify the GW procedure by replacing the unknown
parameters in it, 0 and 7, by their respective estimates that are based on the

mean differences D; = > Dy;/n, i = 1,...,k, and obtained by using the EM
h=1
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algorithm as described in Lindsay (1995). We also aim to improve the FDR
control of the GW procedure by modifying the threshold providing equations.

The resulting procedure is our proposed single-step adaptive procedure.

3.1 Derivation of the adaptive procedure

Recall that the GW procedure was to reject all hypotheses whose p-values

are < u*, where u* is the solution to the equation F(u) = fu, [ is defined as

ﬁzl/a—ﬂo

1—mg
and 7y is the proportion of true null hypotheses. Recall also that the FDR
of this procedure is controlled at mga. One can improve the procedure to set
FDR control at a by considering the threshold value to be the solution to the

above specified equation, but with the following f3:

(1 — Oé)ﬂ'o
a(l —m)

b=
Of course, both my and I’ have to be known. With both of these being
unknown, we propose to estimate them and adapt them into this modified GW
method. In particular, we assume that I’ corresponds to a normal distribution
with an unknown mean § and estimate 3 by estimating 7y and ¢ using the EM
algorithm as described in Lindsay (1995).
The following theorem restates the EM algorithm from Lindsay for esti-
mating the parameters in a general m-component mixture model involving

normal distributions with unknown means and a common known variance,

even though we are only interested in the case of m=2.
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Theorem 1. Consider an m-component mizture model where the jth com-
ponent is distributed as N(d;,02) with proportions m;,j = 1,...,m. Given k
1.1.d. observations x;, i = 1, ..., k, from this mixture distribution, the EM iter-

ations of the proportions m; and means ¢; are given by the following recursive

formula:
Jj\FH Y95 xza
((I) ﬂ—]k Z f .ﬁE“d 7T
k
> /i X T
=Y
=1

where

1 1
filxi, 6;) = > eXP{—@(mi —4;)%}

is the density of the j-th component, and f (x;; 0, ) is the overall density given

by
f(xs;6,7) ijf] X, 0

and

satisfying the constraint Z;"Il T = 1.

With 7,,, =1 —m — 1 — ... — T,__1, the m — 1 score functions are given by

9L [i(2i,05) = ful@i,0)
s = gt = 3 M
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Setting the score functions equal to zero gives us

fm xl? m
— (a:z,é ) Z

=1,2,...
f(xg;0,m) J

(3] fm Z7
=T ijxf,m Z -

=1,2,...
f (0 w) =
Summing over j on both sides of the above equation yields

Using this in an earlier step gives

. J -Iza
i Z I m )
which completes the proof for part (a)

For part (b) start with the likelihood and take partial derivatives with respect
J

to d,; to obtain the following set of m score equations

Oln L
S;(0) =

i 1 af](.ilfz,5])
99; :;f Ti {Wj }

(z;;0,m) 94

m; fi(xi, 05) f5(24,05)
Z f( %5 ) fg(xz, i)’

= ij/i(a:

i=1

k

Z i
k

=l z /i

which proves part (b)

The proposed adaptive procedure is as follows
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e Calculate the mean differences D;, 1 = 1, ..., k, and pass them through
the EM iterations till some pre-specified convergence criteria are met;
the values of 8 and 7o from the final iteration are used as the estimates

in Step 2.

e Using § and 7o from Step 1, appropriately define F' in terms of the normal
distribution and solve for equation using the new definition of 3 to get

the threshold value u*.

e Reject all hypotheses with p-values< u*.

This procedure is adaptive in the sense that it uses the data to estimate
the parameters, and then uses the estimated parameters to define the testing
procedure. We will investigate some properties of our procedure in the next

section, and compare it with the SAM procedure in a later section.

3.2 Properties of the new procedure

Note that using the ( as defined in our procedure results in a procedure
that is equivalent to the one proposed by Storey et al. (2004), since both the
procedures are essentially derived from the mixture model assumption. We
also note that if we consider a procedure that rejects when p-value p; < ¢ for

a constant ¢, then the FDR is given by

S I(P <o)

i€So

2 I(Pi<e)+ > I(Pi<¢)

i€So i€S1

FDR=F

where Sy and Sy are the set of true null and false null hypotheses, respectively.

Using similar arguments as in Genovese and Wasserman (2002), one can easily
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show that the FDR of the proposed method when 7y and F' are known will be
controlled at «.

It is quite clear that the proposed procedure, by design, will control the
FDR at exactly a when all parameters are known. The question arises whether
the procedure continues to controls FDR when 7y and F' are unknown and
estimated using the EM algorithm as defined above. To answer this question,
we use some results from Genovese and Wasserman (2004). In this paper,
Genovese and Wassserman analytically prove that if a threshold ¢(a, G) results
in a method that controls FDR when a and G are known, then the ”plug-in”
estimator defined by T' = t(a, CAJ) will also result in a method that will control
the FDR under the following assumptions: G is concave and a £, aq for
some ay < a. In our case, F' is concave by definition, and the EM algorithm
guarantees that the estimate g i mp. 'This guarantees that the proposed

procedure will also control FDR at a.

3.2.1 Simulation

We numerically examine the FDR control property of our proposed proce-
dure. We generate n = 4 sets of differences Dq;, Do;, D3; and Dy; for values
of my ranging from 0.2 to 0.9. For each my, 1000 sets of Dy;, h = 1,..,4 were
generated, of which 10007, are distributed as N(0, 1) and the remaining are
distributed as N(§,1). The level a was set to 0.1. For different values of ¢
ranging from 1 to 3, § and 7 were estimated from the mean differences (D;)
using the EM algorithm described earlier. The starting values used for the
EM algorithm were 0.8 for my and 0.5 for §. The estimates were then used to

calculate the threshold u*. All hypotheses with p-values < u* were rejected.
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The FDR was estimated as the proportion of false rejections among the set of
all rejections. The above process was repeated 1000 times for each value of g,
and the mean false discovery proportion, the simulated FDR, was obtained.
We similarly simulated the values of FNR to investigate the power, 1-FNR,
of our procedure. Also, we simulated the FDR and power = 1-FNR using the
Storey, Taylor and Siegmund (STS) approach for the different values of § and
of the original BH procedure (only for 6 = 2) for the sake of comparing it
with our procedure. Figure 3.1 provides a graphical comparison between our
procedure, STS procedure and the BH procedure over different values of g

and 0; the left panel is for the FDR and the right panel is for the power.
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Figure 3.1: FDR and Power for different delta and true null proportions



36

The new procedure is seen to provide very good control of the FDR (within
estimation errors), with its value being almost equal to the pre-specified level
a =0.1, irrespective of my. This results in an increase in power, compared to
the BH procedure that, as expected, controls the FDR at roughly mya, which
can be seen in the graph in the right panel.

It is important to note that the FDR of our method, unlike traditional
methods such as the Bonferroni method, is dependent on F' and hence on §.
This could mean that if the estimate of § from the EM algorithm is not close
to the true 9, then the proposed procedure may not function very well in terms
of its FDR control. This may happen when the EM algorithm, based on some
starting values, converges to a local maximum which is different from the true
value. It is therefore important to determine whether the proposed procedure
would continue to control the FDR even when the EM algorithm does not
converge to the right d. To investigate this robustness issue, we conducted a
numerical study. The numerical study uses a result derived to calculate exactly
the FDR and FNR of a single-step procedure without any assumptions about
the distribution of the test statistics except that they are independent, the
derivation of which is given in the Appendix.

For the numerical study, we assumed my = 0.8, ¢ = 1, and that the true ¢
is 2. Then we considered different possible estimates of § the EM algorithm
may provide in the range between 0.5 and 3, and computed the critical values
for this my and each estimate of §. Each of these critical values was then used
as the critical constant ¢ in the formulas for the FDR and 1-FNR of a single-
step procedure given in the Appendix. Note that the FDR and 1-FNR were

calculated assuming that the true ¢ is 2.
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Figure 3.2: FDR and Power for different values of delta (assuming true
delta=2)

As illustrated in Figure 3.2, the proposed procedure appears to continue
to maintain its FDR control with good power even when the EM algorithm
does not converge to the true d. However, when the estimated ¢ relative to o
is too small, it is possible for our procedure to be too conservative, even more
than the Bonferroni procedure. Similar picture is seen to be true in terms of
power.

Our proposed method is derived assuming that o2 is constant over the
replicates and known. These assumptions are stringent, however not uncom-
mon in the literature pertaining to multiple hypotheses testing in the DNA

microarray analysis framework. With an unknown common variance of the
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differences Dy;, we recommend the following unbiased estimator:

k n

QI\D

th 1)2-

1=1 h=1

3.3 Comparison with the SAM Procedure

We compare our procedure with a procedure proposed by Storey and Tib-
shirani (Storey and Tibshirani (2003)) for identifying differentially expressed
genes, as described in Chapter 2. We compare the number of genes identi-
fied as differentially expressed based on our proposed procedure with the ones
identified by the SAM procedure for the following simulated experiment. Four
paired sets of control and treatment arms were generated, each with 5000 ob-
servations. Ninety-five percent of the values in the treatment arm were drawn
from N(0,1), and the other 5% from N(3,1). All the values in the control
arm were drawn from N(0,1). The mean differences were calculated for all
the genes, and then put through the EM algorithm procedure described above,
with standard deviation calculated using the above mentioned formula. The
new threshold value was computed based on the estimated parameters from
the EM algorithm, and all genes with p-values less than this threshold were
declared to be differentially expressed. These were then compared to the genes
that the SAM procedure identified as being differentially expressed. Since the
SAM procedure is capable of returning any number of significant genes based
on the specified A, for purposes of comparison, the level of A was chosen as
the largest value such that the median FDR was below 0.1.

This experiment was repeated 50 times for 6 = 3, and average proportions

are presented in Table 3.1.
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Table 3.1: Comparison of the SAM procedure and proposed procedure

SAM procedure
Accept | Reject | Total
Proposed  Accept | 0.96 0.004 | 0.964
Procedure Reject | 0.002 | 0.034 | 0.036
0.962 | 0.038 1

Based on the results of the table, one can conclude that the proposed pro-
cedure does reasonably well compared to the SAM procedure in identifying
differentially expressed genes. Though the proposed procedure requires some
computational cost, especially to estimate the parameters using the EM algo-
rithm, it has the benefit of being adaptive based on the observed data, and

does not require the subjective input of A.

3.4 Extension to non-paired data

We extend the procedure derived in the last sections to two-sample com-
parisons that are not necessarily paired observations. As above, consider an
experiment involving k hypotheses where we have observations X};; on 2 treat-
ments j = 1,2 for the hth replicate and the ith hypothesis, h = 1,...,n;; and
i=1,..., k. Let Xp;; ~ N(6;, 0?). We wish to test Hy; : §; = 0 against the alter-
native Hy; : 6; = §(> 0), simultaneously for i = 1, ..., k, where 6; is the common
population mean for each of the n differences D; = X1 — X0, 7 =1, ..., k. It is
assumed that each D, follows a mixture of two normal distributions with com-
mon variance, that is D; | 6; ~ N(6;,0%),0; ~ mol(0; = 0) + (1 — mo)L(6; = 9),

i=1,....k. If 0% is unknown, we propose to estimate it by first evaluating the
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unbiased estimator of o2 as:

k Nij
~ 1 2
? = >0 > (X = X)
n—2k i=1 j=1 h=1
where X_w =309, Xpij/nij and n = Zle 25:1 n;;. We can use this estimate

of 02 to get an estimate of 0%. In particular, if we assume that the number of
replicates for each treatment arm is the same, that is, n;; = n; and n;y = no,

then % is simply given by &\2(1/711 + 1/ns).
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CHAPTER 4

Extensions to proposed

procedure

In the last chapter, we derived a new procedure that is adaptive, single-
step and controls the FDR at «, which can also be referenced at Iyer and
Sarkar (2007). In this chapter, we discuss some extensions. The primary focus
of of this chapter will be to extend the results to mixtures of more than 2
distributions, and to provide alternatives to the EM algorithm. We begin by

looking at the method used to estimate the unknown parameters.

4.1 Alternative to the EM algorithm - MOM
approach

The EM algorithm does a good job of estimating the unknown parameters
when the underlying data mixture model assumption is true. However, one

would suspect that if the assumption were not true, then the EM algorithm
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might not be very efficient at estimating the unknown parameters. In this
section, we propose an alternate method, that of using the Method of Moments
to estimate the unknown parameters. We find that this method provides
estimates that are close to the true underlying values, and is also much faster.

We start by assuming the same mixture model assumptions that we used

in the previous chapter. This leads us to the following result:

Theorem 2. Consider an 2-component mizture model where the 15t component
is distributed as N(0,02) and the 2" is distributed as N (8, 02) with proportions
mo and m = 1 — my respectively. Given k i.i.d. observations x;, 1 = 1,..., k,

from this mixture distribution, the MOM estimates are given by the following

formula:
2
X

(a) o = 1- —
(52 —-024+X")
(b) g B (55—0'2-1-72)

7 Y

where

k )2
g2 _ Z(Xi—X)

v : k—1
=1
Proof. Let us begin by noting that the first 2 central moments for the above

specified mixture distribution are given by:
E(X) = mo*0+m*0 = (1 —mp)0

Var(X) = E(X —md)? an (X — 8+ 6 — m0)?

Z 8;)2 4+ 2E;(X — 0;)(6; — m0) + (6; — m6)?]

= mol[(=m10)* + 0% + m[(d — m0)? + 7]
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= 0?4+ 8*mom

Setting both of these central moments equal to the sample moments, we have:

7 = (]. —7T0>6

k J—

X; — X)?
Z% = 57 = o+ m(l - m)d*
=1

Solving the above 2 equations provides the result.

The new proposed adaptive procedure is as follows:

e Calculate the mean differences D;, i = 1, ..., k, and use them to get the

MOM estimates for 3 and 7o as described above.

e Using 5 and 7o from Step 1, appropriately define F' in terms of the normal
distribution and solve the equation F'(u) = fu to get the threshold value

*

u*.
e Reject all hypotheses with p-values< u*.

We investigate some of the properties of this new procedure in the next

section.

4.1.1 Properties of the new procedure with MOM esti-

mates

As noted in the previous chapter, the proposed method will control the
FDR asymptotically when the actual parameters are known. To investigate
whether the procedure with MOM estimates will continue to provide asymp-

totic control of FDR, we use the same Genovese and Wasserman (2004) result
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we used in the previous chapter. However, we cannot use the asymptotic
properties of the EM estimates that we used in the previous chapter. Instead,
we prove explicitly that our proposed estimates will provide a procedure that

asymptotically controls the FDR, by proving the following result.

Theorem 3. The MOM estimates given above satisfy the properties required

for asymptotic FDR control of "plug-in” estimators given by:

R X P
(@) mp=1- 5= — T
(S2—-02+X7)
R 2 2 2
o =z EX) pg

Proof. Let us begin by showing (a). Note that we need to show

—2
~ X P
T = 1— — T

(82 =02+ X))

i.e., to show that

2

X P
(S2 — o2+ 72)

Consider the reciprocal of the above term

(S2—02+X)  (S2—02)
—— = — +1
X X

We know that X —» md = X - 262,

since f(X) = X~ is continuous at all points in the range of X.

This also implies

1 P
—

X’ 16

since the reciprocal function is also continuous at all points except 0, and both

7T1,(5§£0.
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P P
Also, S — o4+ mmd® = SZ—o0? — mmedc.

Applying Slutzky’s theorem, we have

S2 — g2 P o

—9 — -

X T
82 — 0‘2 P 1
= —=+1 — —
T

Noting that the reciprocal of the function on the left above is also continuous

at all points except 0, and that m; # 0, we prove part (a).

Part (b) can be shown in a similar manner, by noting that

~ (2= 0?)
5 — xT+X,
X

and using the result of sums of convergent functions.

]

The following figure shows the results of a simulation experiment conducted
to check the asymptotic FDR control properties. n = 4 sets of differences
were generated; Dy;, Do;, D3; and Dy; for values of my ranging from 0.2 to 0.9.
For each my, 1000 sets of Dy;, h = 1,..,4 were generated, of which 10007,
are distributed as N(0,1) and the remaining are distributed as mixtures of
N(6,1),7 =1,2,3 or 4 with different mixing proportions. The reason for the
different 0 was to test robustness, and efficiency of the new MOM estimates,
versus the previous EM estimates. The level o was set to 0.1. The estimates 5
and 7, were estimated from the mean differences (D;) using the EM algorithm
and MOM approach. The starting values used for the EM algorithm were 0.8

for my and 0.5 for §, though in a couple of instances, the starting values needed

to be changed because the convergence took too long. The estimates were then
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used to calculate the threshold u*. All hypotheses with p-values < u* were
rejected. The FDR was estimated as the proportion of false rejections among
the set of all rejections. The above process was repeated 1000 times for each
value of 7y, and the mean false discovery proportion, the simulated FDR, was
obtained. Also, we simulated the FDR using the Storey, Taylor and Siegmund
(STS) approach for the different values of §. Figure 4.1 provides a graphical
comparison between our two procedures and the STS procedure over different

values of 7y and 4.
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Figure 4.1: Estimates and FDR for different delta and true null proportions

As seen from the figure, both the proposed methods estimate the parame-

ters well, and also provide FDR control based on the realized FDR. However,



47

the main difference is in terms of the efficiency, in many instances, estimation
of the parameters using the EM algorithm took hours, while it was almost in-
stantaneous for the MOM approach. The MOM approach, therefore, provides
an enhancement to the method described in the previous chapter, in terms of
the time required to estimate the parameters. As shown earlier, the MOM
approach also provides FDR control in the asymptotic sense.

The following section deals with yet another extension to the procedure
proposed in the previous chapter. Until now, we have dealt with one null and
one alternative hypotheses, assuming that all the non-null hypotheses in fact
have a common alternate mean. In the following section, we will relax this
assumption, and provide a couple of methods that could be used when faced

with the problem of multiple alternate means.

4.2 Multiple alternatives

Much of the recent work has focussed on methods assuming mixture of
two distributions, one null and one alternative. However, it is likely that the
alternative may be a mixture of multiple alternatives. In this case, there could
be 2 ways of identifying a single threshold that will provide asymptotic FDR
control. The first approach is to modify the basic threshold generating equa-
tion F(u) = pu to allow for multiple alternatives. The second approach is to
treat each comparison of null versus each alternative and obtain a threshold
for each comparison, and then to combine these thresholds into one common
threshold. Both these approaches are considered in this section. These two ap-
proaches are also compared with one mentioned by Genovese and Wasserman

in the discussion section of their 2002 paper.
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4.2.1 Method 1 - Modifying the threshold generating
equation

Recall that the approach taken by Genovese and Wasserman to solve the
case of simple vs simple was to identify an equation F'(u) = [u, such that the
solution to this equation u* would serve the purpose of a single threshold which
would yield a process that would asymptotically control the FDR. The F'(u) in
the above equation was used by Genovese Wasserman to denote the common
alternative distribution of the p—values. We use a similar approach to address
the situation when you have one null, and say m alternate hypotheses. We
claim that the solution to the equation F'(u) = [u, henceforth to be denoted
as uj;y, can be used as a common threshold and will yield a process that
asymptotically controls FDR, but in this case F(u) is defined as F(u) =
mou + m F1(u) + ... + T F(u) and (3 is defined as 3 = ™, where each of the
Fi(u),1 =1,2,..,m is the alternate distribution of the p—value corresponding
to the ¢ — th alternative hypothesis. Under the assumption that the data
comes from n samples of m + 1 mixtures of normal distributions with means

80,01, ---, 0,y and common variance o2, each Fj(c) can be written as Fj(c) =

1— (P11 —c¢) — 2y,

4.2.2 Method 2 - Union-Intersection Setup

Consider that the data comes from a mixture of m + 1 distributions with 1
null and m alternatives. We could set this problem up in the framework of a
Union-Intersection set of tests. Assume that there are kg true null hypotheses,

and k; true alternate hypotheses with means d,,7 = 1,2,...,m and ko + k1 +
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.. + k= k. The set of true null hypotheses is denoted by I, while each set of
true alternate hypotheses is denoted by I;,j = 1,2, ...,m. The m sets of tests
then would be Hy; : 6; = 0 versus H,j : 6; = 0j,¢ € Ip, I;;5 = 1,2,....,m.
Note that the overall null hypothesis would be Hy : [)d; = 0 since we only
require to reject one of the alternate hypotheses to conclude that the particular
observation does not belong to the null distribution, and is in fact from one of
the alternate distributions.

Once the problem is set as above, it is easy to see that there are a total
of m tests possible of the null against each alternative for every hypothesis.
If we were to use methods described in the last chapter, and the first section
of this chapter, we would derive m thresholds corresponding to each test. It
would be desirable to have just one threshold, that would yield a procedure
that asymptotically will control the FDR. This is done as follows: Consider
that the decision to reject the null hypothesis will be based on the condition
that the p—value < wu},j =1,2,...,m. This implies that if we were to choose
the maximum of all the m thresholds u},, = max(u}), then this threshold

will yield a procedure that will provide asymptotic FDR control.

4.2.3 Method 3 - Genovese Wasserman approach

Genovese and Wasserman hint at a possible solution for the situation
when you have multiple hypotheses in the discussion section of their 2002
paper. Their approach is to reduce the problem to testing a single null ver-
sus a single alternate, but after making a suitable change to the distribution
of the alternate p-values that they use in their threshold generating equa-

tion. Assuming that the tests are one-sided in the positive direction, define
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H(u) = infpez{F(u)}, and assume that H satisfies the conditions mentioned
in Chapter 3. Define uf,y,, to satisfy H(u*) = [u*, with § as defined in Sec-
tion 3.1. Then, the defined threshold will yield a procedure that will provide
asymptotic control of FDR.

Under the normal mixture model assumptions stated at the beginning of
this chapter, we note that F(c) = 1 —®(® (1 —¢) — %ﬁ) This implies
that for 91 < 69, Fi(c) < Fy(c). This means that H(c) as defined above will
correspond to the min 4.

In the following section, we will assess the properties of the different meth-

ods.

4.2.4 Asymptotic FDR control for the different meth-

ods

In the previous section, we proposed 2 new methods for tacking the case of
single null versus multiple alternatives, and also revisited an idea proposed by
Genovese and Wasserman. In this section, we show that all the three methods

provide a single threshold that asymptotically controls the FDR.

Theorem 4. Assume an m+ 1 component mizture model, with 1 null, and m
alternate hypotheses. Assume that the number of true null hypotheses is given
by ko, and the number of alternate hypotheses for each component is given
by kj,j = 1,2,....m. Then, all the three methods proposed in the previous
sections provide single thresholds, and procedures that control the FDR in the

asymptotic sense.

Proof. Let us start by noting that the FDR as defined by the procedures is
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the realized FDR, that is,
> I(pi <c)

FDR = 1€So
SIpi<o)+ Y Ipi<o)+..+ > I(p <c)
1€S0 €S 1E€ESm

Note that > I(p; <c¢) ~ Bin(ko,c), and Y I(p; < ¢) ~ Bin(k;, Fj(c)) for
i€So 1€S;

J=12 .. m.

This implies that the FDR as defined by Benjamini and Hochberg is actually

the expectation of the realized FDR defined above, i.e.,

k’oC 1
E(FDR) = O(—7
ToC

Q

moc + mFi(c) + ... + T Fin(c)

Method 1:

The threshold u},, is such that is satisfies the equation

*

Wouy\/ll + 7T1F1<U7\41) + ...+ WmFm(uR/H) = o

which implies that E(FDR), with ¢ = uj;, is = a.

Method 2:

Each threshold u} is given by testing Ho; : ; = 0 versus H,; : 0; = ;. Since
the proportions my and 7; do not add up to 1, these also need to be scaled.

Therefore, the threshold uj is such that is satisfies the equation

(1—Oé> o0 7T0+7Tj «
U;

a my+7;oom;

(1—04)@16*
(6] Ty J

*

= mou; + miFy(u}) = -
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*x *
Choose maxuj = u},. Then,

ToWho
E(FDR) ~
( ) 7T()U?\/[2 —+ 7T1F1<U}(\42) + ...+ ﬂmFm(uMQ)

U}y 18 equal to one of the u}, without loss of generality, let us assume that it

is equal to u},. Then,

TolU

E(FDR) ~ — m
% + 7T1F1(U,:n) + ...+ Wm—lFm—l(u:n)
| 0 |
_ o
7T0'UJ;(n + Oé(ﬂ'lFl(UJ:n) 4+ ...+ melmel(u:n))

< «

Genovese Wasserman Method:
Recall from the previous section that H(u) = infpeg{F(u)} corresponds to
F;(u) based on mind;. Without loss of generality, assume that this is Fj(u).

Then the threshold uyy, satisfies the equation

(1—a) o (Mo + 71+ oo + )

Fi(u} = u
() a (mo4+m At ) (M d Tt AT, O
(1 - Oé) o ut
a (m+m+..+m) W
= Tougw + Z; miFi(ugw) = —
J:
Then,
ToUGyy
E(FDR) =~
( ) Tougy + T F (uhy) + oo+ T F(uhyy)
- Wouaw -+ WlFl(uE'W> + ...+ mel(uew)

ToUGy + 21 i P (ugyy)
J:

= FE(FDR) < «
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4.2.5 Relationship between the different methods

In this section, we look to see if any one of the above mentioned methods
uniformly dominates the others. Heuristically, it seems that Method 1 should
perform the best, in terms of providing the largest threshold, thereby yielding
a procedure with the highest power. However, it is not immediately clear what
the relationship between Method 2, and the Genovese Wasserman method is.

To explore this, we look at the difference between the two methods. Con-
sider the situation of testing 1 null versus 2 alternate hypotheses. Assume that
the data comes from a mixture of Normal distributions with means 0, 2 and 5
with mixing proportions 0.5, 0.25 and 0.25 respectively. Method 2 would test
2 sets of hypotheses, first, for a mixture of Normal distributions with means
0 and 2 with mixing proportions 0.67 and 0.33, and second for a mixture of
Normal distributions with means 0 and 5 with similar mixing proportions.
The Genovese Wasserman, on the other hand, would assume that you were
testing based on a mixture of Normals with means 0 and 2, and with mixing
proportions 0.5 each. We note that the threshold is non-decreasing in ¢, and
non-increasing in 7y, and therefore, it is clear that no one method between
Method 2 and Genovese Wasserman will uniformly dominate the other. How-
ever, the effect of decreasing m, is far more pronounced on the value of the
threshold than that of increasing d, and therefore, for the majority of cases,
the Genovese Wasserman method will yield a larger threshold, and thereby a
more powerful procedure than Method 2.

This relationship is also seen in Figure 4.2:
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Figure 4.2: Threshold for different delta and proportions using different
methods

4.2.6 Estimation of parameters for multiple hypotheses

At the start of this chapter, we proposed the Method of Moments as an
alternative, and faster way, to estimate the parameters, when dealing with
single null versus single alternative hypothesis. However, in the situation of
multiple alternative hypotheses, this gets more complicated. Based on the
number of alternative hypotheses, we need to equate higher order moments.
However, higher order moments of mixtures of Normal distributions involve
higher powers of the parameters, leading to a set of non-linear equations that
do not have a unique, or closed form expression. These need to be solved using
non-linear computational methods, the solutions of which are not unique. At
this point, there is no clear way to combine all the possible solutions into a
single threshold, and this should be a problem of future research. The problem

is illustrated with an example:
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Example:
Consider a 3—component mixture model, with each component distributed as
a Normal variate with means 0; = 0, do, and d3, mixing proportions 7,

and 73, and common variance o2. We have the following raw moments:

3 3
BE(X) = ZWjEj(X) = ijéj = 09Ty + 0373
j=1 j=1

3 3
B(X? = Zﬂ'jEj(X2) = ij(5?+02) = 0%+ 63my + dams
j=1 j=1

3 3
E(X3) = Z’ﬂ'jEj(XS) = Z?Tj(5§’+35j02) = 7T1+((5§+3520’2)7T2+((5§+3530’2)7T3
j=1 j=1
3 3
E(X*) = Y mEj(X") = Y (6} + 6570 + 30%)
j=1

j=1
= 30t + (6 + 6550°) Ty + (65 + 66507 )3

Equating the above raw moments to the sample raw moments, one can
solve the equations to get one set of estimates for the parameters. Note that
we need only 4 sets of equations, since we are assuming that ¢ is known,
07 = 0, and 23: mj = 1. Since we have this last constraint of the ;’s
summing to 1, ;;é that each 7; has to be between 0 and 1, we could use the
transformation m; = exp(g;)/ 23: exp(g;) to ensure appropriate estimates for
the ;. "~

Table 4.1 presents a simulation study of the above procedure. Data were
generated for 1000 hypotheses, assuming that 500 followed a true null distri-
bution with mean 0 and variance 0.5, 250 following an alternate distribution

with mean 2 and variance 0.5, and the remaining 250 following an alternate

distribution with mean 5 and variance 0.5. The above set of equations were



Table 4.1: Parameter Estimates for Multiple Alternative Hypotheses

Delta2

Delta3

m

Uy

73

CV

FDR

=~

= O O =N W TN - RO W

4

O O U AT O ~T A O R O RO R A e

0.1
0.2
0.2
0.2
0.3
0.3
0.3
0.3
0.4
0.4
0.4
0.4
0.5
0.5
0.5
0.5
0.6
0.6
0.4
0.7

0.4
0.1
0.4
0.1
0.3
0.3
0.6
0.3
0.4
0.2
0.4
0.2
0.3
0.4
0.4
0.4
0.2
0.3
0.2
0.2

0.5
0.7
0.4
0.7
0.4
0.4
0.1
0.4
0.2
0.4
0.2
0.4
0.2
0.1
0.1
0.1
0.2
0.1
0.4
0.1

1.00000000
0.44266582
0.44444444
0.41176471
0.25921507
0.25925926
0.25924375
0.24891808
0.16653306
0.16666667
0.16666652
0.14776627
0.11111111
0.11088362
0.11111111
0.08812183
0.07407407
0.07407407
0.06247106
0.04761905

0.50000000
0.32432432
0.32705249
0.30747922
0.21259843
0.21383648
0.21383648
0.20000000
0.13344887
0.13494810
0.13494810
0.12739965
0.10394265
0.10394265
0.10394265
0.08272059
0.07076350
0.07076350
0.05502846
0.03868472

o6

solved using the R package "BBsolve” (Varadhan and Gilbert (2009)) with 200

different sets of starting values. The table provides all the unique estimates of

the parameters. The table also includes the threshold yielded by Method 1 for

each set of parameters, and the FDR calculated as the proportion of true null

rejections among all rejections. As can be seen, this method does not provide

FDR control for all estimates of the parameters, the results are similar for the

other 2 methods.

It can be seen that lack of FDR control is more pronounced for estimates

o that are smaller than the true value of 0.5. Another point to note is that

the threshold values also tend to get very high.

In some previous papers,
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the authors have noted that an additional constraint of keeping the threshold
values less than the nominal a be imposed. It turns out that when such a
constraint is imposed, then the above table seems to suggest that asymptotic
FDR control is achieved, but this is merely a data artifact. For higher values
of true null hypotheses (for example, when 7 is 0.7 or higher), then even im-
posing the condition of requiring the threshold to be less than the unadjusted

a does not yield estimates that provide asymptotic FDR control.
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CHAPTER 5

Discussions and Future Work

This thesis has dealt with a couple of key problems: providing a couple
of different ways to estimate parameters from the data (EM algorithm, MOM
approach), and extending the single-step procedure that provided asymptotic
FDR control (modifying the threshold generating equations to provide control
at « rather than m, extending to multiple alternative hypotheses).

In the single-null versus single-alternative case, while both the EM algo-
rithm as well as the MOM approach provided valid estimates that would pro-
vide asymptotic FDR control, using the MOM approach proved to be superior
in terms of computational efficiency, as well as avoiding convergence issues.

A couple of methods were proposed to deal with the situations where the
data followed a mixture of single null and multiple alternative distributions. Of
these methods, the one modifying the threshold generating equations proved
to be the most powerful. However, this approach necessitated knowledge of
exactly how many alternate distributions contributed to the data. Also, using
the MOM approach to estimate the mixing proportions and alternate means

yielded many configurations of parameter estimates, not all of which provided
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asymptotic FDR control. This was especially true when the estimates of the
true null proportion were lower than the true value. Future work needs to
focus on alternative approaches that would always yield estimates which would
provide asymptotic FDR control.

Much of the work in this thesis assumes that the data are independent,
and follow a mixture of Normal distributions, though some of the results do
not need this assumption. Future work would challenge this assumption, and
explore how these results hold up when normality assumptions are not satisfied.
Simulation results suggest that the results in this thesis are valid for mild
departures from independence, however, given some recent work from other
researchers who have found that many of the procedures do not provide FDR
control under strong dependence, a more detailed study of the properties of

the proposed methods under strong dependence is warranted.



60

REFERENCES

Baldi, P. and A. Long (2001). A bayesian framework for analysis of microarray
expression data: regularized t-test and statistical inference of gene changes.

Bioinformatics 17, 509-519.

Benjamini, Y. and Y. Hochberg (1995). Controlling the false discovery rate:
a practical and powerful approach to multiple testing. Journal of the Royal

Statistical Society Series B 57, 289-300.

Benjamini, Y. and Y. Hochberg (2000). On the adaptive control of the false
discovery rate in multiple testing with independent statistics. Journal of

FEducational and Behavioral Statistics 25, 60-83.

Benjamini, Y., Y. Hochberg, and Y. Kling (1993). False discovery rate control
in pairwise comparisons. Technical Report 93-02, Dept. of Statistics and

O.R., Tel Aviv University.

Benjamini, Y. and W. Liu (1999). A step-down multiple hypothesis testing
procedure that controls the false discovery rate under independence. Journal

of Statistical Planning and Inference 82, 163-170.

Benjamini, Y. and D. Yekutieli (2001). The control of the false discovery rate

in multiple testing under dependency. Annals of Statistics 29, 1165-1188.



61

Chen, J. and S. Sarkar (2004). Multiple testing of response rates with a
control: a bayesian stepwise approach. Journal of Statistical Planning and

Inference 125, 3-16.

Chen, J. and S. Sarkar (2005). A bayesian determination of threshold for iden-
tifying differentially expressed genes in microarray experiments. Statistics

in Medicine 25, 3174-3189.

Do, K., P. Mueller, and F. Tang (2005). A bayesian mixture model for differ-
ential gene expression. Journal of the Royal Statistical Society Series C' 54,
627-644.

Dudoit, S., J. Shaffer, and J. Boldrick (2003). Multiple hypothesis testing in

microarray experiments. Statistical Science 18, 71-103.

Dunnett, C. and A. Tamhane (1992). A step up multiple test procedure.

Journal of the American Statistical Society 87, 162-170.

Dunnett, C. and A. Tamhane (1995). Step up multiple testing of parameters

with unequally correlated estimates. Biometrics 51, 217-227.

Efron, B., R. Tibshirani, J. D. Storey, and V. Tusher (2001). Empirical bayes
analysis of a microarray experiment. Journal of the American Statistical

Society 96, 1151-1160.

Ge, Y., S. Dudoit, and T. Speed (2003). Resampling-based multiple testing
for microarray data analysis. Technical Report 633, University of California,

Berkeley.



62

Genovese, C. and L. Wasserman (2002). Operating characteristics and exten-
sions of the false discovery rate procedure. Journal of the Royal Statistical

Society Series B 64, 499-517.

Genovese, C. and L. Wasserman (2004). A stochastic process approach to false

discovery control. Annals of Statistics 32, 1035-1061.

Hatfield, G., S. Hung, and P. Baldi (2003). Differential analysis of dna mi-

croarray gene expression data. Molecular Microbiology 47, 871-877.

Hochberg, Y. (1988). A sharper bonferroni procedure for multiple tests of
significance. Biometrika 75, 800-802.

Hochberg, Y. and Y. Benjamini (1990). More powerful procedures for multiple

significance testing. Statistics in Medicine 9, 811-818.

Hochberg, Y. and A. Tamhane (1987). Multiple Comparison Procedures. A
Volume in the Wiley Series in Probability and Mathematical Statistics. Wi-

ley.

Holm, S. (1979). A simple sequentiall rejective multiple test procedure. Scan-

dinavian Journal of Statistics 6, 65-70.

Hommel, G. (1988). A stagewise rejective multiple test procedure based on

modified bonferroni test. Biometrika 75, 383-386.

Hsu, J. (1996). Multiple Comparisons; Theory and Methods. Chapman and
Hall/CRC.

Iyer, V. and S. Sarkar (2007). An adaptive single-step fdr controlling procedure



63

with applications to dna microarray analysis. Biometrical Journal 49, 127—

135.

Karlin, S. and Y. Rinott (1980). Classes of orderings of measures and related
correlation inequalities i. multivariate totally positive distributions. Journal

of Multivariate Statistics 10, 467—-498.

Kerr, M. and G. Churchill (2001). Statistical design and analysis of gene

expression microarray data. Genetics Research 77, 123-128.

Kerr, M., M. Martin, and G. Churchill (2000). Analysis of variance for gene

expression microarray data. Journal of Computational Biology 7, 819-837.

Kwong, K., B. Holland, and S. H. Cheung (2002). A modified benjamini-
hochberg multiple comparisons procedure for controlling the false discovery

rate. Journal of Statistical Planning and Inference 104, 351-362.

Kwong, K. and W. Liu (2000). Calculation of critical values for dunnett
and tamhane’s step-up multiple test procedure. Statistics and Probability

Letters 49, 411-416.

Li, C. and W. H. Wong (2001). Model based analysis of oligonucleotide arrays:
model validation, design issues and standard error replication. Genome

Biology 2, 32.1-32.11.

Lindsay, B. G. (1995). Mizture Models: Theory, Geometry and Applications.
Number 5 in NSF-CBMS Regional Conference Series in Probability and

Statistics.

Reiner, A., D. Yekutieli, and Y. Benjamini (2003). Identifying differentially



64

expresses genes using false discovery rate controlling procedures. Bioinfor-

matics 19, 368-375.

Sarkar, S. (2002). Some results on false discovery rate in stepwise multiple

testing procedures. Annals of Statistics 30, 239-257.

Sarkar, S. (2004). Fdr-controlling stepwise procedures and their false negative

rates. Journal of Statistical Planning and Inference 125, 119-137.

Schweder, T. and E. Spjg tvoll (1982). Plots of p-values to evaluate many tests

simultaneously. Biometrika 69, 493-502.

Simes, R. (1986). An improved bonferroni procedure for multiple tests of

significance. Biometrika 73, 751-754.

Sorig, B. (1989). Statistical discoveries and effect size estimation. Journal of

the American Statistical Society 84, 608-610.

Storey, J. (2001). The positive false discovery rate: A bayesian interpretaion

and the ¢-value. Technical Report 2001-12, Stanford University.

Storey, J., J. Taylor, and D. Siegmund (2004). Strong control, conservative
point estimation and simultaneous conservative consistency of false discov-

ery rates: a unified approach. Journal of the Royal Statistical Society Series

B 66, 187-205.

Storey, J. D. (2002). A direct approach to false discovery rates. Journal of the
Royal Statistical Society Series B 64, 479-498.



65

Storey, J. D. and R. Tibshirani (2003). SAM thresholding and false discov-
ery rates for detecting differential gene expression in DNA microarrays.

Springer, New York.

Tamhane, A., W. Liu, and C. Dunnett (1998). A generalized step-up-down

multiple test procedure. Canadaian Journal of Statistics 26, 353—-363.

Troendle, J. (2000). Stepwise normal theory multiple test procedures control-
ling the false discovery rate. Journal of Statistical Planning and Inference 84,

139-158.

Varadhan, R. and P. Gilbert (2009). Bb: An r package for solving a large sys-
tem of nonlinear equations and for optimizing a high-dimensional nonlinear

objective function. Journal of Statistical Software 32(4).

Westfall, P. and S. Young (1993). Resampling-based multiple testing. Wiley,

New York.

Yekutieli, D. and Y. Benjamini (1999). Resampling-based false discovery rate
controlling multiple test procedures for correlated test statistics. Journal of

Statistical Planning and Inference 82, 171-196.



66

APPENDIX A

Derivation of FDR and FNR
expressions for single-step

procedures:

In this section, we derive the formula for calculating the FDR and FNR for
single step procedures with independent test statistics. Consider testing the &
hypotheses Hy, ..., H; with corresponding test statistics T}, ..,Tx. We consider
only right tailed tests, since left tailed tests can be converted to right tailed
tests by some transformations on 7;. Modifying the FDR expression given in
Sarkar (2002) for a single-step procedure that rejects H; when T; > ¢, we have

-1
FDR = ;;Fjﬁ{ﬂ > ¢, Bji},
where {H;, i € I,} is the set of true null hypotheses, and B, ;, = {T(j:k) < ¢, T(jy1:) > c},
with T,y < ... < Tigpybeing the ordered statistics. That is, Bj, is the event
that we accept 7 out of the k hypotheses.

If we assume that the test statistics are independent and are identically
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distributed with a common cdf Gy(c) (or G(c)) when the null hypotheses are

all true (or false), the above expression reduces to

k—1
1
FDR=Y P{T;>c})_ = Pr{B;; 1}
=0

i€l J

where  Pr{Bj;_1} = Z f(m) x g(j —m),

f(m) = [Go(e)] ™ ™ [Golo)™,
k=Fko | — \qk—ko—jtm i
g(j —m) = ' [G1(0)] Gi(e)) ™™,
]7—m

where Gi(c) = 1 — Gi(c), i = 0,1, and ko is the number of true null
hypotheses.

Therefore, the FDR is now given by

FDR = ky x Go(c)x

k—1 1 min(j,ko—1) k() 1 o —
PO DY [Go(0)]* " [Gole)]" x
j=0 J m=max(0,j—k+ko) m

k—ko | —

j—m

A similar approach modifying the FNR expression from Sarkar (2004) gives



the FNR of a single-step procedure with common threshold ¢ as

FNR = (k— ko) x G1(c)x

k 1 min(jfl,kflfko) ]{: _ 1 _ ko

2.5 X

7=1 J m=max(0,j—1—ko) m

ko i 1—m =, \1ko—j+1+m
[Go(e)) ™" [Go(c)] :

j—1—m

Gr(@]" [Gie)] T x
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