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ABSTRACT

An important means for disseminating information on social media platforms is
by including URLs that point to external sources in user posts. In X, formally known
as Twitter, we estimate that about 21% of the daily stream of English-language
posts contain URLs. Given this prevalence, we assert that studying URLs in social
media holds significant importance as they play a pivotal part in shaping the flow
of information and influencing user behavior. Examining hyperlinked posts can help
us gain valuable insights into online discourse and detect emerging trends. The first
aspect of our analysis is the study of users’ intentions behind including URLs in
social media posts. We argue that gaining insights about the users’ motivations for
posting with URLs has multiple applications, including the appropriate treatment and
processing of these posts in other tasks. Hence, we build a comprehensive taxonomy
containing the various intentions behind sharing URLs on social media. In addition,
we explore the labeling of intentions via the use of crowdsourcing. In addition to
the intentions aspect of hyperlinked posts, we analyze their structure relative to the
content of the web documents pointed to by the URLs. Hence, we define, and analyze
the segmentation problem of hyperlinked posts and develop an effective algorithm to
solve it. We show that our solution can benefit sentiment analysis on social media. In
the final aspect of our analysis, we investigate the emergence of news outlets posing as
local sources, known as “pink slime”, and their spread on social media. We conduct
a comprehensive study investigating hyperlinked posts featuring pink slime websites.
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Through our analysis of the patterns and origins of posts, we discover and extract
syntactical features and utilize them for developing a classification approach to detect

such posts. Our approach has achieved an accuracy rate of 92.5%.
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CHAPTER 1
INTRODUCTION

Social media microblogging platforms play a major role in the spread of informa-
tion to the masses. One important means for spreading information is by embedding
URLs in the body of a social media post, which points to another source of infor-
mation. In Twitter, currently known as X!, we estimate that one in ve English-
language posts contain URLS, and among reposts, 57% have URLs. We notice that
many downstream applications, including NLP tools, tend to ignore the presence of
URLs in tweets and make no attempt to understand their unique characteristics,
such as the relationship between the content of the URL and the text surrounding
it. In this work, we study many aspects of tweets or posts with URLSs, including the
intentions behind including the URLs and the syntactical structure of these posts.
We also investigate the presence of a peculiar type of local news on Twitter. In our
work, we refer to posts with URLs as hyperlinked posts. Our study of hyperlinked
posts presents several challenges, especially in data collection and monitoring. Social
media posts are short and occasionally deleted by the user or the platform. The same
issue occurs with many of the shared URLs which can be inaccessible after a period

of time. This presents a signi cant challenge to our data collection e orts, requir-

1 We interchangeably use both X and Twitter to refer to the same concept.
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ing continuous monitoring and crawling of the desired data to ensure comprehensive

coverage in our datasets.
1.1 Motivation

One of the primary motivations behind our project arises from our observation
that a substantial proportion of posts on Twitter contain URLs. In this section, we
show that hyperlinked posts represent a signi cant portion of Twitter tra c. Our goal
is to estimate the proportion of hyperlinked posts in the Twitter stream, which we
refer to asp,. We rely on our own data instead of estimations from previous research
because we needed a more recent estimation using a large sample that is uniformly
distributed over a time range. We conduct two studies toward this goal: (YM) a
12-month long sampling (Jan 2018 - Jan 2019) and (MD) 1-month long sampling
(Nov 2018). In both studies, we used Twitter4d to collect a random sample of the
general stream of English-Language posts without specifying any keywords, topics,
or geographic regions.

In YM, we crawled 400k posts twice every month, for a total of 9.6 million posts,
and found that p, lies between @05 to Q206 with 95% con dence. In the MD study,
we crawled 200k posts daily for a month, for a total of 6 million posts. This study
gives an estimate op, in the interval 0:204 to Q205 with 95% con dence, which shows
that the outcome of the YM study holds when changing the sampling frequency. We
thus infer that about 100M of the 500M daily post$ are hyperlinked posts. Hence,
we contend that hyperlinked posts require their own suite of NLP tools. Our work is

an e ort, the rst to our knowledge, toward this goal.

2 http://twitter4j.org

3 https:/lwww.internetlivestats.com/twitter-statistics/



1.2 Contribution

Below we present the three main contributions of our research.

1.2.1 A Taxonomy and Study of Perceived Intentions of Including URLs in Social
Media Posts

We showed earlier in this chapter the high prevalence of URL sharing in social
media, with URLs appearing in approximately one out of every ve tweets. Given
this prevalence, it is important to study users' intentions behind including URLS in
hyperlinks posts. We argue that gaining insights about the users' motivations for
posting with URLs has multiple applications, including the appropriate treatment
and processing of these posts in other tasks (e.g., crisis response and debunking
misinformation spread in social media) (Heverin011 Y. Tanaka, Y. Sakamoto, and
H. Honda, 2014 Meesters, Beek, and Walle2016 X. Jin and Spence 2023 Jenders,
Kasneci, and Naumann,2013 Abdullah, Nishioka, Yuko Tanaka, and Murayama,
2015 N rregaard, Horne, and Adali, 202]). In addition, the perception of an author's
intention by the reader plays a vital role in the reader's interaction with the post
and the included URL. Toward that goal, we construct a comprehensive taxonomy
encompassing the various intentions behind sharing URLs on Twitter. In our process,
we explore intentions via the use of crowdsourcing. Following the construction of
our taxonomy, we tested it against a large sample of posts. Our analysis shows
that advertising, arguing, and sharing were the most common apparent intents. In
addition, we study the posts with large disagreements between the annotators. We
note that disagreement is higher for short posts and that agreement increases when

posts are placed in context, i.e., the discussion thread.



1.2.2 The Segmentation of Hyperlinked Social Media Posts and Its Applications to
Sentiment Analysis

As we stated earlier, we notice that NLP tools make little attempt at understand-
ing the relationship between the content of the URL and the text surrounding it in
a hyperlinked post. In this work, we study the structure of these posts with URLs
relative to the content of the Web documents pointed to by the URLs. We identify
several segment classes that may appear in a hyperlinked post, such as the title of a
Web page and the user's original content. Our goals are: to introduce, de ne, and an-
alyze the segmentation problem of hyperlinked posts, develop an e ective algorithm
to solve it, and show that our solution can bene t sentiment analysis on Twitter. We
also show that the problem is an instance of the block edit distance problem, and

thus an NP-hard problem.
1.2.3 Analysis and Detection of \Pink Slime" Websites in Social Media Posts

Local news outlets play a vital role in providing trusted and relevant information

to communities and addressing their specic needs and concerns. The emergence
of news outlets posing as local sources and their spread on social media present a
signi cant challenge in the digital information landscape. We present a comprehensive
study investigating posts featuring \pink slime" news, which is a term that has been
used to refer to these news outlets due to its deceptive nature. By analyzing a large
dataset of posts, we gain valuable insights into the patterns of these posts and the
origin of these posts. We show in this work that extracting syntactical features proves
valuable in developing a classi cation approach for detecting such posts and that the
approach achieves 92.5% accuracy. We also show that our approach achieves near-

perfect detection when grouping the posts by URL.



CHAPTER 2

A TAXONOMY AND STUDY OF PERCEIVED
INTENTIONS OF INCLUDING URLS IN
SOCIAL MEDIA POSTS

2.1 Introduction

Communication scientists have developed several research agendas seeking to ad-
dress the long-standing question, "What do people do with media?' (Kat4959.
The study of this question in relation to traditional mass communication (e.qg., tele-
vision, radio, newspapers) gave rise to the uses and grati cations research tradition
(Ruggiero,200Q. This audience-centered framework details how individuals seek out
and use various media outlets to try to achieve specic goals (Holber2014. Peo-
ple use media to gratify speci c needs such as getting information to allow them to
better function in the world, joyfully pass idle time through the engagement of enter-
tainment content, or seeking to establish social connections through the formation of
parasocial relationships with ctional characters and media personalities (Haridakis
and Humphries,2019. To this comparative work of traditional media channels can be
added the study of social media (G. M. Chern201% Phua, S. V. Jin, and Kim, 2017
Smock, Ellison, Lampe, and Wohn2011. However, this shift to the study of Web
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2.0 requires an assessment of people acting not just as content consumers, but also as
content creators. Focusing on the content creation aspects of social media, researchers
may ask, What are the reasons why people create social media messages? And even
more speci ¢ to the current study,why do people share URLs in their messages?

For many people, social media has become a means to express oneself, communi-
cate with others, and participate in public discourse. Social media posts are more than
just simple text messages, containing visual elements (e.g., images) and components,
like emojis, hashtags, user tagging, and URLs, which are used to supplement the text
of the message. Many works study those components, especially hashtags, emaojis,
and images (L. Yang, T. Sun, M. Zhang, and MeR012 Vempala and Preotiuc-Pietro,
2019 T. Hu, H. Guo, H. Sun, Nguyen, and Luo2017. In social media analysis, some
work focuses on the overall intent of general posts (Java, Song, Finin, and Tseng,
2007, while others study topic-oriented posts (Mohammad, Zhu, Kiritchenko, and
Martin, 2015 or other types of posts, e.g. posts with hashtags or emojis (T. Hu, H.
Guo, H. Sun, Nguyen, and Luo2017. Given that one in every ve posts contains a
URL, as we showed in sectiof.1, we investigate the intentions of users sharing URLs
on Twitter. Investigating the URL aspect of posts has attracted attention in several
elds, for example in crisis-related research (Purohit, A. Hampton, S. Bhatt, Valerie
L Shalin, A. P. Sheth, and John M Flach,2014 Yuko Tanaka, Yasuaki Sakamoto,
and Hidehito Honda, 2013 Horawalavithana, Silva, Nabeel, Elvitigala, Wijesekera,
and lamnitchi, 2021).

In this chapter, we aim to study a user's intention to include such URLS in their
posts. However, in many cases, the intent of sharing a URL in a post is not evident
without knowing the context of both the post's text and the URL's content. For
instance, in Figure2.1, the post includes a link to a product web page on Amazon.
Assuming the user added the URL to advertise its content is possible if we ignore the

post's text. However, the text of the post reveals that the intention is not to advertise
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Figure 2.1 : An example of a post with the URL of a product web page, with the
intent of inquiring about it.

Figure 2.2 : An example of a post that promises a desirable resource (streaming
service) through the URL. However, the web page does not provide this service.

the product but rather to ask for the readers' feedback about it. In another post, the
post mentions that a link for streaming a trending sporting event is being provided
to other users (Figure2.2). By looking only at the text, the apparent purpose of
posting the URL is to share a desired service. However, when a user clicks on the
URL they will not nd this promised service, since the URL is for a news website,
not a streaming service. Thus, we infer that the latent intention of the URL is to
lure other users into clicking through false advertisements, i.e. clickbait. This type of
tactic appears to be a common practice by many social media accounts to promote
a liated websites (Cable and Mottershead, 2018 A. Chakraborty, Sarkar, Mrigen,

and Ganguly, 2017. The structure of this chapter is as follows:

" In Section 2.2, we discuss the need and bene ts of investigating the user inten-
tions behind posting URLs on social media and establishing a proper taxonomy

7



for this task. We selected the eld of crisis response as an example to highlight

the signi cance of our task (Section2.2.2

In Section2.3, we de ne our task and discuss our decision to glean the intentions
of sharing URLs from a reader's viewpoint., which is, in our case, other social

media users (i.e., consumer vs. producer of content).

In Section 2.4, we review relevant literature on both intentions in social media

posts, as well as the domain of taxonomies.

We present our process of developing a comprehensive taxonomy to categorize
the intentions behind including URLs in posts in Sectior2.6. Our process
includes annotating URLs in 2500 posts via crowdsourcing; we use Amazon
Mechanical Turk (AMT). The resulting taxonomy has 6 classes of intentions

and 28 intentions labels.

In Section 2.8, we perform and report the results of large-scale user studies,
where ve crowdsource workers annotate the intentions of URLs in 1,000 posts
using our taxonomy. We compare the quality of these annotations to those of
an expert annotator. We perform follow-up studies that aim to improve the

guality of the annotation on low agreement posts (Sectiora.9 and 2.10.

2.2 Motivation

Hashtags and emojis have a substantial presence on Twitter which resulted in the
attention they have been getting in several research areas (L. Yang, T. Sun, M. Zhang,
and Mei, 2012 T. Hu, H. Guo, H. Sun, Nguyen, and Luo,2017%. Even though not
all posts contain URLs, many users tend to include them in a large portion of their
posts. According to recent reports, approximately one out of ve posts has one or

more URLs (Aljebreen, Weiyi Meng, and Eduard Constantin Dragut2021 and more



than half of retweets are for hyperlinked posts (Suh, Hong, Pirolli, and Ch20108H.
This notable prevalence of URLs alone justi es our investigation into the underlying
motivations for their inclusion. In the remainder of this section, we discuss the need

and utility of the taxonomy
2.2.1 Addressing the Gap

In the early stages of our work, we tested the viability oéxisting taxonomieqJava,
Song, Finin, and Tseng,2007 Alhadi, Gottron, and Staab, 2011 Gomez-Adorno,
Pinto, Montes-y-Gomez, Sidorov, and Sandy Gonzlez Alfaro2014 on intentions in
posts in small user studies. For instance, in one such study, we asked two graduate
students to give the intentions on a sample of 200 hyperlinked posts using a compiled
list of intentions from (Alhadi, Gottron, and Staab, 2011 Java, Song, Finin, and
Tseng, 2007 Gomez-Adorno, Pinto, Montes-y-Gomez, Sidorov, and Sandy Gonzalez
Alfaro, 2014. 65 posts receivedNo clear intentions or Other in that study. After
interviewing the students we learned that they chose those tags because they did
not nd suitable options in the list of tags. That should have not been a surprise
because those taxonomies were designed for the post messages themselves, which did
not account for the presence of URLs. In addition, some intention tags in those
taxonomies do not apply to shared URLSs in our problem. For example, the intention
label Chat (Gomez-Adorno, Pinto, Montes-y-Gomez, Sidorov, and Sandy Gonzalez
Alfaro, 2014 is never used by our annotators. This indicates that it is not a suitable
tag in our problem. Some of the intention labels are di cult to use because de nitions
in the literature do not accompany them. This is perhaps because of the assumption
that the name of the label is enough to convey its intended meaning. However, this

is not the case for many of the labels.



2.2.2 The Utility of a URL Intentions Framework

We contend that understanding the intentions behind including URLSs in posts has

a wide range of applications across various elds. We give several examples below.
Crisis Response

In the domain of crisis response and emergency awareness, extensive research has
been conducted that leverages posts and other forms of social media content (Pipek,
S. B. Liu, and Kerne,2014. Several studies pay attention to the presence of URLS in
crisis-related posts, with some reporting that over 50% of the posts in their datasets
contain URLs (Purohit, A. Hampton, S. Bhatt, Valerie L Shalin, A. P. Sheth, and
John M Flach, 2014 A. L. Hughes and Palen,2009 Meesters, Beek, and Walle,
2016 Hunt, B. Wang, and Zhuang, 2020Q. The intention aspect of these posts has
been studied in the eld of crisis informatics, as well. For example, several e orts
aim to detect posts seeking and providing intentions during a crisis (Purohit, A. J.
Hampton, S. P. Bhatt, Valerie L. Shalin, A. Sheth, and John M. Flach,2013 Xin-
tian Li, S. Hasan, and Culotta, 2022. We argue that the presence of a well-de ned
intentions taxonomy for shared URLs during a crisis can be the rst step toward the
development of models that address and enhance solutions across several challenges
in this eld. For instance, a proper URL intentions model can aid crisis responders
in assessing source credibility and reliability behind shared URLs (Horawalavithana,
Silva, Nabeel, Elvitigala, Wijesekera, and lamnitchi202]). Moreover, our taxonomy
can equip researchers with a powerful tool to combat misinformation by agging ma-
licious intentions, contributing to information accuracy during crises. Additionally,
the taxonomy can aid in identifying key in uencers and opinion leaders, facilitat-
ing a more targeted approach to crisis communication (X. Jin and Spenc2023.
Furthermore, it enables the discovery and dissemination of critical resources, from

shelter locations to emergency hotlines, streamlining relief e orts. Lastly, prioritizing
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responses to URLSs related to urgent needs, such as medical assistance or food distri-
bution, enhances crisis management e ciency (Purohit, A. J. Hampton, S. P. Bhatt,

Valerie L. Shalin, A. Sheth, and John M. Flach2013.
Misinformation

Our intentions taxonomy serves as a valuable asset in the ongoing battle against
misinformation in social media. By categorizing and discerning the intentions behind
shared URLs, researchers are equipped with a robust framework to systematically
identify and ag instances of malicious intent and misinformation. This empowers
them to not only track the spread of false information but also to proactively counter
it with accurate and credible sources. Through this taxonomy, researchers can develop
targeted strategies to combat misinformation, enhancing the overall accuracy and re-
liability of information shared on social media platforms, and ultimately contributing

to a more informed and resilient digital society.
NLP

In many NLP tasks, such as Sentiment Analysis, URLs are considered less impor-
tant than other elements of the posts and therefore removed without exploiting their
signals (Chong, Selvaretnam, and Soor2014 Shivakumar, 2021). We argue that
knowing the intentions behind posting URLs in Twitter datasets can help data scien-
tists who use them in their research. Such behavioral insights are clear indications of
the nature and quality of the posts in some elds. For example, in some downstream
applications that look into sentiment, emotion, or opinion, a large portion of studied
posts that contain URLs of news articles about controversial and interesting topics
are not always useful. As we show in this chapter, mentioning the news in a post

does not mean it is posted to support arguments or express emotions which is usually
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what makes a post valuable. There is a large number of URLs that are being shared

without a clear motive or without intending to discuss the topic.

2.3 Problem De nition

The primary objective of our research is to examine the underlying intentions of
users who share URLs on social media, speci cally X, formally known as Twitter.

We address two tasks in this chapter.

1. Develop a comprehensive taxonomy that categorizes the perceived intentions of

posting URLS in posts.

2. Evaluate the taxonomy through a user study involving a random sample of

real-world posts containing URLSs.

We collect intention codes from readers rather than the authors of posts, because
an author's intention is di cult to obtain. For each post with a URL, we would need
to contact its author and ask her intention. This is problematic since she may not
accurately recall her intention at the time when she posted the post with a URL. We
have posts in our dataset that are more than a year old. Studying intentions and other
aspects of disseminated information from the vantage point of the consumer rather
than the producer is common in social sciences. For instance, Epure, Deneclere, and
Salinesi (Epure, Deneclere, and Salines2017 study perceived intentions of health-
related posts and discuss the link between perceived intentions and predicting the

reader's behavior concerning such posts.

2.4 Related Work

Communication researchers have developed a long list of why people communi-
cate and much empirical work has been completed to assess the relative e ectiveness
of face-to-face, various forms of mediated-interpersonal (e.g., e-mail, phone), and a
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wide range of mass media channels concerning these functions. Flanagin and Met-
zger provides an exhaustive list of 21 reasons why people engage in various types of
communication, and they nd these 21 individual causes form nine clusters (Flana-
gin and Metzger,2001). These clusters are as follows: information, learning, play,
leisure, persuasion, social bonding, relationship maintenance, problem-solving, sta-
tus, and insight. While the uses and grati cations research tradition has focused
primarily on individuals as media consumers, it has been used to study why people
use and what they get out of various social media experiences (e.g., G. M. Ch2i 1,
Phua, S. V. Jin, and Kim, 2017 Smock, Ellison, Lampe, and Wohn2011). Social
media platforms allow individuals not only to be message consumers but also content
creators. With this shift comes asking not just what information you get from social
media sources, but what are the motivations behind and needs for creating social
media content.

Here we enumerate several problems where intent was the main scope of the study.
The problem of query intent classi cation aims to learn what the user is searching
for by classifying search engine queries (D. H. Hu, D. Shen, J.-T. Sun, Q. Yang, and
Zheng Chen,2009 J. Hu, G. Wang, Lochovsky, J.-T. Sun, and Zheng Cher2009
Xiao Li, 201Q Xiao Li, Y.-Y. Wang, and Acero, 2009. They generally utilize user
click information to classify user intent in queries. Another research direction is that
of discovering online commercial intention (Dai, L.-f. Zhao, Nie, Wen, L. Wang, and
Y. Li, 2008 D. H. Hu, D. Shen, J.-T. Sun, Q. Yang, and Zheng Cher2009 J. Hu,
G. Wang, Lochovsky, J.-T. Sun, and Zheng Cher2009. This problem is considered
a user intention problem since it relies on user queries and web browsing history to
detect the user's commercial intent (Dai, L.-f. Zhao, Nie, Wen, L. Wang, and Y. Li,
2009.

In recent years, research has pivoted toward identifying user intention computer-

mediated communicationsuch as discussion forums, mobile phone text messages, and
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social media posts (Java, Song, Finin, and Tsengp07 Zhiyuan Chen, B. Liu, Hsu,
Castellanos, and Ghosh2013 Alhadi, Gottron, and Staab, 2011, Purohit, G. Dong,
Valerie L. Shalin, Thirunarayan, and A. Sheth,2015. Java, Song, Finin, and Tseng
studied users' behaviors and intentions on Twitter and concluded that there are four
main types of user intentions on Twitter: daily chatter, conversations, sharing infor-
mation, and reporting news (Java, Song, Finin, and Tseng2007%). They analyzed
these intentions on both user and community levels and categorized relations be-
tween users into information seekers/sources and friends (Java, Song, Finin, and
Tseng, 2007%. Alhadi, Gottron, and Staab found that a user's intent usually falls
into one of eight intention categories, which include promoting, social reaction, and
expressing emotions (Alhadi, Gottron, and Staak?011). Zhiyuan Chen, B. Liu, Hsu,
Castellanos, and Ghosh employed a transfer learning method to perform binary clas-
si cation for intent in discussion forums (Zhiyuan Chen, B. Liu, Hsu, Castellanos,
and Ghosh,2013. Other studies on intentions on Twitter were centered on topical
posts, such as posts about crisis events or elections (Purohit, G. Dong, Valerie L.
Shalin, Thirunarayan, and A. Sheth,2015 Mohammad, Zhu, Kiritchenko, and Mar-
tin, 2015. Holgate, Cachola, Preotiuc-Pietro, and J. J. Li studied thentent behind
using swear wordsn posts and presented a novel dataset of 7800 posts that are man-
ually labeled with one of six categories of vulgar word intentions (Holgate, Cachola,
Preotiuc-Pietro, and J. J. Li, 2018.

While most of those works are about the intentions in user's text, others inves-
tigated the use of other elements, such ammoticons and emojis(Derks, Bos, and
Grumbkow, 2008 Tauch and Kanjo, 2016 T. Hu, H. Guo, H. Sun, Nguyen, and Luo,
2017. Derks, Bos, and Grumbkow studied the role of emoticons in chat messages
and reported that these three intentions are the most common intentions for using
emoticons expressing humor or emotion and strengthening these expressions (Derks,

Bos, and Grumbkow,2008. The work of T. Hu, H. Guo, H. Sun, Nguyen, and Luo
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studied the intentions and sentiment e ects of using emojis on Twitter and reported
the results of two user studies on these aspects (T. Hu, H. Guo, H. Sun, Nguyen,
and Luo, 2017. Their results showed that expressing sentiment and strengthening
the expression are the two most common intentions of using emojis on Twitter (T.
Hu, H. Guo, H. Sun, Nguyen, and Luo,2017). SalahEldeen and Nelson study the
relationship between temporal inconsistency and the author's intentions in posting
links on Facebook and Twitter (SalahEldeen and Nelso2013. In other words, they
investigate whether the author intends to convey the current content of the shared
web page or not (SalahEldeen and Nelso2p13. In another work by Holton, Baek,
Coddington, and Yaschur, they surveyed Twitter users and asked them about their
sharing URL habits and what motivates them to do so (Holton, Baek, Coddington,
and Yaschur,2014. Our work is di erent from this since we seek to understand the
intentions of posting URLs from the view of the readers of the post. URLs were also
studied in some domains where they are deemed to be part of the problem. For exam-
ple, S. Gupta, A. Khattar, Gogia, Kumaraguru, and T. Chakraborty used URLS in
their approach for detecting spam posts (S. Gupta, A. Khattar, Gogia, Kumaraguru,
and T. Chakraborty, 2018. Other researchers look at URLs to detect disasters and
extreme events (Yuko Tanaka, Yasuaki Sakamoto, and Hidehito Hond2p13 Huaye
Li, Yasuaki Sakamoto, Yuko Tanaka, and R. Chen2014, as well as scienti c ci-
tations in Twitter (Weller, D@ge, and Puschmann, 201]). An interesting work by
Kaleli, Kondracki, Egele, Nikiforakis, and Stringhini studied the risks of URLs that
are posted unintentionally by Twitter users (Kaleli, Kondracki, Egele, Nikiforakis,

and Stringhini, 2027).
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2.5 Experimental Setup

2.5.1 Posts Collection

We built a Hyperlinked Postsdataset to use in experiments and user studies. We
utilized the Twitter API to sample English hyperlinked posts from the years 2019 to
mid 2022. The sampling process was conducted regularly and uniformly throughout
this period to ensure a representative collection of posts. We did not use any keywords
or search terms in our sampling. The total number of posts was more than 500k posts.
From this extensive collection, we randomly sampled 10k posts to use throughout our
research. The use of uniform sampling helps mitigate bias that could arise from
focusing solely on specic periods and enhances the robustness and reliability of
our taxonomy. For example, including posts from both the pre-COVID and post-
COVID eras is valuable for capturing the potential e ects and changes in social media
discourse and user behavior during and after the pandemic.(Sanders, White, Severson,

Ma, McQueen, Paulo, Yucheng Zhang, Erickson, and Benne2020.
2.5.2 Amazon Mechanical Turk

Amazon Mechanical Turk (AMT) is the most prominent crowdsourcing annotation
platform. AMT allows researchers (requesters) to publish their tasks (HITs), utilizes
participants (workers) recruitment, and compensation (rewards) payments (Cocos,
Qian, Callison-Burch, and Masino,2017. Requesters can specify certain criteria
(quali cations) for workers who work in their HITs based on demographic, experience,

or custom criteria.
2.5.3 Participants

To ensure the quality and reliability of the crowdsourcing results, we implemented
a screening process for potential workers in our user studies; we carefully screened

potential workers in our user studies. |Initially, we published a screening task for
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Figure 2.3 : The design of the task used ifP14,P1g and Pp,.

all Amazon Mechanical Turk (AMT) master workers, where they were asked to an-
notate the intentions of URLs in ve hand-picked posts. The purpose of this test
was to assess the workers' ability to comprehend the language used in typical posts
and identify the intentions behind the included URLs. In these selected posts, the
intentions of the URLs were observable. Workers who answered more than one post
incorrectly were deemed un t to participate in our user studies. Out of the 200 work-
ers who completed the screening survey, 143 demonstrated pro ciency by answering
four or more annotations correctly, and were therefore marked adigible Notably,

the quality of responses from the remaining participants was concerning, particularly
the 23 workers who scored two or fewer correct answers. Their inclusion would have
signi cantly compromised the overall quality of our user studies. We highlight these
ndings to emphasize the importance of selecting quali ed workers when conducting

crowd studies, ensuring the integrity of the research outcomes.
2.5.4 Designing the Crowd Task

Designing a crowd task where workers infer the intention of sharing a URL in a
post is challenging because the workers are required to have a sound understanding of
both the post and the URL's content. Deciding on the best layout for our user study
proved to be both a challenging and delicate task. We adopted an iterative approach

to carefully design the task which resulted in three pilot studies. In these pilot studies
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Figure 2.4 : The design of the task used P,z and Pz, .

experiments, we published multiple tasks with di erent setups and layouts using the
concept of A/B testing to choose the optimal design for our main study that we
present later in the chapter (Siroker and Koomen2013 Kohavi and Longbotham,
2015. We manually evaluate the correctness of the annotation and use the percentage

of errors to measure the quality of the annotation responses in each study.
Pilot Study 1 (P1)

In the rst pilot study, we published two tasks on AMT, P;5 and Py, each with
100 hyperlinked posts. We asked three workers to annotate each post and provided
them with the post text, the URL, and the intention list from our taxonomy. Both
tasks contained instructions for the workers and a link with more examples for each
intention in the list. In P14, we allowed workers to select multiple intentions per post,
while in P1g they could only choose one. The purpose of this trial was to see if giving
workers such exibility would result in more reliable annotations. Figure2.3, shows

the layout of tasksP;5 and Pig. In Py, the percentage of errors was %23, while in
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Figure 2.5 : The design of the task used iP5, P4y and Pyg.

P1a it was %32, which implies that allowing multiple labels per post can results in

poor annotations in our task.
Pilot Study 2 (P2)

In this study, we increased the number of posts and repeated the study with the
old design (nowP,,) and an improved one P,g). We did not rely on workers to click
on the given URL when they needed to get more information about it, so we crawled
the content of the URLs and provided them with the title and text content of the
web pages for their reference (Figurg2.4). We added another option: "Intention is

Not Clear" to the list. These changes resulted in a lower error rate (21% to 16%).
Pilot Study 3 (P3)

In this study, we used Twitter APl to embed a live snippet of the post in the survey
(Figure 2.5). This new element strengthened the survey visually, which helped the

workers understand the full context of the post and the URL. Also, we added one
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more option, "None of The Above", which when chosen allowed workers to de ne new
intentions. In addition, we included a link for extra examples of each intention in the
list which was more convenient and user-friendly for the workers. The agreement score

of this design with a new batch of posts was lower, %16.5 compared with %24.5.
2.6 Developing the Intentions Taxonomy

The large number of shared URLs highlights the diverse range of content being
circulated and suggests that there are a multitude of intentions behind sharing these
URLs. We attempt to build a tailored taxonomy with a comprehensive set of perceived

intentions of URLSs in posts.
2.6.1 Data and Patrticipants

The process of constructing the taxonomy involves crowdsourced annotations col-
lected from the Amazon Mechanical Turk (AMT) platform with Twitter data. In the
remainder of this section, we give the details of the dataset and the participants in

the annotation process.
Dataset

Our Hyperlinked Postsdataset is a random collection of posts. We avoided using
existing post datasets since most of them have one of these two issues: they either
normalize the posts by removing the URLs or they keep the URLs, but many of the
URLs are obsolete{ a user cannot access their content because they are redirected
to "error pages\ or to the home page of the website. Collecting more recent posts
and crawling the web documents simultaneously increases the chances of having a
more complete dataset of both posts and URLs. Retrieving the URLS' documents is
important in our study as in one of our studies we ask users to use the documents to

judge intention when the post itself is not enoughHyperlinked Postscontains over
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500,000 posts. We randomly sampled 2,500 posts and used them in developing the

taxonomy. We have more details on our datasets in Sectich5.1
Participants

To ensure the reliability of our crowdsourced results, we screened potential AMT
workers by publishing a screening task for all AMT master workers. The workers were
asked to annotate URL intentions in ve posts to assess their ability to understand
the task, post language, and identify a satisfactory intention. We call workers who
annotated 4 out 5 posts correctly &ligible" In developing our taxonomy we allowed
only eligibleworkers to participate in the annotation process. SectioR.5.3gives more

details about our screening process.
2.6.2 Procedures and Results

Our intentions taxonomy is built upon the insights of previous research. We fol-
lowed the approach of (Talevich, Read, Walsh, lyer, and Chopr2017 in developing
our framework for intentions taxonomy. Our framework consists of three steps: (A)
collecting a list of candidate intentions, (B) processing the intention, and (C) grouping

them into categories based on similarity. The process is illustrated in Figutz®é.
(A) Collection.

We conducted our research starting with the task of having participants label
posts with candidate intentions. We commence our process by collecting candidate
intentions via crowdsourcing, speci cally utilizing AMT. Crowdsourcing provides a
scalable and cost-e ective solution for gathering a large volume of data from diverse
individuals (Cocos, Qian, Callison-Burch, and Masind2017 Bloodgood and Callison-
Burch, 201Q9. We opted for an open-coding approach, allowing AMT workers to
provide codes or intention labels for posts using an open-text form. Open coding is

a popular method in qualitative research and ground theory which has been used in
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Table 2.1: The complete list of intentions of the rst and second level in our taxonomy.
The taxonomy has 6 main classes of intentions ( rst level) and 28 intentions labels
(second level).

Class

Intention

share

to share news about politics and major national or public news

to share health-related news and articles

to share their current activities

to share sport news or sport-related content

to share news and articles about topics about economy, science or
technology

to share personal achievements

to share user-generated content from other websites

to share personal information

entertain

to share humorous content
to share entertaining content or news about the entertainment in-
dustry

oer

to provide feedback or answer questions

to o er help or advice

to share personal experience about a merchandise
to provide information about a certain topic

converse

to support an argument

to express emotions

to discuss or provoke discussion about a subject
to express or add context to an opinion

promote

to recommend other users to check out a content
to advertise or promote a personal merchandise
to advertise or promote for a merchandises

to advertise or promote an event

to advertise or promote personal content

to advertise or promote for a content

request

to ask a question or seek feedback about
to persuade other users into visiting

to seek help, support or call for action

to seek connection

22



Figure 2.6 : Our 3-phase framework of developing our intentions taxonomy for shar-
ing URLs in social media posts.

several works to construct taxonomies in other problems (Scott, Kuksenok, Perry,
Brooks, Anicello, and Aragon,2012. This method allowed us to capture a wide
range of intention labels from the crowd and ensured that workers had the exibility
to express their thoughts and observations without being restricted by prede ned
categories.

In our study, we engaged the participation of 2&ligible AMT workers to annotate
a set of 100 posts each. By distributing the task across multiple workers, we aimed to

capture a diverse range of perspectives and interpretations of intentions. The diversity
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of annotations is valuable as it provides a broader understanding of the intentions in
hyperlinked posts, and provides depth to the desired taxonomy. By incorporating
multiple annotations from di erent workers, we can account for individual biases,
preferences, and viewpoints, thereby ensuring a more comprehensive and well-rounded
taxonomy. After gathering the initial set of codes we proceeded to the next step which

was data processing and cleaning.
(B) Re ning

We obtain 2,500 intention labels in the previous step. In this step, we process

them as follows:

" Proofreading: We manually inspect the list for grammatical errors and typos

and correct them. We found 90 codes with such errors.

Standardizing: We unify the phrasing of the intentions by phrasing them as
answers to the question\Why did you share this link?". For example, the code
"sharing news articlé is paraphrased to 'to share a news articlé’ By doing

this we ensure the clarity of the intentions in the list.

Purging: We performed a thorough lItering process to ensure the quality
and reliability of the results. We speci cally looked or unclear codes or ones
that do not appear as actual intentions codes but rather appear as descriptive
statements or explanations. For example, the codedlk and complain about
rent increase€' is a statement about the post itself rather than an intention code
about the URL, which in that case should have been \to support an argument.”
Out of the 2,500 annotations in the list, we deemed 30 instances unsuitable.
We discarded those codes, focusing on the annotations that provided clear and

concise intentions codes.
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" Deduping: In this step, we removed duplicate annotations from the list. We
eliminated both exact duplicate codes and the semantically similar ones. For
example, the code to provide an answer to a questidhis similar to " to answer
a question” We also asked workers to tell us when two di erent intention codes

had the same meaning. We describe that in the next step.

The nal list is a set of 754 intention codes.
(C) Grouping

Given that we have a list of hundreds of intention codes, our next step is to
convert it into an empirically derived hierarchical taxonomy with high-level intentions
categories that represent the spectrum of intentions in our problem. Therefore, we
usea nity mapping to re ne the intentions list and produce the taxonomy we desire
for our problem. A nity mapping is a common approach in research that is used to
group gathered data based on their similarity and discover their underlying structure
(Otieno, 2023.

In this phase, we employed a group of 5 AMT workers to work on the grouping

task. Out of the ve workers, three participated in the initial annotation (Phase A).
In this task, the workers were asked to sort the list of intentions into categories based
on what went together. Each new category was named by the worker. The workers
were also asked to indicate if a pair of codes were identical in their meaning, but had
di erent spelling. This allowed us to merge those that were semantically similar.

We used a simple majority to process the nal categories and other decisions.
Based on the majority votes, 311 were discarded given their similarity to other codes.
In the grouping results, some responses formed more categories than others. The
number of groups ranged from 17 to 31 in the responses. We compiled those groups
into 28 intentions groups with a total of 442 ne-grained intentions. After the initial

grouping, we attempted to establish higher-level classes of intentions. To achieve this,
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we conducted another round of grouping with a new set of 5 AMT workers. As a

result, we generated a shorter list of 6 coarse-grained intention classes (See Tallp
2.6.3 The Final Taxonomy

Our taxonomy represents a comprehensive categorization of the intentions behind
the usage of URLs in posts and o ers an empirical structure for the set of diverse
intentions. At its core, our taxonomy consists of six main intention classes, each
including a variety of speci ¢ intention labels, totaling 28 labels. At a ner granular-
ity, we have the initial intention codes, which serve as examples extracted from our
collecting phase. These examples explain the subtleties within each intention label,
providing concrete instances of user intentions. Together, each level in our multi-level
taxonomy accommodates a range of research needs and tasks. Tableshows both

intentions classes and labels.
2.7 Evaluating the Intentions Taxonomy

The next step in our work is to employ the newly developed taxonomy in user
annotation studies. In this section, we show and discuss the ndings of the user
studies we performed to report user intentions in posting URLs in posts. First, we
present a user study (Study 1) that aims to report the overall distribution of intentions
in a random set of posts using our taxonomy. Next, we revisit a portion of the posts
from Study 1 where the annotators failed to agree on a majority label. We performed
follow-up studies (Study 2 and Study 3) in an attempt to increase the agreement for
such posts. In our studies, we use the list of 6 intention classes in our taxonomy
(Table 2.1).

Before we proceed, we de ne the following terms that we use in this section to
describe the posts in our resultsmajority decision: when three or more workers (out

of ve) select the same intention label for a postjow consensus there is amajority
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decision but only with three workers (out of ve); split decision three workers select
the same label and the other two select di erent labels; ando majority: there is no
majority decision. In addition to the intentions labels we de ned in our taxonomy,
a post can have the labeuncertain when the workers are not sure about the URL's
intention. Lastly, the posts that either haveuncertain label or no majority are called

NC-UN.
2.8 Study 1. Crowd Labeling of Post Intention

The goal of Study 1 is to investigate the intentions of including URLs in posts
using crowd labeling. We published a task on AMT where we asked participants to

select the correct intention for a URL in a post.
2.8.1 Dataset

We randomly sampled a new set of 1,000 posts from ddyperlinked Postsdataset.
The properties of this dataset are summarized in Tablg.2-2.4, including the posts'
type, length, and total reactions. In thetype property, we dierentiate between
posts that are replies, quoted posts, and other types of posts. In the last property,
reactions, we measure the popularity of a post by counting the three types of reactions
it received, which arelikes, replies and reposts These properties of the posts were
measured in real-time at the time of publishing the study. We assume that these
properties represent the actual engagement metrics since we collected them more
than 24 hours after the posts were published. There is strong empirical evidence that
after 24 hours, no relevant number of impressions (i.e., number of views) is observed

for a post. (Pfe er, Matter, and Sargsyan,2023.
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2.8.2 Task Design

The design of this study on AMT resulted from several experimental studies fo-
cused on ensuring that participants comprehend the requirements of our task and
accurately assess the intentions associated with shared URLs in posts. In Section
2.5.4 we show the details of our experiments conducted to enhance the design of
our crowdsourcing tasks. A mock-up of the optimal task design we used is shown in

Figure 2.5
2.8.3 Participants and Study Context

The study was available only toeligible workers and each post was annotated
by ve workers. To simplify inter-rater reliability calculations, we ensured that the
entire set of 1,000 posts was annotated by the same ve workers. Toward that end, we
published the posts in a sequence of four batches. Each batch was open for workers
who completed the previous batch. The rst batch had 100 posts, and the workers
were paid$0.06 per post. We increased the rewards in each following batch $§.02
and the number of posts by 100. As a result of this reward scheme, the entire set
was annotated by the same workers. It also sped up the annotation process since the
workers were motivated to earn a higher reward. The total cost of the annotation

was about$750 meaning that each worker receivefil50 to annotate 1000 posts.
2.8.4 Results

On average, workers took 161.8 seconds to annotate a post with a standard devi-
ation of 90.1 seconds. The average times of our ve workers (in seconds) were 114.1,
125.4, 162.2, 175.3, and 226.9. Naturally, posts vary in length and complexity. Hence,
some workers needed more time to comprehend and annotate them, which explains
the high standard deviation. The resulting annotation is shown in Figur.7. We

label the intention of a URL in a post based on theanajority decision. 22.5% of the
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Figure 2.7 : The distribution of overall intentions in Study 1.

posts with URL have no majority (We discuss them in Section2.9 and 2.10. The
most common intentions for posts with URLS argoromote, converse sharg and o er .
Less than 1% of the posts are annotated witlequestor entertain intentions. Finally,

the workers give anuncertain intention for 4.4% of the posts with URL. It is worth
comparing that to 32.5%, which is the percentage of the posts that receive thacer-
tain label using existing taxonomies from related work (Sectiof.2.1). This shows
that our taxonomy not only encompasses the known intentions identi ed in previ-
ous studies but also introduces novel categories that contribute to a more nuanced

understanding of user intentions in the context of URL sharing.
2.8.5 Inter-rater Reliability

The percentage of agreemenngajority decision) in our result was 77.5%, including
when the workers agree that the post is uncleaufcertain label). The Fleiss' kappa

for all annotations items was @16, and 0259 when only considering the posts with
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Table 2.2: The distribution of the top 3 intentions over post type (regular posts, reply
posts, quoted posts). Posts witmo majority or uncertain labels are combined and
marked asNC-UN.

intention regular replies quoted
All 67.4% 25.4% 7.2%
converse 23.5% 63.0% 13.5%
promote 88.3% 6.1% 5.6%
share 81.7% 15.1% 3.2%
NC-UN 52.6% 39.2% 8.2%

Table 2.3: The distribution of the top 3 intentions over the post length. Posts with
no majority or uncertain labels are combined and marked adC-UN.

intention <35 -70 -105 -175 >175

All 13.2% 23.8% 22.0% 22.8% 18.2%
converse 11.1% 12.3% 21.6% 25.3% 29.7%
promote 9.2% 27.7% 23.3% 21.8% 18.0%
share 11.9% 28.6% 24.6% 25.4% 9.5%
NC-UN 22.0% 23.1% 17.9% 19.8% 17.2%

majority decision annotation. We attribute the low agreement scores to several factors
related to the nature of our task and its complex setup, i.e. 5 annotators and 7
categories. Posts are informal short text that can be vague and unclear for many
users. Speculating the intentions of URLSs in posts is challenging, especially when the
posts are randomly sampled from Twitter's public timeline and not manually sampled
and checked. Balancing the complexity of annotators' judgments with their reliability
presents a tradeo (P. Hughes,2004 Artstein, 200§. Low agreement between the
crowdsourcing annotators in this study is a signal that should be investigated further

which is what we do in the next two studies.
2.8.6 Non-Expert vs. Expert Annotations
In addition to the nature of the task, participants were not trained and did not

have a chance to calibrate their ratings with other raters. Therefore, we assess the
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Table 2.4: The distribution of the top 3 intentions over the reaction count of the post,
which is the total number of reposts, likes, and replies that the post receives. Posts
with no majority or uncertain labels are combined and marked adC-UN.

intention 0 1-5 6-10 >10

All 67.3% 24.5% 5.9% 2.3%
converse 57.4% 34.6% 6.8% 1.2%
promote 76.7%  18.9% 3.2% 1.2%
share 60.3% 24.6% 9.5% 5.6%
NC-UN 64.6% 26.1% 6.3% 3.0%

Figure 2.8 : Example of two posts where providing context to the workers (conver-
sation) improved their agreement.

agreement between AMT workers and an expert annotator (Snow, B. T. O'Connor,
Jurafsky, and A. Ng, 2009. We manually annotated the subset of the posts with
majority decision, which has 775 posts. The resulting Cohen's Kappa agreement was

0:793, which is considered substantial.
2.8.7 Posts Properties in Intentions

We take a closer look into the distribution of some posts' properties. We compared
these statistics with the ones we reported earlier for the entire dataset (Tabl@s2-

2.4) and found a few interesting takeaways. For example, 25.4% of all posts are
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replies, but in share and NC-UN replies are 63.0% and 39.2%, respectively. It is
expected in many cases when the URL is intended to be part of the conversation or
an argument (i.e., with labelconversg that the post is a reply to other posts. We also
notice that NC-UN post appeared to have more short posts (35 characters) than
the overall posts (22.0% vs 12.3%). In Tabl@.5 we focus on comparing posts that
were annotated successfully (with a majority) and posts witno intention or with
uncertain label (NC-UN). In the next section, we conduct follow-up studies (Studies
2 and 3) to investigate improving the agreement ilNC-UN posts and posts with low

majority labels.

2.9 Study 2: Investigating the E ect of Context on Annotating Post
Intention

The intuition of the study is that posts with unclear intentions for annotators
(NC-UN) tend to need more context to be judged. Table.5 showed that posts
that are short, replies, or both have more presence BIC-UN posts (41.3%, 44.7%,
48.7%) than their presence in the overall results (26.9%). In reply posts, the workers
in Study 1 had no knowledge of the previous conversation. We aim to show that
adding context (i.e., a sample of the post thread) to the annotation task can help
annotators comprehend the posts better and improve their annotation agreement.
Taking advantage of the available context when processing short text has been used
in other data annotation problems, such as Named Entity Linking (NEL) (Basile and
Caputo, 2017. Fang and Chang employ contextual clues such as the location of a
post to resolve keyword ambiguity in entity linking in posts (Fang and Chang2014.

The subjects of Study 2 are the reply posts that ar&lC-UN (with no majority
intentions and uncertain labels). We repeat the annotation study with two sets of
annotators: (a) the same 5 workers from the main user study and (b) 5 new workers.

We provided the annotators with a sample of the conversation (thread) instead of just

32



Table 2.5: Comparison betweemajority decision annotations andNC-UN in three
post types: posts that are replies, have short text ( 35 characters), and posts that
are both.

Property NC-UN majority
decision

reply posts 41.3% 58.7%
short posts 44.7% 55.3%
short + reply posts 48.7% 51.3%

the standalone post. By default, the sample consists of the parent post. A user may
click and expand the conversation thread with additional posts, such as replies. We
used 83 posts in this study. Both (a) and (b) produced positive results, 80%, and 78%
have a majority intention in this study. Figure 2.8 shows two examples: post 1 on
the left and post 2 on the right. In Study 1, the annotations for post 1 wergopfomote,
oer ( 2), share ( 2)] and [promote ( 2), oer, share ( 2)] for post 2. After
providing context to the same workers (a) their annotations becomednverse( 3),
oer ( 2)]forpostland promote oer ( 4)] for post 2. These results con rm our
assumption that adding context to the posts helps produce more accurate annotation.
We note that the workers in this task need 179.5 seconds on average to complete the
annotations. The time increase (from 161.8 seconds) is expected due to the increased

workload (i.e., reading the parent posts in addition to reading the post itself).

2.10 Study 3: Investigating Low Agreement by Allowing Multiple In-
tentions Posts

The subject of this study is the set of posts with dow consensusspeci cally
a split decision which is when three workers choose one intention while the other
two choose another one. The intuition is that this split might indicate that such
posts contain more than one possible intention. Therefore, in this study, we test our

hypothesis by giving the workers the option of choosing more than one intention. We

33



hypothesize this change to the study design will result in a higher agreement for the
posts with split decision In this study, we published an AMT task with 278 posts
with a split decision from Study 1. The task was given to two sets of workers (the
same workers from Study 1 and another ve workers) in the same setting except for
allowing multiple intentions per post. Surprisingly most workers in both sets did not
take advantage of the new exibility. Less than 2% of the responses have more than

one intention per post.

2.11 Ethical Statement

Being able to identify communication intentions in a valid and reliable manner
lls in one important puzzle piece for understanding the intended versus unintended
e ects of a communicative act. In addition, understanding which intentions are most
often associated with the inclusion of URL-linked material can o er strong predictive
value concerning what material is most likely to go viral within and across social
media platforms. The work undertaken in this study is connected to the knowledge
being generated concerning virality (e.g., (X. Wang, L. Chen, Shi, and T.-Q. Peng,
2019 Purohit, A. Hampton, S. Bhatt, Valerie L Shalin, A. P. Sheth, and John M
Flach, 2014).

The ethical concerns with work of this kind are that some acts of communication
(e.g., satire) are grounded in irony which creates disconnects between what is stated
explicitly and what is the implied meaning of a message. Falsely assigning commu-
nication intentions in these types of cases may label some well-intentioned content
creators as bad actors. Incorrect labeling of communication intention can lead to
communicators who are acting in good faith being saddled with labels such as dis-
information, manipulation, and deceit. It will be important to consider a range of
broader contextual factors within which the social media o erings are being generated

to reduce the likelihood of improper intention labeling.
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As for data collection, we crawled posts from Twitter only using Twitter API and
complied with the terms of service on how to use and process the posts. Our focus in
this chapter is not individual user characteristics. Therefore, we mitigate the harm of
breaching users' privacy by not including user handles in the dataset we will release

for this work. By doing so, we respect the \right to-be-forgotten.”

2.12 Conclusion

An assessment of intentions o ers a window into content creation. As shown in
this study, the use of previously generated content on social media (i.e., the material
o ered through the URLS) is associated with a variety of communication goals and
ends. Before investigating these goals, we constructed an intention taxonomy that
is tailored to our problem. Our taxonomy was developed by using crowdsourcing,
engaging 50 workers from Amazon Mechanical Turk, and utilizing a dataset of 2500
posts containing URLs. We also show the results of our crowdsourcing task where
we collected the intention annotations of URLs in 1,000 posts. The most common
intentions were promoting, conversing, and sharing. The results also showed that
annotating intent is a challenging task and disagreement is notable between crowd-
sourcing workers. We investigated low agreement annotation in certain types of posts
and showed that adding context to the posts can improve the clarity of the posts and
increase the agreement between annotators. We believe that our taxonomy o ers a
nuanced and thorough framework through which to examine and interpret user in-
tentions when sharing URLs on social media. This gives an additional dimension to
online behavior and opens avenues for more targeted interventions, content recom-
mendations, and platform design improvements aligned with the diverse motives that

drive URL sharing in today's digital landscape.
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CHAPTER 3

THE SEGMENTATION OF HYPERLINKED
SOCIAL MEDIA POSTS AND ITS
APPLICATIONS TO SENTIMENT ANALYSIS

3.1 Introduction

Many applications built upon social media data require a robust understanding
of user-exchanged messages (aka posts), such as named entity recognition (NER) (C.
Li, A. Sun, Weng, and Q. He,2015 Ritter, Clark, Etzioni, et al., 2011 A. T. Schnei-
der, Mukherjee, and Eduard C. Dragut,2018, event detection and summarization
(A. Hughes and Palen,2009, and sentiment analysis (SA) (Gezici, Dehkharghani,
Yanikoglu, Tapucu, and Saygin,2013 F. Yang, E. Dragut, and Mukherjee, 2020.
The length restriction on posts encourages users to employ unconventional writing
techniques when creating posts. Thus, post analysis remains challenging despite more
than a decade long research e ort (C. Li, A. Sun, Weng, and Q. H&015 Kong, N.
Schneider, Swayamdipta, Bhatia, Dyer, and A. Smith2014.

This chapter presents, to our knowledge, the rst attempt to understand the text
structure in a post that contains URLs. We refer to these posts dg/perlinked posts

throughout the chapter. We show that about 1 in 5 English-language posts contains

36



Post (1) Bloomberg rips Trump: Totally incompetent'

[Tu] https://t.col...

Post (2) Bloomberg rip #Trump: “#Totallyincompetent'.

[TBu] ...New York billionaires, #MichaelBloomberg
https://t.col...

Post (3) Bloomberg rips Trump: Totally incompetent'

[TBUU] ... This is a personwho should not be the #President ...
We're paying the price for ... https://t.col...

Figure 3.1 : Example of hyperlinked posts, showing segmentation patterns (in square
brackets on the left) and text segments marked as follows: boldface for title, underline
for body and italic for user.

a URL (see the section \Hyperlinked Posts"). Another study (Suh, Hong, Pirolli, and
Chi, 20103 shows that 56.7% of reposts are to hyperlinked posts. Since hyperlinked
posts represent a signi cant portion of the overall Twitter stream tra ¢, we contend
that this class of posts deserves its own attention. In this work, we introducie
problem of hyperlinked posts segmentatipanalyze its complexity, give an algorithm
to solve it, and show that the proposed segmentation can improve sentiment analysis
on posts.

First, we aim to show that the text of such posts can be naturally partitioned into
segments, substrings, that relate to the content of the web page pointed to by the
URL, which we will refer to asURLdoc . We de ne three classes of post segments:
title segment denoted by T (this segment overlaps with a large portion of the title
of the URLdoc); body segmentdenoted by B (the segment is an excerpt from the
body of the URLdoc); anduser segmentdenoted by U (the segment is the user's

utterance). We denote the presence of URL in a post hy. Figure 3.1 shows several
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examples of hyperlinked posts with their segments and patterns. In Post)( for
instance, the entire text of the post, \Bloomberg rips Trump: "Totally incompetent'
", is the title of the URLdoc. In Post (2), the title is followed by an excerpt from
the body of the URLdoc. In Post @), there are both title and body segments, and a
user's original utterance, \We're paying the price for ...".

There are several challenges in the hyperlinked post segmentation problem that
we will describe later in the chapter. One challenge is when substrings of the title or
the body are replaced with active Twitter-speci ¢ markups like in Post 2) (Figure
3.1). In that post \Trump" and \Totally Incompetent" are replaced by #Trump and
#Totallyincompetent, respectively. The above examples illustrate the kind of edits
users may perform on hyperlinked posts and suggest that the segmentation problem is
an instance of the approximate string matching problem. This is traditionally solved
with variants of the edit distance problem (Levenshtein1969. However, many user
edits are block operations in which a whole substring of the input is edited. For
example, Post ) in Figure 3.2 shows an example where the substring \judge says"
in the title is moved from the end of the title to the beginning of the title in the post
(perhaps, the user seeks to change the tone of the message). In the section \Problem
Analysis”, we give a thorough analysis of the hyperlinked post segmentation problem
by mapping it to various instances of the string block edit distance problem (SBED)
and show that the problem is NP-hard when treated as SBED problem (Shapira and
J. A. Storer, 2002.

Second, we demonstrate that our segmentation procedure bene ts sentiment anal-
ysis on posts. Our belief is that the value of social media text mining lies in the users'
original utterances. Hence, it is important to separate a user's own thoughts in a post
from the pieces of text that are copied from Web documents. Without such a proper
annotation of the ownership of the pieces of text in a post, the outcome of some

NLP tasks may be di cult to interpret or even wrongly interpreted. We explore the
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bene t of segmentation to sentiment analysis in the sections \Sentiment Analysis"

and \Case Study: Sentiment Analysis".

3.2 Related Work

Text segmentation has di erent meanings across research communities. For in-
stance, NLP text segmentation is the task of dividing a document into segments,
such that each segment is a homogeneous text units which might include NLP tasks
such as part-of-speech tagging, named entity recognition, and chunking (Hears994
Kozima, 1993 Utiyama and Isahara, 2001, La erty, McCallum, and Pereira, 2001
S. Zhang, L. He, Eduard C. Dragut, and Vucetic2019 S. Zhang, L. He, Vucetic, and
E. Dragut, 201§. In Data Mining and Database communities, text segmentation is
the task of partitioning an input text (usually extracted from Web pages returned
by search engines) into structured records of a target schema before loading them
into a database (Agichtein and Ganti,2004 Borkar, Deshmukh, and Sarawagi2001,
Bing, Lam, and Gu, 201%, Lu, H. He, H. Zhao, W. Meng, and Yu,2013 Y. Dong,
Eduard C. Dragut, and Weiyi Meng, 2019. There is also the problem of segment-
ing scienti c literature, which aims to identify and mark the underlying structure of
scienti ¢ papers and abstracts (Hirohata, Okazaki, Ananiadou, and Ishizuk&2009,
e.g., identify and classify sentences into sections such as Introduction, Method, Re-
sult, and Conclusion. Another example is a segmenting task for posts that aims to
partition a post into consecutive wordn-grams (C. Li, A. Sun, Weng, and Q. He,
2019, where a segment may denote an entity mention or a \semantically meaningful
unit".

In our segmentation task the segmentation of a post igerformed with respect to
a documentwhich precludes an outright use of supervised techniques, including the

deep neural network ones (Akhundov, Trautmann, and Groh2018, because such
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methods require a large amount of labeled data (di cult to obtain in practice), and
one still needs to compare the post content against that of the document.

Many works explore the post-speci ¢ features (at- mentions, hashtags, and URLS)
in a variety of tasks. For example, they are employed in developing part-of-speech tag-
ging for posts (Gimpel, N. Schneider, B. O'Connor, Das, Mills, Eisenstein, Heilman,
Yogatama, Flanigan, and N. A. Smith,201J), labeling emotions in posts (M. Hasan,
Agu, and Rundensteiner2014, determining users' geo-locations (Compton, Jurgens,
and Allen, 20149, and predicting the popularity of a post (Suh, Hong, Pirolli, and
Chi, 2010a Jenders, Kasneci, and Naumanr£013. However, these e orts primarily
make use of at-mentions and hashtags, and not of URLs. For example, hashtags are
used primarily in topic related tasks to collect relevant posts (Ray Chowdhury, C.
Caragea, and D. Caragea2019. We found that only few researchers recognize and
exploit the advantage of hyperlinked posts in mainstream tasks. For example, the
work by Plank et. al. 2014 uses the rich linguistic context in URLs as a distant

supervision in their POS tagging in social media.

3.3 Motivation

In this section, we give quantitative evidence about the need to treat hyperlinked
posts as rst-class citizens in NLP applications on social media. SA is the NLP task
most often applied to Twitter streams (Gezici, Dehkharghani, Yanikoglu, Tapucu,
and Saygin, 2013 Vanzo, Croce, and Basili,2014. Knowing which parts of a post
are copied from an external source and which parts express the original opinion of
the user is critical in opinion mining. Post segmentation as proposed in this work
is bene cial to SA for at least two reasons. First, a large fraction of hyperlinked
posts, about 40% in our dataset (see the section \Experiments"), does not contain a
user segment. Hence, one may choose not to run them through an SA tool. Second,

existing SA tools may predict misleading polarities for the hyperlinked posts that
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Title: Comcast raises bid for Sky tds34 billion, tops Fox's o er

Post (4) Comcast raises bid for Sky to  $34 billion, tops Fox's
[Tu] o er https:/it.col...

Post (5) #Comcast raises bid for #Sky to $34 billion, tops
[Tu] #Fox'soer  https:/it.col...

Post (6) Comcast raises bid for Skyto  $34 billion http://t.co/...
[Tu]

Title: “Knives are too sharp and ling them down is solution to soaring
violent crime', judge says

Post (7) Judge Says 'Knives are too sharp and ling
[Tu] them down is solution to soaring violent crime'
https://t.col...

Figure 3.2 : Examples of two sets of hyperlinked posts, with the original title of the
URLdoc shown before each set.

contain other segments besides user segments. We explain the reason below using the
two posts in Figure3.3. Consider Post g8), which has the title of the article, the URL,

and the user's own utterance. We tested two SA tools (StanfordCoreNLP, BERT)
(Socher, Perelygin, J. Wu, Chuang, Manning, A. Y. Ng, and Potts2013 Muller,
Salathe, and Kummervold, 2029 on it and they both give a negative polarity for the

text of this post. However, when we input only the user utterance, that we extract
manually, they both give the correct user's sentiment: positive. Post)] in Figure

3.3 has the pattern: body, user utterance, and URL. Again, the SA tools wrongly
produce negative polarity for this post, whereas the user does not overtly express an
opinion. If we input the correct user segment to the tools they both give neutral. In

both cases existing tools are mislead by the text of the URLdoc, title or body, that
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Post (8) He needed a kidney. A classmate from 50 years ago

[Tuy] whom he barely knew ...  https://t.co/... the way love
is.

Unsegmented: Negative User's segment: Positive

Post (9) They're making a mistake because| have a gut, and
[BUU] my gut... (Guess who!) Read the rest of the story ..
https://t.col...

Unsegmented: Negative User's segment: Neutral

Figure 3.3 : Example of two hyperlinked posts with their polarities, showing the
erroneous polarities when ignoring segments. The markups are the same as in Figure
3.1

Figure 3.4 : Example of substring families in two strings.

does not belong to the user. We give a large scale experimental study in the section

\Case Study: Sentiment Analysis".

3.4 Problem De nition

3.4.1 Background

We begin with some basic de nitions to aid introducing the problem. Astring
is a sequence of elementgetters, from a nite set, alphabet denoted by . Given
strings: s, z, X, w and v, we say the following:s is denoted bys s;S;,:::s«, where
eachs; is a letter; |s|  k is the length ofs; s is calledempty string when|s| O;s

is a substring of x when it satises x  wsv, and whenw or v are empty, s is also
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aprex orsux of x, respectively. Finally, we de ne ak-block substring familyof
a string s as a setFpsqg containing k substrings ofs. If the substrings in Fypsg do
not overlap, we say the family isdisjoint. If each character ofs is contained in some
substring, we say the family represents eover of s. For example, consider the strings
s and t in Figure 3.4, each with their substring family annotated using the boxes.
The substring family of t is a cover and not disjoint, while that of s is not a cover
and it is disjoint.

Edit Operations: We have stated that a Twitter user may perform a number
of operations on excerpts from URLdoc before posting them in their post. These
operations include the usual operations used to de ne traditionadit distance{ insert
letter (ins) and delete letter del): the former turns a strings  s's? to s*as? and
the latter s' s'as? to s for any letter a P and strings s, s?>. The replace operation
of a single letter with another can be simulated by insert and delete. For example,
in Figure 3.2 we show in Post 4) a post that makes an exact copy of the title of a
document. In Post 6), the user makes several insert edits to the title, e.g., changing
\Comcast" to \#Comcast". In Post ( 2) (Figure 3.1), the user performs both an insert
and a delete on \Totally incompetent" to transform it into \#Totallyincompetent".

Users also tend to perform bulk operations, where an entire substringlgck) is
edited at once. There are several block operations de ned in the literature, such as
block insert (b-ins ), block delete (p-del ) and block move p-mv), which transform a
string s s's?s3 to s!s?s3s?, s's® and s3s?st, respectively (Ganczorz, Gawrychowski,
Jez, and Kociumaka,201§. We exemplify b-del and b-mv on the example posts in
Figure 3.2 In Post (6) the user performs a block delete to remove the tail of the title.
In Post (7), we show an example of a block move (\Judge Says" ), from the end of the
title to the beginning. We adhere to the notation in (Ganczorz, Gawrychowski, Jez,
and Kociumaka,201§ and denote byED o, s; tq the minimal number of operations,

from the set of allowed editOp, that transform string s to string t.
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3.4.2 De nitions

The input to our problem is a hyperlinked post with one or more URLSs in addition
to regular text. We describe such posts with the pattern®*put®d™, m i 0, where
u stands for the occurrence of a URL and for the occurrence of a piece of text.
In our dataset, the two most dominant patterns aretu and tut, with 66% and 21%
occurrences, respectively. Only 5% of hyperlinked posts contain more than one URL.
Hence, without loss of generality, and for ease of presentation, we assume that each
hyperlinked post has only one URL. We use and d, to refer to hyperlinked posts

and their associated URLdocs, respectively. We seek to solve the following problem:

User Utterance Problem (UUP): Find all the substrings in  that represent a

user's utterance.

We say substrings because the user's own content in a post may not be one con-
tinuous sequence of characters in the post, but rather interleaved with other pieces
of text that are excerpts from the URLdoc. It is di cult to separate the substrings
that pertain to a user's own thoughts from the rest in a post. It is easier to detect
the parts in the post that originate from the URLdoc.

Let s be a substring oft, wheret is de ned as above. We labet as a URLdoc
segment if: (i) s is a (non-trivial) substring of URLdoc and (ii) any other substrings:

XS, SX, or xsx of t are not substrings of URLdoc X P ). The complement problem

of UUP is:
Complement UUP ( UUP): Find all URLdoc segments in .

If we are able to solveUUP, then we can obtain a user's own utterance (if any)
by removing those URLdoc segments from. There are two ways to look at the
problem: (1) from hyperlinked post to URLdoc, and (2) from URLdoc to hyperlinked

post. The latter gives a more intuitive view of the problem as one can imagine that
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Figure 3.5 : Example of post with a URL (left) and a snapshot of the corresponding
web document (right). Notice the 3 annotated segments and their positions in the
document.

the user constructs the hyperlinked post from the URLdoc by discarding large pieces
(entire paragraphs) of the URLdoc, keeping parts of the URLdoc (as illustrated in
Figure 3.5, and adding her own words.

The classic edit distance model { where a comparison between two given strings,
s andt, is performed by computing the cost of the character-level operations needed
to transform string s into t (Ann, C.-B. Yang, Y.-H. Peng, and Liaw, 2010 { is
not suitable to model URLdoc to hyperlinked post user editing. The issue is that
this model disregards the structure ofl, into phrases and paragraphs. For example,
consider Post {) in Figure 3.2 where the only di erence between its copy of the title
and the original title is the movement of the last two words to the beginning. With
the traditional edit distance, the cost of transforming it into the title gives a cost of
10 operations which is too high and not re ective of the similarity between the two
strings. The cost is only one operation when we use blocks of substrings since the only

required operation is one block move and that captures the high-level structure of the
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text (Lopresti and Tomkins, 1997. We argue that this model is a more appropriate
computational model for our problem.

Let us de ne the goal of UUP more formally given the previous constraints. Our
goal is to choose the substring familie§,pd,q t di;::;dku, Fykp g t % kuand
a function m : Fypd,q BN Fyp gsuch that mpdi,g  J;i;j P ks and dj, and !
are not both empty strings. We say that

1. if|di|i Oand| | Othen blocksd, and ' match

2. if| 1| 0 then user \deletes" blockd),.

3. if |d,| O then user \inserts" block 1.

There are three aspects we need to discuss further in the formal de nition 0fUP:
(1) matching, (2) the k that gives the desired outcome, and (3) the overlap/disjoint
properties of thek-block substring familiesFypd,qand Fyp g

3.4.3 Matching

The above formulation of UUP assumes that a user performexact copiesfrom
a URLdoc to a hyperlinked post. This helps give an intuitive understanding of our
goals in this work. As discussed earlier in this chapter and exempli ed in Posts (2)
and (3) in Figure 3.1, users may choose to edit the copied text from URLdoc before
posting the hyperlinked post. We need to treat the detection of URLdoc segments in
a post as a problem of approximate string matching. Hence, we require an underlying
distance function that returns the cost of aligning a substring ofl, with a substring
of . In practice, one may use the traditional string edit distance. However, our

approach and its complexity do not change, when using other functions.
3.4.4 Optimization Goal

There are exponentially manyk-block families for bothd, and . The questions

are which one of them gives the desired outcome and how to nd it. Intuitively, our
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goal is two-fold: (1) to cover as much of the content of a Hyperlinked Post as possible
with substrings from URLdoc (i.e., detect the copies in hyperlinked post that are from
URLdoc) and (2) for each matching pair of block substrings, the distance between
the two should be small. Therefore, we seek to nd th&-block families for bothd,
and with the following property:
. . : o (

min kaqul;Ekp an]r!n K Colock | 1dlstml'u; mpd,qq
We can assume a unit cost for the block operations in the above equatiamock,
without loss of generality in our problem. This is the model followed by the general
string block-edit distance (SBED). SBED includes other block moves that we do not
see applicable in our settings such as block uncopy and block reversal (Muthukrishnan
and Sahinalp,200Q. The SBED model is exible enough and can capture similarity
both at low-level (characters) and high-level (blocks), by allowing matched blocks to
be further edited with character operations. There are many cases of the problem in
general (Ganczorz, Gawrychowski, Jez, and Kociumak20Q18 Lopresti and Tomkins,
1997 Shapira and J. A. Storer,2002, some of which have tractable solutions, while
others are hard and require approximate algorithms. We will analyze them in the

next section to determine which one of them tsUUP.
3.5 Problem Analysis

Cover. We consider rst the substring family of hyperlinked post. As illustrated
in Figures 3.1 and 3.2, besides copying content from a URLdoc, a user may include
original content in the hyperlinked post. HenceFyp qneed not be a cover since we
do not require that every substring ofFxp ghas a correspondent irFxpd,g On the
other hand, Fypd,q can be either a cover and not a cover, depending on whether we

seek to match the title or the body, respectively.
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Disjoint: We assert that the substring families of hyperlinked posts and URLdoc
have to be disjoint. Allowing the blocks of a hyperlinked post to overlap when match-
ing them to those of a URLdoc is counter-intuitive since each piece of copied text
originates from a single location in the URLdoc. And, vice-versa, allowing blocks
of a URLdoc to overlap corresponds to a user having multiple copies of a piece of
text from URLdoc in her hyperlinked post (i.e., she has redundant text in her post).
When posts contain such "redundancy,” it is our observation that the redundant parts
originate in segments of di erent classes, for example, a nontrivial portion of the title
is repeated in the body.

We conclude that among the multiple SBED models (Lopresti and Tomking,997,
only two are viable models to capture the hyperlinked post segmentation problem,
namely CD-CD and CD-CD. The rst one is more suitable when discovering title
segments while the second one is more suitable to model body segments of a hyper-
linked post. Both variations of the problem are NP-complete (Lopresti and Tomkins,

1997%. Hence, we state that:
Lemma 1. UUP is NP-complete.

A number of polynomial approximation solutions have been proposed in the lit-
erature (Cormode and Muthukrishnan,2007 Ganczorz, Gawrychowski, Jez, and Ko-
ciumaka, 2018, the most recent of which is in (Ganczorz, Gawrychowski, Jez, and
Kociumaka, 201§. We build our algorithm on the approximation greedy algorithm
in (Shapira and J. A. Storer,2002. This has a number of desirable properties, in-
cluding that when only block deletion and block copy are allowed, this gives &npalq
approximation of the distance. Although, our problem is hard in general, most of the
encountered instances are not as complex as those treated by SBED, e.g., computa-

tional biology.
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3.6 Segmentation Method

In this section, we present an e cient segmentation algorithm that produces the
required segments of hyperlinked posts in a polynomial run-time. In this segmentation
method, we expect two text inputs: a hyperlinked post (a post with one URL along
with pieces of text) and a URLdoc (the web document corresponding to the URL
in the hyperlinked post, which we retrieve beforehand). Before the segmentation
step, we normalize the text of the hyperlinked posts and URLdocs, e.g., removing the
URL from the hyperlinked post, trimming extra spaces and newline characters, and
omitting special characters except for thgpound # and at @ symbols, because of their
special meanings in posts and their importance to the segmentation process. We note
that emojis and other characters we removed in this cleaning stage may be important
signals for some downstream NLP tasks. Hence, once each segment's boundaries are
detected, we restore the content of each segment to its original content as it appeared

in the raw post.

Algorithm 1: The pseudo code of the main function of our algorithm.

1 match( dy; )

2 label lcspdy; qaslcspiock

3 dd; P=the pre xes of IcSpeck IN dy and
4 match pdb; Pq

5 d3; °=the suxes of Icspeck in dy and
6 match pdf; °q

7 trim  non-cSpieck Pre Xes/su xes in

8 return dy,

9 check(dy; )

if similarity pdy; q ¥ threshold then
\ return  as a segment ofl,

I
= O

12 else

13 dy; =reduce pdy; q
14 matchpdy; q

15 end
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Post a) Fired ocer is charged with third degree murder after
George Floyd's death. #BlackLivesMatter #GeorgeFloyd:
Absolute Chaos in #Minneapolis as Protests Grow
Across ! #US The New York Times

Title George Floyd Updates Absolute Chaos iMinneapolis as
Protests Grow Across ! US The New York Times

Post b) George Floyd !s death. #BlackLivesMatter #George-
Floyd: Absolute Chaos in 2 # Minneapolis as Protests
Grow Across 2 # US The New York Times *

Title George Floyd ! Updates Absolute Chaos in 2 Min-
neapolis as Protests Grow Across 3 US The New
York Times *#

Post ¢) s death. #Black LivesMatter #GeorgeFloyd: Absolute
Chaos in ! # Minneapolis as Protests Grow Across 2
# US The New York Times 3

Title GeorgeFloyd Updates Absolute Chaos in ! Minneapo-
lis as Protests Grow Across 2 US The New York
Times 3

Post d) George 'Floyd 2: Absolute Chaos in 3 # Minneapolis
as Protests Grow Across 4 #US The New York
Times °

Title George! Floyd ? Updates Absolute Chaos in 3 Min-

neapolis as Protests Grow Across * US The New
York Times °

Figure 3.6 : An example of applying Algorithm 1 as discussed in the section \The
Greedy Algorithm."
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3.6.1 The Greedy Algorithm

Our algorithm commences with the text of the hyperlinked post, , and the URL-
docdy, which can be either the title or the body, and attempt to extract the correct
segments within . Finding body segments is more expensive than nding title seg-
ments in hyperlinked post. In the worst case, we need to scan an entire (long) Web
document when looking for a body segment. Therefore, it is computationally bene -
cial to look for the title segment rst, remove it from the hyperlinked post, and then
scan the hyperlinked post minus the title segments for the presence of body segments
B. We label the remaining segments, if any, as user utterance.

Our algorithm relies upon nding the longest common substrings (LCS) between

and d, to detect the desired URLdoc segments. Utilizing LCS is both e ective
and e cient in approximate string matching (Shapira and J. A. Storer, 2002. Their
algorithm reduces the two given strings to shorter strings by replacing repeatedly a
longest common substring by a new single character. The traditional edit distance is
then applied on the new strings (Shapira and J. Store2011). We use this technique
(i.e. the repeated tagging of LCS between two strings) in our proposed algorithm
and add a few heuristics to help the matching process in coping with character usage
speci ¢ to Twitter, such as the use of hashtagpound # and at-userat @

The pseudocode in Algorithmil depicts the main procedure of our approach which
consists of two stepsmatch and check The goal is to obtain a singlel,-segment from
an , assuming thatd, is the title in this case. The rst portion of the algorithm is
the match function on which we employ a solution for the Longest Common Substring
problem (LCS) to construct a candidate segment. In theheckpart, we check if the
candidate is acceptable, according to our measures. If not, we recon gure its limits,
trying to improve its quality. We use a running example (Figure3.6) to describe these

two steps in more detail.
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Figure 3.7 : Summary of the most common post patterns.

In line 2, we look for the longest common substring betweenand d, and mark
it as a singlelcsyock, Which we highlight in bold in Figure 3.6-a. Next, in lines 3 and
5, we refer to the remaining parts of the texts (before and aftdcsy o) as pre xes
and su xes. In lines 4 and 6, we recursively look for additionalcsy,cks between the
remaining pre xes and su xes. The recursive calls continue until we nd all possible
Icshiocks (Figure 3.6-b). Next, we trim by removing substrings before and after the
rst and last discoveredIcsyocks. (line 7, Figure 3.6-b).

In the second part of the algorithm, we check the validity of the candidate segment,

, using our similarity measure (lines 10-11) and if it is valid, we return it. If not, we
proceed to modify usingreduce In reduce we check the rst and lastlcsyocks and
remove the shortest one (line 13, Figur8.6-c). Then, we callmatch on the reduced

(line 14). In this new call, we look for mordcsyecks in the trailing substring of
(Underlined substrings in Figure3.6-c). We continue the iterationmatch-check/reduce
until either we nd a valid segment (Figure 3.6-d) or end up with strings that are too

short to result in meaningful segments.
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The polynomial computational complexity of our proposed algorithm follows from
the algorithm introduced by Shapira and Storer 2002. Our heuristics to cope with

characters speci c to posts do not add to the its running time.

Lemma 2. The running time of Algorithm 1 is Opdy| | |q
3.7 Experiments

We present an extensive empirical evaluation of our approach in this section to
show (i) the e ectiveness of our segmentation algorithm and (ii) its bene t to senti-

ment analysis on posts.
3.7.1 Data

We use the data collected in the YM study { the year-long crawl. It has 9.6M
posts. Our collection of posts is randomly sampled from English-language posts and
not associated with any speci c topic or region. We keep only the hyperlinked posts
from this data set, yielding about 2M posts. The nal data set contains about 1M
posts after further Itering. We Iter out the following posts: (i) posts with no text
(just URLSs), (ii) posts with very short pieces of text { less than three words, (iii)
posts with inaccessible URLs, and (iv) hyperlinked posts that point to web pages

with only media content or very short main text (aka body text).
3.7.2 Segmentation Patterns

We report the discovered patterns according to the output of our algorithm on
the entire set of 1M posts. We observe 82 di erent patterns. The top-8 most frequent
patterns (Figure 3.7) cover 95.2% of all posts. Notice that not all posts include user
original content U; only about 59.62% of them do. On the other hand 37.58% of
the posts contain title segmentsT and 17.61% have body segmen®. Note that

these percentages add up to more than 100% because some posts are of multiple
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patterns, e.g., some posts have bofth (title) and U (user content). This observation
can greatly help online NLP systems in practice because they may decide to omit
posts without user comment. This may also improve the overall sentiment analysis

accuracy, which we show in the section \Case Study: Sentiment Analysis".
3.7.3 Segmentation Experiments

This is our main empirical study on segmentation. We seek to evaluate the per-
formance of our entire segmentation approach. This evaluation is challenging since
we do not have a set of ground truth labels. We conduct a \hard" evaluation of
segmentation: if the algorithm labels incorrectly at least one of the three possible
text segments for a post, the post is marked as incorrect. Given a large number of
posts we approximate the accuracy via sampling: with (i) simple random sampling
and (ii) stratied random sampling. According to (Yilmaz, Kanoulas, and Aslam,
2009, strati ed sampling can unitize a better accuracy estimation from incomplete
judgments. We draw 1,000 sample posts in both cases, about 0.1% of the entire set
of hyperlinked posts in our dataset. The estimated accuracy is a sample proportion.
With 95% con dence, we expect the accuracy,,”to be in the interval [0.882, 0.919].
We manually investigate the 1,000 posts and get * 0:901. In (ii), we use 9 classes
corresponding to the top-8 patterns and others. The manual inspection gives the
proportion estimate ~  0:898, which falls into the con dence interval [0.879, 0.917]
at 95% con dence level.

The strati ed sample is useful. The results also show that patterns witlB or both
B and U segments are the most challenging patterns, such Bsi, BUu, and BuU,
with estimated accuracies of 77.67%, 79.31% and 75.11%, respectively. We believe
that the source of this issue is the similarity betwee® and U. In many cases, the
user input can be similar to the content of the URL. On the other handTu, TuU

and Uu have the highest accuracies of 99.57%, 97.92% and 88.21%, respectively.
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Post (10) Lady Gagais clearly delighted at the gift of a grey horse,

[Bu] ddlivered on Monday to her Malibu, California, home...
https://t.col...

Post (11) "l didn't goround slaggingo Tony Blair" - KL but he did

[BUU] with Gordon Brown: https://t.col...

Figure 3.8 : Two posts from the SemEval-2017 dataset. PosiQ) is positive and
Post (11) is neutral.

3.8 Case Study: Sentiment Analysis

We observe that most SA tools remove URLs from posts before conducting SA.
This blind removal indicates that SA tools lose any relationship between the pieces of
text in hyperlinked posts that belong to the user and those copied from URLdocs. Our
goal in this section is to show via large scale studies the bene t of post segmentation
in SA.

Datasets. We run our SA experiments on two datasets: (1hyperlinked posts-
100k We select 100k posts from our dataset presented in the section \Data". All
of these posts contain at least on&) segment. (2)SemEvalis a collection of 60k
labeled posts for the SemEval tasks (2013-2017) (Rosenthal, Farra, and Naka®17).

It contains about 7k posts with valid URLs, 2,523 of which have mixed segments (i.e.
U segments andl/B segments).

SA Tools. We use the following Sentiment Analysis tools in this study: (1)
StanfordCoreNLP-SA It is part of the Stanford NLP suite (Socher, Perelygin, J. Wu,
Chuang, Manning, A. Y. Ng, and Potts,2013. (2) BERT-covid: a transformer-based
model, pre-trained on a large corpus of posts on the COVID-19 topic. This model

shows a noticeable performance gains even when working with general posts compared
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to the standard BERT (Devlin, Chang, Lee, and Toutanova,2019 Maller, Salatre,
and Kummervold, 2020.

Study A. In this study, our goal is to look for signals of in uence on the polarity
of hyperlinked posts when applying the segmentation. We uss/perlinked posts-100k
dataset. We compare the sentiment of the original (raw) posts against that of the
extracted user utterances using StanfordCoreNLP-SA tool (Socher, Perelygin, J. Wu,
Chuang, Manning, A. Y. Ng, and Potts, 2013. In this experiment, 79.39% of the
original posts receive positive/negative sentiment. But, only 29.71% of user segments
receive positive/negative polarity, and that shows a large discrepancy between the
intended user opinion and the opinion derived from the raw post.

Study B. In this study, we seek to show that the change in the hyperlinked
posts polarity after the segmentation is an improvement to the outcome of SA tools.
Consider the following two posts in Figure3.8 from the SemEvaldataset. Post (L0)
has polarity positive, although the user simply cites a passage from the article. In
other words, Post (0) includes no user segment. So, we contend that it should be
neutral. Post (11) has polarity neutral, but we believe that the user sentiment is
negative.

We use the labeledSemEval dataset in this experiment and apply an SA tool
before and after removing the non-user segments. The results show an increase in the
F, score from 0.687 to 0.734 when usiBERT-covid tool. We believe that the actual
improvement may be higher, since the human labeled polarities are misguided by the

mixed sentiments in some hyperlinked posts as we showed earlier in this section.

3.9 Conclusions

In this chapter, we introduced the problem of segmenting hyperlinked posts with
respect to the content of the documents pointed to by the URLs. We analyzed the

complexity of the problem and showed that it is an NP-hard problem. We gave a
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greedy algorithm with a proven linear approximation of the ideal solution. We de ned
three types of segments: document title, document body, and user content. The
proposed segmentation algorithm achieved an accuracy of about 90%. We presented
a case study on SA of hyperlinked posts and showed that omitting non-user text from
posts can improve sentiment analysis accuracy. Future work includes an additional

study on the benet of the proposed segmentation on other NLP applications.
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CHAPTER 4

ANALYSIS AND DETECTION OF \PINK
SLIME" WEBSITES IN SOCIAL MEDIA POSTS

4.1 Introduction

During the 2016 United States presidential election and the surge of the term
fake news Americans exhibited higher levels of trust in local news outlets compared
to national ones (Nyhan,2019. The preference for local news demonstrated a belief
that it o ered a more trustworthy alternative to the perceived bias and sensationalism
of national news (Sands2019. This trust became a vulnerability that internal and
external actors attempted to take advantage of to disseminate misinformation and
shape public opinion. A report by the U.S. Senate Intelligence Committee in 2018
(Intelligence, 201§ found more than half a million posts by external-operated Twitter
accounts impersonating local news outlets during the 2016 election (Nyhaz(19.
Exploiting public trust in local news began with the appearance of many news sites
that posed as local news which have been labeled as \pink slime" news (Bengani,
2019.

\Pink slime," o cially known as \lean nely textured beef," is an informal term

used to describe a low-cost, processed beef product that is typically added to ground
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beef as a ller to reduce the overall fat (Reid2014. However, the term has also been
coined by journalists to refer to news outlets that appear to be local news, but in
reality, they are not (Zickgraf, 2022. While pink slime is not a formally recognized
term, it serves as a practical depiction of these outlets in our research. Our choice
stems from the absence of an established, rigorously de ned concept to name this
particular phenomenon.

Although there have been sightings of these pink slime news outlets since 2012,
they have started to be more noticeable in the year ahead of the 2020 United States
presidential election (Bengani,202Q. These media platforms adopt the names of
cities and towns across every U.S. state, with almost no local reporters or physical
newsrooms (Verbanac and Golding022. While those outlets claim to promote local
journalism, their operations divert readership away from traditional local newspapers,
raising concerns about their true intentions (Sullivan2022. Similar to conventional
news sources, pink slime publications utilize social media for promotion. They often
employ attention-grabbing headlines, commonly referred to as clickbait, to expand
their presence on those platforms (Moore, Dahlke, Bengani, and Hanco2K23 Ar-
vanitis and Sadeghi2022. Furthermore, some pink slime outlets resort to automated
bots and fake accounts to arti cially boost their engagement statistics, making it more
di cult for users to discern the authenticity of their content (Cohen, 2015.

We present a novel study on the presence of pink slime URLs in social media.
Our study has four directions. First, we collect a large number of posts from X,
formally known as Twitter, over 300K pink slime posts and 500K for national and
local news, and curate them, e.g., we discard those with broken or expired URLSs.
Second, we study their textual organization by comparing the text of a post with that
of the document (or news article) it references. This allows us to unearth interesting
patterns of creation and dissemination of pink slime posts as compared to the rest of

the news. For example, many of the pink slime posts copy the rst sentence of the
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article it references. In addition, in most of those posts, the sentences are cut short,
at arbitrary positions. Since length is not an issue such a nding suggests that those
posts are generated by bots. Third, we aim to understand the factors{ ranging from
article post content to observed dynamics of user interaction with such posts (L. He, C.
Han, Mukherjee, Obradovic, and Eduard C. Dragut202Q L. He, C. Shen, Mukherjee,
Vucetic, and E. Dragut, 2027), like the number of likes{ on detecting pink slime posts
and explain which of those features contribute more toward detection. For instance,
we observe that features related to the length or the time of the posts are more useful
than the interaction measures, such as the replies or the reposts. We show that we
achieve 92.55% accuracy in detecting pink slime posts. Finally, in all the studies
mentioned above, we contrast pink slime posts with posts that reference national
and local news websites. Overall, this study advances our understanding of pink
slime news in the digital age and highlights the need for proactive interventions. By
employing computational and analysis approaches, our chapter makes the following

contributions.

" We present a comprehensive analysis of posts sharing URLs from pink slime

news websites, bridging the gap between journalism and data science.

" We utilize our analysis and insights into the sharing patterns within these posts

and develop a set of features tailored for posts associated with pink slime news.

" We develop a classi cation approach that detects posts with URLs from pink
slime among posts with news from other sources. Our approach achieves 92.55%

accuracy without relying on the textual content of the news atrticle.

The chapter is organized as follows:

" In Section 4.2, we discuss related work and news reports about pink slime

journalism.
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We de ne our problem in Section4.3.
In Section 4.4, we present the process of building and processing our dataset.

We analyze posts from our dataset and apply processing techniques from pre-

vious work in Section4.5.
We present our detection model and its results in Sectioh6.

We discuss future directions and our conclusion in Sectiods/ and 4.8.
4.2 Background

Pink slime journalism is a relatively new phenomenon. Hence, it remains an un-
derstudied topic in academia compared to similar concepts, such as satire, fake news,
misinformation, and media bias (F. Yang, Mukherjee, and E. Dragut2017 Yigeng
Zhang, F. Yang, Yifan Zhang, E. Dragut, and Mukherjee202Q Budak, 2019 L. He,

C. Han, Mukherjee, Obradovic, and Eduard C. Dragut202Q Y. Liu and Y.-F. B.
Wu, 2018 D. Khattar, Goud, M. Gupta, and Varma, 2019 N rregaard, Horne, and
Adali, 2021 Nakov, Da San Martino, and Alam, 2022 Stanojevic, Alshehri, Ed-
uard C. Dragut, and Obradovic,2019 F. Yang, E. Dragut, and Mukherjee,2020.
During our investigation of this subject, we discovered that there is minimal research
available in the literature that de nes and examines the e ects of pink slime news.
For example, some LLMs, like ChatGPT3, acknowledge the shortage of su cient
academic research (Figurd.l) (OpenAl, 2021).

Numerous news articles and investigative reports have been published examining
the notion of pink slime journalism. These attempts aim to uncover the origin of
these outlets and trace their dissemination (Nyhan2019 Zickgraf, 2022 Bengani,
2019 Mahone and Napoli,202Q. Alongside these news reports, a few research papers

investigate the topic of pink slime websites, examining two primary aspects: the web-
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Figure 4.1 : A screenshot showing the response of ChatGPT when asked about
academic research on pink slime.

site's attributes and its published content, as well as the consumption of their content
(Moore, Dahlke, Bengani, and Hancock?2023 Karell and Agrawal, 2021). Further-
more, some studies investigate the characteristics of networks comprising multiple
outlets rather than individual ones (Royal and Napoli,2021J).

Bengani studies the history of the uprising of pink slime outlets and their networks
(Bengani, 202Q Bengani, 2019. Several investigative reports talk about how pink
slime outlets are more active during the times of elections (Bengar@02Q Arvanitis
and Sadeghi2022. An article from The New York Times alleges that certain media
outlets are being directed by political groups and corporate P.R. rms to continu-
ously publish positive stories about a speci ¢ candidate or negative ones about their
opponents (Alba and Nicas,20209. Some local news outlets in swing states, such
as Michigan or Pennsylvania, have reported the spread of pink slime outlets in their
states (Friedlich, 2021 Sokoto and Sourine, 2022,

Pink slime news outlets aim to compete with existing local news outlets in the same
localities. Therefore, an important research problem is studying how they behave
compared with the corresponding local establishments. The 2021 paper, by Karell
and Agrawal, studied the content of 122,054 news articles from pink slime websites and
compared them with 90,689 news articles from the corresponding local news outlets.

Their ndings showed that the pink slime websites have three distinct behaviors:
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publishing relevant online text and data, such as gasoline prices, public reports, or
press releases; capitalizing on national political controversies; and utilizing emotional
appeals to attract moderate readers and encourage further engagement (Karell and
Agrawal, 2023). A more recent work, by Moore, Dahlke, Bengani, and Hancock,
claims to present the rst empirical analysis of individuals' engagement with pink
slime journalism. While the study reveals that a relatively small number of Americans
visit pink slime websites, the ndings emphasize the signi cance of further research
on this content type (Moore, Dahlke, Bengani, and Hancock2023. Their results
indicate that over 9 million Americans accessed a pink slime website during the 2020
election.

The research by Royal and Napoli studies one of the largest networks of pink
slime outlets as a potential future modern model of local news reporting (Royal and
Napoli, 202]). The nding of this study suggests that the network fails to adequately
address the informational needs of the communities it claims to represent. These
ndings raise doubts about the e ectiveness of its approach, which relies on generating
automated content with minimal human-written stories to sustain a vast network
of outlets nationwide. While local newspapers are facing nancial challenges, this
study highlights that automated, large-scale national operations are an inadequate
substitute for the resource-intensive e orts of traditional local news. However, the
model followed by such pink slime outlets may provide insights for those seeking to
promote genuine local news in the future (Royal and Napol021).

Overall, we observe a dearth of systematic, quantitative research on the phe-
nomenon of pink slime news, particularly with empirical evidence. Hence, we believe
that there are many opportunities for data-driven researchers on pink slime jour-
nalism, its consumption, and circulation on social media platforms. Our work is
motivated mainly by the lack of similar work on this problem from a computational

perspective. We seek to uncover unique features and behaviors associated with posts
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Figure 4.2 : The distribution of pink slime news for the top 10 states.

that share pink slime URLs and compare those to posts that share URLs of news
articles from broadly recognized local and national news outlets. Understanding the
distinctive attributes of those posts is an important rst step since it may enable social
media platforms to create a more responsible environment by agging posts that do
not seek to inform, but rather seek to promote propaganda and persuasion (F. Yang,
E. Dragut, and Mukherjee, 202Q Vijayaraghavan and Vosoughi,2022 F. Yang, E.
Dragut, and Mukherjee, 2021, Ferrara, Varol, Menczer, and Flammini,202% Il and
Scrofani, 2019 Stanojevic, Alshehri, Eduard C. Dragut, and Obradovic2019.

4.3 Problem

In this work, we focus on a particular study of social media posts that share links
from pink slime websites, which we calpink slime poststhroughout the chapter.
We identify two tasks: First , we seek to identify the distinguishing characteristics of

posts containing URLs from pink slime news websites with a comparison to posts with
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national and local news URLs.Second, by leveraging the ndings and insights gained
from our analysis we aim to show that we can nd su cient features for an e cient
detection approach for these posts. While one can create lists of pink slime websites
and use them to detect such posts, we aim toward a more comprehensive solution,
which is able to tag such posts for new, not previously seen pink slime websites. Such
technology can prove valuable as it can track the emergence and vanishing of pink
slime news outlets, a pattern often in uenced by signi cant political and societal

occurrences over time, like election and vaccination campaigns.

4.4 Dataset

In our chapter, we experiment with posts that contain news URLs from pink
slime, local and national news outlets. Therefore, we built a dataset with posts in
each category. We describe the process of collecting and curating the data in this
section. The process has two steps. First, we construct a list of news outlets in each
category. Second, we use the Twitter API to collect posts (tweets) that share URLs

from each outlet in our list. We give the details below.

4.4.1 Collecting News Outlets

pink slime Outlets

For the pink slime category, we compiled a comprehensive list of pink slime outlets.
The list is built using data from several sources, including the Tow Center and The
New York Times (Verbanac and Golding,2022 Alba and Nicas, 2020h Bengani,
2020. The list includes a total of 1,313 outlets that are spread across all 50 states
and DC. Each of these outlets is associated with a particular network with a total
of 8 networks. Table4.1 shows more details about these networks. We also give the
distribution for the top 10 states with the largest presence of pink slime outlets in

Figure 4.2
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Table 4.1: The distribution of pink slime outlets with respect to networks. The
column coverageshows the number of outlets per type of local coverage (city-county-
region-state).

Network outlets | states coverage

Star News 11 10 (4-0-0-7)

The Record 10 8 (8-0-1-1)
LGIS 36 1 (33-3-0-0)
Metric Media 989 50 (530-141-271-47)
Local Report 48 10 (20-9-19-0)
Franklin Archer 193 51 (187-2-1-3)
Locality Labs 16 2 (16-0-0-0)
American Independent 5 5 (0-0-0-5)
American Catholic 6 6 (0-0-0-6)

Local and National Outlets

Regarding national category outlets, we aim to make sure that the news outlets in
our list represent di erent leanings in the political spectrum. Therefore, we use the
Media Bias Chart from AllSides.com! and select 25 outlets from left, left-leaning,
centrist, right-leaning, and right stances. In the local news category, we rst identify
the localities where the pink slime outlet operates, then we manually search in Google
News for outlets using those locality keywords. We collect a list of 50 local news

outlets, such as azcentral, Chicago Tribune, and PennLive.

4.4.2 Collecting Posts with News URLs
Pink Slime Posts

After constructing the comprehensive list of outlets, the next step is gathering
posts that share URLSs for news articles from each website in our list. To achieve this,
we use the Twitter API to query posts containing the pre x URL of the news website
(e.g., www.newsoutlet.com). We collect posts between January 2016 to May 2023

(Q. Liu, Eduard C Dragut, Mukherjee, and Weiyi Meng,2015. We download the

! https:/iwww.allsides.com/media-bias/media-bias-chart
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(a) The distribution in the top 10 states. (b) The distribution in the top 10 outlets.

(c) The distribution in the top 5 networks.

Figure 4.3 : Distribution of hyperlinked posts with pink slime URLSs in our datasets.
We show the distribution per states, outlets, and networks.

text content of the news article from the URL included in each post. We collect 348k
posts with pink slime URLSs, but after cleaning only 305k contain accessible URLSs.
Figure 4.3 shows the distribution of these posts per network, top 10 outlets, and top
10 states.

Upon investigating the temporal distribution of the collected posts, we noticed
a surge in the volume of pink slime posts between May 2022 and September 2022.
This temporal trend is shown in Figure4.4, which illustrates the overall distribution
and the distribution of posts in the originating outlets, networks, and states. This

surge is attributed primarily to three outlets: Arizona Business Daily, Ohio Business
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Daily, and Chicago City Wire. The majority of the posts from those outlets, pre-
cisely 95.82%, 99.90%, and 82.68%, were exclusively concentrated in this ve-month
window. Moreover, our investigation revealed that 87.17%, 99.87%, and 80.41% of

these posts originated from an account that belonged to the respective outlets.
National and Local Posts

We collect posts from both national and local news outlets, employing the same
time frame utilized in our pink slime posts collection. Speci cally, we build a dataset
comprising 500k posts from national news and an equivalent number from local news
outlets. We also download the URLs included in those posts. This dataset is used in

our subsequent experiments and in-depth analyses.
4.5 Analyzing Writing Patterns

Following our data collection, we manually examined a sample of 1000 pink slime
posts from our dataset to explore potential directions for analysis. Throughout our
inspection, we found instances where the posts were posted by accounts that belonged
to news outlets, others that appeared to be posted by bot accounts, and others by
ordinary users. We believe that this observation applies to all pink slime posts. How-
ever, what interested us more was the common behavior of these accounts, speci cally
their composing and editing practices in pink slime posts. For example, we noticed
that pink slime posts exhibit less discussion and contextual information compared to
other news posts. For example, we came across many instances where posts featured
incomplete sentences that were copied from the shared news article and subsequently
truncated (Figure 4.5). In this example, the title of the shared news article is copied
and cut short. This action was not deemed necessary due to the length restrictions

of posts. In other examples, the truncated text is a quote from within the body of
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(a) The distribution in the top 10 states. (b) The distribution in the top 10 outlets.

(c) The distribution in the top 5 networks.

Figure 4.4 : Temporal distribution of pink slime posts in our datasets per states,
outlets, and networks.

the article. Following these ndings, we sought to explore the relationship between

the text of the post and the text of the pink slime news article more systematically.
4.5.1 Relationships Between Posts and News Articles

There are many works in the literature that analyze and study posts text, but we

found few that focus on posts with news URLs or URLs, in general, (W. Guo, Hao
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Figure 4.5 : An example of an excerpt is copied from the news article and abruptly
truncated.

Li, Ji, and Diab, 2013 Wei and Gao,2015 R. Chakraborty, Bhavsar, Dandapat, and
Chandra, 2017 Suarez, Albakour, Corney, Martinez-Alvarez, and Esquivel2018§.
One work analyzes the changes to the news article headlines after being shared on
Twitter and shows that these edits di er from one news outlet to another (X. Guo,
Kondracki, Nikiforakis, and Skiena,2022. Another work studies general hyperlinked
posts indicates that not all posts containing URLs are composed in the same way
(Aljebreen, Weiyi Meng, and Eduard Constantin Dragut,202]). Their ndings show
that some posts simply copy the title of the URL, while others include quotes from the
news article. Some may contain additional commentary or text written by the user,
while others may include multiple elements such as hashtags, images, or mentions of
other users (Aljebreen, Weiyi Meng, and Eduard Constantin Dragut2021). These
ndings apply to all posts with URLSs, including news URLs and more importantly
pink slime URLs. The nature of such posts can have an impact on how convincing
they appear to other users and how likely they are to be shared or spread further.
By analyzing the text of the post, such as whether it contains only the title of the
article or additional commentary, researchers can gain insights into the motivations,
bias, or stance of the users who share these links (Hosseinia, Eduard C. Dragut,
and Mukherjee,202Q Spinde, Richter, Wessel, Kulshrestha, and Donnap023. For
instance, a potential study could explore whether posts featuring the news article's

title are more likely to be posted by automated bots, whereas posts including excerpts
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(a) The distribution in the top 10 states. (b) The distribution in the top 10 outlets.

(c) The distribution in the top 5 networks.

Figure 4.6 : The observed segmentation patterns for pink slime posts. We organize
them by state, outlet, and network.

from the article or user-generated content have a higher likelihood of human sharing.

Next, we show the results and implications of applying the method of segmentation
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