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ABSTRACT

MULTILEVEL MODEL SELECTION: A REGULARIZATION

APPROACH INCORPORATING

HEREDITY CONSTRAINTS

Elizabeth A. Stone

DOCTOR OF PHILOSOPHY

Temple University, August, 2013

Dr. Alan J. Izenman, Advisory Chair, Department of Statistics

This dissertation focuses on estimation and selection methods for a simple lin-

ear model with two levels of variation. This model provides a foundation for

extensions to more levels. We propose new regularization criteria for model

selection, subset selection, and variable selection in this context. Regulariza-

tion is a penalized-estimation approach that shrinks the estimate and selects

variables for structured data. This dissertation introduces a procedure (HM-

ALASSO) that extends regularized multilevel-model estimation and selection

to enforce principles of fixed heredity (e.g., including main effects when their in-

teractions are included) and random heredity (e.g., including fixed effects when

their random terms are included). The goals in developing this method were

to create a procedure that provided reasonable estimates of all parameters,
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adhered to fixed and random heredity principles, resulted in a parsimonious

model, was theoretically justifiable, and was able to be implemented and used

in available software. The HM-ALASSO incorporates heredity-constrained se-

lection directly into the estimation process. HM-ALASSO is shown to enjoy

the properties of consistency, sparsity, and asymptotic normality. The ability

of HM-ALASSO to produce quality estimates of the underlying parameters

while adhering to heredity principles is demonstrated using simulated data.

The performance of HM-ALASSO is illustrated using a subset of the High

School and Beyond (HS&B) data set that includes math-achievement out-

comes modeled via student- and school-level predictors. The HM-ALASSO

framework is flexible enough that it can be adapted for various rule sets and

parameterizations.
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CHAPTER 1

Introduction

The discussion of data sets with complex structure typically focuses on

data sets with large numbers of predictors relative to the number of obser-

vations. Greater numbers of high-dimensional data sets have become avail-

able due to increased computational and storage capability. However, other

complex-structured datasets have appeared due to advances in sampling and

modeling. The particular data structures that motivated this work are models

that arise from multilevel sampling. The type of multilevel data set on which

this dissertation focuses is one in which, for example, students are nested

within schools.

Data sets with cluster-based groupings have observations that may be de-

pendent. For example, students within a school are expected to be more alike

with respect to some predictor variables than are students in different schools.
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This structure requires advanced modeling and analysis techniques. Reducing

dimensionality through variable selection is, therefore, a key area of interest.

In this dissertation, the term multilevel model is used as an extension of

the classical single-level regression model. A multilevel model is taken to be

a model describing a structured data set with more than one level of vari-

ation. The terms hierarchical linear model, random coefficients model, and

linear mixed-effects model are often used synonymously. The more general

terminology will be used in this dissertation. This allows for extensions to

cross-classified and multiple-membership models (Rasbash & Browne, 2007).

The focus is on a Gaussian linear model with two levels of variation (e.g.,

students and schools).

Selection criteria developed for single-level models may require modification

for multilevel regression. Multilevel data structures have dependencies between

and within levels. Random elements make selection a more complicated issue.

Multilevel modeling is a thriving area of research (Browne & Steele, 2009).

There is evidence of this popularity in its application in many fields. These

fields include management (Gilbert & Shultz, 1998; Short et al., 2006); law

(Hoffman et al., 2007); political analysis (Shor et al., 2007); economics (Good-

man & Thibodeau, 1998); health and medicine (Willems et al., 2001; Merlo

et al., 2006; Goldstein & Kounali, 2009; Leyland & Næss, 2009); and other

sciences (Hernández-Lloreda et al., 2003; Wagner et al., 2006). Most of these
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applications employ two-level models. Short et al. (2006) provides an example

of a three-level model examining individuals within firms within industries,

and Hoffman et al. (2007) includes dockets within cases within jurisdictions.

Multilevel models have been used in applications from sports statistics (Albert,

2009) to genomics (Wolfinger et al., 2001).

Multilevel modeling techniques are especially important in education re-

search (Trautwein et al., 2002; Leckie, 2009). Education data sets often have a

natural hierarchical data structure. To motivate this discussion, consider the

High School and Beyond (HS&B) data set (Zahs et al., 1995). The data set

includes information from a national education survey of high-school sopho-

mores and seniors in the United States. The original data set contained more

than 58,000 students in 1,015 schools. However, it is useful to focus on a

popular subset of the data that is used frequently for illustrating multilevel

modeling. The multilevel structure includes 7,185 students (level one) in 160

schools (level two) (Raudenbush & Bryk, 2002). The student-level outcome

variable, mathematics achievement, is modeled using predictors at the student

and school levels. Student-level predictors include measures of student socio-

economic status, minority status, and gender. School-level predictors include

school enrollment, school type, disciplinary climate, and aggregate school-level

measures of minority representation, socioeconomic status, and academic cli-

mate. The level-one predictors can also be considered to be random, allowing
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variation at the school level in addition to variation at the individual level. It

is important to find a model that is optimal in some sense for relating math

achievement to these predictors. This evaluation can depend on different per-

spectives using various criteria. The HS&B data set is used throughout the

dissertation to illustrate various aspects of estimation and selection.

The popularity and complexity of multilevel regression underscore the im-

portance of considering the following caution (George, 2000):

With the availability of so many variable selection procedures and
so many different justifications, it has becomes [sic] increasingly
easy to be misled and to mislead. Faced with too many choices
and too little guidance, practitioners continue to turn to the old
standards such as stepwise selection based on aic or minimum cp,
followed by a report of the conventional estimates and inferences.

The complexity introduced by including predictors associated with both levels

of the model and, thus, interactions within or between levels, has been ac-

knowledged by practitioners (Dedrick et al., 2009). However, this complexity

makes the concern expressed by George (2000) well-founded. As Kinney &

Dunson (2008) have also noted with respect to variance components,

For fixed effects models, there is a rich literature on methods for
subset selection and inferences from both frequentist and Bayesian
perspectives; however, subset selection for the random effects com-
ponent has received limited attention.

This notion applies generally to selection for multilevel models.

We introduce an estimator (HM-ALASSO) that responds to the concerns

of George (2000) and Kinney & Dunson (2008). The HM-ALASSO extends
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regularized multilevel-model estimation and selection to enforce principles of

heredity. It does this with a regularization penalty that capitalizes on the

hierarchical model structure. The principles of interest are strong versions of

fixed heredity (e.g., including main effects when their interactions are included)

and random heredity (e.g., including fixed effects when their random terms

are included). This estimator can be applied by modifying the code of a

regularization function that is currently available in R.

This work is organized as follows. Chapter 2 provides an overview of the

multilevel model structure and estimation. The literature review includes fre-

quentist and Bayesian selection guidelines and criteria. Commonly used selec-

tion criteria are illustrated using the HS&B data set. We provide a synthesis

of regularization methods and selection approaches that have been applied

for models with fixed and random effects. Chapter 3 details a new procedure,

HM-ALASSO, that provides regularized estimation and selection of both fixed

and random effects in accordance with fixed and random heredity rules. The

Chapter describes the asymptotic properties of the estimator and illustrates

the method in a simulation study and an application to the HS&B data. The

goals in developing this method were to create a procedure that provided

reasonable estimates of all parameters, adhered to fixed and random hered-

ity principles, resulted in a parsimonious model, was theoretically justifiable,

and was able to be implemented and used in available software (e.g., in R).
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This last criterion has been cited as important for realizing the benefits of

new procedures (Hesterberg et al., 2008). The HM-ALASSO incorporates

heredity-constrained selection directly into the estimation process. Chapter 4

summarizes directions for future research in this area. We discuss the need for

optimization of the current algorithm and list several approaches to meet this

need. We claim that heredity-focused selection criteria must be developed in

order to select models with the desired structure.
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CHAPTER 2

Literature Review

In this Chapter, we discuss the multilevel model structure. We present

background on estimation and guidelines for model building. Commonly used

frequentist and Bayesian selection criteria are described and are applied to the

HS&B data. The Chapter closes with an overview of regularization literature

and a specific focus on regularization procedures for models with multilevel

data structures.

2.1 Multilevel Model Structure

The classical single-level regression model can be extended conceptually to

two levels. This is accomplished by considering one or more components of the

vector of regression parameters to have its own distribution (i.e., to be random

rather than fixed). Multilevel models are defined in this dissertation to refer
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to models for data that have structures with at least two levels of variation.

The numerous ways to display a multilevel model each have advantages in par-

ticular applications. It is useful to begin the discussion of the model structure

using the descriptive two-level format (see, e.g., Raudenbush & Bryk, 2002,

p. 35).

In the multilevel context with two levels of variation, we distinguish be-

tween the number of individuals, N , and the number of groups, J . These

numbers represent, respectively, the sample sizes of the level-one (micro) units

and the level-two (macro) units (see, e.g., Snijders & Bosker, 1999, p. 142).

We also distinguish between the numbers of fixed effects (p) and random co-

efficients (q). We refer to the ith individual in the jth group, i = 1, 2, . . . , nj,

j = 1, 2, . . . , J . We reserve the symbol n to represent the sizes of the groups in

a balanced data set (i.e., nj = n for all j = 1, 2, . . . , J , so that N = nJ). Due

to the extensive notation used here and in the relevant literature, we present

the model within the following framework.

To fix ideas, consider a simple model with one level-one predictor X1 (with

values X1ij). Let X1 be assumed to have both an associated random intercept

and an associated random slope. We add a group-level covariate X2 (with

values X2ij) at level two. A group descriptor, X2ij, will be common to all

individuals in the jth group. Let Y be the dependent variable, with Yij the

outcome for the ith individual in the jth group. For the jth group, this model
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can be represented as

Yij = A1j + A2jX1ij +Rij, (2.1)

where

A1j = β1 + β2X2ij +B1j and A2j = β3 + β4X2ij +B2j, (2.2)

and Rij ∼ N (0, σ2), i = 1, 2, . . . , nj, j = 1, 2, . . . , J . The random-effects

vector Bj = (B1j, B2j)
′, contains the level-two errors, and Bj ∼ N2(0,Σ).

The random-effects covariance matrix Σ is assumed to be the same for all J

groups.

In this model, A1j and A2j are the random-intercept coefficient and the

random-slope coefficient for the regression of the random variable Y on X1,

respectively. The vector of fixed effects is β = (β1, β2, β3, β4)′. We can combine

the levels into one model equation that displays the main effects and cross-level

interactions,

Yij = β1 + β2X2ij + β3X1ij + β4X2ijX1ij +B1j +B2jX1ij +Rij, (2.3)

where we note that there are predictors associated with fixed effects (β) and

random effects (B). The random-effects predictors are a subset of the fixed-

effects predictors. To clarify the distinction between the fixed and random
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parts of the model, we rename the random predictors from X to Z. We do

this in the example model by replacing X1ij with Z1ij in the random term.

In general, for the ith individual in the jth group, let Y be the random

variable representing the outcome. Let X1, X2, . . . , Xp be the regressors for the

fixed effects. Let Z1, Z2, . . . , Zq be the regressors for the jth group’s level-one

predictors that are considered random. The general form of the model (2.3)

can be written as

Yij = β1X1ij+β2X2ij+. . .+βpXpij+B1jZ1ij+B2jZ2ij+. . .+BqjZqij+Rij, (2.4)

i = 1, 2, . . . , nj, j = 1, 2, . . . , J . Note that X1ij is often taken to be the constant

1 to represent the intercept. If the intercept is random, then Z1ij will also be

1. Fixed-effects terms are reindexed in this compressed representation. Cross-

level interactions will no longer be displayed as products of other terms. It

will be convenient to express the various models using matrix representation.

For the jth group, let Yj = (Y1j, Y2j, . . . , Ynjj)
′ be the response vector. Let Xj

be the (nj×p) design matrix of fixed-effects covariates. Let Zj be the (nj× q)

design matrix for the random-effects covariates. The model for the jth group

can be represented as

nj×1

Yj =
nj×p
Xj

p×1

β +
nj×q
Zj

q×1

Bj +
nj×1

Rj , (2.5)



11

where β = (β1, . . . , βp)
′ is a p-vector of unknown fixed effects (common to

all individuals in all groups). The q-vector of random effects is denoted by

Bj = (B1j, . . . , Bqj)
′ (common to all individuals in the jth group), with Bj ∼

Nq(0,Σ). An nj-vector of level-one errors is given by Rj where we assume

that Rj ∼ Nnj
(0, σ2Inj

). The covariance structures in this model can be

generalized. In moving from (2.4) to (2.5), predictors with β coefficients are

in the Xj matrix. Predictors with B coefficients are in the Zj matrix.

The positive-definite covariance matrix, Σ, is often represented by Σ(θ).

This representation shows that the covariance matrix is dependent on an un-

derlying parameter vector θ. The underlying parameter vector varies accord-

ing to the parameterization of the model used for estimation. For example,

the matrix Σ could be factored using a Cholesky decomposition to make es-

timation of the underlying parameters more efficient. In that case, we could

take Σ = σ2ΛθΛ′θ. In that decomposition, σ2 is the level-one error variance.

The matrix Λθ is a lower-triangular, relative-precision factor dependent upon

the underlying parameter vector θ (see, e.g., Bates & Pinheiro, 1998). The

diagonal of Λθ must contain only non-negative entries. The particular set

of parameters to be estimated would be different than if a modified-Cholesky

decomposition were performed. One particular modified-Cholesky decompo-

sition yields Σ = σ2DΓΓ′D. In this decomposition, D is a non-negative

diagonal matrix, and Γ is a lower-triangular matrix (see, e.g., Chen & Dun-
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son, 2003). The modified-Cholesky decomposition separates out dependencies

and is useful for random-effects selection.

It is assumed that B is independent of R within each group and that each is

independently distributed across groups. The model parameters are the fixed-

effects parameters (β), the random-effects covariance matrix Σ parameters

(θ), and the level-one error variance (σ2). Random effects are unobserved

random variables with values referred to as “conditional modes” rather than

as estimates. The random effects are level-two residuals that are analogous

to the level-one residuals. They are computed based on the values of the

parameter estimates and are not directly estimated.

We can combine the model (2.5) across groups. Let Y = (Y′1,Y
′
2, . . . ,Y

′
J)′

be an N -vector of responses. Let X be an (N × p) fixed-effects design matrix,

and let Z be an (N×qJ) random-effects design matrix. We take Y, X, and Z to

be known. In this structure, Z is a block-diagonal matrix with the group-level

Zj matrices on the diagonal, y = (y′1,y
′
2, . . . ,y

′
J)′, and X = [X′1,X

′
2, . . . ,X

′
J ]′,

and Σ̃ is a block-diagonal matrix with the Σ matrix repeated on the diagonal.

Then, the multilevel model is given by

N×1

Y =
N×p
X

p×1

β +
N×qJ

Z
qJ×1

B +
N×1

R , (2.6)

where β is a p-vector of unknown fixed-effects parameters, B ∼ NqJ(0, Σ̃),
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Table 2.1: Predictors Included in the HS&B Data Set.

Level Number
Level Name Predictor Description

1 minority student minority status (1=minority, 0=other)
Individual ses student socioeconomic status

female gender (1=female, 0=male)

2 size school enrollment
School sector school type (1=Catholic, 0=public)

disclim school disciplinary climate
himinty students with minority status

(1= more than 40% minority, 0=less than 40% minority)
meanses mean socioeconomic status for school
pracad proportion of students on the academic track

and R ∼ NN(0, σ2IN).

Illustrative example. Consider again the HS&B data set. This major effort

by the National Center for Education Statistics was designed to track achieve-

ment, choices, and demographic characteristics throughout a student’s school

years. A subset of the much larger data set is used extensively to illustrate

multilevel modeling. The individual- and school-level data sets are packaged

with the nlme package in R as the MathAchieve and MathAchSchool data,

respectively. The student-level outcome variable, mathematics achievement

(mathach), can be modeled using the predictor variables in Table 2.1.

The predictors ses, sector, and meanses are often of interest in developing

a model for mathach. We can use the group-level predictors to model the

random coefficients for the intercept and ses. The full model involving these

three predictors can be written as three regression equations involving the
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ith student in the jth school. The model includes one level-one equation for

the outcome and two level-two equations that model the random regression

coefficients. This two-level model can be written as

Yij = A1j + A2j(sesij) +Rij, (2.7)

where

A1j = β1 + β2(sectorij) + β3(meansesij) +B1j, (2.8)

A2j = β4 + β5(sectorij) + β6(meansesij) +B2j, (2.9)

and Rij ∼ N (0, σ2), with i = 1, 2, . . . , nj, j = 1, 2, . . . , 160, N = 7, 185.

This particular model has six fixed effects: parameters for the intercept, ses,

sector, and meanses, and the interactions of ses with sector and meanses.

The model includes four variance components: two random-effects variances,

the covariance between the random effects, and the level-one error variance.

Figure 2.1 shows the grouping structure of the HS&B data set. For a

random sample of 10 Catholic schools (group names starting with C) and 10

public schools (with group names starting with P), it shows the relationship

of a student’s math achievement to their grand-mean-centered ses. Plots are

ordered from lower left to upper right by maximum ses in each school. Note

that there does not appear to be a strong effect of ses by school or by school
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type.

The model (2.6) can be extended to more than two levels of variation or

can be formulated for longitudinal data. This work focuses on the basic two-

level cross-sectional model. The motivation for using a multilevel model over

a single-level model for structured data is due to the information available for

estimation. Observations within a group may be dependent. This dependence

violates an assumption required for ordinary-least-squares (OLS) regression.

Consequently, alternative parameter-estimation methods must be employed.

Multilevel-model estimation methods capitalize on the information available

both within and between groups.

The intraclass correlation (ICC) measures how much variation in the out-

come variable is explained by clustering. There are many definitions of the

ICC (Shrout & Fleiss, 1979). The formula that is usually applied in multilevel

regression to estimate the ICC is the ratio of the estimate of the between-group

variance to an estimate of the total variance. We use the popular definition,

ICC =
Σ̂11

Σ̂11 + σ̂2
∈ [0,1], (2.10)

where Σ̂11 and σ̂2 are estimates of the between-group and within-group vari-

ances, respectively. Larger ICC values indicate a greater need to take into

account the multilevel structure of the data. What constitutes “large” ICC
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Figure 2.1: Math Achievement versus SES for 10 Catholic Schools (C) and 10
Public Schools (P) in the HS&B Data Set
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values varies by context. For social-science data, ICC typically ranges from

0.00 to 0.40 (Snijders & Bosker, 1999, p. 151). ICCs for other types of data

(e.g., health care) can exceed 0.50 (Rowe et al., 2002). For the two-level model,

the ICC is typically calculated using the variance estimates from a variance-

components model. The variance-components model is alternatively known as

a one-way random-effects analysis of variance (ANOVA) model. The ANOVA

model contains no predictors at either level and can be represented as

Yij = A1j +Rij, where A1j = β1 +B1j, (2.11)

i = 1, 2, . . . , nj, j = 1, 2, . . . , J . For balanced groups of size n, the effective

sample size can be calculated as

Neff =
N

1 + (n− 1)ICC
. (2.12)

This reduced sample size represents how many independent observations the

structured sample would correspond to in terms of information available for

statistical inference (see, e.g., Snijders & Bosker, 1999, p. 23). The clustering

effect is important, because sample size is often used in selection criteria in

a way analogous to that of a single-level model. Therefore, the question of

which sample size to use in multilevel selection criteria is an important issue.

Applying single-level-regression selection approaches could yield inaccu-
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rate results. Standard errors are typically underestimated, leading to inflated

Type I error and possible inclusion of falsely-significant terms into the model

(Barcikowski, 1981; Hox, 1998).

2.2 Multilevel Model Estimation

For models with a multilevel-data structure, fixed-effect and random-effect

covariance-matrix estimates do not have closed-form expressions. Estimation

must be achieved by using an iterative procedure. Full maximum likelihood

(FML; Fisher, 1922) and restricted (or residual) maximum likelihood (REML;

Patterson & Thompson, 1971) are commonly used in multilevel-model esti-

mation. Note that we can express the probability model for the jth group

as

Yj ∼ Nnj
(Xjβ,Vj(θ, σ

2)), (2.13)

with

Vj(θ, σ
2) = ZjΣjZ

′
j + σ2Inj

. (2.14)

Letting V = {Vj}⊗ IJ (with A⊗B denoting the direct product of A and B),

the FML log-likelihood can be expressed as

l = −1

2

{
log(2π) + log |V|+ (y −Xβ)′V−1(y −Xβ)

}
, (2.15)
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where y is the observed value of Y, and |A| denotes the determinant of A

(see, e.g., Longford, 1993, p. 106). FML estimates all parameters (fixed effects

and variance components) simultaneously. However, the estimated covariance-

matrix parameters may be biased downward. The denominator of the FML

estimator is not adjusted for the degrees of freedom (df) lost due to estimation

of the fixed effects. This difference in the resulting estimates may be minor.

However, the disparity increases with the number of predictors p in the model.

Large bias would have an influence on hypothesis testing.

REML adjusts for the estimation of the fixed effects. Conceptually, REML

does not maximize the likelihood based on the outcome vector directly. In-

stead, the method is based on a type of linear combination that is referred

to as an error contrast. The term was used to describe estimation of the log-

likelihood in two parts for an incomplete block design (Patterson & Thomp-

son, 1971). The method involved selection of a matrix S of rank N − p such

that SX = 0 and E(SY) = 0, with E(·) denoting the expected value over

the outcome vector. The matrix S = IN −X (X′X)−1 X′ is an example of a

contrast matrix with these characteristics. Based on the work of Patterson

and Thompson, Harville (1974) developed a useful expression of the REML

log-likelihood,

l = C − 1

2

{
log |V|+ log

∣∣X′V−1X
∣∣+ (y −Xβ)′V−1(y −Xβ)

}
, (2.16)



20

with the constant term C based on the particular set of contrasts that are used.

Estimation of the variance components requires maximization of this function

only over the error contrasts, which do not involve the regression parameters.

The regression parameters can be estimated separately in a generalized-least-

squares (GLS) step using the estimated covariance matrix. REML produces

an unbiased estimator of the level-one error variance and reduced bias in the

covariance parameters. Therefore, REML is more often used than FML to esti-

mate the final covariance parameters. However, REML covariance-parameter

estimates are not necessarily unbiased, particularly in the case of an unbal-

anced design (Rabe-Hesketh & Skrondal, 2008, pp. 185).

The FML and REML estimators yield nearly identical estimates of the

fixed-effects parameters. The FML and REML estimates of the variance com-

ponents are asymptotically equivalent. The asymptotic equivalence occurs in

the sense that their distributions converge as sample sizes tend to infinity

when considering a fixed number of parameters. As the number of parameters

grows, REML is preferred due to the reduced bias in the variance-component

estimates. However, a large sample can offset the differences between the pro-

cedures. These estimation methods can be used together in the model-building

process to focus on different components of the model (see, e.g., Wolfinger,

1993). Both FML and REML are implemented through iterative procedures.

See Hartley & Rao (1967), Harville (1977), and (Raudenbush & Bryk, 2002,
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pp. 42–45) for details of the distributional properties of FML estimators for

these models. The terms GLS and FML or ML are often used interchange-

ably in multilevel literature, particularly under the multivariate normality as-

sumptions used for the model of interest. Goldstein (1986) showed that the

iterative GLS procedure (IGLS) converges to produce estimates equivalent to

those from FML. An analogous procedure, restricted unbiased iterative GLS

(RIGLS), produces estimates that are equivalent to REML estimates (Gold-

stein, 1989).

The frequentist and Bayesian approaches to estimation follow different

philosophies. The focus of this dissertation is on frequentist estimation. How-

ever, we briefly review Bayesian estimation because of its extensive use in

multilevel-model estimation and inference. In frequentist estimation based on

the log-likelihood (2.15), one attempts to determine parameter estimates that

maximize the likelihood of observing those particular data points. From a

Bayesian standpoint, all parameters and observed quantities are considered

jointly. Prior distributions p(θ) are placed on the parameters to be estimated.

Bayesian analysis is developed through the use of Bayes’s rule,

p(θ|y) =
p(y|θ)p(θ)
p(y)

,

in which p(θ) is the prior probability distribution of the parameter of interest θ,
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p(y|θ) is the likelihood of observing the response vector y given the parameter,

and p(y) is the marginal distribution of y. The result, p(θ|y), is the posterior

distribution of the parameter θ given the data y. The relation between prior

and posterior is often expressed as p(θ|y) ∝ p(y|θ)p(θ). This representation

conveys that the posterior distribution of a parameter is an updated version

of the prior once the data have been observed.

Bayesian parameter estimation involves finding the posterior distribution

of a parameter, from which various estimates can be derived. This evaluation

is often too difficult (or too time- or computationally-intensive) to carry out

analytically or numerically. Markov chain Monte Carlo (MCMC) simulations

can be used to sample from a distribution that approximates the marginal

posterior distribution of the parameter of interest. When more than one pa-

rameter is being estimated, MCMC is used to approximate the joint posterior

distribution of the parameters. The mean of a parameter’s posterior distri-

bution is then found by computing the sample mean of these draws. Other

summary measures can be found analogously. The sampling mechanism is con-

structed such that a Markov chain of updated parameter estimates converges

to the joint posterior distribution.

MCMC estimation algorithms start with initial values (e.g., sample esti-

mates) and iteratively update parameters until convergence. Chains of sim-

ulated parameters use different starting points for robustness. Because of
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the initial instability in the updating, a number of early burn-in steps are

discarded. Chain thinning, in which not all iterations are recorded, can be

performed to reduce the storage required and the autocorrelation among sam-

ples.

MCMC estimation is a popular class of Bayesian estimation algorithms.

Excellent references on MCMC estimation include Gelman et al. (2003, Chap-

ter 11), Gilks et al. (1996), and Gelman and Hill (2007, Chapter 18). Gelman

& Hill (2007) provides examples of Bayesian estimation for many types of

multilevel models. Browne (1998, 2005) are useful guides with respect to

the consideration of priors. With large numbers of models under considera-

tion, MCMC estimation may be impractical due to computational and storage

requirements. However, for small samples, Bayesian modeling provides the

ability to allow for uncertainty (Gelman & Hill, 2007, p. 262).

2.3 General Guidelines for Model Building

A multilevel model typically includes many parameters. For example, even

though the subset of predictors represented by Table 2.1 is small, it would yield

a model with 39 parameters. The parameters would include 28 parameters for

the fixed-effects, 10 random-effects variance and covariance parameters, and

one level-one variance parameter. Clearly, it would be worthwhile to reduce

the number of parameters by judicious selection of predictors.
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General guidelines commonly associated with single-level regression often

still hold when there are multiple levels in the regression model. In multilevel

models, these guidelines must be altered or expanded to take the more complex

structure into account.

We have to be concerned with the possibility of overfit when sample sizes

cannot support estimating so many parameters. Incorporation of more pre-

dictors decreases the bias but increases the variances of the estimates. This

situation is often referred to as the curse of dimensionality.

As a basic starting point for multilevel-model building, Gelman (2008),

in discussing Bartels (2008), listed several guidelines. Intercepts and slopes

should be allowed to vary, and group averages of level-one predictors should be

included at level two. Bartels also recommended using group-mean centering

for level-one predictors. However, Gelman noted that this may not make

sense when, for example, the level-one predictor is an indicator variable (e.g.,

of race).

The principle of heredity for single-level models states that main effects

should be included whenever their interactions are included. Similar heredity

rules have been suggested for multilevel models (see, e.g., Snijders & Bosker,

1999, p. 92; Yuan et al. 2009). In describing the relationship between terms,

lower-order terms in the hierarchy (controlling) are referred to as “parents.”

Higher order terms (controlled) are referred to as “descendants” or “children.”
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The principle of including interactions only in the presence of their main effects

is an example of a fixed heredity rule. Another fixed-heredity rule states that

the random-intercept model should include all predictors used to model the

random slope.

Strong heredity, in which all parent terms must be in the model, is related

to the principle of marginality. The core marginality argument does not allow

the inclusion of higher-order terms without their lower-order counterparts. If

the hierarchical structure is not respected, the outcome variable is no longer

invariant to scale translation. Inclusion of an interaction without both parents

also implies that the point at which the parent terms are 0 is a special scale

point. This may be appropriate in some contexts but not in general (see, e.g.,

McCullagh & Nelder, 1989, pp. 69–70). A weak version of heredity requires

only that at least one parent term (e.g., one main effect that contributes to an

interaction) be in the model.

When a level-one predictor has a random slope, it is suggested that the

predictor’s fixed effect be included. This is an example of a random heredity

rule. Including level-one and level-two covariates produces cross-level interac-

tions for which the main effect must be present under this principle. It has

also been suggested that a model should not have random slopes if it does

not have a random intercept. However, Gelman and Hill (2007, p. 283) pro-

vide a counterexample: a series of independent experiments, with the control
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constant among the experiments and the treatment varying. Clearly, it is im-

portant to know the underlying theory, data structure, and research design

when applying these rules.

2.4 Hypothesis Testing Guidelines

Hypothesis testing is a popular way to evaluate the importance of fixed

and random effects. It often plays an important role in variable and model

selection.

The use of p-values for significance testing in multilevel models has been

criticized due to problematic df approximation for unbalanced data sets. The

quantities under consideration also do not have exact t or F distributions (see,

e.g., Bates, 2006). One suggested approach is to obtain and evaluate p-values

based on MCMC sampling from the posterior distribution of the parameter

vector (Baayen et al., 2008). Statistical power for hypothesis testing depends

on the amount of information at the level of the model term being tested. It

is generally better from an estimation standpoint to have more groups, with

fewer individuals per group, if total sample size is held constant (Snijders,

2005).

Single fixed effects can be evaluated with a Wald test (Wald, 1943) using

a t-ratio of the estimate to its estimated standard error. For multilevel mod-

els, the df used for the test depend upon which level the predictor belongs to
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in the model (Snijders & Bosker, 1999, p. 86). Fixed effects associated with

levels of a categorical variable (represented by dummy variables) should be

tested simultaneously. See Raudenbush and Bryk (pp. 58–59) for an example

of a test of the importance of the predictor sector in the HS&B data set.

Likelihood-ratio tests (LRTs) can be used to evaluate the regression parame-

ters. Likelihood-ratio-test (LRT) statistics are calculated as 2[l2 − l1], where

l2 is the log-likelihood of the more general model and l1 is the log-likelihood

of the more specific model nested within that model. This statistic is asymp-

totically distributed as χ2
k2−k1 (k2 > k1), where k2 and k1 are the respective df

of the models (Pinheiro & Bates, 2000, p. 83).

Single-parameter tests and LRTs are also used to evaluate the random

structure of the model. The statistic z = Σ̂11/[Var(Σ̂11)]1/2, where the esti-

mated standard error is Var(Σ̂11) from the inverse information matrix, can

test H0 : Σ11 = 0 with an asymptotically Gaussian distribution. Approximate

normality may not be achieved when the true variance component is close to

zero (Raudenbush & Bryk, 2002, p. 64). Therefore, comparisons of the fits

of nested models are recommended to ascertain whether an additional term

makes a significant contribution to the model.

Variances must be non-negative. Therefore, a test that assumes that a

random component’s variance is 0 places the null hypothesis on the boundary

of the parameter space. LRTs for variance parameters should use a halved



28

p-value due to the one-sided alternative hypothesis that results from this con-

straint (Snijders & Bosker, 1999, p. 90). The random intercept can also be

tested, controlling for the predictors, using the F -test from an ANCOVA that

includes the predictors as covariates (Snijders & Bosker, 1999, p. 91).

A random-slope variance that is estimated using an iterative FML or

REML procedure can be tested by estimating the parameters of a model

without the random slope and, then, using those parameter estimates as the

initial estimates in an updated model that includes the random slope. The

significance of the random slope can be tested by comparing the ratio of the

estimated random-slope variance to its estimated standard error to a stan-

dard Gaussian distribution (Snijders & Bosker, 1999, p. 123). See Berkhof &

Snijders (2001) for a simulation study comparing several single- and multiple-

parameter approaches to evaluating variance components. See Crainiceanu

(2008) for a discussion of using LRTs with variance components.

2.5 Model Selection Guidelines

Models estimated with REML can only be compared, using likelihood-

based criteria, in terms of their variance components (Singer & Willett, 2003,

p. 118). In other words, models estimated with REML can only be compared

if they have the same fixed effects. This warning is repeated throughout the

literature. Inappropriate model comparisons arise when attention is not paid
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to the estimation method being used (see, e.g., Pinheiro & Bates, 2000, p. 18;

Snijders & Bosker, 1999, p. 89).

Adding parameters tends to increase goodness of fit. Penalized-likelihood

criteria incorporate model dimensionality by minimizing

−2l + λd, (2.17)

where l is the model log-likelihood, λ is a penalty parameter, and d represents

model dimension. For multilevel models, the dimension d usually refers to

the number of estimated parameters for the model, including fixed effects and

variance components. The penalty coefficient, λ, determines which criterion

is being applied. Akaike’s criterion aic uses a λ of approximately 2. The bic

of Schwarz includes the sample size in the form of λ = logN . These criteria

are sometimes described in terms of model deviance (McCullagh & Nelder,

1989, p. 33). The model deviance formulation reduces to the representation

(2.17) when comparing models. The full model from which the given model’s

deviance is computed will be common to the models being compared.

A criterion used in Bayesian multilevel modeling is the deviance informa-

tion criterion (dic) (Spiegelhalter et al., 2002). The dic is often referred

to as the “Bayesian analogue” of aic. The dic also combines model fit and
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complexity into one measure,

dic = mean deviance + 2pD, (2.18)

where pD is the effective number of parameters (Gelman & Hill, 2007, p. 525).

Challenges that arise when using dic are similar to those found in the fre-

quentist context. These include the question of how to count parameters for

the dimensionality penalty. Rather than compute the number of parameters

directly, pD is often computed from simulation output in two different ways.

One method counts the difference between the posterior mean deviance and

the deviance of posterior means (pD = D(θ) − D(θ), where D(θ) is the pos-

terior mean deviance and D(θ) is the deviance of the posterior means). The

other method counts df as half the variance of the posterior deviance (offered

as an alternative parameter-counting method in Gelman et al., 2004, p. 182).

The latter’s use has been debated (Gelman, 2006b). The former, analogous

to the hat-matrix parameter count used for single-level models, appears to be

the current gold standard. This popularity has arisen despite the method’s

unstable estimation of pD (Gelman & Hill, 2007, p. 526).

These guidelines represent some of the goals of building a “good” multi-

level model. It is important to perform model checking and diagnostics before

selecting the final model. Estimation is fairly robust to minor violations of
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the underlying assumptions of homogeneity of variance and normality. How-

ever, inaccurate standard errors may result for the random-effect covariance

parameters (Maas & Hox, 2004). Violations can lead to bias in the estimates

or underestimates of their standard errors. More general multilevel models

will be more appropriate in those cases (Raudenbush & Bryk, 2002, p. 253).

It is important to specify the model correctly and to take into account

the computational time and storage required to carry out simulations on large

data sets. Detailed descriptions of these types of models and ways to check for

convergence and improve computational efficiency are given in Gelman and

Hill (2007, Chapters 17, 19). These general models are illustrated throughout

that reference using the radon data set, which can be used to model the radon

level for an individual home based on house- and county-level information. See

Gelman (2006a) for a concise discussion and application with these data.

For additional guidance on multilevel model building and checking, see

Longford (1993, Section 4.8), Hox (2002, Chapter 3), Raudenbush and Bryk

(2002, Chapter 9), Snijders & Berkhof (2007), Gelman and Hill (2007, Chapter

24), and Ntzoufras (2009, Section 10.3).

See Stone & Izenman (2012) for a more comprehensive review of model-

building guidelines and selection criteria that have been offered for multilevel

models.
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2.5.1 Example: High School and Beyond Data

We return to the HS&B data described previously. Predictors in this data

set are listed in Table 2.1. The ICC for this example is 0.18 (Raudenbush

& Bryk, 2002, p. 71). This ICC value is mid-range for social-science data in

general. However, the ICC falls into the high end of the range for clustered

standardized test score data (Schochet, 2008).

We follow the convention of centering ses around its school mean meanses

(i.e., group-mean centering) (Gelman, 2008). We focus only on the predictors

ses, meanses, and sector to keep the illustration of model comparison clear.

The model involving these three predictors is

Yij =β1 + β2(sectorij) + β3(meansesij) + β4(sesij)

+ β5(sectorij)(sesij) + β6(meansesij)(sesij)

+B1j +B2j(sesij) +Rij,

(2.19)

with all elements as previously defined.

Several versions of this model were run using frequentist and Bayesian

estimation and selection criteria. The frequentist models used FML so that

model criteria could be compared directly.

In Table 2.2, we include the aic, bic, and dic for the models derived from

(2.19). Smaller relative values are desirable. The magnitude of the criterion
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Table 2.2: Criterion Values of Models for the HS&B Data Set.a

Predictors (Level) Random aicb bicb dicc

SES(1) d N/A 47880 47801 47786
N/Ae Intf 47122 47142 46909
SES(1) Int 46728 46756 46508
Secg(2) Int 47087 47115 46914
MSESh(2) Int 46967 46995 46909
Sec(2), MSES(2) Int 46954 46988 46918
SES(1), Sec(2), SES×Sec Int 46694 46728 46507
SES(1), MSES(2), SES×MSES Int 46574 46608 46512
SES(1), Sec(2), MSES(2), SES×Sec, SES×MSES Int 46560 46602 46512
SES(1) Int, SES 46723 46764 46471
SES(1), Sec(2), SES×Sec Int, SES 46650 46705 46471
SES(1), MSES(2), SES×MSES Int, SES 46568 46623 46643
SES(1), Sec(2), MSES(2), SES×Sec, SES×MSES Int, SES 46516 46585 46476

a Boldface values indicate the model chosen using each criterion.
b Values are from the lme4 package in R using FML.
c Values are from the arm package in R.
d OLS model: note that there is no random term in this model (N/A= Not Applicable)
e Variance components model: note that there are no predictors in this model (N/A= Not

Applicable)
f Int refers to the intercept.
g The Sector variable is abbreviated as Sec.
h The MeanSES variable is abbreviated as MSES.

is important only as it compares to criterion values of other models. Boldface

values in Table 2.2 indicate the model chosen using each criterion.

Simply examining these criteria will not necessarily lead to the best model.

The model chosen by aic and bic was explored to determine whether to

include the random slope for ses. Raudenbush and Bryk (2002, pp. 84–85)

used an LRT to determine whether the additional variance and covariance

components induced by the larger model added significant explanatory power

of the model and found that they did not. This may indicate that the smaller

model is adequate. Simulation results show that these criteria, in particular, do

not necessarily lead to the selection of optimal multilevel models in a random-
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effects selection context (McMurray, 2010).

Examining differences in predictive ability between models provides evi-

dence for which components may be important to the model (Breiman, 2001a).

For example, we could be interested in predicting math achievement for a new

student in one of the 160 schools. A comparison of OLS, prior only, and multi-

level prediction rules was undertaken (Afshartous & de Leeuw, 2005a,b). The

analysis found that multilevel rules had the lowest predictive mean-squared

error (PMSE) estimates for multilevel data sets.

The multilevel cross-validation method in Table 2.3 was used to obtain

a leave-one-out cross-validation (CV) estimate of the PMSE (Afshartous &

de Leeuw, 2004). The full data set was divided into training and test data

sets within school. One student from each school was set aside as a test

case for each iteration. The data from the remaining students were used to

train the model. This process was repeated for each model 100 times. The

bootstrap (BS) PMSE estimate (see Table 2.4) was also calculated (Afshartous

& de Leeuw, 2004). In that method, bootstrap samples the same size as the

original data set are drawn with replacement (students sampled within school).

These bootstrap samples are used for training a model that is then applied to

the original data set.

The bootstrap method may lead to estimation problems if there are groups

containing few individuals. If sampling leads to the same individual being
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Table 2.3: Leave-One-Out Cross-validation PMSE (CV1 PMSE)
Method.

1. Randomly select one individual in each of the J groups, forming
a test group of size J .

2. Use the remaining N -J individuals (the training group) to esti-
mate the model.

3. Calculate predicted outcomes, and find the average of the sum of
squared errors based on these predictions, for the J test group
individuals.

4. Repeat steps 1-3 until the desired number of iterations is complete.
5. Calculate the mean of the average error sum of squares over those

iterations. This average is the CV PMSE estimate.

Table 2.4: Bootstrap PMSE (BS PMSE) Method.

1. Keep a copy of the entire original data set aside to be used as test
cases.

2. In each of the J groups, sample nj individuals with replacement.
This new set of observations, of size N , will be used as the training
cases.

3. Estimate the model using the training cases (bootstrap sample).
4. Apply the estimated model coefficients to the testing cases (orig-

inal data) to form predicted outcomes, and find the average sum
of squared errors based on these predictions.

5. Repeat steps 2-4 until the desired number of iterations is com-
pleted.

6. Calculate the mean of the average error sum of squares over those
iterations. This average is the BS PMSE estimate.
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chosen nj times, the level-one design matrix will be singular. A more general

problem with this approach is that the bootstrap samples and the original

sample have individuals in common. This leads to underestimation of the

prediction error (Izenman, 2008, pp. 123–125). One way of improving the

estimate is to calculate the PMSE on the out-of-bootstrap sample only (i.e.,

the members of the original data set who were not sampled for the bootstrap

sample in each iteration).

The overly-optimistic in-sample (IS) training PMSE estimate is included

here for reference. The IS PMSE is obtained by training the model on and

applying prediction to the original data set. This approach does not involve

sampling and is calculated only once. An example of prediction is provided

using the models from Table 2.2. Under the full model (2.19), using results

obtained from REML, prediction for a new student in a school already in the

sample could be accomplished using the following prediction rule, with inew

referring to the new observation(s) in each school, j = 1, 2, . . . , 160,

ŷinewj =β̂1 + β̂2(sectorij) + β̂3(meansesij)

+ β̂4(sesinewj) + β̂5(sectorij)(sesinewj) + β̂6(meansesij)(sesinewj)

+ b̃1j + b̃2j(sesinewj).

(2.20)

Note that random effects have tildes rather than hats to indicate that they are
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not estimates. As noted previously, the random effects are conditional modes

given the parameter estimates. The prediction rules for the other models in

Table 2.2 follow analogously.

The BS procedure involves making predictions for all the students in each

school, for a total of 7,185 predictions. For the CV approach, only one new

prediction is made for each school, for a total of 160 predictions. REML

estimation was used to reduce bias in the variance-component estimates used

in prediction. Table 2.5 contains the PMSE estimate values for the models in

Table 2.2. Boldface values in Table 2.5 indicate the smallest values of each

estimate of PMSE. From Table 2.5, it appears that the BS and CV PMSE

estimates favor the model incorporating ses, sector, meanses, and the cross-

level interactions, with a random intercept. These results do not agree with

the models chosen by the information-type criteria, which include a random

intercept and slope. Such a model was favored by the IS PMSE estimate.

However, obtaining predictions from the same sample on which a model

is built provides an unrealistically optimistic estimate and is not encouraged.

The model chosen using aic and bic was a more general form of the model

chosen using the BS and CV PMSE estimates. The more general model in-

cluded a random slope for ses as well as for the intercept. As stated previously,

Raudenbush and Bryk explored this more general model and found that the

random slope for ses was not significant. The smaller prediction error for the
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Table 2.5: PMSE of models for the HS&B data set.a

Predictors (Level) Random ISb BSb CVb

SESc N/A 45.21 45.22 45.88
N/Ad Inte 38.36 39.04 40.38
SES(1) Int 36.26 36.91 38.02
Secf (2) Int 38.39 39.02 40.35
MSESg(2) Int 38.51 38.96 40.27
Sec(2), MSES(2) Int 38.53 38.95 40.24
SES(1), Sec(2), SES*Sec Int 36.08 36.70 37.84
SES(1), MSES(2), SES*MSES Int 36.38 36.84 37.93
SES(1), Sec(2), MSES(2), SES*Sec, SES*MSES Int 36.15 36.57 37.70
SES(1) Int, SES 35.74 50.06 37.98
SES(1), Sector(2), SES*Sec Int, SES 35.93 44.16 37.81
SES(1), MSES(2), SES*MSES Int, SES 35.88 42.81 37.89
SES(1), Sector(2), MSES(2), SES*Sec, SES*MSES Int, SES 36.07 40.40 37.73

a Boldface values indicate the model chosen using each criterion.
b Calculations are based on REML estimates from the lme4 package in R.
c OLS model: note that there is no random term in this model (N/A= Not Applicable)
d Variance components model: note that there are no predictors in this model (N/A= Not

Applicable)
e Int refers to the intercept.
f The Sector variable is abbreviated as Sec.
g The MeanSES variable is abbreviated as MSES.

more specific model lends additional evidence that this random component is

not useful. Choice of the final model would depend on what values one places

on parsimony, interpretation, and other desired characteristics. Prediction for

students in schools not in the original data set would be more complicated and

is outside the scope of this dissertation.

2.6 Regularization Approaches

It is critical that practitioners heed the message of George (2000) not to

rely on familiar methods when they may not be most appropriate, especially

given the development of novel methods. One familiar paraphrase regarding
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the problematic one-tool-fits-all idea has been attributed variously. The phrase

comfortably applies to the reluctance of data investigators to explore unfamil-

iar techniques, even if they may be more appropriate (Breiman, 2001b): “If

all a man has is a hammer, then every problem looks like a nail.” Even the

best-crafted hammer may not be the most appropriate tool for every job.

Selection of fixed and random effects in the multilevel context is a key

issue that has received attention from frequentist and Bayesian perspectives.

Careful selection in multilevel models is key (Kreft & de Leeuw, 1998, p. 103):

Data reduction is a very necessary strategy before starting any
multilevel analyses. Multilevel analysis is not a tool for exploring
large numbers of variables. Multilevel analysis is a nice tool for
exploring small numbers of variables and making small changes in
the models one at a time.

Note that this advice was offered in 1998. The field of statistics has advanced

considerably since that time, particularly in the area of multilevel regression.

While the general idea of avoiding overfit is reasonable, this should not be

understood to mean that structured data sets involving large number of pre-

dictors cannot be analyzed. The same is true for low-dimensional data sets

with complex structures.

Examples of multilevel analysis of larger data sets can be found in various

fields. In the field of education, standardized tests are administered annually

to almost all students, with performance at the school level being one of the

measurement goals. Additionally, epidemiology data contain disease or other
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health-related information across many centers (see, e.g., Armagan & Dunson,

2011).

While it is tempting to focus on only a portion of the variables available

to researchers, much information is lost in that reduction. It is still true

that care must be taken because of the potential multicollinearity, instability,

and computational difficulties that could result from haphazard kitchen-sink

approaches to model building.

Recent work to address the use of multilevel modeling with large numbers

of predictors has focused on shrinkage of estimates, but these methods are

still under development (see, e.g. Gelman, 2011). One selection approach that

has been a fertile area of research for single-level regression is that of regu-

larized regression. In contrast with the unconstrained procedures (e.g., IGLS)

described in Section 2.2, regularized estimates are found by constraining the

solution region.

The regularization framework has recently been explored for models with

multiple levels of variation. Regularization involves the use of one or more

penalty parameters to shrink or select coefficients. The penalty term is a func-

tion of the parameters that are to be estimated. The addition of the penalty

function has the effect of reducing, or shrinking, the sizes of the resulting pa-

rameter estimates. Some penalty functions allow estimates to be shrunken

to 0. Such functions can be used for selection of model components, reducing
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model overfit. In single-level regression, regularization is often applied for high

dimensional data when the true non-zero coefficients are assumed to be sparse

in the set of all components.

Multilevel modeling raises additional dimensionality issues that must be

taken into account, even when there are are relatively few predictors overall.

No longer are there predictors at just one level. With covariates at level two,

we must deal with potential cross-level interactions. Regularization is a useful

technique for multilevel models because such models often have a complicated

structure with parameters to estimate in both the fixed and random parts of

the model. There is a tendency toward instability when there are more than a

few random coefficients under consideration. The more complex the mean and

covariance structures, the more of a challenge it is to obtain precise estimates

and to be able to detect important features in the data.

Regularization approaches may add bias to the estimated coefficients, but

the standard errors of the estimates are decreased. Therefore, regularization

reduces the instability in parameter estimates. Constraints are placed on func-

tions of the sizes of the regression coefficients (e.g., on the sum of the absolute

values of the coefficients) to keep them as small as possible. The shape of

the penalty function that is applied will determine whether shrinkage of coeffi-

cients and/or selection of predictors results. Hybrid procedures that combine

shrinkage and selection have gained popularity in recent years. However, as
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most multilevel regularization research extends the work from the single-level

context, it focuses more on the fixed effects than the random components.

Clustering in data sets further reduces the amount of information available

for estimation, and this increases with the strength of the clustering effect.

While problems with the inclusion of too many (or too few) fixed effects are

familiar from single-level regression, selection of the proper covariance struc-

ture is also key. If the structure is underfit, there may be bias in the estimated

fixed-effect variances. Alternatively, overfitting could lead (as it may also in

the fixed-effects structure) to singularity of the associated covariance matrix

(Bondell et al., 2010). An additional motivation is that selection of impor-

tant fixed and random effects from among many models via traditional subset

selection methods is time-consuming and introduces stochastic error (Fan &

Li, 2001). There are also computational problems leading to a lack of con-

vergence in some algorithms when backward-deletion methods are employed

(Schelldorfer et al., 2011).

This Section provides an overview of regularized regression and procedures

that perform regularization of components in hierarchical models.

2.6.1 Overview of Regularization

Let L (φ) be a function of the parameters φ that is to be minimized (e.g.,

a negative log-likelihood). Let λ be a tuning parameter that determines how
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much shrinkage will be applied. Let p(·) be the penalty function that is ap-

plied to the parameters to be estimated. Penalized, or regularized, regression

estimates have the following general formula,

φ̂λ = arg min
φ

(L (φ) + λp (φ)) (2.21)

Larger values of λ lead to larger penalties, and, thus, to more shrinkage or se-

lection (i.e., fewer predictors with non-zero coefficients in the resulting model).

In this format, which is referred to as a Lagrangian function format, λ is a

Lagrangian multiplier (see, e.g., Nocedal & Wright, 2006, p. 310). The La-

grangian multipliers are referred to in this context as regularization param-

eters. An alternative, equivalent format is one in which the function to be

minimized is constrained, or bounded, by requiring that the penalized term is

smaller than a threshold. In this format, (2.21) would be written as

φ̂t = arg min
φ

(L (φ) 3 p (φ) ≤ t) , (2.22)

for a bound t.

Choice of model is made by determining which vector of parameter esti-

mates minimizes the criterion that is being applied. Criteria typically include

CV or other prediction-error estimates or penalized-likelihood functions with

the general form (2.17).
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For single-level regression models,

βφ = arg min
β

{ N∑
i=1

(yi −
p∑
r=1

xirβr)
2 + λ

p∑
r=1

φ(βr)
}
. (2.23)

Some of the most common regularization procedures introduced for single-

level regression include ridge regression (p(βr) = β2
r ) and the Lasso (p(βr) =

|βr|). Ridge regression shrinks coefficient estimates but does not function

as a selection procedure. The Lasso (Tibshirani, 1996) allows for selection,

dropping any variable whose regularization path crosses zero. In general, the

regularization penalty p(βr) = |βr|γ is referred to as bridge regression (Frank

& Friedman, 1993). Shapes of the constraint regions of various regularization

penalties are explored in Chapter 3 of Hastie et al. (2009) and Chapter 5 of

Izenman (2008).

Convexity of the loss and penalty functions and piecewise linearity of the

solution paths are desirable characteristics of a regularization procedure in

terms of computation. The least-angle regression algorithm (LAR) (Efron

et al., 2004) can be modified to compute the Lasso solutions more efficiently

with the general algorithm known as LARS.

The non-negative garrote shrinks and selects by scaling the OLS estimates

(Breiman, 1995). As noted previously, the penalized function can be thought
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of as being bounded by a decreasing bound t:

βt = arg min
β

N∑
i=1

(yi −
p∑
r=1

xirβr)
2 3

p∑
r=1

φ(βr) ≤ t. (2.24)

Fan & Li (2001) proposed the smoothly-clipped absolute deviation (SCAD)

penalty, a quadratic spline penalty that is continuously differentiable (except

at 0), symmetric, and non-concave. SCAD solutions are unbiased, sparse,

and continuous, and they possess the oracle property: they lead to selection

of the ”true” data-generating model when it is one of the candidate models.

The SCAD-penalized log-likelihood is not convex in β, making optimization

challenging. The SCAD penalty function has the following parametric form

for a spline with knots at a and aλ:

pλ(ω) =


λω if 0 < ω ≤ λ

−ω2−2aλω−λ2
2(a−1)

if λ < ω ≤ aλ

1
2
(a+ 1)λ2 if aλ < ω

Selection of λ is accomplished using a grid search.

Extensions of the Lasso have been developed for more complicated sce-

narios. The fused Lasso (Tibshirani et al., 2005) was developed to handle

situations such as those involving microarray data, in which the predictors

may greatly outnumber the observations and may also be ordered. In this
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case it is useful to constrain the sizes of adjacent predictors because they are

related. The penalized-least-squares criterion applied for the fused Lasso,

N∑
i=1

(yi − xTi β)2 + λ1

p∑
r=1

|βr|+ λ2

p∑
r=2

|βr − βr−1|, (2.25)

contains two tuning parameters that shrink independently based on the sum

of all coefficients (λ1) and the sum of differences of adjacent coefficients (λ2),

respectively, for observations i = 1, 2, . . . , N and predictors r = 1, 2, . . . , p.

The group Lasso (Yuan & Lin, 2006) allows selection of groups of predictors

that form factors, rather than just the individual predictors. The estimate is

given by the group Lasso criterion,

1

2
‖Y −

p∑
r=1

Xrβr‖2 + λ

p∑
r=1

‖βr‖Kr , (2.26)

in which Kr are covariance matrices that are often taken to be the identity

matrix. Sparseness of solutions is focused at the factor level. Other devel-

opments include a group non-negative garrote and a group LARS, which are

extended in a similar way from their original versions.

Zhou & Zhu (2010) proposed a method to drive grouped selection of pre-

dictors in single-level models by separating out an ’intrinsic’ parameter and

a group-control parameter from each β in a single-level model. They concep-

tualized the βr for the rth fixed effect as being a product of the variable’s
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intrinsic parameter αr and the control parameter dr. While this approach is

appealing, the iterative nature of estimation for multilevel models can lead to

difficulties due to a non-positive-definite quadratic matrix in this type of algo-

rithm. Another variation on grouped estimation is the group bridge (Huang

et al., 2009). This method also allows both group and individual parameter

selection, but it requires multiple tuning parameters that are not simple to

choose.

The composite absolute penalties (CAP) family (Zhao et al., 2009) builds

on the ideas of group Lasso and bridge regression. CAP takes into account

a priori predictor groupings and hierarchies. The regularization process in-

cludes an overall l1 penalty and a within-group l∞ penalty on maximum co-

efficient size. This invokes penalization across and within overlapping or non-

overlapping groups. Predictors can be selected in a particular order or in ac-

cordance with the correlation structure. The term hierarchical gap was coined

therein as a measure of the distance between the candidate model structure

and a minimally suitable hierarchical structure. For instance, adhering to the

principle of fixed heredity, interactions should enter a model only after their

corresponding main effects. Prior to modifications, this had been an issue with

LAR, because interactions tend to be attractive to the algorithm (c.f. Turlach

in the discussion of Efron et al. (2004)). The hierarchical gap is the number of

predictors that one would have to add to the current model so that the model
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adheres to the principle of heredity. Closure of the hierarchical gap can also

take place by removing terms that violate the hierarchical structure.

It would be useful in hierarchical models with heredity structures to regu-

late the order of entry of predictors. This can be done with CAP by creating

overlapping groups, with the secondary predictors included in all groups that

include their parents and also in their own groups. This allows additional

penalization to take place for the descendents to control their entry into the

active set after the entries of their parents. Simulation studies showed that

CAP outperformed Lasso when interaction strength was low or moderate and

was comparable for strong interactions, in terms of model error. The CAP

also selected smaller models than Lasso and resulted in smaller hierarchical

gap.

Yuan et al. (2009) incorporated heredity structure in estimation and selec-

tion through the use of linear inequality constraints with non-negative garrote

regularization. Denote the set of coefficients of parents of the rth predictor

by Pr. Rather than sacrificing convexity by requiring that all coefficients in

Pr be non-zero when β̂r is non-zero, Yuan et al. used indicators of inclusion

(non-negative garrote scale coefficients) such that sr ≤ st for βt in Pr. The

estimation procedure involves two steps. First, the solution path is computed.

Then, tuning to minimize the CV prediction error is applied to select the final
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estimate. Taking the simple example of a model

Y = β1X1 + β2X2 + β12X1X2 +R, (2.27)

in which β12 is the coefficient for the interaction of the terms X1 and X2, strong

heredity would require that s12 ≤ s1 and s12 ≤ s2. The relevant constraint

matrix could be represented as



1 0 0

0 1 0

0 0 1

1 0 −1

0 1 −1




s1

s2

s12

 <



0

0

0

0

0


=⇒



s1 ≥ 0

s2 ≥ 0

s12 ≥ 0

s1 − s12 ≥ 0

s2 − s12 ≥ 0


. (2.28)

Because the sum of the scaling factors is bounded, the bound can be chosen

so that one or more of the scaling factors is exactly zero to invoke selection.

Although the approach performed well on simulated and real data sets, it

suffered in comparison to unconstrained methods when the data-generating

model did not follow strong heredity. A weak heredity version was also offered,

and extensions of both types to generalized linear models were described.
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2.6.2 Regularization for Hierarchical Models

Selection of Fixed Effects Only

Lan (2006) proposed a penalized method for selecting fixed effects in lon-

gitudinal data using the SCAD penalty. Covariance structures were specified

a priori in each model that was analyzed. The dissertation focused on both

estimation and selection of fixed effects, with estimation of random-effect co-

variance parameters using REML. The bic criterion was found to be optimal,

of the three investigated, for choosing the tuning parameter λ. First, the penal-

ized model that maximized the REML log-likelihood was selected. Then, bic

values were compared for the models’ log-likelihoods evaluated at the SCAD

estimates.

Schelldorfer et al. (2011) focused on high-dimensional linear mixed mod-

els. Such models have many more potential predictors than observations (i.e.,

p � N). However, true non-zero coefficients are assumed to be sparse in the

vector of all coefficients. Schelldorfer et al. developed an R package, lmmLasso,

which invokes an l1 penalization of the fixed effects. The l1-penalized objective

function to minimize was

Qλ(β,θ, σ
2) =

1

2
log |V|+ 1

2
(y −Xβ)′V−1(y −Xβ) + λ

p∑
r=2

|βk| , (2.29)

with V a block-diagonal matrix with group-level matrices Vj on the diago-
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nal, λ ≥ 0 the penalty parameter (λ = 0 producing estimates comparable to

that of lmer), and r = 2, 3, . . . , p indexing the fixed effects without the in-

tercept. Schelldorfer et al. did not penalize fixed effects that had associated

random terms (e.g., the intercept in this case). The set of random coefficients

was specified a priori, because the high-dimensional context makes joint or

simultaneous selection of random effects complicated. An adaptive version is

available that is based on the adaptive Lasso (ALasso). The adaptive version

uses weights on the covariates. Weights can be specified as the estimates from

the non-adaptive version. The regularization parameter λ is chosen using bic.

The model dimensionality penalty is based on the expected df of the Lasso

(Zou et al., 2007): logN × d̂fλ, with d̂fλ the number of non-zero regression

coefficients in the vector β̂. A block coordinate gradient descent (BCGD)

algorithm (Tseng & Yun, 2009a,b) was employed to compute the solution.

Selection Focused on Random Effects

Ahn (2010) proposed a moment-based loss function to select variance com-

ponents. The goal was to produce a method that would be more robust to

violations of the distributional assumptions for these components. The bic

was used for model selection. A selection mechanism for selecting both fixed

and random components was also proposed, in which an ALasso was used to

select fixed effects. Ahn found that the random-effects structure specification
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was key to achieving efficiency and model accuracy.

Selection of Fixed and Random Components

Ibrahim et al. (2010) examined joint selection of fixed and random effects

in mixed-effects models using maximum penalized likelihood (MPL). They

applied SCAD and ALasso. The procedure optimizes over mixed effects and

the penalty parameters using the E-M algorithm. Ibrahim et al. proposed two

model selection criteria to be used with the objective function Q(θ̂). The first,

ICQ(λ), minimizes

ICQ(λ) = −2Q(θ̂λ|θ̂0) + cJ(θ̂λ), (2.30)

in which θ̂0 is the unpenalized MLE and cJ(θ) is a function that invokes an aic-

or bic-type criterion. The second, a random-effects penalty estimator, applies

marginal-maximized-likelihood estimation. In that process, λ is treated as a

hyperparameter of the distribution of the random-effects vector.

Wang et al. (2010) proposed a doubly-regularized REML process with a

Cholesky decomposition of the random-effects covariance matrix to produce

a positive semidefinite final covariance matrix. Wang et al. noted that it is

clear from the mean and variance of yj in the multilevel model structure that

the mean and covariance structures are influenced separately by the fixed- and

random-effects components. However, the goal was to select on both sets of
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effects. The method of selection proposed by Wang et al. entails applying

penalizations to both the fixed and random structures. Some fixed effects are

set to zero via an l1 penalty. Variance parameters (and associated covariances)

can be zeroed out using the structure of the Cholesky decomposition. Setting

all of the elements in the kth row of the relative precision factor Λ(k) to zero

for a given k through the use of a modified l2 penalty will remove the random

effect bk from the model. In an adaptive version, different penalty weights are

imposed depending on the strength of each term’s effect, penalizing important

components more lightly than components that are less important.

Bondell et al. (2010) proposed a method for joint fixed- and random-effects

selection. This method was used as the basis for developing the heredity-

constrained estimator introduced in the next Chapter. Therefore, a more

extensive overview is discussed here.

Bondell et al. introduced the M-ALASSO, an adaptive Lasso suited for

multilevel data. Estimation was performed using a constrained E-M algo-

rithm to select fixed and random effects at the same time. Joint selection was

desirable over separate selection performed iteratively, because the selection

of one structure affects the selection of the other. Removal of a random effect

entails deleting the row and column associated with the effect in the decom-

posed scaled covariance matrix, ψ = DΓΓ′D. The reparameterized model can
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be expressed as

yj = Xjβ + ZjDΓbj + rj. (2.31)

As explained previously, in this type of modified-Cholesky decomposition, D =

diag(d1, d2, . . . , dq) is a q × q diagonal matrix. The q × q lower triangular

matrix Γ = {γlr} has a diagonal consisting of 1’s. The free elements of Γ are

γ = (γlr : l = 1, . . . , q; r = l + 1, . . . , q)′. Under the reparameterization, the

random-effects covariance matrix is a function of d and γ.

The data (yj,Xj,Zj) within the jth group, j = 1, 2, . . . , J , are indepen-

dently and identically distributed according to

yj ∼ Nnj
(Xjβ,Vj), (2.32)

where

Vj = σ2(ZjDΓΓ′DZ′j + Inj
). (2.33)

For Φ = (β,d,γ)′, the log-likelihood function for the jth group is

lj(Φ) = −1

2
log |Vj| −

1

2
(yj −Xjβ)′(Vj)

−1(yj −Xjβ). (2.34)

The log-likelihood can be expressed across all groups as

l(Φ) =
J∑
j=1

lj(Φ) = −1

2
log
∣∣∣Ṽ∣∣∣− 1

2
(y −Xβ)′Ṽ−1(y −Xβ), (2.35)
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in which Ṽ is a block-diagonal matrix with the group-level Vj matrices on the

diagonal, y = (y′1,y
′
2, . . . ,y

′
J)′, and X = [X′1,X

′
2, . . . ,X

′
J ]′.

Building on the ALasso, Bondell et al. proposed a penalized criterion,

Qc(φ|y,b) =
∥∥∥y − ZD̃Γ̃b−Xβ

∥∥∥2

+ λj

(
p∑
r=1

|βr|∣∣βr∣∣ +

q∑
r=1

|dr|∣∣dr∣∣
)
, (2.36)

in which they take βr to be the GLS estimate of βr and dr from the modified-

Cholesky decomposition of the estimated covariance matrix.

The resulting estimator can be implemented in a linearly constrained quadratic

programming framework. In order to use quadratic programming in the pack-

age quadprog, the quadratic matrix was written in a quadratic form in (β′,d′)′.

The transformed objective function is

Qc(φ|y,b) =
∥∥∥y −Xβ − Zdiag

(
Γ̃b
)

(1q ⊗ Ij) d
∥∥∥2

+ λj

(
p∑
r=1

|βr|∣∣βr∣∣ +

q∑
r=1

|dr|∣∣dr∣∣
)
.

(2.37)

The constrained E-M procedure treats the random effects as unobserved data.

In the E-step, the conditional expectation of (2.37) is computed. Then, up-

dated values for the parameter estimates are obtained by minimization with

respect to (β′,d′,γ ′)′, iterating until convergence is achieved. The minimiza-

tion step, or M-step, alternates between (β′,d′)′ and γ.

The method used in quadprog is an algorithm for linearly constrained
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convex quadratic programming (Goldfarb & Idnani, 1983). Let d and D be

the vector and matrix, respectively, in the quadratic function that is to be

minimized with respect to parameters b. Let A be a matrix of linear equal-

ity and/or inequality constraints under which the quadratic function is being

minimized. These constraints must be linearly independent. The constraints

determine the feasible solution space. Let b0 be the vector of bounding values

for those constraints. This optimization scheme solves problems of the form

min
b

(d′b +
1

2
b′Db) � A′b ≥ b0. (2.38)

Strict convexity is required. The quadratic matrix must be positive definite.

This is required to ensure that the initial unconstrained minimum can be

found. This solution acts as the starting point. The linear constraint matrix

is evaluated at that starting point to find a constraint which is not met at that

point (i.e., is violated). That constraint is then added to the active set of con-

straints. This set contains equality constraints and inequality constraints that

are equalities at the solution point. In each iteration, a new solution is found

(if possible) that satisfies the active set constraints, and another violated con-

straint is added to the active set. Constraints may also become inactive during

the course of the optimization process. If an ultimate feasible solution is ob-

tained, it meets Kuhn-Tucker conditions for optimality. See Goldfarb & Idnani
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(1983) for more technical details about this standard quadratic programming

algorithm.

The Pen.LME program contributed by Bondell et al. incorporates only in-

equality constraints. The constraint matrix forces the penalty term to be

bounded by a sequence of decreasing fractions of the total number of terms.

This imposes an adaptive Lasso penalty on both fixed and random terms. The

GLS estimates used as weights are obtained by using the lmer function.

A grid search is used to find the fractional threshold that produces the

model for which bic is minimized. The df count used is the number of non-

zero fixed effects and random parameters.
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CHAPTER 3

Heredity-Constrained Multilevel

Regularization

This Chapter introduces a procedure (HM-ALASSO) that produces regu-

larized multilevel-model estimates that adhere to principles of strong heredity

in both their fixed and random parts. The Chapter includes both proofs of

the theoretical qualities of HM-ALASSO and results of an empirical test on a

subset of the HS&B data.

In this Chapter, we will further expand the model and make its notation

more explicit. This model structure is used in the simulation studies in this

Chapter. Consider a model that has an intercept term (X11) associated with

a random intercept and two level-one predictors (X12,X13) associated with

random slopes. Add two group-level covariates X21, X22 at level two. For the
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jth group, this model can be represented as

Yij = A1jX11ij + A2jX12ij + A3jX13ij +Rij, (3.1)

where

A1j = β1 + β2X21ij + β3X22ij +B1j,

A2j = β4 + β5X21ij + β6X22ij +B2j,

A3j = β7 + β8X21ij + β9X22ij +B3j.

(3.2)

All elements are as previously defined. We make appropriate substitutions, re-

ordering the equation and relabeling random terms, as described in Chapter 2.

We rename interactions using explicit subscripting (e.g., X12ijX22ij becomes

X122 2ij). The model equation is written as

Yij = β1X11ij + β2X12ij + β3X13ij + β4X21ij + β5X22ij

+ β6X122 1ij + β7X122 2ij + β8X123 1ij + β9X123 2ij

+B1jZ1ij +B2jZ2ij +B3jZ3ij +Rij.

(3.3)

In this Chapter, the focus is on both fixed and random heredity. Fixed

and random heredity were described in Chapter 2. It is important to consider

whether these types of heredity control make sense for a particular model, as in

some cases it is theoretically sound to allow violations. In this dissertation, it
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was of interest to invoke the strong versions of both fixed and random heredity.

Meeting the goals of both adhering to heredity and optimally fitting the model

to the data is a challenging task. We make the reasonable assumption that the

modeler knows the structure of the model (i.e., to which levels of the model

potential predictors belong) a priori.

3.1 Heredity-Constrained M-ALASSO

The procedure developed in the course of this dissertation research builds

on the joint selection algorithm devised by Bondell et al. (2010). The new

approach incorporates additional linear constraints in the quadratic program-

ming solution to control selection via heredity-based inequalities (Yuan et al.,

2009). This approach avoids the estimation of additional model parameters.

The HM-ALASSO estimation algorithm takes advantage of a versatile lin-

early constrained quadratic programming framework. A dynamic system of

weights is applied in the linear constraint matrix to control estimation and

selection. An alternative approach to heredity control that adds linear con-

straints that provide bounds on various component values may appear to be

appealing. For example, a constraint could be constructed to limit the sizes of

all interactions associated with a parent to be less than the size of the parent

term. This would force descendants’ parameter estimates to be 0 if the parent

estimate is 0. While this extension addresses very simply the adherence to
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heredity, it invokes too harsh a bound. For example, when controlling random

heredity, it is unrealistic to require that the magnitude of a fixed effect be

larger than its associated random-variance component. The addition of linear

inequality constraints also increases the difficulty involved in computing the

constrained solution of the quadratic programming problem.

One of the main points of the Bondell et al. (2010) paper was that the fixed

and random structures are not independent. Indeed, including informative

fixed effects can reduce residuals and, therefore, random-effects covariance

parameters. Therefore, it was of interest in this disseration to determine how

one might connect the predictors and their associated random terms more

effectively during estimation to produce a more optimal regularized solution.

The M-ALASSO estimator developed by Bondell et al. can be extended

to incorporate heredity by changing the penalty constraint so that it capital-

izes on the hierarchical structure of the data. The estimator can be imple-

mented through a simple modification to the constraint matrix of the Pen.LME

function. As with M-ALASSO as implemented in Pen.LME, the fractional

thresholding approach is implemented, constraining the total penalty term by

a fraction of the full estimates.
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3.2 Description of the HM-ALASSO

The goals in developing this method were to create a procedure that pro-

vided reasonable estimates of all parameters, adhered to fixed and random

heredity principles, resulted in a parsimonious model, was theoretically justi-

fiable, and was able to be implemented and used in available software (e.g.,

in R). This last criterion has been cited as important for realizing the ben-

efits of new procedures (Hesterberg et al., 2008). The resulting estimator,

dubbed HM-ALASSO for the heredity-constrained M-ALASSO, incorporates

heredity-constrained selection directly into the estimation process.

It is clear from the model structure (3.2) that the level-one components (the

intercept term X11, with X12 and X13) are components that control both the

fixed and random heredity. The intercept is associated with the fixed-effect

component for level-two effects. The other random level-one predictors are

components of the cross-level interactions (with the level-two predictors). All

three terms are components of their respective random portions of the model.

The corresponding heredity rules are those in Table 3.1. The HM-ALASSO

capitalizes on the model structure to implement heredity controls.

We emphasize that the method was developed to address this strict set

of rules under a specific model structure. However, it can be adapted for

use with other rule sets and models that can be similarly formulated. It

should be noted that this set of logical rules implies that the fixed intercept
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Table 3.1: Strong Rules of Fixed and Random Heredity.

The fixed intercept must be in the model for the level-two effects
to be in the model.

Level-one fixed effects must be in the model if descendant cross-level
interactions are in the model.

The fixed intercept must be in the model if the random intercept
is in the model.

Level-one fixed effects must be in the model if corresponding ran-
dom slopes are in the model.

must be in the model for the model to keep its multilevel structure. The

seeming importance of this term compared to other components may not seem

desirable. However, the modeler may choose to center or standardize following

reasonable guidelines that make sense for the particular model. In that case,

if the model can be formulated and parameterized in a hierarchical structure

similar to the explicit one used in this dissertation, the penalization framework

can be adapted appropriately and applied.

To ensure fixed and random heredity, it is required that the principles in

Table 3.1 are followed. At the same time, it is of interest to apply shrinkage and

selection to the estimates. The question of how to translate these constraints

into the estimation process then arises. A natural constraint would be an

indicator function constraint that says that if the controlling term is 0, then

the controlleded term must also be 0. Such a function is not readily included

as a constraint in (2.38) as implemented in available programming packages,
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Table 3.2: Examples of Heredity Weights.

Group Members Parents Weight

G1 {β1, β2, β3} N/A ζ1 = 1

G2 {β4, β5, d1} X11 ζ2 =

(
|β̂1|
|β1|

)
G3 {β6} X12, X21 ζ3 =

(
|β̂2|
|β2|

)(
|β̂4|
|β4|

)
G4 {β7} X12, X22 ζ4 =

(
|β̂2|
|β2|

)(
|β̂5|
|β5|

)
G5 {β8} X13, X21 ζ5 =

(
|β̂3|
|β3|

)(
|β̂4|
|β4|

)
G6 {β9} X13 X22 ζ6 =

(
|β̂3|
|β3|

)(
|β̂5|
|β5|

)
G7 {d2} X12 ζ7 =

(
|β̂2|
|β2|

)
G8 {d3} X13 ζ8 =

(
|β̂3|
|β3|

)

which take numeric matrices representing linear constraints.

The HM-ALASSO estimator uses a Lasso-type penalization with dynamic

implicit tuning parameters that defines the penalty on each group of predictors

based on the amount of shrinkage of parent terms.

Let Gk denote the kth group of model terms, k = 1, 2, . . . , K. Each group

consists of one or more terms in φ = (β,d), and each group is constrained

by a heredity weight ζk, which is assigned to enforce heredity control. The

magnitude of the penalty for each group is varied based on the estimated

importance, the importance ratios, of its parent components. In particular,

define heredity weights ζk for component groups 1, 2, . . . , K in the example

model, where φ denotes the full GLS estimate and φ̂ the previous HM-ALASSO

estimate, according to Table 3.2.

The more important a parent component is (i.e., the less shrinkage applied
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to it), the larger the possible estimate(s) of its descendant(s). If the parent

component is shrunken all the way to 0 and selected out, its descendants must

also be selected out. The objective function is given in (3.4).

Qc(β,d|y,b) =
∥∥∥y − ZD̃Γ̃b−Xβ

∥∥∥2

+ λm

(
K∑
k=1

ζk
∑
φ∈Gk

|φ|∣∣φ∣∣
) (3.4)

Note that the heredity weight applies in addition to the adaptive Lasso

weight set by Bondell et al.. We can also denote the heredity weight with

respect to a particular component (e.g., φr), which would be common to the

weighted group G to which the component belongs, as ζ(P (φr)). For example,

P (β6) = {β2, β4} in the example model being used in this Chapter.

In the estimation algorithm, if the ζ based on the previous iteration’s

estimate is 0, the term is removed from the penalty (inequality) constraint. A

new equality constraint (to 0) is added for the constrained term for the current

iteration. The HM-ALASSO estimation algorithm is outlined in Table 3.3.

3.3 Theoretical Results

HM-ALASSO is an estimator. Therefore, it is necessary to evaluate the

asymptotic properties of HM-ALASSO. As is standard for regularized estima-

tors of this form, we prove the consistency, sparsity, and asymptotic normality
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Table 3.3: Heredity-Constrained Joint Regularization and Selection Algorithm
(HM-ALASSO).

Compute initial GLS estimates for the full model. Set initial β
to be the fixed-effects estimates. From the modified Cholesky de-
composition of the scaled random-effects covariance matrix, take
d to be the diagonal elements and γ to be the lower triangle of
elements (divided by d). Iterate Steps 1 and 2 until convergence
before moving to the next fractional threshold.

0. Begin estimation of β and d. Initialize βr = βr for r = 1, 2, . . . , p
and ds = ds for s = 1, 2, . . . , q from GLS estimates.

1. Update the constraint matrix to incorporate current heredity
weights. Minimize the objective function (3.4) using linearly con-
strained quadratic programming (2.38) to find new estimates for β
and d.

2 Calculate γ̂ using the final β̂ and d̂ from 1.

3. Choose the fractional threshold(s) at which the final model pro-
duces the best value of the chosen selection criterion.
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of the HM-ALASSO.

For each Theorem, it is assumed that the data (yj,Xj,Zj) within the jth

group, j = 1, 2, . . . , J , are independently and identically distributed within

group according to (2.32) and (2.33). The log-likelihood function is (2.34) for

the jth group and (2.35) across all groups.

Let Φ∗ = (β∗
′
,d∗

′
,γ∗

′
)′ denote the true values of (β′,d′,γ ′)′, with Φ =

(β
′
,d
′
,γ ′)′ the GLS estimates and Φ̃ = (β̃

′
, d̃′, γ̃ ′) the estimates produced

by the HM-ALASSO estimator. Let Φ0c represent the nonzero terms and Φ0

represent the zero terms of the parameter set, with analogous notation for true

values and estimates. Split the true parameter vector into its true zero and

nonzero parts (i.e., (β′∗,d′∗,γ ′∗)′ = ((β′∗0 ,d
′∗
0 ,γ

′∗
0 )′, (β′∗0c ,d

′∗
0c ,γ

′∗
0c)
′)). Estimates

are defined analogously to their true counterparts.

Let p∗ = p∗1 + p∗2 + p∗12 and q∗ be the true number of predictors (by levels 1,

2, and crosslevel) and random coefficients, respectively. Let p = p1 + p2 + p12

and q = p1 represent numbers of possible fixed-effect terms (by levels 1, 2, and

crosslevel) and random coefficients, respectively. We let q = q0c and q = q0

denote the numbers of nonzero and zero random terms, respectively. Similarly,

we partition each level of the fixed effects (i.e., p1 = p10c +p10). Estimates and

true parameters are represented analogously. Without loss of generality, we

can index the nonzero terms first for the random coefficients. We can do the

same within each level of the fixed coefficent set (e.g., for level-one fixed effects,
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taking r = 1, 2, . . . , p10c , p10c +1, . . . , p10c +p10.) Let T = p+q(q+1)/2 be the

total number of fixed effects and random-effects covariance-matrix parameters.

We impose typical regularity conditions.

(1) First and second derivatives of the log-likelihood function exist and

and are bounded in probability. The first and second derivatives of the log-

likelihood with respect to particular terms in Φ are as follows (see, e.g., Long-

ford, 1993, pp. 41–42). The first partial derivative with respect to βr is

∂

∂βr
l (Φ) = X′rṼ

−1(y −Xβ), (3.5)

with Xr the rth column of the stacked X matrix. For φr ∈ (d′,γ ′)′,

∂

∂φr
l (Φ) = −1

2

[
tr

(
Ṽ−1 ∂

∂φr

)
− (y −Xβ)′Ṽ−1 ∂

∂φr
Ṽ−1(y −Xβ)

]
.

Note that Ṽ−1 is the inverse of a block diagonal matrix and is itself block

diagonal. For each diagonal block of the form 2.33 for the jth group, denote

S
(r)
j =

∂

∂dr
Vj = Zj

[
∂

∂dr
(DΓΓ′D)

]
Z′j,

and

T
(r)
j =

∂

∂γr
Vj = ZjD

[
∂

∂dr
(ΓΓ′)

]
DZ′j.

Both S and T matrices consist of a function of: φr in cell [r, r]; 0, 1 or a
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function of the remaining covariance parameters in the cells in the rth row

and rth column; and 0 elsewhere. Further, let S̃(r) and T̃(r) denote the block

diagonal matrices formed from these group level matrices, respectively. Then,

∂

∂dr
l (Φ) = −1

2

[
tr
(
Ṽ−1S̃(r)

)
− (y −Xβ)′Ṽ−1S̃(r)Ṽ−1(y −Xβ)

]
, (3.6)

and

∂

∂γr
l (Φ) = −1

2

[
tr
(
Ṽ−1T̃(r)

)
− (y −Xβ)′Ṽ−1T̃(r)Ṽ−1(y −Xβ)

]
.

The second partial derivatives with respect to terms φr and φs are

∂2

∂βs ∂βs
l (Φ) = −XrṼ

−1Xs (3.7)

∂2

∂βr ∂ds
l (Φ) = −X′rS̃

(s)(y −Xβ) (3.8)

∂2

∂βr ∂γs
l (Φ) = −X′rT̃

(s)(y −Xβ) (3.9)

∂2

∂dr ∂ds
l (Φ) =

1

2
tr
(
Ṽ−1S̃(r)Ṽ−1S̃(s)

)
− (y −Xβ)′Ṽ−1S̃(r)Ṽ−1S̃(s)(y −Xβ)

(3.10)

∂2

∂dr ∂γs
l (Φ) =

1

2
tr
(
Ṽ−1S̃(r)Ṽ−1T̃(s)

)
− (y −Xβ)′Ṽ−1S̃(r)Ṽ−1T̃(s)(y −Xβ)

(3.11)

When evaluated at the true parameters, the first partial derivatives have ex-



70

pectation 0 and variance the expected information matrix.

(2) The Fisher (expected) information matrix I(Φ) is finite and positive

definite when evaluated at the true parameters Φ∗.

(3) An open subset of the parameter space of Φ exists that contains the

true parameter set Φ∗ such that all third derivatives of the parameter set exist

in the open subset and are bounded by functions with finite expectations.

Bounds are also placed on the third partial derivative with respect to the

random terms. For any three parameters φr1, φr2, φr3 in (β,d,γ)′, there exists

a function Mr1,r2,r3 with finite expectation, where the function

Mr1,r2,r3(yj,Xj,Zj) >

∣∣∣∣ ∂3

∂φr1 ∂φr2 ∂φr3
lj (Φ)

∣∣∣∣ .

With these regularity conditions in place, the following proofs can be pre-

sented. In Theorem 1, we prove that there exists a local maximizer of our

objective function in the neighborhood of the true parameter set. The local

maximizer is
√
m-consistent. In Theorem 2, we show that, with probability ap-

proaching 1, the objective function evaluated at the resulting estimate reaches

a maximum when the zero parameters as estimated as 0. This proves the

sparsity quality of the estimator. In Theorem 3, we show that our estimator

has an asymptotically normal distribution.

For the non-negative regularization parameter λm, define the expanded
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objective function to be

Q(m) (Φ) = l(Φ)− λm

(
K∑
k=1

ζk
∑
φ∈Gk

|φ|∣∣φ∣∣
)

= −1

2
log
∣∣∣Ṽ∣∣∣− 1

2
(y −Xβ)′ Ṽ−1 (y −Xβ)

− λm

 p1∑
r1=1

|βr1|∣∣βr1∣∣ +

∣∣∣β̃−1 ∣∣∣∣∣β1

∣∣
(
|d1|∣∣d1

∣∣ +

p1+p2∑
r2=p1+1

|βr2|∣∣βr2∣∣
)

+

p1∑
r1=2

∣∣∣β̃−r1∣∣∣∣∣βr1∣∣
 |dr1|∣∣dr1∣∣ +

p1+p2∑
r2=p1+1

∣∣∣β̃−r2∣∣∣∣∣βr2∣∣ |βr1,r2|∣∣βr1,r2∣∣
 ,

(3.12)

where φ̃−t represents the regularized estimate of a parameter φt from the pre-

vious iteration of the quadratic program. Subscripted indices in the format

(r1, r2) are cross-level interactions of terms with subscripted indices r1 at level

one and r2 at level two. All other components are as previously defined.

Theorem 1. For the parameter set Φ = (Φ′0c ,0
′)
′
, letting λm/

√
m →

0, there exists a local maximizer Φ̃ =
(
Φ̃
′
0c ,0

′
)′

of Q (Φ′0c ,0
′)
′

such that∥∥∥Φ̃0c −Φ∗0c
∥∥∥ = Op(m

− 1
2 ) and Φ̃0c is

√
m-consistent for Φ∗0c .

Proof. It is of interest to show that there is a neighborhood of the true

parameter set that contains the estimate with probability 1. That is,

P

 sup
‖u‖=C

Q

Φ∗0c + αmu

0

 < Q

Φ∗0c

0


 ≥ 1− ε,

for some ε > 0, letting αm = m−
1
2 = 1√

m
and u 6= 0. Define the difference in
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objective functions as

Dm(u) ≡ Q (Φ∗0c + αmu)−Q (Φ∗0c)

=

[
l (Φ∗0c + αmu)− λm

(
K∑
k=1

ζk
∑
φr∈Gk

|φ∗r + αmu|∣∣φr∣∣
)]

−

[
l (Φ∗0c)− λm

(
K∑
k=1

ζk
∑
φr∈Gk

|φ∗r|∣∣φr∣∣
)]

.

Take the Taylor series expansion of Q (Φ∗0c + αmu) about Φ∗0c . Note that

(Φ∗0c + αmu−Φ∗0c) = αmu. Let R represent the remainder. The expansion

can be represented as,

Q (Φ∗0c + αmu) = Q (Φ∗0c) + (Q′ (Φ∗0c))
′
αmu +

1

2
α2
mu′Q′′ (Φ∗0c) u +R

= l (Φ∗0c)− λm

 K∑
k=1

ζk
∑

φr∈Gk∩Φ
∗
0c

|φ∗r|∣∣φr∣∣
+ l′ (Φ∗)αmu

− λm

 K∑
k=1

ζk
∑

φr∈Gk∩Φ
∗
0c

sgn(φ∗r)∣∣φr∣∣
αmu

+
1

2
α2
mu′l′′ (Φ∗0c) u + 0 +R,

noting that the derivative of the absolute value function is the sign function

when its argument is nonzero, and the derivative of the sign function is 0 when

its argument is nonzero (i.e., higher order derivatives vanish). Because these

are functions of the true parameters and are only considered on those terms
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that are nonzero, these statements hold. Therefore,

Dm(u) =l (Φ∗0c)− λm

 K∑
k=1

ζk
∑

φr∈Gk∩Φ
∗
0c

|φ∗r|∣∣φr∣∣
+ l′ (Φ∗0c)αmu

− λm

 K∑
k=1

ζk
∑

φr∈Gk∩Φ
∗
0c

sgn(φ∗r)∣∣φr∣∣
αmu +

1

2
α2
mu′l′′ (Φ∗0c) u +R

− l (Φ∗0c) + λm

 K∑
k=1

ζk
∑

φr∈Gk∩Φ
∗
0c

|φ∗r|∣∣φr∣∣


= l′ (Φ∗0c)αmu +
1

2
α2
mu′l′′ (Φ∗0c) u

− λm

 K∑
k=1

ζk
∑

φr∈Gk∩Φ
∗
0c

sgn(φ∗r)∣∣φr∣∣
αmu +R.

The remainder consists of a function of the third partial derivatives of the

log-likelihood. This is bounded by assumption. We examine each remaining

term of the final right hand side of the equation in sequence.

1. l′ (Φ∗0c)αm = 1√
m
l′ (Φ∗0c)

p→ N (0, I(Φ∗0c)). Because the information ma-

trix is finite by assumption on the true parameter set when the true zero

parameters are known, the score function evaluated at the true parame-

ters is bounded in probability (i.e., 1√
m
l′ (Φ∗0c) = Op(1).)

2. −l′′ (Φ∗0c) represents the observed information, and

1

m
(−l′′ (Φ∗0c))

p→ E (−l′′ (Φ∗0c)) = I(Φ∗0c),
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with I(Φ∗0c) the Fisher (expected) information. Therefore,

1

m
(−l′′ (Φ∗0c)) = I(Φ∗0c) + op(1),

where a sequence of random variables An = op(1)⇔ An
p→ 0. Note that

the Fisher information at the true parameter set, when the true zero

parameters are known, is finite and positive definite by our assumptions.

3. The third term can be rewritten and expanded, considering only true

nonzero terms, as

−λm

 K∑
k=1

ζk
∑

φr∈Gk∩Φ
∗
0c

sgn(φ∗r)∣∣φr∣∣
αmur

= − λm√
m

 K∑
k=1

∏
t∈P (Gk)

∣∣∣φ̃−t ∣∣∣∣∣φt∣∣
∑

φr∈Gk∩Φ
∗
0c

sgn(φ∗r)∣∣φr∣∣
ur

= − λm√
m

p10c∑
r1=1

sgn (β∗r1)∣∣βr1∣∣ ur1

− λm√
m

∣∣∣β̃−1 ∣∣∣∣∣β1

∣∣
(

sgn (d∗1)∣∣d1

∣∣ uq1 +

p1+p20c∑
r2=p1+1

sgn (β∗r2)∣∣βr2∣∣ ur2

)

+

p10c∑
r1=2

∣∣∣β̃−r1∣∣∣∣∣βr1∣∣
sgn (d∗r1)∣∣dr1∣∣ uqr1 +

p1+p20c∑
r2=p1+1

∣∣∣β̃−r2∣∣∣∣∣βr2∣∣ sgn(β∗(r1,r2))∣∣β(r1,r2)

∣∣ u(r1,r2)

 ,

where P (Gk) represent the parent term(s) for the kth term group (Gk)

and φ̃−t represents the regularized estimate of a parameter φt from the

previous iteration of the quadratic program.
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The first term in the expansion (call it A©), behaves the same way as the

estimates generated by the M-ALASSO method of Bondell et al. because

of the analogous weighting term. The parameter’s weight in the penalty

term is just the reciprocal of the absolute value of the MLE. Therefore,

by the same arguments, if we have λm√
m
→ 0 as m → ∞, and we know

that 1

|βr1|
p→ 1
|βr1| for r1 = 1, 2, . . . , p1 the level-one fixed terms (because

the MLE is functionally invariant), we have A© p→ 0.

The second part of the expansion, B©, consists of terms (second-level

fixed terms and the random intercept) that are weighted by the esti-

mate of the fixed intercept from A©. This is essentially an M-ALASSO

estimate. The M-ALASSO estimates were shown in Bondell et al. to

be
√
m-consistent and to converge in probability to their respective true

parameters. The ratio of convergent random sequences converges due to

the property of preservation of convergence in products. The MLE is

functionally invariant. Therefore,
|β̃−1 |
|β1|

p→ |β1|
|β1| = 1. The weight goes to 1

when considering the true parameter set. The estimates are again left in

the structure of A©, which were shown to converge to 0. Because we are

considering the zero terms as fixed at 0, if the fixed intercept is 0 then

the weight will also be 0 and the term will drop out.

The third term, C©, contains the cross-level interactions and random

terms other than the intercept. For the random terms, the weights are
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estimates from A©, which were shown to converge to 0. For the fixed

terms, the weights are products of estimates from A© and B©. Each

were shown to converge to 0. Therefore, the product of the terms also

converges to 0. Because we are considering the zero terms as fixed at 0,

if either parent term is 0 then the weight will also be 0 and the term will

drop out.

Taking all parts together, Dm(u) = Op(1)u− 1
2
u′ [I(Φ∗0c) + op(1)] u−op(1).

Letting C be large enough, with ||u|| ≤ C, the second term is of order C2

and dominates the other terms. This proves that there is, for large enough

C, a local maximum that exists in the ball
{(

Φ∗0c + 1√
m

u
)

: ||u|| ≤ C
}

with

probability at least 1− ε (i.e., a local maximizer Φ̃ = (Φ̃0c ,0) of Φ∗ = (Φ∗0c ,0)

exists such that ||Φ̃0c −Φ∗0c|| = Op(m
− 1

2 )). �

Theorem 2. If λm →∞, then with probability approaching 1, for any Φ0c

such that

‖Φ0c −Φ∗0c‖ ≤ Cm−
1
2 (3.13)

with C a positive constant,

Q


Φ0c

0


 = max

‖Φ0‖≤Cm− 1
2

Q


Φ0c

Φ0


 .
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Proof We show, with probability approaching 1 as m → ∞ for any Φ0c

satisfying the stated condition and small enough εm = Cm−
1
2 that, for all true

zero terms φr � φr ∈ Φ∗0 with ∂
∂φr

Q (Φ) = ∂
∂φr

l (Φ)−λmζk 1

|φr| sgn (φr) for ζ(φr)

the heredity weight applied to term φr,

∂

∂φr
Q (Φ) < 0

when 0 < φr < εm and

∂

∂φr
Q (Φ) > 0

when −εm < φr < 0. In words, the partial derivative of the objective function

with respect to a zero term has a different sign than the term. Therefore, the

objective function reaches a maximum at 0 for the zero terms. Note that this

range of zero terms implies that

‖Φ0 −Φ∗0‖ ≤ Cm−
1
2 (3.14)

with C a positive constant. By the Triangle Inequality for Euclidean norms,

‖Φ−Φ∗‖ ≤ Cm−
1
2 . (3.15)

It is sufficient to examine the behavior of the objective function’s gradient

for φr ∈ (β′0,d
′
0)
′
. Estimating the zero parameters in d as 0 will cause their
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associated parameters in γ to be estimated as 0.

Beginning with φr ∈ β0, we use a Taylor series expansion around Φ∗, with

Φ∗ between Φ and Φ∗,

∂

∂φr
Q (Φ) =

∂

∂φr
l (Φ∗) +

T∑
s=1

∂2

∂φr ∂φs
l (Φ∗) (φs − φ∗s) (3.16)

+
T∑
s=1

T∑
t=1

∂3

∂φr ∂φs ∂φt
l (Φ∗) (φs − φ∗s)(φt − φ∗t ) (3.17)

− λmζ(φr)
sgn (βr)∣∣βr∣∣ , (3.18)

because the derivative of the sign function is 0 and higher order derivatives

vanish.

Starting with βr and from the first and the second partial derivatives given

previously, with ‖Φ∗ −Φ∗‖ ≤ ‖Φ−Φ∗‖,

∂

∂βr
Q (Φ) =

∂

∂βr
l (Φ) = X′rṼ

−1∗ (y∗ −X∗β∗) +

p∑
s=1

X′rṼ
−1∗Xs (βs − β∗s )

−
p+q∑
s=p+1

X′r

(
−Ṽ−1∗S̃(s)∗Ṽ−1∗

)
(y∗ −X∗β∗) (ds − d∗s)

−
p+q(q−1)/2∑
s=p+q+1

X′r

(
−Ṽ−1∗T̃(s)∗Ṽ−1∗

)
(y∗ −X∗β∗) (γs − γ∗s )

−
T∑
s=1

T∑
t=1

∂3

∂βr ∂φs ∂φt
l (Φ∗) (φs − φ∗s)(φt − φ∗t )

− λmζ(φr)
sgn (βr)∣∣βr∣∣ .



79

The third derivatives are bounded by assumption, and we have

1√
m

∂

∂βr
Q (Φ) =

1√
m

(
Op

(√
m
)
−m

p∑
s=1

{
X′rṼ

−1
0 Xs + op(1)

}
(βs − β∗s )

−m
p+q∑
s=p+1

op(1)(ds − d∗s)

−m
p+q(q−1)/2∑
s=p+q+1

op(1)(γs − γ∗s )− λmζ(φr)
sgn (βr)∣∣βr∣∣

 .

Under the assumption (3.15), (Φ−Φ∗) = Op(m
− 1

2 ). Therefore,

1√
m

∂

∂φr
Q (Φ) =

1√
m
Op(1)− λm√

m
ζ(φr)

sgn (βr)∣∣βr∣∣ .

As show in the proof of Theorem 1, ζ
p→ 1. Under the assumption (3.14),

(Φ0 −Φ∗0) = Op(m
− 1

2 ) (i.e., 1√
m

(Φ0 −Φ∗0) = 1√
m

(Φ0 − 0) = 1√
m

Φ0 = Op(1)).

We have

1√
m

∂

∂φr
Q (Φ) =

1√
m
Op(1)− λm

sgn (βr)

Op(1)
,

and, as λm → ∞, the sign of βr completely determines the (opposite) sign of

Q (Φ).

When evaluating terms dr, it should first be noted that these terms, diago-

nal entries of a modified-Cholesky decomposition, have a nonnegative parame-

ter space. However, under full maximum likelihood estimation, the likelihood

function may explore the negative parameter space. From the first and the
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second derivatives given previously, with ‖Φ∗ −Φ∗‖ ≤ ‖Φ−Φ∗‖,

1√
m

∂

∂φr
Q (Φ) =

1√
m

(
Op

(√
m
)
−m

p∑
s=1

{
X′rV

−1
0 Xs + op(1)

}
(βs − β∗s )

−m
p+q∑
s=p+1

op(1)(ds − d∗s)−m
p+q(q−1)/2∑
s=p+q+1

op(1)(γs − γ∗s )

−λmζk
sgn (βr)∣∣βr∣∣

)

Under the assumption 3.15, (Φ−Φ∗) = Op(m
− 1

2 ). Therefore,

1√
m

∂

∂φr
Q (Φ) =

1√
m
Op(1)− λm√

m
ζk

sgn (βr)∣∣βr∣∣ .

As show in the proof of Theorem 1, ζ
p→ 1. Under the assumption 3.14,

(Φ0 −Φ∗0) = Op(m
− 1

2 ) (i.e., 1√
m

(Φ0 −Φ∗0) = 1√
m

(Φ0 − 0) = 1√
m

Φ0 = Op(1).

We have

1√
m

∂

∂φr
Q (Φ) =

1√
m
Op(1)− λm

sgn (βr)

Op(1)
,

and, as λm → ∞, the sign of dr completely determines the (opposite) sign of

Q (Φ).

Therefore, with φr ∈ (β′,d′), the objective function changes sign around

the true zero parameters at 0. The objective function is negative when 0 <

φr < εm and positive when −εm < φr < 0. The maximum for truly zero

parameters is found at 0. The zeroes of γ are determined by those of d. �
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Theorem 3. As λm →∞ and λm√
m
→ 0,

√
mI (Φ0c)

((
Φ̃0c −Φ∗0c

)
− 1

m
λmI (Φ0c)

−1 h
(
Φ̃
∗
0c

))
d→ N (0, I (Φ0c)) ,

with h
(
Φ̃0c

)
the vector consisting of the p∗ + q∗(q∗ + 1)/2 (truly nonzero pa-

rameter) entries of the form ζ(φr)
sgn(φr)

φr
for φr ∈ Φ0c , with ζ(φr) the heredity

weight applied to term φr.

Proof. The previous proofs have demonstrated that Φ̃0c , shown to be a

local maximizer of Q (Φ0c), exists with ‖Φ0c −Φ∗0c‖ = Op(m
− 1

2 ) (Theorem 1).

Further, the parameter set consisting of this maximizer for nonzero terms and

0 for the zero terms satisfies:

∂

∂Φ0c
Q (Φ)

∣∣∣∣
Φ=


Φ̃0c

0



=
∂

∂Φ0c
l (Φ)

∣∣∣∣
Φ=


Φ̃0c

0



− λm
∑
φr∈Φ

ζ(φr)
sgn(φr)

φr
.

Note that sgn(φr) = 0 for φr /∈ Φ0c . Let h
(
Φ̃0c

)
be the vector consisting of

the p∗+q∗(q∗+1)/2 (truly nonzero parameter) entries of the form ζ(φr)
sgn(φr)

φr

for φr ∈ Φ0c .

From the Taylor series expansion of ∂

∂Φ0c
Q (Φ) around Φ∗0c ,

Φ0c = l′ (Φ∗0c) +
∑

φr∈Φ0c

l′′ (Φ∗0c)
(
Φ̃0c −Φ∗0c

)
− λm

∑
φr∈Φ

ζ(φr)
sgn(φ∗r)∣∣φr∣∣ = 0.
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Therefore,

1

m
l′ (Φ∗0c) +

1

m

∑
φr∈Φ0c

l′′ (Φ∗0c)
(
Φ̃0c −Φ∗0c

)
− 1

m
λmh

(
Φ̃
∗
0c

)
= 0,

and

1√
m
l′ (Φ∗0c) =

√
m

 1

m

∑
φr∈Φ0c

l′′ (Φ∗0c)
(
Φ̃0c −Φ∗0c

)
− 1

m
λmh

(
Φ̃
∗
0c

) .

(3.19)

The score vector evaluated at the true parameter has E (l′ (Φ∗0c)) = 0 and

variance I (Φ∗0c), so that 1√
m

(l′ (Φ0c))
d→ N (0, I (Φ∗0c)).

From 3.19 and with − 1
m

∑
φr∈Φ l′′ (Φ∗0c)

p→ I (Φ∗0c),

√
m

(
I (Φ∗0c)

(
Φ̃0c −Φ∗0c

)
− 1

m
λmh

(
Φ̃
∗
0c

))
d→ N (0, I (Φ∗0c)) ,

and

√
mI (Φ∗0c)

((
Φ̃0c −Φ∗0c

)
− 1

m
λmI (Φ∗0c)

−1 h
(
Φ̃
∗
0c

))
d→ N (0, I (Φ∗0c)) .�

3.4 Illustrations

The HM-ALASSO is illustrated in this section using simulated data and

an application to a subset of the HS&B data. Simulated data give insight
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into true model recovery and comparative performance of estimation meth-

ods. However, it is important that the algorithm can handle real-data sample

sizes and unbalanced groups. Computational challenges (e.g., lack of conver-

gence) are common when data sets have many observations or when models

have many parameters. Simulation studies for single-level heredity-constrained

methods have primarily focused on models that were generated to adhere to

heredity principles. We simulated data sets using several models that do not

conform in order to create a more realistic illustration. This allows us also

to distinguish whether the zero components are being found due to heredity

or due to their truly zero natures. This means that model-data fit is not as

optimally captured. Therefore, several selection procedures were evaluated to

find one that selected the best model that did adhere to the principles and

was still a reasonable model (as would be needed in practice).

Selection Criteria

Letting φ̂ =
(
β̂, d̂

)
be those components of the parameter estimate set,

Bondell et al. counted the degrees of freedom as

df =

p∑
r=1

I
(
β̂r 6= 0

)
+

1

2

q∑
s=1

I
(
d̂s 6= 0

)( q∑
s=1

I
(
d̂s 6= 0

)
+ 1

)
,
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in which I(·) represents the indicator function. Common selection criteria

include those of the forms

bic = −2l(φ̂) + lnN ∗ df, (3.20)

aic = −2l(φ̂) + 2 ∗ df,

and

aicc = −2l(φ̂) + 2 ∗ df +
(2 ∗ df ∗ (df + 1))

(N − df− 1)
.

The aicc, a version of aic that is corrected for small sample sizes, has been

suggested as a default over aic. This is because it mitigates issues that oc-

cur when the sample size is small or the ratio of sample size to number of

parameters is small. Further, aicc produces selection behavior similar to aic

when sample sizes are larger. The sample sizes in use for this study result in

very close aicc and aic values. Note that these definitions do not count the

level-one variance parameter, which is assumed to be non-zero in all candidate

models.

Values of these criteria are often very similar between models. For compar-

ison purposes, for each criterion the differences between values for candidate

models (∆l for the lth candidate model) are of interest. Difference between

the criterion values of the model with minimum value and another candidate
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model are calculated. A difference of at most 2 means that the support for

selecting either of the two models is essentially similar (Burnham & Anderson,

2004). Differences between 4 and 7 indicate some support for choosing the

alternative model. Differences greater than 10 indicate that there is little sup-

port for choosing the alternative model. Bondell et al. (2010) and Schelldorfer

et al. (2011) used (3.20) to select the fractional threshold that produces the

best set of regularized parameter estimates. In addition to the likelihood-based

criteria, CV1 PMSE estimate was compared in the current study.

These methods may identify the model or models that are the best fit to

the data. However, they do not take into account the heredity structure. The

applicaton of heredity rules is based on principles of model building. This may

be in conflict with traditional model-fit statistics. Applying heredity princi-

ples may lead to some model terms that contribute significantly to model-data

fit being disallowed. Therefore, it is inappropriate to base heredity-focused

criteria on formulations that include those terms. Because adherence to the

heredity structure is the focus of this dissertation, an additional set of selection

criteria were evaluated. These criteria attempt to select models with reason-

able fit, no excessive dimensionality, and no hierarchical gap. The criteria are

based on the bic, aic, and aicc criteria. Instead of using the candidate model

likelihood, they use the likelihood based only on the terms in the candidate

model that would be allowed under heredity. The full dimensionality penalty
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(df) given by the active set was applied to take into account all terms that

were estimated by the procedure. The criteria calculated from the reduced

model are labeled bicr, aicr, and aiccr.

To select the best criterion, a measure of the Kullback-Leibler divergence

(KLD) was evaluated. For simulated data, the true data-generating model is

known. In that case, the (non-negative and non-symmetric) distance between

the true model and each estimated model is typically evaluated. In the current

study, the true generating model did not necessarily adhere to the principles of

strong heredity. Therefore, we also estimated a heredity-adjusted true model

(called the ”heredity” model). The heredity model parameters were found by

estimating the parameters using only the terms that would be allowed in the

true model under the principles of strong heredity. We evaluated each candi-

date model compared with the true and heredity model values. The former

value provides the information lost for each estimated model based on model-

data fit with respect to the true model. The latter value provides a measure

of information lost for each estimated model in terms of the information that

would have been available in the heredity model. Our KLD measure is an av-

erage over J groups of the multivariate Gaussian distribution of the outcome

in each group, where the distribution is described in (2.32) and (2.33). In the

equation for KLD, subscript j : (t, h) denotes a term in the jth group under

the true or heredity model. Subscript j : e denotes a term in the jth group
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for the candidate model. The KLD for the jth group is defined as

KLD(t,h):e =
1

2

(
tr(V−1

j:eVj:(t,h)) + (µj:e − µj:(t,h))
′V−1

j:e(µj:e − µj:(t,h))

− ln

∣∣Vj:(t,h)

∣∣
|Vj:e|

− nj

)
.

3.4.1 Simulation Study

Simulations were evaluated for parameter recovery and model error. The

model was described in (3.1) and (3.2). Five structural cases were simulated

with predictors modeled following a standard approach Busing & te Leiden

(1993). Level-one and level-two covariates are independently N (0, 1). Ran-

dom effects are simulated from Nq(0,Σ). Level-one errors are distributed as

N(0, 0.0625). In each case, we compare the HM-ALASSO to the M-ALASSO.

The consistency of the M-ALASSO has been demonstrated theoretically. M-

ALASSO has performed very well empirically for multilevel models. We fo-

cused on the evaluation of whether HM-ALASSO could improve upon the

M-ALASSO in terms of addressing the heredity structure of the model.

Three cases varied according to which controlling effects were simulated to

be zero: 1) the intercept, 2) another level-one effect, 3) a level-two effect. The

fourth case involved a null random-effect variance component. The final case

consisted of data that were simulated using a true model that does adhere to

strong heredity principles. This was done in order to provide a direct measure
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between methods.

In the literature on multilevel regularization reviewed in this dissertation,

no simulation conditions exceeded 1500 individuals. The simulation data sets

generated for the current study included 20 individuals in each group and

150 groups (3000 total individuals). This somewhat larger sample size was

employed to better ensure the power to detect cross-level interaction effects

Mathieu et al. (2012). There were 50 iterations run for each case. Heredity

model parameters were obtained using lmer with only the terms that would

be nonzero in each case. Then, 50 instances of each model were simulated

from the resulting parameters. The average parameter estimates were used for

comparison to our candidate models. The true and heredity model parameters

for the five cases are given in Table 3.4. Note that the heredity parameters

are means of the estimates over 50 simulations. All standard errors were 0 up

to 2 or more decimal points and are not reported.

The error in the parameter sets was evaluated using the mean square error

for the fixed components as

ME(β̂) = (β̂ − β)′(β̂ − β).

A quadratic loss measures were evaluated for all random-effects variance ma-
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trix parameters as

ME1(Σ̂) = tr

((
Σ− Σ̂

)(
Σ− Σ̂

)′)
.

A quadratic loss measure was evaluated for the variances only as

ME2(Σ̂) =
(

(diag (Σ))− diag
(
Σ̂
))′ (

(diag (Σ))− diag
(
Σ̂
))

.

For each case, the means and standard errors of the KLD, hierarchical gaps,

parameter estimates, and parameter discrepancies for the models chosen using

the various selection criteria are reported.

The group structure may lead to a loss of information due to clustering.

Therefore, the bic, bicr, aicc, and aiccr criteria were also calculated using

the effective sample size as given in (2.12). The actual sample size used in

estimation of the model was 2850 in each case. This was due to the leave-one-

out (per group, with 150 groups) cross-validation. The effective sample sizes

ranged from 284 for the model with a null random variance component to 589

for the model in which a level-two predictor was excluded. These effective

sample sizes were still reasonably large for the number of parameters. In the

cases examined in this study, the results for the effective sample sizes matched

those of the total samples and are not reported separately.

The descriptive statistics of overall model criteria for the chosen iterations
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Table 3.5: Simulation Study: Case 1 Criteria.

Method Tuning Statistic KLDt KLDh Hierarchical Gap

HM-ALASSO AIC Mean 15.05 42.98 0.00
SE 0.51 1.12 0.00

HM-ALASSO AICc Mean 15.05 42.98 0.00
SE 0.51 1.12 0.00

HM-ALASSO BIC Mean 15.07 42.89 0.00
SE 0.52 1.12 0.00

HM-ALASSO PMSE Mean 16.84 47.19 0.00
SE 0.16 0.55 0.00

M-ALASSO AIC Mean 16.60 46.64 1.67
SE 0.13 0.66 0.26

M-ALASSO AICc Mean 16.60 46.64 1.67
SE 0.13 0.66 0.26

M-ALASSO BIC Mean 16.52 46.02 2.37
SE 0.13 0.64 0.26

M-ALASSO PMSE Mean 21.79 32.68 3.08
SE 0.94 2.15 0.28

from each case are displayed in Tables 3.5, 3.6, 3.7, 3.8, and 3.9. It should

be clear from all cases that using the aic, aicc, and aic led to the choice

of similar models. The same was true for the heredity-adjusted criteria aicr,

aiccr, and bicr. There was no noticeable difference between the two sets of

criteria. Therefore, parameter-related results are reported only for the models

chosen using bic and PMSE. Results are reported in Tables 3.10, 3.11, 3.12 and

3.13, 3.14, 3.15. The HM-ALASSO provided comparable parameter estimates

in all cases and also resulted in similar or smaller model errors.

Observations based on the simulation results can be summarized as fol-

lows. First the methods and selection criteria were evaluated based on KLDt,

KLDh, and hierarchical gap.

• Case 1:The largest differences in KLD between estimation methods were
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Table 3.6: Simulation Study: Case 2 Criteria.

Method Tuning Statistic KLDt KLDh Hierarchical Gap

HM-ALASSO AIC Mean 17.03 22.46 0.02
SE 0.36 0.52 0.02

HM-ALASSO AICc Mean 17.03 22.46 0.02
SE 0.36 0.52 0.02

HM-ALASSO BIC Mean 16.94 22.33 0.02
SE 0.40 0.56 0.02

HM-ALASSO PMSE Mean 17.75 22.58 0.04
SE 0.27 0.71 0.04

M-ALASSO AIC Mean 16.73 24.28 0.85
SE 0.11 0.20 0.13

M-ALASSO AICc Mean 16.73 24.28 0.85
SE 0.11 0.20 0.13

M-ALASSO BIC Mean 16.80 24.40 1.10
SE 0.12 0.23 0.16

M-ALASSO PMSE Mean 20.45 23.68 2.14
SE 0.75 0.37 0.21

Table 3.7: Simulation Study: Case 3 Criteria.

Method Tuning Statistic KLDt KLDh Hierarchical Gap

HM-ALASSO AIC Mean 17.81 30.79 0.04
SE 0.32 1.00 0.04

HM-ALASSO AICc Mean 17.81 30.79 0.04
SE 0.32 1.00 0.04

HM-ALASSO BIC Mean 17.81 30.79 0.04
SE 0.32 1.00 0.04

HM-ALASSO PMSE Mean 22.09 24.57 0.04
SE 0.65 0.94 0.04

M-ALASSO AIC Mean 16.71 33.53 0.00
SE 0.11 0.41 0.00

M-ALASSO AICc Mean 16.71 33.53 0.00
SE 0.11 0.41 0.00

M-ALASSO BIC Mean 16.71 33.53 0.00
SE 0.11 0.41 0.00

M-ALASSO PMSE Mean 21.93 31.65 1.55
SE 0.86 0.61 0.19
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Table 3.8: Simulation Study: Case 4 Criteria.

Method Tuning Statistic KLDt KLDh Hierarchical Gap

HM-ALASSO AIC Mean 16.84 151.26 0.00
SE 0.12 0.62 0.00

HM-ALASSO AICc Mean 16.84 151.26 0.00
SE 0.12 0.62 0.00

HM-ALASSO BIC Mean 16.78 150.87 0.00
SE 0.12 0.59 0.00

HM-ALASSO PMSE Mean 16.52 148.05 0.04
SE 0.21 1.47 0.04

M-ALASSO AIC Mean 16.58 149.95 1.56
SE 0.07 0.42 0.20

M-ALASSO AICc Mean 16.58 149.95 1.56
SE 0.07 0.42 0.20

M-ALASSO BIC Mean 16.54 149.81 1.88
SE 0.09 0.49 0.20

M-ALASSO PMSE Mean 19.72 137.44 1.88
SE 0.62 2.59 0.21

Table 3.9: Simulation Study: Case 5 Criteria.

Method Tuning Statistic KLDt KLDh Hierarchical Gap

HM-ALASSO AIC Mean 123.51 16.79 0.14
SE 0.51 0.11 0.05

HM-ALASSO AICc Mean 123.42 16.77 0.15
SE 0.51 0.11 0.05

HM-ALASSO BIC Mean 123.29 16.74 0.25
SE 0.53 0.12 0.07

HM-ALASSO PMSE Mean 122.67 18.98 0.10
SE 0.69 0.58 0.06

M-ALASSO AIC Mean 122.76 16.73 0.86
SE 0.48 0.11 0.09

M-ALASSO AICc Mean 122.76 16.73 0.86
SE 0.48 0.11 0.09

M-ALASSO BIC Mean 122.67 16.70 0.86
SE 0.51 0.12 0.09

M-ALASSO PMSE Mean 118.55 21.01 0.74
SE 1.27 0.91 0.13



94

T
ab

le
3.

10
:

S
im

u
la

ti
on

S
tu

d
y
:

C
as

es
1

an
d

2
F

ix
ed

E
ff

ec
ts

an
d

D
is

cr
ep

an
ci

es
.

C
as

e
M

et
h

o
d

T
u

n
in

g
S

ta
ti

st
ic

β̂
1

β̂
2

β̂
3

β̂
4

β̂
5

β̂
6

β̂
7

β̂
8

β̂
9

M
E
t
(β̂

)
M
E
h
(β̂

)

1
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

−
0
.0

1
1
.0

0
0.

0
1

1
.0

0
1
.0

0
1
.0

0
0.

0
1

0.
0
1

0
.9

9
0
.0

5
4
.0

5
1

S
E

0.
0
1

0
.0

1
0
.0

1
0.

0
1

0
.0

1
0
.0

1
0.

0
1

0.
0
1

0
.0

1
0
.0

0
0
.0

5
1

P
M

S
E

M
ea

n
−

0
.0

2
1
.0

0
0.

0
0

0
.9

8
1
.0

0
0
.9

7
0.

0
1

0.
0
1

0
.9

7
0
.0

9
3
.9

4
1

S
E

0.
0
1

0
.0

1
0.

0
1

0
.0

1
0
.0

1
0
.0

2
0.

0
1

0.
0
1

0
.0

2
0
.0

2
0
.0

7
1

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.0

1
0
.9

8
0
.0

1
1
.0

0
1
.0

2
0
.9

8
−

0
.0

1
−

0.
0
1

0
.9

9
0
.0

5
4
.0

5
1

S
E

0.
0
1

0
.0

1
0.

0
1

0
.0

1
0
.0

1
0
.0

1
0.

0
1

0.
0
1

0
.0

1
0
.0

0
0
.0

5
1

P
M

S
E

M
ea

n
0
.0

0
0
.6

0
−

0.
0
1

0
.5

8
0
.6

5
0
.5

7
0.

0
1

0.
0
0

0
.6

6
1
.7

0
2
.7

3
1

S
E

0.
0
1

0
.0

6
0.

0
1

0
.0

7
0
.0

6
0
.0

6
0.

0
0

0.
0
1

0
.0

5
0
.2

8
0
.2

0

2
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

1
.0

1
1
.0

1
0
.0

0
0
.9

8
0
.0

1
0
.9

9
−

0
.0

1
0
.0

0
0
.8

0
0
.2

2
0
.8

5
2

S
E

0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0.

0
0

0
.0

1
0
.0

5
0
.0

5
0
.0

5
2

P
M

S
E

M
ea

n
1
.0

1
1
.0

1
0
.0

0
0
.9

8
0
.0

1
0
.9

9
−

0
.0

1
0
.0

0
0
.7

3
0
.2

9
0
.7

7
2

S
E

0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0.

0
0

0
.0

1
0
.0

6
0
.0

6
0
.0

6
2

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

9
1
.0

0
−

0.
0
2

0
.9

8
0
.0

3
0
.9

9
0.

0
2

0
.0

2
0
.9

8
0
.0

6
1
.0

5
2

S
E

0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0.

0
1

0
.0

1
0
.0

1
0
.0

0
0
.0

2
2

P
M

S
E

M
ea

n
0
.6

0
0
.6

0
−

0.
0
1

0
.6

0
0
.0

1
0
.6

3
0.

0
0

0
.0

0
0
.6

5
1
.6

2
2
.0

5
2

S
E

0
.0

6
0
.0

6
0
.0

1
0
.0

6
0
.0

1
0
.0

6
0.

0
0

0
.0

0
0
.0

5
0
.2

9
0
.2

0



95

T
ab

le
3.

11
:

S
im

u
la

ti
on

S
tu

d
y
:

C
as

es
3

an
d

4
F

ix
ed

E
ff

ec
ts

an
d

D
is

cr
ep

an
ci

es
.

C
as

e
M

et
h

o
d

T
u
n

in
g

S
ta

ti
st

ic
β̂
1

β̂
2

β̂
3

β̂
4

β̂
5

β̂
6

β̂
7

β̂
8

β̂
9

M
E
t
(β̂

)
M
E
h
(β̂

)

3
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

9
0
.9

9
0
.9

9
0
.0

0
1
.0

1
0
.8

2
0
.9

7
0
.8

3
0
.9

9
0
.4

0
1
.7

5
3

S
E

0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

5
0
.0

1
0
.0

5
0
.0

1
0
.1

1
0
.1

1
3

P
M

S
E

M
ea

n
0
.8

3
0
.7

1
0
.7

4
0
.0

0
0
.8

3
0
.3

3
0
.6

6
0
.3

2
0
.7

2
2
.4

1
1
.9

3
3

S
E

0
.0

4
0
.0

6
0
.0

5
0
.0

1
0
.0

4
0
.0

6
0
.0

6
0
.0

6
0
.0

5
0
.3

2
0
.2

3
3

M
-A

L
A

S
S

O
B

IC
M

ea
n

1
.0

2
1
.0

1
1
.0

1
−

0
.0

2
0
.9

8
0
.9

9
0
.9

8
0
.9

9
1
.0

0
0
.0

7
2
.0

7
3

S
E

0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

0
0
.0

4
3

P
M

S
E

M
ea

n
0
.6

3
0
.5

8
0
.6

1
0
.0

0
0
.5

9
0
.5

8
0
.5

4
0
.5

7
0
.5

6
2
.8

5
3
.4

6
3

S
E

0
.0

6
0
.0

6
0
.0

6
0
.0

1
0
.0

6
0
.0

6
0
.0

6
0
.0

6
0
.0

6
0
.4

5
0
.2

7

4
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

8
−

0
.0

1
0
.0

0
1
.0

0
1
.0

1
0
.9

9
0
.0

1
0
.0

0
1
.0

0
0
.0

4
2
.0

5
4

S
E

0
.0

1
0.

0
1

0
.0

0
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

0
0
.0

0
0
.0

0
0
.0

2
4

P
M

S
E

M
ea

n
0
.9

8
0.

0
0

0
.0

0
0
.9

9
1
.0

0
0
.9

8
0
.0

0
0
.0

0
1
.0

0
0
.0

4
2
.0

5
4

S
E

0
.0

1
0.

0
1

0
.0

0
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

0
0
.0

0
0
.0

0
0
.0

3
4

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

9
−

0
.0

1
0
.0

0
1
.0

1
0
.9

8
0
.9

8
0
.0

0
0
.0

0
1
.0

0
0
.0

4
2
.0

3
4

S
E

0
.0

1
0.

0
1

0
.0

0
0
.0

1
0
.0

1
0
.0

1
0
.0

1
0
.0

0
0
.0

0
0
.0

0
0
.0

2
4

P
M

S
E

M
ea

n
0
.6

8
0.

0
0

0
.0

0
0
.6

7
0
.6

5
0
.6

7
−

0.
0
1

0
.0

0
1
.0

0
1
.1

4
2
.3

3
4

S
E

0
.0

6
0.

0
1

0
.0

0
0
.0

6
0
.0

6
0
.0

6
0
.0

1
0
.0

0
0
.0

0
0
.2

2
0
.0

9



96

T
ab

le
3.

12
:

H
M

-A
L

A
S
S
O

S
im

u
la

ti
on

S
tu

d
y
:

C
as

e
5

F
ix

ed
E

ff
ec

ts
an

d
D

is
cr

ep
an

ci
es

.

C
as

e
M

et
h

o
d

T
u

n
in

g
S

ta
ti

st
ic

β̂
1

β̂
2

β̂
3

β̂
4

β̂
5

β̂
6

β̂
7

β̂
8

β̂
9

M
E
t
(β̂

)
M
E
h
(β̂

)

5
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

8
0
.9

9
0
.0

0
0
.9

8
−

0
.0

1
0
.9

9
0.

0
0

0
.0

0
0
.0

0
0
.0

3
0
.0

6
5

S
E

0
.0

1
0
.0

1
0
.0

0
0
.0

1
0.

0
0

0
.0

1
0.

0
0

0
.0

0
0
.0

0
0
.0

0
0
.0

1
5

P
M

S
E

M
ea

n
0
.8

2
0
.8

5
0
.0

0
0
.8

0
0.

0
1

0
.8

0
0.

0
0

0
.0

0
0
.0

0
0
.4

7
0
.5

1
5

S
E

0
.0

3
0
.0

3
0
.0

0
0
.0

4
0.

0
1

0
.0

4
0.

0
1

0
.0

0
0
.0

0
0
.1

0
0
.1

1
5

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

8
0
.9

8
0
.0

0
1
.0

1
−

0
.0

2
0
.9

9
0.

0
0

0
.0

0
0
.0

0
0
.0

4
0
.0

7
5

S
E

0
.0

1
0
.0

1
0
.0

0
0
.0

1
0.

0
1

0
.0

1
0.

0
1

0
.0

0
0
.0

0
0
.0

0
0
.0

1
5

P
M

S
E

M
ea

n
0
.7

4
0
.7

3
0
.0

0
0
.7

6
−

0
.0

1
0
.7

4
−

0
.0

1
0
.0

0
0
.0

0
0
.8

9
0
.9

4
5

S
E

0
.0

5
0
.0

5
0
.0

0
0
.0

5
0.

0
1

0
.0

5
0.

0
1

0
.0

0
0
.0

0
0
.1

9
0
.1

9



97

T
ab

le
3.

13
:

S
im

u
la

ti
on

S
tu

d
y
:

C
as

es
1

an
d

2
R

an
d
om

-e
ff

ec
ts

C
ov

ar
ia

n
ce

M
at

ri
x

T
er

m
s

an
d

D
is

cr
ep

an
ci

es
.

C
as

e
M

et
h

o
d

T
u

n
in

g
S

ta
t

Σ̂
1
1

Σ̂
1
2

Σ̂
1
3

Σ̂
2
2

Σ̂
2
3

Σ̂
3
3

M
E

1
t
(Σ̂

)
M
E

1 h
(Σ̂

)
M
E

2 t
(Σ̂

)
M
E

2 t
(Σ̂

)

1
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

5
0
.2

1
−

0.
0
2

0
.9

6
0
.2

4
1
.0

1
0
.6

4
3
.6

9
0
.3

0
3
.1

5
1

S
E

0
.0

3
0
.0

1
0.

0
4

0
.0

3
0
.0

4
0
.0

6
0
.3

3
0
.4

5
0
.1

4
0
.2

6
1

P
M

S
E

M
ea

n
0
.9

3
0
.1

9
0.

0
4

0
.9

4
0
.1

9
0
.9

2
0
.1

4
2
.8

5
0
.0

9
2
.6

6
1

S
E

0
.0

2
0
.0

1
0.

0
1

0
.0

2
0
.0

1
0
.0

3
0
.0

2
0
.0

9
0
.0

2
0
.0

8
1

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

8
0
.2

0
0.

0
6

0
.9

7
0
.2

0
1
.0

0
0
.0

8
3
.1

4
0
.0

4
2
.9

4
1

S
E

0
.0

1
0
.0

1
0.

0
1

0
.0

2
0
.0

1
0
.0

1
0
.0

1
0
.0

6
0
.0

0
0
.0

5
1

P
M

S
E

M
ea

n
0
.9

8
0
.2

0
0.

0
5

0
.9

6
0
.1

8
0
.8

9
0
.1

7
2
.9

8
0
.1

4
2
.7

9
1

S
E

0
.0

3
0
.0

1
0.

0
1

0
.0

3
0
.0

1
0
.0

2
0
.0

2
0
.1

3
0
.0

2
0
.1

2

2
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

9
0
.2

2
0
.0

4
0
.9

6
0
.2

0
1
.1

2
0
.3

1
1
.6

6
0
.2

5
1
.5

2
2

S
E

0
.0

2
0
.0

1
0
.0

1
0
.0

2
0
.0

1
0
.0

6
0
.0

7
0
.1

7
0
.0

6
0
.1

6
2

P
M

S
E

M
ea

n
0
.9

6
0
.2

0
0
.0

4
0
.9

3
0
.1

7
1
.0

7
0
.2

9
1
.5

3
0
.2

4
1
.4

2
2

S
E

0
.0

2
0
.0

1
0
.0

1
0
.0

2
0
.0

1
0
.0

6
0
.0

6
0
.1

5
0
.0

6
0
.1

5
2

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

7
0
.1

9
0
.0

3
0
.9

9
0
.1

9
0
.9

8
0
.0

8
1
.1

2
0
.0

4
1
.0

0
2

S
E

0
.0

1
0
.0

1
0
.0

1
0
.0

2
0
.0

1
0
.0

1
0
.0

1
0
.0

3
0
.0

0
0
.0

3
2

P
M

S
E

M
ea

n
0
.9

0
0
.1

8
0
.0

4
0
.9

4
0
.1

8
0
.8

4
0
.1

9
0
.9

5
0
.1

5
0
.8

4
2

S
E

0
.0

3
0
.0

1
0
.0

1
0
.0

3
0
.0

1
0
.0

3
0
.0

3
0
.0

4
0
.0

3
0
.0

3



98

T
ab

le
3.

14
:

S
im

u
la

ti
on

S
tu

d
y
:

C
as

es
3

an
d

4
R

an
d
om

-e
ff

ec
ts

C
ov

ar
ia

n
ce

M
at

ri
x

T
er

m
s

an
d

D
is

cr
ep

an
ci

es
.

C
as

e
M

et
h

o
d

T
u
n

in
g

S
ta

t
Σ̂

1
1

Σ̂
1
2

Σ̂
1
3

Σ̂
2
2

Σ̂
2
3

Σ̂
3
3

M
E

1 t
(Σ̂

)
M
E

1
h
(Σ̂

)
M
E

2
t
(Σ̂

)
M
E

2 t
(Σ̂

)

3
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

6
0
.2

2
0
.0

5
1
.1

6
0
.2

7
1
.1

4
0
.4

3
2
.9

8
0
.3

3
1
.5

3
3

S
E

0
.0

1
0
.0

1
0
.0

1
0
.0

6
0
.0

2
0
.0

5
0
.1

1
0
.1

6
0
.1

0
0
.1

0
3

P
M

S
E

M
ea

n
0
.9

6
0
.2

5
0
.0

7
1
.5

0
0
.3

7
1
.4

8
1
.0

7
1
.9

7
0
.8

9
0
.8

1
3

S
E

0
.0

2
0
.0

2
0
.0

2
0
.0

7
0
.0

2
0
.0

6
0
.1

4
0
.1

7
0
.1

2
0
.1

1
3

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

9
0
.2

1
0
.0

4
1
.0

0
0
.1

9
0
.9

8
0
.0

8
3
.5

1
0
.0

4
1
.8

3
3

S
E

0
.0

2
0
.0

1
0
.0

1
0
.0

2
0
.0

1
0
.0

2
0
.0

1
0
.0

7
0
.0

1
0
.0

4
3

P
M

S
E

M
ea

n
0
.9

4
0
.2

1
0
.0

5
1
.0

2
0
.2

0
1
.0

2
0
.2

0
3
.4

9
0
.1

5
1
.8

3
3

S
E

0
.0

2
0
.0

1
0
.0

1
0
.0

3
0
.0

1
0
.0

3
0
.0

3
0
.1

5
0
.0

3
0
.1

2

4
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

6
0
.1

8
0
.0

0
0
.9

7
0
.0

0
0
.0

0
0
.0

5
1
.1

0
0
.0

3
1
.0

2
4

S
E

0
.0

2
0
.0

1
0
.0

0
0
.0

1
0
.0

0
0
.0

0
0
.0

0
0
.0

3
0
.0

0
0
.0

3
4

P
M

S
E

M
ea

n
0
.9

2
0
.2

1
0
.0

0
0
.9

1
0
.0

0
0
.0

0
0
.2

7
1
.2

0
0
.1

5
0
.9

9
4

S
E

0
.0

4
0
.0

4
0
.0

0
0
.0

4
0
.0

0
0
.0

0
0
.1

6
0
.2

4
0
.0

6
0
.1

1
4

M
-A

L
A

S
S

O
B

IC
M

ea
n

1
.0

0
0
.2

0
0
.0

0
0
.9

5
0
.0

0
0
.0

0
0
.0

5
1
.1

0
0
.0

4
1
.0

1
4

S
E

0
.0

2
0
.0

1
0
.0

0
0
.0

2
0
.0

0
0
.0

0
0
.0

1
0
.0

4
0
.0

0
0
.0

3
4

P
M

S
E

M
ea

n
0
.9

8
0
.1

9
0
.0

0
0
.8

4
0
.0

0
0
.0

0
0
.1

2
0
.9

2
0
.1

0
0
.8

3
4

S
E

0
.0

3
0
.0

1
0
.0

0
0
.0

3
0
.0

0
0
.0

0
0
.0

2
0
.0

5
0
.0

2
0
.0

5



99

T
ab

le
3.

15
:

S
im

u
la

ti
on

S
tu

d
y
:

C
as

e
5

R
an

d
om

-e
ff

ec
ts

C
ov

ar
ia

n
ce

M
at

ri
x

T
er

m
s

an
d

D
is

cr
ep

an
ci

es
.

C
as

e
M

et
h

o
d

T
u
n

in
g

S
ta

t
Σ̂

1
1

Σ̂
1
2

Σ̂
1
3

Σ̂
2
2

Σ̂
2
3

Σ̂
3
3

M
E

1 t
(Σ̂

)
M
E

1
h
(Σ̂

)
M
E

2
t
(Σ̂

)
M
E

2 t
(Σ̂

)

5
H

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

6
0
.1

9
0
.0

0
0
.9

9
0
.0

0
0
.0

0
0
.0

4
0
.0

6
0
.0

3
0
.0

3
5

S
E

0
.0

2
0
.0

1
0
.0

0
0
.0

1
0
.0

0
0
.0

0
0
.0

0
0
.0

1
0
.0

0
0
.0

0
5

P
M

S
E

M
ea

n
0
.9

6
0
.2

0
0
.0

0
0
.9

6
0
.0

0
0
.0

0
0
.0

6
0
.0

7
0
.0

5
0
.0

5
5

S
E

0
.0

2
0
.0

1
0
.0

0
0
.0

2
0
.0

0
0
.0

0
0
.0

1
0
.0

1
0
.0

1
0
.0

1
5

M
-A

L
A

S
S

O
B

IC
M

ea
n

0
.9

7
0
.1

9
0
.0

0
0
.9

9
0
.0

0
0
.0

0
0
.0

5
0
.0

6
0
.0

3
0
.0

3
5

S
E

0
.0

2
0
.0

1
0
.0

0
0
.0

2
0
.0

0
0
.0

0
0
.0

0
0
.0

1
0
.0

0
0
.0

0
5

P
M

S
E

M
ea

n
0
.9

0
0
.1

7
0
.0

0
0
.9

0
0
.0

0
0
.0

0
0
.1

1
0
.1

2
0
.0

9
0
.1

0
5

S
E

0
.0

2
0
.0

1
0
.0

0
0
.0

3
0
.0

0
0
.0

0
0
.0

2
0
.0

2
0
.0

2
0
.0

2



100

found when PMSE was used as a criterion. HM-ALASSO produced

lower average KLDt and higher average KLDh. For all other criteria,

the HM-ALASSO produced either similar or smaller (particularly with

respect to the heredity model) KLD values.

• Case 2: HM-ALASSO always produced similar or smaller (particularly

with respect to the heredity model) KLD values for all criteria.

• Case 3: HM-ALASSO produced smaller KLDh values for all criteria.

KLDt values for all likelihood-based criteria were slightly less favor-

able for HM-ALASSO (mean=17.82, SE=0.32) than the M-ALASSO

(mean=16.7, SE=0.11).

• Case 4: HM-ALASSO outperformed M-ALASSO in terms ofKLDt when

PMSE was used. The methods produced similar KLDt results for all

other criteria and similar KLDh for bic. M-ALASSO performed better

than HM-ALASSO in terms of KLDh when the other likelihood criteria

or PMSE were used.

• Case 5: HM-ALASSO outperformed M-ALASSO with respect to KLDh

when PMSE was used for selection. The reverse was true with respect

to KLDt. For all other criteria in both model comparisons, the methods

performed similarly.

• The average hierarchical gap was demonstrably smaller in all cases for
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HM-ALASSO than for M-ALASSO.

• Evaluating only candidate models for which the hierarchical gap was

closed, HM-ALASSO always had lower KLDh than M-ALASSO. Only

Case 1 with PMSE and Case 2 with all criteria led to lower KLDt for

M-ALASSO.

After examining KLD results for all criteria, bic and PMSE were chosen

for candidate-model selection.

• For candidate models with the same non-zero terms, all individual fixed-

effect and random-effects covariance parameter estimates were compara-

ble for both methods. This was true using either selection criterion.

• ME(β̂): HM-ALASSO performed similarly to, or better than, M-ALASSO

in all cases and for both criteria, with the exceptions of Case 1 with

PMSE in terms of KLDh and Cases 2 and 3 for bic with respect to

KLDt. bic led to smaller model errors in all cases and for both meth-

ods, with the exception of case 1 for both methods when evaluating

KLDh.

• ME1(Σ̂), ME2(Σ̂): No clear patterns were evident with respect to

method, criterion, or to which model the comparison was being made.

However, while all errors were small, there was slightly better perfor-

mance overall for M-ALASSO.
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The simulation study provides evidence that supports the claim that HM-

ALASSO provides parameter estimates that are comparable to those from an

estimator that has proven to be theoretically and empirically sound. Further,

HM-ALASSO directly addresses the heredity requirements in Table 3.1. How-

ever, variation in results between the structural cases in the simulation studies

indicate that the heredity model structure has a non-negligible effect on the

challenges of constrained estimation.

Figures 3.1, 3.2, 3.3, 3.4, and 3.5 show all fixed-effect estimates for each of

the five cases for HM-ALASSO and M-ALASSO, respectively. For the level-one

fixed-effect parameters β1, β2, and β3, the symbol size is proportional to the

size of each effect’s associated random-variance component. The Figures show

an overall trend of a more monotone shrinkage in the M-ALASSO estimates

across fractional thresholds as would be expected due to the heredity control

that HM-ALASSO invokes in addition to shrinkage. It should be noted that

each fractional threshold starts anew with the full GLS estimates bounded by

a stricter fraction of the penalty term. This is, in part, because the quadprog

program does not allow for the specification of initial estimates. The process

could be optimized through the use of a more robust quadratic programming

that does provide this option.

Figures 3.6, 3.7, 3.8, 3.9, and 3.10 display importance ratios for each of the

five cases for HM-ALASSO and M-ALASSO, respectively. In these Figures,
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Figure 3.1: Coefficient Plots of Fixed-Effects Estimates at Each Regularization
Step: Simulation Case 1
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Step: Simulation Case 2
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the importance ratio is a ratio of the absolute value of the shrunken estimate

to the absolute value of the GLS estimate. The Figures show that the HM-

ALASSO better prevents parent terms from being selected out before their

descendants. Each plot represents one iteration from each simulated case.

The left side of each plot shows the importance ratios for HM-ALASSO. The

right side of each plot shows the importance rations for M-ALASSO. Each

row plot displays results for the controlled groups in Table 3.2. Under the

heredity rules in Table 3.1, we would not want to see a parent term (”parent”,

empty symbol) reach 0 before one of its descendants (”child”, solid symbol).

The importance ratio plots show that the heredity rules are violated for M-

ALASSO. For example, the Case 1 plot (3.6) shows that the group 2 parent

term (fixed intercept) is excluded at step 2, while its descendants remain in

the model. This behavior is very consistent throughout the groups and cases.

3.4.2 Application to HS&B Data

This study applied the HM-ALASSO and M-ALASSO to the HS&B data

subset described previously. To investigate the proposed process, a subset

of the full data set with features of interest was chosen. This evaluation of

this subset in lmer produced a model with an intercept and ses at level one,

and sector, meanses, and disclim at level two. The intercept and ses were

specified as random in order to induce cross-level interactions.
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The combined model involving these predictors is

Yij =β1 + β2(sesij) + β3(meansesij) + β4(sectorij) + β5(disclimij)

+ β6(meansesij)(sesij) + β7(sectorij)(sesij) + β8(disclimij)(sesij)

+B1j +B2j(sesij) +Rij,

with all elements as previously defined.

From the initial analysis of the data using lmer, the model contains at

least one main effect that would not be considered significant in terms of t-

ratio (β4, estimated as 0.61 with t-ratio 1.50). It also contains a non-significant

interaction term (β8, estimated as 0.25 with t-ratio 1.44). Therefore, it pro-

vides a relatively simple, but challenging, real-data illustration of the methods

in a low-dimensional context with little sparsity. The full model has basic

structural similarity to that in the simulated Case 3, in which a cross-level

interaction was significant while its group-level parent term was not.

Table 3.16 contains the fixed-effect and random-effect-covariance matrix

estimates for the HS&B data subset using HM-ALASSO and M-ALASSO.

The bic and CV1 PMSE were used for selection. Although CV did not always

choose the more parsimonious model, CV provides a way of accounting for out-

of-sample behavior and model stability. For bic, any model with ∆BIC ≤ 2

was included.

Each estimation and tuning method combination chose the full GLS esti-
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mates. Using bic, each method was able to detect and select out β8. From

3.17, it is clear that both methods did select out components as the fractional

thresholds decreased. In fact, both methods selected β4 at the threshold just

after the strictest one chosen by the criteria. However, this may have come at

the cost of model-data fit as defined by commonly used criteria. Figure 3.11

displays the behaviors of the HM-ALASSO and M-ALASSO in shrinking and

selecting out terms. Scaled coefficients representing each fixed-effect estimate

as a portion of the total penalty term are plotted against steps (decreasing

fractional thresholds, increasing λ). The scaled coefficient, rather than the

coefficient itself, is used in this case because of the different scales of the pre-

dictors. In the simulation study, all non-zero terms were given equal ground.

In the HS&B subset, it is clear that there are different scales for the terms.

This could be addressed prior to estimation by applying centering or standard-

ization to the data columns. However, this would change the explicit model

being used to illustrate the procedure. The more direct movement toward 0 of

the interaction terms in the HM-ALASSO illustrates the effects of the heredity

constraints. For example, the fixed-effect term β7 (interaction of sector and

ses), should be excluded as soon as its parent term sector is excluded. This

occurs for HM-ALASSO but does not occur for M-ALASSO.
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Table 3.17: Number of Thresholds (out of 10) with Nonzero Parameter Esti-
mates for HS&B Data Subset.

Method β̂1 β̂2 β̂3 β̂4 β̂5 β̂6 β̂7 β̂8 Σ̂11 Σ̂12 Σ̂22

HM-ALASSO 10 9 10 4 7 5 4 5 10 2 2
M-ALASSO 10 9 10 4 6 5 7 3 8 2 2
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CHAPTER 4

Conclusions and Directions for

Future Work

This dissertation introduced a novel method of implementing heredity-

constrained, regularized estimation for multilevel models. Multilevel models

were defined in this dissertation to refer to models for data that have struc-

tures with at least two levels of variation. For multilevel models, one typically

wishes to estimate fixed-effects and random-effects covariance-matrix parame-

ters. Parameter estimates are typically produced through maximum-likelihood

estimation. However, multilevel models do not have closed-form expressions

for their likelihoods. Therefore, iterative procedures must be applied in or-

der to produce the desired estimates. If the likelihood alone is maximized to

produce the estimates, we refer to the estimation process as unconstrained.
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In other words, no additional constraints are imposed that define the solution

space.

Regularization is a penalized estimation process that we refer to as con-

strained. Regularization involves the use of one or more penalty functions.

The penalty function is a function of the parameters that are to be estimated.

The penalty function imposes a constraint on the possible solution space. The

addition of the penalty function has the effect of reducing, or shrinking, the

sizes of the resulting parameter estimates. Some penalty functions allow esti-

mates to be shrunken to 0. Such functions can be used for selection of model

components, reducing model overfit.

Regularization approaches may add bias to the estimated coefficients, but

the standard errors of the estimates are decreased. Therefore, regularization

reduces the instability in parameter estimates. Regularized estimation is use-

ful for analyzing data with complex structures. Regularized approaches to

multilevel regression have only recently been a research focus. They have not,

to date, been designed with the specific intention of building models that ad-

here to principles of heredity. The estimator proposed in this dissertation,

the heredity-constrained M-ALASSO (HM-ALASSO), includes a regulariza-

tion penalty that capitalizes on the heredity structure of the model.

The model-building principles on which this disseration focused were strong

versions of fixed heredity (e.g., including main effects when their interactions
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are included) and random heredity (e.g., including fixed effects when their

random terms are included). We refer to the controlling terms (main effects

and fixed effects, respectively) as parent terms. We refer to the controlled

terms (interactions and random terms, respectively) as descendant or child

terms. One measure of whether a candidate model is formulated in accordance

with heredity is the hierarchical gap. The term hierarchical gap was coined by

Zhao et al. (2009) as a measure of the distance between the candidate model

structure and a minimally suitable hierarchical structure. The hierarchical

gap indicates the number of terms that would need to be added to a model to

meet heredity requirements. From the perspective of parsimony, descendant

terms should be excluded if their parent terms are not included.

Strong heredity, in which all parent terms must be in the model, is re-

lated to the principle of marginality (see, e.g., McCullagh & Nelder, 1989,

pp. 69–70). The core marginality argument does not allow the inclusion of

higher-order terms without their lower-order counterparts. The HM-ALASSO

enforces both fixed and random heredity, closing the hierarchical gap for data

with a multilevel structure.

The goals in developing this method were to create a procedure that pro-

vided reasonable estimates of all parameters, adhered to fixed and random

heredity principles, resulted in a parsimonious model, was theoretically justi-

fiable, and was able to be implemented and used in available software (e.g., in
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R). This last criterion has been cited as important for realizing the benefits of

new procedures (Hesterberg et al., 2008).

The HM-ALASSO incorporates heredity-constrained selection of fixed and

random components directly into the estimation process. The HM-ALASSO

algorithm invokes the heredity constraints by applying heredity weights to

groups of components specified by the researcher. Heredity weights are based

on the importance ratios of terms for which the group terms are considered

descendants. Importance ratios were defined for each controlling model compo-

nent as the ratio of the absolute value of its penalized estimate to the absolute

value of its generalized-least-squares (GLS) estimate. The importance ratio

indicates how important a controlling term is (i.e., how much or how little

shrinkage was applied to it).

The M-ALASSO Pen.LME function (Bondell et al., 2010) applies an adap-

tive Lasso penalty for joint selection of fixed and random components but does

not take into account the structure of the data. The adaptive Lasso penalty

weights the absolute values of penalty terms by the absolute values of their

respective GLS estimates. The M-ALASSO estimator is implemented with an

EM-type algorithm using a linearly constrained quadratic programming ap-

proach to optimize, or solve for, the desired parameter estimates. Successively

tighter bounds on the size of the penalty term (referred to in this dissertation

as fractional thresholds), constrain the sizes of the resulting estimates. As with
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other regularized estimators of its kind, the HM-ALASSO estimates could be

solved for using various optimization procedures. For the analyses in this dis-

sertation, the HM-ALASSO penalty term was implemented by modifying the

Pen.LME function with relatively little extra code.

The approach described herein produces comparable estimates to those

from available software (Pen.LME) for candidate models with the same struc-

ture (i.e., the same zero and non-zero terms). Candidate models with different

structures arise because of the different penalty functions that are applied

by different regularized estimation procedures. The HM-ALASSO candidate

models are closer in fit to their respective data-generating models when taking

heredity structure into account.

The HM-ALASSO procedure addresses heredity issues that arise when

cross-level interactions are induced in a two-level, cross-sectional multilevel

model with random coefficients and level-two covariates. A strict set of hered-

ity rules were applied for this structure, and a particular model structure

was used for illustration. However, this versatile conceptual method can be

adapted to invoke other rule-set constraints under different model parameter-

izations.

The quality of the HM-ALASSO was demonstrated theoretically and em-

pirically. The asymptotic proofs in this dissertation demonstrate that HM-

ALASSO enjoys the properties of consistency, sparsity, and asymptotic nor-
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mality that would be desired for a regularized estimator. The empirical analy-

ses with simulated data and a subset of the High School and Beyond (HS&B)

data set provided challenging low-dimensional contexts for which the true data-

generating process by which the data were generated may not adhere to strong

heredity. In these applications, the performance of the HM-ALASSO was

compared to that of the M-ALASSO. The M-ALASSO estimator has been

demonstrated to be of high quality. However, M-ALASSO does not take data

structure into account. Therefore, the empirical analyses were undertaken to

determine whether heredity structure could be imposed effectively using the

HM-ALASSO estimator while producing estimates of similarly high quality.

Two types of graphical elements were introduced to illustrate visually the

comparison of the behavior of the two estimators. Importance ratio plots dis-

playing importance ratios based on final estimates at each step were used to

show that HM-ALASSO prevents parent terms from being eliminated prior

to their descendants. Coefficient and scaled-coefficient plots were included to

show how the fixed-effects coefficients changed at each fractional threshold.

For level-one fixed-effects plot lines, symbols represent the presence of the as-

sociated variance component. This approach allows both the fixed and random

structures to be visualized jointly.

The simulation study included four structural cases with data generated

from models that violate heredity. A fifth case with a data-generating model
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that did conform to heredity was included as a baseline for comparison of esti-

mates. Parameter estimates and model error were found to be comparable be-

tween methods, and the hierarchical gap was demonstrably smaller for models

produced by HM-ALASSO. The results demonstrate that HM-ALASSO per-

forms well for a variety of heredity-violating data-generating model structures.

The HM-ALASSO and M-ALASSO were applied to a subset of the HS&B

data set. The full model had basic structural similarity to that in a simulated

case in which a cross-level interaction was significant while its group-level

parent term was not (referred to in the dissertation as Case 3). The HM-

ALASSO was able to exclude the cross-level interaction term as soon its parent

term was eliminated, while M-ALASSO retained the cross-level interaction in

the model.

In the course of this dissertation research, several ways to incorporate

heredity were investigated. The linearly constrained quadratic programming

framework proved to be a useful way to implement the HM-ALASSO heredity

penalty. However, future research on the approach described in this disserta-

tion will focus on optimization and model selection.

In terms of optimization, the quadratic programming estimation mecha-

nism should be evaluated to determine whether it can be made more efficient.

There is little guidance in the literature about how to determine the number

of fractional thresholds, and the grain of those thresholds, that should be used
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to produce candidate models. This is analogous to the question of how to

specify the λ tuning parameter(s) that function as regularization parameters.

Efficiency could be improved by better capitalizing on the highly structured

nature of the data for which the HM-ALASSO was developed. Nonlinear

constraints such as indicator functions may be better suited for controlling in-

clusion of terms. However, software packages that provide nonlinear quadratic

programming solutions do not yet have widespread availability. This approach

is, therefore, less useful to practitioners at the current time.

Once candidate models have been produced, it is critical to be able to

select a final model that meets heredity goals. The analyses undertaken in

this dissertation demonstrated that commonly used criteria are not sufficient

for this purpose. Selection criteria typically focus only on model-data fit or

prediction quality. Therefore, they are not built to identify candidate models

that also conform to heredity rules. The commonly used criteria that were

applied to select from candidate models in this dissertation suffered from that

deficiency. Although the researcher can evaluate a small number of candidate

models in a brute-force fashion, the automation in the regularization process

can produce many viable candidate models. The benefit of having more models

available to evaluate is offset by the lack of a criterion that can adequately

select models on its own. Future research to develop criteria that take the

data structure into account will be crucial.
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Research to optimize the estimation and selection processes is important

due to the computational burdens that accompany larger data sets and more

complicated models. Improvements in these areas will be critical when these

methods are extended to models with high dimensional contexts. The HM-

ALASSO concept could be adapted for use in other settings. In particular,

extensions to models with different fixed and random structures (e.g., effects

related by serial or spatio-temporal correlation), alternative link functions, and

more levels of variation are viable areas for future research and application.
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