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ABSTRACT

ADVANCING SIMULATION METHODS FOR MOLECULAR DESIGN

AND DRUG DISCOVERY

Matthew Francis Dunlap Hurley

DOCTOR OF PHILOSOPHY

Temple University, August, 2022

Professor Spiridoula Matsika, Chair

Investigating interactions between proteins and small molecules at an atomic

scale is fundamental towards understanding biological processes and designing

novel candidates during the pre-clinical stages of drug discovery. By optimizing

the methods used to study these interactions in terms of accuracy and com-

putational cost, we can accelerate this aspect of biological research and con-

tribute more readily to therapeutic design. While biological assays and other

experimental techniques are invaluable in quantitatively determining in vitro

and in vivo inhibition activity, as well as validating computational predictions,

there is an inherent benefit in the possible throughput provided by molecu-

lar dynamics (MD) simulations and related computational methods. These

calculations provide researchers with unparalleled access to large amounts of

all-atom sampling of biological systems, including non-physical pathways and

other enhanced sampling methods. This dissertation presents research into

advancing the application of expanded ensemble and other simulation-based

methods of ligand design towards reliable and efficient absolute free energy of

binding calculations on the scale of hundreds to thousands of small molecule

ligands. This culminates in a combined workflow that allows for an automated

approach to the force-field parameterization of custom systems, simulation

preparation, optimization of the restraint and sampling protocols, production

free energy simulations, and analysis that has facilitated the computation of
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absolute binding free energy predictions. Specifically highlighted is our ongo-

ing effort to discover novel inhibitors of the main protease (Mpro) of SARS-

CoV-2 as well as participation in the SAMPL9 Host-Guest Challenge.
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CHAPTER 1

INTRODUCTION

1.1 Molecular Dynamics Simulations

All-atom Molecular dynamics (MD) simulations have long been used to fa-

cilitate the study of molecular systems, analysis of conformational dynamics,

and prediction of experimental observables.[1] With the increase in available

computational power as well as the advancement in methods related to the

parameterization and analysis of MD simulations, the usefulness of these cal-

culations has steadily increased over time. Still, there are many key facets to

consider when running MD simulations.

The �rst important factor is the choice of force-�eld that contains the

bonded and non-bonded parameters that de�ne the Hamiltonian by which the

simulation is propagated. Since the choice of force-�eld directly impacts the

potentials computed for each time-step, it's e�ect is plainly evident for all ob-

servables computed from a simulation. These parameters represent a classical

approximation of the interactions that arise from quantum mechanics, and

their continued development and re�nement has enabled increasingly accurate

molecular simulations since the naissance of molecular dynamics simulations.

[2, 3, 4, 5]

Second is the issue of sampling; speci�cally with regard to how much sam-

pling is required and whether a simulation is ergodic, that is, whether it has
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su�ciently explored the available phase space in equilibrium. Fortunately, the

development of specialized hardware such as GPUs, distributed computing

platforms such as Folding@home[6], and other high-performance computing

solutions[7] have greatly augmented the performance of MD simulations, al-

lowing for protein systems to be sampled into the millisecond timescales[8].

Such long timescales are still costly to attain, and because of this, there are a

number of enhanced sampling techniques that accelerate sampling by altering

the underlying energy landscape in a manner that the implemented bias can

be accounted for either on-the-
y (e.g. metadynamics, self-adjusted mixture

sampling, or expanded ensemble),[9, 10, 11] or in post-processing steps[12].

These methods are particularly useful in observing dynamics that exhibit be-

havior where the �nite sampling of unbiased molecular dynamics simulations

fails to sample these events at equilibrium, such as ligand-unbinding or protein

folding. The theory behind a subset of these techniques, which focus on the

computation of thermodynamic binding a�nities are explored in more detail

below.

1.2 Free Energy Calculations

From a thermodynamic perspective, the partition function is the holy grail

of computing observables for molecular systems. Unfortunately however, it is

no easy feat to compute the sum of all Boltzmann factors over all possible

phase space. While, the free energy of a system is simply de�ned as the loga-

rithm of the partition function, reality dictates that we must instead settle for

approximations based on our best attempts at e�ciently sampling the relevant

landscape. Fortunately, free energy is a state function, allowing for alchemical

pathways between endpoints that are easier to sample than the more realistic

alternative[13]. These pathways are divided into discrete Hamiltonians that

are indexed by� and each state along this path can be de�ned as the collection

of possible con�gurations associated with each Hamiltonian.
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1.2.1 Free Energy Perturbation

In practice, computing ensemble averages of thermodynamic quantities can

be di�cult due to poor convergence. This is due to the inherent metastable

states with long timescales between observed transitions due to high barriers

between states[14]. In the majority of free energy calculations, particularly to

compute binding a�nities, a double-decoupling method (DDM) is used. In

this scenario the discrete Hamiltonians represent alchemical intermediates of

the system, typically of the ligand of interest, in which the non-bonded in-

teractions, e.g. Coulombic and Van-der-Waals (VdW) potentials, are scaled

between zero and one. Provided there is reasonable overlap in the di�erences

between distributions of potentials for the sampled con�gurations at di�erent

states (dH/d� ), numerical convergence can be obtained using a re-weighting

technique such as MBAR[12]. This has been shown to provide accurate free

energy predictions in numerous cases, but requires running at least one in-

dependent simulation for each Hamiltonian and implementing a number and

spacing of� -intermediates that results in the requisite overlap[14].

1.2.2 Expanded Ensemble Simulations

Expanded Ensemble simulations[11, 15] are an example of an adaptive

method for computing free energies in molecular systems and have not seen as

much application or development as other free energy methods. The algorithm

consists of a random walk in� -space and exhibits many parallels to another

enhanced sampling technique known as well-tempered metadynamics[9, 16]. In

both cases, a discrete reaction coordinate is pre-de�ned. In metadynamics, this

is typically between ligand-bound and ligand-unbound con�gurations, whereas

expanded ensemble calculations de�ne the reaction coordinate as the set of

alchemical Hamiltonians between endpoints. As sampling progresses, Gaussian

bias potentials are added to facilitate transitions between metastable states.

This bias potential is usually initiated to be large, e.g. 10kB T and is decreased

by some fraction, e.g. 0.5, when the histogram of visited states reaches a
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atness criterion. The histogram of counts is considered 
at when the sum of

ratios between the counts for each state and the average counts for all states

reaches some tolerance, e.g. 0.8. At any given time, the predicted free energy

for each ensemble along the reaction coordinate is equal to the negative of

the accumulated bias for that state. Finally, when the bias increment has

decreased to the preferred margin of error and uniform sampling is observed

across all states, the predicted free energy converges to the true free energy

di�erence. This is especially useful since sampling of the de�ned reaction

coordinate takes place in a single trajectory and the need for computational

re-weighting steps is mitigated.

1.3 Conformational Analysis

The main strength of molecular dynamics simulations resides in the ability

to analyze a sampled trajectory of con�gurations to determine the conforma-

tional dynamics of a system.[17] While this initially appears to be a massive

undertaking, several computational methods have been developed to facilitate

the detection of relevant dynamics. In particular, dimensionality reduction

methods have shown particular importance in determining the mechanisms

of conformational dynamics for molecular systems[18, 19, 20]. By selecting

features relevant to the simulated system, these methods project the high-

dimensional dynamics to collective variables of the input dynamics, which can

be used to assign microstates within the sampled landscape for further predic-

tion of thermodynamic or kinetic observables.

1.3.1 Featurization

The choice of features used in conformational analysis is of particular im-

portance in order to survey the dynamics for a simulated system[21]. Typi-

cally, this involves choosing a series of internal coordinates such as pair-wise

distances or dihedral angles which do not account for overall translation of



5

the system, are not overly correlated, and are relevant to the dynamics of

interest. The resulting trajectory of features can then be clustered as a high-

dimensional data set, or projected to a smaller number of dimensions before

de�ning con�gurational microstates and performing further analysis.

1.3.2 Dimensionality Reduction

There are several algorithms used to project large-dimensional data down

to a lower-dimensional space which maximize some property of the data. Per-

haps the most well-known of these is principal component analysis (PCA)[22],

which performs an eigenvalue decomposition of the covariance matrix of input

features to determine a series of orthogonal components, which are linear com-

binations of the input features that maximize the variance. While this is useful

in some cases for molecular dynamics trajectories, it often obscures the slower

collective variables that are often more de�nitive of the global dynamics. In

this case a kinetic mapping is preferred, which can be obtained using time-

lagged independent component analysis (tICA)[23] or Variational Approach

to Markov Processes (VAMP)[24]. Here, the eigenvalue decomposition, or

singular value decomposition in the case of VAMP), is performed using the

covariance matrix and the covariance matrix adjusted by some lag-time,� . A

more detailed explanation of the theory involved in these decompositions can

be found in the documentation for several software packages, including Deep-

time: https://deeptime-ml.github.io/latest/notebooks/vamp.html

1.4 Outline

The ability to accurately and e�ciently estimate absolute free energies of

binding using double-decoupling methods largely depends on the accessibility

of sampling the relevant phase space. For simple systems, for which reversible

binding and unbinding occur on fast timescales, non-biased, equilibrium sim-

ulations may be used to estimate thermodynamic and kinetic observables.
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However, this is rarely true for larger systems involving proteins-ligand com-

plexes. In these cases, enhanced sampling is a vital tool. The chapters outlined

in this dissertation cover research that culminates in an optimized work
ow

to prepare and analyze absolute binding free energy calculations on a massive

scale.

1.4.1 Metal Cation-Binding Mechanisms of Q-Proline

Peptoid Macrocycles in Solution

Chapter 2 discusses an example of the prior case, in which the the mecha-

nisms of ion-binding for cyclic peptoid hexamers are determined and absolute

binding free energies are estimated from equilibrium sampling. Bayesian in-

ference is used to ascertain the bound host conformations from temperature

replica-exchange simulations in order to bypass long-timescale conformational

changes, and the resulting a�nities for sodium and potassium cations are

compared to experimental values.

1.4.2 Enabling High-Throughput Absolute Free Energy

Calculations on Folding@home To Target SARS-

Cov-2 Main Protease

In Chapter 3, we introduce the Expanded Ensemble (EE) method by de-

termining binding a�nities for thousands of small molecule inhibitors of the

SARS-CoV-2 main protease (Mpro) as a part of the COVID Moonshot initia-

tive https://postera.ai/moonshot . Additionally, we analyze the resulting

trajectories of the Mpro monomer, with respect to multiple protonation state

and binding pocket stability.
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1.4.3 A Simple Optimization Scheme for Choosing Al-

chemical Intermediates in Expanded Ensemble Free

Energy Calculations

Chapter 4 proposes a novel method for optimizing the schedule of alchemi-

cal intermediates that are used in EE simulations. This algorithm uses steepest

descent to minimize the variance in the potential distributions between neigh-

boring ensembles to facilitate more e�cient transitions and overall faster con-

vergence to the predicted free energy of binding. We show that this protocol

can improve the performance for a toy binding system, as well as protein-

ligand relative and absolute free energy calculations using expanded ensemble

calculations.

1.4.4 A Facile Approach to Implementing and Account-

ing for Position Restraints in Free Energy Simu-

lations

In Chapter 5, we present a further attempt to enhance the sampling of

expanded ensemble calculations by proposing a novel scheme to restrain the

orientation of ligands while the non-bonded interactions are decoupled in free

energy simulations. By choosing three anchor atoms, we apply position re-

straints to a series of hydrocarbon molecules such that the bias imposed by

restraining a rigid ligand can be determined using an analytical calculation.

Furthermore, we show that the bias for a moderately 
exible ligand can be

surmised using a principal component analysis decomposition of the ligand's

dynamics.
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1.4.5 Expanded Ensemble Predictions of Absolute Bind-

ing Free Energies in the SAMPL9 Host-Guest Chal-

lenge

Finally, Chapter 6 combines the aforementioned improvements to the ex-

panded ensemble protocol, culminating in our participation in the SAMPL9

Host-Guest Challengehttps://github.com/samplchallenges/SAMPL9 .

Here, we showcase our rationale behind predicting absolute binding free en-

ergies for 13 guest molecules against a cyclic host molecule using harmonic

restraints and an optimized lambda schedule. Multiple protonation states and

chiral isomers are considered and the estimated free energies are analyzed to

highlight interesting cases and potential further improvements for the overall

work
ow.
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CHAPTER 2

METAL CATION-BINDING

MECHANISMS OF

Q-PROLINE PEPTOID

MACROCYCLES IN

SOLUTION

2.1 Abstract

The rational design of foldable and functionalizable peptidomimetic scaf-

folds requires the concerted application of both computational and experimen-

tal methods. Recently, a new class of designed peptoid macrocycle incorporat-

ing spiroligomer proline mimics (Q-prolines) has been found to pre-organize

when bound by monovalent metal cations. To determine the solution-state

This chapter is published as: Hurley, MFD , Justin D Northrup, Yunhui Ge, Chris-
tian E Schafmeister, Vincent A Voelz. Metal cation-binding mechanisms of q-proline pep-
toid macrocycles in solution. J. Chem. Inf. Model., 2021, 61 (6), pp 2818{2828. DOI:
https://doi.org/10.1021/acs.jcim.1c00447
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structure of these cation-bound macrocycles, we employ a Bayesian inference

method (BICePs) to reconcile enhanced-sampling molecular simulations with

sparse ROESY correlations from experimental NMR studies in order to predict

and design conformational and binding properties of macrocycles as functio-

nanl sca�olds for peptidomimetics. Conformations predicted to be most popu-

lated in solution were then simulated in the presence of explicit cations to yield

trajectories with observed binding events, revealing a highly pre-organized all-

trans amide conformation, whose formation is likely limited by the slow rate of

cis/ trans isomerization. Interestingly, this conformation di�ers from a racemic

crystal structure solved in the absence of cation. Free energies of cation bind-

ing computed from distance-dependent potentials of mean force suggest Na+

has higher a�nity to the macrocycle than K+ , with both cations binding much

more strongly in acetonitrile than water. The simulated a�nities are able to

correctly rank the extent to which di�erent macrocycle sequences exhibit pre-

organization in the presence of di�erent metal cations and solvents, suggesting

our approach is suitable for solution-state computational design.

2.2 Introduction

Non-biological peptide mimics, orpeptidomimetics, have desirable proper-

ties that include a high degree of biocompatibility, diversity of chemical space,

resistance to proteolysis, and cell permeability. While many di�erent pep-

tidomimetics now exist, it remains a key challenge to rationally design novel

synthetic sca�olds that, like proteins, exhibit pre-organized structure in solu-

tion. Pre-organization is crucial for functional properties such as high-a�nity

binding to desired targets,[25] or e�cient catalysis though the positioning of

speci�c chemical groups.[26]

Recently, a new class of peptoid-spiroligomer macrocycle has been syn-

thesized and characterized.[27] Particular sequences were found to acquire

remarkable pre-organization in the presence of monovalent cations, as seen

by monitoring 1D NMR spectra over time. The long timescales of the pre-
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organization (minutes to hours) suggested a cation-binding mechanism coupled

to slow conformational changes such as cis/trans amide isomeration. We hy-

pothesized that computational modeling combining molecular simulation and

sparse experimental observables could give insight into the structure of these

cation-bound macrocycles in solution, and how binding might be coupled to

conformational change.

2.2.1 Spiroligomer-Peptoid Macrocycles

Spiroligomers are shape-programmable rigid molecular sca�olds of bis-

peptide rings whose stereochemistry can be exquisitely controlled.[28] Spiroligomers

are highly functionalizable,[29, 30] and can present pre-organized arrangements

of chemical groups to mimic peptide ligands[31], arti�cial enzymes,[32, 33] and

form super-molecular metal-binding assemblies.[34]

Peptoids (N -substituted oligoglycines) are another class of highly function-

alizable and sequence-programmable peptide mimics.[35] Unlike peptides, pep-

toids lack a backbone amide hydrogen bond donor and can populate bothcis

and trans amide conformations. Nevertheless, many peptoids arefoldamers,[36,

37] peptidomimetic molecules able to self-assemble into pre-organized three-

dimensional structures such as helices[38, 39, 40, 41] and other architectures[42,

43, 44] for judiciously chosen side chains.

Just as cyclization is known to stabilize folded peptide conformations[45,

46, 47, 48, 49], so have similar strategies been successful at achieving pre-

organized spiroligomer[50] and peptoid macrocycles.[51, 52, 53, 54, 55, 56, 57,

58, 59] Indeed, pre-organization due to cyclization helps explain the prevalence

of cyclic designs in the modest corpus of peptoid crystal structures that have

been solved to date.1 Interestingly, it has been found that cyclic peptoids

can host metal cation adducts through the coordination of backbone carbonyl

groups,[56, 60] reminiscent of natural products such as mycotoxins.[58]

1A comprehensive database of published peptoid structures can be found at:https:
//wp.nyu.edu/kirshenbaumlab/peptoid-data-bank/
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Northrup et al. has recently synthesized cyclic hexamers of spiroligomer-

peptoid hybrids[61] that can bind monovalent metal cations (Figure 2.1).[27]

The architecture of the macrocycle is highly functionalizable, with alternating

spiroligomer and peptoid residues. The portion of the spiroligomer residues

participating in the macrocycle backbone resembles a� -substituted proline,

which has led to these structures being called \enhanced prolines" or \Q-

prolines", while the complete macrocycles are named \Q-proline macrocycles

(QPM). Each Q-proline residue contains a selectable stereocenter and two func-

tionalization sites (substituents R1 and R2). Each peptoid residue can also be

N -substituted (R3). These spiroligomer-peptoid macrocycles are structurally

similar to proline-substituted cyclic peptoid hexamers that have been shown

to coordinate metal cations with high a�nity.[56] While crystal structures of

the proline-substituted macrocycles show cations bound in the center of the

macrocycle, the cation-bound structure of spiroligomer-peptoid macrocycles

in solution is unknown.

Northrup et al. reports several features of spiroligomer-peptoid macro-

cycles warranting further exploration through computational modeling. First,

solution NMR studies show a sharpening of spectra after metal cation is added,

suggesting rearrangement from a heterogeneous structural ensemble to a single

conformational population. The spectral resolution occurs over a timescale

of minutes to hours, implying that isomerization of backbone amides may

be responsible for this slow conformational rearrangement. Second, di�erent

cation a�nities and extents of pre-organization are observed depending on

the sequence of Q-Pro and peptoid residues employed in the design. This

suggests that cation-binding function may be tuned by controlling the dis-

tribution of conformational populations, namely by rewarding one or more

binding-competent conformations.

In this work, we use molecular simulation alongside sparse NMR restraints

to infer the solution structure of cation-bound spiroligomer-peptoid macrocy-

cles using a Bayesian inference approach, and then perform further simulations

to investigate the mechanism and thermodynamics of cation binding.
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Figure 2.1: The Q-proline macrocycle (QPM) sca�old as described by
Northrup et al. Shown are the three macrocycle sequences simulated in this
study. QPM-1 and QPM-3 bind metal cations, while QPM-9 (the control)
does not. All are three-fold symmetric.

2.2.2 An Integrated Approach to Modeling Foldamers

While protein design e�orts have bene�ted from vast databases of known

protein structures, the rational design of non-biological foldamers faces the

dual challenges of novel synthesis and limited knowledge of architectural rules.

Progress in foldamer design has thus relied much on computational modeling,

with successful design e�orts resulting from the tight collaboration of both ex-

periment and theory.[55, 62, 63, 64, 65] One approach to foldamer prediction

and design has been to useab initio modeling to construct rotamer libraries

of residue types that can be used with existing tools for protein design such

as Rosetta.[62, 66, 67, 68] While this enables fast searching of sequence and

structure space, the main drawback is the di�culty of parameterization. The
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rotamers of each new residue must be calculated separately, and it is chal-

lenging to empirically parameterize inter-residue interactions without a large

number of known structures.

Alternatively, molecular simulation approaches o�er more thorough sam-

pling of foldamer conformational landscapes,[55, 69] albeit at the expense of

e�cient searching through sequence space. The main challenges to simulation-

based approaches are: (1) sampling all relevant conformations to obtain ac-

curate estimates of conformational free energies, and (2) the accuracy of the

force �eld parameters, which is essential to foldamer prediction and design. To

address the �rst challenge, we perform enhanced sampling using temperature

replica exchange molecular dynamics (tREMD),[70] which is able to e�ciently

overcomecis/ trans isomerization barriers.

The second of these challenges|force �eld accuracy|is arguably more dif-

�cult. There have been many attempts to parameterize all-atom force �elds

for peptoids[40, 71, 72] and other foldamers,[73, 74] but the chemical diversity

of peptidomimetics makes the development of a general-purpose force �eld

for foldamers di�cult. Here, we have opted to pursue a slightly di�erent

philosophy for foldamer simulation which utilizes our Bayesian Inference of

Conformational Populations (BICePs) algorithm.[75, 76] Instead of having to

perform a custom force �eld parameterization for each new class of foldamer,

we �rst perform molecular simulations using a general-purpose force �eld for

organic molecules (in this case GAFF[77]) and then use Bayesian inference to

re�ne the predicted conformational populations using sparse1H-NMR ROESY

correlations implemented as distance restraints. An advantage of the BICePs

approach is that the re�nement of conformational populations can be per-

formed as a post-processing step, with Bayesian inference used to optimally

combine both computational and experimental information, implicitly taking

into account unknown uncertainties in the experimental measurements.
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2.3 Methods and Results

2.3.1 Simulation and Modeling Protocol

An overview of our simulation and modeling protocol is shown in Figure

2.2. Brie
y, we use implicit-solvent temperature replica-exchange molecular

dynamics (tREMD) in the absence of ions to sample the populations of back-

bone amidecis/ trans isomers.[40, 69, 70] All of the simulations were run using

a velocity Verlet algorithm at constant pressure, using a Berendsen barostat

with a time-step of 2fs with periodic boundary conditions (PBC) in all di-

rections. Non-bonded interactions were computed with a cut-o� of 0.9nm.

Explicit-solvent simulations also implemented a velocity-rescaling thermostat.

Further parameters may be found within the parameter �les (.mdp) included

in the project repository. Conformations sampled at 300 K, which favor a

mixture of cis- and trans-amide backbone states, are then clustered based on

time-lagged Independent Component Analysis (tICA), using the amide dihe-

dral angles as input features.[78] This resulted in 100 conformational states

and their corresponding populations, which were used as input for the BI-

CePS algorithm[75, 79] which further re�ned these predictions using a number

of NMR ROESY correlations measured for the ion-bound macrocycles.

The conformations with the highest populations predicted by BICePs were

then simulated in explicit solvent (water and acetonitrile) in the presence of

ions (Na+ and K+ ), with the aim of generating trajectories containing cation

binding events. The analysis of the trajectory data allows determination of

binding pathways and a�nities of monovalent cations to the spiroligomer-

peptoid macrocycles.

2.3.2 Macrocycle Sequences

Three spiroligomer-peptoid macrocycle sequences from Northrup et al.[27]

were studied in this work; all are three-fold symmetric (Figure 2.1). Two of the

sequences, QPM-1 and QPM-3, were found to bind metal cations in solution.
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Figure 2.2: A 
owchart of methods used to model macrocycle cation-binding,
starting from the generation of initial structures.

The third sequence, QPM-9, does not bind cations; it is included as a negative

control. These structures di�er in both the stereochemistry of the spiroligomer

residue as well as the substituents on the N-substituted glycine.

2.3.3 Molecular Topologies

Molecular topologies for peptoid and spiroligomer residues were parameter-

ized using theAmberTools16 software package.[80] Partial charges for acetyl-
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andN -dimethyl-capped residues were calculated using the semi-empirical AM1-

BCC method usingantechamber, and assigned atom types from the General

Amber Force Field (GAFF).[77] Residue topologies were bonded and cyclized

using tleap, and converted for use with the GROMACS molecular dynamics

simulation package[81] usingACPYPE.[82] For explicit water-solvated tra-

jectories, the TIP3P water model was used. Acetonitrile was parameterized

using the Automated Topology Builder running DFT (via B3LYP/6-31G*).

Charges were computed with a Merz-Singh-Kollman (MK) scheme and non-

bonded parameters were computed from the QM potential. MD simulation

�les for acetonitrile can be found athttps://atb.uq.edu.au/molecule.p

y?molid=1004.

2.3.4 Temperature Replica Exchange Molecular Dynam-

ics (tREMD) Simulation

A signi�cant challenge in simulating peptoids and enhanced proline residues

is overcoming the large energy barriers associated withcis/ trans isomerization

of backbone amides. At room temperature, isomerization of these bonds can

occur on the timescale of seconds or longer.[83] As done in previous peptoid

simulation studies,[40, 41, 69] we overcome amide dihedral (! -angle) barriers

by using temperature replica-exchange molecular dynamics (tREMD),[55] with

36 replicas ranging from 300{800 K, spaced linearly in temperature. To en-

sure thorough sampling, initial replica conformations were chosen to include all

possiblecis/ trans isomers. In general, six amide bonds should require 26 = 64

initial replicas; due to three-fold symmetry, however, this number of unique

isomers reduces to 26 initial replicas.

tREMD simulations were performed on the CB2RR high performance com-

puting cluster at Temple University with GROMACS 5.1.2[81] using a Gen-

eralized Born implicit solvent model.[84] Non-bonded cut-o�s of 0.9 nm were

used, and hydrogen bond lengths were constrained using LINCS. Stochastic

(Langevin) dynamics was performed with water-like viscosity, using a time
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step of 2 fs to generate trajectories of between 667 and 677 ns for each replica,

resulting in 24.38 � s and 24.01� s aggregate trajectory data for molecules

QPM-1 and QPM-3 respectively. Replica exchanges were attempted every 10

ps, with average acceptance ratios of 78.9%. Trajectory snapshots were saved

every 10 ps. The three lowest temperature replicas for each macrocycle were

used for conformational analysis, and clustered into 100 conformational states

using ak-centers algorithm.

To validate converged sampling of backbone amide conformations, an auto-

correlation analysis was performed on tREMD replicas (i.e. following a given

replica's conformation as it heats and cools in a tREMD simulation). Auto-

correlation functions f (� ) = h� (t)� (t + � )i t were computed for the indicator

variable � (t), where � takes the value 0 forcis-amides (� 90� < ! < +90� )

and the value 1 fortrans-amides (� 90� < ! < +90� ). Plotting the function

g(� ) = ( f (� ) � h � i 2)=(h� 2i � h � i 2)) reveals dihedral angle decorrelation times

to be around 20 ns, much shorter than the trajectory lengths (> 600 ns) of

simulations (Figure 2.3).

Figure 2.3: The autocorrelation functiong(� ), shown for QPM-1, shows di-
hedral angle decorrelation times around 20 ns, indicating well-converged sam-
pling of amide dihedrals over the much longer (> 600 ns) tREMD trajectory
lengths.
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Table 2.1: ROE correlations used as distance restraints in the BICePs calcu-
lation. Qspr = ( S)-Q-proline; Nme = N -(methoxyethyl)glycine;

Proton 1 Proton 2 ROE Strength distance restraint (nm)

Nme H� Qspr H5 strong 0.25

Qspr H5 Qspr H7 weak 0.38

Qspr H7 Qspr H� weak 0.38

Qspr H� Nme H� strong 0.25

2.3.5 NMR Observables

1H-NMR spectra were measured as described in Northrup et al.[27]. The

complex spectra of peptoid macrocycles in solution in the absence of metal

cations suggests several slowly interconverting conformations of the macrocy-

cle at equilibrium. In contrast, spectra that were measured for macrocycles in

the presence of 100 mM of monovalent tri
uoromethylsulfonate (tri
ate) salts

show a remarkable structuring in solution over the course of 12 hours. These

NMR experiments were performed with data collection every three minutes for

the �rst 90 minutes, followed by every half hour up to 300 minutes, at which

point the peaks had largely converged. Based on the timescale of the spectral

sharpening, Northrup et al. hypothesized that the observed structuring cor-

responds to the slow isomerizaton of amide bonds around the macrocycle to a

single predominant structure[27].

A sparse set of ROESY correlations (four in total) was obtained using

2D NMR for molecules QPM-1 and QPM-3, as described in Northrup et al.

(Table 2.1). The ROEs were classifed as either strong or weak, with distance

restraints of 0.25 nm and 0.38 nm, respectively, implemented in the BICePs

algorithm.
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Figure 2.4: ROESY1H correlations, shown here for QPM-1. Strong and weak
ROEs are denoted by blue and red arrows, respectively.

2.3.6 Bayesian Inference of Conformational Populations

(BICePs)

The BICePs algorithm[75, 79] was used to reconcile simulated macrocycle

populations with the experimental ROESY measurements. The output of

BICePs is a set of re�ned conformational populations optimally consistent with

both experiment and theory. BICePs has previously been used to successfully

infer conformational populations of macrolides,[75, 85] peptide macrocycles[48]

and peptoid foldamers.[40][86]

Brie
y, BICePs is a Bayesian inference method applied to a set of discrete

conformational statesX . The main goal of BICePs is to infer the posterior

distribution P(X j D) of state populations, given some sparse experimental

data D. Results from theoretical modeling act as the prior distribution,P(X ),

which is reweighted by a likelihood functionQ(DjX ) describing how well the

conformational stateX agrees with experimental restraints. By Bayes' Theo-

rem:

P(X j D) / Q(DjX )P(X ) (2.1)
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The likelihood function is modeled using a Gaussian error function,

Q(D j X ) =
Y

j =1

(2�� 2
d)� 1=2e� (r j (X )� 
 0r exp

j )2=2� 2
d (2.2)

where r j (X ) represents the simulation prediction of thej th observable for

conformational stateX , and r exp
j is the j th experimentally measured observ-

able. Here, the observables are calculated from the simulation using the 1=r6-

averaged distances,r j (X ) = hr � 6
j i � 1=6, where the average is taken over all

snapshots sampled from conformational stateX . The experimental values are

derived from the ROESY data, with r j set to 0.25 nm and 0.38 nm for strong

and weak correlations, respectively.

A so-called \nuisance" parameter in the likelihood function is the uncer-

tainty � d, which here is applied to each experimental distance restraint, and

re
ects the combined uncertainty arising from experimental errors and con-

formational heterogeneity of the simulated ensemble. An additional nuisance

parameter, 
 0, arises from the uncertainty in the average interproton distance

d obtained from the experimentally measured NOE intensityI through the

relation I = 
 0hd� 6i , for some scaling factor
 0. To deal with the uncertainty,

the experimental valuesr exp
j are scaled by
 0 = ( 
=
 0)� 1=6, and 
 0 is included

as a variable in the posterior distribution. Since the values of� d and 
 0 are

not known a priori , BICePs uses uninformative Je�reys priorsP(� d) = 1 =� d

and P(
 0) = 1 =
 0 to include them in the posterior,

P(X; � d; 
 0 j D) / Q(D j X )P(X )P(� d)P(
 0): (2.3)

BICePs then samples the full posterior distributionP(X; � djD) via Markov

Chain Monte Carlo (MCMC) with moves in (X; � d; 
 0). The BICePs predic-

tion of the posterior populations is the marginal distribution P(X j D) =
R

P(X; � djD)d� dd
 0. Similarly, the marginal posterior distribution of the nui-

sance parameters can be obtained asP(� djD) =
R

P(X; � d; 
 0jD)dXd
 0 and

P(
 0jD) =
R

P(X; � d; 
 0jD)dXd� d .
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2.3.7 BICePs Results

The results of the BICePs algorithm are presented in Figure 2.5. Fig-

ure 2.5a shows a comparison of the BICePs-computed posterior state popula-

tions P(X jD) versus populations computed using only the likelihood function

Q(DjX ) re
ecting the agreement with experimental restraints. Three confor-

mational states, arbitrarily indexed as 11, 33 and 92, show predicted popu-

lations above 5 percent. These states lie above the diagonal in Figure 2.5a,

indicating that these states have both low conformational free energies, and

good agreement with the experimental restraints.

The marginal distribution P(� d) corresponds the average root-mean squared

deviation of simulated interproton distances from the experimentally mea-

sured values, over the entire BICePs-sampled ensemble. Using a uniform prior

P(X ) (`exp', no theoretical population estimates)P(� d) is peaked around 0.6

nm, whereas inclusion of the tREMD-based populations (`sim+exp') results

in P(� d) peaked around 0.7 nm. This indicates some tension between the

simulated and experimental ensembles, due to (as we discuss below) a prefer-

ence forcis-amide backbones in the tREMD simulations, versus experimental

restraints that favor trans-amide backbones. Marginal posterior distributions

P(
 0) are centered near 1.0 in both `exp' and `sim+exp' scenarios, indicating

reasonable values ofr exp
j for the experimental distance restraints.

Inspection of three highest-population microstate conformational states

predicted by the BICePs algorithm reveals a strong preference for atrans-

amide backbone. Two of these states contain only onecis-amide in the back-

bone, and the other state contains alltrans-amides.

To further visualize the e�ect of the experimental restraints on the sim-

ulated ensemble, we coarse-grained the 100 conformational microstates into

26 unique macrostatecis/ trans amide isomers, each denoted by a 6-character

string (for example, ctcttt has two of the three Q-proline residues withcis-

amides; all other residues havetrans-amides). Figure 2.6a shows the popula-

tions of the cis/ trans isomers predicted from all temperature replicas (cation-
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Figure 2.5: Results of the BICePs algorithm. (a) A comparison of estimated
conformational state populations from BICePs when only experimental re-
straints are used (`exp'), versus a combination of tREMD simulation and ex-
periment (`sim+exp'). States 11, 33, and 92 (labeled in green) have the highest
predicted populations. (b) The marginal posterior distributions ofP(� d) for
`exp' and `sim+exp' scenarios. (c) The marginal posterior distributions for
P(
 0).

free) tREMD simulations, Figure 2.6b shows the populations of thecis/ trans

isomers predicted from the lowest-three temperature replicas, and Figure 2.6c
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shows the re�ned populations from BICePs after incorporating the experimen-

tal distance restraints. A shift to higher numbers oftrans-amides can clearly

be observed at each step. The conformational state with the highest predicted

population from BICePs is thetctttt state, which is entirelytrans-amide except

for onecis-amide Nme residue.

Figure 2.6: Distributions of backbone amidecis/ trans isomers for QPM-
1, shown for (a) all tREMD temperature replicas, (b) the three lowest-
temperature replicas, and (c) after reweighting populations by the BICePs al-
gorithm. The inclusion of experimental ROE restraints results in much higher
population estimates for backbonetrans-amides, with the mostly transtctttt
as the most populated state.
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2.3.8 Explicit Solvent Simulation of Cation-Binding

The conformational state with the highest population predicted by BICePs

(tctttt ) was used as the initial starting structure for explicit-solvent simulations

of macrocycles QPM-1, QPM-3 and QPM-9 in two di�erent solvents (water

and acetonitrile) and in the presence of two di�erent cations (K+ or Na+ ).

Simulations performed in acetonitrile were to enable comparison with the sol-

vent conditions of the NMR experiments. Although no NMR data existed for

QPM-9 (it did not exhibit ion-binding properties), it was nevertheless included

as a control, to investigate whether our simulations could discriminate between

binding-competent and -incompetent macrocycles.

All simulations were performed at a temperature of 300 K, with cation

concentrations of 100 mM. Simulations in water used the TIP3P explicit sol-

vent model, and chloride (Cl� ) as the counterion. Simulations in acetonitrile

used tri
uoromethanesulfonate (tri
ate) as the counterion. Parameters for

acetonitrile and tri
ate came from the Automated Topology Builder.[87]

The simulations were performed using the GROMACS molecular dynamics

package[81] on Temple's Owlsnest HPC Cluster. Velocity Verlet integration

was used with a time step of 2 fs to generate trajectories at 300 K and constant

pressure (1 bar). The NPT ensemble was enforced using a velocity-rescaling

thermostat and a Berendsen thermostat, with separate coupling groups for

solvent and non-solvent. Periodic boundary conditions (PBC) were used in all

directions. Particle-mesh Ewald (PME) electrostatics were used (fourierspac-

ing = 0.12, pme-order = 4) with non-bonded cut-o�s of 0.9 nm. Hydrogen

bonds were constrained using the LINCS algorithm. Further parameters may

be found in the parameter �les (.mdp) included in our code repository (see

Data and Software Availability).

For aqueous simulations, each macrocycle was placed in a cubic box of

length 4.04 nm and sampled in the NVT ensemble using solvent and ion pa-

rameters from theamber99sb-ildnforce �eld. The total number of particles in

the system with four ion pairs and 2102 solvent molecules was 6464. Simula-
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tions in acetonitrile were performed in a cubic box of length 3.50 nm. Each

of the 12 simulations (3 conformations� 2 cations � 2 solvents) produced

an aggregate of nearly 5� s of trajectory data, with snapshots taken every

10 ps. Trajectory data was analyzed using Python3.6 packages MDTraj[88]

and MSMBuilder[89] to calculate cation-macrocycle potentials of mean force

(PMF), and to perform time-lagged independent component analysis (tICA).

Multiple cation binding events can be directly observed in the simulated

explicit-solvent trajectories for QPM-1 and QPM-3. In agreement with exper-

iment, simulations of the control, QPM-9, exhibited no cation binding, likely

due to the bulkier spiroligomer substituents hindering cation access to the

macrocycle center. Simulations of QPM-1 and QPM-3 in both water and ace-

tonitrile show cation binding events coupled to a macrocycle conformational

transition to an all-trans amide backbone state, which binds cations most

strongly. In this conformation, electron density is concentrated in the center

of the macrocycle, a model consistent with previous crystallographic studies

of cation-bound hexameric cyclic peptoids.[56].

Potentials of mean force calculated for QPM-1 and QPM-3 along the aver-

age distance between cation and backbone carbonyls (Figure 2.7) shows that

binding is most strongly dependent on the choice of solvent. At a simulated

cation concentration of� 100 mM in acetonitrile, cation binding is favorable,

with macrocycle a�nities between -7 and -3kB T, while in aqueous solution,

cation binding is less favorable, with a�nities above +2kB T.

The next most important criterion for binding appears to be the macrocycle

sequence. In agreement with experiment, the simulation results predict that

QPM-1 has a higher cation a�nity than QPM-3, by about 1.5-2.0 kB T, in

both water and acetonitrile. A possible explanation for the higher a�nity of

cations for QPM-1 is the additional electron-donating groups made available

by the methoxyethyl peptoid N -substituents, in contrast to the isopropylN -

substituents of QPM-3.

Finally, the simulations predict a preference for Na+ cations over K+

cations, in both water and acetonitrile. At the simulated cation concentra-
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tions, the magnitude of the preference is about 1kB T. The preference for

Na+ over K+ arises from the balance of two driving forces: (1) speci�c bound-

state interactions for each ion, versus (2) the solvation free energy of each

ion. Hydration free energies of Na+ and K+ are � 365 kJ mol� 1 and � 295 kJ

mol� 1, respectively.[90] Since Na+ hydration is more favorable than K+ , spe-

ci�c bound-state interactions between metal cation and macrocycle in water

must be evenmore favorable for Na+, likely due to the smaller ionic radius

of Na+ (0.102 nm) versus K+ (0.138 nm).[90] Although solvation free energies

of Na+ and K+ in acetonitrile are highly unfavorable (+665 kJ mol� 1 and

+731 kJ mol� 1, respectively)[91] the more favorable solvation of Na+ similarly

implies the preference must be driven by speci�c bound-state interactions.

In Table 2.2 we convert concentration-dependent a�nities derived the PMFs

to standard binding free energies.

Figure 2.7: Potentials of mean force (PMF) as a function of cation distance
to the centers of macrocycles QPM-1 and QPM-3, computed from explicit
cation-binding trajectories simulated in acetonitrile and water.
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Table 2.2: Estimated free energies of cation binding to QPM-1 and QPM-3 for
di�erent counter anions and solvents, estimated from Potentials of Mean Force
(PMFs) and ranked from highest to lowest binding a�nity. The tri
ate anion
(tri
uoromethanesulfonate, CF3SO3) is abbreviated TFL� , and acetonitrile is
abbreviated as ACN. Standard binding free energies �G are reported in units
kB T, with uncertainties estimated using a bootstrap procedure (the standard
deviation of 100 bootstrapped trajectories resampled with replacement). Dis-
sociation constantsK d are given in units of mM.

Macrocyle Cation Anion Solvent � G (kB T) K d (mM)

QPM1 Na+ TFL � ACN -8.02� 0:52 0.37 � 0:18

QPM1 K+ TFL � ACN -7.52� 0:25 0.56 � 0:13

QPM3 Na+ TFL � ACN -7.20� 0:36 0.88 � 0:27

QPM3 K+ TFL � ACN -5.48� 0:18 4.22 � 0:77

QPM1 Na+ Cl� Water -0.165� 0:065 850 � 55

QPM3 Na+ Cl� Water 0.520� 0:086 1670� 140

QPM3 K+ Cl� Water 1.29 � 0:10 3650� 360

QPM1 K+ Cl� Water 1.89 � 0:14 6730� 890
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2.3.9 Cation-Binding Follows a Conformational Selec-

tion Mechanism

To investigate the microscopic molecular mechanism by which cations bind

the macrocycles, we performed tICA analysis of the trajectories simulated

in explicit water (see Methods). The time-lagged independent components

(tICs) correspond to the slowest dynamical motions of the cation-macrocycle

binding reaction. Projection of the trajectory data to the two largest tICA

components, tIC1 and tIC2, shows three conformational states that slowly

interconvert. In the case of water-solvated simulations, two of the states, po-

sitioned along tIC1, are cation-unbound conformations containing at least one

cis-amide in the backbone that we designate as \open" and \closed" (Figure

2.8). Conversion between these states constitute the slowest conformational

motions in the simulation. In the \closed" conformation, the central cation

binding site is disrupted by hydrogen bonding interactions between sidechain

hydantoin groups and the backbone amides. In the \open" conformation, the

cation binding site is unobstructed.

A third macrocycle conformational state, which we call the \bound" state,

has all trans-amides in the backbone. Transitions to the \bound" conforma-

tional state occur along tIC2, corresponding to the second-slowest motions in

the trajectory data. The majority of observed cation binding events occur

when the macrocycle is in this conformation (Figure 2.8, colored lines). This

suggests a conformational selection mechanism, whereby strong cation binding

only occurs after pre-organization of the macrocycle to a binding-competent

conformation. Interestingly, based on the conformational transitions observed

in the trajectory data, the \open" conformation appears to be an obligate

intermediate to formation of the \bound" conformation.

Simulations of macrocycles QPM-1 and QPM-3 with cations in acetonitrile

similarly show three slowly interconverting conformational states. Projection

of trajectory data to the �rst two tICA components reveals a similar \opening"

of the macrocycle along tIC1. The \open" state quickly forms a bound-state
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Figure 2.8: Projection of explicit-water QPM-1 trajectories to the �rst two
tICA components reveals three slowly-interconverting conformational states:
\open" and \closed" states with weak a�nity to cations, and a \bound" con-
formation with stronger a�nity to cation. Representative structures are taken
from simulations of QPM-1 with Na+ . The slowest conformational motions
(along tIC1) correspond to the formation of an unobstructed cation binding
site, while the next slowest motion (along tIC2) corresponds to reversible cation
binding to the \bound" conformation. Binding is de�ned as the cation being
< 0.35 nm from the center of macrocycle.

complex with two cations from above and below the plane of the macrocycle,

which induce a transition to an all-trans state (Figure 2.9).

The cation-bound conformational state of QPM-1 in acetonitrile is distinct

from the bound state in water. On one side of the macrocycle plane, a \basket"

of spiroligomer Q-prolines creates a volume in which tri
ate sulfonates help

coordinate the cation. On the other side, a basket of peptoid residues help

coordinate the second ion through theirN -methoxyethyl groups. This two-

cation bound-state conformation is observed in simulations of QPM-1 in the
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Figure 2.9: Projection of explicit-acetonitrile QPM-1 trajectories to the �rst
two tICA components similarly reveals three metastable conformational states:
\open" and \closed" states, which contain at least one cis amide, and an all-
trans \bound" conformation with stronger a�nity to cation. Representative
structures are taken from simulations of QPM-1 with K+ . The slowest confor-
mational motions (along tIC1) correspond to the formation of favorable cation
binding site, while the next slowest motion (along tIC2) corresponds to tran-
sitions to a cation-bound all-trans amide \bound" conformation.

presence of Na+ and in K+ (Figure 2.10).

A general feature of the simulations of macrocycles in acetonitrile is the

many compact, semi-crystalline arrangements of cations and tri
ate ions found

near the macrocycle. This non-speci�c association is likely driven by the low

solubility of ions in acetonitrile, just as is speci�c binding to the macrocycle

center.
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Figure 2.10: Simulations of QPM-1 in acetonitrile reveals a highly stable, two-
cation structure that forms in the presence of both (A) sodium and (B) potas-
sium cations. The bound conformation features all-trans backbone amides,
with one cation above the macrocycle plane in a \basket" of Q-proline residues
coordinated by tri
ate sulfonate groups, and the second cation below the plane,
stabilized by coordinating peptoidN -methoxyethyl substituents.

2.4 Conclusion

In this work, we used a Bayesian inference approach called BICePs, along

with implicit-solvent molecular simulation methods, to model the pre-organized

solution-state conformations of spirologomer-peptoid macrocycles when bound

to metal cations. Our results show the BICePs approach is an extremely useful

tool that reconcile simulations with sparse experimental observables, circum-

venting the need to bespoke force �eld parameterization.

While we haven't systematically explored using BICePs alongside other

force �elds beyond GAFF, we expect the reweighting procedure to work well

for any reasonably accurate force �eld, as long as all relevant conformational

states can be sampled. A future direction is to use the BICePs algorithm to

evaluate and further optimize force �elds for speci�c foldamers.[76]

Explicit-solvent simulations of the predicted macrocycle conformations show
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metal cation binding to an all-trans amide backbone. Impressively, simula-

tions are able to correctly predict the solvent-, sequence- and ion-dependence

of binding for all the macrocycles studied in this work, in agreement with

experiment. No binding was observed for the negative control, QPM-9.

One advantage our method has over structural determination methods

such as crystallography is that it is designed to predict solution-phase prop-

erties, which may be particularly important for Q-proline macrocycles. An

apo (racemic) crystal structure of QPM-3 was found to be distinctly di�erent

from the solution structures we found in this work.[27]. While crystal struc-

tures of similar macrocycles show all-trans backbone amides, they are a�ected

by packing artifacts (i.e. stacking interactions) that would not be present in

solution.[56]

Overall, these results strongly suggest that simulation-based methods are

up to the challenging task of virtual screening and selection for computational

design of macrocycle sca�olds. Our modeling correctly ranks the sequence

preferences for cation-binding to the macrocycles, and predicts a conforma-

tional selection binding model that requires isomerization to an all-trans amide

backbone in solution, a conformation distinct from theapo conformations re-

cently obtained from a racemic crystal structure of QPM-3.[27] The methods

we present provide a new path towards the rational design of spiroligomer-

peptoid macrocycles, and have implications for the general problem of foldamer

prediction design. Given the huge chemical diversity available for functional-

izing spiroligomer-peptoid macrocycles, we hope in the future to use e�cient

simulation-based computational design to develop macrocycles for many new

applications.

Acknowledgments This research was supported in part by National Insti-

tutes of Health grant 1R01GM123296. Calculations were performed on HPC

resources supported in part by the National Science Foundation through ma-

jor research instrumentation grant number 1625061 and by the US Army Re-

search Laboratory under contract number W911NF-16-2-0189. Research was



34

also performed on the CB2RR cluster made possible through NIH Research

Resource computer instrumentation grant S10-OD020095.

Data and Software Availability A complete set of scripts for prepar-

ing molecular systems and simulations, preparing and performing the BI-

CePs analysis, and analysis of simulated trajectories is freely available at

https://github.com/yabmtm/macrocycles . Simulations were performed

with the open-source molecular dynamics package GROMACS, which can be

downloaded athttp://gromacs.org . The BICePs algorithm is freely avail-

able at https://github.com/vvoelz/biceps . Trajectory data is archived at

https://doi.org/10.5281/zenodo.4430604 .

2.5 Appendix: Copyright Permissions

Reprinted with permission from Matthew F.D. Hurley, Justin D. Northrup,

Yunhui Ge, Christian E. Schafmeister, and Vincent A. Voelz. Metal cation-

binding mechanisms of q-proline pep- toid macrocycles in solution. J. Chem.

Inf. Model., 2021, 61 (6), pp 2818{2828. DOI:https://doi.org/10.1021/

acs.jcim.1c00447

Figure 2.11: Permission to reprint this publication was obtained from the
Journal of the American Chemical Society.



35

CHAPTER 3

ENABLING

HIGH-THROUGHPUT

ABSOLUTE FREE ENERGY

CALCULATIONS ON

FOLDING@HOME TO

TARGET SARS-COV-2 MAIN

PROTEASE

3.1 Abstract

The SARS-CoV-2 main protease (Mpro) protein plays an important role in

the viral life cycle, and due to the lack of homologous structures in humans, is

a good target for small molecule inhibitors. During the 2020 coronavirus pan-

demic, the Voelz Lab participated in a project to crowd-source the discovery

of new SARS-CoV-2 main protease (Mpro) inhibitors as part of the COVID
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Moonshot initiative. To facilitate this task, we initiated massively parallel

absolute binding free energy calculations performed on the Folding@home dis-

tributed computing platform. These calculations allow for the prediction of

thermodynamic binding a�nities and ranking of relevant molecules, however

all simulations used the monomeric form of the Mpro receptor, while it is

known experimentally that Mpro is only active as a dimer. To examine the

integrity of the Mpro active site during these calculations, we perform a retro-

spective study of the simulation trajectory data generated during the Moon-

shot calculations. Through the measurement of pair-wise atom distances in

the Mpro active site, we identify several key features that, when compared

to experimental crystallographic structures of Mpro bound to small molecule

inhibitors, quantify the extent to which the active site falls apart or maintains

its structural integrity. Time-lagged independent component analysis (tICA)

was performed to identify the slowest motions in the simulations, and com-

pute the rates and propose a key factor of inactivation. These results challenge

some assumptions common in computational drug discovery, with particular

implications for Mpro.

3.2 Introduction

The pandemic caused by Coronavirus disease-19 (COVID-19) has caused

a severe amount of unrest socially and economically over the past two years,

impacting the lives of people globally[92]. While incredible progress has been

made in developing e�ective vaccines to largely inoculate millions of people,

there still remains an absence of robust antiviral drugs for treating infec-

tion. As of March 2022, there have been a total of over 487 million reported

cases with over 6.1 million deaths globally as new mutations arise and under-

vaccinated communities struggle to contain the spread of infection.

While there exist several avenues for drug targeting that would disrupt

viral replication, much ongoing research has focused on developing prospective

inhibitors of the main protease (Mpro) in order to terminate proliferation of
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the virus in those who have been infected. In this work, we aim to pave the way

for future research into structure-based drug discovery for coronavirus protease

inhibitors using absolute binding free energy (ABFE) calculations performed

using all-atom molecular dynamics (MD) simulations on the largest set of small

molecule binders simulated against a protein target. In so doing, we aim to

convey a broad picture of the observed conformational dynamics of Mpro and

the challenges faced in large-scale hit-discovery.

The protease enzyme is hardly a new target for antiviral drug development,

as it functions to cleave the newly transcribed polypeptide chain into function-

ing viral proteins as the virus begins replicating in an infected host. Therefore,

inhibition of viral proteases is an attractive target in preventing mature cap-

sids from forming. In total, SARS-CoV-2 encodes four structural proteins and

25 non-structural proteins (NSPs) that facilitate replication, counteract the

immune response, and maintain RNA stability.

The main protease is structurally a homodimer, consisting of two pro-

tomers, each comprised of three domains. The active site rests between do-

mains I and II where a Cys-His dyad has been shown to catalyze the polypep-

tide cleavage, as originally determined for SARS-CoV [93, 94]. N-terminal

residues 1-7 have shown importance in dimer formation, and may also exhibit

an allosteric e�ect in stabilizing this substrate-binding site, which is com-

prised of four sub-sites. Furthermore, while Mpro exists as a homodimer, only

one protomer is thought to be active at a time[95]. While the pathways and

collective variables responsible for active to inactive transitions are not fully

understood, there exist several experimental results that provide evidence and

hypotheses related to observed inactivity. Yang et al. observes an asymmet-

ric dimer in the unit cell of the original SARS protease in which protomer A

forms a salt-bridge from Glu166 to the N-terminalNH +
3 group, pi-stacking

between Phe140 and His163, and an intact oxyanion hole [94]. Verma et al.

notes that protonation of His172 leads to catalytic inactivity of the protease

[96], and D.E. Shaw observes formation of asymmetry of the protease dimer

with a high barrier, such that formation of the asymmetric form is essen-
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tially irreversible[97], both for SARS-CoV-2. Notably, this asymmetry is often

obscured from crystal structures of Mpro from drug discovery e�orts, which

exhibit a symmetric space group such that relevant asymmetries are not ob-

served. One exception to this from Zhang et al. [98] presents crystal structures

of an -ketoamide inhibitor-bound Mpro that were obtained for both the the

C2 space group, in which the protomers must be mirror symmetric, and the

P212121 group, in which it was found that Glu166 in protomer B adopts an

inactive conformation.

In order to further investigate the dynamics of Mpro and assess the binding

a�nity for a large number of diverse small molecules, the Voelz Lab partic-

ipated in a project to crowd-source the discovery of new SARS-CoV-2 Mpro

inhibitors as part of the COVID Moonshot initiative.[99] This was facilitated

through the use of massively parallel absolute binding free energy calculations

performed on the Folding@home[6] distributed computing platform to virtu-

ally screen potential Mpro inhibitors preceding the synthesis, validation, and

re�nement of candidate molecules. In combination with other Mpro simula-

tions we performed, the resulting set of trajectory and thermodynamic data is

over 400 TB, representing over 40 ms of aggregate simulation time, all freely

available to the public.

Such extensive sampling enables an unprecedented analysis of Mpro dy-

namics, speci�cally, to investigate the structural integrity of the monomeric

Mpro active site, which is only weakly restrained. The analysis of these simu-

lations was largely motivated by understanding the conformational dynamics

that are observed, determining whether collapse of the active site occurs, and

if so, ascertaining the structural events and timescales leading to inactivation

of the catalytic site. The rami�cations of these results have broad implications

for virtual screening of Mpro and other receptors whose active conformations

are multimeric and asymmetric. The discussion that follows is based on a

subset of 1326 simulation trajectories of monomeric Mpro with inhibitors that

were later co-crystallized by the COVID Moonshot Consortium.



39

3.3 Methods

3.3.1 Overview of the COVID Moonshot

The COVID Moonshot Initiative is an international collective of scientists

and researchers from industrial and academic backgrounds who share a com-

mon goal of developing an e�ective anti-viral therapeutic for those su�ering

from Covid-19[99, 100, 101]. Starting in March of 2020, the Moonshot has fo-

cused on expanding initial fragment screening results into a library of prospec-

tive inhibitors that are synthetically accessible[102]. In addition to this, their

hosted websitehttps://postera.ai/moonshot allowed the public to submit

candidate molecules to be screened. In total, over 20,000 unique designs were

submitted and ranked by multiple research groups, including results of the

work described here. Subsequently, over 2,000 molecules were purchased, syn-

thesized, and assessed for inhibitory activity of Mpro with both 
uorescence

and RapidFire inhibition assays. In these cases, hits were de�ned as expressing

greater than 50% inhibition at 50� M.

3.3.2 Overview of Modeling and Simulation Prepara-

tion

In total, we initiated simulations for 12,343 ligands from the Moonshot

initiative, though there is some double-counting here for di�erent protona-

tion states and binding poses. The scale of this endeavor was made possible

only through a combined work
ow involving an automated pipeline to perform

molecular docking, ligand parameterization, minimization, and equilibration

of the receptor-ligand and ligand-only systems, as well as expanded ensemble

absolute free energy calculations on the Folding@home distributed computa-

tional platform.
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3.3.3 Receptor Structure Modeling

Receptor structures were determined by the XChem team at Diamond

Light Source via high-throughput fragment crystallography. The resulting

structures were organized through Fragalysishttps://fragalysis.diamond

.ac.uk , a public repository of targets enumerated by Diamond Light Source.

In particular, the structures used in this study were of the wild-type C2 crystal

form with a single monomer in the asymmetric unit. The resulting receptor

conformations were prepared for simulation by John Choderahttps://github

.com/FoldingAtHome/covid-moonshot by removing crystallographic waters

and assigning terminal capping groups and protonation states using SpruceTK

https://docs.eyesopen.com/toolkits/cpp/sprucetk/index.html from

the OpenEye software library.

3.3.4 Overview of Protonation States

While the protonation states of residues within the catalytic site for an ac-

tive Mpro protomer are now better understood [103, 104, 105], there remains

controversy around the anticipated active site charge con�guration. [106] Ini-

tial rounds of simulation therefore used standard protonation states predicted

with the default settings of SpruceTK.

As previously mentioned, evidence of apo Mpro active site activity empha-

sizes the catalytic dyad of Cys145 and His41, which are de-protonated and

protonated respectively in the active protomer. Subsequent simulations ac-

counted for these changes in particular during simulation preparation, however

the overall simulation data set analyzed in this work still resulted in numerous

groups of protonation states for the active site amongst the receptor-ligand

complexes 3.1. The conformational dynamics and relative stability of these

states are explored in the results.
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Table 3.1: A comparison of protonation states for titratable residues within
the Mpro active site for experimentally determined apo- and holo- states. HID
and HIE denote neutral histidines protonated at the N� and N� respectively.
HIP denotes positively charged, doubly-protonated histidine.

Active site residue Experimental apo Experimental holo

Cys145 S� (-1) Hemithioketal

His41 HIP (+1) HID (0)

His163 HID (0) HIP (+1)

His164 HIP (+1) HID (0)

His172 HID (0) HID (0)

Figure 3.1: Observed protonation states for a subset of 1,326 Mpro simulations
are shown, where yellow tiles denote the presence of the corresponding proton.
Note that the majority of simulations do not properly model the zwitterionic
Cys-His dyad.
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3.3.5 Computational Docking of Candidate Inhibitors

Docking of inhibitor candidates was performed using an ensemble hybrid

docking protocol that implements the OpenEye Toolkit (2019.10.2)[100]. Ini-

tial docking was performed using color overlay and fragment shape followed by

minimization based on the tautomeric states and protonation states predicted

by SpruceTK. Further rounds of docking enforced the Cys145(-) / His41(+)

state. Poses were scored using Chemgauss4 via OpenEye and the best-scoring

pose was selected to initiate free energy simulations[107].

3.3.6 Simulation Preparation

Simulations were prepared from docked receptor-ligand systems, which

were parameterized using a combination of Amber �14SB [108] and Open-

ForceField 1.1.0[109] for protein and ligand structures respectively. These

systems were placed into a cubic periodic box with a solvent padding of 1.0nm

and set to an ionic strength 0f 100mM NaCl. Similarly, ligand-only systems

were parameterized using OpenForceField-1.1.0 and setup in cubic periodic

box with a length of 3.4nm. These systems were minimized and equilibrated

over 50,000 steps at constant pressure to 298.15K using the default settings

in GPU-accelerated OpenMM-7.5.0[110]. Additionally, a single harmonic re-

straint was implemented between the center-of-mass of the ligand the center-

of-mass of all alpha carbons of alanine, valine, leucine, and isoleucine residues

within a cut-o� of 1.6nm for all receptor-ligand systems. Furthermore, a hy-

drogen mass re-partitioning scheme was implemented to augment the sampling

e�ciency by increasing the mass of protons to 4amu and the integration time-

step to 4fs while preserving the integrity of thermodynamic predictions[111].

Lastly, the prepared receptor-ligand and ligand-only simulations were assigned

MD parameters to perform expanded ensemble absolute free energy calcula-

tions using GROMACS-5.0.4[81] on the Folding@home distributed computing

platform in which the Coulombic and VdW potentials were de-coupled over

a series of 20 alchemical intermediates each. These simulations were initiated
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with a bias increment of 10kB T, a 
atness criterion of 0.8, and a bias-scaling

factor of 0.8, with free energy estimates and histograms of visited states writ-

ten out every 1ps.

3.3.7 Expanded Ensemble Molecular Dynamics Simula-

tions

Expanded Ensemble (EE) calculations are a promising adaptive approach

to computing free energies of binding. Like other double de-coupling meth-

ods, EE samples over a series of alchemical intermediates which scale the non-

bonded interactions, i.e. Coulombic and Van-der-Waals (VdW) between 0 and

1. These intermediate ensembles represent di�erent potential energy functions

that modulate the Hamiltonian and are indexed by� . The strength of this

algorithm lies in the ability to perform transitions between intermediates such

that free energy predictions can be made from a single simulation trajectory,

in contrast to traditional free energy methods which implement one simula-

tion for each intermediate. The sampling of multiple ensembles is performed

using Wang-Landau sampling with a Metropolized-Gibbs criterion[112] which

accepts or rejects transitions based on the currently estimated free energy

di�erence and penalizes continued sampling with a Gaussian bias potential,

which accumulates over the free energy surface of the reaction coordinate. As

the simulation progresses and the histogram of sampled� states becomes uni-

form, the bias potential (WL-increment) is decreased by a factor of 0.8 and the

histogram of counts is reset. This facilitates convergence during the simulation

similarly to well-tempered metadynamics.[16]
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3.4 Results

3.4.1 Binding A�nity Predictions

Following one to two months of sampling via Folding@home, we began to

compile our results for the Moonshot submission deadline. While the major-

ity of receptor-ligands did not achieve sampling past 50-60 nanoseconds per

trajectory, most ligand-only simulations reached our de�ned maximum of 200

nanoseconds, which we consider su�cient for convergence. Because of this,

we de�ned a loose convergence criterion for assessing whether simulations had

converged. Reported free energies were taken from trajectories which exhib-

ited a negative free energy of binding, that had also reached a WL-increment

of less than 0.12kB T and an overall variance of less than 10kB T. This re-

sulted in a submission of 286 compounds. Inhibition assays determined 847

compounds with some degree of inhibition at 20� M and 50� M, though only

151 compounds that inhibited Mpro activity su�ciently to warrant IC50 mea-

surements at further concentrations. Of these 151 compounds, we simulated

115, with an overall positive enrichment through our free energy predictions

as shown in the ROC curve in Figure 3.2.

3.4.2 Conformational Analysis of Monomeric Mpro Ac-

tive Site

In order to develop a greater understanding of the dynamics sampled over

this data set, we analyzed structural changes in several key amino acids as both

indicators of possible inactivation transitions and global backbone dynamics.

This analysis was performed on 1,326 independent trajectories corresponding

to prospective inhibitors from the COVID Moonshot that were crystallized

with structural data uploaded to Fragalysis. The primary set of features ana-

lyzed were for the active site, which included non-hydrogen side chain atoms

from His41, Tyr126, Phe140, Cys145, His163, His164, Glu166 and His173.

Pair-wise distances were computed between each of these residue groups and
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Figure 3.2: A Receiver Operator Characteristic (ROC) curve is shown to assess
the enrichment between our predicted free energies of binding and molecules
which exhibited activity with an IC50 of less than 50� M.

each other residue group for the re�ned trajectory subset. This resulted in

491 distance features per trajectory frame. These features were used as input

to a time-lagged independent component analysis (tICA)[23] decomposition

to analyze dynamics of interest. Notably, the �rst two resulting eigenmodes

represent the slowest de-correlating collective variables, which can be further

de�ned by interrogating these eigenvectors as shown in Figure 3.3.

This �rst tICA component puts considerable emphasis on the dynamics

of His41, which appears in �ve of the top eight features. In order to further

analyze these dynamics, a pseudo-trajectory was generated by combining sim-

ulation frames along the range of tIC1 that were closest to zero for all other

components as depicted in Figure 3.4. Visualization of this trajectory shows

the side-chain of His41 rotating away from Cys145, a likely indication of an

inactivity transition. By clustering this decomposition, we can infer that the
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Figure 3.3: The top eight magnitudes and the representative distances are
shown for the �rst four eigenmodes of the tICA decomposition that analyzed
active site dynamics. The relative signs of each feature have no contribution
to the importance of the corresponding feature.

population of the inactive state (Cluster 3) is around 2.7%. It is interesting to

note that this state is most heavily sampled in the 190 trajectories stemming

from the most protonated con�guration simulated, with neutral Cys145 and

all active site histidines charged aside from His164. This subset of trajectories

showed the highest overall population for this cluster at 4.15%.

3.5 Discussion

While we acknowledge that the main protease is known to only remain

active as a homodimer, we observe that the activate site appears stable for

the majority of trajectories, particularly when the protonation states of the

catalytic Cys-His dyad are modelled correctly. Additionally, direct structural

comparison of trajectory data to crystal structures was made di�cult due to

di�ering labeling and numbering of the ligand atoms, but manually checked

trajectories were observed to sample the bound pose, albeit brie
y, due to the

rapid (de-)coupling of the ligand interactions. That being said, it remains that

our free energy predictions could be improved in a number of ways. Increased

sampling would likely lead to more accurate predictions, but at this scale it

becomes more e�cient to determine ways to increase sampling e�ciency ei-

ther through hardware acceleration or method optimization. Future research
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would indicate that augmentation of the expanded ensemble method is pos-

sible through optimizing the number and spacing of alchemical intermediates

and implementing position restraints on the ligand that can also be de-coupled

through expanded ensemble simulations, both of which have since been shown

to accelerate free energy convergence, (Zhang et al. in prep and Hurley et al.

in prep). Furthermore, if running a fewer number of simulations, the full dimer

structure of Mpro could be used, including the experimentally validated proto-

nation states. This would also help to ensure active site stability, particularly

for longer timescales sampled than the mean trajectory lengths analyzed here.

3.6 Conclusion

This work showcases our contribution to the COVID Moonshot initiative

through use of an automated pipeline to generate what we believe to be the

largest data set of absolute binding free energy molecular dynamics trajec-

tories for a single protein, one protomer of the SARS-Cov-2 main protease

(Mpro). Upon submitting our results of predicted binding a�nities, we per-

form a detailed analysis on the conformational dynamics observed for a set

of over 1,300 independent trajectories to posit the role of active-site protona-

tion states on protease activity. While we do observe inactive transitions in

a subset of these trajectories, we hypothesize that the timescales of inactive

transitions are greater than the mean trajectory length, even in the absence of

the homo-dimer tertiary structure. These results portray expanded ensemble

simulations as a useful tool in the prediction of binding free energies, particu-

larly in assessing the a�nities of a large number of prospective inhibitors.

Data and Software Availability The molecular dynamics data set ana-

lyzed in this paper is organized via MolSSI and hosted on AWS, accessible

at the following link: https://covid.molssi.org//simulations/#fol

dinghome-expanded-ensemble-absolute-free-energy-calculatio

ns-of-potential-small-molecule-inhibitors-of-the-sars-cov-
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2-main-protease-from-the-covid-moonshot Furthermore, scripts used

to process and analyze these trajectories are available on github:https:

//github.com/yabmtm/Mpro-ConfAnalysis .

3.7 Appendix

Figure 3.4: A pseudo-trajectory across tIC1 can be analyzed using any trajec-
tory visualization software. This particular path emphasizes rotation of His41
away from Cys145, likely relating to an active-to-inactive transition. Further-
more, a custom spline can be used to visualize a path through two or more
tICA dimensions.
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Figure 3.5: Initial simulation conformations are projected onto pairings of
the �rst four tICA dimensions. These structures represent crystal structures
that have undergone brief minimization and equilibration during simulation
preparation steps. Note that while these structures span the majority of tIC2,
the left region of tIC1 which is proposed to denote inactivity of the Cys-His
dyad is not found in any initial states.
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Figure 3.6: Projections of the various simulated protonation groups onto the
overall binding pocket dynamics shows that protonation within the active site
a�ects side chain dynamics that may account for active-inactive transitions.
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Figure 3.7: Transition matrix and mean �rst passage times (MFPTs) are
shown for a Markov State Model (MSM) created from states de�ned from
a tICA decomposition of active site features.
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CHAPTER 4

A FACILE APPROACH TO

IMPLEMENTING AND

ACCOUNTING FOR

POSITION RESTRAINTS IN

FREE ENERGY

SIMULATIONS

4.1 Abstract

Computed free energies have become particularly valuable in the process

of hit discovery and ligand screening for novel therapeutics. Simulation tech-

niques based on free energy perturbation require sampling of alchemical in-

termediates which de-couple the non-bonded interactions of a molecule that

is typically bound to a receptor. Harmonic restraints are typically imposed

In order to maintain a bound-state orientation while the ligand is de-coupled.

These restraints fall into several categories: Center-of-mass (COM) restraints
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are su�cient for maintaining the ligand proximity to its original conformation

while allowing for sampling multiple binding modes, but do not aid to restrain

the original ligand orientation when non-bonded interactions are de-coupled.

Boresch restraints are commonly used to maintain a speci�c bound orientation,

requiring the combined implementation of restrained bond lengths, angles, and

dihedral angles. In this chapter, we propose an intermediate approach that

loosely maintains the bound orientation of a molecule using three position re-

straints as well as a simple analytical correction for the bias imposed by this

restraint scheme.

4.2 Introduction

Restrained double-decoupling methods have long been a standard proce-

dure for calculating protein-ligand absolute binding free energies. In this ap-

proach, the free energy of alchemically decoupling the ligand is usually calcu-

lated in two steps: First, the free energy ofrestraining the ligand is computed,

and then the free energy of decoupling the restrained ligand's non-bonded in-

teractions is determined. For a ligand in complex with its protein receptor, the

restraint is vitally important in keeping the ligand from dissociating while it is

de-coupled. For a ligand in solution, the restraint free energy can be estimated

analytically.

Currently, the most popular restraint scheme for this task is a method

by Boresch et al.[113] utilizing a set of orthogonal harmonic restraints. The

advantage of this scheme is that it provides an exact analytical expression

for the free energy of restraint for a ligand in solution. There are several

disadvantages, however. One is the practical annoyance of implementing one

distance restraint, two angle restraints, and three dihedral restraints, requiring

the choice of six di�erent force constant parameters Furthermore, the choice

of which six atoms should be restrained, and the restraint angles of ligand

poses, can be fraught. This di�culty has recently been emphasized by Proc-

caci et al.[114] who show that large biases in free energies estimated using a
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non-equilibrium work (NEW) method can be introduced when the Boresch-

restrained ligand pose does not match well with the actual pose, which is often

unknown before performing the calculation.

In this work, we propose an alternative to Boresch-style orientation re-

straints that instead uses simple harmonic position restraints and only a sin-

gle force constant. This scheme is easier to implement in practice, and very

accurate particularly when su�ciently rigid molecular substructures are re-

strained. We derive an analytical expression for the free energy of restraining

one, two, and three atom positions, and validate this using Markov Chain

Monte Carlo (MCMC) in a simple toy system. We then test the accuracy

of the analytical expression in a variety of use cases by exploring a series of

model organic compounds with various combinations of rigid aromatic rings

and 
exible aliphatic chains. Furthermore, we propose an additional term to

this expression to account for ligand 
exibility. The results suggest that this

simple position restraint scheme is su�ciently accurate to be useful in many

applications.

4.3 Free Energies of Harmonic Position Re-

straints

4.3.1 Considering a Single Position Restraint

For the case of a single harmonic position restraint with force constant

k, applied to an atom of a ligand in a cubic box of lengthL. At inverse

temperature � = 1=kB T, the con�gurational partition function is given by the

following expression:

Z =
ZZZ L=2

� L=2
e� � k

2 (x2+ y2+ z2 )dxdydz (4.1)

When k is su�ciently large, the integral is well-approximated by taking the

limits of integration to in�nity, resulting in (2 �=�k )1=2 for each translational
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degree of freedom, orZ =
�

2�
�k

� 3=2
. For an unrestrained ensemble, the partition

function is Z0 = L3, such that the free energy of restraint is:

� G(1)

kB T
= � ln

�
2�
�k

� 3=2

L3
: (4.2)

The standard free energy of restraint (i.e. for a ligand concentration of 1

M) is computed by settingL3 to the standard volumeV � = 1:660 nm3.

4.3.2 Considering a Double Position Restraint

Next, we examine a system of two harmonic position restraints, acting on

atoms at positionsx1 and x2 separated by a distanced = jx2 � x1j. There

are two limiting cases to consider. One is the case of an extremely 
exible

molecule, such that the atomic positions are completely independent of one

another. This is a somewhat unrealistic scenario, since atoms in a molecule

are chemically bonded and therefore must have correlated positions. In this

case, the free energy of restraint is simply twice that of a single restraint.

� G(2)
indep

kB T
= 2

� G(1)

kB T
= � ln

" �
2�
�k

� 3

L6

#

: (4.3)

In the other limiting case, we assume the two atoms are completely con-

strained at distanced, as a rigid rod. Without loss of generality, we can place

atom x1 at the origin, and x2 along the ẑ-axis. The rod has �ve degrees of

freedom: three translational, and two rotational. Because the distanced is

constrained in the vertical direction, restraints in theẑ-direction act to limit

vertical translation with a force constant of 2k. Restraints onx1 in the x̂- and

ŷ-directions limit translation with force constant k. Restraints on x2 in the

x̂- and ŷ-directions limit rotational freedom on the sphere of radiusd centered

on x1. For su�ciently large k, these restraints approximately reduce the con-

�gurational area on the sphere to (2�=�k ), from an unrestrained area of 4�d 2.

The derivation of this case can be found in the Appendix.
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4.3.3 Considering a Triple Position Restraint

Lastly, we consider three harmonic position restraints applied to three non-

colinear atoms in a ligand at positionsx1, x2, and x3. For the independent

case (an in�nitely 
exible molecule whose atom positions do not depend on

each other), the free energy of restraint is three times that of a single harmonic

position restraint:

� G(3)
indep

kB T
= 3

� G(1)

kB T
= � ln

�
2�
�k

� 9=2

L9
: (4.4)

In the other limiting case, we assume the molecule is completely rigid.

Without loss of generality, we again place atomx1 at the origin, and x2 along

the ẑ-axis. The third atom x3 is placed in the (x̂; ẑ) plane. This rigid triangle

of points has six degrees of freedom: three translational, and three rotational.

The rotational degrees of freedom can be ascribed to the motion ofx2 on the

surface of a sphere of radiusd12 = jx2 � x1j about atom x1, and rotation of x3

around the vector connectingx1 and x2.

The three restraints in theẑ-direction act to limit vertical translation with

a force constant of 3k. Restraints onx1 in the x̂- and ŷ-directions limit trans-

lation with force constant k. The remaining restraints account for limits in

rotational freedom. Restraints onx2 and x3 in the x̂- and ŷ-directions reduce

the con�gurational area on the sphere from 4�d 2
12 to (2�=� [(1 + e2=d2)k]),

wheree is (2�=�k )1=2(2�=�k p)1=2.

Because the distanced is constrained in the vertical direction, restraints

in the ẑ-direction act to limit this degree of translational freedom with a force

constant of 2k. Restraints on x1 in the x̂- and ŷ-directions limit translation

with force constant k. Restraints on x2 in the x̂- and ŷ-directions limit rota-

tional freedom on the sphere of radiusd centered onx1. Thus, the total free

energy of restraint is:

� ln
( 2�RT

3k )
3
2 ( 2�RT

kck )
1
2 ( 2�RT

kp1k )
1
2

8� 2cd2L3
(4.5)
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While small molecule sca�olds can often be considered su�ciently rigid

such that this approximation holds, there are also many cases where a molecule's


exibility will cause the actual restraint free energy to deviate towards the up-

per bound of independent restraints. In order to predict in the case of a

moderately 
exible ligand, we propose to predict the overall free energy for a

given k using the following equation, where� describes ligand 
exibility and

ranges between 1 for rigid molecules and 0< � < 1 for more 
exible molecules.

� G(k) = � � Grigid (k) + (1 � � )� Gindependent (k) (4.6)

4.4 Methods

4.4.1 Simulation Preparation

A total of nineteen hydrocarbon ligands were chosen as a test set to com-

pare restraint free energy biases computed via expanded ensemble molecular

dynamics simulations to the derived analytical calculation. The ligand confor-

mations were originally created using WebMO[115] and exported to PDB �les.

The molecules were then parameterized using OpenForceField-2.0.0[116, 117],

centered in a cubic periodic box with a solvent padding of 4�A, and minimized

using GPU-accelerated OpenMM-7.5.0 [118] to a tolerance of 10 for the root

mean square of all force components. The systems were then equilibrated to

300K at constant pressure before exporting to structure and topology �les for

GROMACS 2020.3[81]. These �les were then used to run �ve independent

molecular dynamics simulations for each ligand at constant volume (NVT) us-

ing an expanded ensemble protocol for which the restraint potential was scaled

between 0 and 800 kJ mol� 1 nm� 2 over thirteen intermediates, denoted� i ,

with the � -schedule favoring the more de-coupled ensembles where the poten-

tial energy distributions between intermediates have less overlap. Throughout

the simulation, the currently predicted free energy di�erences for each ensem-

ble are written out every 1ps.
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