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ABSTRACT

Autonomous mobile robots are beginning to try to help us provide different deliv-

ery services in people’s lives, such as delivering medicines in hospitals, delivering goods

in warehouses, and delivering food in restaurants. To realize this vision, robots need to

navigate autonomously and efficiently through complex, crowded, and dynamic environ-

ments filled with static obstacles, such as tables and chairs, as well as people and/or other

robots, and to achieve this using the computational resources available onboard a mobile

robot. This dissertation improves the state-of-the-art in autonomous navigation by develop-

ing learning-based algorithms to model the environment around the robot, predict changes

in the environment, and control the robot, all of which can run onboard a mobile robot

in real time. Specifically, this dissertation first proposes a set of specialized preprocessed

data representations to extract and encode useful high-level information about crowded dy-

namic environments from raw sensor data (i.e., a short history of lidar data, kinematic data

about nearby pedestrians, and a sub-goal that leads the robots towards its final destination).

Then, using these combined preprocessed data representations, this dissertation proposes a

novel crowd-aware navigation control policy that can balance collision avoidance and speed

in crowded dynamic scenes by designing a velocity obstacle-based reward function that is

used to train the robot leveraging deep reinforcement learning techniques. This dissertation

then proposes a series of hardware-friendly prediction algorithms, based on variational au-

toencoder networks, to predict a distribution of possible future states in dynamic scenes by

exploiting the kinematics and dynamics of the robot and its surrounding objects. Further-

more, this dissertation proposes a novel predictive uncertainty-aware navigation framework

to improve the safety performance of current existing control policies by incorporating the
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output of the proposed stochastic environment prediction algorithms into general naviga-

tion frameworks. Many different collected real-world datasets as well as a series of 3D

simulation experiments and hardware experiments are used to demonstrate the effective-

ness of these proposed novel learning-based prediction and control algorithms. The new

algorithms outperform other state-of-the-art algorithms in terms of collision avoidance,

robot speed, and prediction accuracy across a range of environments, crowd densities, and

robot models. It is believed that all the work included in this dissertation will promote the

development of autonomous navigation for modern mobile robots, provide highly innova-

tive solutions to the open problem of autonomous navigation in crowded dynamic scenes,

and make our daily lives more convenient and efficient.
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CHAPTER 1
INTRODUCTION

Mobile robots are beginning to enter people's lives and try to help us provide last-

mile delivery services in different human scenarios. For example, delivering sterile sup-

plies and injection medicines to patients in hospitals [1], delivering materials to various

packaging workstations in warehouses [2], delivering groceries to local residents in gro-

cery stores [3], and delivering delicious food to customers in restaurants [4], as shown in

Fig. 1.1. Note that these different application scenarios are complex, dynamic, and human-

�lled environments, but current commercial robots are limited to working in slow/conservative

motion, relatively simple, and sparsely populated conditions. There is still a long way to

go to integrate mobile robots into the crowded dynamic space in a more complete manner,

where all these application tasks have time limits and require mobile robots to navigate au-

tonomously, ef�ciently, reliably, and even socially to destinations through a partially known

space �lled with moving crowds and other static obstacles. This dissertation aims to ad-

dress some of the technical challenges of autonomous robot navigation in crowded dynamic

scenes. While static obstacles such as tables, boxes, and chairs that can be pre-mapped can

be easily and safely avoided, the main challenge lies in autonomously navigating through

crowds of pedestrians and other service robots, all of which are dynamically moving, can-

not be pre-mapped, and have no clear way to communicate and interact.

To enable autonomous navigation, a mobile robot given a goal position �rst perceives

its surroundings using its sensors such as lidars and cameras, estimates its own state (i.e.,

localizes its position relative to the environments), predicts what is going to happen, models

the states of the environment and represents them, reasons and plans a nominal path using
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(a) Hospital (b) Warehouse

(c) Grocery store (d) Restaurant

Figure 1.1.Examplesof autonomousrobotdeliveryservices.

the prior knowledge (e.g.,goal, map, and environment obstacles), calculate real-time con-

trol commands according to the processed environmental states, and �nally execute these

control commands to move to the goal position. The basic architecture of the autonomous

navigation system is shown in Fig. 1.2. Since autonomous navigation is a system-level

problem, this dissertation uses off-the-shelf solutions for the other parts (i.e., perception,

localization, planning, and actuation), and focuses on the core issues in environmental

prediction, environmental modeling and representation, and the control policy design, as

shown in red font in the Fig. 1.2. Speci�cally, these key issues include how to process

perceived sensor data and predict future environmental states (e.g.,pedestrian prediction,

scene geometry prediction, and human-robot interaction); how to model these environmen-

2



Figure 1.2.Basicarchitecturefor autonomousnavigation.

tal states and represent them in an ef�cient and concise abstraction, and how to design

robust control policies that yield autonomous, ef�cient, reliable, and even socially-aware

navigation in crowded dynamic environments.

Current traditional navigation systems [5] are heuristic-based and optimization-based

approaches that require explicitly de�ned rules, manual tuning of model parameters, and

suffer from the curse of dimensionality. However, the complex, dynamic, and implicit

human-robot and human-human interaction rules are dif�cult to de�ne explicitly and math-

ematically. The high dimensionality issues in crowded dynamic scenes also make tradi-

tional navigation approaches unable to solve them. To overcome the aforementioned limi-

tations, this dissertation explores learning-based approaches, as they can implicitly model

and represent the complex human-robot and human-human interactions by using neural

networks and address the dimensionality issues by exploiting the powerful approximation

capabilities of neural networks and utilizing a large amount of data. Speci�cally, this dis-

sertation aims to: 1) design novel environmental representations that are specialized for
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crowded dynamic spaces and allow good generalization to new environments by abstractly

modeling environmental states; 2) better predict future states of the environment (i.e.,mov-

ing robots, moving pedestrians, and static obstacles) by taking into account the uncertain-

ties of the environment; 3) design novel crowd-aware navigation control policies that can

balance safety and speed and have strong generalizability by designing reward functions

and utilizing abstract environment representations; 4) design reliable uncertainty-aware

navigation control policies that are robust to the uncertainties in environment prediction

and control actions by estimating and incorporating the uncertainties in observations and

actions into control policies.

In summary, the overall goal of this research dissertation is to develop hardware-

friendly learning-based navigation systems with strong generalizability to enable autonomous

navigation in crowded dynamic scenes �lled with static obstacles, moving robots, and dense

pedestrians, providing highly innovative solutions to the open problems of autonomous

navigation in crowded dynamic scenes. The overall dissertation outline is shown in Fig. 1.3.

Chapter 1 introduces the research background of this dissertation and the research problems

to be solved. Chapter 2 provides the necessary foundational knowledge on deep learning

techniques used in this dissertation. Chapter 3 provides a detailed literature review of the

mobile robot navigation problem, including environmental data processing and representa-

tion and control policy design. Chapter 4 presents a new set of preprocessed intermediate

environmental data representations that are specialized for navigating crowded dynamic

spaces and allow good generalization to new environments, which was originally pub-

lished in [6]. Chapter 5 presents a novel learning-based crowd-aware control policy with

strong generalizability by designing a novel velocity obstacle-based reward function that

4



Figure 1.3.Dissertation outline.

can balance safety and speed, which was originally published in [7,8]. Chapter 6 presents

a family of novel stochastic environmental predictors for resource-constrained robots to

predict a distribution of possible future states in dynamic scenes, as well as a novel predic-

tive uncertainty-aware navigation framework to improve current existing model-based and

learning-based control policies, which was originally published in [9, 10]. Finally, Chap-

ter 7 summarizes the contributions of this paper and proposes open issues to be addressed

in future work.
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CHAPTER 2
BACKGROUND

This chapter begins with a brief introduction to the fundamental concepts and tech-

niques that will be used throughout the dissertation. Speci�cally, we �rst brie�y introduce

the basic concepts of deep learning and different types of network architectures. We then

provide a general tutorial on three different categories of learning techniques: supervised

learning, unsupervised learning, and reinforcement learning.

2.1 Deep Learning Introduction

As shown in Fig. 2.1, Deep learning technology is a subset of machine learning tech-

nology that uses multi-layered neural networks (i.e., no less than 3 layers) to simulate the

complex decision-making capabilities of the human brain. Deep learning is the represen-

tation learning method that requires large amounts of data and powerful computing power

to learn useful information and provide decision-making capabilities. Therefore, with the

launch of ImageNet [11], the �rst large-scale image dataset, and the increase in GPU com-

puting speed, deep learning technology became popular in the �eld of computer vision

around the 2010s, and was quickly used in other diverse application areas such as natural

language processing, healthcare, and robotics over the next decade.

Since data is a key component of deep learning, researchers developed three common

deep neural network architectures to handle three typical data categories: fully connected

neural network (FCNN) to handle vector-like data such as lidar sensor data or any tabular

data, convolutional neural network (CNN) to handle grid-like data such as images or any

data with spatial relationships, and recurrent neural network (RNN) to handle sequential

data such as text data or any sequential data. In order to build these three common network
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Figure 2.1.An il lustration of thedeeplearning structure.

architectures, we need to introduce a key layer, which guarantees the strong approximation

performance of deep neural networks: the activation layer. The activation layer is a cru-

cial component layer in a neural network that uses activation functions to add nonlinearity

to the network. While other types of neural network layers only provide linear opera-

tions or matrix multiplications, this nonlinearity is essential and allows neural networks to

learn complex data patterns and model any nonlinear relationships in real-world data. The

common activation functions include sigmoid, recti�ed linear unit(ReLU), and hyperbolic

tangent (Tanh), which are shown in Fig. 2.2.

In simple terms, deep neural networks are composed of several linear operation layers

and nonlinear operation layers. If we use the three-layer deep neural network model in

Fig. 2.1 as an illustration example, the input data is represented byx, the desired output

data is represented byy, the output of hidden layers is represented byh, the deep neural

network model is represented byf , the model parameters are represented by the weightsw
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Figure 2.2.An il lustration of differentactivation functions.

and the biasesb, and the nonlinear operation is represented bys (�). Then, our three-layer

deep neural network modely = f (x;w;b) can be expressed mathematically at each layer:

h1 = s (x � w1 + b1); (2.1a)

h2 = s (h1 � w2 + b2); (2.1b)

h3 = s (h2 � w3 + b3); (2.1c)

y = s (h3 � w4 + b4): (2.1d)

All three common deep network architectures can be summarized mathematically as (2.1).

The key difference lies in the choice of linear operation layers (e.g.,fully connected layer,

convolutional layer, and recurrent layer).

2.1.1 Fully Connected Neural Network

A fully connected neural network is a deep neural network in which every neuron

in one hidden layer is connected to every neuron in the next hidden layer. It has dense

connections, and its information transfer direction is feedforward without any loops. The

key linear operation layer of FCNNs is called the fully connected layer, which applies a

linear transformation to the input vector through many weight vectors. Therefore the key
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components of FCNNs are fully connected layers and activation layers. As mentioned

in Sec. 2.1, FCNNs are used to handle vector-like data to solve 1D data classi�cation,

regression, and function approximation tasks. The most popular FCNN is the multilayer

perceptron (MLP) [12], which has also become the basic module for other more complex

neural network architectures. However, FCNNs can be computationally expensive and

prone to over�tting in high-dimensional data due to dense connections of each neuron.

2.1.2 Convolutional Neural Network

In order to solve the problem of high computational complexity of FCNNs and pro-

cess grid-like high-dimensional data, researchers proposed the convolutional neural net-

work architecture. The key linear operation layer of CNNs is called the convolutional

layer, which applies a linear transformation to the input matrix through many small convo-

lution kernels. Due to the kernel convolution operation, it has relatively sparse connections,

and its information transmission direction is also feedforward without any loops. In addi-

tion, to further reduce the computational load, convolutional layers are often combined

with pooling layers (e.g.,average pooling and maximum pooling). Pooling layers are used

to reduce the spatial dimensions of the grid-like feature maps to reduce computational

load and control over�tting in high-dimensional data. Therefore the key components of

CNNs are convolutional layers, activation layers, pooling layers, and fully connected lay-

ers. Note that CNNs are well suited for processing grid-like visual data and solving com-

puter vision-related tasks, including image classi�cation, object detection, and image seg-

mentation. There are many famous and typical CNN-based networks, such as LeNet [13],

AlexNet [14], VGGNet [15], and ResNet [16], used to solve these computer vision-related
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tasks. However, like FCNNs, CNNs also use a feedforward network architecture and can-

not handle sequential data, limiting their application in time series forecasting and analysis.

2.1.3 Recurrent Neural Network

In order to handle temporal and sequential data, researchers proposed the recurrent

neural network architecture. Unlike FCNNs and CNNs, which use feedforward network

architectures, RNNs use a feedback network architecture, which has connections that form

directed loops and allows them to maintain a “memory” of previous inputs by using their

internal state. This feedback connection is implemented by the key linear operation layer

(recurrent layer) of RNNs, where the recurrent layer has a hidden state to store previous

information and each neuron in the recurrent layer can receive input from previous steps

in the sequence, allowing information to be retained. The key components of RNNs are

recurrent layers, activation layers, and fully connected layers. Due to their “memory”

properties, RNNs are particularly effective for solving sequential data tasks, such as time

series prediction, natural language processing, and video analysis. There are two main and

popular variants of the Vanilla RNN used in current real-world applications: the long short-

term memory (LSTM) [17] and gated recurrent unit (GRU) [18]. LSTM aims to overcome

the vanishing gradient problem of Vanilla RNN, while GRU aims to simplify the complex

structure of LSTM. However, RNNs have a higher computational load compared to CNNs

and FCNNs because they need to maintain memory of previous inputs.

2.2 Primary Learning Techniques

In addition to designing deep neural network architectures, another key issue is how

to train these deep neural networks with data. We can regard this deep neural network
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Figure 2.3.Threeprimarydeeplearning techniques.

training problem as an optimization problem. If we go back to our three-layer deep neural

network example in Fig. 2.1 and useq to denote the model parameters (i.e.,w andb), then

our deep neural network model can be expressed as:

y = fq (x): (2.2)

Then, the objective of our training problem is to �nd the optimal model parametersq � to

minimize the lossL between the outputy and the desired output datay� , which can be

expressed as:

q � = argmin
q

Lq (y;y� ): (2.3)

Three primary learning techniques used to solve this optimization problem and train

deep neural network models are supervised learning, unsupervised learning, and reinforce-

ment learning, as shown in Fig. 2.3.
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2.2.1 Supervised Learning

Supervised learning is a type of deep learning that uses labeled datasets to train deep

neural networks to learn relationships between inputs and outputs. The desired output data

y� in (2.3) is the ground truth label from the labeled dataset. The key idea of supervised

learning is creating a well-labeled dataset, where the demonstrator or teacher provides ac-

curate required label data to teach the student (i.e., deep neural network) to learn the un-

derlying patterns between network inputs and outputs. However, dataset collection and

labeling are time-consuming and labor-intensive. Supervised learning is the most popular

learning technique for training deep neural networks using labeled datasets. It is well suited

for solving tasks in three main areas: classi�cation, regression, and object detection.

The common supervised learning loss functionsL in (2.3) include classi�cation

losses (e.g.,cross-entropy loss and hinge loss) and regression losses (e.g.,mean squared

error (MSE) loss and mean absolute error (MAE) loss). With a supervised learning loss

function de�ned, a common algorithm for solving the optimization problem in (2.3) is the

stochastic gradient descent (SGD) algorithm, as shown in Algorithm 2.1. Note that we use

the supervised learning technique to solve the object detection and navigation control tasks

in our mobile robot navigation problems.

2.2.2 Unupervised Learning

Unlike supervised learning, where the deep neural network model learns from the

labeled dataset, unsupervised learning is a type of deep learning that uses only unlabeled

input data to train deep neural networks to self-learn relationships behind unlabeled input

data. There is no labeled ground truth data or the desired output datay� in (2.3) is the
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Algorithm 2.1: Stochastic Gradient Descent
Input: training datasetD = ( x;y� )

Input: the initial model parametersq0

Input: learning rate or step sizea

Input: batch sizem

Input: the number of training stepsN

Output: the optimal model parametersq �

1: for k = 1;2;3; : : : ;N do

2: Extractmdataset sample pairs:Di = ( xi ;y�
i )  sample fromD = ( x;y� )

3: Do deep neural network model inference:yi = fq (xi)

4: Update model parameters:qk+ 1 = qk � a 1
m å m

i= 1ÑLq (yi ;y�
i )

5: end for

6: return q � = qN

input datax itself. The key idea of unsupervised learning is using a deep neural network to

self-learn the underlying patterns or structures within the unlabeled data on its own. It is

designed to solve problems that researchers do not know the answers to, especially when

they have large amounts of data. Therefore unsupervised learning is well suited for solving

tasks in three main areas: clustering, association, and reconstruction.

The common unsupervised learning loss functionsL in (2.3) include reconstruction

losses ((e.g.,mean squared error (MSE) loss and binary cross-entropy (BCE) loss)) and

clustering losses (e.g.,Kullback-Leibler (KL) divergence loss). Unsupervised learning also

uses the stochastic gradient descent algorithm in Algorithm 2.1 to train deep neural net-

work models. Note that we the unsupervised learning technique to solve the environment

reconstruction and prediction tasks in our mobile robot navigation problems.
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2.2.3 Reinforcement Learning

Unlike supervised learning and unsupervised learning, which use datasets for train-

ing, reinforcement learning is a type of deep learning that uses the experience of interaction

with the environment to train deep neural network-based agents to learn to make decisions.

It involves learning through trial and error and adjusting an agent's behavior in the envi-

ronment based on feedback in the form of rewards or punishments. The key idea of rein-

forcement learning is to maximize the cumulative reward of a deep neural network-based

agent acting in the environment over time. Therefore reinforcement learning is well suited

for solving sequential decision-making tasks.

Although there is no desired output data to guide the optimization of reinforcement

learning, there is customized reward feedback. In order to use reinforcement learning tech-

niques to train deep neural network-based agents, we need to rewrite the loss functionL in

(2.3) in terms of cumulative rewards instead of desired output datay� . To do this, we �rst

formulate the sequential decision-making process as a partially observable Markov deci-

sion process (POMDP), which is denoted by a 6-tuplehS;A;T;R;W;Oi whereSis the state

space,A is the action space,T is the state-transition model,R is the reward function,Wis

the observation space, andO is the observation probability distribution. Then, the general

objectiveL(q) of reinforcement learning training is to maximize the expected discounted

return by optimizing the deep neural network model:

L(q) = Epq

"
¥

å
t= 0

gtRt

#

; (2.4)
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whereg is the discount rate in the range of[0;1], Epq [�] denotes the expected value of a

random variable assuming the agent follows the deep neural network modelfq (x).

There are two main types of deep reinforcement learning algorithms to help train

deep neural network-based agents: model-based algorithms and model-free algorithms.

The key difference between model-based and model-free algorithms is whether they require

the use of a model of the environment that predicts future states and rewards. Model-based

algorithms require such an environment model, while model-free algorithms do not. The

typical model-based algorithms include world models [19], imagination-augmented agents

(I2A) [20], model-based reinforcement learning with model-free �ne-tuning (MBMF) [21],

and model-based value expansion (MBVE) [22]. The typical model-free algorithms include

deep Q-networks (DQN) [23], deep deterministic policy gradient (DDPG) [24], twin de-

layed DDPG (TD3) [25], asynchronous advantage actor-critic (A2C/A3C) [26], trust region

policy optimization (TRPO) [27], and proximal policy optimization (PPO) [28]. Due to the

dif�culty of obtaining/learning an environment model, most robotics researchers choose

model-free algorithms to train their robotic agents, especially using the PPO algorithm (as

shown in Algorithm 2.2). A major advantage of the PPO algorithm is that it is much sim-

pler to implement and can achieve comparable or better results than other state-of-the-art

algorithms (e.g.,A2C [26], TRPO [27] and ACER [29]). Note that we use the reinforce-

ment learning technique with the PPO algorithm to solve the navigation control tasks in

our mobile robot navigation problems.
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Algorithm 2.2: PPO-Clip
Input: intial policy parametersq0

Input: initial value function parametersf 0

Input: the number of training stepsN

Output: the optimal policy parametersq �

Output: the optimal value function parametersf �

1: for k = 1;2;3; : : : ;N do

2: Collect set of trajectories:Dk = f t ig  running fqk (xk) in the environment

3: Compute the reward estimates:R̂t = å T
t0= t gt0� trt0

4: Compute the advantage estimates:Ât = R̂t � Vf (st)

5: Update the policy parameters by maximizing the PPO-Clip objective:

qk+ 1 = � argmin
q

1
jDk jT å

t 2Dk

T
å

t= 0
min

�
fqk+ 1

(at jst )
fqk (at jst )

Afqk (st ;at);g(e;Afqk (st ;at))
�

typically via Algorithm 2.1

6: Fit value function by regression on mean squared error:

f k+ 1 = argmin
f

1
jDk jT å

t 2Dk

T
å

t= 0

�
Vf (st) � R̂t

� 2

typically via Algorithm 2.1

7: end for

8: return q � = qN, f � = f N

2.3 Deep Neural Network Optimization

Due to limited computing capability, energy, memory, and storage, resource-constrained

robots always need hardware-friendly deep learning algorithms. Before designing a deep

learning algorithm for a robot, it is important to consider the computational resources in

the robot and maintain a good balance between performance and computational ef�ciency.

Many researchers have been working on accelerating deep learning algorithms from hard-

ware and software aspects, or both. Compared to hardware acceleration, which requires

signi�cant redesign and manufacturing changes using specialized hardware architectures
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such as �eld programmable gate arrays (FPGAs), neural processing units (NPUs), and cus-

tom application-speci�c integrated circuits (ASICs) (most robots are not equipped with

these specialized hardware computing devices), software acceleration offers greater advan-

tages by enabling �exibility and adaptability through modi�cations to deep neural networks

and other software optimizations. As summarized in surveys [30,31], the mainstream soft-

ware acceleration methods can be divided into four categories: network pruning, weight

quantization and sharing, knowledge distillation, and customized network design.

2.3.1 Network Pruning

The key idea of network pruning is to analyze the different components of complex

deep neural networks and remove unimportant components, such as unimportant chan-

nels [32,33], unimportant kernel �lters [34,35], unimportant network connections [36,37],

and even unimportant layers [38, 39]. However, network pruning requires expertise and

experience to analyze the network model and can easily lead to performance degradation.

2.3.2 Weight Quantization and Sharing

To avoid the extra knowledge of pruning, many researchers focus on network model

weight quantization and sharing, such as using Huffman coding to quantize weights [40],

reduce the number of bits representing model weights [41,42], and share weights between

different network connections or different layers [43, 44]. However, weight quantization

often requires a good trade-off between performance and bit quantization, and requires

hardware computing devices to support its low-precision arithmetic operations.
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2.3.3 Knowledge Distillation

To keep network model performance and compress neural network, Hinton et al. [45]

�rst proposed the knowledge distillation technique, the key idea of which is to train a small

and simple “student” network model to learn the output of a large and complex “teacher”

network model. Following the basic distillation idea, many improvement variants are pro-

posed to reduce the learning gap between the “student” network and the “teacher” network

such as adding a middle-size network as the “teaching assistant” [46, 47], using early-

stopped knowledge distillation “teacher” network [48], and incorporating cross-domain

distillation training [49]. Although knowledge distillation requires the selection of ap-

propriate “student” or “teacher” networks, it provides more freedom to choose different

compressed network architectures and provides the potential possibility of obtaining com-

pressed “student” network models with better generalization capabilities. Note that we use

knowledge distillation techniques to software optimize deep neural networks for the task

of environment prediction in our mobile robot navigation problems.

2.3.4 Customized Network Design

A more liberal option for compressing deep neural networks is to directly custom de-

sign an ef�cient small neural network to implement the desired task. For example, Iandola

et al. [50] propose an ef�cient SqueezeNet network architecture by using 1x1 convolutions

and delayed downsampling to maintain a small model size without compromising accu-

racy. Google researchers propose the ef�cient MobileNet series (i.e., MobileNetV1 [33],

MobileNetV2 [51], and MobileNetV3 [52]) that uses depthwise convolutions and point-

wise convolutions to replace the standard convolution to build lightweight deep neural
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networks. Similarly, Megvii researchers propose the ef�cient Shuf�eNet series (i.e.,Shuf-

�eNetV1 [53] and Shuf�eNetV2 [54]) by using group convolutions and channel shuf�e

operations to reduce the number of computations and parameters. All of these ef�cient net-

work architectures have been widely used in different computer vision applications, such

as image classi�cation, object detection, and semantic segmentation. Although design-

ing such an ef�cient network architecture requires some speci�c knowledge and wizardry,

it shows great potential in balancing the trade-off between accuracy and computational

ef�ciency and is suitable for robotics applications. Note that we also customize hardware-

friendly deep neural networks based on our data representation to provide navigation con-

trol policies in our mobile robot navigation problems.

2.4 Summary

In this chapter, we brie�y introduced the basics of deep learning technology, includ-

ing basic neural network architectures, training methods, and neural network compression

and optimization techniques. These materials are the cornerstone for all the work in this

dissertation. We use them to help design and implement all learning-based algorithms for

open problems in mobile robot navigation, such as environment perception, representation,

prediction, and control policy design.
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CHAPTER 3
LITERATURE REVIEW

3.1 Overview

As discussed in Chapter 1, one common application of autonomous mobile robots is

replacing manual labor to provide last-mile delivery services. All these delivery tasks have

time limits and require mobile robots to navigate autonomously and quickly to destina-

tions through a partially known space �lled with moving people and other static obstacles,

as shown in Fig. 3.1. The main challenges faced by these mobile robots are perceiving

complex environments, especially unknown and dynamic pedestrians; extracting useful in-

formation; and generating a policy that yields autonomous navigation.

Beginning in the 1980s, researchers began to construct occupancy grid maps of

the surrounding environment for robots and used path planning algorithms (e.g., Dijk-

stra's [55], A* [56], and Rapidly-Exploring Random Trees (RRT) [57]) as global planners

to solve mobile robot navigation problems. The basic framework of this initial navigation

stack is shown in Fig. 3.2(a). To successfully navigate to the destination, the global plan-

ner provides a collision-free path for a mobile robot from the current position to the goal

position by acquiring a full/partial map of the environment, the goal position, the robot

position, and even surrounding obstacles. The robot then simply sends control commands

to its actuators to follow this collision-free path to its destination. If any new obstacles are

detected and the cost map is changed, the global planner will re-plan a new global path for

the robot. Although such a navigation stack with a single global planner is straightforward,

it is computationally inef�cient if the environment is dynamic and changing. Furthermore,
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(a) Simulated indoor environment

(b) Real-world outdoor environment

Figure 3.1. Il lustration of the robot navigation problem. The robot navigates
through crowds in a simulated indoor environment and a real-world outdoor envi-
ronment. The robot is following a nominal path (green line) to the goal (red disk)
while avoiding pedestrians (blue arrows show current velocity).

even state-of-the-art planning algorithms cannot effectively deal with moving obstacles and

consistently provide collision-free paths in dynamic environments [58].

To reduce computational stress and improve collision avoidance performance for

moving obstacles, a reactive local planner is added to the initial navigation stack to handle

moving obstacles and local changes in the environments. This new framework combining
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global planner and local planner has become the mainstream framework of robot naviga-

tion, as shown in Fig. 3.2(b). In this new framework, the global planner only needs to

provide the nominal path to the �nal goal position according to the known map, and the

local planner uses the perceived obstacle states in the local perception window and the

kinematics and dynamics of the robot to avoid moving obstacles in real time. The most

typical local planners are built by dynamic window approach (DWA) [5] and velocity ob-

stacle (VO)-based approaches [59–61] proposed from the 1990s. In particular, the DWA

local planner, which is incorporated into the Robot Operating System (ROS) [62] naviga-

tion stack with a global planner (using the framework with both global and local planners),

is widely used in current commercial mobile robots. However, these navigation stacks

with different model-based local planners (e.g.,DWA and VOs) only work well in sparse

dynamic environments and are still unable to handle crowded dynamic environments.

To achieve autonomous navigation in crowded dynamic scenes, under the navigation

framework of global and local planners, researchers are currently trying to design local

collision avoidance planners using deep learning techniques such as supervised learning,

unsupervised learning, and reinforcement learning [63]. The basic structure of learning-

based control approaches is shown in Fig. 3.3, which can be divided into the forward in-

ference stage and the backward training stage. In the forward inference stage, input data,

which can be raw sensor data (e.g.,lidar scans and camera images) or preprocessed sensor

data (e.g.,pedestrian current motions and trajectory predictions), and the goal position are

directly fed into the control policy to calculate the desired control velocities online. Note

that, unlike traditional model-based control policies that require multi-stage formula com-

putation or optimization, the learning-based control policy is simply represented by a deep
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(a) Framework with a single global planner

(b) Framework with both global and local planners

Figure 3.2.Basic frameworksof therobotnavigation stack.

neural network (DNN). A deep neural network is a black box for approximating complex

computational processes. The typical DNN architectures include fully connected neural

networks (FCN), convolutional neural networks (CNN), recurrent neural networks (RNN),

graph neural networks (GNN), and transformer neural networks. The backward training

stage is used to train the control policy network of�ine. The �rst step in the backward

training stage is to feed the output control velocities into the loss calculation module to

calculate the loss. While supervised learning-based approaches directly compare the dif-

ference between output and ground truth labels, and usually use cross-entropy and mean
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Figure 3.3.Basicstructureof learning-basedcontrol approaches.

square error loss functions to calculate the loss, reinforcement learning-based approaches

indirectly use experienced reward functions to evaluate the goodness of the output and use

different types of algorithms such as deep deterministic policy gradient (DDPG) [24] and

proximal policy optimization (PPO) [28] to calculate the loss. After calculating the loss, the

backpropagation module computes the gradients of the loss function with respect to each

neural network layer and backpropagates them layer by layer to the policy network. Finally,

gradient descent methods such as stochastic gradient descent (SGD) [64] and Adam [65]

can be used to train the policy network by automatically updating network parameters to

minimize loss.

In this chapter, we describe in detail previous work on the robot navigation problem

from the 1980s to the present, especially the processing of environmental data and the

design of local planners. The processing of environmental data includes environmental

data perception and representation, environmental data collection, and environmental data

prediction. The design of local planners can be divided into two broad categories: model-
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based and learning-based. Among them, learning-based approaches can be further divided

into supervised learning-based and reinforcement learning-based.

3.2 Environmental Data Processing

3.2.1 Environmental Perception and Representation

The �rst prerequisite for robots to navigate and perform tasks is to use their sensors

to perceive the surrounding environment. The main sensors for robot perception can be

divided into two categories: range sensors and vision sensors. Range sensors include ul-

trasonic sensors, infrared sensors, lidar sensors, and radar sensors. Vision sensors include

many different types of camera sensors such as grey cameras, RGB cameras, depth cam-

eras, and stereo cameras. Due to technical limitations in the 1990s, ultrasonic sensors and

infrared sensors were widely used for robot navigation. For example, Fox et al. [5] use

ultrasonic sensors to perceive the environment and create obstacle costmaps to represent

complex environments. Flynn et al. [66] combine ultrasonic sensors with infrared sensors

to sense the environment and build the curvature primal sketch representation to represent

the detected objects. However, these two types of range sensors have low accuracy and

short detection range.

As technology develops, researchers are using lidar sensors with higher accuracy

and longer detection ranges to provide environmental perception. Ferrer et al. [67] use li-

dar information to detect people and other static objects and provide obstacle information

representation for their social force navigation model. Many learning-based navigation

works [68–73] directly use raw lidar scan data directly as input data representation and

feed it into their neural networks to provide navigation behavior. However, these distance
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sensors are more suitable for providing information about geometric shapes and their dis-

tances, but have dif�culty in providing information about object categories.

To perceive more meaningful semantic object information, some learning-based nav-

igation works [74–76] similarly directly use raw camera RGB images as input data repre-

sentation and feed them into their neural networks to implicitly extract useful object infor-

mation. Instead of using raw camera data representation, Liu et al. [77] use object detection

algorithms to preprocess the raw camera RGB and depth data to obtain pedestrian position

and velocity information as the data representation of their control policy network. Fur-

thermore, many other learning-based navigation works [78–80] preprocess both camera

data and lidar point cloud data to extract the position and velocity of pedestrians as the data

representation. Similarly, other works [81–83] have combined lidar sensors and camera

sensors to capture and model complex robot-human interactions, which helps robot nav-

igation. Sathyamoorthy et al. [84] and Huang et al. [85] also leverage preprocessed data

from lidar and camera sensors to predict pedestrian trajectories and used them as prepro-

cessed data representation to improve safe robot navigation.

Following this trend, we can see that environmental perception and data represen-

tation are important issues for robot navigation because they determine the robot's ability

to perceive its surroundings. How to fuse different types of sensors and design a suitable

preprocessed data representation is still an open problem to be solved.

3.2.2 Environmental Prediction

After mobile robots use their sensors to perceive the state of their environments,

another important option is to accurately and reliably predict how the surrounding environ-
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ment will change based on these sensor data. This will allow mobile robots to proactively

act to avoid potential future collisions, a key part of autonomous robot navigation.

Environment prediction remains an open problem as the future state of the environ-

ment is unknown, complex, and stochastic. Many interesting works have focused on this

prediction problem. Traditional object detection and tracking methods [86, 87] use multi-

stage procedures, hand-designed features, and explicitly detect and track objects. More

recently, deep learning (DL)-based methods that are detection and tracking-free have been

able to obtain more accurate predictions [88–93]. Occupancy grid maps (OGMs), the most

widely successful spatial representations in robotics, are the most common environment

representations in these DL-based methods. This transforms the complex environment pre-

diction problem into an OGM prediction problem, outlined in Fig. 6.1. Since OGMs can

be treated as images (both are 2D arrays of data), the multi-step OGM prediction problem

can be thought of as a video prediction task, a well-studied problem in machine learning.

The most common technique for OGM prediction uses recurrent neural networks

(RNNs), which are widely used in video prediction (e.g.,ConvLSTM [94], PredNet [95],

and PhyDNet [96]). For example, Ondruska et al. [88] �rst propose an RNN-based deep

tracking framework to directly track and predict unoccluded OGM states from raw sensor

data. Itkina et al. [89] directly adapt PredNet [95] to predict the dynamic OGMs (DOG-

Mas) in urban scenes. Following this line of thought, Toyungyernsub et al. [90] decouple

the static and dynamic OGMs and propose a double-prong PredNet to predict occupancy

states of the environment. Similarly, Schreiber et al. [91, 92] embed the ConvLSTM units

in the U-Net architecture to capture spatio-temporal information of DOGMs and predict

them in the stationary vehicle setting. Lange et al. [93] propose two attention-augmented
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ConvLSTM networks to capture long-range dependencies and predict future OGMs in the

moving vehicle setting. However, these image-based works only focus on improving net-

work architectures and just treat the OGMs as images, assuming their network architectures

can implicitly capture useful information from the kinematics and dynamics behind the en-

vironment with suf�cient good data.

While pure image-based methods are simple and explicitly ignore the dynamic in-

formation of the environment, many other DL-based approaches exploit the ego-motion

information and motion �ow of the environment to improve the OGM prediction accuracy.

By using a combination of input placement and recurrent states shifting to compensate for

the ego-motion, Schreiber et al. [97] extend their previous image-based works [91, 92] to

predict DOGMs in moving ego-vehicle scenarios. By extending the deep tracking frame-

work [88] with a spatial transformer module to compensate for ego-motion, Dequaire et

al. [98] propose a gated recurrent unit (GRU)-based deep tracking network with a spa-

tial transformer module (STM) for ego-motion compensation to predict multi-steps future

states in stationary and moving vehicle settings. Song et al. [99] propose a GRU-based

LiDAR-FlowNet to estimate the forward and backward motion �ow between two consecu-

tive OGMs and predict future OGMs. Thomas et al. [100, 101] directly encode spatiotem-

poral information into the world coordinate frame and propose a 3D-2D feedforward archi-

tecture, called DeepSOGM, to predict futures. By considering the ego-motion and motion

�ow together, Mohajerin et al. [102] �rst use the standard geometric image transformation

to compensate for the ego-motion of the vehicle, then propose a ConvLSTM-based differ-

ence learning architecture to extract the motion difference between consecutive OGMs, and

�nally predict multi-step future states. However, most of these motion-based works are de-
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signed for vehicle scenarios, and their network models have a large memory footprint and

require signi�cant computation, putting them out of the range for small mobile robots with

limited resources. Furthermore, all the above-described works only provide deterministic

OGM predictions and cannot estimate the uncertainty of future states, which is a key point

in helping robots operate in complex, dynamic, and hazardous environments. How to pro-

vide effective stochastic environmental prediction with uncertainty estimation in complex

dynamic environments remains an important problem to be solved.

3.3 Control Policy Design

3.3.1 Model-based Approaches

A typical model-based approach is the ROS navigation stack, which uses costmaps

to store obstacle information and uses the dynamic window approach (DWA) planner [5]

to do local planning. Based on the ROS navigation stack, Singamaneni et al. [103] recently

add human safety and visibility costmaps into both global and local planners to handle

human-aware navigation problems. Another class of model-based approaches are veloc-

ity obstacle-based algorithms [59–61], which map the dynamic environment into the robot

velocity space and generate safe control velocities from these velocity constraints. Simi-

larly, Arul et al. [104] combine reciprocal velocity obstacles with buffered Voronoi cells

to solve multi-agent navigation problems. A third class of model-based approaches uses

model predictive control [105, 106], which can integrate collision avoidance and obstacle

dynamics into robot constraints. Other model-based approaches attempt to directly model

how humans and robots interact, using social forces [67, 107], Gaussian mixture models

(GMM) [108], or a combination of potential functions and limit cycles [109]. All of those
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model-based approaches require knowledge of pedestrian kinematics, utilize multi-stage

procedures to process sensor data, and often require practitioners to carefully hand-tune

model parameters, making them dif�cult to implement and generalize to new scenarios.

3.3.2 Supervised Learning-based Approaches

With the success of deep learning in the computer vision area, many researchers

started to apply learning-based approaches to other problems, including robot navigation.

Unlike the traditional model-based approaches with multi-stage procedures, several recent

works use deep neural networks to learn end-to-end control policies that generate steering

commands directly from raw sensor data. Pfeiffer et al. [68] create a data-driven end-to-

end motion planner that uses a convolutional neural network (CNN) to generate a linear

and angular velocity from raw lidar data. Tai et al. [74] also use a CNN to select from

one of �ve discrete robot control commands using raw depth camera data as input. Lo-

quercio et al. [75] use a similar approach with raw camera image data to train a control

policy that enables a drone to drive safely in the streets. Similarly, Kahn et al. [76] also

use the raw camera image data to train an end-to-end learning-based mobile robot navi-

gation system that can navigate in real-world environments with geometrically distracting

obstacles. However, most of these end-to-end approaches only focus on static environ-

ments. For dynamic environments, Pokle et al. [73] use multiple CNN networks to learn

multimodal high-level features from raw sensor data. A CNN-based local planner fuses

these features to generate velocity commands. However, their learned feature-based con-

trol policy was only tested in a relatively open simulated environment with no more than 3

moving pedestrians. Furthermore, these policies are trained via supervised learning meth-
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ods, which requires collecting a lot of expert demonstrations to train the network and learn

safe navigation behaviors.

3.3.3 Reinforcement Learning-based Approaches

Compared with supervised learning-based methods, DRL-based approaches are more

commonly used for navigation in dynamic environments. Using the proximal policy op-

timization (PPO) algorithm [28], Long et al. [69, 70] �rst propose a fully decentralized

multi-robot collision avoidance framework using 2D raw lidar range data. Following this

line of thought, Guldenring et al. [71] investigate the different state representations of 2D

lidar data, and use the PPO training algorithm to train a human-aware navigation policy.

Arpino et al. [72] present a multi-layout training regime that uses raw lidar data as its input

to train an indoor navigation policy. Huang et al. [85] construct a multi-modal late fusion

network to fuse raw lidar data and raw camera image data. Although these sensor-level

approaches can quickly and easily generate control policies, they cannot distinguish be-

tween static or dynamic obstacles, nor can they utilize high-level information such as the

positions and velocities of obstacles.

To address the limitations of using only raw sensor data, many other works leverage

information about pedestrian motion to enable safe navigation in dynamic environments.

Everett et al. [78–80] directly feed the relative position and velocity of pedestrians into the

neural network, and generate socially aware collision avoidance policies for pedestrian-rich

environments. Chen et al. [110] focus on jointly modeling human-robot and human-human

interactions by a self-attention mechanism. Immediately afterwards, they also propose a

relational graph learning network to infer robot-human interactions and predict their tra-
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jectories [81]. Similarly, another work [111] encodes the crowd state with a graph con-

volutional network (GCN) and predicts human attention. Recently, Liu et al. [77] use a

decentralized structural-recurrent neural network (RNN) to model the interaction between

the robot and pedestrians. One major drawback of these agent-level approaches is that they

are only suitable for solving crowded navigation problems in open spaces and ignore static

obstacles and geometric constraints in the layout. To solve this issue, Liu et al. [83] ex-

pand the work of Chen et al. [110] by adding additional static obstacle maps, but they need

two parallel network models to handle the presence/absence of pedestrians. Sathyamoorthy

et al. [84] expand the PPO training policy of Long et al. [69] by using a late fusion net-

work to combine raw lidar data with pedestrian trajectory predictions. Dugas et al. [112]

use unsupervised learning architectures to predict and reconstruct future lidar latent states.

However, most of the above-described works only focus on exploiting the sensor perception

information and its data representations, but ignore the reward function design.

Towards this, Xu et al. [113] propose a knowledge distillation reward term to en-

courage the robot to learn expert behaviors. Patel et al. [114] propose a square warning

region-based reward function to encourage the robot to navigate in the direction opposite

to the heading direction of obstacles. However, the effect of knowledge distillation reward

largely depends on the quality of the expert dataset, and the reward function based on the

square warning region is too conservative, resulting in slow actions. Reward function de-

sign in reinforcement learning-based policies remains an open problem for robot navigation

in crowded dynamic environments.
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Table 3.1. Summary of the different categories of robot navigation methods.

Approaches Model-based Supervised learning-based Reinforcement learning-based

Literatures [5,59–61,67,103–109] [68,73–76] [69–72,77–81,83–85,110–114]

Application environments
Static environments

Sparse dynamic environments

Static environments

Sparse dynamic environments

Static environments

Sparse dynamic environments

Crowded dynamic environments

Environmental representation

Raw 2D lidar scans

Robot positions/velocities

Obstacle positions/velocities

Raw 2D/3D lidar scans

Raw RGB/gray camera images

Raw depth camera images

Raw Point cloud data

Raw 2D/3D lidar scans

Raw RGB/gray camera images

Raw depth camera images

Raw Point cloud data

Robot positions/velocities

Pedestrian positions/velocities

Pedestrian trajectory predictions

Lidar state reconstructions/predictions

Human-robot interactions

Tuning parameters Hand tuning Data-driven tuning Experience-driven tuning

Advantages

Rule-based

Easy to explain

Explicitly de�ne constraints

Data-based

Behavior cloning

No curse of dimensionality

Experience-based

Similar to human learning

No curse of dimensionality

Disadvantages

Require expert knowledge

Manually tuning parameters

Multi-stage procedures

Curse of dimensionality

Black box

Lack of explainability

No safety guarantees

Laboriously collect data

Black box

Lack of explainability

No safety guarantees

Sim-to-real gap

Carefully design reward function

3.4 Comparative Analysis

There is an abundance of studies that focus on robot navigation problems, with solu-

tions ranging from traditional model-based approaches to learning-based approaches (i.e.,

supervised learning-based approaches and reinforcement learning-based approaches). Ta-

ble 3.1 summarizes the general characteristics of these three different categories of meth-

ods from different features such as environmental data representation and their advan-

tages/disadvantages.

Typical model-based approaches compute ef�cient paths and the parameters are eas-

ily interpretable, but require manually adjusting model parameters for different scenarios,
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making them dif�cult to implement and adapt to new settings [5, 59–61, 67, 103–109]. On

the other hand, learning-based methods utilize machine learning techniques to automate

these model generation and parameter tuning steps, either in a supervised setting using ex-

pert demonstrations or in a reinforcement learning setting using trial and error. Supervised

learning-based approaches are purely data-driven and easy to use, but only work well in

static or sparse dynamic environments and require laboriously collecting a representative

set of expert demonstrations to train networks [6, 68, 73–76]. Reinforcement learning-

based approaches are experience-driven, similar to human learning, and work in crowded

dynamic environments, but typically rely solely on simulated data and require carefully

designing a reward function [69–72, 77–81, 83–85, 110–114]. Although each type of ap-

proach has its own advantages and disadvantages, we choose the reinforcement learning-

based framework to address crowded dynamic navigation because it is dif�cult to manually

design a general model or collect effective training data in uncontrolled and human-�lled

environments. The reward function design also gives us more freedom to integrate the

strengths of model-based and learning-based approaches.

However, even with DRL-based frameworks, there are still many open issues that

need to be addressed in crowded dynamic navigation. One key set of issues in environ-

mental modeling, representation, and prediction is how to process the sensor data per-

ceived from crowd dynamic environments, how to analyze environmental factors (e.g.,

static obstacles and moving pedestrians) to predict the future states of the surrounding

environments, and how to ef�ciently and accurately model complex environmental states

and design ef�cient data representations to represent them. Another key set of issues in

control policies is how to improve the generalizability and bridge the sim-to-real gap, how
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to maintain a balance between different navigation needs (e.g.,crowd-aware, intent-aware,

uncertainty-aware, and socially-aware), and how to design ef�cient reward functions for

different robot navigation requirements.
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CHAPTER 4
ENVIRONMENTAL MODELING AND REPRESENTATION

Model-based approaches usually preprocess the raw sensor data and use the extracted

high-level information, such as the obstacle costmaps [5, 103], the relative velocity of ob-

stacles [59–61, 104], and the environment dynamics [105, 106]. On the other hand, end-

to-end learning approaches focusing on static environments directly feed the raw sensor

data,e.g., lidars [68] or cameras [74–76], and goal information into CNNs. DRL-based

approaches are more varied, with some also feeding raw lidar scans (and goal points) into

CNNs [69–72, 85] while others extract and utilize the position and velocity of pedestri-

ans [78–80], model robot-human interactions [77, 83, 110, 111], predict pedestrian trajec-

tories [81, 84], predict latent states [112], or construct obstacle cost matrices [114]. The

long-term success of model-based approaches and the results of the recent DRL studies

demonstrate the utility of preprocessed data representations over raw sensor data, as they

contain more useful information about pedestrian motion which, in turn, improves safety

in dynamic environments. However, these different preprocessed data representations are

not specialized for crowded dynamic environments.

Based on these trends, we propose a new set of preprocessed intermediate data rep-

resentations that are specialized for navigating crowded dynamic spaces and allow good

generalization to new environments1. Speci�cally, we �rst use the camera and 2D lidar

as our sensors to perceive the environment. Second, using camera sensor data, we use

the YOLOv3 [115] detector and multiple hypothesis tracker (MHT) [116] to detect and

1We have open-sourced the data preprocessing code (https://github.com/TempleRAIL/drl_vo_nav )
and the 3D human-robot interaction Gazebo simulator code (https://github.com/TempleRAIL/pedsim_
ros_with_gazebo ).
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track moving pedestrians and obtain pedestrian kinematics. Third, using lidar sensor data,

we explore the use of different lidar preprocessing operations to obtain useful information

on static obstacles. Finally, we design ef�cient data representations to encode useful in-

formation about moving pedestrians and static obstacles, which are evaluated in crowded

dynamic navigation experiments. Creating abstract data representations that allow us to

simplify the world, which reduces the sim-to-real gap since we do not need an exact repli-

cation, unlike approaches that use raw data as the input.

4.1 Problem Formulation

As shown in Fig. 3.3, a key component of the learning-based control policy is the

input data, which encodes and represents observed information about the state of the en-

vironments. In order to autonomously navigate to a goal through a dynamic environment

with moving pedestrians, the robot must extract useful information from sensors and pro-

cess this information to model and represent the state of the environment. The robot then

uses this environmental data representations to compute the suitable steering velocities via

a learning-based control policy, which takes the form of a parametric model:

u = pq (s); (4.1)

whereu are the steering velocities andq are our policy network parameters. The steer-

ing velocities consist ofu = [ vx;wz], wherevx is the translational velocity andwz is the

rotational velocity in the robot's local coordinate frame.
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The environment modeling and representation problem can be formulated as �nd-

ing the most ef�cient data representation of the environment states� for optimal control

velocitiesu� (i.e.,optimal control policyp �
q ):

u� = argmin
s;q

J(s;u); (4.2)

whereJ(�) is the cost function that learning-based approaches aim to minimize.

4.2 Preprocessed Data Representation

4.2.1 System Overview

Since the robot's surrounding environment contains static obstacles (e.g., tables,

chairs, and walls) and moving pedestrians, we use lidar preprocessed datal to model and

represent the static obstacles, pedestrian kinematicsp to model and represent dynamic

pedestrians, and a sub-goal positiong instead of the �nal goal position to represent the

destination. The data representation of environment state can be rewritten ass = [ l;p;g].

Note, all data in the states is expressed in the local robot frame. This allows our method

to be robust to errors in robot localization with respect to a global reference frame, which

happens more frequently in densely packed dynamic environments as there are fewer sta-

tionary landmarks for the robot to localize itself against. Additionally, relative data is more

natural for planning purposes since navigating in a dense crowd is more about going with

the �ow of traf�c than meeting some absolute velocity constraints.

Furthermore, we design a supervised learning-based control strategy to help design

and test the effectiveness of the proposed data representation. The control policy network
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pq is outlined in Fig. 4.1. We combine the three input data feature maps using concatenation

fusion, where they are simply stacked along the depth dimension. The concatenated maps

are then passed through one 2-D convolutional layer, six bottleneck residual blocks [16]

with two block skip connections, and two 2-D pooling layers. Every convolutional layer in

our deep neural network is followed by one batch normalization layer and one ReLU action

layer. At the end of this early fusion network block, we can extract the high-level features

of lidar and pedestrian information. Then, we fuse those high-level features with the goal

information in single a fully connected layer. The �nal steering velocitiesu = [ vx;wz] are

generated directly from this fully connected layer without the ReLU action layer. Note that

one key feature of our policy network is the use of early fusion to combine three separate

feature maps, one representing the lidar datal and two representing pedestrian kinematics

p. Compared with late fusion, early fusion has two obvious advantages [117]. First, early

fusion can fully exploit the input information since features are fused at the early stage.

Second, it has low memory and computation requirements compared to late fusion, making

it more suitable for embedded devices and real-time operation.

To �nd the policy parametersq from expert demonstrations,ū, we use the mean

square error (MSE) between the expert velocity and the learned velocity as our cost function

or loss functionJ(�):

J(s;u) =
1
N

N

å
i= 1

[pq (si) � ūi ]
2 ; (4.3)

whereN is the number of training data tuplessi andūi are the expert examples. We use

Adam optimizer [65], a stochastic gradient descent method, to �nd the optimal model pa-
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Figure 4.1. Architectureof theproposedCNNdeepneuralnetwork. Our input data
consists of three separate channels, one from lidar and two containing pedestrian
data, each of which is an 80� 80 array. These 3-channel input data are fed to
the deep neural network consisting of 1 convolutional layer, 6 bottleneck residual
blocks [16], and 2 pooling layers. The output of this chain, along with the relative
pose of the goal, is fused in a fully connected layer. The resulting outputs of our
network are the linear and angular steering velocities. The values “3� 3” or “1 � 1”
in the convolutional layer or pooling layer denote the kernel size. The letters “C”
and “S” in the related layers denote the number of output channels and the stride
length, respectively.

rametersq � . We use the step decay with an initial learning rate of 10� 3 as the learning rate

schedule and set the mini-batch size to 128 during the training process.

4.2.2 Pedestrian Data Preprocessing

One key contribution of our work is the inclusion of preprocessed data as the input

to our CNN control policy. Unlike complex CAGE representations for crowd �ow predic-

tion [118], which only encode crowd location information, our proposed simple pedestrian

kinematic map representation encodes both the location and velocity information of de-

tected pedestrians. Speci�cally, to extract information about pedestrians, we �rst feed the

40



(a) Pedestrian kinematic maps

(b) Lidar historical map

Figure 4.2. Il lustration of theproposednovelpedestriankinematicmapsandlidar
historical map. (a) We get estimates of pedestrian kinematics from the YOLOv3
detector and an MHT tracker. We convert the resulting data into two 80� 80
occupancy grid maps, where the pedestrian position determines the cell ID and
the velocity gives us the value in that cell. Finally, we standardize the data before
feeding them into our network. (b) The input is raw lidar data containing 10� 720
points, since there are 10 scans with 720 measurements per scan. First, we use
pooling to downsample each scan to yield a 20� 80 array. Second, we repeat this
subarray four times to construct an 80� 80 lidar array. Finally, we normalize the
data in this array before feeding it into our CNN network.

raw sensor data into an object detector to extract instantaneous estimates of pedestrian lo-

cations. These estimates are fed into a multi-target tracker, which performs data association

to yield a collection of target tracks containing position and velocity information. Finally,

we put this kinematic data into data structures speci�cally designed for our network ar-

chitecture. We hypothesize that this detailed information about the motion of individual

pedestrians will enable the robot to more safely navigate. Note, we use a combination of a

stereo camera and 2D lidar.

Object Detector. To detect pedestrians, we fuse data from the camera and lidar

sensors. The camera data is passed into the YOLOv3 detection algorithm [115] to �nd
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labeled bounding boxes for each pedestrian. In parallel, the lidar data is passed into a leg-

detection algorithm [119]. We associate the data from these sensors by projecting the laser

scan points into the camera image and use this ensemble detector with strong robustness

to detect pedestrians and measure their relative positions. Note, we found that the leg

detections from the lidar provide a more accurate estimate of the location of each pedestrian

while the camera data provides more robust labeling. However, it is possible to use either

sensor individually if one desires.

Object Tracking. The resulting point estimates of pedestrians are fed into a mul-

tiple hypothesis tracker (MHT) [116]. We elect to use the MHT over other multi-target

trackers since it was recently shown to achieve state-of-the-art results in the MOT (Mul-

tiple Object Tracking) Challenge [120], which involves tracking a large number of people

in a crowded scene. One distinction from previous work with the MHT, we perform the

tracking in the robot's local coordinate frame instead of a global reference frame. The

MHT outputs a list of tracks, each containing the relative position and velocity of a single

pedestrian. Note, while the MHT can give us past information about the motion of pedes-

trians, we only use current information because most of the data is redundant for motion

prediction and consequently ignored by neural networks [121]. We use the constant veloc-

ity motion model for pedestrians, as Scholler et al. [121] recommend, and update the MHT

at a rate of 10 Hz. We also tested the inclusion of both past and future (i.e., predicted)

pedestrian data, which either decreased or did not improve the performance.

Data Structure. Given that the number of pedestrians in a crowd varies greatly

based on both time and location, we cannot simply use the direct output of the MHT as our

network architecture requires a uniformly sized input. Instead, we encode the pedestrian
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kinematics into occupancy grid-style maps, as Fig. 4.2(a) shows. The basic procedure

starts with setting the parameters of the grid. We use an 80� 80 grid with 0.25 m cells,

for a total area of 20� 20 m. We selected this cell size as it is small relative to the size

of the targets (i.e., people) being tracked, ensuring that each cell in the resulting grid will

only have at most one pedestrian in it. We use two simultaneous grids, each one containing

information about target velocity in a different direction, herevx andvy separately. Note, we

use Cartesian instead of polar coordinates as we found these to yield superior performance

(results not included due to page limitations).

Thesex andy velocity grids form our pedestrian kinematic datap. Before this is fed

into our early fusion network, we use the standardization procedure:

p =
p � mp

sp
; (4.4)

wheremp andsp are the mean and standard deviation of the data in the map. Compared

with min-max normalization, standardization does not have a bounding range and is more

robust to outliers.

4.2.3 Lidar Data Preprocessing

Most initial works using CNN-based control policies for robot navigation used the

entire lidar scan message. However, our early fusion architecture requires that the lidar

feature map be the same size as the pedestrian feature maps. Thus, we need to convert the

lidar data into an 80� 80 feature map.

One interesting argument proposed by P�effer et al. [122] is that using the entire lidar

scan causes the resulting network to over�t to the speci�c environment(s) it was trained in,
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as the CNN network learns to extract map features when presented with a dense point

cloud. Instead, they use a minimum pooling step to downsample their lidar scan from 1080

data points to 36, with this change leading to better navigation performance in the training

environment and better generalizability to other environments. Note that using minimum

pooling is a conservative choice, as this will return the nearest lidar return within each

section of the scan.

Motivated by this, we explore the use of different lidar preprocessing operations,

including reshaping the raw lidar data, projecting scan points into an occupancy grid map,

and pooling (minimum, average, median, and maximum). We use each of these different

operations, and several combinations thereof, to train our navigation policy in a supervised

manner. Figure 4.3(a) shows the resulting mean square error (MSE),i.e., the loss, between

the learned and expert velocities for each resulting control policy. We found that using

a combination of minimum pooling and average pooling to extract two separate distance

measurements per scan region, as Fig. 4.3(a) shows, yielded the best performance. We

hypothesize that this combination allows the robot to avoid collisions with nearby obstacles

(minimum pooling) while also better understanding the geometry of the free space around

it (average pooling). In the end, each individual lidar scan results in 80 minimum pooled

values and 80 average pooled values.

Once we determined the most informative way to structure the lidar data, we then

studied how long of a history of scans to keep. We considered time windows of 0, 0.25, 0.5,

1, and 2 seconds,2 using the same training and validation procedure as we did when study-

ing the different lidar preprocessing operations. Figure 4.3(b) shows the resulting MSE loss

2Note: we sample the lidar data at 20 Hz, so each time corresponds to a different number of scans.
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curve for each resulting control policy. We see that a short history of lidar data contains

more useful information than only the current scan (i.e., 0 s), while keeping data from be-

yond a certain time period resulted in no improvement or even degraded performance. We

found the best time window to be 0.5 s (i.e., 10 lidar scans), which we conceptually think

of as the effective time constant for pedestrian information.

To put the lidar data into a format that is compatible with the pedestrian map so

that the two data sources can be fused early, we stack the historical data in a 2D array,

using alternating rows of minimum pooling and average pooling. The resulting array is

20� 80, so we then stack four copies of this to create an 80� 80 array of the same size as

the pedestrian map. Note, we do not require there to be any spatial correlations between

lidar data and pedestrian kinematics data. Also, changing the size of the pedestrian map

will also require changes to the parameters of the lidar processing pipeline as the two data

sources must be of compatible sizes. Finally, just like the pedestrian data, we apply the

standardization procedure prior to feeding the lidar datar into the early fusion network:

l =
l � ml

s l
; (4.5)

whereml ands l are the average value and standard deviation of the entire scan data.

4.2.4 Goal Position

Lastly, the robot needs to know the relative position of the goal. Instead of feeding

the �nal goal point to our CNN network, we use the sub-goal point along a nominal path

to the �nal goal as this allows the robot to traverse long paths through complex, non-

convex environments and avoid issues with normalization as the distance to the sub-goal is
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(a) Lidar preprocessing steps (b) Lidar history length

Figure 4.3. Validation losscurvesof different lidardatacon�g urations. The loss
is the MSE between the expert velocity and the learned velocity of the resulting
control policy.

constant. To select the sub-goalg, we use the pure pursuit algorithm [123], which calculates

the point along the full path that is a speci�ed distance (2 m in our case) ahead of the robot.

By tuning this distance, the robot can look far ahead or right nearby. Figure 4.4 illustrates

this process. We hypothesize that this sub-goal information will enable the robot to more

accurately navigate to the �nal goal position.

4.3 Experiments and Results

Unfortunately, the COVID-19 pandemic has prevented us from conducting real-

world experiments because our method is centered around navigation through dense crowds.

As a result, we have used Gazebo [124] to simulate the robot and PEDSIM [125], a micro-

scopic pedestrian crowd simulation library based on social forces, to simulate pedestrian

motion3. This section describes this setup in greater detail, presents the procedure we used

to train our network, and compares the results to other methods.

3We have open-sourced the 3D Gazebo simulator code athttps://github.com/TempleRAIL/pedsim_
ros_with_gazebo .
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Figure 4.4. Preprocessing stepfor thesub-goalposition. Starting from the nominal
path from the robot's current location to its goal (e.g.,from A� ), we draw a circle
of radius` = 2m around the robot. The sub-goal point is then where that path �rst
exits the circle in the forward direction.

We use PyTorch to implement our CNN [126]. To train our network, we use the

Owl's Nest high-performance computing (HPC) machine learning server, which has 40

CPU cores and 512 GB of RAM, and 8x NVIDIA Tesla Volta V100 GPUs with NVlink2.

We run all simulations on a desktop computer with an Intel Core i7-6800K CPU and a

GeForce GTX 1080 GPU with 8 GB memory. This computer runs Ubuntu 16.04 and we

use ROS Kinetic Kame and Gazebo 9.13.1.

4.3.1 Simulation Con�guration

PEDSIM uses the social forces model to guide the motion of individual pedestrians.

The basic equation used is

Fp = Fdes
p + Fobs

p + Fper
p ; (4.6)
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(a) Lobby world (b) Square world

Figure 4.5. Gazebosimulation environments. The lobby world has two con�gura-
tions with 34 pedestrians and 50 pedestrians respectively, while the square world
only has one con�guration with 34 pedestrians. The green curve is the robot tra-
jectory and the red point is the goal point.

whereFp is the resultant force that determines the motion of a pedestrian;Fdes
p pulls a

pedestrian towards a destination;Fobs
p pushes a pedestrian away from static obstacles;

Fper
p models interactions with other pedestrians (e.g.,collision avoidance or grouping). We

added another repulsive social forceFrob
p between pedestrians and the robot to model the

way people would naturally avoid collisions, thereby allowing our control policy to learn

this behavior.

Figure 4.5(a) shows the main environment, a replica of the lobby in the College of

Engineering building at Temple University, that we used to train and test our policy. This

environment is roughly 25� 10 m in size and is �lled with a number of static obstacles (e.g.,

chairs, tables, a security desk, waste bins, and pillars). The second environment, shown in

Fig. 4.5(b), is an arti�cially created environment that is about 20� 20 m in size. Using

these two worlds, we set up three scenarios:
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• Lobby world with 34 pedestrians: used to collect training data and test basic navi-

gation performance

• Lobby world with 50 pedestrians: used to test generalization ability across different

crowd densities

• Square world with 34 pedestrians: used to test generalization ability to unseen or

unknown environments

The robot model is a Kobuki Turtlebot 2, which has a maximum velocity of 0.5 m/s,

equipped with a Hokuyo UTM-30LX lidar and a Stereolabs ZED stereo camera. The

Hokuyo lidar has a maximum range of 30 m, a FOV of 270� , and an angular resolution

of 0:25� while the ZED camera has a minimum range of 0.5 m, a maximum range of 10 m,

and a FOV of 90� .

4.3.2 Data Collection

Before we can �nd the optimalq � that minimizes (4.3), we �rst need to collect a

navigation dataset with expert demonstrationsū to train our deep neural network. In the

future, once crowds can safely gather again, we plan to collect data from actual humans

navigating through crowds. In the simulation, we �rst tried teleoperating the robot. How-

ever, we found this to be very time-consuming and it did not lead to reliable behavior. On

the other hand, we found the DWA planner from the ROS navigation stack can achieve

relatively good navigation performance in our simulation environment. So as a trade-off

result, like many other similar works [68,122], we use the DWA planner as our expert.

To collect our training data, the robot was repeatedly assigned to reach a random goal

within the free space of the map. PEDSIM controlled the behavior of the 34 pedestrians,
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which were divided into clusters with a few members each and with each cluster following

a series of waypoints to circulate through the environment. During navigation, we recorded

the statesand the expert steering velocitiesū (i.e., the output of DWA). Every time that the

robot collided with an obstacle, we stopped recording data, truncated the data shortly before

the collision, and restarted the simulation to avoid learning behavior that would result in

unsafe collisions. Although truncating data near a collision may still lead to undesirable

behavior, this data is a very small percentage of the total dataset so we do not expect

it to have a signi�cant effect on the resulting policy. The �nal dataset contains 157,809

(l;p;g; ū) tuples, which we divided into three separate subsets for training (103,121 tuples),

validation during training (22,349 tuples), and �nal testing (32,339 tuples).

4.3.3 Training Results

Using the training dataset from Sec. 4.3.2, we trained three neural networks to demon-

strate the ef�cacy of our novel early fusion neural network with pedestrian motion informa-

tion. The �rst neural network is a state-of-the-art, end-to-end network that uses raw lidar

data and the relative goal position as its input [68]. The second one is our architecture using

only lidar data and the relative goal, to make a direct comparison with Pfeiffer et al. [68].

The last one is our full architecture, including the pedestrian data.

As in Loquercio et al. [75], we use the following two metrics to evaluate the regres-

sion performance of each network:

• Root mean square error (RMSE):

RMSE=

s
1
N

N

å
i= 1

(ūi � ui)
2; (4.7)
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Table 4.1. Training results on the robot navigation datasets.

Method RMSE EVA # of Params FPS

Pfeiffer et al. [68] 0.4265 1.0419 50.732 M 696.675

Lidar 0.1794 0.1774 28.925 M 266.982

Lidar + Pedestrian 0.1673 0.1543 28.939 M 255.127

• Explained variance ratio (EVA):

EVA=
å N

i= 1[(ūi � ui) � m̄ui � ui ]
2

å N
i= 1 (ūi � m̄u)2 : (4.8)

Figure 4.6 shows the validation loss curves for each network during training and Ta-

ble 4.1 shows the �nal training results after 3000 epochs. We can observe that although

our novel network architecture is nearly two times smaller than Pfeiffer's network [68], it

yields signi�cantly better regression performance with smaller RMSE and EVA. Further-

more, our network with pedestrian motion information performs better than only using lidar

data, demonstrating that pedestrian motion can help train the deep neural network. Finally,

due to the use of early fusion, the addition of pedestrian data has a negligible effect on

the number of parameters (only a 0.05% increase). All three methods are clearly capable

of real-time processing, with average frames per second (FPS) of over 250, far above the

40 Hz of the sensors.

4.3.4 Navigation Results

While achieving superior loss during training is encouraging, we ultimately care

about the resulting behavior of our policy during navigation. We test each of the poli-
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Figure 4.6.Validation losscurvesduring the training process. Note that all three
networks converge to stable values.

Table 4.2. Navigation results in different simulated environments.

Environment Method Success Rate Average Time (s) Average Length (m) Average Speed (m/s)

Lobby world

with 34 pedestrians

DWA [5] 0.79 12.468 5.164 0.414

Pfeiffer et al. [68] 0.73 17.549 5.589 0.318

Lidar 0.78 14.788 5.483 0.371

Lidar + Pedestrian 0.84 15.732 5.598 0.356

Lobby world

with 50 pedestrians

DWA [5] 0.67 13.586 5.164 0.380

Pfeiffer et al. [68] 0.64 18.203 5.858 0.322

Lidar 0.68 14.635 5.411 0.370

Lidar + Pedestrian 0.78 18.229 5.823 0.319

Square world

with 34 pedestrians

DWA [5] 0.72 21.319 8.601 0.403

Pfeiffer et al. [68] 0.54 57.979 10.826 0.187

Lidar 0.62 29.950 9.968 0.333

Lidar + Pedestrian 0.75 26.370 9.330 0.354

cies from Sec. 4.3.3, along with the DWA planner [5], in each of the three scenarios from

Sec. 4.3.1. We compare the performance using the following metrics, which are commonly

used in the autonomous navigation literature [70,84,111]:
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(a) DWA [5] (b) Peiffer et al. [68]

(c) Lidar (d) Lidar + Pedestrian

Figure 4.7. Robotreactionsto moving pedestriansusing differentcontrol policies.
Each �gure shows the pedestrians (colored �gures), the current velocity of each
pedestrian (colored arrows), the robot (black circle), the nominal path to the goal
(green line), and the computed velocity (green arrow). When the robot encounters
a group of pedestrians, (a) DWA [5], (b) Pfeiffer's policy [68], and (c) our lidar-
only CNN are more likely to move forward along the nominal path and ignore
those pedestrians until the last moment. (d) On the other hand, our CNN-based
policy with pedestrian information reacts earlier.

• Success rate: the fraction of collision-free trials

• Average time: the average travel time of trials

• Average length: the average trajectory length of trials

• Average speed: the average speed during trials.

In each scenario, we run 4 tests from the same initial conditions, where each test

consists of the robot navigating through the same sequence of 25 goal points. Although the
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initial conditions of each test are the same, each trial yields different navigation behavior

due to sensor noise, social force interactions, etc. Table 4.2 summarizes our results. See the

accompanying video for a demonstration of the safe navigation behavior of our CNN-based

control policy.

We �rst focus on the original environment used for testing, the lobby world with 34

pedestrians, where we observe several interesting phenomena. First, our novel CNN-based

policies with preprocessed data have a higher success rate and a higher average speed than

Pfeiffer's policy [68], which uses raw lidar data. This demonstrates that the combination

of model-based and learning-based approaches can yield better navigation performance

than a purely learning-based approach. Second, despite the fact that our proposed CNN

policy with lidar-only input has similar training results and average speed to our policy

with pedestrian data, the latter has a signi�cantly higher success rate. This shows that

pedestrian information is useful and plays a key role in enabling safe navigation in crowded

and dynamic environments.

Our proposed CNN-based policy with pedestrian motion data has a higher success

rate than the DWA planner [5], albeit with a lower average speed. We believe there are two

main reasons for this. First, because we removed all collisions from our training dataset,

our proposed network only learned thesafenavigation behaviors from the expert (DWA).

Second, pedestrian kinematics help our network understand the motion of pedestrians and

learn safe steering behaviors better. Figure 4.7 demonstrates this, where we can see that

our proposed CNN-based policy with pedestrian motion data is more likely to change its

heading direction early to avoid pedestrians. As a result of this early avoidance behavior,

our CNN-based policy travels a longer distance and takes longer to reach the goal. How-
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ever, we believe this is worth doing to prevent collisions and that this slowdown could be

reduced with better expert data.

The only observable trend in the failure cases of our controller was a slightly in-

creased rate of collisions near the goal location or in particularly dense crowds, though

neither occurred regularly. We hypothesize that collisions in dense crowds were more

common due to two factors: 1) we used the DWA planner, which fails more often in dense

crowds, as our expert, and 2) the social force model breaks down in these situations, with

pedestrians often bumping into one another. Future work will aim to mitigate this issue by

using an experienced human expert to train our system and real pedestrians to train/test our

system (once the COVID-19 pandemic subsides and it is again safe to conduct real-world

experiments with dense crowds of people).

Table 4.2 also shows that our policy generalizes better to new environments and

crowd sizes than the other approaches, particularly the lidar-only CNNs. Notably, the

difference in the success rate between our CNN policy and that of Pfeiffer et al. [68] is

much larger in the more crowded environment and the unseen environment than that in

the training environment. These results demonstrate that our CNN-based policy is able

to more easily transfer the learned navigation policies to the more crowded (with almost

50% more people) environments and unseen environments. Despite these improvements,

the generalizability of our policy is still limited, with the robot missing the goal or moving

erratically in some unfamiliar scenarios. Future work will mitigate this issue by training

our CNN-based policy in different environments and with different crowd sizes.
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4.4 Conclusion

In this chapter, we proposed a new combination of preprocessed data representations,

which can work well in crowded dynamic environments with up to 55 pedestrians and

bridge the appearance gap between an imperfect simulation and reality. Speci�cally, we use

a short history of lidar data and the current kinematics of pedestrians to model and represent

the environment state. The ef�cacy of our proposed preprocessed data representations is

demonstrated in different simulation experiments with a novel CNN-based control policy

trained in a supervised learning manner. The extensive training and navigation experiments

demonstrate that the data representation of two pedestrian kinematic maps and one lidar

historic map plays a key role in dynamic navigation and that our CNN-based policy has

a signi�cantly higher success rate than standard model-based planners or CNN policies

with only sensor data. Furthermore, this new set of environment representations makes our

proposed CNN-based policy generalize better to different crowd sizes and unseen dynamic

environments. Finally, this new set of environment representations is in the robot's local

frame, making it robust to errors in localization that are common in complex, crowded, and

dynamic environments.
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CHAPTER 5
CROWD-AWARE CONTROL POLICY

One of the biggest challenges in designing control policies for crowded dynamic

scenes using DRL is designing an appropriate reward function. Most approaches include

two terms, one to reward progress towards the goal and one to penalize collisions [69–

72, 77–81, 83–85, 110–112]. Although this simple reward function design can work well,

their sparse collision avoidance reward function only gives a large negative reward to pe-

nalize collisions, and does not give a direct and effective reward signal to guide the robot

to actively avoid obstacles. In fact, the passive collision avoidance reward function is a

zero-order function, meaning it assumes the risk of collision depends only on the distance

to the obstacle. We argue that therelative motionof pedestrians (and other objects) is more

important since people often follow one another closely in dense crowds and give more

space when walking in opposite directions. One attempt at this is the reverse reward func-

tion from [114], which prioritizes safety but leads to slow motion and can cause deadlock

in dense crowds. Clearly, using their reward functions, these DRL-based control policies

struggle to maintain a good balance between collision avoidance and speed, especially in

crowded dynamic environments.

To address this problem, we propose a novel crowd-aware control policy (i.e.,DRL-

VO) by designing a novel reward function1. Speci�cally, we �rst use the handcrafted inter-

mediate data representations from Chapter 4 as the input data. Second, we propose a novel

reward function that uses �rst-order velocity obstacles to penalize headings that are likely

1We have open-sourced the crowd-aware navigation code athttps://github.com/TempleRAIL/drl_
vo_nav. Multimedia is also available athttps://www.youtube.com/watch?v=KneELRT8GzU&list=
PLouWbAcP4zIvPgaARrV223lf2eiSR-eSS.
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to lead to collisions, thereby guiding the robot to continuously tune its heading direction

to actively avoid crowds of pedestrians while making progress towards the goal. Finally,

we conduct a set of simulated and real-world navigation experiments to demonstrate the

performance of our DRL-VO control policy in crowded dynamic navigation.

5.1 Problem Formulation

Due to the limited �eld of view (FOV) of sensors (e.g., lidars and cameras), there

is no complete environmental perception for the robot in the real world. Extracting and

processing useful information from sensors to obtain the partial observation of the envi-

ronmentot is the �rst step for the robot to autonomously and quickly navigate through

complex and human-�lled environments. The robot then feeds this partial observationot

into a control policypq to compute the suitable steering actionat, which is de�ned as

at � pq (at jot); (5.1)

whereq are our control policy parameters. This complicated navigation decision-making

process can be formulated as a partially observable Markov decision process (POMDP),

which is denoted by a 6-tuplehS;A;T;R;W;Oi whereS is the state space,A is the action

space,T is the state-transition model,R is the reward function,Wis the observation space,

andO is the observation probability distribution. One of the most well-known tools for

solving large POMDPs is deep reinforcement learning [127]. The general objectiveL(q)
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of DRL is to maximize the expected discounted return by optimizing the neural network-

based policypq :

L (q) = Epq

"
¥

å
t= 0

gtRt

#

; (5.2)

whereg is the discount rate in the range of[0;1], Epq [�] denotes the expected value of a

random variable assuming the agent follows the neural network-based policypq .

5.2 DRL-based Control Policy

Figure 5.1 outlines our DRL network, which consists of four modules: feature gen-

eration, feature extractor, actor, and critic. The feature generation module generates our

intermediate features,i.e., the partial observationot , from the raw sensor data. The feature

extractor module then extracts high-level features fromot , the critic module generates the

state value, and the actor module generates steering actionat .

5.2.1 Observation Space

We use the same partial observationot = [ lt ;pt ;gt ] as Chapter 4, which consists of

three preprocessed components: lidar history (lt), pedestrian kinematics (pt), and the sub-

goal position (gt). All of the data in the observationot are expressed in the local reference

frame of the robot. This allows our method to be robust to errors in robot localization

with respect to a global reference frame, which happens more frequently in densely-packed

dynamic environments as there are fewer stationary landmarks for the robot to localize itself

against. Additionally, relative data is more natural for planning purposes since navigating

in a dense crowd is more about going with the �ow of traf�c than meeting some absolute

velocity constraints. Note, one key difference between our work and most other learning-
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Figure 5.1. Overall system architecture of the proposedDRL-VO control pol-
icy. Raw sensor data from the ZED camera and Hokuyo lidar, as well as the goal
point, are fed into a feature generation module to create intermediate features.
Three 80� 80 intermediate-level feature maps, one from lidar and two containing
pedestrian information, along with the relative position of the sub-goal are fed to
the feature extractor network, and the resulting high-level features are fed to the
actor and critic networks separately. The critic network outputs the state value and
the actor network outputs the linear and angular steering velocities. The feature
extractor module consists of several bottleneck residual blocks [16], while the critic
and actor modules consist of fully connected layers. “3� 3” or “1 � 1” denote the
kernel size, and “C” and “S” denote the number of output channels and the stride
length, respectively.

based strategies is the use of preprocessed data (as opposed to raw sensor data) as the input

to our DRL control policy.

Before these observation data are fed into our control policy network, we use the

Min-Max scaling procedure to normalize them to[� 1;1]:

ot = 2
ot � ot

min
ot

max� ot
min

� 1; (5.3)

whereot
max andot

min are the maximum value and minimum value of the data (e.g.,for the

lidar historylt , they are the minimum and maximum range value of the lidar sensor).
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5.2.2 Action Space

The actionat = [ vt
x;w

t
z] of our DRL control policy has two terms, the forward (vt

x)

and rotational (wt
z) velocities in the local robot frame. Note, we use a continuous action

space as we believe this gives the robot more accurate control. We limit the range of the

forward velocityvt
x to [0;0:5] m/s and the rotational velocitywt

z to [� 2;2] rad/s based on the

limitations of the Turtlebot2, our target hardware platform. Note that similar to observation

space, we also normalize the action space to [-1, 1] using the Min-Max scaling procedure.

5.2.3 Network Architecture

As shown in Fig. 5.1, the feature generation module contains the YOLO and MHT

sequence for generating the pedestrian maps (Sec. 4.2.2), the pooling and stacking oper-

ations for generating the lidar map (Sec. 4.2.3), as well as the pure pursuit algorithm for

generating the sub-goal (Sec. 4.2.4). The feature extractor module is used to extract high-

level features from the intermediate-level partial observationot , the critic module generates

the state value, and the actor module generates steering actionat . The feature extractor net-

work is identical to the backbone CNN network of our previous work [6], which fuses the

lidar historical observationlt and pedestrian kinematics observationpt . After extracting

high-level features, a single fully connected layer is used to fuse those high-level features

with the sub-goal information. Both the actor module and the critic module are simply

constructed from two fully connected layers. Note that each convolutional layer in our fea-

ture extractor module is followed by a batch normalization layer and a ReLU action layer.

Additionally, the last fully connected layer in our feature extractor is followed by a ReLU
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Table 5.1. Ablation experiment results with different fusion structures.

Network Structures RMSE EVA # of Params FPS

Early fusion 0.17 0.15 28.94 M 255.13

Late fusion 0.18 0.17 57.86 M 140.53

action layer while the last fully connected layers of the actor and critic modules have no

ReLU action layers.

Our architecture is an example of a middle fusion network, as data from different

input streams are fused in the middle of the chain between raw data input and output. Feng

et al. [117] provide a detailed discussion about different fusion architectures (in a general

setting), which are typically categorized as early, middle, or late fusion. They note that

there is no solid evidence to support which fusion network is the best choice, though there

is a connection between the computational load of a neural network and its structure as

the number of layers and their sizes affect both the number of computations that must be

done to produce and output and the memory required to store the parameters of the neural

network. To examine this, we used the same dataset and supervised training manner as our

previous work [6] to train two networks. The �rst, which we call Early, fuses the pedestrian

kinematics and lidar data at the input to the feature extractor block, as we do above, and

the second, called Late, fuses all data just before the output of the feature extractor block.

As we can see in Table 5.1, the Early network is about half the size of the Late network,

which nearly doubles the processing rate and yields slightly better regression performance,

with smaller root mean square error (RMSE) and explained variance ratio (EVA).
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Like our network, most other neural network-based control policies [72, 73, 84, 85]

also use late or middle fusion architectures as this allows for �exible design because the

different input sources each yield some learned intermediate representations which are all

combined downstream. The key difference between these and our architecture is that we

use handcrafted features as our intermediate representation, much like a traditional model-

based algorithm, rather than learned features, as are typical in learning-based algorithms.

One bene�t of this approach is that our data representations,i.e., the pedestrian map, are

independent of the speci�c object detection and tracking tools used. This allows us to easily

swap out YOLOv3 and the MHT for different approaches with no need for retraining.

5.2.4 Reward Function

An essential problem of reinforcement learning methods is how to design a good

reward function to guide the agent to learn desired behaviors. Navigation tasks have two

competing objectives, we want the robot to move as quickly as possible to reach the goal

in minimum time but also safely to avoid colliding with any stationary or moving objects.

Thus, we design a multi-objective reward function:

rt = rt
g + rt

c + rt
w + rt

d; (5.4)

wherert
g rewards making progress towards the goal,rt

c penalizes passively approaching or

colliding with an obstacle,rt
w penalizes rapid changes in direction, andrt

d rewards actively

steering to avoid obstacles and point towards the sub-goal.

63



Note that most previous works [69–72,77–81,83–85,110–112] only use such a zero-

order passive collision avoidance rewardrt
c, a position-based heuristics, to guide robots to

passively avoid obstacles.

While these standard terms are useful for learning good navigation behavior, we want

to allow robots to indirectly learn from successful model-based navigation policies. To do

this, we introduce a new reward termrt
d that uses velocity obstacles [59] to set a desired

navigation direction. This term allows the robot to use �rst-order kinematic information

(i.e.,velocity) to proactively avoid collisions while making progress towards the goal.

Reaching the Goal. The reward is given by

rt
g =

8
>>>>>>>><

>>>>>>>>:

rgoal if kpt
gk) < gm

� rgoal else ift � tmax

rpath(kpt� 1
g k � k pt

gk) otherwise;

(5.5)

wherept
g is the goal position (in the robot's frame) at timet. We usergoal= 20,rpath= 3:2,

gm = 0:3m, andtmax = 25s.

Passive Collision Avoidance.The reward is given by

rt
c =

8
>>>>>>>><

>>>>>>>>:

rcollision if kpt
ok � dr

robstacle(dm � k pt
ok) else ifkpt

ok � dm

0 otherwise;

(5.6)
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Figure 5.2. Thepictogramfor velocity obstacleVOA;B (redcone),collisioncone
CCA;B (light blue cone),andspecial occupancySOA;B (blue circle). A represents
the robot with radiusrA, positionpA, and velocitiesvA. B represents the moving
pedestrian with radiusrB, positionpB, and velocitiesvB. vA;B = vA � vB represents
the relative velocity ofA with respect toB. Note that all quantities are in the robot's
local frame.

wherept
o is obstacle position at timet. We usercollision = � 20,robstacle= � 0:2, dr = 0:3m,

anddm = 1:2m.

Path Smoothness.The reward is given by

rt
w =

8
>>><

>>>:

rrotationjwt
zj if jwt

zj > wm

0 otherwise;

(5.7)

whererrotation= � 0:1 andwm = 1rad=s.
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Active Heading Direction. The reward is given by

rt
d = rangle(qm � j qt

dj); (5.8)

whereqt
d is the desired heading direction in the robot's local frame andqm is the maximum

allowable deviation of the heading direction. We userangle= 0:6 andqm = p
6 rad.

The key to this reward term is to �nd the desired directionqt
d that moves towards

the goal while also being collision-free. To do this, we extend the concept of velocity

obstacles [59]. The velocity obstacleVOA;B is the velocity space where the current velocity

of robotA would cause a collision with an obstacleB at some future time, as Fig. 5.2 shows.

To de�ne the velocity obstacleVOA;B, we �rst need to de�ne the special occupancySOA;B

and collision coneCCA;B. The special occupancySOA;B is a open disc area with radius

rA + rB centered atpB, which is de�ned as

SOA;B = f pS j d(pS;pB) < rA + rBg; (5.9)

whered(pS;pB) is the distance betweenpS andpB. Then, the collision cone is de�ned as:

CCA;B =
�

vA;B j 9t;vA;Bt \ SOA;B 6= /0
	

: (5.10)

Finally, the velocity obstacleVOA;B is de�ned as:

VOA;B = CCA;B � vB: (5.11)
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where� denotes the Minkowski vector sum operator.

The physical meaning ofCCA;B is that any relative velocitiesvA;B 2 CCA;B will cause

a collision at a future time. From the perspective of the direction angle ofvA;B, the collision

coneCCA;B can also be de�ned as

CCA;B 2 [q � b ;q + b] ; (5.12)

whereq andb can be easily calculated from Fig. 5.2 using simple geometric relationships:

q = arctan2
�

pBy

pBx

�
; (5.13)

sinb =
rA + rB

kpBk
: (5.14)

Using the collision coneCCA;B, the robot can know which heading direction angles

will cause collisions with all of the moving pedestrians tracked by MHT. The robot then

uses these collision cones and the direction of the sub-goal (qg) to �nd the desired heading

direction angleqt
d using Algorithm 5.1. Note that this sampling-based search algorithm is

motivated by [60].

5.2.5 Deep Reinforcement Learning Algorithm

While there are many deep reinforcement learning algorithms, we use the proximal

policy optimization (PPO) algorithm [28] to train our DRL network. A major advantage

of the PPO algorithm is that it is much simpler to implement and can achieve compara-

ble or better results than other state-of-the-art algorithms (e.g.,A2C [26], TRPO [27] and
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Algorithm 5.1: Search desired direction angle
Input: Sub-goal direction angleqg

Input: pedestrians from MHTBpeds

Input: robot linear velocityvAx

Input: number of samplesN

Output: Optimal direction angleqt
d

1: Initialize: qt
d  p

2

2: if Bpeds6= /0 then

3: qmin  ¥

4: for i = 1;2; : : : ;N do

5: qu  sample from[� p;p]

6: free True

7: for B in Bpedsdo

8: qvA;B  atan2
�

vAx sin(qu)� vBy
vAx cos(qu)� vBx

�

9: q;b  from (5.13), (5.14) usingB

10: if qvA;B 2 [q � b ;q + b] then

11: free False

12: break

13: end if

14: end for

15: if freethen

16: if kqu � qgk < qmin then

17: qmin  k qu � qgk

18: qt
d  qu

19: end if

20: end if

21: end for

22: else

23: qt
d  qg

24: end if

25: return qt
d
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ACER [29]). Furthermore, many other autonomous robot navigation works [69–71, 114]

use PPO and have found that it works well on navigation problems. As suggested by [28],

we use Adam optimizer [65], a stochastic gradient descent method, to �nd the optimal

policy parametersq � .

5.3 Crowded Dynamic Environments

To demonstrate the ef�cacy and performance of our proposed control policy, we �rst

use a Gazebo simulator [124] and the PEDSIM library [125] to conduct a set of 3D simu-

lated experiments, and then use a Turtlebot2 robot to conduct the real-world experiments.

This section describes the experimental setup, training procedure, and results.

5.3.1 Experimental Setup

Robot Con�guration. For the simulated and hardware tests, we use a Turtlebot2

robot with a ZED stereo camera and a Hokuyo UTM-30LX lidar, as shown in Fig. 3.1.

The maximum velocity of the Turtlebot2 is limited to 0.5 m/s. The depth range of the ZED

camera is set to[0:3;20] m, and its FOV is 90� . The measurement range of Hokuyo lidar is

set to[0:1;30] m, its FOV is 270� , and its angular resolution is 0:25� .

Pedestrian Con�guration. PEDSIM is a microscopic pedestrian crowd simulation

library, which uses the social forces model [107,128] to guide the motion of pedestrians:

Fp = Fdes
p + Fobs

p + Fper
p + Frob

p ; (5.15)

whereFp is the resultant force that determines the motion of a pedestrianp; Fdes
p pulls a

pedestrian towards a destination;Fobs
p pushes a pedestrian away from static obstacles;Fper

p
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models interactions with other pedestrians (e.g.,collision avoidance or grouping); andFrob
p

pushes pedestrians away from the robot, modeling the way people would naturally avoid

collisions and thereby allowing our control policy to learn this behavior. The �rst three

terms are part of the standard model while the last term is new.

Simulation Con�guration. Figure 5.3(a) shows the main Gazebo simulation envi-

ronment, a replica of the lobby in the College of Engineering building at Temple University,

that we used to train and test our control policies. This environment is roughly 25� 10 m in

size and is �lled with a number of static obstacles (e.g.,chairs, tables, a security desk, waste

bins, and pillars). The second environment, shown in Fig. 5.3(b), is a replica of the Autolab

building that is about 20� 10 m in size. The third environment, shown in Fig. 5.3(c), is a

replica of the Cumberland building that is about 20� 10 m in size. The fourth environment,

shown in Fig. 5.3(c), is a replica of the Freiburg building that is about 20� 10 m in size.

The �fth environment, shown in Fig. 5.3(e), is an arti�cially created environment that is

about 20� 20 m in size. Using these �ve worlds, we set up six types of scenarios:

• Lobby world with 34 pedestrians: train our DRL control policies

• Lobby world with 5-55 pedestrians: test generalization across different crowd sizes

• Autolab world with 25-35 pedestrians: test generalization to unseen environments

and crowd densities

• Cumberland world with 25-35 pedestrians: test generalization to unseen environ-

ments and crowd densities
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(a) Lobby (b) Autolab

(c) Cumberland (d) Freiburg

(e) Square

Figure 5.3. Gazebosimulationenvironments. The Lobby world has two con�gura-
tions with 34 pedestrians and 5-55 (sampling interval 10) pedestrians respectively.
The Autolab world, Cumberland world, Freiburg world, and Square world only
have one con�guration with 25-35 (sampling interval 10) pedestrians.
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• Square world with 25-35 pedestrians: test generalization to unseen environments

and crowd densities

• Freiburg world with 25-35 pedestrians: test generalization to unseen environments

and crowd densities

We use an Nvidia DGX-1 server with 40 CPU cores, 8x Tesla V100 GPUs with

16 GB memory, and 512 GB of RAM to train our DRL networks. We use a desktop com-

puter with an Intel i7-6800K CPU, a GeForce GTX 1080 GPU with 8 GB memory, and

16 GB of RAM to run all the simulations. Both training server and desktop computer run

Ubuntu 20.04, ROS Noetic Ninjemys, and Gazebo 11.5.1.

Hardware Con�guration. In the hardware tests, the Turtlebot2 is equipped with an

NVIDIA Jetson AVG Xavier embedded computer containing a cluster of 8 Carmel ARM

cores, a 512 Core Volta GPU, and 16 GB RAM memory. The Xavier runs Ubuntu 18.04

system and ROS Melodic Morenia, and we use the 30 W power mode.

We test our robot in three environments, shown in Fig. 5.4. Figure 5.4(a) is the indoor

hallway connecting the Engineering building and Science building, which is about 66� 5 m

in size. Figure 5.4(b) is the indoor structured lobby in the Engineering building, which is

about 20� 10 m in size. This is the same environment that we replicated in Gazebo to use

for training our policy. Figure 5.4(c) is the outdoor hallway outside of the Science building,

which is about 60� 8 m in size.

We conduct two sets of hardware experiments. First, we test the real-world applica-

bility in different crowd sizes using the indoor hallway environment (Fig. 5.4(a)). Second,

we test the applicability in different environments using all three test environments.
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(a) Indoor hallway

(b) Indoor lobby (c) Outdoor hallway

Figure 5.4. Floorplansof real-world environments. All of these three environ-
ments are at Temple University.

5.3.2 Training Procedure

We use the stable-baselines3 framework [129] to implement the PPO algorithm and

train our DRL networks. We use the step decay with an initial learning rate of 10� 3 as the

learning rate schedule and set the mini-batch size to 512 during the training process. To

train our control policies, we use the Lobby environment (Fig. 5.3(a)) with 34 pedestrians

in it. The robot is then repeatedly assigned to reach a random goal from a random start

position within the free space of the map. We used this procedure to train two different

DRL-based control policies, one using the full reward (5.4) (DRL-VO) and one that does

not use the heading direction rewardrt
d (DRL).
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5.3.3 Simulation Results

We test these two DRL-based policies (i.e., DRL and DRL-VO), along with other's

DRL-based policies [71] (i.e., A1-RD and A1-RC), the CNN-based policy [6], and the

DWA planner [5], in each of the last �ve types of scenarios from Sec. 5.3.1. Note that

we use these baseline policies directly from their papers [5, 6, 71] without any retraining

or parameter tuning. We compare our algorithms to these baselines using four commonly

used metrics from the navigation literature:

• Success rate: the fraction of collision-free trials

• Average time: the average travel time

• Average length: the average distance traveled

• Average speed: the average travel speed

We run four trials for each experimental con�guration and control policy, where each

trial consists of the robot navigating through a prede�ned series of 25 goal points around

the corresponding test environment.

Note that we use theamcl ROS package to provide the robot localization service in

known maps. All of these four trials use the same initial conditions, however, the results

vary due to randomized sensor noise and variations in the pedestrian motion from the social

force model.

Different Crowd Densities. We �rst focus on the Lobby environment with 5-55

(sampling interval 10) pedestrians used for testing the generalization ability across different

74



Table 5.2. Navigation results at different crowd densities.

Environment Method Success Rate Average Time (s) Average Length (m) Average Speed (m/s)

Lobby world,

5 pedestrians

DWA [5] 0.93 12.10 5.08 0.42

CNN [6] - - - -

A1-RD [71] - - - -

A1-RC [71] 0.91 14.11 6.14 0.44

DRL 0.84 13.22 6.08 0.46

DRL-VO 0.94 11.41 5.28 0.46

Lobby world,

15 pedestrians

DWA [5] 0.94 12.21 5.09 0.42

CNN [6] - - - -

A1-RD [71] 0.94 15.69 5.78 0.37

A1-RC [71] 0.94 14.36 6.40 0.45

DRL 0.80 13.66 6.24 0.46

DRL-VO 0.95 11.34 5.26 0.46

Lobby world,

25 pedestrians

DWA [5] 0.82 13.49 5.12 0.38

CNN [6] 0.80 19.31 6.16 0.32

A1-RD [71] 0.90 17.87 6.07 0.34

A1-RC [71] 0.88 14.18 6.26 0.44

DRL 0.81 13.73 6.24 0.45

DRL-VO 0.92 11.37 5.29 0.47

Lobby world,

35 pedestrians

DWA [5] 0.82 14.18 5.15 0.36

CNN [6] 0.81 14.30 5.40 0.38

A1-RD [71] 0.86 17.82 6.06 0.34

A1-RC [71] 0.77 16.81 6.89 0.41

DRL 0.75 14.30 6.46 0.45

DRL-VO 0.88 11.42 5.31 0.46

Lobby world,

45 pedestrians

DWA [5] 0.77 15.39 5.16 0.34

CNN [6] 0.79 16.65 5.62 0.34

A1-RD [71] 0.76 23.16 6.61 0.29

A1-RC [71] 0.77 14.65 6.28 0.43

DRL 0.69 13.96 6.41 0.46

DRL-VO 0.81 11.65 5.37 0.46

Lobby world,

55 pedestrians

DWA [5] 0.67 16.05 5.22 0.33

CNN [6] 0.70 19.13 5.94 0.31

A1-RD [71] 0.67 26.90 6.58 0.25

A1-RC [71] 0.66 16.36 6.73 0.41

DRL 0.60 13.39 6.13 0.46

DRL-VO 0.79 11.76 5.39 0.46
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crowd sizes. Table 5.2 presents the results obtained from these trials, where we can observe

three key phenomena.

First, our DRL-VO policy has a much higher success rate than our DRL policy in

each crowd size, while having a similar average speed. This shows that the proposed VO-

based heading direction reward is bene�cial and plays a key role in enabling the robot

to maintain a good balance between collision avoidance and speed. Second, compared

with other control policies, our DRL-VO policy has the highest success rate and the fastest

average speed in every situation, with these differences growing as the density of pedes-

trians increases. This indicates that our policy is able to better generalize than the other

approaches, especially compared to the CNN-based policy [6], which could not even reach

the goal in some situations. Third, the average speed of the robot using our DRL-VO pol-

icy remains nearly constant across all situations, regardless of crowd density, allowing it to

reach the goal most quickly. Compared to DWA [5], we see that our planner takes a slightly

longer route to the goal, indicating a preference for giving a wider berth to pedestrians.

Different Unseen Environments. We next consider the navigation behavior of our

DRL-VO policy in different unseen environments, namely the Autolab, Cumberland, Freiburg,

and Square environments from Fig. 5.3. In each environment, we test two different crowd

densities: 25 and 35 pedestrians. Tables 5.3 and 5.4 summarize these results. As can be

seen, our novel DRL-VO policy still has both a higher success rate and slightly higher av-

erage speed than our DRL policy, with the only exception being a slightly lower speed in

the Square world.
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Table 5.3. Navigation results at different unseen environments with 25 pedestrians.

Environment Method Success Rate Average Time (s) Average Length (m) Average Speed (m/s)

Lobby world,

25 pedestrians

DWA [5] 0.82 13.49 5.12 0.38

CNN [6] 0.80 19.31 6.16 0.32

A1-RD [71] 0.90 17.87 6.07 0.34

A1-RC [71] 0.88 14.18 6.26 0.44

DRL 0.81 13.73 6.24 0.45

DRL-VO 0.92 11.37 5.29 0.47

Autolab world,

25 pedestrians

DWA [5] 0.88 13.50 5.47 0.41

CNN [6] 0.78 21.59 6.61 0.31

A1-RD [71] 0.88 18.92 6.54 0.35

A1-RC [71] 0.77 15.63 7.35 0.43

DRL 0.75 15.66 7.03 0.45

DRL-VO 0.91 12.79 5.97 0.47

Cumberland world,

25 pedestrians

DWA [5] 0.78 15.16 5.53 0.37

CNN [6] 0.63 27.80 7.73 0.28

A1-RD [71] 0.91 17.47 6.63 0.38

A1-RC [71] 0.81 16.31 6.93 0.43

DRL 0.66 14.28 6.38 0.45

DRL-VO 0.87 12.42 5.78 0.47

Freiburg world,

25 pedestrians

DWA [5] 0.83 13.90 5.75 0.41

CNN [6] 0.48 30.38 8.30 0.27

A1-RD [71] 0.81 17.95 6.61 0.37

A1-RC [71] 0.74 17.06 7.35 0.43

DRL 0.53 15.68 7.06 0.45

DRL-VO 0.84 12.98 5.93 0.46

Square world,

25 pedestrians

DWA [5] 0.94 19.62 8.48 0.43

CNN [6] 0.65 53.35 14.72 0.28

A1-RD [71] 0.95 21.39 9.05 0.42

A1-RC [71] 0.89 21.44 9.74 0.45

DRL 0.83 22.62 10.77 0.48

DRL-VO 0.86 18.19 8.61 0.47

This further demonstrates the utility of our proposed VO-based reward term to learn

a more robust navigation control policy and achieve a better trade-off between collision

avoidance and speed.
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Table 5.4. Navigation results at different unseen environments with 35 pedestrians.

Environment Method Success Rate Average Time (s) Average Length (m) Average Speed (m/s)

Lobby world,

35 pedestrians

DWA [5] 0.82 14.18 5.15 0.36

CNN [6] 0.81 14.30 5.40 0.38

A1-RD [71] 0.86 17.82 6.06 0.34

A1-RC [71] 0.77 16.81 6.89 0.41

DRL 0.75 14.30 6.46 0.45

DRL-VO 0.88 11.42 5.31 0.46

Autolab world,

35 pedestrians

DWA [5] 0.81 16.52 5.55 0.34

CNN [6] 0.68 22.73 6.65 0.29

A1-RD [71] - - - -

A1-RC [71] 0.73 17.11 6.93 0.41

DRL 0.59 14.40 7.01 0.46

DRL-VO 0.84 12.88 5.98 0.46

Cumberland world,

35 pedestrians

DWA [5] 0.74 16.28 5.57 0.34

CNN [6] 0.60 24.25 7.08 0.29

A1-RD [71] 0.88 18.04 6.69 0.37

A1-RC [71] 0.77 15.37 6.66 0.43

DRL 0.56 15.79 6.97 0.44

DRL-VO 0.78 12.62 5.84 0.46

Freiburg world,

35 pedestrians

DWA [5] 0.70 18.15 5.78 0.32

CNN [6] 0.57 20.09 6.66 0.33

A1-RD [71] - - - -

A1-RC [71] 0.65 17.11 6.93 0.41

DRL 0.39 18.21 7.61 0.42

DRL-VO 0.76 13.37 6.16 0.46

Square world,

35 pedestrians

DWA [5] 0.93 19.81 8.51 0.43

CNN [6] 0.85 23.81 9.23 0.39

A1-RD [71] 0.96 21.85 9.06 0.41

A1-RC [71] 0.89 21.29 9.67 0.45

DRL 0.86 21.48 10.27 0.48

DRL-VO 0.87 18.32 8.66 0.47

Our DRL-VO policy also has the highest success rate out of all the algorithms in the

Lobby, Autolab, and Freiburg worlds. Additionally, our policy yields a faster and more

consistent speed than other policies and tends to have the shortest path, aside from the
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DWA planner. This indicates that our proposed DRL-VO control policy has strong gener-

alizability to different unseen environments.

The success rate of our policy drops, however, both in absolute and relative terms, in

the Cumberland and Square worlds. Both of these environments have larger open spaces

compared to the rest in Fig. 5.3. Given this, two potential causes of this decrease in suc-

cess rate are: 1) the control policy was trained in the more structured lobby, so adding

in more varied environments during training would further improve the generalizability,

or 2) our DRL-VO policy with VO-based reward function is more suitable for structured

environments rather than open spaces.

The A1-RD policy [71] has the highest success rate in the Cumberland and Square

environments. We found this to be primarily due to its “stop and wait” strategy, where

a robot that detects an obstacle in front of it will turn to a free space, stop, and wait for

the obstacles to disappear. However, this behavior is the same regardless of the number

of obstacles or whether these obstacles are static or dynamic. This can cause the robot to

become frozen when it encounters a “C-shaped” obstacle because its policy only used raw

lidar data and it was trained using a typical passive collision avoidance strategy based only

on distance. This causes a robot using A1-RD to fail to reach the goal in both the Autolab

and Freiburg environments with 35 pedestrians. In contrast to this, our DRL-VO policy can

distinguish between static obstacles and dynamic pedestrians using the combination of lidar

data and pedestrian kinematics. Moreover, depending on the crowd densities and velocity

obstacle space, our DRL-VO policy will always tune its heading direction to actively avoid

pedestrians and move towards the goal point. See the videos in Multimedia Extension 1 to

see these differences in the behavior of A1-RD and DRL-VO in detail.
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(a) Linear velocity distribution (b) Angular velocity distribution

Figure 5.5. Histogramsof theoutputvelocitiesfor differentcontrol policies. Data
was collected from the lobby simulation world with 35 pedestrians.

Output Velocity Distribution. We also analyze the output velocity distribution of

each tested control policy to better understand why our DRL-VO policy has a faster average

speed than other model-based and learning-based control policies. To approximate the

output velocity distribution, we divide the linear velocity from[0;0:5] m/s into 5 bins in

0.1 m/s increments, and the angular velocity from[0;1] wmax into 4 bins, and calculate the

percentage of each bin. Note that we take the absolute value and normalize the angular

velocity to ignore the direction of the turn and to account for different maximum values

across the different control policies, respectively.

We observe a few interesting trends in the data, shown in Fig. 5.5. First, the major-

ity of the linear velocities generated by all policies lie at either extreme of the range. In

fact, our DRL and DRL-VO policies have the highest percentage of outputs in the range of

[0:4;0:5] m/s (about 90%), which demonstrates why we achieve a consistently higher av-

erage speed. On the other hand, the A1-RD policy has the highest percentage in the range

of [0;0:1] m/s (over 40%), showing the prevalence of the “stop and wait” strategy noted
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above. The only other policy with a signi�cant percentage of the output near 0 is DWA,

which occurs due to deadlock in particularly crowded regions. The only policy to have

any signi�cant output in the middle of the range is our CNN policy, which was the only

policy learned in a supervised setting. Second, most of the control policies have similar

angular velocity distributions, with a majority of commands being small changes to update

the heading angle of the robot (i.e., between[0;0:25] of the maximum angular velocity).

However, there are some key differences. First, the two outliers are the CNN policy, which

yields very few commands outside of this minimum range, and the A1-RC policy, which

generates a majority of commands at the upper range. This means that those policies gen-

erate motions with little turning or with a great deal of turning, respectively. Our DRL and

DRL-VO policies generate fewer commands with high angular velocities, which is a result

of the path smoothness term in our reward function,rw.

Failure Cases and Solutions.Although our proposed DRL-VO policy is robust to

different crowd densities and unseen environments, there are still some failure cases. One

is that it can become dif�cult to �nd a collision-free direction in very high crowd densities.

The other is the unexpected sudden changes in pedestrian movement, such as a person

suddenly stepping out of a crowd. Our analysis of these failures is caused by three reasons:

1) our simulated pedestrians occasionally bump into one another due to the imperfect social

force model, 2) there are occasionally missed pedestrian tracks in the MHT due to occlusion

and ambiguous data association, and 3) the safety guarantees of VOs do not extend to the

resulting learned policy because we cannot explicitly de�ne collision constraints and apply

them to the black box network. There are many possible ways to alleviate these issues in

future work, including continuing to train the policies (learned in simulation) in real-world
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(a) t (b) t+1

(c) t+2 (d) t+3

Figure 5.6. Robotreactionsto moving pedestriansin theindoorhallway with the
low crowddensity atdifferenttimes.

environments, improving the robustness of the MHT, adding probabilistic predictions of

the future state of the environment, adding a control barrier function as a safety constraint

like [130], or simply add a safety module as a backup: when the obstacle is too close to the

robot, the safety module will override the learned policy to stop and rotate the robot until it

�nds a collision-free space (much like the “stop and wait” in the A1-RD policy).

5.3.4 Hardware Results

Besides the simulated experiments, we also conduct a series of real-world experi-

ments to demonstrate the applicability of our DRL-VO policy. Instead of performing hard-

ware experiments in the laboratory under carefully controlled conditions as [71,77,80,81,

110], we focus on robotic navigation in real and dif�cult environments by testing our sys-

tem during the peak periods of pedestrian traf�c in the intervals between classes. We test in
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(a) t (b) t+1

(c) t+2 (d) t+3

Figure 5.7. Robotreactionsto moving pedestriansin theindoorhallway with the
mediumcrowddensity atdifferenttimes.

three different parts of campus, an indoor hallway, an indoor lobby, and an outdoor hallway

environment, shown in Fig. 5.4. In each environment, the robot passes through a prede�ned

series of goal points with students of different crowd sizes naturally walking around and

causing the robot to adjust its path, as Fig. 5.6-5.10 shows.

The real Turtlebot2 robot directly uses our DRL-VO policy trained from our Gazebo

simulation platform without any �ne-tuning. The computational complexity of our DRL-

VO policy is relatively low, with up to 60 FPS inference speed on the Jetson AVG Xavier

embedded computer, far above the 40 Hz of the sensors. The space complexity of our DRL-

VO policy is also low, with only 32.137 M parameters.This means our DRL-VO policy is

clearly capable of real-time processing and is suitable for robots with limited resources.
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