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ABSTRACT 

Robotic technology is advancing out of the laboratory and into the everyday world. This 

world is less ordered than the laboratory and requires an increased ability to identify, 

target, and track objects of importance. The Bayes filter is the ideal algorithm for tracking 

a single target and there exists a significant body of work detailing tractable 

approximations of it with the notable examples of the Kalman and Extended Kalman 

filter. Multiple target tracking also relies on a similar principle and the Kalman and 

Extended Kalman filter have multi-target implementations as well. Other method include 

the PHD filter and Multiple Hypothesis tracker. One issue is that these methods were 

formulated to only track one classification of target. With the increased need for robust 

perception, there exists a need to develop a target tracking algorithm that is capable of 

identifying and tracking targets of multiple classifications. This thesis examines two of 

these methods: the Probability Hypothesis Density (PHD) filter and the Multiple 

Hypothesis Tracker (MHT). A Matlab-based simulation of an office floor plan is 

developed and a simulation UGV equipped with a camera is set the task of navigating the 

floor plan and identifying targets. Results of these experiments indicated that both 

methods are mathematically capable of achieving this. However, there was a significant 

reliance on post-processing to verify the performance of each algorithm and filter out 

noisy sensor inputs indicating that specific multi-target multi-class implementations of 

each algorithm should be implemented with a detailed and more accurate sensor model.  
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CHAPTER 1: PROBLEM DESCRIPTION 

1.1 Context 

The laboratory is typically an orderly place and the experiments conducted in it follow 

suit with well-defined environmental constraints, targets, and controls that limit the 

unpredictability of the experiment. The greater world, however, is not so well behaved 

and the environment and the targets within it may not always be so well defined. Robotic 

technology is beginning to step out of these specific controlled environments and into the 

larger messier world. This will require that robots are programmed to adapt and 

compensate for this disorganization.  

One specific task that a robot may have to accomplish in the real world is the 

identification and tracking of one or more targets. A target could take the form of an 

object to carry, something to follow or avoid, or a goal position. These targets will also 

have a position in the environment that can be measured. By repeatedly measuring this 

position over time a path of motion can be developed called a target track. 

A robot that is enabled to identify targets and to follow their motion 

autonomously reduces or removes the need for a human operator to direct the motion of 

the robot. This allows for the robot to be able to more readily interact with the 

environment autonomously. Because of this, target identification and tracking has broad 

applications to mapping, surveillance, and search and rescue tasks, but is also used for 

basic environment interaction tasks such as obstacle avoidance and object manipulation.  

A robot will need to be able to identify, track, and interact with both static and 

dynamic targets. For instance, a self-driving car will need to be able to observe and track 

the road around it. This would include observing static targets such as the curb and center 
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dividing line so as to stay in its own lane. This task would also include observing moving 

objects around the car, such as neighboring cars and pedestrians, so as to avoid collisions. 

Implementing a target tracking scheme on a robot introduces some unique 

challenges. Firstly, it should be able to function with information coming from sensors 

with a limited field of view. Mobile robots typically rely on small sensors fixed in place 

on the robot. Thus, these sensors will only be able to view a small segment of the 

environment at a time with any scanning typically occurring as part of the motion of the 

robot. This limited field of view presents the possibility that another target, obstacle, or 

obstruction passing between the target and robot; thus the sensors must be able to 

accommodate for targets becoming occluded. Ideally, should the target pass into and then 

out of the view of the robot’s sensor, the tracking algorithm would be able to correctly 

assign the new measurements to the track previously developed. 

1.2 Single Target Tracking 

The most basic target tracking problem is the identification and tracking of a single 

target. The robot first identifies a target using one or more sensors. Once identified, the 

robot seeks to estimate the path of the target using the sensor measurements from discrete 

times [1]. From these measurements, a tracking algorithm is employed to connect the 

dots between measurements to develop a path or ‘track’ of the target. This track can then 

be used to calculate the target’s current position, its past position, or predict its future 

position 

In the ideal case, there is absolute certainty that a measurement came from the 

target. In practice, there is almost always some error in the measurements that leads to 

uncertainty. First, uncertainty can arise from a false positive: a measurement is reported 
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when the target is not actually there. Second, from a false negative: no measurement is 

received when a target actually exists. Finally, uncertainty can arise from inaccuracies of 

the sensor both due to its precision and noise present in the signal. The convention of the 

field has been to employ estimation techniques and a probabilistic model in order to 

account for the uncertainty [2]. 

The most general form that this technique takes is the Bayes Filter. A Bayes Filter 

is a recursive algorithm that calculates the probability of a given state at the current time 

from the prior probability at a previous time. As shown in [2] chapter 2.4, the Bayes 

Filter algorithm consists of two steps: a prediction step and an update step. The prediction 

step calculates the probability of the specified state based on the probability of the prior 

state multiplied by the probability that a control induces a transition to the new state. The 

subsequent measurement step multiplies the probability of receiving a measurement zt by 

the current prediction. This is outlined in Table 1 reproduced from [2] chapter 2.4. 

Table 1: The Bayes Filter Algorithm 

1 Bayes_Filter(𝛃(𝐱𝐭−𝟏), 𝐮𝐭, 𝐳𝐭): 

2 for all xt 

3 
𝛽(𝑥𝑡) = ∫ 𝑝(𝑥𝑡|𝑢𝑡 , 𝑥𝑡−1)𝛽(𝑥𝑡−1)𝑑𝑥𝑡−1 

4 𝛽(𝑥𝑡) = 𝜂𝑝(𝑧𝑡|𝑥𝑡)𝛽(𝑥𝑡) 

5 endfor 

6 return 𝛽(𝑥𝑡)  

In practice, a pure Bayes Filter is computationally intractable and is always 

substituted with a computationally tractable variant. One common family is Gaussian 

filters, which use a multivariate normal distribution as their probabilistic model [2]. This 

results in unimodal (having a single peak) posterior probability distributions which can be 

applied conveniently to target tracking to give a most likely estimate of a target’s location 

corresponding to the distribution’s mean. The distribution’s covariance corresponds to 
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the spread of this belief and can be used to visualize the probability of the target actually 

occupying a nearby location. 

A specific implementation of a Gaussian filter for linear systems is the Kalman 

filter. As stated in [2] chapter 3.2 the Kalman filter makes three assumptions in its 

implementation of a Gaussian filter. First that the state transition probability – 

𝑝(𝑥𝑡|𝑢𝑡, 𝑥𝑡−1) – is a linear function with additive Gaussian noise – 𝑥𝑡 = 𝐴𝑡𝑥𝑡−1 +

𝐵𝑡𝑢𝑡 + 𝓃𝑡. Here 𝐴𝑡 is the state transition matrix, 𝐵𝑡 is the control input model, and 𝓃t ∼

𝒩(0, Σt) is the noise drawn from a normal distribution with 0 mean and covariance Σt. 

Second, that the measurement probability – 𝑝(𝑧𝑡|𝑥𝑡) – is also a linear function. Finally, 

that the initial belief of the state – 𝛽(𝑥𝑡−1) for 𝑡 = 1 – is normally distributed. This 

ensures that the posterior result is always a Gaussian distribution for all times. A 

Gaussian distribution can be completely described by its mean (𝜇) and covariance (𝜎). 

The Kalman filter is a set of recursive equations that are used to update these values. The 

Extended Kalman Filter is a similar implementation that can be used for non-linear 

systems. 

1.3 Multi-target Tracking 

When it comes to target tracking, it is rarely the case that the application is only 

concerned with one target. One area where multi-target tracking is frequently employed 

is in the field of simultaneous localization and mapping (SLAM) which was first 

introduced in 1996 by Durrant-Whyte, Rye, and Nebot in [3]. Historically, SLAM also 

typically uses the same recursive Bayesian estimation technique as target tracking to 

build a map of the environment and place the robot in it. This was characteristic of what 

Cadena et al. refer to as the “classical era” of SLAM in [4]. At its most, basic the 
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estimating techniques used in SLAM allow for the building of a map that allows for the 

error associated with dead reckoning navigation techniques to be reset. Since in these 

applications the environment is typically static, the motion model is used to determine the 

robot’s position and the capability to “track” multiple targets allows the robot to note the 

multiple walls, obstructions, and obstacles in the environment. The authors then detail the 

subsequent “algorithmic-analysis” age in which the fundamental properties of SLAM 

were examined. In particular the properties of observability, convergence, and 

consistency were developed resulting in the creation of many open-source SLAM code 

libraries. 

Cadena et al. then go on to detail how the field is entering into a third age of 

SLAM which the authors term the robust-perception age. This robust perceptions has 

four requirements: robust performance (i.e. a low failure rate), a resource-aware 

implementation that is tailored towards the available sensing and computing hardware, a 

high-level understanding of the map that goes beyond basic geometry, and task-driven 

perception which filters sensor data pertaining to its relevance to the task at hand. One of 

the concepts that Cadena et al. list as necessary to accomplish this is the need for 

semantic map models in order to facilitate more complex tasks and allowing for task-

planning to be implemented. The problem of associating metric information (i.e. position) 

with semantic information (i.e. target classification) is still unsolved currently.  

Multiple target tracking techniques are also commonly used in sensor fusion 

applications. These applications differ from SLAM in two primary ways. First, sensor 

fusion techniques focus on identifying and tracking dynamic targets whereas SLAM does 

not. Second, SLAM techniques almost universally assume that the data association 
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problem – which will be detailed in the following section – is correctly solved. Sensor 

fusion techniques conversely do not assume this and actively attempt to solve it.  

There are several methods that employ Bayesian filtering. The Kalman filter and 

Extended Kalman filter can be used to track multiple targets [5]. The Multiple Hypothesis 

Tracker (MHT) introduced by Reid in 1979 in [6] employs multiple Kalman filters to 

represent the posterior belief as multiple Gaussian distributions [2]. Finally, a modern 

technique is the Probability Hypothesis Density (PHD) filter [7]. The PHD is similar to 

the Kalman filter in that it propagates the first statistical moment of a distribution but 

differs in that it treats the targets as a set rather than a stacked vector. These target 

tracking techniques have seen significant application in mobile robots examples of which 

are seen in [8] and in [9]. Similar to SLAM, sensor fusion target tracking is seeing an 

increase need for the ability to differentiate between types of targets. As Vo and Vo point 

out in [10] this has applications across many disparate fields. In that paper, Vo and Vo 

propose using a labeled random finite set to develop a multi-object multi-target tracking 

filter which is then implemented in [11].  

1.4 Challenges in Robotic Target Tracking 

In addition to the challenges in target tracking in general noted above, there are 

additional problems when implementing it on a mobile robotic platform, namely what is 

known as the data association problem. The data association problem deals with how the 

measurements from the sensor correspond to the actual targets in the environment and is 

best thought of as a probability: 𝑝(𝑧|𝑥). The goal of data association is to correctly assign 

these measurements (z) to the targets that generated them (x), such that one measurement 

corresponds to one target, i.e. the probability that z came from x is 1 (𝑝(ℎ(𝑥, 𝑧)) = 1). 
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This becomes problematic when targets, landmarks, or other objects in the environment 

are not able to be uniquely identified and creates a residual uncertainty as to the identity 

of the target (𝑝(ℎ(𝑥, 𝑧)) ≠ 1). [2] 

When this is the case, there are three possible association results: a false negative 

(or missed detection), a false positive detection, and a detection with ambiguous identity. 

A false negative is when the sensor fails to detect a target. Conversely, a false positive is 

when the sensor registers a detection on something that is not a target or when a target is 

not present. Finally, an ambiguous detection is what happens when a sensor receives a 

detection but cannot uniquely associate to a specific target.  

Traditionally, the map and sensor measurements were represented as vectors 

requiring the data association to be known in order to use Bayesian filtering. Atanasov et 

al. in [12] detail how modern approaches using landmark-based localization violates this 

known association assumption. They detail how a random finite set can be utilized to 

model the environmental map and assist in solving the data association problem while 

allowing for false positives and negatives, as well as incorporating sematic object 

recognition information from a visual sensor. To that end, Atanasov et al. make five 

assumptions about the environment and measurements: 

1.) No measurement is generated by more than one object 

2.) An object generates either a single detection or a false negative, each with a 

corresponding likelihood 

3.) The process of receiving false positives is Poisson distributed in time and 

distributed in measurement space with a specified pdf 

4.) All detections are conditionally independent 
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5.) Any two measurements are independent conditioned on the robot state, the 

detectable objects and the data association. 

From this there are five possible outcome scenarios that Atanasov et al. derive in [12] and 

Mahler in [7]: 1) all false positives, 2) no false negatives and no false positives, 3) no 

false positives but possible false negatives, 4) no false negatives but possible false 

positives, and 5) both false negatives and false positives are possible. This problem is 

handled differently when using the PHD Filter and the MHT.  

Semantic object recognition is the process of identifying an object from a list of 

particular characteristics. For example, the number of wheels is a trait that can be used to 

semantically identify vehicles (i.e. unicycle, bicycle, tricycle, et cetera). These semantic 

characteristics can be applied in image retrieval [13] via either a static photo or modern 

computer vision techniques which introduces the basic problem of semantic object 

recognition: feature recognition from an image. A neural network and deep learning 

routine can be added in to train and reinforce the object recognition system for increased 

accuracy [14], however issues still remain when an object classification shares semantic 

characteristics [15]. To extend the previous example: a car, a bus, and a truck all share 

the same semantic feature of having four wheels. 

1.5 The PHD Filter 

The PHD Filter is a computational approximation of a recursive nonlinear Bayes Filter. 

Essentially, it is a multi-target allegory of the Kalman filter where the assumption is now 

that the distribution is a Poisson random finite set as opposed to a Gaussian distribution. 

From [16], a random finite set X is a state space random variable 𝒳whose value is given 
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by the function ℱ(𝒳). This set is Poisson distributed with an intensity function v if on 𝒳 

the following two conditions are met as described in [16]: 

1.) If for any 𝐵 ⊆ 𝒳, ∫ 𝑣(𝑥) 1𝐵 𝑑𝑥 < ∞ than |𝑋 ∩ 𝐵| is Poisson distributed with a 

mean ∫ 𝑣(𝑥) 1𝐵 𝑑𝑥  

2.) For any disjoint 𝐵1, … , 𝐵𝑖 ⊆ 𝒳: |𝑋 ∩ 𝐵1|, … , |𝑋 ∩ 𝐵𝑖| are independent. 

This yields a probability distribution for a measurable subset 𝒯 of ℱ(𝒳) of the following 

form: 

Pr(𝒳 ∈ 𝒯) = ∑
𝑒− ∫ 𝑣(𝑥) 1𝑑𝑥

𝑖!
∫ 1𝒯({𝑥1, … , 𝑥𝑖})𝑣{𝑥1,…,𝑥𝑖}𝑑(𝑥1, … , 𝑥𝑖)

𝒳𝑖
∞
𝑖=0  (1) 

In a Poisson random finite set, the Poisson distribution describes the number of targets 

within the set. It groups the collection of individual targets and the collection of 

observations as a set-valued state and a set-valued observation, respectively, and 

functions by propagating in time the first-order statistical moment of the multi-target 

posterior (the probability hypothesis density part of the PHD filter) by recursion by 

updating the Poisson parameter similarly to how the Kalman filter updates the mean and 

covariance of the Gaussian distribution. This results in a single target density function 

over the state space of the target that is a combination of all of the possible targets.  

The PHD Filter consists of a set of four equations as shown in [17] and uses the 

following set of symbols. 

Symbol Description 

𝛽 Current belief 

𝛽 Predicted belief 

𝑥𝑡 State vector at time index t 
𝑧𝑡 Measurement state vector 

𝑞 Robot’s state vector 

𝑝𝑠(𝑥𝑡−1) Survival probability 

𝑝𝑑(… ) Probability of detection 
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𝑏(𝑥) Birth model, determines rate at which targets enter the 

environment 

𝑓(𝑥|𝑥𝑡−1) Transition model, determines how states evolve over time 

𝜂𝑧(𝛽) Normalization factor,  

𝑐(𝑧|𝑞) Clutter and false positive model 

𝑔(𝑧|𝑥, 𝑞) Measurement model 

  

 

�̅�𝑡(𝑥) = 𝑏(𝑥) + ∫ 𝑓(𝑥|𝑥𝑡−1) 𝑝𝑠(𝑥𝑡−1)𝛽𝑡−1 (𝑥𝑡−1)𝑑𝑥𝑡−1 (2) 

𝛽𝑡(𝑥) = (1 − 𝑝𝑑(𝑥|𝑞))�̅�𝑡(𝑥) + ∑
𝜓𝑧,𝑞(𝑥) �̅�𝑡(𝑥)

𝜂𝑧( �̅�𝑡)𝑧𝜖𝑍𝑡
 (3) 

𝜂𝑧(𝛽) = 𝑐(𝑧|𝑞) + ∫ 𝜓𝑧,𝑞(𝑥)𝛽(𝑥)𝑑𝑥 (4) 

𝜓𝑧,𝑞(𝑥) = 𝑔(𝑧|𝑥, 𝑞)𝑝𝑑(𝑥|𝑞) (5) 

Equation (2) is the prediction of the PHD in terms of the birth model 𝑏(𝑥) and an integral 

term consisting of the previous PHD estimate 𝛽𝑡−1(𝑥𝑡−1), the survival probability 

𝑝𝑠(𝑥𝑡−1), and the transition model between the states 𝑓(𝑥|𝑥𝑡−1). Equation (3) is the 

update function, which calculates the probability that the prediction is a false negative 

and increases the PHD in areas where that prediction is in agreement with the 

measurements. Equation (4) is a normalization factor that accounts for clutter and false 

positives – 𝑐(𝑧|𝑞)  – and how that measurement could have potentially come from that 

target via the integral term. Finally, equation (5) is the measurement model– 𝑔(𝑧|𝑥, 𝑞) – 

multiplied by the probability of detection 𝑝𝑑(𝑥|𝑞). The final equation that is used is 

equation (3) which results in a high probability density in areas that the algorithm 

determines to be associated with a target. 

 The PHD filter has been implemented in mobile robotics research in various 

fashions. Like the Bayes filter, the PHD filter contains several integrals that are 

computationally intractable, thus assumptions and approximations must be made when 
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implementing it. Two prominent implementations of a PHD filter are the Sequential 

Monte Carlo PHD (SMC PHD) [18], which implements and interprets the PHD as a set 

of weighted particles, and the Gaussian Mixture PHD (GMM PHD) [19], which 

represents the PHD as a set of weighted Gaussians where the total weight is the expected 

number of targets in the environment. The PHD filter has been used for both multi-robot 

SLAM purposes in [20], [21], and [22] , and for more traditional target tracking tasks in 

centralized [23], decentralized [9], and in distributed [17] configurations across varying 

types of mobile platforms. It must be noted that the PHD Filter itself is only useful for 

state estimation. In order to develop tracking information, additional code must be 

implemented that derives tracks from the PHD’s state estimation in order to solve the 

data association problem. This is due to the PHD being density function over the space of 

the targets. In other words, the filter itself does not uniquely associate measurements with 

targets. 

1.6 The Multiple Hypothesis Tracker 

The Multiple Hypothesis Tracker is an older algorithm that attempts to uniquely associate 

measurements with targets from the start and estimates the individual targets’ state 

variables using a Kalman filter.  The MHT starts by assuming that each target is 

characterized by a state vector x which changes over time according to a known law 

which is of the form shown in equation (6). In turn, the state variables correspond to the 

measurements as shown in equation (7). These equations and the set of symbols used by 

the MHT are shown below. 

𝑥𝑡+1 = 𝐴 𝑥𝑡 + 𝐸 𝑤𝑡  (6) 

𝑧𝑡 = 𝐻𝑥𝑡 + 𝑠𝑡  (7) 
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Symbol Description 

𝑥𝑡 State vector at time index t 
𝑢𝑡 Control input at time index t 
𝐴 State transition matrix 

𝐵 Control input matrix 

𝓃𝑡 Gaussian noise function 

𝛴 The covariance of a distribution 

𝜇 The mean of a distribution 

𝑧 Measurement state vector 

𝑞 Robot’s state vector 

ℎ𝑖 Target state hypothesis 

𝑝𝑖(𝑥𝑡−1|𝑧𝑡) probability of the target state hypothesis hi 

𝑝𝑑(… ) Probability of detection 

𝐸 Disturbance matrix 

𝐻 Measurement matrix 

𝑤, 𝑠 White noise sequences 

𝑁𝐷𝑇 Number of prior targets 

𝑁𝐹𝑇 Number of false targets 

𝑁𝑁𝑇 Number of new targets 

𝑁𝑇𝐺𝑇 Number of previously known targets 

𝜌𝐹𝑇 Density of false targets 

𝜌𝑁𝑇 Density of previously unknown targets that have been detected 

 

Equation (6) and equation (7) corresponds to the motion model and to the measurement 

model – 𝑓(𝑥|𝑥𝑡−1) and 𝑔(𝑧|𝑥, 𝑞) – from equation (2) and equation (5), respectively. The 

MHT makes use of the Kalman Filter to give a multivariate normal distribution, but this 

is only valid if the measurements are uniquely identified as belonging to a specific target 

in a similar fashion to that employed by EKF SLAM methods. 

 The MHT executes a three-step algorithm after receiving new measurement data 

[6]. First, it associates the new measurements derived from the Kalman filter estimate 

with an existing target. The likelihood of this association is also calculated. Outside of the 

rare instances where this association is assigned with 100% confidence, this process 

typically results in the MHT creating multiple tracks corresponding to the different 

measurement associations each of which have varying likelihoods. If it is unable to 
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associate the measurement with an existing target within a specified degree of certainty 

then a new target is generated and a new instance of the Kalman Filter is tasked with its 

state estimation.  

Second, it creates a hypothesis of how the states of the target will evolve over 

time and calculates the probability of each hypothesis based on user defined parameters. 

This hypothesis and probability combination is then used to provide an updated target 

state estimate. Hypotheses with low probability are eliminated. Finally, when a target 

track can be uniquely associated with measurements it is removed from the hypothesis 

matrix and becomes a confirmed target.  

Conversely to the PHD, the MHT does not combine measurement data into a 

density function. Rather, from the onset it generates a set of hypotheses as to the origin of 

every measurement and calculates the probability of the hypothesis given the 

measurements taken through time. Mathematically, Reid [6] denotes the probability of 

the target state hypothesis hi given the measurement set zt as of time t as pi(xt−1|zt). 

Reid then develops a recursive relationship for pi(xt−1|zt) using Bayes’ equation: 

𝑝𝑖(𝑥𝑡−1|𝑧𝑡) =
1

𝑐
𝑝(𝑧𝑡|𝑥𝑡−1, ℎ𝑖) 𝑝(ℎ𝑖|𝑥𝑡−1) 𝑝(𝑥𝑡−1) (8) 

where hi is the association hypothesis for the current data set and 𝑥𝑡−1 the prior 

hypothesis. These three probabilities are equivalent to the PHD filter’s belief (𝛽𝑡) terms. 

However in the MHT these are strictly probabilities, not probability hypothesis densities.  

Reid then defines 𝑝(𝑧𝑡|𝑥𝑡−1, ℎ𝑖) as follows: 

𝑝(𝑧𝑡|𝑥𝑡−1, ℎ) =  ∏ 𝑓(𝑚)𝑚𝑡
𝑚=1  (9) 
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where 𝑓(𝑚) is defined differently for a new target and a confirmed or tentative target. If 

the mth measurement is from clutter or a new target, 𝑓(𝑚) is inversely proportional to the 

area 𝑉 covered by the sensor.  

𝑓(𝑚) =
1

𝑉
 (10) 

If the measurement corresponds to a confirmed or tentative target, 𝑓(𝑚) is equal to a 

normal distribution given by:  

𝑓(𝑚) = 𝒩(𝑧 − 𝐻�̅�, 𝐵)  (11) 

with 𝐵 = 𝐻𝛴𝐻𝑇 + 𝑅; x̅ and 𝛴 being the mean and covariance of the target state estimate 

as determined by the Kalman filter. Given this, 𝑝(ℎ|𝑥𝑡−1) gives the probability of the 

current data-association. Reid calculates this to be the following 

𝑝(ℎ|𝑥𝑡−1) =
𝑁𝐹𝑇! 𝑁𝑁𝑇!

𝑚𝑡!
(𝑝𝑑(𝑁𝐷𝑇)(1 − 𝑝𝑑(𝑥𝑡−1))

𝑁𝑇𝐺𝑇−𝑁𝐷𝑇
)  

                                                         ∗ Pois𝑁𝐹𝑇
(𝜌𝑁𝐹𝑇

𝑉)Pois𝑁𝑁𝑇
(𝜌𝑁𝑇𝑉) (12) 

where 𝑚 is the number of measurements, 𝑁𝐷𝑇 the number of prior targets, 𝑁𝐹𝑇 the 

number of false targets, 𝑁𝑁𝑇 the number of new targets, and 𝑁𝑇𝐺𝑇 the number of 

previously known targets. What this generates is a matrix containing all the possible 

hypothesis of measurement and target associations weighted by a probability, which can 

alternatively be thought of as a hypothesis tree. Additional processing prunes unlikely 

hypothesis branches from the tree leaving only the more likely associations, but still 

remains a significant hurdle to overcome as even keeping only two likely hypotheses will 

lead to a rapidly diverging hypothesis tree. 
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1.7 A Basic Tracking Scenario 

To illustrate how each method works, let’s examine a basic scenario with two targets. In 

this scenario, the sensing platform can be moving or static and initially has no targets in 

view. Next a single target enters the view of the sensor, followed by a second. Both 

targets are of the same classification, or the sensor and tracking algorithm make no 

attempt to classify them. 

1.7.1 PHD Filter Process 

It must be reiterated here that the PHD filter does not produce target tracks. It will 

provide information about the expected number of targets for a given state vector.  

Additional clustering algorithms must be used to extract this information at each time 

step and develop a target track. 

 The PHD is initialized to a uniform value across the state space. At the first time 

step, prior to any detection being made, the PHD makes a prediction (equation (2)) of 

what the PHD should be at the next time step based on the birth model and the transition 

model. Seeing as nothing has been detected, the transition model will still cause the PHD 

to be uniform across the state space, however the birth model will increase the weight of 

the PHD in areas it believes new targets will enter the environment. The first term in 

equation (3) serves to decrease the PHD where targets should have been detected. 

Conversely, the second term of equation (3) increases the weight of the PHD where the 

measurements are in agreement with the prediction. The greater the likelihood of a false 

positive, the less this increase will be. The first time the first target is detected, this 

increase in weight will be relatively small as the PHD doesn’t predict that there is a target 
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there. However, this value will steadily increase with subsequent detections until the 

PHD at that state is 1.  

 Conversely, if the birth model is correctly implemented to predict the arrival of 

another target, when the second target is finally detected it may already be in partial 

agreement with the PHD there. Again with each subsequent detection the value of the 

PHD at that state will increase indicating the number of predicted targets at that state. 

Recording the state value of the PHD with the local maxima within a cluster over time 

can be used to develop target tracks.   

1.7.2 MHT Process 

The MHT upon first detecting the first target will attempt to associate it with a previous 

track. Since this is the first detection the sensor has made, there exist no prior tracks and a 

new track is created. This track will have a probability or score associated with it that 

denotes how confident the algorithm believes this track accurate reflects the motion of 

the target. A Kalman filter is initialized to estimate the values of the target track’s state. 

The MHT then makes a prediction as to how the track’s state will evolve according to 

equation (6).  

Upon subsequent detection of the same target, the MHT will go back and 

calculate the probability that the new measurement came from a prior hypothesis. At this 

point in time it is pretty likely that the one detection the sensor has made matches up with 

the one hypothesis that came from the one target in view, but not completely certain. The 

MHT now creates a new hypothesis that there is a second target. This hypothesis has a 

very low probability or score, but this exists mostly because the new detection doesn’t 

100% match the estimated hypothesized position. 
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At the third time step the second target comes into view, and the process repeats 

much like in the previous paragraph, but further weight is added to the hypothesis that 

there is a second target and the state estimate is updated to reflect a target positioned 

somewhere between the true position of the two targets. Again, at the fourth time step 

two detections are received corresponding to each of the true targets. The MHT has now 

seen enough to uniquely associate the first measurement with the first hypothesized track 

and confirms it. The hypothesis associating this second measurement to a second target is 

also increase.  

At the fifth time step two detections are again received. One the MHT is able to 

uniquely associate with the first target. This must therefore mean that the second 

detection came from the second target. With this the measurements associated with the 

second target are uniquely associated and the second target confirmed. 

1.8 Prior Work 

The PHD Filter and MHT have been compared by Pranta, Vo, Singh, et al. in [24] and 

found that the PHD Filter is significantly more accurate in particular when utilizing the 

visual sensors that are becoming increasingly common in robotics. Pranta et al. found that 

the PHD Filter with accompanying code that would develop a track from its detections 

had a significantly lower Wasserstein distance than those tracks developed by the MHT. 

The MHT has a history of applications in air traffic control and has recently been 

gaining traction in mobile robotics. Arras et al have shown in [25] that a multiple-

hypothesis based method can be used by a mobile robot to track the legs of nearby 

pedestrians. Similarly, subsequent work by Lau, Arras, and Burgard in [26] showed that a 

multiple-hypothesis method could track targets that came together and separated 
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clustering a group of closely spaced targets together as a single target and then splitting 

that group target into smaller individual targets when the spacing increased. 

 However, due to the long history of the MHT being used as a multi-target tracker 

in radar-based environments and recent advancements in visual object detection sensor 

technology, the MHT has been revised by Kim et al. in [27] for its use as a multi-object 

tracker for vision-based sensors. They found that with some modification to account for 

modern technology, namely an aggressive pruning algorithm that removes track trees that 

are not part of the global hypothesis, and those trees which have grown too large, that the 

MHT compares similarly to the PHD Filter and other modern techniques.   

 From this and the prior example cited it has been shown that the PHD Filter and 

MHT are capable of functioning with information coming from sensors with a limited 

field of view and that they can account for the motion of the robot, thus satisfying the two 

criteria outlined previously in section 1.4. However, there is a lack of literature when it 

comes to tracking multiple targets of multiple classifications. Contributing to this final 

criterion will be the goal of this thesis. 

1.9 Multi-class Tracking 

Adding an object classification creates two additional related problems: correctly 

classifying a target and correctly associating positional data with class data. Visual 

sensors and artificial intelligence are lately being paired to accomplish goal-finding tasks 

with mobile robots [28]. This has applications to tasking that requires a robot to go out 

and find one or more known targets. The first problem is straightforward enough: can the 

sensor employed by the robot be used to successfully classify the target?  
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The second part is more ambiguous. How does a target’s class relate to its 

position? There might be some way to relate the two. For instance [28] [29], a grocery 

store’s aisles are typically grouped together and categorized. If the spatial coordinates of 

the aisle are known and the classification of items in the aisle are known, we can derive a 

probability function that relates target classification to spatial coordinates. If no such 

relation exists, this adds another dimension to the state vector that will need to be 

estimated. These are potential solutions to the data association problem. 

1.10 Contributions of this thesis 

As previously stated, the MHT and PHD Filter have both been successfully implemented 

on board a mobile robot tasked with various target tracking tasks. However, in each of 

those other scenarios the robot was tasked with only identifying and tracking one type of 

target. While useful, it would offer greater utility if the robot was able to identify and 

track targets of varying types allowing it to potentially respond differently according to 

the target type. The first contribution of this thesis will be to address this gap in 

knowledge and determine if it is theoretically possible to successfully track multiple 

targets of multiple types with either the MHT or the PHD Filter. 

Secondly, this new MHT will be tested using the following case study: a robot 

tasked with driving through an office building like floor plan and identifying and tracking 

the objects within, for example, people, chairs, tables, and trash cans. This has 

applications to search-and-rescue scenarios. Say that a building is on fire and there is an 

unknown number of people trapped inside. It would be safer to send in a mobile robot to 

search the area and identify the trapped people. Work has been done in [8] that 

accomplishes this task, however, in that paper the scenario only contained one target that, 
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if detected, was assumed to have been correctly categorized. This thesis seeks to expand 

upon that to allow for a robot to operate in a less rigidly defined environment by 

expanding the capabilities of modern sensor fusion and SLAM techniques. 
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CHAPTER 2: PROPOSED SOLUTION 

2.1 Introduction 

A complete comparison of the MHT and the PHD filter for use with mobile robotics 

would necessitate a comprehensive set of tests ranging from pure simulation to live tests 

on hardware. This thesis will test the initial theoretical question of whether or not the 

MHT can be used to track multiple targets of different types and compare the 

performance of the MHT to that of the PHD filter. This will be accomplished using tools 

found in the “Sensor Fusion and Tracking Toolbox” [30] within Matlab. This toolbox 

contains software designed to create and test tracking algorithms and has a built-in MHT 

method [31]. The PHD Filter will be implemented using previous work by Philip Dames 

[32].  

2.2 Sensor model 

To be useful to tracking, the sensor used must be able to a provide bearing to the target at 

a minimum. Bearing is easily calculated in the body frame of the sensor, at it is merely 

the angle the signal is received relative to the body-frame reference axis. Range, 

however, can be more difficult to determine and often employs some onboard calculation 

method. In a vision-based system, range is found by utilizing a second camera and 

calculates range by analyzing disparities in the image produced by each camera. 

Additionally, the sensor must be able to provide some sort of information that is useful 

for classification. The convention that has been used has been to employ computer vision 

and machine learning techniques to enable a robotic system to recognize different types 

of targets. [33] 
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2.2.1 Sensor Properties 

The sensor model is based off of an Orbbec Astra camera [34]. This is a relatively simple 

and cheap camera similar to many available for mobile robots, and one specifically 

designed for robot vision purposes. This camera has a field of view of 60 degrees by 49.5 

degrees and a range of up to 8 meters. The sensor will be oriented such that the centerline 

matches the centerline and heading of the simulated robot. Defining 𝜃𝑏 as the angle to the 

target in the robot’s frame and the distance to the target as r, the sensor’s field of view is 

thus 𝜃𝑏 = ±30∘ and 𝑟 ≤ 8. Within the senor’s field of view the probability of detection 

will be 90% equating also to a 10% chance of a false negative. Outside of the sensor’s 

field of view the probability of detection will be 0%. This is noted in equation (13). 

𝑝𝑑(𝑥) = {
0.9 |𝜃𝑏| ≤ 30∘, 𝑟 ≤ 8m
0 otherwise

  (13) 

Clutter in the environment – 𝑐(𝑧|𝑞) from equation (4) – and false positives will be treated 

as the same. The probability of a false positive appears in equation (3) as: (1 − 𝑝𝑑(𝑥|𝑞)). 

With the assumption that a detection is made, this allows equations (3) and (4) to be 

simplified to: 

𝛽𝑡(𝑥) = {
0.1�̅�(𝑥) + ∑

𝜓𝑧,𝑞(𝑥) �̅�𝑡(𝑥)

𝜂𝑧( �̅�𝑡)𝑧𝜖𝑍𝑡
|𝜃𝑏| ≤ 30∘, 𝑟 ≤ 8m

�̅�(𝑥)                      otherwise
 (14) 

𝜂𝑧(𝛽) = 0.1 + ∫ 𝜓𝑧,𝑞(𝑥)𝛽(𝑥)𝑑𝑥 (15) 

No information was available regarding the accuracy of the camera with respect to 

measuring distances. This thesis will assume that each position measurement is accurate 

to within 0.01 m. 
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2.2.2 Target Properties 

Targets in the environment will be represented by a three-element state. The first two 

elements – x1 and x2 – are the planar Cartesian coordinates. The third element – x3 – will 

correspond to the target’s classification.  x3 will be an integer value corresponding to 

finite list of classes. Orientation will be ignored due to the difficulties in determining 

orientation from image data. 

Additionally, the environment will be closed with the targets already placed 

within it. No new targets will be added over the course of the test thus the birth model – 

𝑏(𝑥) from equation (2) – is a constant zero. There are no hazards or exits from the test 

environment thus survival probability – 𝑝𝑠(𝜉) from equation (2) – is a constant 100%. 

This simplifies equation (2) to: 

�̅�𝑡(𝑥) = ∫ 𝑓(𝑥|𝑥𝑡−1)𝛽𝑡−1(𝑥𝑡−1)𝑑𝑥𝑡−1 (17) 

The motion of each target will be modeled as a Gaussian random walk. Under this 

model, the step size is given by the inverse cumulative normal distribution, 𝛷−1(𝑧, 𝜇, 𝜎), 

with each target type having a different mean value (𝜇), which results in a variation about 

a linear trend. For the people in the scenario the mean value will be 0.334 m/s equating 

roughly to a comfortable typical adult walking stride. Chairs will use 0.050 m/s to 

account for the possibility of a rolling chair. Tables and trash cans will use 0.005 m/s as 

they should not be moving, but may be bumped or perturbed. These velocities are for a 

multidimensional movement along either or both the x and y axis. Over time, this will 

result in a walk corresponding equation (16): 

𝑥𝑡+1 = 𝑥𝑡 + 𝑤 (16) 
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where 𝑥𝑡+1 is the predicted state planar coordinates, 𝑥𝑡 the starting state planar 

coordinates, and w is drawn from the Gaussian distribution. The simulation will be 

updating at a rate of 100 Hz. 

 These values will be used to calculate the transition function probability. For each 

target classification, the difference between the walking step per simulation update and 

the Euclidian norm of x and xt−1will be analyzed and used to calculate a probability. The 

probability will be normally distributed with a mean of zero (corresponding to the precise 

Gaussian random walk step size) and a standard deviation as defined in Table 2 

Table 2: Target walking stride distribution parameters. 

 𝛍 (m/s) 𝛔 

Person 0.334 0.1 

Chair 0.050 0.01 

Table 0.005 0.001 

Trash Can 0.005 0.001 

 

The measurement model will consist of two parts. First, the planar position will 

be modeled as a multivariate Gaussian distribution. The mean of this distribution will be 

the true position and the evaluation point will be the newly detected planar position, with 

both expressed in the sensor frame. As the position measurements along each axis are to 

be considered accurate to 0.01 m, each of the Cartesian state values will have a variance 

of 𝜎2 = 0.0001, yielding a covariance matrix of: 

𝛴 = [
0.0001 0

0 0.0001
] (17) 
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In physical sensors, there is some uncertainty due to noise, imperfections in the 

signal processing, and signal quality. A virtual sensor is typically implemented with 

perfect knowledge of the environment, and no signal noise or loss of quality. Thus, when 

a virtual camera is asked to classify a target visually, it will return the actual 

classification. A confusion matrix is used to simulate a virtual sensor with the uncertainty 

present in a physical sensor. This is implemented by having a left stochastic matrix where 

each column corresponds to the actual classification, and each row the potential 

classifications. Each element of the matrix represents that probability that a target of the 

column’s type will be classified as a target of the row’s type.  

In this simulation, there will be four total target types: a person, a table, a chair 

and a trash can. The probabilities of classification are shown in Table 3. 

  Actual Target Type 

  Person Table Chair Trash Can 

Measured 
Target Type 

Person 90% 1% 2% 1% 

Table 3% 88% 10% 3% 

Chair  5% 8% 85% 8% 

Trash Can 2% 3% 3% 88% 
Table 3: Sensor confusion matrix 

 As a person is the most different of the four objects, it was deemed to be the most likely 

to be correctly identified. Tables and chairs are typically of the same height and can have 

similar legs, so they were deemed to be less likely to be correctly identified and possibly 

misidentified as the other. Finally, trash cans were similarly unique, but had a similar 

height to a chair so there exist a possibility of mislabeling.  

For this thesis these values are purely hypothetical. In practice they would have to 

be determined by subjecting the sensor classification algorithm to a large dataset of 

known targets. The rate at which a known target is identified as one of the target sets 



26 

 

would be used to populate the confusion matrix. To illustrate using the aforementioned 

values: if you have 100 images of people and your visual sensor identified 90 of those 

images as people, 3 as tables, 5 as chairs, and 2 as trash cans, you would get the results 

listed in Table 2. 

2.3 Preliminary Test Scenarios 

Several test scenarios were designed for debugging and preliminary testing. These 

consisted of a simple rectangular environment populated with nine identical targets. 

There are three variations: one with solely static targets, one with solely dynamic targets, 

and a final one with four static and five dynamic targets. The robot moved in a straight 

line along the positive x-axis direction for sixty seconds. These scenarios allowed for a 

comparison back to prior work. It has been shown that both the PHD Filter and MHT are 

capable of tracking these types of targets and successful completion of these tasks will 

serve as a validation of the experimental framework. 

 

Figure 1: Preliminary test scenario configuration. 
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2.4 Proof-of-Concept Test 

The concluding scenario tasks the robot with driving through a simulated office floor 

plan. Within the floor plan there are several rooms each 10 meters by 10 meters. The 

robot starts at one end of the hallway and has a preplanned route that drives it through the 

doorway and into the room. Once in the room, the robot makes a turn and drives along a 

circular path that will allow for the robot’s sensor to sweep across the room and view 

every target within. Upon reaching the end of the circular path, it then proceeds on to the 

next room. There will be certain positions and configuration (namely near the end of the 

circular path where the robot is pointed towards the hallway where the robot may be able 

to detect targets from other rooms. In each room there are targets of four different types: 

a trash can, a chair, a person, and a table. See the Figure 2 for an illustration. 

 

Figure 2: Floor plan. Robot in red, tables in yellow, people in magenta, chairs 

in green, trash cans in blue. Dotted line shows robot's path. Arrow's show 

direction of motion. 
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In the first room there will be one static target of each type widely spaced. In 

room two, there will be two static targets of each type (i.e. two tables, two chairs, two 

trash cans, two people) that will be closely grouped together. Rooms three and four will 

repeat this pattern but will now be moving targets. Rooms five and six will feature a more 

typical office arrangement with a static trashcan, a single static table, a people sitting on 

chairs. In room five all targets will be static. In room six each person-chair combo will be 

moving. 

Finally, there will be a single person placed at the opposite end of the hallway 

moving slowly in the opposite direction as the robot. Initially it will be outside of the 

robot’s sensor range but will eventually move into it as time passes. The point of this 

target is to test the sensor and tracking algorithm’s ability to process occluded targets as 

this person will regularly move into and out of the robot’s perception. 

2.5 Criteria for Success 

There will be two criteria for success to see if the target tracks generated correctly 

associated the measurement data to a target. The first is correct classification of the 

targets. If 75% or more of the targets are correctly classified this criterion will have been 

met successfully. The second criterion is successfully tracking the position of the targets. 

However, since the position of the targets will likely have uncertainty, a method that 

compares the “distance” of distributions must be used instead of simple geometry. One 

such method is the second is the Wasserstein distance metric given by: 

𝑊2(𝜇1, 𝜇2)2 = ‖𝜇1 − 𝜇2‖2
2 + trace(𝛴1 + 𝛴2 − 2(𝛴2

1/2
𝛴1𝛴2

1/2 
)) (17) 

where 𝜇1 and 𝜇2 are expected values and 𝛴1 and 𝛴2 are covariance matrices. In this 

scenario 𝜇1 and 𝛴1 correspond to the actual path of the target, thus the expected value is 
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the target’s known state variables 𝑥 which has a covariance of zero. The tracking 

algorithm will supply 𝜇2 and 𝛴2 which corresponds to the measurement state vector 𝑧 and 

the uncertainty in those coordinates.  

The Wasserstein distance is a useful metric to use, because in this application it 

allows for the ‘distance’ to be calculated between two uncertain measurements. To 

demonstrate, if there is complete certainty in the measurements, the covariance matrices 

become zero and the trace term disappears leaving simply the Euclidian norm. Therefore, 

a lower Wasserstein distance will correspond with a more accurate positional track. If the 

track is within 10 cm of the actual target (corresponding to a Wasserstein distance of 

0.32) the target will be considered to have been successfully tracked. Again, if 75% or 

more of the tracks are able to meet this accuracy then the second success criteria will be 

considered met. 
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CHAPTER 3: RESULTS 

3.1 Introduction 

Target position and tracking data was recorded in real time. After the trial, the tracking 

data was post-processed to check the data association of each track to the targets to verify 

the accuracy of the track. This is readily apparent by plotting the tracking data along with 

the targets’ positions over time. These plots are shown in sub-figure (a) of Figures 3-8 as 

well as the top plot in the figures contained in Appendices A and B.  

To quantify this, a cost matrix was developed for each time step that used the 

Wasserstein distance to generate the cost of assigning the currently confirmed tracks to 

each of the targets. The Hungarian Method [35] was then used to determine a least-cost 

track and target assignment (alternatively known as the global nearest neighbor) to 

confirm if the data association problem was correctly solved. Any assignment that was 

made that had a cost greater than twice the maximum acceptable assignment cost was 

rejected as noise. This track-target assignment will be considered conclusive if the track 

assignment cost is under 0.32 (corresponding to a track distance of 0.1 m) consecutively 

for a duration of at least 5 seconds. The assignment will be considered partially 

conclusive if the duration is greater than 1 second but less than 5. 

3.2 MHT Preliminary Results 

For the first preliminary trial (shown in Figure 3) all targets were static. Seven of the nine 

targets (77.78%) were able to be successfully tracked. The two targets that weren’t 

tracked (Targets 6 and 7) were unable to be uniquely identified and tracked with 

sufficient accuracy for the duration of the trial. For the targets that were tracked the 

average assignment cost was 0.0153.  
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For the second all-dynamic trial (shown in Figure 4) all nine targets were able to 

be tracked conclusively, despite Targets 2 and 4 briefly becoming untracked later on in 

the trial. The average assignment cost for this trial was 0.0068.  

Finally, for the third mixed static and dynamic target preliminary trial (shown in 

Figure 5), all nine targets were able to be conclusively tracked with an average cost 

assignment of 0.0335. Each individual track’s average assignment cost is tabulated below 

in Table 4. The tracking data and corresponding track cost assignment values for each of 

these trials is plotted in Figures 3 – 5. Overall, these preliminary trials confirm that this 

implementation of the MHT is capable of performing to the levels reported in prior work. 

Table 4: MHT preliminary trials average assignment costs. Targets 5-9 in the Mixed trial are dynamic 

Target 

MHT 

Static Dynamic Mixed 

1 1.00E-03 3.00E-03 1.70E-03 
2 3.18E-02 2.23E-02 1.00E-04 
3 1.00E-04 3.00E-04 1.00E-04 
4 1.62E-02 2.49E-02 1.00E-04 
5 3.53E-02 6.00E-04 5.64E-02 
6   2.80E-03 2.00E-04 
7   5.30E-03 2.00E-04 
8 4.70E-03 1.40E-03 1.23E-01 
9 1.78E-02 3.00E-04 1.20E-01 

Ave. 1.53E-02 6.77E-03 3.35E-02 
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(a) Target (black) and track (color) positions in the room frame (b) Track assignment cost 

Figure 3: MHT all static targets preliminary trial results.  
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(a) Target (black) and track (color) positions in the room frame (b) Track assignment cost 

Figure 4: MHT all dynamic targets preliminary trial results. 
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(a) Target (black) and track (color) positions in the room frame (b) Track assignment cost 

Figure 5: MHT mixed static and dynamic targets preliminary trial results



 

34 

 

3.3 PHD Filter Preliminary Results 

The PHD filter performed notably better in the preliminary trials than the MHT. In all 

three preliminaries, all nine targets were able to be successfully tracked using the PHD 

filter. Additionally, each trial had more accurate tracks (corresponding to a lower 

assignment cost) both per trial and per track. Target tracking and cost assignment data is 

plotted in Figures 6 – 8. As with the MHT, this indicates that this implementation of the 

PHD filter is capable of meeting the performance already detailed in prior work. 

Table 5: PHD filter preliminary trials average assignment costs. Targets 5-9 in the Mixed trial are dynamic 

Target 

PHD 

Static Dynamic Mixed 

1 1.00E-04 3.81E-04 1.00E-04 

2 1.00E-04 4.13E-04 1.00E-04 

3 1.00E-04 3.07E-04 2.00E-04 

4 1.00E-04 3.69E-04 1.00E-04 

5 1.00E-04 3.43E-04 3.89E-02 

6 1.00E-04 3.64E-04 3.00E-04 

7 1.00E-04 3.75E-04 3.00E-04 

8 1.00E-04 3.58E-04 4.00E-04 

9 1.00E-04 3.58E-04 4.00E-04 

Ave. 1.00E-04 3.63E-04 4.53E-03 
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(a) Target (black) and track (color) positions in the room frame (b) Track assignment cost 

Figure 6: PHD filter all static targets preliminary trial results. 
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(a) Target (black) and track (color) positions in the room frame (b) Track assignment cost 

Figure 7: PHD filter all dynamic targets preliminary trial results.
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(a) Target (black) and track (color) positions in the room frame (b) Track assignment cost 

Figure 8: PHD filter mixed static and dynamic targets preliminary trial results.
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3.4 MHT Proof-of-Concept Results 

Full results of the proof-of-concept trial are contained in Appendix A. On an initial run of 

the proof-of-concept trial implementing the MHT targets were successfully tracked, 

however some odd behavior was noted. The real-time simulation tracks would appear to 

be re-initializing despite following the same target. This is seen in the post-processed data 

as a track assignment with a low cost, but an incorrect target classification ID. This is 

most easily seen in the data from room two plotted below in Figures 9 and 10. 

 

 

Figure 9: MHT proof-of-concept trial 1, room 2 tracking data. Target (black) and track (color) positions in the room 

frame 
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Figure 10: MHT proof-of-concept trial 1, track assignment costs. 

In Figure 9 we can see that all the detections can be associated to target tracks that fairly 

closely match the actual target. This is also reflected in the target track assignment costs 

all being with limits. However, looking at the second column of plots in Figure 10, it is 

seen that there are times that correspond to a low-cost correct association with an 

incorrect classification (represented as a value of zero). 
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The initial conclusion was that the MHT was incorrectly assigning the track to the 

target most closely matching the positional track and not accounting for the target’s 

classification, when it should have been rejecting or not confirming the track due to the 

measurements that differed in classification. Investigating the raw tracking information, it 

was discovered that the MHT would periodically produce multiple confirmed tracks at 

the same position when it received a measurement that contained a new target 

classification.  

Table 6: Selected raw MHT tracking data showing multiple tracks at the same distance from a target with differing 

classifications (IDs). 

Time (s) 
True x 
(dm) 

True y 
(dm) Track # Distance Class Track # Distance Class 

4.71 50 84 1 0 4      
4.72 50 84 1 0 4      
4.73 50 84 1 0 4      
4.74 50 84 1 0 4      
4.75 50 84 1 0 4      
4.76 50 84 1 0 4 2 0 3 
4.76 50 84 1 0 4 2 0 3 
4.77 50 84 1 0 4 2 0 3 
4.77 50 84 1 0 4 2 0 3 
4.78 50 84 1 0 4 2 0 3 
4.78 50 84 1 0 4 2 0 3 
4.79 50 84 1 0 4 2 0 3 
4.79 50 84 1 0 4 2 0 3 
4.8 50 84 1 0 4 2 0 3 
4.8 50 84 1 0 4 2 0 3 

4.81 50 84 1 0 4      
4.82 50 84 1 0 4      
4.83 50 84 1 0 4 3 0 5 
4.83 50 84 1 0 4 3 0 5 
4.84 50 84 1 0 4 3 0 5 
4.84 50 84 1 0 4 3 0 5 
4.85 50 84 1 0 4 3 0 5 
4.85 50 84 1 0 4 3 0 5 
4.86 50 84 1 0 4 3 0 5 
4.86 50 84 1 0 4 3 0 5 
4.87 50 84 1 0 4      
4.88 50 84 1 0 4      
4.89 50 84 1 0 4       
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From these results, it can be seen that the MHT was still successfully tracking the target, 

however it was also generating concurrent tracks at the same position to accommodate 

the new target classification. Due to the order in which these tracks were plotted, the 

figures plotted the mis-matched tracks over the correct ones.  

Seeing as the cost assignment scheme was only based on distance, the cost 

equation was altered to provide an additional fixed cost that would automatically place 

the target-track association cost over the maximum acceptable association cost for the 

Hungarian method. This modification to equation (17) is shown below 

𝑊2(𝜇1, 𝜇2)2 = ‖𝜇1 − 𝜇2‖2
2 + trace(𝛴1 + 𝛴2 − 2(𝛴2

1/2
𝛴1𝛴2

1/2 
) + 𝐶 (18) 

𝐶 =  {
0 𝑥1(3) = 𝑥2(3)

1 otherwise
 (19) 

With this modification, the simulation was re-run. Full results of this trial are contained in 

Appendix A. To summarize, the MHT was able to successfully track all targets with an 

average assignment cost of 0.0164. A per track average cost is shown below in Table 7. 

Table 7: Average of MHT target-track assignment costs over length of observation. 

Target Cost Target Cost Target Cost Target Cost 

1 1.00E-04 11 3.43E-02 21 2.14E-02 31 5.22E-02 

2 2.20E-03 12 7.44E-02 22 6.95E-02 32 3.28E-02 

3 1.00E-04 13 1.00E-04 23 1.90E-03 33 3.20E-03 

4 1.00E-04 14 5.00E-04 24 2.06E-02 34 3.00E-04 

5 1.00E-04 15 1.05E-01 25 1.00E-04 35 3.00E-04 

6 1.00E-04 16 1.00E-04 26 1.00E-04 36 1.00E-04 

7 9.80E-03 17 1.00E-04 27 1.00E-04 37 7.30E-03 

8 8.02E-02 18 6.00E-04 28 1.00E-04     

9 1.59E-02 19 1.00E-04 29 1.00E-04 Average 1.645E-02 

10 7.40E-02 20 1.00E-04 30 1.00E-04     
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3.5 PHD Filter Proof-of-Concept Results 

The PHD Filter experienced a similar error as the MHT while using the original 

formulation of the Wasserstien distance in equation (17). As with the MHT, the equation 

was modified as shown in (18) and (19) and the simulation was re-run. The full results 

from this run are contained within Appendix B. The PHD filter had similarly good 

performance and was able to generate conclusive tracks for 34 of the 37 targets (targets # 

1-14, 16-26, 28, and 30-37). Target #15 has an inconclusive track as the assignment cost 

falls within the threshold but for less than one second. It was only unable to track two 

targets, targets 27 and 29. These two targets were a dynamic collocated person and chair 

(i.e. a person sitting on a rolling chair). Overall, the PHD filter had an average target-

track assignment cost of 0.001. Per track averages are shown below in Table 8 with 

targets 27 and 29 ignored as they lacked a track. 

Table 8: Overall and per track averages of PHD filter target-track assignment costs 

Target PHD Target Cost Target Cost Target Cost 

1 1.00E-04 11 1.00E-04 21 1.00E-04 31 8.20E-03 

2 1.00E-04 12 1.00E-04 22 1.00E-04 32 1.00E-04 

3 1.00E-04 13 1.00E-04 23 2.00E-04 33 1.00E-04 

4 1.00E-04 14 6.00E-04 24 1.13E-02 34 4.00E-04 

5 1.00E-04 15 1.00E-04 25 1.00E-04 35 1.00E-04 

6 1.00E-04 16 1.00E-04 26 1.00E-04 36 1.00E-04 

7 1.00E-04 17 4.30E-03 27   37 7.70E-03 

8 1.00E-04 18 7.00E-04 28 1.00E-04     

9 1.00E-04 19 1.00E-04 29   Average 1.03E-03 

10 1.00E-04 20 1.00E-04 30 1.00E-04     
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CHAPTER 4: DISCUSSION AND CONCLUSION 

4.1 Experiment Summary 

Target tracking is a vital task to modern robotics and has a wide array of applications. 

Crucial to this task is successfully executing a target tracking algorithm that utilizes the 

robot’s onboard sensors, which – for a mobile robot – are typically small and have a 

limited field of view. Much work has been done in the area of tracking targets of a single 

type and this thesis addressed if the MHT and PHD filter are capable of tracking multiple 

types or classes of targets. This was tested using a Matlab-based simulation with a built-

in MHT and a custom built PHD filter. Preliminary tests were conducted that verified 

these implementations could perform in scenarios outlined by prior work. The work for 

this thesis culminated in an experiment that tasked a robot with driving through a 

simulated office floor and identifying the targets within. 

4.2 Discussion 

Firstly, each tracking method was able to meet the criteria for success. The MHT tracked 

100% of the targets and the PHD filter tracked 92%. While the PHD filter failed to track 

as many targets, the tracks it developed were substantially more accurate and had a lower 

average cost than those created by the MHT. The second criteria for success, that targets 

be correctly identified, was rendered moot by the modifications made to the Wasserstein 

distance in equations (18) and (19). This added fixed cost forced the track verification to 

reject any misclassified target tracks. This effectively made it a binary scenario: a target 

was either successfully identified classified and tracked within the acceptable distance 

tolerance or it was not. This was necessary to filter out the multiple collocated tracks 

created by this implementation of the MHT but may have artificially inflated the 
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accuracy of the PHD filter by incorrectly rejecting detections that were within positional 

tolerances, but misclassified. Both tracking methods require further testing and evaluation 

because of this. 

However, this conclusion was only able to be reached in post processing by 

processing out erroneous high-cost assignments. What this indicates is that there were a 

number of detections provided by the sensor that did not accurately correspond to a 

target. These are results that should have been interpreted as false positives but were not. 

The false detections were frequently made with closely spaced targets. A simple example 

of this is seen in Figure 9 above which contains all static targets. The detections indicate 

that there is some movement for some of the closely spaced targets. Figure 4 also shows 

another simple example of this. While the PHD filter had less of this phenomenon, it can 

still be noted on the plots of some of the assignment costs by a rapid up and down zig 

zag. 

The source of this largely appears to be the sensor model and the way 

measurements were reported to the tracking algorithms. If an object was detected within 

the sensor footprint, its planar location was pulled directly from the simulation and 

reported to the tracker rather than going through a transformation based on the detected 

range, bearing, and current state of the robot. 

Two additional sources of false positive data were due to the implementation of 

each tracking algorithm. The MHT ended up producing an excessive number of false-

positive tracks. In real-time, this was noted by the track plots constantly changing color, 

indicating that a new track was being plotted in the same position. In debugging this 

problem, it was discovered that these additional tracks were a result of the way that 
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Mathworks implemented the MHT and how it was incorporated into this thesis. The 

target position and classification were by necessity measured separately and then 

combined and delivered to the tracking function as an objectDetection system 

object. When receiving an objecteDetection with an objectClassID (the 

parameter that was used for specifying target class) the MHT implementation 

automatically created a confirmed track rather than creating a new tentative track and 

changing the weight of the confirmed track. This was only able to be accommodated for 

in post-processing. For live tracking this is problematic as the robot will perceive a one or 

more false targets in addition to the real target. This does not rule out the MHT as a 

possible multi-target multi-class tracking method, merely this implementation. 

The opposite side of this issue occurs in the implementation of the PHD filter. 

The PHD filter did not successfully filter out false positive position detections and was 

even worse at filtering out false positives with a correct position measurement and a 

misclassification. This error starts with the clutter model, which was not implemented 

correctly in this thesis. 0.1 was to be the expected number of clutter measurements. This 

number should have been divided across the sensor area for an actual value of 0.0524. 

Secondly, there was no probabilistic relation for class in the measurement model as it 

relates to class. The values and relations shown in the confusion matrix (Table 3) should 

have also been incorporated into the measurement model to detail how a false detection 

due to mischaracterization could have occurred. 

Finally, the PHD filter appear to have some difficulty tracking collocated targets 

of differing class. There were four such pairs in the proof-of-concept target layout. Two 

in room five and two in room six. The pairs 26 and 27, 28 and 29 were static in room five 
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and the pairs 32 and 33, 34 and 35 were moving in room six. The PHD filter was able to 

successfully track all four targets in the moving pairs but was only able to track two of 

the static targets with one coming from each pair (Targets 26 and 28). The other target in 

the pair was unable to be tracked. Seeing as the dynamic pairs were both successfully 

tracked, it appears that the modified cost equation (18) forced the target in the pair that 

was detected second to be rejected as a misclassified detection collocated with another 

track similarly to the way the extra MHT tracks were filtered out. This also follows from 

the lack of a probabilistic relation in the PHD filter’s measurement model. 

This is in line with the way the clustering algorithm turned the PHD into target 

tracks. It first found the local maximum based on position, took the classification 

corresponding to that state, and then checked subsequent detections and cluster relative to 

that target. If the positions matched, but the classifications differed, the new detection or 

cluster was rejected.  

4.3 Conclusions and Future Work 

Overall the experiments conducted in this thesis have shown that both the Multiple 

Hypothesis Tracker and Probability Hypothesis Density filter are viable methods for a 

multi-target multi-class tracker. Mathematically they are capable to the task. The 

remaining hurdles are merely in the implementation of each method. 

To start, a new sensor model would need to be developed. Detections should be 

shifted from an (x,y) position measurement to a range and bearing measurement. 

Secondly, do not rely on existing implementations of either method, build both from 

scratch. The measurement model – g(z|x, q) – in the PHD filter equations should be 

expanded to also include a probabilistic relation between classifications and the clutter 
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model correctly implemented. Similarly, the MHT should not automatically confirm any 

track that receives a classification. The weight or score of each track should be adjusted 

based on class in the same manner as it is adjusted for position measurements. These 

score or weight adjustments should be based on the same probabilistic relation that the 

PHD filter’s measurement model is based on. 

 With viability proven and functional implementation achieved there are some 

interesting possibilities in applying these tracking methods. The unique key feature of 

both of these methods is that the tracks are independent and updated in parallel through 

relatively simple mathematic operations. These types of numerous simultaneous and 

independent calculations are what modern GPUs are specialized to do. By comparison, 

while CPUs have a faster clock rate and a more complex and larger instruction set, they 

have comparatively fewer cores and can execute fewer instructions simultaneously. 

You’ll typically see around four cores on a modern CPU. Higher end CPUs range from 

around 10 up to 20 cores. Compare that to the hundreds or thousands of cores found on a 

typical GPU.  

Ultimately, both methods will need to be tested on specialized hardware designed 

for the task. The hypothesis is that executing this algorithm on specialized hardware will 

enable robots to track more targets, make more detailed tracks, and react more quickly to 

abrupt changes in the environment. All of this would lead to robots being able to 

increasingly integrate into a world that was not designed and built with them in mind.  
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APPENDIX A: FULL MHT PROOF-OF-CONCEPT RESULTS 

 

  

 

Figure 11: Tracking data and assignment costs for MHT room 1 
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Figure 12: Tracking data and assignment costs for MHT room 2 
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Figure 13: Tracking data and assignment costs for MHT room 3 
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Figure 14: Tracking data and assignment costs for MHT room 4 
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Figure 15: Tracking data and assignment costs for MHT room 5 
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Figure 16: Tracking data and assignment costs for MHT room 6 
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Figure 17: Tracking data and assignment costs for MHT hallway 
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APPENDIX B: FULL PHD FILTER PROOF-OF-CONCEPT RESULTS 

 

 

Figure 18: Tracking data and assignment costs for PHD filter room 1 
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Figure 19: Tracking data and assignment costs for PHD filter room 2 
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Figure 20: Tracking data and assignment costs for PHD filter room 3 
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Figure 21: Tracking data and assignment costs for PHD filter room 4 
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Figure 22: Tracking data and assignment costs for PHD filter room 5 
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Figure 23: Tracking data and assignment costs for PHD filter room 6 
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Figure 24: Tracking data and assignment costs for PHD filter hallway 

 


