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Executive Summary 

Temple University Libraries received a Knight Foundation Grant, “Knight News Challenge on 
Libraries” to lead an exploratory research project, Future Proofing Civic Data, investigating the 
challenges of long-term preservation for open civic datasets. The project team interviewed over a 
dozen stakeholders about their use cases and needs and looked at several open civic data 
initiatives in Philadelphia, Boston, San Francisco, and the Pittsburgh area, to compare practices 
and examine real-life examples. We found that there is still much to do in the community to 
develop systematic best practices in regard to the long-term preservation of datasets. In this 
white paper we explore 10 important factors that need to be taken into consideration to tackle 
this challenge successfully. We also look at how libraries could take the lead, or at least 
participate in the process.  
 
First, awareness of existing digital preservation frameworks is key when putting in place a 
data curation and preservation plan and developing relevant workflows and budget. The library 
community has developed strong “best practices” in that realm, and models such as OAIS (Open 
Archival Information System), TRAC (“Trustworthy Repositories Audit & Certification”), and 
LOCKSS (“Lots Of Copies Keep Stuff Safe) provide robust guidelines that apply to all types of 
digital materials. 
 
We then looked at the selection process for deciding what datasets should be archived. Selection 
decisions are made based on various criteria, such as the known or expected users of datasets and 
their needs, what datasets can be archived and made available more easily, and what datasets 
represent a city or state’s activities more comprehensively. Among other things, single file 
objects such as CSV or KML files are much easier to archive than more complex formats or 
API-mediated content.  
 
Next we considered concerns related to the description of datasets, examining current metadata 
practices from a number of open civic data initiatives, and gave suggestions on possible 
improvements.We then turned our attention to the notion of dataset reliability and authenticity, 
that is, how do users know that an archived dataset has the same content as the original and can 
be trusted? We found that datasets require careful stewardship at several levels to remain 
complete and reliable over time. The loss of reliability or authenticity could be due to a multitude 
of unintentional causes, or derive from a more intentional temptation to “rewrite history” by one 
of the parties involved. Versioning is another important factor, as datasets may evolve over time 
and several versions might be generated for a single dataset, either through regularly scheduled 
harvests or occasional data restructuring. Versioning may require the development of policies 
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and procedures to ensure that the collection of successive versions is done in an orderly and 
systematic manner, and that change requests and deletions are handled uniformly. 
 
To enable the successful discovery of archived datasets, we need to answer two questions: (1) 
how will users searching for open civic data know that preserved historical copies of the data 
exist?, and (2) how can they distinguish between the current active copy of a dataset and the 
archived versions? The software interface must facilitate a seamless navigation between active 
copy and archived versions.  
 
We looked at intellectual property rights and other legal issues, and the potential need to 
develop agreements between data creating agencies and archiving agencies in order to clarify the 
rights to preserve and provide long-term access to a dataset. The organizational model and 
governance structure chosen for the overall civic data initiative also have consequences for the 
ability to ensure successful long-term preservation functions. In particular, involving a 
multiplicity of partners and stakeholders is the best way to ensure that diverse voices are heard 
and that the project is run with a maximal level of transparency.  
 
Furthermore, open communication flows are also essential to ensure that preservation-related 
policies are applied optimally. This includes communication among the archiving agencies, the 
civic data creators, and the civic data portal managers. One more important notion when looking 
at digital preservation endeavors is that technology is only a small part of successful long-term 
digital preservation, and thinking proactively about organizational commitment and economic 
sustainability is essential.  
 
Finally, we described two prototypes that we developed to explore concrete technical solutions to 
archive datasets, using OpenDataPhilly as a testbed. Archive-It, or Prototype 1, uses the Internet 
Archive’s web crawling platform, which takes scheduled virtual captures of websites over time. 
Dat, or Prototype 2, is a secure and distributed package manager that does versioning of datasets 
locally, or shares and syncs dataset versions through a peer-to-peer network. Each prototype has 
pros and cons. 
 
We believe that there are clear and advantageous opportunities for libraries, both academic and 
public, to take a role in supporting the long-term preservation of open civic data, especially given 
libraries' pre-existing expertise and collection practices. It comports with libraries’ commitments 
to serve its users, provide research resources, and provide access to information. Furthermore, 
libraries can also get involved meaningfully in open civic data initiatives in other capacities, such 
as helping with outreach and community engagement, developing metadata standards and 
providing search optimization techniques for discovery.  
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Introduction 

Open civic data portals have been a growing trend in cities, states, and national governments 
over the last decade.  According to the Open Data Institute, “Open data is data that anyone can 1

access, use or share. Simple as that. When companies or governments release non-personal data, 
it enables small businesses, citizens and medical researchers to develop resources which make 
crucial improvements to their communities.”  Many governments and other civic partners began 2

developing open civic data initiatives in order to make data originating from governmental 
agencies and civic organizations easily accessible online for immediate consultations, as well as 
for data reuse. Datasets can include anything from election results to operating budgets to an 
inventory of all the trees in a city. The hope is that these portals can help bridge the gap between 
citizens and government and stimulate civic engagement by making data of relevance to citizens 
easily accessible online. 
  
However, portals do not always have fully formed or fully implemented plans to ensure the 
long-term preservation of those datasets. Temple University Libraries’ project, supported by a 
Knight Foundation grant, “Knight News Challenge on Libraries,”  was an attempt at learning and 3

exploring how libraries could use their expertise in digital preservation and data curation to help 
address the issues of long-term preservation and long-term access to those datasets. Part of our 
project consisted in developing two archiving prototypes related to the topic. However, it quickly 
became clear that this was much more than just a technical problem to solve, so we chose the 
format of a white paper to explore the multiple facets of this complex issue.  
 
To give a concrete example, in Philadelphia we have the open data portal, OpenDataPhilly 
(https://www.opendataphilly.org/), which has been running since 2011.  OpenDataPhilly 4

provides access to over 300 datasets related to Philadelphia. The portal is managed by a 
partnership emanating from the community, and including the GIS technology company Azavea, 
the Center for Public Interest Journalism at Temple University, and the City of Philadelphia’s 
Office of Open Data and Digital Transformation (ODDT). OpenDataPhilly is essentially a 
catalog of datasets: it provides a central location that points to a wide variety of datasets about 

1  “A brief history of open data”, Paris Innovation Review, accessed September 13, 2017, 
http://parisinnovationreview.com/2013/03/29/brief-history-open-data/ 
2  “What is open data?,” Open Data Institute, accessed August 14, 2017, 
https://theodi.org/what-is-open-data  
3  “Knight News Challenge on Libraries,” 
https://knightfoundation.org/articles/knight-news-challenge-libraries-awards-16-million-support-innovative-i
deas 
4  “DATA CRUNCHED: how the country’s first community open data catalog got done”, Technically Philly, 
accessed September 13, 2017, https://technical.ly/philly/2011/04/25/how-open-data-philly-got-done/ 
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the city of Philadelphia. However, it does not actually host any of the data itself; the datasets are 
held on the servers of the organizations who created them. 
 
OpenDataPhilly is a collection of links and descriptive metadata about those datasets. The site is 
regularly backed up but sometimes the datasets themselves change in unpredictable ways. For 
instance, some datasets might be suddenly modified or restructured, some datasets might be 
merged into larger datasets, or perhaps the hosts of some datasets switch to a new software 
application and the old URL paths are no longer correct, or finally some datasets simply 
disappear because maintaining it online is no longer an organizational priority. This situation is 
what prompted us to start researching possible long-term preservation solutions, factors to take 
into consideration, and how libraries could help. 
 
Preserving civic data is important because the changes delineated above can be very disruptive 
even in the short term, such as a user no longer finding a dataset they had identified just a few 
days before. If the specific version used can disappear at any time, it also renders the citation of 
datasets in scholarly articles or other publications quite precarious. Furthermore having only the 
most current version of a dataset (for example, the current locations of biking lanes in the city) 
makes it impossible to look at the evolution of the phenomenon described, even in the recent 
past, for example: how were biking lanes added over the last 10 years). Finally, as time passes, 
older datasets acquire more historical value for researchers and other people interested in 
longer-term trends.  
 
As stated, it became immediately clear that the issue at hand was far from being simply a 
technical one, and that a variety of factors needed to be taken into account in order to tackle 
long-term preservation and access successfully. To better understand all those factors we 
interviewed civic data users, civic data managers, and other stakeholders. We also supplemented 
our interviews with readings, as well as relied on our own digital preservation expertise. This 
white paper presents our findings. The ten factors that we will be describing in this document 
are: digital preservation frameworks, collection development and selection, metadata (i.e., the 
description of the datasets), reliability and authenticity, versioning, discovery and interface, 
intellectual property rights and other legal considerations, organizational structure and 
governance, communication and outreach, and organizational commitment and economic 
sustainability.  
  
Our main audiences for this white paper are librarians and library administrators who would like 
to better understand the factors they should take into account to become successfully involved in 
a civic data partnership to help address long-term preservation needs. We also touch occasionally 
on other types of activities that libraries might want to consider participating in when joining a 
civic data initiative, such as outreach to the general public, metadata creation, and search 
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optimization. While targeting primarily the library community, we are also hoping that other 
groups might find our document useful, for instance the (non-library) managers currently 
responsible for civic data portals. 
 
Finally, at this stage, we do not, for the most part, offer specific recommendations or a specific 
model to follow. Our contribution is a systematic exploration of what the issues are, and some 
possible options to address them. A future next step in our work would be to build specific “how 
to” guidelines to help build a set of best practices in this emerging field. 

Digital Preservation Frameworks  
Talking to a number of our interviewees confirmed that long-term digital preservation concerns 
are not always taken into account in the initial planning of open civic data initiatives. One of the 
reasons is that the early emphasis is generally on releasing the data and making it accessible to 
the public. The priority is more on being timely and making the latest versions of datasets 
available to the public as soon as possible. So, the management of slightly older data might be an 
afterthought. Developing robust long-term preservation plans is an important step in the 
maturation of civic data initiatives.  
 
Existing conceptual frameworks for digital preservation 
While the long-term preservation of open civic data presents its own specific challenges, as we 
will explore throughout this white paper, the good news is that there are a number of generic 
principles that apply to the preservation of all types of digital materials. There are already a 
number of well-established digital preservation conceptual frameworks and best practices, 
particularly in the library and archive community, and it is advantageous to base any long-term 
digital preservation plan on those. We will briefly describe the most important ones below.  
 
OAIS 
The Open Archival Information System (OAIS) reference model is an ISO standard 
(14721:2012) that provides a comprehensive framework for describing and analyzing digital 
preservation concerns, and a robust basis for designing digital preservation systems. OAIS is 
extensively used in libraries and archives, and it is best known by the following overview 
diagram: 
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OAIS model 
 
Key concepts of OAIS are that a digital archive system derives from the interactions among 4 
entities--producers, consumers, (policy-level) management, and the (day-to-day) archive staff, 
and should perform 5 essential functions on the digital objects-- ingest, archival storage, data 
management (i.e., description of the objects), administration (i.e., day-to-day handling of the 
objects), and access.   5

 
TRAC  
TRAC stands for Trustworthy Repositories Audit & Certification; it has existed as a certification 
process since 2007 and as an ISO standard since 2012 (ISO 16363:2012).  TRAC provides 6

guidelines to build “trustworthy” digital repositories, defining best practices in three essential 
areas: (1) organization infrastructure (governance, etc), (2) digital object management, and (3) 
technical infrastructure. It is based in part on OAIS, and one of its most important tenets is that 
technology is only a small part of successful digital preservation: other non-technical elements, 
such as governance and institutional commitment are considered key. For more information, see 
“Trustworthy Repositories Audit & Certification: Criteria and Checklist.”  7

 
LOCKSS 
The LOCKSS model (Lots of Copies Keep Stuff Safe) originated from a library 
community-based project based at the Stanford University Libraries. The model promotes 
redundancy and geographic distribution as a long-term digital preservation method. Maintaining 

5  “ISO 14721:2012,” International Organization for Standardization, accessed August 3, 2017, 
https://www.iso.org/standard/57284.html  
6  “ISO 16363:2012,” International Organization for Standardization, accessed August 3, 2017, 
https://www.iso.org/standard/56510.html  
7  “Trustworthy Repositories Audit & Certification: Criteria and Checklist,” OCLC and CRL, accessed 
August 3, 2017, https://www.crl.edu/sites/default/files/d6/attachments/pages/trac_0.pdf  
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multiple distributed copies on geographically distributed servers helps prevent data loss, either in 
case of technical failure, human error, or catastrophic events (inundations, earthquakes, fire). 
Ideally the multiple copies should exists across servers belonging to different organizations, to 
add a layer of protection against organizational data loss factors, such as change in 
organizational priorities or policies, or politically motivated data deletions.  8

 
The three digital preservation conceptual frameworks we delineated in this section are very 
powerful, and our recommendation would be to use them as the basis of any digital preservation 
plan. However, the rest of this white paper will investigate the specificity of civic data: 
properties that are specific to civic data and need to be taken into account to achieve its 
successful long-term preservation. 

Collection Development and Selection 
In any digital preservation plan, there is a need to decide what we are going to preserve and 
why.  
 
Collection development for open civic data 
Traditionally, when a library or archive accepts new materials, they do not take technical issues 
into consideration when deciding whether or not to keep the materials. If the materials fall within 
their collection development policy, they then appraise them based on the administrative, fiscal, 
legal, and historical value--value both to the creators and to researchers. Library and archives 
intentionally take a long term perspective: what will be the value of these materials to users 50 or 
100 years from now? They also strive to add materials to their collections that supplement 
existing materials and help build coherent collections articulated around specific themes or 
historical periods. In order to do that, they rely on carefully crafted collection development 
policies. If a library takes on the long-term preservation of open civic datasets, they would 
naturally want to apply those same principles, and know why the collection of open civic data 
would make sense for them.  
 
For instance, Temple University Libraries’ interest in studying the possibility of archiving the 
OpenDataPhilly data is based on their fifty year commitment to documenting the urban 
experience in Philadelphia and to supporting students, scholars, the media, and the general 
public’s study of the city and its history. The Urban Archives, part of the Libraries’ Special 
Collections Research Center, already holds the published (paper-based) annual reports of city 
agencies and the archives of hundreds of nonprofits--which include the hard copy predecessors 

8  Stanford University, Lots of Copies Keeps Stuff Safe, “Preservation Principles,” accessed September 
22, 2017. https://www.lockss.org/about/principles/ 
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to some of the civic datasets that appear in OpenDataPhilly. So, for the Temple Libraries, taking 
on the responsibility for the long-term archiving of Philadelphia’s open civic data could be a 
logical addition (provided the City of Philadelphia Archives doesn’t view it as within their 
purview, in which case they would take precedence).  
 
It is interesting to note that open civic data has a variety of existing and potential users: the data 
creators themselves, as they need to re-use their own data (city or state agencies, nonprofit 
organizations, etc.); journalists who use the data to inform and support their reporting; concerned 
residents who want to better understand how their city or state works; and scholars and students 
studying both current and historical topics. Some of these users will care primarily about 
accessing the most current version of the data, whereas others will need to access historical data 
and want to see the datasets’ changes over time, hence relying more heavily on the existence of a 
complete archive.  
 
It is not only libraries and archives who intentionally choose the scope of their collections. The 
managers of the open civic data portals themselves also make decisions on the scope of their 
collections. For instance, review of a small number of open civic data sites revealed that some 
cities (San Francisco, Boston) felt that only city government sites fell within their purview, while 
others (Pittsburgh, Philadelphia) included nonprofit and some for-profit sites in their initial work. 
One factor that frequently influences collection scope for civic data portals is whether the data 
can be made public based on existing statutes. 
 
Technical Considerations 
As much as we would like to select the open civic data materials we archive solely based on 
“pure” collection development criteria, we actually need to take some technical realities into 
consideration. 
 
OpenDataPhilly, and civic data portals more generally, often offer multiple representations of 
datasets, so that users can choose the format that is most appropriate for their needs. They also 
often include metadata files (such as a data dictionary), which describes the main dataset to 
provide context for users. Broadly speaking, we can subdivide the representations into three 
categories: simple file formats, APIs, and websites. Each category has different affordances 
when it comes to archiving. 
  
Simple file formats 
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The formats that are simplest to archive are the ones that correspond to a single file per dataset, 
such as CSV , KML , or GeoJSON , and where each file corresponds to a finite, well defined 9 10 11

set of data points. Archiving data in such formats simply means downloading one file and storing 
it. 
  
A SHP (shapefile) representation is slightly more complicated, as a shapefile is actually a 
“collection of files with a common filename prefix, stored in the same directory.”  Shapefiles 12

are usually distributed as a single zip file aggregating the collection of files, which makes them 
reasonably straightforward to harvest and manage. 
  
It should also be noted that some of these formats correspond to true open standards (e.g., CSV, 
GeoJSON), whereas others are proprietary (e.g., SHP and KML). Libraries usually strongly 
favor open standards for long-term preservation, as they rely on publically published 
specifications, and do not depend on a proprietary piece of software to be parsed. However, it 
should be noted that SHP and KML have become ubiquitous formats and de facto standards in a 
field like GIS, which certainly justifies offering those options to the end users. 
  
If possible, we recommend harvesting all these data formats, as well as the metadata files. If 
storing space were an issue, the archive could select only a subset of the formats, giving 
priorities to the most open standards. 
 
APIs: a challenge 
In addition to static files, some datasets can be accessed via APIs (Application Programming 
Interface) to allow the most current data to be dynamically queried from other software 
applications, like mapping or search applications. While often ideal for interacting with 
applications, APIs present a challenge in terms of archiving.  13

  
The primary difficulty with APIs is that they are not standardized, and are usually based on an 
idiosyncratic syntax and structure. This means that each API encountered in a civic data portal 
would have to be individually investigated to understand how data are presented, how data points 

9  Wikipedia contributors, “CSV,” Wikipedia, The Free Encyclopedia, last modified September 9, 2017, 
https://en.wikipedia.org/wiki/Comma-separated_values  
10  Wikipedia contributors, “KML,” Wikipedia, The Free Encyclopedia, last modified August 28, 2017, 
https://en.wikipedia.org/wiki/Keyhole_Markup_Language  
11  Wikipedia contributors, “GeoJSON,” Wikipedia, The Free Encyclopedia, last modified September 1, 
2017, https://en.wikipedia.org/wiki/GeoJSON  
12  Wikipedia contributors, “Shapefile,” Wikipedia, The Free Encyclopedia, last modified July 21, 2017, 
https://en.wikipedia.org/w/index.php?title=GIS_file_formats&oldid=792126079“Shapefile  
13 Wikipedia contributors, “Application Programming Interface,” Wikipedia, The Free Encyclopedia, last 
modified July 28, 2017, https://en.wikipedia.org/wiki/Application_programming_interface 
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are enumerated, what data is provided by default and if any parts of a record need to be explicitly 
requested, etc. Once understood, custom programming would be required to harvest the data 
from that API. In a civic data portal with hundreds of datasets, this kind of bespoke archiving 
work would not scale well. 
  
Further, most APIs are structured around presenting single records, or small subsets of records in 
response to each request. In some cases, a single file might have to be archived for each response 
and there is difficulty imagining how an end-user might make use of hundreds, or even 
thousands, of individual JSON files collected in the process of harvesting an API’s data. 
  
Easy-to-download format vs APIs 
It is often the case that datasets with an API also have simple file format representations that are 
available separately. In these cases, the API representation is “dispensable” from a long-term 
preservation effort, and it is enough to just focus on the easy-to-download format.  
  
However, there might be cases where the data is only accessible through an API. In those cases, 
reaching out to data creators to explain archiving needs might convince them to make an easier 
to archive format available. We highly recommend that those archiving datasets take a proactive 
stance and communicate actively with data creators to address such situations. 
  
To summarize, archiving API representations of data is not very practical because it is optimized 
for other use cases. We recommend preservation of APIs be considered only for intentionally 
selected datasets, where the API is the only available representation, or the API has a particular 
importance. 
 
Websites: an even bigger challenge 
Finally, a third type of content on civic data portals are websites, in particular, interactive, 
data-driven web applications. Web sites often contain data but it is usually thoroughly weaved in 
with formatting information such as HTML and CSS tags. This is often an even harder case than 
API-mediated data, and is almost out of scope for our project, as we are focused on the long-term 
preservation of datasets and not websites. Websites can be harvested through well-known web 
archiving methods (e.g., with Archive-It). However, the end result will not be datasets, but 
instead a facsimile browseable website.  
 
We recommend not attempting the capture of such sites in the context of an open civic data 
archiving project. Instead, the archiving team might want to approach the website creators and 
ask them if they would consider publishing the data underlying their site in an easy-to-download 
format such as CSV or SHP. 
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Metadata 
Metadata is “data about data,” that is, in our case, information describing the open civic datasets 
such as “title,” “creator,” and “date of creation.” In any digital preservation plan, there needs to 
be a strong emphasis on creating good metadata for the objects preserved, as it is that descriptive 
information that will make it possible to retrieve the digital objects and know what they were 
about in the long term. Best practices recommend choosing the descriptive fields carefully, and 
whenever possible follow a pre-existing metadata standard, which will dictate which fields 
should be used. 
 
As a general rule, metadata practices in data curation nearly always follow the practices of the 
discipline the dataset is created under. For example, the life sciences community recommends 
using ABCD (Access to Biological Collection Data) or Darwin Core, as a standard.  When it 14

comes to civic data, there is no official standard, and metadata practices are often limited by the 
database software from which the datasets are accessed, such as CKAN , a web-based open 
source management system for the storage and distribution of open data.  Clear and 15

comprehensive metadata is often crucial in cases like OpenDataPhilly or Data.gov (the U.S. 
federal government’s open data website), because these websites are essentially dataset registries 
that display associated metadata but do not host the data itself.  
 
Metadata was a recurring topic throughout most of the stakeholder interviews, and most civic 
data initiatives already have some form of metadata scheme, even if it is sometimes minimal.  
 
Metadata examples from open civic data initiatives 
The City of Philadelphia’s Office of Open Data and Digital Transformation department works 
with other city departments to describe datasets. It should be noted that the city maintains its own 
separate metadata catalog (http://metadata.phila.gov/). Metadata records in that catalog include 
Name, Department, Description, Date Range, Contains Sensitive Data, Table, Classification, 
Date Last Updated, Metadata Last Updated, and Public Access and Use Constraints. In 
comparison, the metadata copied from the city’s records to the OpenDataPhilly record is minimal 
and includes only maintainer information, descriptive keywords, licenses, and the list of file 
formats available. However, on the OpenDataPhilly dataset record pages, there is also a link to 
the full metadata record on the city’s site. 

14  “RDA Metadata Directory,”Research Data Alliance, accessed August 3, 2017, 
http://rd-alliance.github.io/metadata-directory/standards/  
15  Wikipedia contributors, “CKAN,” Wikipedia, The Free Encyclopedia, last modified September 1, 2017, 
https://en.wikipedia.org/wiki/CKAN  
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Metdata record for the Philadelphia ESL dataset on OpenDataPhilly 
https://www.opendataphilly.org/dataset/philadelphia-esl-english-as-a-second-language-class-locations 
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Metadata record for the Philadelphia ESL dataset on the City of Philadelphia’s Metadata Catalog 
http://metadata.phila.gov/#home/datasetdetails/59303111dad141495c52d9db/  
 
Ideally, there should be an automated way to map pre-existing local metadata records to the open 
civic data portal records to ensure data discovery, ease long-term maintenance and minimize 
confusion. The standard could be based on something like qualified Dublin Core or another 
flexible schema, so it could adhere to a particular existing standard.  Dublin Core is very 16

extensible and allows for qualified and local fields. 
 
In addition, documentation on the metadata scheme used could be made public for the public to 
gain a clearer understanding of what information each field actually contains. This would ensure 
improved potential for metadata usability.  
 

Boston’s open data portal, Analyze Boston, spent significant time developing a metadata schema 
and data model, relying particularly on the expertise of the librarians involved in the project. It 
included creating fields such as classifications, themes, update frequency, and types for datasets.
 Analyze Boston’s metadata is also being curated over time: they may add to and change it 17

based on the specific version of each datasets. 
 

16  “Dublin Core Metadata Initiative,” accessed August 3, 2017, dublincore.org  
17  Howard Lim (Project Manager, Analyze Boston), Viral Amin (Data Librarian, Analyze Boston), interview, 
April 26, 2017. 
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Analyze Boston’s City Hall Electric Usage metadata record https://data.boston.gov/dataset/city-hall-electricity-usage 
 
The City of San Francisco’s open data site, DataSF, includes metadata regarding when the data is 
collected and why it was collected.  Not including this information can affect the validity of 18

secondary uses, and because San Francisco wants the city to be data driven, including those 
fields is an important contribution to their overall goal of open data. Data stewards at the City of 
San Francisco generate the metadata and continuously review older datasets with legacy 
metadata records. DataSF staff also receive help tickets with requests to update their metadata -- 
this continuous feedback loop helps improve quality. San Francisco also links each dataset to 
projects and analysis works that used that specific dataset. DataSF’s metadata schema includes 
26 fields.  The portal includes documentation about the metadata schema and other related 19

documents. 

18  Joy Bonaguro (Chief Data Officer), interview, May 5, 2017. 
19  “Standard: Metadata,” DataSF, accessed August 3, 2017, 
https://datasf.org/resources/metadata-standard/  
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DataSF’s Campaign Finance - Data Key dataset record 
https://data.sfgov.org/City-Management-and-Ethics/Campaign-Finance-Data-Key/wygs-cc76  
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According to stakeholder interviews, metadata that would better address versioning issues rose to 
the top of the needs list. In order to do that, metadata must include the date of the dataset, update 
frequency, any dataset changes (e.g., change in the structure of the dataset), and organization 
information. Existing repositories, such as the City of Philadelphia, might include the “date last 
updated,” which is helpful, but there is no way to view the actual changes.  
  
Existing metadata guidelines for datasets 
The Library of Congress lists these fields as part of their Recommended Formats Statement for 
dataset description: 
 
Metadata 

1. Deposits should include all applicable metadata, data dictionaries, XML schemas, 
and technical specifications as appropriate. Discipline-specific metadata standards 
should be used whenever possible 

2. As supported by format: 
1. Title 
2. Creator 
3. Creation date 
4. Place of publication 
5. Publisher/ producer/ distributor 
6. Contact information 
7. A list of software used to produce, render or compress the data (if 

applicable) 
3. Include if available: 

1. Language of work 
2. Other relevant identifiers (e.g., DOI, LCCN, etc.) 
3. Subject descriptors 
4. Abstracts 
5. Key or reference to each data field 
6. Checksums 

4. For datasets serving as part of a database: proprietary database package and 
version  20

 
In addition to descriptive, administrative, and technical metadata, preservation-related metadata 
should also be considered. PREMIS (Preservation Metadata: Implementation Strategies)  21

20  “Recommended Formats Statement,” Library of Congress, accessed August 3, 2017, 
https://www.loc.gov/preservation/resources/rfs/data.html  
21  “Preservation Metadata: Implementation Strategies,” Library of Congress, accessed August 3, 2017, 
https://www.loc.gov/standards/premis/  
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includes several fields that could be incorporated into metadata for civic data. For example, if 
datasets have changed, the information could be cataloged into one of the “event” fields. It could 
also include original technical information in the “creatingApplicationComplexType” field. 
Fixity  information (e.g., checksums) could assist with authentication through the 22

“fixityComplexType” field.  
 
Finally methods for adding authentication into metadata can include: adding a statement to the 
record by an authoritative person who has the right to do so or through technology-dependent 
authentication including secure data transfer (e.g., cryptography and digital signatures). A 
downside to the latter is that these methods are subject to technological obsolescence.  (For 23

more information on authenticity, see next section Reliability and Authenticity.) 
 
Metadata as data packages 
Making each dataset into a data package is another type of metadata strategy. Data packages, or 
containers for describing datasets, can include “manifests,” or a list of resources.  Metadata 24

properties include resource (required), name (recommended), ID (recommended), licenses 
(recommended), profile (recommended), title (optional), description (optional), homepage 
(optional), version (optional), sources (optional), contributors (optional), keywords (optional), 
image (optional), and created (optional). Data packages will help with preservation and retaining 
that description over the long term, but they will not necessarily facilitate discovery unless the 
metadata is made searchable. 
 
Metadata standards for data: survey 
Emily Novak Gustainis, Deputy Director of the Center for the History of Medicine, was involved 
with the project, “Bridging the Research Data Divide: Rethinking Long-term Value and Access 
for Historical and Contemporary Maternal, Infant and Child Research.” A goal of the paper for 
the project was to help present a strategy to help identify a minimum set of metadata elements to 
provide to researchers at the beginning of their work, and provide additional information at later 
stages throughout the dataset lifecycle to ensure long-term use. They surveyed between nine and 
ten metadata schemas including Dublin Core, DDI, Redcap Local, MyCERN, WHO, and others.
 This paper will be published in summer 2017.  25

 

22  “Fixity,” Society of American Archivists, Glossary, accessed August 3, 2017, 
https://www2.archivists.org/glossary/terms/f/fixity  
23  Tracey P. Lauriault, Geospatial Data Preservation Primer, 2013, accessed August 3, 2017. DOI: 
http://dx.doi.org/10.2139/ssrn.2639851  
24  “Data Package,” Frictionless Data Specifications, accessed August 3, 2017, 
https://specs.frictionlessdata.io/data-package/  
25  Emily Novak Gustainis (Deputy Director, Center for the History of Medicine, Countway Library, Harvard 
Medical School), interview, May 19, 2017. 
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Future considerations for metadata 
Civic data publication is often layered. For example, data publications may include at least one 
original publication location (e.g., City of Philadelphia server) and links from one or more 
aggregators such as OpenDataPhilly or the Pennsylvania Spatial Data Access (PASDA). So an 
important question is: How much metadata should appear where? Some amount of replication in 
the different locations can be crucial for discoverability, but replication can also create 
maintenance issues.  
 
Because of librarians’ expertise in metadata creation-- this is an area where strong partnership 
can be formed between open civic data portals and libraries to develop a metadata schema or 
facilitate metadata training.  
 
The models explored above--such as data dictionaries, data packages, Library of Congress 
standards, and local schemas--should be further evaluated in order to form a standard best 
practice or a mix and match of practices to fit the needs of a specific open civic data initiative.  

Reliability and Authenticity  
Is a specific dataset retrieved from an archive authentic and unaltered; is it reliable? 
 
Archivists rely on core principles to ensure that the materials they hold are unaltered and reliably 
reflect the activity of the creator. Provenance is information regarding the origins, custody, and 
ownership of an item or collection, and requires archivists to maintain records with the same 
origins together, and, if at all possible, in the order in which the creator maintained them.  That 26

original order and a documented, unbroken chain of custody are important indicators of the 
reliability of the data. Authenticity, defined as “the quality of being genuine, not a counterfeit, 
and free from tampering, is typically inferred from internal and external evidence, including its 
physical characteristics, structure, content, and context,”  is also core. It is “closely associated 27

with the creator (or creators) of a record. First and foremost, an authentic record must have been 
created by the individual represented as the creator.” 
 
Users of both current and historical civic data should be able to assume that the data they are 
accessing is accurate, authentic, unaltered, and sourced from the creator. Over time, they will be 
more interested in a complete dataset, rather than an edited version that redacts restricted content. 
And for many students, scholars, and journalists, the preservation of reliable and authentic 
historical data is crucial for their work. 

26  Entry for “Provenance” in Richard Pearce Moses, ed. A Glossary of Archival and Records Terminology. 
(Chicago: Society of American Archivists, 2005). https://www2.archivists.org/glossary 
27  Entry for “Authenticity” in Glossary, ibid. 
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This led us to the question we asked many of our interviewees “What would reassure you that 
the data has come from a verifiable source and is unaltered?” 
 
Responses reflected that the civic data community has not consistently or comprehensively 
considered this question. And, not surprisingly, responses varied and were reflective of the 
individual’s role and function.  
 
Mark Headd, Innovation Specialist at the Technology Transformation Service (18F), General 
Services Administration, saw the need to be very explicit on the process of harvesting, including 
limitations. He felt that if the work was done by a library, the data would come with a built-in 
sense of authenticity/reliability, and believed users and creators have a general understanding 
that libraries have a trusted role in the preservation of data.   28

 
Phil Ashlock, Chief Architect of Data.gov felt that verifiability is less of a concern when users 
get the data directly from the publisher (generally the creator), but would be more important 
when receiving it from a third party. He believes there is still work to be done on using 
mechanisms within the metadata to provide information about source, chain of custody, etc.   29

 
Joy Bonaguro, Chief Data Office at DataSF, reported that they take metadata and context of the 
datasets released very seriously. The context of when the data is collected and why it was 
collected can affect the validity of secondary uses. She pointed us to Stanford University’s web 
credibility guidelines as a model.  She acknowledged that reliability and a verified source 30

doesn’t necessarily ensure that the dataset is healthy. That might be evaluated by looking at value 
ranges in fields, the last time the set was updated, whether there is documentation, and even if it 
is meeting the service level agreement.  31

 
Robert Cheetham, President and CEO of Azavea, said that his ideal to provide a sense of 
reliability would be a permalink and a sense that the visitor remaining on the same site, rather 
than being sent to an external archive. He noted that the average person might find the question 
of verifiability esoteric and would likely be focused on finding the data itself and not considering 
whether it was reliable. He believed that technologists, researchers, and archivists might want 
verifiability but that would be a minority of users.  32

 

28  Mark Headd (Innovation Specialist at Technology Transformation Service (18F), General Services 
Administration and former Chief Data Officer, City of Philadelphia), interview by authors, May 1, 2017. 
29  Phil Ashlock, (Chief Architect Data.gov), interview, June 5, 2017. 
30  Stanford Web Credibility Research, last modified July 2007, http://credibility.stanford.edu/  
31  Joy Bonaguro (Chief Data Officer, DataSF), interview, May 5, 2017. 
32  Robert Cheetham, (President/CEO Azavea), interview, January 16, 2017 and March 13, 2017. 
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The former project staff for Analyze Boston met with the archivists early on and found the issue 
very complex. They felt archiving requires a verified source that they were not fully qualified to 
provide; they also needed someone who understands versioning and timestamps. The archivists 
helped them test their processes. They recognized that metadata is also being curated (added to 
and altered) over time, and the importance of matching metadata to the specific version of the 
data.   33

 
Users had other perspectives on reliability. Kendall Roark, Assistant Professor of Library 
Science at Purdue, acknowledged that it would be important to provide provenance for the data. 
She talks to her students about the importance of verified data, and the version they are working 
with, and providing that documentation as a part of their citations.  Emily Gustainis, noted that 34

they feel they cannot keep all the different versions but believes that most faculty members do 
not think the data has long-term value as much as the final product does.  This would make the 35

question of verifiability moot, and cannot be assumed for all disciplines.  
 

Data journalists, Dylan Purcell, Michele Tranquilli, and John Duchneskie from the Philadelphia 
Inquirer had other touch points: if they knew the origin of the dataset, if related files were 
included, if the data had a familiar record layout--all of theses questions needed to be answered 
to determine reliability.    36

 
Aron Pilhofer, Associate Professor of Journalism Innovation at Temple University, confirmed 
the need to have full access to raw data and documentation and to understand any limitations. 
His immediate concern is always that he might not be getting the most up-to-date data.  In his 37

search for both timeliness and reliability, he would want to go directly to source/original agency 
and not have any intermediaries between him and the data. However, he also noted that he would 
not be concerned if the data site was sponsored by an organization such as Temple University 
Libraries or the Internet Archive, which he would consider reliable. On the other hand, he would 
be concerned if the data is hosted on the website of a third party startup, which he would not 
consider reliable.  
 

33  Howard Lim (Project Manager, Analyze Boston), Viral Amin (Data Librarian, Analyze Boston), interview, 
April 26, 2017. 
34  Kendall Roark (Assistant Professor of Library Science, Purdue University), interview, April 6, 2017. 
35  Emily Novak Gustainis (Deputy Director, Center for the History of Medicine, Countway Library, Harvard 
Medical School), interview, May 19, 2017. 
36  Dylan Purcell (Computer-Assisted Reporter, Philadelphia Inquirer), Michele Tranquilli (Web and News 
App Developer, Philadelphia Inquirer), and John Duchneskie (Assistant Managing Editor /Design and 
Graphics, Philadelphia Inquirer), interview, April 26, 2017. 
37  Aron Pilhofer (Associate Professor, Temple University), Sarah Cho (Director of Finance and Strategic 
Initiatives, Temple University), interview, January 23, 2017. 
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Jillian Bauer, Assistant Professor of Journalism at Temple University, stated that in an age where 
people are looking for verified data, they are looking for a clear indicator.  What the indication 38

or indicators may be and how they can be standardized remains to be codified. 
 
As the communities creating and using this data become more sophisticated in their work, and in 
a climate of scepticism about what is ‘fact,’ reliability and authenticity will become increasingly 
more important in data evaluation, and the community will need to develop standards on how to 
best indicate those properties. 

Versioning  39

Datasets evolve over time, so preserving them for the long-term brings up the issue of 
versioning, which can be defined as the creation and management of multiple versions of a single 
dataset. When looking at preserving data over the long-term, it is important to preserve all 
successive versions, as the older versions might hold historically relevant information. For 
example, Robert Cheetham mentioned a case in which someone was trying to compare voting 
data from different elections, but had a hard time completing the analysis because they could 
only find a geospatial dataset showing current voting precinct boundaries, whereas they would 
have needed older versions of the voting precincts dataset to display the historical elections 
results data.  While, in theory, preserving all successive versions of a dataset might seem like a 40

relatively simple operation, it is actually rendered quite complex due to several factors that we 
describe below.  
 
Rotating out older versions 
Without an intentional long-term digital preservation plan in place, a civic data repository’s main 
focus might be to present the most recent, up-to-date version of each dataset. Older versions 
might get rotated out of the repository on a regular basis to “clear space”, and there might be no 
systematic effort to archive them.  
  
It is important to distinguish between two types of datasets: cumulative (e.g., every year’s new 
data is added to the same single spreadsheet, hence producing an ever growing multi-year 
dataset), and non-cumulative (e.g., one separate spreadsheet is produced each year). Cumulative 
datasets have the advantage that the older data is retained as new data is added, so the risk of 

38  Jillian Bauer, (Assistant Professor, Temple University), interview, February 8, 2017. 
39  Note that this section is relatively low on specific citations, as it is more a result of common collective 
thinking and the distillation of previous experience from the core project team. 
40  Robert Cheetham, (President/CEO, Azavea), interview, January 16, 2017 and March 13, 2017; Robert 
Cheetham (President/CEO, Azavea), e-mail exchange, May 13, 2016. 
https://groups.google.com/forum/#!topic/opendataphilly/yfjUz5byjcA  
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“losing older data” is lessened. In contrast, datasets that are non-cumulative in nature (for 
instance a voting ward boundary shapefile), are much more at risk, and are likely to be hit or 
miss when it comes to locating historical data. 
 
Regular harvest schedules 
When a long-term digital preservation plan is put in place, the goal should be to capture every 
published version for each dataset to ingest them in the archive. There are two main models to 
achieve that. 
 
The first method is to harvest all the datasets in the civic data portal on a set frequency (e.g., 
weekly or monthly). A variant would be to set a specific frequency for each dataset based on 
how often the content changes (e.g. weekly for some and yearly for others). The harvesting 
software is usually good at detecting whether a file has changed since the last harvest, and would 
only re-harvest the files that have changed. The Internet Archive’s Archive-It platform is a good 
example of this method and is further explained in Appendix, Prototypes.  
 
“Push on update” harvest 
A second method would be to harvest datasets only at the time of an update. For instance, each 
time someone updates a dataset record on OpenDataPhilly, a “harvest request” trigger could be 
sent from the OpenDataPhilly CKAN software to the long-term archive. Note that this second 
method might not be as reliable as the first one, especially in a distributed model like 
OpenDataPhilly. This is because editing CKAN records does not always coincide with editing 
the datasets themselves, since they are stored separately on the data contributors’ servers. 
Conversely, a dataset might be “silently” changed on a contributor’s server, without anyone 
editing the OpenDataPhilly record. However, that method could work well for a more centralized 
repository. 
 
Corrections to older data 
A challenge that is specific to cumulative datasets is the one of data corrections. For instance the 
new version of a dataset might not just include new data, but also corrections to older data. This 
means that letting users have access to historical versions of the dataset might lead them to use 
incorrect data. The question there is: how do we inform users of the presence of corrected data in 
the most recent versions of the dataset, and potentially flag the older incorrect data in historical 
versions? 
 
Legal and privacy issues 
The legal and privacy issues mentioned earlier can also present challenges specific to versioning. 
For instance, a city agency might need to remove some content from a dataset, due to a legal 
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challenge or privacy considerations. If that confidential, undesirable, incorrect, or harmful 
content is also present in older versions, they would not want the archive to keep those older 
versions. Should the archive delete all previous versions? 
 
Data restructuring 
Cases of data restructuring present yet another versioning challenge. Over time, data creators 
might decide that it makes sense to merge previously independent datasets, or split a single large 
dataset into several smaller ones. They could also add or remove fields, or change the definition 
of a field and the specific content that should go in it. All of these changes make it hard to track 
the provenance and continuity of the data across versions. Even a simple filename change could 
break the continuity in the version series. Here again, it would be crucial to find ways to clearly 
inform users about the changes.  
 
Policies related to version deletions and changes 
In cases of data correction, redaction, or restructuring, there should be a clear policy on how 
version deletions and changes should be handled. Requests for version deletions and changes 
should be reviewed carefully, with the concern that, in certain situation, such requests could be 
used for censorship purposes or as a way to “rewrite history.” Archives are meant to keep 
unadulterated historical records, and such data amendments are contrary to archival principles. 
One approach to mitigate such risks could be to create a formal “change request review group” 
that would be composed of archivists and other relevant stakeholders. Another mitigating 
approach would be to create a dark or gray archive (i.e., a separate archive with no or limited 
public access), where the original files would be kept in perpetuity but not accessible online. For 
instance, for privacy or legal purposes, it might be satisfactory to simply remove the dataset from 
public internet access, without deleting the file completely. A dark or gray archive would enable 
future historians to eventually gain access to the unadulterated data. 
 
Saving space versus format longevity 
One issue that arises with the versioning of cumulative datasets is that they can waste a lot of 
storage space, since each new version is mostly the same as the previous one, except for a small 
amount of new data that has been added at the bottom of a spreadsheet. 
 
There are well known algorithms that can compute the “delta” (i.e., the difference) between two 
versions of a file. It is then possible to save only the first version plus the delta from the second 
file, which is much more economical in term of storage space use. Then if file #2 is requested, it 
can be reconstituted by taking file #1’s content and adding back the delta content. As many 
versions are accumulated over time, that approach can save huge amounts of space. The Dat 
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technology described in Appendix: Prototypes is a good example of a software platform taking 
advantage of that type of techniques.  
 
However, the delta-based approach also has downsides and may not always be feasible or 
recommended. A core principle in digital preservation is to use formats that are as simple as 
possible and do not rely on sophisticated software or complex protocols to be rendered. For 
instance, uncompressed file formats are preferred. Similarly, a delta-based dataset representation 
would be considered a complex format. The idea is that 50 or 100 years from now, the complex 
software or protocols might be completely obsolete or forgotten. In contrast, a simple format like 
CSV, that is completely text based is very likely to be still readable a very long time from now. 
Balancing out space saving vs. format longevity is something that the digital archiving 
community at-large would need to think about carefully, recognizing that datasets are very 
different in nature than traditional documents, but that the longevity factor is still very much a 
concern. 
 

Discovery and Interface 

When we talk about discovery in a web context, we usually mean: how does a user find out that a 
resource exists, and understand how to access it. To enable the successful discovery of archived 
datasets, we need to answer two questions: (1) how will users searching for open civic data know 
that preserved historical copies of the data exists?, and (2) how can they distinguish between the 
current active copy of a dataset and the archived ones? Those questions arise particularly for a 
user who is browsing the original open civic data site: the software interface must facilitate a 
seamless navigation between active copy and archived versions. However, they also arise for a 
user who is doing a search through a generic search engine, such as Google.  
 
Basic links and archive indicators 
The absolute most basic way to signal the presence of an archive on a civic data portal would be 
to have a single link on the portal pointing to the top level of the archive, along with a message 
such as “If the current version of the dataset you are looking for is broken or if you would like to 
access an older version of this dataset, please search the Archive.”  
 
A superior approach would be to make sure that every dataset record on the portal has a clear 
link or button pointing to the archived versions of that dataset. Even better levels of integration 
might display archived versions of the dataset directly embedded in the CKAN page, and support 
interactive search, display, and comparison of archived data with the contemporary version.  
 

26 



 

On the side of the archive, the interface must show clearly for each dataset that the user is 
currently looking at an archived version, and not at the current live version of the file. For 
instance, on a platform like Archive-It, archived pages appear with a conspicuous banner at the 
top of the window that states their archived status. The interface also needs to provide a link back 
to the original live dataset (if it still exists). 
 

 
Sample mock up of dataset record with link to archived datasets. 
 
Representing multiple archived versions 
What would be the most intuitive interface for the users to browse an archive made of multiple 
versions per dataset? In our discussions with stakeholders, they proposed several possible 
models. 

● The first one would be a calendar-based interface, similar to the Internet Archive’s 
Wayback Machine or Archive-It. For each dataset, the user would be presented with a 
calendar highlighting each date at which a new version was added to the archive. The 
user can then click on one of the specific dates and see the corresponding version. 
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Wayback Machine calendar interface for OpenDataPhilly.org crawls https://web.archive.org/web/*/opendataphilly.org  
 

● Another possibility would be an interface similar to Google Docs “revision history”. The 
user would be presented with a list of versions ordered chronologically, and when 
clicking on one of them, would be shown how that version differs from the previous one. 

   
Example of navigating to revision history in Google Docs 
https://phm.instructure.com/courses/610813/pages/revision-history-and-how-to-revert  
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● For a third possibility, the stakeholders explicitly mentioned the idea of a “Github for 

datasets” interface, which would include the capability to visualize the list of changes 
between any two or more versions of a dataset.  41

 

 
Example of navigating to new commits in GitHub 
https://help.github.com/desktop/guides/contributing/viewing-an-individual-commit/  

 
 

● Finally, some of the stakeholders emphasized how important it was for them to be able to 
visualize the “delta”, or difference, from version to version, and how current technologies 
do a poor job with that.  42

 
For more details on Archive-It’s interface options, please see Appendix, Prototypes. 
 

Intellectual Property Rights and Other Legal Issues 

 
An uncertain landscape 
What are the implications of creating a long-term civic data archive in terms of intellectual 
property rights and other potential legal issues? 
 

41  Tim Wisniewski (Chief Data Officer, City of Philadelphia), Kistine Carolan (Data Services Manager, City 
of Philadelphia), Tom Swanson (Deputy Geographic Information Officer for Architecture and Planning City 
of Philadelphia), interview, January 31, 2017. 
42  Ibid. 
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As we stated earlier, a portal like OpenDataPhilly is only a catalog that points to datasets hosted 
elsewhere on the web. OpenDataPhilly assumes that aggregating the metadata records describing 
datasets is a relatively benign activity, probably not fundamentally different from the type of 
indexing Google and other search engines do. If a library starts following every link and 
archiving every corresponding dataset on its own servers, it creates a very different situation, 
legally speaking, since the archive is acquiring content.  
 
Society at large has not yet established a clear conceptual framework to think through such 
situations, and to determine how intellectual property right laws and other legal principles apply 
to various special cases in the digital realm. So different web archiving projects have taken very 
different approaches.  
 
At one end of the spectrum, the Internet Archive harvests most files that their web crawler finds 
on the web, stores them, and presents them back through the Wayback Machine interface. In 
many cases, they do that without seeking any explicit permission from the content owners. They 
will however respond to takedown notices by removing the content identified.  The Internet 43

Archive and/or its predecessor Alexa Internet have now operated that way since 1996, and have 
not yet had any major challenges in court.  
 
At the other end of the spectrum, a library or archives deciding to start harvesting civic datasets 
with a specific scope in mind might want to put in place contractual agreements with the data 
creators, in line with the traditional practices they follow for analog collections. Such agreements 
would also offer the opportunity to open robust communication channels between the data 
creators and the archive, which would be advantageous for a number of reasons (see 
Communication and Outreach section). 
 
It should be noted that the OpenDataPhilly datasets originating from the City of Philadelphia are 
quite different in nature from the ones generated by non-profit and for-profit organizations. The 
city’s datasets are government documents, and should generally be openly accessible to the 
public under various city and state executive orders and statutes. However, the datasets 
originating from non-profits and for-profits might be subjected to more constraints, legally 
speaking.  
 
 
Government data 
The lion’s share of the data in OpenDataPhilly comes from the City of Philadelphia government, 
so it is worth examining that specific case in more depth. 

43  Jefferson Bailey (Director of Web Archiving, Internet Archive), interview, April 25, 2017. 

30 



 

 
Tim Wisniewski (City of Philadelphia Chief Data Officer), Kistine Carolan (Data Services 
Manager, City of Philadelphia), and Tom Swanson (Deputy Geographic Information Officer for 
Architecture and Planning City of Philadelphia) pointed to the 2012 executive order “Open Data 
and Government Transparency” which created the position of Chief Data Officer and ‘assumed’ 
the creation of a portal providing access to the data.  The order notes that the “existing 44

requirements for review and clearance of information exempt from disclosure under the 
Pennsylvania Right to Know Act and other applicable laws, regulations, or judicial orders” 
remain in place.  45

 
In its current setup, the city government manages its own data catalog 
(http://metadata.phila.gov/). That portal, called “City of Philadelphia Metadata Catalog,” lists 
various datasets, some of which have been released publicly as open data and can be downloaded 
by the public. It also lists datasets that are currently restricted in access. The description of 
restricted content is useful for the public to identify datasets of interest that could become 
candidates for a future public release or a Right to Know request. The website states, “Here 
you'll find information regarding datasets collected and maintained by agencies throughout the 
City of Philadelphia, some of which are available for public download.”  The subset of datasets 46

that is available in public access is also cross-listed on OpenDataPhilly for increased 
discoverability. 
 
On the metadata page for each dataset on the city’s portal is the uniform statement of “Public 
Access and Use Constraints:”  
 

The City of Philadelphia reserves all rights in the city's databases and any data 
contained therein, and the end user’s use of the data does not constitute a transfer of, nor 
does the end user receive, any title or interest in the database or any other city data. The 
City of Philadelphia makes no representation about the accuracy of any specific 
information in this data and is provided “as is” and without Warranty of any kind. The 
user of this data will assume complete responsibility for any and all occurrences 
resulting from its use or display and will hold the City of Philadelphia harmless from any 
and all claims, demands, liabilities, obligations, damages, suits, judgments or 
settlements, including reasonable costs and attorneys' fees, that arise from use of this 
data. 

44  Tim Wisniewski (Chief Data Officer, City of Philadelphia), Kistine Carolan (Data Services Manager, City 
of Philadelphia), Tom Swanson (Deputy Geographic Information Officer for Architecture and Planning, 
City of Philadelphia), interview, January 31, 2017. 
45  City of Philadelphia Executive Order 1-12, “Open Data and Government Transparency,” signed April 
26, 2012, http://www.phila.gov/data/executive-order/ . 
46  Metadata Catalog, City of Philadelphia, http://metadata.phila.gov/#home/ 
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The city open data staff, when asked what agreements, if any, a library would need to conclude 
in order to become the archives for city data, responded that the agreement might vary depending 
on the relationship of the library to the project and what is open. They suggested that another 
option might be to make the library the custodian of the archival data and permit the library to 
make the data accessible for historic research.  This latter option is a more standard part of 47

transfer agreements of archival records from creators to repositories. 
 
WPRDC: A different model 
We spoke with Bob Gradeck and Aaron Brenner at the Western Pennsylvania Regional Data 
Center (WPRDC).  WPRDC is a project led by the University Center of Social and Urban 48

Research at the University of Pittsburgh in collaboration with City of Pittsburgh and Allegheny 
County in Pennsylvania, whose main goal is to develop a civic data repository for the Pittsburgh 
area. Their situation is very different from either OpenDataPhilly or a potential archive of 
OpenDataPhilly, since they work directly with government agencies and organizations to 
organize the direct deposit of datasets onto their servers. They provide a Data Deposit 
Agreement that needs to be signed by the agencies and organizations that wish to deposit, and 
which transfers the custody but not the ownership of the data to WPRDC. This agreement 
licenses to the Center the right to provide the data, within certain limitations, including the 
assumption that none of the transferred data contains non-public information.   49

 
The WPRDC also supplies a click-through data use agreement for every user on their website, 
which reminds the user that the creator/depositor of the data is the owner, and that their 
permission to use the data does not imply transfer or assignment of ownership of any data, 
copyright, or other intellectual property (provided the government agencies could claim any).  50

 
Web harvest vs. intentional deposit 
Comparing a potential web harvest of OpenDataPhilly for archiving purposes to the kind of 
intentional data deposit taking place at WPRDC brings up some interesting questions regarding 
digital preservation models. While an indiscriminate web harvest of OpenDataPhilly à la Internet 

47  Tim Wisniewski (Chief Data Officer, City of Philadelphia), Kistine Carolan (Data Services Manager, City 
of Philadelphia), Tom Swanson (Deputy Geographic Information Officer for Architecture and Planning City 
of Philadelphia), interview, January 31, 2017. 
48  Bob Gradeck (Project Manager, WPRDC), Aaron Brenner (Coordinator of Digital Scholarship, 
University of Pittsburgh), interview, February 24, 2017. 
49  Data Deposit Agreement, Western Pennsylvania Regional Data Center, 
http://www.wprdc.org/wp-content/uploads/2015/08/WPRDC-Project-Agreement_Exh-F_RDC-Data-Deposi
t-Agreement.Final_.07.16.15-WEBSITE-COPY1.pdf  
50  Data Use Agreement Terms, Western Pennsylvania Regional Data Center, accessed September 9, 
2017, https://data.wprdc.org/terms-of-use?came_from=%2Fdataset%2Flibraries  
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Archive is certainly a reasonable approach, and is what we experimented with in our Prototype 
#1, it has a few downsides. One of them is that harvesting the content through an aggregating 
portal introduces an extra layer that can sometimes confuse things rather than help. Working 
directly with the city government and local organizations might offer a higher level of precision 
in the acquisition of content, and might make it easier to establish helpful communication 
channels and legal agreements with the content creators. 
 
Part of the discomfort here is also linked to the fact that making data discoverable and archiving 
it are two rather different activities. Phil Ashlock, Chief Architect of data.gov, acknowledged 
that issue in his interview with us, noting that federal agencies preserve their datasets separately 
from how they provide access to them online and are still growing into the whole concept of 
long-term archiving . Ashlock noted that it is a challenge that needs to be addressed, now that 51

we are past the initial push around publishing data. As a result, the exact relationship that should 
exist between web harvesting activities, which are a direct result of making datasets available 
online, and the more traditional archival agreements remains somewhat unclear. 
 
Another interesting question is whether an archive should only acquire datasets that are available 
publicly, even if the data are part of a larger collection (e.g., the collection of all the datasets 
produced by a single City of Philadelphia agency), a portion of which is not available to the 
public. This is contrary to the traditional archives approach that strives to acquire a collection in 
its entirety, even if it means keeping parts of it inaccessible to the public for a number of years.  
 
Other considerations regarding rights and permissions 
One of the complexities that civic datasets bring about is that they are at the intersection of a 
number of legal considerations: 

● Intellectual property rights applied to data --often, intellectual property cannot be claimed 
on data (e.g., the U.S. Supreme Court established that you cannot claim copyright on a 
phone book because of the lack of originality and “expressive” content ). 52

● The special status of government materials--most documents produced by the 
government are, by their nature, public. 

● Contractual limitations--a data creator might limit the use of its datasets by having its 
users accept a contract (e.g., by the means of a click-through “terms of service” 
agreement)  

● Privacy and confidentiality concerns--making a dataset public might be problematic 
because it contains personally identifiable information (PII) about specific individuals 

51  Phil Ashlock, (Chief Architect, Data.gov), interview, June 5, 2017. 
52  Wikipedia contributors, “Feist Publications, Inc., v. Rural Telephone Service Co.”, Wikipedia, The Free 
Encyclopedia, Last modified September 14, 2017, 
https://en.wikipedia.org/wiki/Feist_Publications,_Inc.,_v._Rural_Telephone_Service_Co. 
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● Restricted content--a government dataset might contain sensitive information due to 
security concerns 

  
How all these factors will play out for open civic data collections is still somewhat unclear. For 
instance, intellectual property expert Peter Hirtle, currently an Affiliate Fellow at the Berkman 
Klein Center for Internet & Society at Harvard University, notes that there could be interesting 
issues of ownership where city governments could stipulate that a user could use a dataset for X 
purposes. If the users then used it for Y, the city might be able to sue the user for breach of 
contract/license – but not copyright infringement, since it is unlikely that there would be 
copyright in the dataset.  Hirtle also notes, as the City of Philadelphia has also concluded, that 53

the Terms of Service on the open data site would govern what users can do with the material. 
And, by and large, if data is posted to an open data portal and is freely accessible via the Internet, 
a library should be able to capture and preserve it. If there are any privacy or ownership issues 
associated with the data, the agency that posts it would be the one that has to address it prior to 
public posting.  54

 
Because datasets emanating from non-profit and for-profit organizations are more likely to be 
legally constrained than government data, it would be particularly relevant to obtain some kind 
of agreement with the creators of that data for the purpose of long-term archiving. Working on a 
case by case basis, similar to the process followed in a traditional archival context, would enable 
archives to put agreements in place. Maintaining ongoing relationships with the creators to 
ensure updated information about new datasets and ongoing dataset location and content  
would be just as difficult as it is with active organizations around archiving their other content. 
 
 
Open civic data and privacy 
In theory, the organization releasing a dataset to the public should already have done due 
diligence and made sure that it does not contain any sensitive information about individuals. 
There are various techniques to anonymize data that contains personally identifiable information 
(PII), or aggregating it enough to avoid identifying any individuals. 
 
However, mistakes happen, PII might be discovered after publication, and sometimes it is 
possible to infer information about individuals even with anonymized data. Some of Hirtle’s 

53  Peter Hirtle (Affiliate Fellow, Berkman Klein Center for Internet & Society, Harvard University), e-mail 
exchange, March 15 - 24, 2017. 
54  Peter Hirtle (Affiliate Fellow, Berkman Klein Center for Internet & Society, Harvard University), e-mail 
exchange, March 15 - 24, 2017. Hirtle also suggested that we review Harvard’s Data-Smart City Solutions 
project at http://datasmart.ash.harvard.edu/civic-data, an outgrowth of the book Responsive Cities. It 
could be that in some of the toolkits they promote, there is information on how to license data to users – 
and hence about any restrictions that cities may place on reuse (including archival reuse). 
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colleagues at the Berkman Klein Center at Harvard believe that increased dataset exposure will 
have a big impact on privacy. He drew our attention to the Open Data Policy Handbook recently 
published by the center, which notes: “As datasets grow and more datasets are published, it 
becomes easier to re-identify individuals and infer information about them. Deleting and 
unpublishing data are two strategies to limit the amount of information available and the 
concomitant risks to personal privacy.”  55

  
But the report then cites the conclusion of the President’s Council of Advisors on Science and 
Technology in “Big Data and Privacy: A Technological Perspective” that it might be impossible 
stop civic data from being copied. This leads the Berkman Klein report to conclude that “even if 
a city removes a sensitive dataset from its portal, that data is likely to remain available online 
through channels such as archives and peer-to-peer networks.”  And they suggest that the 56

agencies which post the data may want to think about ways of automatically deleting the data 
after a period of time, foiling any archiving attempts, although it is unclear how this could be 
achieved in practice. 
  
Hirtle also referenced another Berkman report on open data, which does not talk about archival 
use per se, but is concerned in general with all reuse of government data. The authors of 
“Towards a Modern Approach to Privacy-Aware Government Data Releases” have some useful 
background analysis of open data, and suggestions on how data control agreements could be 
implemented..  57

 
In conclusion, legal considerations are quite complex in this realm. However, this should by no 
means preclude libraries and other entities from forging ahead with long-term archiving efforts. 
Over time, we can hope that best practices and a better understanding of legal implications will 
emerge.  
 

55  Open Data Policy Handbook, Berkman Klein Center at Harvard, accessed September 9, 2017, 
https://cyber.harvard.edu/publications/2017/02/opendataprivacyplaybook  
56President’s Council of Advisors on Science and Technology, “Big Data and Privacy: A Technological 
Perspective,” May 2014, accessed September 9, 2017, 
https://bigdatawg.nist.gov/pdf/pcast_big_data_and_privacy_-_may_2014.pdf  
57  “Towards a Modern Approach to Privacy-Aware Government Data Releases,” Berkeley Technology 
Law Journal, May 4, 2016, v. 30, #3, accessed September 9, 2017, 
http://btlj.org/2016/05/volume-30-issue-3/  
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Organizational Structure and Governance 
When looking at issues of organizational structure and governance, it is difficult to discuss 
long-term digital preservation in isolation from other aspects of the civic data lifecycle, so this 
topic will be addressed at a more holistic level.  
 
Organizational models 
Different cities have taken different approaches to structure their civic data efforts. To illustrate 
that fact, we describe below how the Pittsburgh, Philadelphia, and Boston initiatives are 
organized. 
 
Pittsburgh region 
We spoke with Robert Gradeck, the project manager of the Western Pennsylvania Regional Data 
Center (WPRDC) and Aaron Brenner, coordinator of digital scholarship at the University of 
Pittsburgh’s University Library System. WPRDC was established in 2015 and is hosted and 
managed by the University of Pittsburgh Center for Urban and Social Research (UPCUSR), with 
Allegheny County and the City of Pittsburgh as key partners. It may be the only civic data portal 
primarily based at a University.“We hope that this will ensure that the center is sustained beyond 
administration and personnel changes, something that has dogged other cities’ open data 
programs,” Laura Meixell, one of the Data Center’s co-founders stated in an article by Robert 
Burack for the Ash Centers’ Civic Analytics Network.  On its website, the WPRDC is described 58

as a data intermediary--one of a number of such information intermediacy initiatives by the 
UPCUSR. WPRDC’s small project management team currently consists of a data research 
scientist, a project manager, an assistant developer and a lead developer. Other WPRDC partners 
include: the Richard King Mellon Foundation and the Heinz Endowment as financial partners; 
the University of Pittsburgh University Library System Digital Scholarship Services, a partner 
recognized for “help with all things data management and metadata.” and the Carnegie Library 
of Pittsburgh (Pittsburgh’s public library) which Bob Gradeck described as developing, teaching 
and hosting Data 101 workshops and other events. The Carnegie Library is also a data 
contributor to WPRDC, and WPRDC workshops are now also offered by Allegheny County 
public libraries. Finally, WPRDC’s governance and leadership structure includes an executive 
leadership team and an advisory team in addition to the project management team.  59

58  Robert Burack, “Pittsburgh’s regional and inclusive approach to open data,” October 25, 2016, 
accessed August 15, 2017, 
http://datasmart.ash.harvard.edu/news/article/pittsburghs-regional-and-inclusive-approach-to-open-data-9
24  
59  Bob Gradeck (Project Manager, WPRDC), Aaron Brenner (Coordinator of Digital Scholarship, 
University of Pittsburgh), interview, February 24, 2017.  
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Philadelphia 
As mentioned earlier, OpenDataPhilly is a portal that hosts open civic data from various sources, 
such as the City of Philadelphia government, non-profit organizations, and private corporations. 
Foundational partners for OpenDataPhilly include Azavea, the City of Philadelphia, and Temple 
University’s Klein College of Media and Communications’ Center for Public Interest 
Journalism. The original OpenDataPhilly portal was built and managed by Azavea, a 
Philadelphia geospatial software firm and B (benefit) corporation. Azavea also rebuilt the site for 
a 2015 re-launch and continues to maintain the technology infrastructure.  Temple’s Center for 60

Public Interest Journalism is charged with managing community-building aspects of the portal. 
The OpenDataPhilly website also acknowledges the partnership of news site Technical.ly Philly 
and, as funding partners, the William Penn Foundation, The John S. and James L. Knight 
Foundation and Azavea. OpenDataPhilly also has an advisory group which meets occasionally, 
and draws on representatives from many sectors of the local ecosystems, including universities, 
journalists, nonprofits, and for-profits.  Since the City of Philadelphia is the largest data 61

contributor to OpenDataPhilly, it is worth describing how they are themselves organized 
internally for their open data effort. The city’s Office of Open Data and Digital Transformation 
(ODDT), led by chief data officer, Tim Wisniewski, is responsible for running the city’s open 
data program, working with various city agencies to identify datasets that would be good 
candidates for public release, prepare them and publish them. They manage the city’s own open 
data repository which includes a metadata catalog mentioned in the previous section, working 
collaboratively with the Office of Innovation & Technology's GIS Services Group. ODDT 
uploads the city’s metadata records to OpenDataPhilly, as well as to other data aggregators, such 
as the Pennsylvania Spatial Data Access (PASDA) site. ODDT is a team of fifteen staff plus 
interns and fellows, who work on a number of projects, including the open data program. The 
staff most particularly dedicated to open data include a data engineer and a data services 
manager.   62

 
Boston 
Analyze Boston is managed by the City of Boston’s central data organization, the Citywide 
Analytics Team. We spoke to the two main leads for the project, Howard Lim of the City of 
Boston’s Department of Innovation and Technology, who held the title of Project Manager Open 
Data, and Viral Amin, who had served as the Data Librarian on the project. The development of 
Analyze Boston was funded by a grant from the Knight Foundation to the City of Boston and 

60  Robert Cheetham, (President/CEO, Azavea), interview, January 16, 2017 and March 13, 2017. 
61  OpenDataPhilly, “About” page, accessed August 16, 2017, https://www.opendataphilly.org/about 
62  Tim Wisniewski (Chief Data Officer, City of Philadelphia), Kistine Carolan (Data Services Manager, City 
of Philadelphia), Tom Swanson (Deputy Geographic Information Officer for Architecture and Planning City 
of Philadelphia), interview, January 31, 2017. 
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Boston Public Library. The project was named “Open Data to Open Knowledge” and was, from 
its inception, a collaboration between the Boston Public Library and the city. It sought to 
“democratize access to the City’s datasets by partnering with the Boston Public Library to 
develop and deliver open data-related curriculum to Boston area public librarians.”  A key goal 63

was “(t)urning Boston’s open data collection into an accessible resource by working with Boston 
Public Library to catalog it and introduce it to the public. It should be noted that Analyze Boston 
is solely focused on datasets that are produced by the city agencies.   64

 
The three examples delineated above give a good sense of the variability in organizational 
structure for open data initiatives, and in the variety of partners involved. And it is certainly 
possible to find yet other variations of these basic models in other cities.  
 
Partner diversity and governance 
Some of our interviewees, such as Mark Headd, strongly felt that the presence of multiple 
partners is essential in civic data initiatives, as it is the most natural way to ensure that multiple 
voices are heard and that the project is run as transparently as possible.  The best approach to 65

ensure a multiplicity of partners is to organize the civic data initiative as a multi-partner 
collaboration from the get-go: having multiple partners form the core project team who does all 
the hands-on work together. Each partner can take on specialized roles, based on their area of 
expertise, but the bulk of the project should be run collaboratively. For instance, both Pittsburgh 
and Philadelphia have achieved such a partnership to some degree, albeit in very different 
manners. 
 
Another way to ensure a multiplicity of voices is to have a strong multi-partner governance 
structure in place, for instance a multi-partner steering group, board of directors, or at least some 
form of advisory group that represents various stakeholders in the community. Those should 
ideally include some representatives from the local government, such as the city’s Chief Data 
Officer and other relevant staff members, as well as potential civic data users, such as people 
coming from the open data community, local nonprofits, local universities and colleges, and 
local newspapers. They could also include one or more libraries, especially if they are actively 
involved in the data preservation process or the outreach efforts, as well as supplementary data 
providers, for instance a local transportation authority agency like SEPTA for Philadelphia or 
non-profit data contributors. 
 

63  Boston.gov, “Open Data to Open Knowledge,” accessed August 16, 2017, 
https://www.boston.gov/innovation-and-technology/open-data-open-knowledge 
64  “Open Data to Open Knowledge,” accessed August 16, 2017, 
https://knightfoundation.org/grants/201550349/ 
65  Mark Headd (Innovation Specialist at Technology Transformation Service (18F) | General Services 
Administration and former Chief Data Officer, City of Philadelphia), interview by authors, May 1, 2017. 
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Of course, the best would be to have both a multi-partner core project team and a governance 
structure representing many stakeholders.  
 
However, while many agree on the usefulness of a multi-partner organization and a strong, 
inclusive governance body, civic data initiatives have not always fully developed such structures 
yet. This state of affairs most certainly reflects the budding nature of many civic data endeavors. 
 
Organizational structure and long-term preservation 
Looping back to the issue of long-term preservation, there is no doubt that a multi-partner project 
team and governance structure would help implement archival policies that are balanced and 
applied transparently. This would be particularly true regarding issues of dataset deletion and 
redaction, where, as discussed previously, there is a need to balance concerns for privacy, legal 
obligations, and data accuracy with the primordial goal of safeguarding historical truth and 
avoiding any temptation from some stakeholders to “rewrite history.” 
 
 

Communication and Outreach 
Communication between archive and portal managers 
What type of communication should be taking place between the entity in charge of the 
long-term archiving of civic datasets and the civic data portal managers? The amount of 
communication between the two entities might vary tremendously based on the type of 
partnership. They might be close collaborators working together on a variety of activities, or, at 
the other end of the spectrum, they might interact rarely, especially if the archiving process 
consists in simply replicating the live civic datasets from the portal though some automatic or 
semi-automatic process. 
 
At a minimum, they should communicate enough to keep each other aware of significant 
technical changes that might affect each other’s work. For example if the portal’s interface or 
API changes, it might affect the archive’s ability to harvest the content. Conversely, a change in 
the archive’s interface or URL syntax might affect the portal’s abilities to offer hyperlinks from 
the active datasets to their archived version.  

 
Communication between archive and data contributors 
Similarly, what type of communication should be taking place between the archivists and the 
data contributors (e.g., City of Philadelphia agencies, non-profit organizations, etc)? In theory, it 
might sound like communication between the two could be kept to a minimum, since the 
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contributors would not need to be actively involved in the harvesting process. However, in 
reality, there are several cases where having well-established communication channels with 
contributors would be crucial. 
 
First, in situations when a contributor needs to take down a dataset completely, including older 
versions (for instance because of legal or privacy concerns), there might be a need for some back 
and forth between the contributor and the archivists, following the guidelines put in place to 
handle take down requests. Kistine Carolan from the City of Philadelphia emphasized how 
important it would be to keep communication channels open in order to address such requests 
swiftly.  66

 
Second, the model where the archivists intervenes only downstream, by simply archiving data 
that has already been published, and without the ability to give any input in what happens 
upstream, might not be the most effective approach in the long term. In some cases, it might be 
more effective for the archivists to be more proactive and offer some mentoring to the data 
contributors on recommended best practices that would help make the archiving process more 
robust and successful. For instance, recommending the use of specific file formats or metadata 
standards could improve the long-term prospects of the data. Such proactive intervention would 
require good communication flows between the archivists and the data contributors. 
 
Finally, it might be useful for the archivists to communicate directly with data contributors to 
assess what datasets would be of most value for long-term preservation, in case it is not possible 
or desirable to preserve all of them. For instance, as we stated earlier, data stored behind an API 
is a lot more complex to harvest and preserve in the long term than downloadable data like CSV 
or Shapefile files. A discussion with the data contributor might make it easier to establish 
whether it would be ok to ignore a specific set of API-mediated data, because there exists an 
equivalent CSV or shapefile version of the same data, and it would be sufficient to only preserve 
the latter. 
 
Other forms of communication: outreach and community engagement 
Some of the civic data partnerships include a lot outreach as part of their regular activities and 
they consider fostering community engagement as one of their essential roles. Outreach activities 
can take the form of presentations to raise awareness about civic data at local open data or 
software developer meetups, at universities and colleges, and other relevant venues. They might 
also involve organizing hands-on workshops, sending a regular newsletter, and answering 

66  Tim Wisniewski (Chief Data, Officer City of Philadelphia), Kistine Carolan (Data Services Manager, City 
of Philadelphia), Tom Swanson (Deputy Geographic Information Officer for Architecture and Planning City 
of Philadelphia), interview, January 31, 2017. 
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questions through online forums or listservs.  Civic data partnerships might also organize 67

competitions, such as the OpenDataVote actively carried out by Azavea, TechImpact, and the 
City of Philadelphia in 2011 and 2017, to raise awareness, identify unpublished datasets of high 
interest to the public and prioritize them for release.   68

 
Some civic data partnerships are much less involved in outreach, either because they are very 
early in their initiative or because they have a difficult time securing the funds to do so. 
Community engagement cannot be fully successful, if treated as a mere afterthought or spotty 
once-in-a-while occurrence. It requires sustained and intentional efforts, as the goal is to become 
an ongoing presence in the community and set up ongoing communication flows that work for 
that community. Providing such a sustained effort can be challenging, although, in theory at 
least, everybody agrees that community engagement is important. 
 
As mentioned earlier, some libraries take an active role in outreach and community engagement, 
such as the Carnegie Library of Pittsburgh who regularly offers workshops on using civic data. 
From a purely long-term preservation standpoint, it should be noted that materials that are 
actively used by a large, robust community have more chance to be better preserved over time. 
There are at least two reasons for that: first, the end-users are often the ones who first detect and 
report unexpected changes or problems with the data, because they interact with it all the time; 
thus making it easier for the archivists to apply corrective actions quickly. Second, when a 
collection of materials is high profile and supported by strong public awareness and use, it is 
simply easier to secure funds for it and make sure that it becomes and remains a high priority for 
the archiving entity. So this alone could justify putting in place a strong community engagement 
program. 

Organizational Commitment and Economic 
Sustainability 
One of the most important points that the Trustworthy Repositories Audit & Certification 
(TRAC) makes is that achieving the long-term preservation of digital materials is NOT primarily 
a technical challenge.  TRAC states, “(t)hough adequate technical architecture, processes, and 69

capabilities underpin a trusted digital repository, the technical aspects are only one piece of the 
overarching infrastructure supporting the digital repository functions. Organizational attributes of 

67  Bob Gradeck (Project Manager, WPRDC), Aaron Brenner (Coordinator of Digital Scholarship, 
University of Pittsburgh), interview, February 24, 2017. 
68  Robert Cheetham, (President/CEO, Azavea), interview, January 16, 2017 and March 13, 2017. 
69  Trustworthy Repositories Audit & Certification: Criteria and Checklist,” assessed August 10, 2017, 
http://www.crl.edu/sites/default/files/d6/attachments/pages/trac_0.pdf  
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digital repositories are equally critical.”  TRAC insists most particularly on one essential factor: 70

the notion of organizational commitment, meaning that the parties involved in the digital 
preservation efforts must demonstrate that they will be able to sustain their efforts over the long 
term, beyond their initial good intentions. One way to bolster such organizational commitment is 
to have a strong governance structure, and to inscribe a long-term commitment to digital 
preservation in official policies. Going further, TRAC also notes that “[a] trusted digital 
repository should be able to prove its financial sustainability.”   71

 
Civic data initiatives and economic sustainability  
Achieving financial sustainability can be challenging for any initiative taking place in the 
non-profit, educational, or public sphere. This is certainly the case for civic data initiatives, and 
for the long term preservation of civic data, in particular. 
 
The chief data officers and portal managers we spoke with are at the leading edge of the open 
civic data movement: the US City Open Data Census  suggests that most US cities do not yet 72

have open data portals. Most of those civic data initiatives that exist today in the U.S. were 
started on some type of grant, or other temporary source of funding. As they are starting to 
contemplate moving past the temporary funding, we are seeing budding efforts to establish 
sustainability plans. For instance WPRDC is currently in the midst of developing such a plan, 
working with the city government and other partners.  It will be interesting to see the outcome 73

of that effort.  
 
OpenDataPhilly was started as a pro bono project by Azavea plus grant funding to support new 
community-building features, and has continued over the last few years thanks to donated staff 
time and resources, particularly from Azavea and Temple University’s Klein College of Media 
and Communications. It is a commendable effort on the part of those two organizations, but does 
not necessarily represent a sustainable model for the longer term. At this time, however, alternate 
plans have not yet materialized. 
 
As for Analyze Boston, their initial grant has ended, and it will be interesting to see what next 
steps the city takes in terms of funding.   74

 

70  See note 36 above, section “Audit & Certification Criteria: A. Organizational Infrastructure.” 
71  See note 36 above, section “A4. Financial Sustainability.” 
72  “US City Open Data Census,” Part of the Open Data Census Project run by Open Knowledge, 
(accessed August 8, 2017), http://us-city.census.okfn.org/. 
73  Bob Gradeck (Project Manager, WPRDC), Aaron Brenner (Coordinator of Digital Scholarship, 
University of Pittsburgh), interview, February 24, 2017. 
74  Howard Lim (Project Manager, Analyze Boston), Viral Amin (Data Librarian, Analyze Boston), interview, 
April 26, 2017. 
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Long term preservation of civic data and economic sustainability 
In this somewhat precarious context, the economic sustainability of long-term preservation is an 
even more elusive goal.  
 
One point of hope in that realm is that, if a library or archive feels that the preservation of open 
civic data aligns well with their original mission and collection development policies (see 
Collection Development and Selection section above), they might take it on as part of their 
regular collecting activities. This is what the Temple University Libraries are considering doing 
with OpenDataPhilly. However, libraries have their own funding challenges and there is always 
internal competition among many possible activities and projects that they could justifiably take 
on. Such a decision might also depend on the amount of data that needs to be archived. A library 
might be able to take on the preservation of a relatively small civic data collection without 
external financial support, but might not be able to scale up to the terabyte or petabyte scale.  
 
One factor that can help sustainability is having digital preservation processes that are as simple 
and economical as possible, as they will require less staff and financial resources. From that 
point of view, the Archive-It based prototype that we investigated is a rather good candidate, 
since it is quite straightforward and relies on well established workflows. The Archive-It model 
also points to another way of saving resources, which is to rely on an economy of scale: 
Archive-It (https://archive-it.org/) is a fee-based product that is hosted by the Internet Archive. 
Instead of each library having to maintain its own infrastructure and software, the Internet 
Archive does it for them, as it specializes in maintaining large scale storage and processes that 
can be used by all. This model is very much in line with the general current tendency toward the 
commodification of digital storage and computing resources, as more and more servers and 
software services move to the cloud--Infrastructure As A Service (IaaS), Software As A Service 
(SaaS), etc. However, from a long-term preservation perspective, we need to be careful about the 
vendors we are entrusting our data with, as they might have their own agendas and their own 
organizational weaknesses. The Internet Archive being a non-profit with strong public service 
values is enticing from that point of view. Commercial vendors can be used, but more caution 
needs to be exercised.  
 
Other models looking to realize an economy of scale are state-level projects like the 
Pennsylvania Spatial Data Access (PASDA) project, which is funded by the Commonwealth of 
Pennsylvania’s Office of Information Technology and other partners, and is hosted at Penn State. 
PASDA focuses on geospatial data and hosts GIS data from the entire state.  It would be very 75

interesting to look for possible partnership opportunities between PASDA and OpenDataPhilly. 

75  “Pennsylvania Spatial Data Access (PASDA),” accessed August 8, 2017, http://www.pasda.psu.edu/  
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It should also be noted that the City of Philadelphia already deposits some of its open GIS files in 
PASDA. 

Potential Roles for Libraries 
As we have seen throughout this white paper, there is a number of ways Libraries can be 
meaningfully involved in open civic data initiatives in a variety of ways.  
 
Firstly, Libraries are well positioned to play a significant role in the realm of long-term 
preservation, as they have in-depth expertise and have done extensive tool development  and 76

research in that realm. Open civic data initiative teams could partner with local libraries to form 
digital preservation plans which could include policies, procedures, and training. Going one step 
further, libraries (especially the Special Collections or Archives departments in collaboration 
with Digital Initiatives and Technology departments) could also function as the actual archive for 
the datasets. Finally, it should be noted that even if a systematic long-term preservation plan 
cannot be included as a part of the open civic data portal’s mission, libraries can play a useful 
role in recommending digital preservation best practices directly to the agencies and 
organizations creating datasets. The sooner a born-digital file is handled with digital preservation 
in mind, the more chance it has to survive over the long term.  
 
There are also other roles libraries can play. For instance, in Pittsburgh, the libraries are not only 
involved in the long-term preservation effort (especially the University of Pittsburgh Libraries), 
but are also very proactive in the community engagement and outreach activities, such as 
organizing public workshops on how to use civic data (especially the Carnegie Library of 
Pittsburgh).  In the case of Analyze Boston, the Boston Public Library as well as a librarian 77

working directly for the city government are involved in yet another manner, since they were 
specifically brought in for their expertise in metadata and information retrieval optimization.  78

 
Long-term preservation, community engagement and outreach, metadata creation and 
information retrieval optimization: these activities seem like good choices for libraries, as they 
all correspond to strong pre-existing areas of expertise in the library community. 
  
There is also a strong mission alignment between libraries and open civic data initiatives. First 
and foremost, access to information is one of the fundamental library tenets. Furthermore 

76  “Preserving Digital Objects with Restricted Resources (POWRR),” accessed August 3, 2017, 
http://digitalpowrr.niu.edu/  
77  Bob Gradeck (Project Manager, WPRDC), Aaron Brenner (Coordinator of Digital Scholarship, 
University of Pittsburgh), interview, February 24, 2017. 
78  Howard Lim (Project Manager, Analyze Boston), Viral Amin (Data Librarian, Analyze Boston), interview, 
April 26, 2017. 
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libraries have a long-standing history of collecting data emanating from local government 
agencies and organizations, originally in paper format. For instance, Temple University’s Urban 
Archives has a lengthy run of the School District of Philadelphia’s annual reports, which 
includes extensive statistics. So, archiving open civic datasets issued by the same organizations 
is a very natural continuation of pre-existing activities. 

Conclusion and Future Steps 
In this white paper, we explored 10 important factors that need to be taken into consideration to 
tackle the long-term preservation of open civic data successfully. We also explored various ways 
in which libraries can be involved in the process.  
 
As stated at the beginning of this document, our contribution is a systematic exploration of what 
the nine factors are, and some possible options to address them. These factors are: digital 
preservation frameworks, collection development and selection, metadata (i.e., the description of 
the datasets), reliability and authenticity, versioning, discovery and interface, intellectual 
property rights and other legal issues, organizational structure and governance, communication 
and outreach, and organizational commitment and economic sustainability.  
 
 A future next step in our work would be to build upon this white paper to develop “how to” 
guidelines and help build a set of best practices in this emerging field. Instead of defining a 
single cookie-cutter model, it would probably make more sense to define several possible 
scenarios, and give specific recommendations for each one. There are some other budding 
projects going in that direction within the library community, and we are hoping to work 
collaboratively with them. For example, an IMLS grant proposal, which was recently awarded to 
the University Library System (ULS) at the University of Pittsburgh and other partners, 
articulates a project focused on identifying local needs and contexts around civic data; 
considering roles, practices, and governance, and addressing common challenges.  
 
Another interesting next step would be to talk to the open civic data community in the 
international community beyond the United States. Our project only focused on open civic data 
initiatives in the U.S., but there are many rich international efforts to be considered.  
 
Yet another interesting direction would be to monitor the progress of Dat and other similarly 
innovative technologies over the next couple of years, to see how they reach maturity and start 
being implemented at a larger scale for open civic data (and other types of data). 
 
In the meantime, at a more concrete level, we also decided to continue harvesting 
OpenDataPhilly with Archive-It for one year as a pilot, while developing some accompanying 
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policies and agreements with local Philadelphia organizations, as well as experimenting with 
interface solutions to better link OpenDataPhilly and its Archive-It based archive. 

Appendix: Prototypes 
During this project we developed two prototypes, Archive-It and Dat, and used the site 
OpenDataPhilly as a testbed for them. 
 
Prototype #1: Archive-It  
Defined in the article, An Overview of Web Archiving, “Web archiving is the process of 
gathering up data that has been recorded on the World Wide Web, storing it, ensuring the data is 
preserved in an archive, and making the collected data available for future research. The Internet 
Archive and several national libraries initiated web archiving practices in 1996.”  A web 79

archiving engine relies on “seed URLs” and then harvests all the webpages encountered by 
following every URLs within a website. Prototype 1, or the Archive-It prototype, utilized the 
Internet Archive’s web crawling software, Archive-It,  to take virtual captures of 80

OpenDataPhilly.  
 
We selected Archive-It, because it is an out-of-the-box platform that is already used by many 
libraries and archives to capture websites relevant to their archival collections. Archive-It 
provides a low barrier of entry solution for libraries that are exploring civic data preservation as 
it could be implemented as a simple expansion of existing workflows. Another strength is that 
web pages harvested through Archive-It are also contributed to the Internet Archive’s main 
interface, the Wayback Machine, hence increasing their discoverability by end users. It is a 
subscription based software and the amount of storage provided is based on a yearly fee. Overall, 
Archive-It did an excellent job capturing datasets. Nearly all datasets that can be manually 
downloaded from the archived website and nearly all external URLs opened. 
 
We conducted 16 test crawls from November 2016 to July 2017 in order to best assess what of 
the site was being captured and how to best utilize scoping rules in order to capture the datasets 
linked from the portal. The goal was to capture all the relevant datasets, and as little as possible 
of other irrelevant content. The largest crawl ran for eight days and totaled 2.1 TB. The smallest 
crawl ran for seven days and totaled 9.1 GB.  
 

79  Jinfang Niu, “An Overview of Web Archiving,” D-Lib Magazine, March/April 2012 (18): 3/4, accessed 
August 3, 2017, DOI:10.1045/march2012-niu1  
80  “Archive-It,” Internet Archive, accessed August 3, 2017, https://archive-it.org/  
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List of total crawls of OpenDataPhilly in Archive-It 

 
“Scoping” a web archive capture is a naturally iterative process. What follows is a description of 
how the process looked for this prototype. The size of the crawl varied depending on what 
scoping rules were included. Initially, we wanted to be sure that the dataset formats were 
included, and rules were added to crawl anything with data, CSV, KML, SHP, metadata, and 
JSON in all of the captured file hosts. This proved to be too wide a scope and resulted in capture 
of terabytes of irrelevant data. We also knew through downloading all of the datasets via the 
CKAN API that the total dataset size was only around 30 GB. By examining crawl reports, we 
found that some of the data was being captured on external sites such as open civic data from 
other cities linked from OpenDataPhilly, and this external data was therefore irrelevant. This 
explained the large captures. 
 
Scoping was evaluated several times in order to ensure that the necessary data was crawled and 
irrelevant data was ignored. The following image shows the top “hosts” or domains where the 
most data was crawled from: 
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List of top hosts for OpenDataPhilly crawl in Archive-It 

 
The last standard capture included 51.6 GB of data and ran for 71 days. We ran it for this long as 
an experiment to see what it could capture. In regular practice, medium-sized crawls usually run 
for up to three days and do not require extra monitoring.  
 
We also ran a concurrent crawl using the Internet Archive’s new crawling tool, Brozzler, which 
was recommended by Jefferson Bailey, Director of Web Archiving at the Internet Archive.   81

 

81  Jefferson Bailey (Director of Web Archiving, Internet Archive), interview, April 25, 2017. 
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Archive-It allows you to compare crawls, in this case it was a standard crawl versus a Brozzler crawl 

 
Both crawl captures were fairly comparable in terms of quality assurance testing even though the 
Brozzler crawl’s total data was nearly twice as large. In the end, we felt that using the regular 
Archive-It crawler was the best option. 
 
For metadata, we followed the Archive-It metadata standards proposed by Katy Rawdon, 
Librarian and Coordinator of Technical Services in the Special Collection Research Center at 
Temple.  No official web archiving metadata standards exist although a draft standard is 82

82  Katy Rawdon, “Temple University Special Collections Archive-It Metadata,” accessed August 3, 2017, 
https://docs.google.com/document/d/15k6NWeXMf9l_jmdIxac2q7yGW47809YhTY5JhYYaptw/edit  
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currently being reviewed and edited,  and this is a local standard that we use at Temple for all 83

our Archive-It web archive collections. This is the OpenDataPhilly collection metadata record: 
 

 
OpenDataPhilly’s metadata record in Archive-It https://archive-it.org/collections/8152 
 
The quality assurance testing resulted in over 2,200 missing URLs that needed to be patch 
crawled after the test crawls were saved, but this was mostly an artifact of OpenDataPhilly being 
a portal that contains multiple links to the same data. Most websites do not result in this many 
missing URLs. One of the most useful features of the missing URLs/patch crawling ability was 
that we could see URLs that could not be crawled because the URL was invalid or not found. 
This included CrimeBase http://nis.cml.upenn.edu/crimebase/, NeighborhoodBase 

83  Jackie M. Dooley, Karen Stoll Farrell, Tammi Kim, and Jessica Venlet, "Developing Web Archiving 
Metadata Best Practices to Meet User Needs," Journal of Western Archives: (2017) Vol. 8, no 2, Article 5. 
Available at: http://digitalcommons.usu.edu/westernarchives/vol8/iss2/5  
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https://www.opendataphilly.org/dataset/neighborhoodbase, and ParcelBase 
https://www.opendataphilly.org/dataset/parcelbase. 
 
OpenDataPhilly dataset pages include: 
https://www.opendataphilly.org/dataset/crimebase 
https://www.opendataphilly.org/dataset/neighborhoodbase  
https://www.opendataphilly.org/dataset/parcelbase  
 
This group of websites is just one example. Quality assurance also pointed us to many invalid 
metadata pages through the City of Philadelphia.  
 

 
http://metadata.phila.gov/#home/datasetdetails/557f30c7dcec614c29ce8b73  
 

These broken links are fairly common in large aggregate sites because of the difficulty managing 
ongoing, manual technical maintenance along with daily coordination of new dataset releases 
with limited staff capacity. Furthermore, if a crawl is in progress while a site is in maintenance or 
down, Archive-It will not accurately crawl the site, and frequent communication between the 
archivists and website managers would be necessary.  
 
One consideration is that archiving that content through OpenDataPhilly may not be the most 
robust solution, because it is all done through a third party website instead of directly from the 
data creating agencies. It adds a “middleman” layer that can be lacking in terms of update and 
management. It would be worth exploring whether a solution bypassing the aggregator would 
give more reliable results over time. This could be particularly feasible for the larger data 
creating agencies like the City of Philadelphia. In addition, the ability to archive various versions 
of datasets is possible through scheduling crawls, but for datasets updated daily, this is still not 
realistic. Institutions would require a budget to maintain a growing Archive-It account. 
 
Archive-It provides multiple discovery endpoints. The first is through the Archive-It software 
itself. The Archive-It interface provides a top level-structure subdivided in “collection pages” 
Each collection page describes a collection of websites and links to the corresponding archived 
content. 
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Temple University’s Archive-It collections page https://archive-it.org/home/TempleSpecialCollections  
 
Collections pages also often offer  links to  the collection’s guide (or “finding aid”) on the 
library’s website. For each archived website there is a link to the calendar interface (see 
Discovery section for more information).  
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Archive-It calendar interface for OpenDataPhilly.org crawls https://web.archive.org/web/*/opendataphilly.org  
 
Another discovery endpoint is the Internet Archive’s Wayback Machine, which gives an 
alternate access to the archived content.   84

 
Prototype #2: Dat 
During this grant project, we connected with Max Ogden, an open web programmer, based in 
Portland, Oregon and also the recipient of Knight Foundation funding. Max developed Dat, a 
data sharing technology, as a way to version data locally, or to share and sync data over the 
Internet . Users can turn any folder on their computer into a dat. 85

  
A dat includes a set of metadata files in a dat folder. The files and the dat folder can be instantly 
synced. Dat includes an optional peer-to-peer distribution system, so the more widely that a 
dataset is shared, the faster it is for users to retrieve or sync a copy, and the more redundant that 

84  “Wayback Machine,” Internet Archive, accessed August 3, 2017, https://archive.org/web/  
85  “Dat.” Accessed September 20, 2017,  https://datproject.org/ 
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the dataset’s availability becomes. It also includes version control capabilities, and if a dataset 
has been altered, it can roll back to prior versions because the file history as well as the metadata 
history are automatically tracked. 
 
Dat’s feature set seemed like a natural fit for preserving OpenDataPhilly’s datasets, so we 
decided to build our second prototype using it. 

Gap Analysis 
While working on the Dat prototype, the initial challenge was not so much a shortcoming in Dat, 
but rather an acknowledgment of the intentionally scoped set of the functionality of Dat. Dat is a 
tool that can be easily combined with other tools, but is not itself a complete solution for dataset 
archiving. Dat focuses on version control and networked distribution of files, and it does that 
well. However, preserving datasets from a public portal like OpenDataPhilly involves many 
more parts that need to work with Dat. Among many other pieces, we had to determine: 
  

● How to get a list of datasets available in OpenDataPhilly 
● How to download those files 
● How to negotiate URLs that did not return the actual dataset, but an interstitial landing 

page 
● What metadata to capture about the files and the download process 
● How to name files in a way that was faithful to original download names but remained 

semantically meaningful 
● How to handle errors in downloading 
● How to let possible users know about the existence of our archives 

  
While the additional pieces we created to interact with Dat had their own interesting challenges, 
what follows will focus on the specific issues we had with making Dat work for our process of 
preserving datasets. 

Granular Versioning 
The issue we confronted most with Dat itself related to versioning and our own assumptions 
about this. Dat’s versioning is very granular, with each change to each file creating a new 
version. There is no way to group multiple changes together to form a narrative, or semantically 
meaningful, version. We expected something like a commit in Git that can group multiple related 
changes together or a tag that can identify a stopping point that would help users understand 
when changes to a file are related in some important way. 
 
For example, we captured two representations of the Philadelphia Crime Dataset, a CSV and 
GeoJSON file, on the same day and added them to a dat archive. This created two new versions 
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of the dat archive. When we grabbed the same two datasets a few days later, which included the 
updated data, and added them to our dat archive, two more versions were created. 
  

 
  
As the archive creators, we know the relationship between those versions, that every two 
represent versions are related, but other users of the archive would not understand how different 
versions relate to each other. It would be useful to have explicit ways of labelling groups of 
changes as a set, or providing some other way to relate the granular changes together to make the 
relationships between changes obvious to users of the archive. 
 
Metadata 
An additional concern we had is that Dat’s versioning process only captures the file-level 
metadata about changes, and does not provide an affordance for capturing additional metadata, 
like descriptive or technical metadata, as an integral part of the version. This additional metadata 
(e.g. about when and how a file was captured) were seen as essential for many stakeholders in 
judging the authenticity of our archived version of the dataset. 
 
For our prototype, we have been capturing such metadata as an additional file alongside the 
dataset representations, which works, but because of Dat’s versioning process, that creation of a 
metadata file itself creates a new version of the archive! There is no way to record metadata 
about an updated file with the dat version itself. A process to extend metadata that Dat allows 
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you to capture about a version would be useful. An affordance for sets or grouping versions, as 
mentioned above, would also be useful in handling this concern. 
 
Highlighting the technology needs 
It is important to note that we developed two prototypes based on existing technologies that were 
designed for purposes outside of dataset preservation specifically. Ideally and clearly, a 
dedicated tool for dataset preservation would be the most optimal. However, both Archive-It and 
Dat provided useful results that helped show us what would be most needed in terms of access, 
versioning, and long-term preservation. 
 
Access 
Both tools provide excellent access capabilities. In an open dat repository, anyone can find and 
download a dataset through the peer-to-peer network but a user would need to have the Dat 
software unless dat repositories links are on an additional website. Archive-It collections are 
found online through the Internet Archive or links on additional websites, such as the original 
open civic data portal or finding aid sites, but a user may need more guidance to know where to 
look. Both tools have metadata standard needs as mentioned in their respective sections.  
 
Versioning 
Both tools provide an answer for version control but have limitations. Archive-It needs to be 
scheduled to crawl the specific seed or URL each time a dataset is updated in order to maintain a 
version and needs an institutional account to use. Dat is mainly used for version control and 
distribution, and updates new versions automatically, but versioning is often ambiguous and does 
not always correlate directly to the source of the dataset. The open data community should 
consider defining “versioning” and other discrete needs more rigorously, so tools can be 
modified and developed to meet those needs. 
 
Long-Term Preservation 
Archive-It and Dat provide capabilities and features for long-term preservation. However, 
Archive-It can only crawl datasets within a website and other preservation means may be 
necessary to ensure comprehensive capture. Dat may require additional infrastructure such as 
server storage and additional metadata in order to ensure more robust capture over time.  
 
Overall, both tools provided interesting results and could be used as solutions, but they need to 
be considered as tools within a larger preservation plan.  
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