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ABSTRACT

There has been a growing number of non-Euclidean data generated with com-

plex interactions among various objects. These data can either have an explicit

or implicit graph structure. For data with the explicit graph structure, it is nat-

urally formed in a graph structure, and the graph structure is required in the

analysis due to its importance in domain knowledge. For data with the implicit

graph structure, interaction among objects is hidden but can be inferred, and

analysis from from perspective of graph structure is optional but preferred in the

few-shot scenario. Interactions in both cases are formed in the graph structure

due to the number of the object being flexible, which is difficult for traditional

machine learning algorithms to process. Hence Graph Neural Network (GNN)

has gained popularity recently since it can easily handle the data of such graph

structure. GNN uses message passing of information extracted by neural network

among the nodes to update the node and graph information, thus GNN gets a

better understanding by incorporating both the topology and feature space and

performs outstandingly on the task such as node or graph classification and link

prediction. However, challenges are remaining for methodologies and application

of GNN: firstly, it is difficult and expensive to get high-quality annotation labels

for each node in node classification by GNN, but the pseudo-label of nodes gen-

erated in graph contrastive learning is heuristic and error-prone; secondly, studies

are lacking on how to specifically apply GNN for inorganic crystalline physics ma-

terial especially considering the interaction formed in Hamiltonian matrix; thirdly,

GNN is built naturally for the case of few-shot learning by leveraging the infor-

mation included in the data with the implicit graph structure, yet the existing

approach of using GNN in tracking is not appropriate since it does not incorpo-

rate the few-shot learning scenario. In my research, I study all the challenges and

propose corresponding solutions.
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In this dissertation, I begin by briefly describing the methodology and applica-

tion of GNN. In the second chapter, I propose a dynamically denoised contrastive

loss on the graph to rectify the error-prone guidance of the pseudo-label generated.

In the third chapter, I use GNN on the problem of property prediction of physics

materials, which is a hard problem for traditional machine learning algorithms

but appropriate for GNN since orbitals in the materials have strong interactions.

There have been some applications of GNN in Multiple Object Tracking (MOT)

and Single Object Tracking (SOT). However, existing MOT algorithms, whether

they use GNN or not, often request prior knowledge of the tracking targets (e.g.,

pedestrians) and do not generalize well to unseen categories in the few-shot learn-

ing scenario. But GNN benefits from the few-shot learning scenario by leveraging

the interaction information included explicitly or implicitly in the data. Thus in

the fourth chapter, I propose the benchmark and protocol of Generic Multiple

Object Tracking, which requires little prior information. Similarly, the current

SOT algorithm is limited by small or low-quality annotated benchmarks. Hence

in the fifth chapter, I propose a densely-annotated high-quality Large-scale Single

Object Tracking benchmark (LaSOT) to address such issues. On the other hand,

it is a great challenge for humans, even medical experts, to identify the exact

type of dental implant from a radiograph image. But such pixel-level differences

can be captured by Convolutional Neural Network, and high accuracy is achieved.

Finally, I conclude with a discussion of future work, including the use of graph

contrastive learning on physics material property prediction and Generic Multiple

Object Tracking.
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CHAPTER 1

INTRODUCTION

1.1 Graph Neural Network And Its Applications

The advancement of Neural Networks, especially Convolutional Neural Net-

works (LeCun et al., 1998) and Recurrent Neural Networks (Werbos, 1990), has

revolutionized many machine learning tasks such as computer vision (He et al.,

2016) and natural language processing (Bahdanau et al., 2014). However, it can

only handle standard Euclidean data, such as image tensors and word vectors. On

the other hand, there is a surging number of graph data where strong interactions

(edges) exist among the variant number of observed objects (nodes) generated

from various fields such as social networks (Hamilton et al., 2017), knowledge

graphs (Bordes et al., 2013), chemical materials (Wale et al., 2008), protein net-

works (Zitnik and Leskovec, 2017), physics system (Sanchez-Gonzalez et al., 2018),

computer vision (Marino et al., 2017), natural language processing (Song et al.,

2018a) and graph generation (You et al., 2018). Examples for some of them are

shown the Figure 1.1.

However, note that there are variant number of nodes for these graph data.

The traditional Convolutional Neural Network can only aggregate and broadcast

the information within a neighborhood of fixed number of ordered nodes (e.g.,

pixels) as shown in Figure 1.2 (a). For the graph data, there are a variant number

of nodes, and hence the order relation among them do not exist anymore in Figure

1.2 (b). And a graph convolution is expected to aggregate and broadcast the

message among the flexible number of nodes. Hence the need for Neural Networks

on non-Euclidean graph data is increasing and gives rise to the Graph Neural

Networks (GNN) (Bronstein et al., 2017).

In graph data, there may be one or several graphs where each is composed

of nodes associated with node feature vectors, and the nodes are connected by
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6. A design example of GNN

In this section, we give an existing GNN model to illustrated the
design process. Taking the task of heterogeneous graph pretraining as an
example, we use GPT-GNN (Hu et al., 2020b) as the model to illustrate
the design process.

1. Find graph structure. The paper focuses on applications on the aca-
demic knowledge graph and the recommendation system. In the ac-
ademic knowledge graph, the graph structure is explicit. In
recommendation systems, users, items and reviews can be regarded as
nodes and the interactions among them can be regarded as edges, so
the graph structure is also easy to construct.

2. Specify graph type and scale. The tasks focus on heterogeneous graphs,
so that types of nodes and edges should be considered and incorpo-
rated in the final model. As the academic graph and the recommen-
dation graph contain millions of nodes, so that the model should
further consider the efficiency problem. In conclusion, the model
should focus on large-scale heterogeneous graphs.

3. Design loss function. As downstream tasks in (Hu et al., 2020b) are all
node-level tasks (e.g. Paper-Field prediction in the academic graph),
so that the model should learn node representations in the pretraining
step. In the pretraining step, no labeled data is available, so that a

self-supervised graph generation task is designed to learn node em-
beddings. In the finetuning step, the model is finetuned based on the
training data of each task, so that the supervised loss of each task is
applied.

4. Build model using computational modules. Finally the model is built
with computational modules. For the propagation module, the au-
thors use a convolution operator HGT (Hu et al., 2020a) that we
mentioned before. HGT incorporates the types of nodes and edges
into the propagation step of the model and the skip connection is also
added in the architecture. For the sampling module, a specially
designed sampling method HGSampling (Hu et al., 2020a) is applied,
which is a heterogeneous version of LADIES (Zou et al., 2019). As the
model focuses on learning node representations, the pooling module
is not needed. The HGT layer are stacked multiple layers to learn
better node embeddings.

7. Analyses of GNNs

7.1. Theoretical aspect

In this section, we summarize the papers about the theoretic foun-
dations and explanations of graph neural networks from various
perspectives.

Fig. 6. Application scenarios. (Icons made by Freepik from Flaticon)

J. Zhou et al. AI Open 1 (2020) 57–81

69
Figure 1.1. A list of graph data from various field (Zhou et al., 2020).

edges. In GNN, nodes communicate by exchanging messages with their neighbor-

ing nodes through passing feature vectors as shown in Figure 1.3. After that, the

nodes update their states by pooling and transforming the messages they receive

with various functions such as Multi-Layer Perceptron (MLP). The learned rep-

resentation of each node will be used in the tasks such as node classification or

link prediction. And there is another readout operation collapsing all node repre-

sentations of the whole graph to summarize a graph-level representation in tasks

such as graph classification.

Currently, existing GNN methods can be classified into two types: spectral

method and spatial method. Spectral convolution GNNs leverage the graph signal

processing (Shuman et al., 2013) and focus on the Fourier domain. More specif-
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Fig. 1. 2-D convolution versus graph convolution. (a) 2-D convolution:
analogous to a graph, each pixel in an image is taken as a node where
neighbors are determined by the filter size. The 2-D convolution takes the
weighted average of pixel values of the red node along with its neighbors. The
neighbors of a node are ordered and have a fixed size. (b) Graph convolution:
to get a hidden representation of the red node, one simple solution of the graph
convolutional operation is to take the average value of the node features of the
red node along with its neighbors. Different from the image data, the neighbors
of a node are unordered and variable in size.

of deep learning methods in the non-Euclidean domain, includ-
ing graphs and manifolds. Although it is the first review
on GNNs, this article mainly reviews convolutional GNNs.
Hamilton et al. [10] cover a limited number of GNNs with
a focus on addressing the problem of network embedding.
Battaglia et al. [11] position graph networks as the building
blocks for learning from relational data, reviewing part of
GNNs under a unified framework. Lee et al. [12] conduct
a partial survey of GNNs that apply different attention mech-
anisms. In summary, existing surveys only include some of
the GNNs and examine a limited number of works, thereby
missing the most recent development of GNNs. This article
provides a comprehensive overview of GNNs, for both inter-
ested researchers who want to enter this rapidly developing
field and experts who would like to compare GNN models.
To cover a broader range of methods, this article considers
GNNs as all deep learning approaches for graph data.

A. Our Contributions

This article makes notable contributions summarized as
follows.

1) New Taxonomy: We propose a new taxonomy of
GNNs. GNNs are categorized into four groups: recurrent
GNNs (RecGNN), convolutional GNNs (ConvGNNs),
graph autoencoders (GAEs), and spatial–temporal GNNs
(STGNNs).

2) Comprehensive Review: We provide the most compre-
hensive overview of modern deep learning techniques
for graph data. For each type of GNNs, we provide
detailed descriptions of representative models, make the
necessary comparison, and summarize the corresponding
algorithms.

3) Abundant Resources: We collect abundant resources
on GNNs, including state-of-the-art models, benchmark
data sets, open-source codes, and practical applications.
This article can be used as a hands-on guide for under-
standing, using, and developing different deep learning
approaches for various real-life applications.

4) Future Directions: We discuss theoretical aspects of
GNNs, analyze the limitations of existing methods, and
suggest four possible future research directions in terms

of model depth, scalability tradeoff, heterogeneity, and
dynamicity.

B. Organization of This Article

The rest of this article is organized as follows. Section II
outlines the background of GNNs, lists commonly used nota-
tions, and defines graph-related concepts. Section III clarifies
the categorization of GNNs. Sections IV–VII provides an
overview of GNN models. Section VIII presents a collection of
applications across various domains. Section IX discusses the
current challenges and suggests future directions. Section X
summarizes this article.

II. BACKGROUND AND DEFINITION

In this section, we outline the background of GNNs, list
commonly used notations, and define graph-related concepts.

A. Background

1) Brief History of Graph Neural Networks: Sperduti and
Starita [13] first applied neural networks to directed acyclic
graphs, which motivated early studies on GNNs. The notion
of GNNs was initially outlined in [14] and further elaborated
in [15] and [16]. These early studies fall into the category
of RecGNNs. They learn a target node’s representation by
propagating neighbor information in an iterative manner until
a stable fixed point is reached. This process is computationally
expensive, and recently, there have been increasing efforts to
overcome these challenges [17], [18].

Encouraged by the success of CNNs in the computer
vision domain, a large number of methods that redefine
the notion of convolution for graph data are developed in
parallel. These approaches are under the umbrella of Con-
vGNNs. ConvGNNs are divided into two main streams: the
spectral-based approaches and the spatial-based approaches.
The first prominent research on spectral-based ConvGNNs
was presented by Bruna et al. [19], which developed a graph
convolution based on the spectral graph theory. Since then,
there have been increasing improvements, extensions, and
approximations on spectral-based ConvGNNs [20]–[23]. The
research about spatial-based ConvGNNs started much earlier
than spectral-based ConvGNNs. In 2009, Micheli [24] first
addressed graph mutual dependence by architecturally com-
posite nonrecursive layers while inheriting ideas of message
passing from RecGNNs. However, the importance of this
article was overlooked. Until recently, many spatial-based
ConvGNNs (e.g., [25]–[27]) emerged. Apart from RecGNNs
and ConvGNNs, many alternative GNNs have been devel-
oped in the past few years, including GAEs and STGNNs.
These learning frameworks can be built on RecGNNs, Con-
vGNNs, or other neural architectures for graph modeling.
Details on the categorization of these methods are given
in Section III.

2) Graph Neural Networks Versus Network Embedding:
The research on GNNs is closely related to graph embedding
or network embedding, another topic which attracts increasing
attention from both the data mining and machine learning
communities [10], [28]–[32]. Network embedding aims at rep-
resenting network nodes as low-dimensional vector represen-
tations, preserving both network topology structure and node

Authorized licensed use limited to: Temple University. Downloaded on June 08,2022 at 20:39:42 UTC from IEEE Xplore.  Restrictions apply. 

Figure 1.2. Convolution on 2D grid versus graph (Wu et al., 2020). (a) Convolution

on 2D grid (e.g., image) processes the interactions within a neighbourhood of a

fixed number of ordered nodes (e.g., pixels). (b) Convolution on the graph is

expected to process a variant number of nodes.

ically, spectral convolution represented by Graph Convolutional Network (GCN)

(Kipf and Welling, 2017) focuses on the eigenspace of graph Laplacian matrix and

searches for a filter so that appropriate information can be extracted. However,

the spectral approach has two drawbacks. It has high computation cost of eigen-

decomposition, and it is hard to transfer the knowledge learned from one graph to

another due to the clear difference among Graph Laplacian matrices. On the other

hand, spatial convolution GNNs have become more popular recently, and the clas-

sical work among them is the Message Passing Neural Network (MPNN). Spatial

methods focus on the graph topology and directly pass the message around the

neighborhood of the center node. In fact, the definition of the MPNN framework

is so flexible that it covers GCN and other types of spectral methods. With such

flexibility, the spatial method is able to avoid the problem of high computation

and inadequate knowledge transferring among multiple graphs. Spatial methods

are thus more appropriate for inductive learning on the graph where the test set

is composed of unseen graphs. And classical spatial methods such as Graph At-

tention Network (GAT) (Veličković et al., 2018) achieve outstanding performance
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Figure 1.3. Message passing among nodes in GNN (Lippe, 2022). Each node

passes its feature vector to its neighbors. At the same time, every node aggregates

the information by receiving the feature vectors from the neighborhood.

Neural Message Passing for Quantum Chemistry
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Abstract
Supervised learning on molecules has incredi-
ble potential to be useful in chemistry, drug dis-
covery, and materials science. Luckily, sev-
eral promising and closely related neural network
models invariant to molecular symmetries have
already been described in the literature. These
models learn a message passing algorithm and
aggregation procedure to compute a function of
their entire input graph. At this point, the next
step is to find a particularly effective variant of
this general approach and apply it to chemical
prediction benchmarks until we either solve them
or reach the limits of the approach. In this pa-
per, we reformulate existing models into a sin-
gle common framework we call Message Pass-
ing Neural Networks (MPNNs) and explore ad-
ditional novel variations within this framework.
Using MPNNs we demonstrate state of the art re-
sults on an important molecular property predic-
tion benchmark; these results are strong enough
that we believe future work should focus on
datasets with larger molecules or more accurate
ground truth labels.

1. Introduction
The past decade has seen remarkable success in the use
of deep neural networks to understand and translate nat-
ural language (Wu et al., 2016), generate and decode com-
plex audio signals (Hinton et al., 2012), and infer fea-
tures from real-world images and videos (Krizhevsky et al.,
2012). Although chemists have applied machine learn-
ing to many problems over the years, predicting the prop-
erties of molecules and materials using machine learning
(and especially deep learning) is still in its infancy. To
date, most research applying machine learning to chemistry
tasks (Hansen et al., 2015; Huang & von Lilienfeld, 2016;
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Figure 1. A Message Passing Neural Network predicts quantum
properties of an organic molecule by modeling a computationally
expensive DFT calculation.

Rupp et al., 2012; Rogers & Hahn, 2010; Montavon et al.,
2012; Behler & Parrinello, 2007; Schoenholz et al., 2016)
has revolved around feature engineering. While neural net-
works have been applied in a variety of situations (Merk-
wirth & Lengauer, 2005; Micheli, 2009; Lusci et al., 2013;
Duvenaud et al., 2015), they have yet to become widely
adopted. This situation is reminiscent of the state of image
models before the broad adoption of convolutional neural
networks and is due, in part, to a dearth of empirical evi-
dence that neural architectures with the appropriate induc-
tive bias can be successful in this domain.

Recently, large scale quantum chemistry calculation and
molecular dynamics simulations coupled with advances in
high throughput experiments have begun to generate data
at an unprecedented rate. Most classical techniques do
not make effective use of the larger amounts of data that
are now available. The time is ripe to apply more power-
ful and flexible machine learning methods to these prob-
lems, assuming we can find models with suitable inductive
biases. The symmetries of atomic systems suggest neu-
ral networks that operate on graph structured data and are
invariant to graph isomorphism might also be appropriate
for molecules. Sufficiently successful models could some-
day help automate challenging chemical search problems
in drug discovery or materials science.

In this paper, our goal is to demonstrate effective ma-
chine learning models for chemical prediction problems

Figure 1.4. The pipeline of MPNN on the molecular graph to predict chemical

property (Gilmer et al., 2017). Each node is an atom, and the edges between

nodes are the bonds measured by spatial relations.

on the problems of biochemistry where inductive learning is mainly used to pre-

dict the graph-level property (e.g., class of compounds) of unseen graphs (e.g.,

molecules).

GNN has been extensively used in various domains, including biochemistry

and computer vision. These graph data from the real-world can be classified into

two types: data with explicit graph structure where data are naturally formed

in graph structure that is required in the analysis due to its importance in domain

knowledge; and data with implicit graph structure where interaction among
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objects are hidden but can be inferred and an analysis form the perspective of

graph structure is optional.

Biochemistry data are generally graph data with explicit graph structure. A

compound is a graph made up of multiple components that strongly interact with

one another, and GNN is used to predict the compound’s properties. A typical

process is shown in Figure 1.4 by MPNN (Gilmer et al., 2017) where the molecular

graph is constructed using each atom as a node, spatial relation as edge, and

chemical property as the graph-level feature.

In computer vision, data are generated with implicit graph structure. An

analysis from the perspective of graph structure may be used such as (Brasó and

Leal-Taixé, 2020; Guo et al., 2021). In Multiple Object Tracking (MOT) (Brasó

and Leal-Taixé, 2020) the problem of Multiple Object Tracking is naturally a link

prediction task on the graph. As shown in Figure 1.5, each detected object is a

node, and associations among the detected objects are established through link

prediction to form target trajectories. Similarly in Single Object Tracking (SOT)

(Guo et al., 2021). In such an approach (Guo et al., 2021), the nodes are the image

patches, including the template patch and the patch searched. And a bipartite

graph is constructed to predict the link between the nodes such that the search

patch is matched to the template patch to achieve the task of object tracking.

Similarly, the problem of document classification can also be analyzed from the

graph structure perspective. For dataset such as Cora, CiteSeer and PubMed (Sen

et al., 2008), each document as a node is described by the word frequency vector

from its article body. And the reference among the each other can be viewed as

the edges on the graph.

An analysis from the perspective of graph on data with implicit graph structure

is optional, hence the use of GNN on it is also optional. But there is few-shot sce-

nario where GNN significantly benefits from it as indicated in (Han et al., 2022a).

It shows that when the available labels are fewer, the margin led by the perfor-

mance of GNN is higher. And there is no pretraining on other datasets, hence

all classes are unseen and it is indeed a few-shot learning scenario. The reason is

that the guidance provided in few-shot learning in highly sufficient. So interaction
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provides an relatively more valuable guidance and GNN, as a natural way to in-

corporate the information in interaction, can outperform the other methods such

as MLP by a larger margin.

1.2 Challenges

However, there are some challenges remaining in the methodologies and ap-

plication of GNN. The first challenge is the lack of high-quality labels in node

classification tasks since there are often a large number of nodes (Hamilton et al.,

2017; Tang et al., 2008). Thus recently, some works have combined contrastive

learning with GNN, where cheap, self-supervised pseudo-labels are generated for

each node by assigning positive and negative contrastive pairs of nodes (Veličković

et al., 2019; Peng et al., 2020b). The selection of contrastive pairs can impose

helpful guidance on the learning process, yet it is heuristic and highly error-prone,

which might give low-quality, and even harmful supervision.

The second challenge is the lack of application of GNN to the discovery of

inorganic quantum materials compared with the broad application of GNN on its

counterpart of organic compounds, especially protein. The Hamiltonian matrix in

the inorganic quantum material, which represents the interactions between atomic

orbitals, regulates the structure correlations in inorganic compounds and is crucial

in determining its property (Qian et al., 2008). Thus it is natural to use GNN

rather than traditional machine learning techniques for handling the interaction

between orbitals. And the remaining challenge is how to specifically apply GNN to

the physicochemical information of the material in order to predict its properties.

For the fourth challenge, although there are an increasing number of MOT

approaches using GNN (Brasó and Leal-Taixé, 2020; Wang et al., 2021a), most of

the MOT algorithms, including those that use GNN, need prior information of the

target to be tracked (e.g., pedestrians). Consequently, there is no few-shot learning

scenario available for MOT. But few-shot learning is a appropriate scenario for

the use of GNN with tracking data that has implicit graph structure. In contrast,

Generic Multiple Object Tracking (GMOT), which requires little prior information

about the target, is largely under-explored, except for some early works (Luo and
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Tracking with network flows

L. Leal-Taixé et al. “Everybody needs somebody: Modeling social and grouping behavior on a linear programming multiple people tracker.“ ICCVW2011

CV3DST | Prof. Leal-Taixé 15Figure 1.5. Graphical model of MOT network flows (Leal-Taixé, 2022). Each node

is a tracking target and the task is to find the trajectory by link prediction from

a sequence of frames.

Kim, 2013; Luo et al., 2014). Thus a challenge is that appropriate datasets and

protocols are in great need to boost the study of GMOT and hence for the use of

GNN on MOT.

Similarly, the lack of a proper benchmark also exists for the Single Object

Tracking (SOT) despite the broad use of GNN in SOT (Guo et al., 2021; Gao

et al., 2019). Current SOT methods are limited due to a lack of large-scale bench-

marks that include unseen category for the trackers where GNN can be used

more appropriately for few-shot learning. To address this problem, a high-quality

Large-scale Single Object Tracking benchmark is greatly desired.

On the other hand, the final challenge is that the specific type of dental implant

is very hard to be identified by medical experts without the help of any medical

record due to the subtle difference among each other. But it can be an ideal task

for CNN since such pixel-level information can be exactly captured.

1.3 Overview

In the rest of the dissertation, I firstly focus in the second chapter on the

challenge of error-prone, low-quality supervision of selected contrastive pairs of

nodes in the graph contrastive learning, where such a problem can be rectified
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using a dynamic denoising contrastive loss. In the third chapter, I specifically

design the framework for using GNN in inorganic quantum material discovery,

considering its Hamiltonian matrix and physicochemical feature (Bai et al., 2022;

Gong et al., 2021). I propose the GMOT-40 (Bai et al., 2021), which is a Generic

MOT approach that does not rely on prior information, along with a dedicated

benchmark and protocol to boost the study of GMOT in the fourth chapter.

In the fifth chapter, I propose a high-quality Large-scale Single Object Tracking

benchmark (LaSOT) which is the largest densely annotated tracking benchmark

so far. In the sixth chapter, I propose to use CNN on the classification problem

of dental implant and achieves high accuracy in solving the problem. Finally, I

conclude with the discussion of future work which may apply the graph contrastive

learning in both physics material discovery and the GMOT.
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CHAPTER 2

DYNAMIC DENOISING OF THE CONTRASTIVE

LOSS FOR NODE CLASSIFICATION

2.1 Introduction

The number of nodes in a graph is usually high and thus requires a large number

of expensive groundtruth labels in the training of GNN for node classification, thus

limiting the power of supervised GNN. Meanwhile, Contrastive learning (CL) is a

popular learning paradigm that can effectively exploit cheap, self-supervised learn-

ing signals in the data for representation learning, which has gained great success

in natural language processing (Gao et al., 2021), speech recognition (Kharitonov

et al., 2021), and computer vision (Chen et al., 2020). Hence, there is a surge

of interest in combining the contrastive learning framework with GNN for node

classification task on graph (Hassani and Khasahmadi, 2020; Peng et al., 2020b;

Veličković et al., 2019; Zhu et al., 2020).

Contrastive learning for graph data typically generates some augmented views

of the same graph, on top of which contrastive sample pairs are defined. For

example, GRACE (Zhu et al., 2020) develops two views by randomly perturbing

the features and edges. Then the two views of the same node are regarded as a

positive pair, whereas different views or nodes are used to construct a negative

pair. Based on this constraint, the model is trained to distinguish negative samples

from each other, while simultaneously preserving the closeness between positive

samples. Thereby, the model maximizes the mutual information between feature

and learned representation to benefit downstream tasks. The assignment of the

contrastive sample pairs exerts a strong supervisory constraint on the learning

process. Consequently, the effectiveness of contrastive learning is highly dependent

on their choices.
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Figure 2.1. Distribution of node similarity. Many negative pairs of node embed-

dings belong to the same class and share a high similarity. 26% of negative pairs

from the same class have similarities higher than 0.5.

Unfortunately, the current practices of selecting the contrastive sample pairs

are mainly heuristic and could sometimes be error-prone with harmful conse-

quences. For example, when two samples are picked as a negative pair, it is

assumed that they are from different classes and should be pulled away. However,

the choice is based on vague heuristics and could very likely be wrong, in which

case the constraint will hamper the intra-class compactness that is typically de-

sired for a good classification. In addition, treating a pair of very similar samples

as negative pair requires pulling their embeddings apart, which can only be ac-

complished through a singular transform and hence nearly infeasible. This further

becomes a waste of the training resources.

The PubMed dataset (Sen et al., 2008) is used for a case study. With graph G

and node feature X, two views are generated G ′ and G ′′ by randomly perturbing

node features and edges. Use x′i ∈ G ′ as anchor. Then x′i ∈ G ′ and the corre-

sponding node x′′i ∈ G ′′ will be treated as a positive pair: x′i and x
′′
i . The negative

pairs are chosen by contrasting the i-th node in G ′ with all other nodes, i.e., x′i

and x′′k for k ̸= i. These samples are fed to a Graph Neural Network (GNN)

(Klicpera et al., 2019) and Multi-Layer Perceptron (MLP) with contrastive loss,
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and investigate the distribution of node similarities (inner products), resulting

two important observations as shown in Figure 2.1:

(1) Among all negative pairs constructed, 78% are from different classes, and

22% actually are from the same class (i.e., false negatives); furthermore, 26% of

these negative pairs even have a similarity higher than 0.5. Trying to pull nega-

tive pairs of embeddings with high similarity far apart can be harmful: on the one

hand, it forces the model to separate many samples from the same class, which is

detrimental to a good classification; on the other hand, the high similarity between

negative pairs (based on their learned representations) suggests that previous ef-

fort in separating them has failed and this pair may be so entangled that only

a singular transform could do it (which, of course, appears a bad choice that is

resource-wasting). Therefore, resource allocation among negative pairs should be

adjusted instantly and continuously to recognize such infeasible cases and stop

wasting resource on them.

(2) On the other hand, 86% of positive pairs of embeddings have a similarity

that is greater than 0.5. This indicates that these positive pairs have already been

brought sufficiently close together and may be considered “mission achieved”.

Therefore the model should then spend less resource on such positive pairs, and

instead concentrate on those that have not yet been pulled close but can be done

easily by smooth enough model.

Is there a way to reduce the harm of problematic, or low-value contrastive

pairs and continuously improve resource allocation, without having to use any

domain-specific rules, knowledge, or expensive class information? To achieve this,

this work proposes to employ sample similarity as a natural, data-driven index

for detecting and reducing the “noise” arising from improper label assignment of

contrastive pairs. More specifically, this work develops a reweighting function that

is inversely proportional to the similarity of sample pairs, and apply it to both

positive and negative pairs as a coherent framework.

Note that in computing the reweighting function based on the similarity of

sample pairs, there are two choices (if one does not want to learn an extra net-

work to achieve this): (1) using the raw (perturbed) samples, or (2) using their
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representations that have been subject to GNN and MLP layers, and are being

optimized through the contrastive loss. This work uses the latter, namely, it is

not only using the contrastive loss to learn a new representation for each sample,

but is also using the learned representation to evaluate sample similarities as an

instant feedback to adjust the importance of each contrastive pair. In other words,

the contrastive learning framework is not only teaching itself in terms of exploring

the contrast between samples (spatially), but also in terms of continuously cor-

recting the resource allocated to each pair “on-the-fly” based on the most recent

representations learned (temporally). It is believed that this “spatio-temporal”

way of treatment can offer a complementary perspective to contrastive learning,

or self-supervised learning in general.

In the following, this work will first discuss related work in Section 2.2, and then

the proposed method in detail in Section 2.3. Experimental results are reported

in Section 2.4 and the last section concludes the paper in Section 2.5.

2.2 Related Works

Contrastive learning methods on images like SimCLR (Chen et al., 2020) and

MOCO (He et al., 2020) use flipping, mirroring and random cropping, etc.., to

create augmented views of an image. While the views from the same image are

used as positive pairs, the views from different images are used for negative ones.

Recently, (Chuang et al., 2020) focus on the case where negative pairs come from

the same class and define such pairs as “false negative”, and (Chuang et al.,

2020) use the proportion of the false negative pairs from the same class to correct

the learning. Yet their method treats all negative pairs as the same and uses

static guidance of false negative percentage. Furthermore, they ignore the resource

wasted on already identical positive pairs.

A great majority of classic unsupervised graph representation learning ap-

proaches such as DeepWalk (Perozzi et al., 2014) and Node2vec (Grover and

Leskovec, 2016) push nearby nodes to have similar embeddings. However, they

place excessive emphasis on the encoded structural information (Qiu et al., 2018).

Lately, unsupervised graph representation learning has embraced powerful GNN
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as the encoder in the framework of contrastive learning. DGI (Veličković et al.,

2019) and MVGRL (Hassani and Khasahmadi, 2020) both contrast the node level

and graph level embeddings to learn node representation. GMI (Peng et al.,

2020b) combines the objective of link prediction and maximization of mutual in-

formation between node representation and its neighborhood. Both GRACE (Zhu

et al., 2020) and GCA (Zhu et al., 2021) adopt the framework of SimCLR (Chen

et al., 2020). They create two contrastive views by node feature masking and

edge dropping. Then, using the anchor node in one view as a guide, it draws the

representation of the same node closer in the other view. Meanwhile, it drives

all other nodes’ representations away from the anchor node. After iterations on

nodes, GRACE and GCA get the representations for downstream node classifi-

cation by using the encoder trained.

Most of these works focus on choosing the contrastive pairs and building the

framework of contrastive learning. Very little attention has been paid to eval-

uating the quality of the contrastive pairs, and how to downgrade unreliable or

even harmful contrastive constraints for more efficient resource utilization. Only

recently, DGCL (Xia et al., 2021) discusses this issue in graphs. They use pairwise

similarity to estimate the probability that two samples of a negative pair come

from the same/different class, and then use the estimated probability to revise

the contrastive loss. Our approach has several important differences. First, our

reweighting scheme is coherent and applies to both positive and negative pairs,

instead of only focusing on negative pairs. Second, their reweighting scheme is

static throughout the learning process, while this work uses the learned represen-

tation of the samples on the fly as instant feedback to achieve dynamic denois-

ing. Finally, our framework can be interpreted as real-time resource allocation

in contrastive learning.
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Figure 2.2. The workflow of the proposed method. The architecture is due to

GRACE (Zhu et al., 2020), and our main innovation is the denoising part of

the contrastive loss by reweighting each sample pair with a continuously updated

importance inversely proportional to pair-similarity.

2.3 Methodology

2.3.1 Graph Contrastive Learning

Given a graph G = {V , E}, with V the set of N nodes and E ⊆ V ×V the set of

edges. LetX ∈ RN×D be the feature matrix with the i-th row xi ∈ RD correspond-

ing to the i-th node. Let A ∈ {0, 1}N×N be the adjacency matrix, i.e., Aij = 1

if (vi, vj) ∈ E . In the pretext task, the goal is to learn a GNN encoder f(X,A)

to transform the i-th node into a D′-dimension representation hi ∈ RD′
, without

using any supervision. The learned feature matrix is denoted as H ∈ RN×D′
.

The overall structure of denoised contrastive learning pipeline is illustrated in

Figure 4.1, which is based on the architecture of GRACE (Zhu et al., 2020) and

SimCLR (Chen et al., 2020). Two graph views (Xa,Aa), (Xb,Ab) are generated

by three augmentation skills. The first and second skills are, respectively, ran-

domly removing edges and masking dimensions of the feature vector with certain
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probabilities as in GRACE (Zhu et al., 2020). The third one is the graph diffusion

(Klicpera et al., 2019) on generating different graph structure view as in MVGRL

(Hassani and Khasahmadi, 2020). A Personalized-Page-Rank kernel (Page et al.,

1999) with certain restart probability of random walk is used in diffusion.

The construction of positive and negative pairs are as follows. For positive

pairs, this work uses two augmented views of the same node, i.e., xai and xbi.

Then they are encoded with an GNN f(·) as hai and hbi, respectively, followed

by a MLP g(·) onto ui and vi, correspondingly. For negative pairs, this work

incorporates both inter-view pairs (i.e., xai and xbk) and intra-view pairs (i.e.,

xai and xaj), which are encoded and then projected into inter-view pairs (ui and

vk) and intra-view pairs (ui and uj), respectively. Finally, the positive pair (ui

and vi) and negative pairs (ui and vk), (ui and uj) are fed into the contrastive

loss function Equation 2.1. In the downstream task of node classification, this

work directly uses the trained encoder f(·) to obtain the final representation of

each node for prediction.

A key innovation of this framework is the reweighting function α(⟨u,v⟩) for

each contrastive pair when rectifying their contrastive loss as specified in Equa-

tion 2.1. It is discussed in detail in next section.

2.3.2 Denoising The Contrastive Loss With Reweighting

We propose to denoise the contrastive loss through a pair-based reweighting

function which is inversely proportional to the similarities of each sample pair.

The denoised contrastive loss is defined as follows

l(ui,vi) = − log

(
α(⟨ui,vi⟩)e⟨ui,vi⟩∑

k ̸=i α(⟨ui,vk⟩)e⟨ui,vk⟩ +
∑

j ̸=i α(⟨ui,uj⟩)e⟨ui,uj⟩

)

L =
1

2N

N∑
i=1

(
l(ui,vi) + l(vi,ui)

) (2.1)

where l(ui,vi) is the loss associated with each anchor node. Here, ⟨u,v⟩ = u⊤v
∥u∥∥v∥ ∈

[−1, 1] is the similarity (inner product) between two samples from a contrastive

pair, evaluated using their learned representations (u and v). The reweighting
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function α(⟨u,v⟩) takes the similarity as input and transforms it into a weighting

coefficient. Note that α(·) is a monotonically decreasing function.

In the following, this work elaborates on the behavior of the reweighting (func-

tion), and shows that it is indeed a dynamic and coherent framework to maximize

resource allocation. For convenience of analysis, this work uses xa and xb to de-

note a pair of contrastive samples, and x′
a and x′

b to denote their representations

as inputs for the contrastive loss, i.e., u ≡ x′
a, and v ≡ x′

b.

Negative sample pairs. Specifying a negative pair means that they should be

pushed away from each other as if they were from different classes, which however

is not always the case. In particular, if two embeddings of a negative pair have a

large similarity ⟨x′
a,x

′
b⟩, the chances that they come from the same class are high.

Therefore this work shall downplay the importance of such pair by employing a

relatively small weight through the reweighting function α(⟨x′
a,x

′
b⟩). By doing

this, the optimization process then pays less attention to this potentially harmful

sample pair. On the other hand, if a negative pair has a small similarity ⟨x′
a,x

′
b⟩,

it is very likely that they do come from different classes. In other words, such a

negative pair is more reliable and so should be given enough attention by using

a relatively large weight α(⟨x′
a,x

′
b⟩).

One might be wondering why not use the similarity between the raw features

(xa and xb) directly, but instead resort to their representations (x′
a and x′

b) that

are being learned through optimizing the contrastive loss. This is because the

new representations can reflect the condition of the learning process, as well as

the difficulty of each sample pair in a timely manner. For example, in case the

two representations have a high similarity ⟨x′
a,x

′
b⟩, which means the two samples

are very close to each other even after a “pilot” contrastive learning process.

Evidently, such sample pairs have to be difficult to separate, and can consume

a disproportionate amount of resources if the algorithm keeps working on them.

Hence the right thing to do here is to reduce their importance so that the learning

process will spend less effort separating these highly entangled, nearly infeasible

negative pairs. In such a way, the model keeps improving resource allocation by

continuously releasing the effort from those infeasible pairs and concentrating on
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those more achievable ones. In comparison, the raw features (xa and xb) are

static throughout the learning process, and so are reminiscent of its deficiency in

the timeliness and adaptability.

Positive sample pairs. Positive sample pairs generally consist of the same node

subject to different augmentations which must belong to the same class. Here, the

reweighting of positive pairs somehow resembles that of negative pairs, namely

positive pairs with a high sample similarity should be given less weight while

those with low similarities should be emphasized more. This reweighting scheme

again can be interpreted from a resource allocation point of view. Assume that two

samples have a high similarity in terms of their learned representations, indicating

a very large ⟨x′
a,x

′
b⟩. That means the two samples have already been pushed very

close through the contrastive learning optimization so far. In this case, this pair

can be deemed “mission accomplished”, and so the training resource consumed

can be released from it to help those positive pairs in greater need. On the other

hand, if ⟨x′
a,x

′
b⟩ is low, suggesting that the learning process so far has not yet

properly handled this positive sample pair (i.e., making them very close), the

algorithm should immediately assign more resources to “squeeze” this dissimilar,

positive pair by a higher weight.

The only deviation here is that, unlike negative sample pairs whose choice is

typically more ambiguous and difficult in graph data, the positive pairs are quite

reliable by only looking into the same node subject to different augmentations,

namely the supervision enforced is generally trustworthy. This varying quality

of supervision justifies different “flavors” of treatment for positive and negative

cases. In particular, the algorithm is not only discounting the infeasible (difficult)

pairs and emphasizing the achievable (easy) pairs in negative contrast cases, but

also discounting the trivial (easy) cases and emphasizing the achievable (difficult)

cases for positive contrasts.

Such a difference is not a conflict. Instead, it reflects the surprising adaptability

of the mathematically unified reweighting scheme α(·) based on the inverse of

sample similarities. Such a unified reweighting scheme, when imposed on the

two contrastive domains with varying levels of reliability, can naturally adjust its
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behavior so that overall one can always expect a reasonable allocation of resources

between the infeasible and feasible tasks (i.e., negative domain), and when all

tasks are feasible, between the easy tasks that have been handled and the difficult

task yet accomplished (i.e., positive domain).

To summarize, our reweighting scheme applies to both positive and negative

sample pairs, with a unified mathematical form (inverse of the similarities), and

a coherent interpretation in terms of resource allocation. It is self-supervisory in

both space (the contrastive constraint) and time (the “instant” reweighting), and

so the learning process is steered along a highly adaptive and resource-efficient

trajectory towards the final task.

2.3.3 Design Of The Reweighting Function

We propose the following reweighting functions to achieve the denoising of

the contrastive loss:

• Gaussian reweighting function: α(⟨u,v⟩) = exp
(
− 1

2

( ⟨u,v⟩−η
τ

)2)
, where ⟨u,v⟩ ∈

[−1, 1].

• Reciprocal reweighting function: α(⟨u,v⟩) = (ρ + ⟨u,v⟩)−λ, where ⟨u,v⟩ ∈

[−1, 1].

Next the choice of the hyper-parameters ρ, λ, η, τ will be discussed, so that the

reweighting function could behave as desired. There are two basic requirements:

(1) the reweighting function α(⟨u,v⟩) should be monotonically decreasing with

respect to the sample similarity ⟨u,v⟩ so as to discount those “unwanted” sam-

ple pairs as discussed; and (2) the reweighted CL-loss α(⟨u,v⟩)e⟨u,v⟩ should be

an increasing function of ⟨u,v⟩; in this case, maximizing α(⟨u,v⟩)e⟨u,v⟩ for posi-

tive pair could push the similarity ⟨u,v⟩ all the way to the right end of [−1, 1],

while minimizing it for negative pair would push the similarity ⟨u,v⟩ to the left

end of [−1, 1]; this can be particularly useful to improve the inter-class separa-

bility and intra-class compactness. In the experiments, the algorithm uses the

Gaussian reweighting function with η = −1, τ = 1.5 and reciprocal reweighting
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function with ρ = 2, λ = 1 to satisfy the requirements above with the follow-

ing justifications:

For Gaussian-based reweighting, to make α(⟨u,v⟩) a decreasing function of

⟨u,v⟩, it should be η ≤ −1. A counterexample is η = 0 shown in Figure 2.3(a),

which fails to be a strictly decreasing function in the domain of [−1, 1] and hence

cannot denoise the contrastive loss. Secondly, for α(⟨u,v⟩)e⟨u,v⟩ to be an increasing

function, it is expanded as follows:

α(⟨u,v⟩)e⟨u,v⟩ = exp

(
− 1

2

(⟨u,v⟩ − (η + τ 2)

τ

)2)
· const (2.2)

which is again a Gaussian with the maximum located at η+ τ 2. Hence η+ τ 2 ≥ 1

is required so that for a positive pair, the similarity ⟨u,v⟩ can be pushed to the

right end of [−1, 1] (meaning that they are close); similarly, negative pairs would

then be minimized toward ⟨u,v⟩ = −1 (meaning that they are pushed far apart).

A counterexample is η = −1.τ = 0.9 shown in Figure 2.3(b) where η+ τ 2 = −0.19

and its reweighted CL-loss is not monotonically increasing in [−1, 1]. In such case,

positive pairs are maximized at ⟨u, v⟩ = −0.19 and hence pushed further instead of

closer, which is a detrimental effect for intra-class compactness. Considering both

conditions of η ≤ −1 and η + τ 2 ≥ 1, η = −1, τ = 1.5 is used in the experiments.

A similar numerical analysis can be conducted for the reciprocal reweighting

function. First, α(⟨u,v⟩) = (ρ+ ⟨u,v⟩)−λ should be a decreasing function, hence

λ > 0. there is also a term ρ to avoid a zero denominator (ρ > 1 so ρ+ ⟨u,v⟩ > 0)

and to adjust the dynamic range of the reweighting. When λ = −0.5 as shown

in Figure 2.4(a), α(⟨u,v⟩) is not decreasing in [−1, 1], thus the contrastive loss

cannot be rectified. Second, α(⟨u,v⟩)e⟨u,v⟩ should be rising in the domain of

[−1, 1] so that the positive pair can be pushed closer. To guarantee this, it is

set to be ∂
∂⟨u,v⟩α(⟨u,v⟩)e

⟨u,v⟩ = 0 as in Equation 2.3, which in turn shows that

the minimum is located at λ − ρ.

α(⟨u,v⟩)e⟨u,v⟩ = (ρ+ ⟨u,v⟩)−λe⟨u,v⟩,
∂

∂⟨u,v⟩
α(⟨u,v⟩)e⟨u,v⟩ = 0 ⇔ ⟨u,v⟩ = λ−ρ

(2.3)

Hence the minimum should be on the left side of −1 to make α(⟨u,v⟩)e⟨u,v⟩ a

strictly increasing function in [−1, 1]. A counterexample is shown in Figure 2.4(b)
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Figure 2.3. Gaussian-based weighting. (a) Reweighting function α(⟨u,v⟩) =

exp (−(⟨u,v⟩ − η)2/2τ 2); (b) re-weighted CL-loss α(⟨u,v⟩) · exp(⟨u,v⟩). Proper

choice of η and τ leads to desired denoising effect, namely, η ≤ −1 and τ 2 ≥ 1−η.

See text for more detailed analysis.

Negative pair 𝒖𝒊, 𝒗𝒌
pushed to min
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Figure 2.4. Reciprocal-based weighting. (a) Reweighting function α(⟨u,v⟩) =

(ρ+⟨u,v⟩)−λ; (b) re-weighted CL-loss α(⟨u,v⟩)·exp(⟨u,v⟩). Appropriate selection

of ρ and λ results in denoising performance expected, specifically, λ > 0, ρ > 1

and ρ ≥ λ+ 1. Thorough analysis is included in text.

where λ = 2.5, ρ = 1.5 and reweighted CL-loss fails to be increasing. This causes

positive pairs to be pushed far apart and negative pairs to be pushed close, thus

hampers intra-class compactness and inter-class separability. Combining these

requirements, it should be λ > 0, ρ > 1 and ρ ≥ λ + 1. In the experiments,

ρ = 2, λ = 1 are chosen. More detailed discussions on the choice of the hyper-

parameters, including a graphical illustration and some counter-examples, are in-

cluded in the Appendix.
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2.4 Experiments

Using public benchmark datasets, the performance of reweighting method are

evaluated in the context of node classification. The results are described in the

following subsections.

2.4.1 Datasets

We analyze the performance of our method on transductive and inductive

node classifications with four datasets, which are the most popular ones used in

evaluating GNN-based node classification algorithms.

For transductive learning, we use the datasets of Cora, CitSeer, and PubMed

(Sen et al., 2008), all of which are popular choices for studying the node classifica-

tion tasks. These datasets all contain undirected graphs, where each node denotes

an article with the node feature extracted by bag-of-words and node label repre-

senting the subject field class. Furthermore, the edges of the graph are citation

links between the articles. Statistics are included in Table 2.1.

For inductive learning across multiple graphs, we use the PPI dataset (Zitnik

and Leskovec, 2017), where each of the 24 graphs corresponds to a human tis-

sue. The graphs are constructed such that the nodes are human proteins with

the feature consisting of positional gene sets, motif gene sets, and immunological

signatures, and the edges are physical interaction between proteins. Furthermore,

there are 121 node labels, each of which indicates an ontology gene set, making

the node classification task on PPI a multi-label classification problem. Statistics

are included in Table 2.1.

2.4.2 Experimental Setup

We repeat the whole procedure, including both the pretext and downstream

tasks. Each repetition may have different embedding due to randomization. This

is the reason why some results in the Table 2.3 are different from their source

references.
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Table 2.1

Statistics of the datasets.

Dataset Type # Nodes # Edges # Features # Classes

Cora Transductive 2,708 5,429 1,433 7

CiteSeer Transductive 3,327 4,732 3,703 6

PubMed Transductive 19,717 44,338 500 3

PPI Inductive
56,944

818,716 50
121

(24 graphs) (multilabel)

For transductive learning, the exact public train/val/test split in GCN (Kipf

and Welling, 2017) is used on the three benchmark datasets: Cora, CiteSeer and

PubMed. Both semi-supervised methods and self-supervised methods are con-

sidered as baselines where the semi-supervised methods include GCN (Kipf and

Welling, 2017) and GAT (Veličković et al., 2018), while self-supervised ones in-

clude DGI (Veličković et al., 2019), GMI (Peng et al., 2020b), MVGRL (Hassani

and Khasahmadi, 2020) and GRACE (Zhu et al., 2020). Since DGCL (Xia et al.,

2021) does not report results on Cora, CiteSeer and PubMed nor publishes source

code, it is not included in the evaluation. As in the previous work (Hassani and

Khasahmadi, 2020; Peng et al., 2020b; Veličković et al., 2019; Zhu et al., 2020), a

one-layer GCN (Kipf and Welling, 2017) is used as encoder for simplicity and fair

comparison. More specifically, the encoder is given by:

f(X,A) = σ(D̂− 1
2 ÂD̂− 1

2XΘ) (2.4)

where Â = A+ I, D̂ is the degree matrix of Â, Θ is a transform and σ the

nonlinear activation.

For inductive learning, the public train/val/test split on PPI used by Graph-

SAGE (Hamilton et al., 2017) is not appropriate for the study. Specifically, the

split uses 20 of 24 graphs for training, which contain roughly 83% of labels. How-

ever, self-supervised learning is built for the case when there is few or no label.

Hence a different train/val/test split is used: only one randomly selected graph
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can be used for training, one randomly selected graph for validation, and the rest

22 graphs are all for testing. As a result, roughly 5% of labels are available for

training in the data split, which is more appropriate for evaluating self-supervised

algorithms. Both semi-supervised methods and self-supervised methods are used

as baselines. The semi-supervised baselines include Graph-SAGE (Hamilton et al.,

2017) and GAT (Veličković et al., 2018) while self-supervised ones include DGI

(Veličković et al., 2019), GMI (Peng et al., 2020b) and GRACE (Zhu et al., 2020).

For fair comparison, all of the self-supervised methods including ours use the en-

coder of stacked mean pooling layer with the skip-connection as in (Veličković

et al., 2019; Zhu et al., 2020):

H1 = σ(MP1(X,A))

H2 = σ(MP2(H1 +XWskip,A))

f(X,A) = σ(MP3(H2 +H1 +XWskip,A)))

(2.5)

HereMPi(X,A) is the i-th layer mean pooling function,MPi(X,A) = D̂−1ÂXΘi

with the parameter Θi to learn. Wskip is a learnable projection matrix.

Our model is developed using PyTorch (Paszke et al., 2019). The datasets

are downloaded from the DGL library (Wang et al., 2019b). We conduct all the

experiments using an Nvidia Tesla V100 of 16GB memory and the Intel Xeon CPU.

During our training, we use the Xavier initialization (Glorot and Bengio, 2010)

and the Adam optimizer (Kingma and Ba, 2014). For data augmentations in

transductive learning on the Cora, CiteSeer, and PubMed datasets, we use three

approaches: random feature masking, edge dropping and graph diffusion (Klicpera

et al., 2019) by Personalized-Page-Rank (PPR) (Page et al., 1999). For the first

generated view shown in Figure 4.1, we denote the random feature masking, edge

dropping and PPR restarting probabilities as pf,1, pe,1 and pr,1, respectively. Sim-

ilarly, we denote those probabilities for the second view as pf,2, pe,2 and pr,2. On

the other hand, for data augmentations in inductive learning on the PPI dataset,

we use only random feature masking and edge dropping. The following Table

2.2 summarizes the hyperparameters, including random probabilities in data aug-

mentation, learning rate, weight decay, training epochs, hidden dimensions, and

activation function.
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Table 2.2

Hyperparameters in data augmentation and training.

Dataset pf,1 pf,2 pe,1 pe,2 pr,1 pr,2
Learning Weight Training Hidden Activation

rate decay epochs dimensions function

Cora 0.3 0.4 0.2 0.4 0.05 0.05 0.001 10−5 650 128 ReLU

CiteSeer 0.2 0.3 0.0 0.2 0.05 0.05 0.001 10−5 100 256 PReLU

PubMed 0.0 0.2 0.1 0.4 0.05 0.05 0.001 10−5 1000 256 ReLU

PPI 0.0 0.1 0.3 0.4 — — 0.001 10−5 200 2048 ReLU

2.4.3 Results

For transductive learning, the average and standard deviation of node classi-

fication accuracy after repeating 50 times are shown in Table 2.3. On all three

datasets, our algorithm outperforms all self-supervised and semi-supervised base-

lines by a large margin using both Gaussian and reciprocal reweighting functions.

The margins between our reciprocal reweighting based approach and other base-

lines on Cora and CiteSeer are at least 2.9% and 1.9%, respectively. The margin is

even bigger at 4.7% on PubMed. First, the fact that our method exceeds the other

self-supervised method, particularly GRACE (Zhu et al., 2020), by a large margin

demonstrates the significance of using rectified loss. Second, it is interesting that

our method even beats some semi-supervised methods. The reason may be that

less than 5% of the nodes are included in the training set for these three datasets,

making it a natural choice to use self-supervised learning.

For inductive learning, the PPI dataset is used where each node has multi-

ple labels, and use the micro average F1 score as in (Hamilton et al., 2017) for

evaluation. The experiment is repeated 20 times and its average and standard de-

viation in Table 2.4 is reported. This denoised loss clearly outperforms the other

baselines by at least 7%. The significant difference between our method and other

self-supervised methods, especially GRACE (Zhu et al., 2020), suggests again the

importance of using the rectified loss. The high standard deviation of the results

in Table 2.4 is due to the fact that each graph in the PPI dataset has a different
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Table 2.3

Accuracy in percent on transductive learning of node classification.

Method Cora CiteSeer PubMed

Semi- GCN (Kipf and Welling, 2017) 81.5± 0.5 70.3± 0.5 79.0± 0.7

supervised GAT (Veličković et al., 2018) 83.0± 0.7 72.5± 0.7 79.0± 0.3

DGI (Veličković et al., 2019) 81.6± 0.8 71.9± 0.9 77.2± 0.7

GMI (Peng et al., 2020b) 82.0± 0.3 72.4± 0.8 79.6± 0.2

Self- MVGRL (Hassani et al., 2020) 83.5± 0.7 73.4± 0.5 80.1± 0.7

Supervised GRACE (Zhu et al., 2020) 81.9± 0.4 71.7± 0.6 80.6± 0.4

Ours (Gaussian reweighting) 84.5± 0.7 74.3± 0.7 83.9± 0.6

Ours (Reciprocal reweighting) 85.8± 0.6 74.9± 0.7 84.8± 0.6

Table 2.4

Micro averaged F1 score in percent on inductive learning of node classification.

Method PPI

Semi-supervised
GraphSAGE(Hamilton et al., 2017) 45.1± 1.0

GAT(Veličković et al., 2018) 68.0± 3.8

Self-supervised

DGI(Veličković et al., 2019) 53.6± 1.2

GMI(Peng et al., 2020b) 63.5± 3.2

GRACE(Zhu et al., 2020) 67.5± 4.7

Ours (Gaussian reweighting) 74.1± 4.6

Ours (Reciprocal reweighting) 75.0± 4.9

number of nodes. In addition, the variation in the number of nodes across graphs

is substantial. The smallest graph has 591 nodes, while the largest one contains

3480 nodes. Consequently, classification results generated by using various graphs

as training sets can be rather different.
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Figure 2.5. Distributions of sample pair similarities after trained. (a) In standard

CL-loss, negative pairs from the same and different classes have close distribution

similarities; (b) with denoised CL-loss, negative pairs from the same and different

classes are clearly separated, which is desirable for classification tasks. Note that

both are trained in a strictly self-supervised manner without using any class label

as guidance.

2.4.4 Detailed Studies

Firstly, it is studied in detail how the distribution of sample-pair similarities

is affected by our reweighting scheme, using the true class labels as a reference.

In Figure 2.5, there is histogram of the similarities of negative pairs (ui and vk)

that are composed of samples from the same class and different classes, respec-

tively, before and after using the reweighting scheme. The analysis is performed

on the Cora dataset with reciprocal reweighting. In Figure 2.5, it can be seen that

with traditional, unweighted contrastive learning loss, the distribution of similar-

ities between negative pairs from the same class and negative pairs of different

classes are very close, suggesting that the trained model inaccurately treats all

the negative pairs as if they were from different classes, thereby jeopardizing the

intra-class compactness. On the other hand, using the reweighted contrastive loss,

negative pairs of the same class are kept together, whereas negative pairs of dif-

ferent classes are kept far apart. Note that such a “contrast” is achieved without
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using any labels, which clearly demonstrates the power of our reweighting scheme

in improving the learning performance in a purely self-supervised manner.

Table 2.5

Node classification and link prediction accuracy using different level of represen-

tations.

Features used
Intermediate representation Final representation

(ha and hb) (u and v)

Node classification 74.9± 0.7 67.9± 0.6

Link prediction 78.1± 0.6 51.5± 0.5

Recall that there are different levels of representations in the contrastive learn-

ing framework from bottom to top (as shown in Figure 4.1): from the raw (per-

turbed) features (xa and xb), to the intermediate representation (ha and hb) via

a GNN-layer, and the final representation (u and v) that is generated by a MLP-

layer and fed directly into the contrastive loss. Which representation to use in

the downstream learning task is an important problem that has been studied in

detail by SimCLR (Chen et al., 2020) in image classification tasks. Here, the

discussions are in the very context of graph representation learning. Our key ob-

servation (as inspired by SimCLR) is that the final representations (u and v) are

not the best choice as features for downstream learning tasks: it is so devoted to

optimizing the contrastive loss that it may discard useful topological information

of the graph for node classification.

The detailed explanation is that the augmented views would randomly per-

turb graph edges, therefore the intermediate representations (ha and hb) after a

GNN-layer tend to partially lose topological information (but a significant portion

could still be preserved). However, when a MLP-layer is further used to enforce the

agreement between two views with randomly perturbed edges, the loss of informa-

tion would be very much exaggerated: the true topological content preserved in (ha

and hb) would then be further discarded from the two views to reach a consensus.

Therefore, the intermediate representation (ha and hb) is a better choice for the
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final learning task as shown in Figure 4.1. We use an ablation study on CiteSeer

to illustrate this. As can be seen in Table 2.5, the intermediate representation (ha

and hb) is much more accurate for node classification than the final representation

(u and v). More interestingly, when using these two levels of representations as

features for link prediction, the intermediate representation can recover the links

between the nodes much more accurately. This justifies our choice of using inter-

mediate representation (ha and hb) as the feature for downstream learning tasks.

Table 2.6

Node classification performance using different combinations of reweighting strate-

gies.

Reweighting strategy Accuracy

Reweighting on both positive and negative pair 85.8± 0.7

Reweighting only on positive pair 83.7± 0.7

Reweighting only on negative pair 84.3± 0.8

No reweighting 82.2± 0.9

Lastly, the performance gains introduced by the reweighting scheme are in-

vestigated in more detail. Specifically, The reweighting of positive and negative

sample pairs are checked separately, and see if both lead to improved learning

performance. An ablation study is performed on Cora while the exact form of

reweighting function is reciprocal reweighting function. From Table 2.6, it can

be seen that using reweighting on both positive and negative pairs, the accu-

racy increase by 3.6% compared with no reweighting. Furthermore, it is observed

that reweighting on either positive or negative pair can improve the accuracy by

the margin of 1.5% and 2.1% respectively when comparing with the unweighted

version, clearly reflecting the usefulness of the reweighting scheme. Moreover, it

shows that the reweighting of negative pairs is more important and brings more

benefits than positive pairs. it could be that the choices of negative pairs are

error-prone, and so should be particularly denoised.
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2.5 Chapter Summary

In this chapter, it is proposed to rectify contrastive loss with a reweighting

function inversely proportional to the similarity in graph representation learning.

In the downstream task of node classification, our reweighting method achieves

the best performance among self-supervised methods on various benchmarks. In-

triguing future works include: (1) exploring the theoretical rationale for the ef-

fectiveness of reweighting function, and (2) expanding the present work to other

topics such as dynamic graphs or link prediction.
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CHAPTER 3

GRAPH NEURAL NETWORK FOR

HAMILTONIAN-BASED MATERIALS PROPERTY

PREDICTION

3.1 Introduction

Although there are a lot of works applying GNN to organic compounds (Gilmer

et al., 2017) for accelerating the discovery of chemical properties, there is relatively

less work on using GNN for the inorganic compounds where many of them are

crystalline and have much stronger interactions among their components. These

strong mutual interactions in quantum inorganic materials, denoted by Hamilto-

nian matrix of variant dimensions, naturally encourage the use of graph structure

for materials and are appropriate to be processed by GNN, which is a much faster

and easier way than the traditional physics experimentation and computation to

predict the conductivity measured by band-gap of the material.

In particular, locality in quantum material systems can be defined as graph

nodes apart from their actual grid and scale in real-space. And the interaction

between elements represented by Hamiltonian matrix are graph edges. In such a

way we can easily deal with the variant dimension of number of elements and the

Hamiltonian matrix built from it. This whole graph builds up the input of the

machine learning pipeline while the output is the band gap. We set up a threshold

for band gap to make it a classification since whether the band gap is relatively

large or small is more of interest for material study rather than a exact value.

With this input and output, we are able to leverage the GNN (Battaglia

et al., 2018; Bronstein et al., 2017; Kipf and Welling, 2017; Henaff et al., 2015).

In our works (Bai et al., 2022; Gong et al., 2021), we explore two different GNN

architectures to classify the band gap of the quantum materials using their Hamil-
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tonian matrices and atom basis. The Message Passing Neural Network (MPNN)

(Gilmer et al., 2017) conducts the information aggregation of neighboring nodes

in the graph. On the other hand, Chebyshev Convolution (Defferrard et al., 2016)

leverages the Chebyshev polynomial to accelerate the convolutional operation in

the spectral domain. The two methods are tested on our collected dataset to pre-

dict the band gap. Detailed procedure are plotted in Figure 4.1. Compared with

traditional hand-crafted feature-based methods, the GNN-based ones have better

performance on this binary classification task.

Figure 3.1. Visualization for pipeline. Each atom in the molecule has multiple

orbitals. The graph is constructed using the orbitals as nodes and their interactions

as edges. Then GNN is used to get the graph-level representation to predict band-

gap.

3.2 Related Works

Machine learning techniques provide a novel opportunity to speed up materials

discovery by utilizing data-driven paradigms (Rajan, 2005; Ghiringhelli et al.,

2015; Pilania et al., 2016). Instead of numerically solving complex systems with

quantum interactions, physical quantities are statistically estimated based on a
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reference set of known solutions. Machine learning, especially supervised learning,

has been applied to predictions of phase stability (Long et al., 2007), crystal

structure (Curtarolo et al., 2003; Hautier et al., 2010), electronic structure (Pilania

et al., 2016; Lee et al., 2016a), molecule atomization energies (Hansen et al., 2013),

effective potential for molecule dynamics (Behler, 2011; Bartók et al., 2010), and

energy functional for density functional theory (Snyder et al., 2012).

More specifically, for the band gap prediction by machine learning, deep neural

networks has been used (Dong et al., 2019; Shi et al., 2019b). Besides, Joohwi

Lee et al. (Lee et al., 2016b) used linear regression and support vector machine to

predict band gap. Similarly, support vector machine was employed by Ya Zhuo et

al. (Zhuo et al., 2018). Ghanshyam Pilania et al. (Pilania et al., 2017) leveraged

Gaussian process regression. Arunkumar Chitteth Rajan et al. (Rajan et al., 2018)

used many algorithms including kernel ridge regression, support vector machine,

Gaussian process regression and bagging. Similar to the previous works, Bart

Olsthoorn et al. (Olsthoorn et al., 2019) used kernel ridge regression and deep

neural network for band gap prediction. Ghanshyam Pilania et al. (Pilania et al.,

2016) later published another paper using the popular kernel ridge regression.

The tree based method was also used: Logan Ward et al. (Ward et al., 2016) used

random forest to predict band gap. But all of the work mentioned above ignore

the Hamiltonian matrix which is important in deciding the band gap of material.

One reason would be the variant dimension of it. In fact, some authors mentioned

above intentionally limit the scope of the material they study to fix the dimension

of the elements. These all imply that a Graph based learning which incorporated

the variant dimension of Hamiltonian matrix is the choice.

The variant dimension of Hamiltonian matrix makes it ideal for GNN. Mean-

while, GNN has great advance recently in pattern recognition and data mining.

Generally speaking, there are mainly two structures for supervised learning in

GNN: spectral method and spacial method. For spectral method, two represen-

tative methods are (Kipf and Welling, 2017) and (Defferrard et al., 2016). They

tried to leverage the eigenspace of the graph Laplacian matrix to make the pre-

diction. Such a method has a more profound mathematical theory foundation
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but is bad at transferring from the graph learned to the graph unseen in the test

set. For spacial methods, Justin Gilmer et al. laid the foundation in their recent

work(Gilmer et al., 2017). In the same year, William Hamilton et al. published

(Hamilton et al., 2017). Both of these methods focus on the neighborhood of node

in the graph and hence gain the ability to transfer from the graph learned to the

graph unseen. Later on, spatial method becomes the mainstream of the study

in the field of GNN with many works contributed. For a more comprehensive

literature review, Zonghan Wu gave a summary (Wu et al., 2020). In this work

(Bai et al., 2022), we used the two most representative GNN: (Defferrard et al.,

2016) from spectral method and (Gilmer et al., 2017) from spatial method to test

their difference in performance.

3.3 Methodology

3.3.1 Problem Formulation

In materials science, the material’s band gap is an important property gov-

erning whether the material is metal or non-metal. In this study, we aim to use

GNN to predict the band gap given the Hamiltonian of the material. Band gap

is described by a non-negative real number, Eg ∈ R and Eg ≥ 0. To simplify

the problem, threshold is applied to split Eg into two categories. Hence we have

c = 1 for Eg > 0.2 and c = 0 for Eg ≤ 0.2. The band gap is set to 0.2 because

it creates a balanced binary label for the dataset. Namely, it splits the dataset in

half. These two classes represent the metal and non-metal classes as the learning

target. Finally, the learning problem is defined with a cross-entropy loss:

θ̂ = argmaxθ

(
fθ(x) log(c) + (1− fθ(x)) log(1− c)

)
(3.1)

where ĉ = fθ̂(x) is the prediction, x the input representation of Hamiltonian, and

fθ(·) the function with trainable parameters θ.

We will focus on the 2D Hamiltonian matrix that represents the fundamental

physics of materials. Specifically, Hamiltonian matrix of a physical system con-
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Figure 3.2. The Hamiltonian matrix of Li-Al-Si. The side bar from 0.0 to 1.4

represents the energies of orbitals in material.

tains all the operators of the kinetic and potential energies. Let the Hamiltonian

operator Ĥ for an N -particle condensed matter system be

Ĥ =
N∑

n=1

T̂n + V̂ , (3.2)

where T̂n indicates the kinetic energy operators for each particle, and V̂ is the

potential energy operator between particles.

To facilitate the calculation, the Hamiltonian operator can be represented as a

2D numerical matrix. In detail, the representation of an operator can be obtained

through the integral with the basis of a Hilbert space. In the condense matter

system, the wave-functions {φi} of orbitals from all atoms in the material system
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can form a Hilbert space. Therefore, the element in the matrix representation of

Hamiltonian Hij can be calculated from:

Hij =

∫
φiĤφjd

3r, (3.3)

resulting in an M × M Hamiltonian matrix H = {Hij} with M as the total

number of orbitals. In this work (Bai et al., 2022), the Hamiltonian is computed

from a super cell of 7 × 7 × 7 = 343 unit cells. Each cell contains several atoms

with a finite number of orbitals. In Figure 3.2, we visualize the Hamiltonian

matrix for a sample in the Li-Al-Si material system with M = 243. Note that

in order to keep consistency with the experiment, we consider only the center

3 × 3 × 3 = 27 of the 343 for computation cost. In the example of Figure 3.2,

with 9 orbitals, we obtained a square matrix of dimension 27 × 9 = 243 filled

with the real part value. The imaginary parts are so small that we can neglect

them. The sidebar of Figure 3.2 ranges from 0.0 to 1.4 while it represents the

energies of the orbitals in material.

Hamiltonian contains more concentrated information and lower input dimen-

sion than wave-functions or charge density. Thus, directly using Hamiltonian for

prediction may reduce the model complexity and relieve the demand of big data

for model training. However, due to different atom composition in each condensed

matter system, the size of Hamiltonian varies greatly. To handle the diversity

of input dimension, we propose using a graph to store the Hamiltonian matrix

in this learning task.

A weighted undirected graph is constructed from the Hamiltonian matrix to en-

code interaction and symmetric information of the quantum system. As indicated

in Equation 3.3, the matrix element Hij represents the interaction intensity be-

tween the i-th orbital and the j-th orbital in the condensed matter system. Then,

if the orbitals are represented by M vertices in a graph, such as V = {vi}i=1:M ,

naturally, the interaction between orbitals can be described by the edges in the

graph. Noting that, according to Equation 3.3, interactions exist for each pair of

orbitals in the system, which results in a complete graph. Here we only consider

the interaction stronger than a threshold τh to reduce the computational burden.

Finally, a graph G = (c,V , E), with E = {(eij, i, j)}i,j∈1,2,...M for M vertices, is
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Table 3.1

Feature component used in the GNN methods.

Physics feature Data type Physics meaning

Node

Atomic Number 1 Integer Number of protons

Atom Coordinates 3 Real 3D location in the unit cell

Orbit Type 1× 16 One hot s, p, d, . . .

Edge Interaction 1 Real Real part of Hij

built for each Hamiltonian matrix. Specifically, eij is the edge which represents

the interaction between i-th and j-th orbitals; its weight is the real part of com-

plex number Hij in Hamiltonian matrix. In practice the scale of the imaginary

part is negligible comparing with the real part. Hence the real part of the complex

number is a close approximation to the modulus of the complex number.

For each node inside the graph, we have the following node feature vector

representation. In Table 3.1, a summary of feature components for the node and

edges is listed. Two types of features are included here: the node feature and edge

feature. For the three node features, they are concatenated into vectors. The edge

feature is organized as the graph adjacency matrix. The “Type” here illustrates

the data type of each feature, such as vector or scalar, integer or real number. The

“Description” here represents the physics meaning of the features. The collection

of node features for all nodes in 3×3×3 unit cells of a Li-Al-Si sample is visualized

in Figure 3.3. The sidebar corresponds to the three features of atomic number,

atom coordinate, and orbit type. More specifically, the one-hot vector of orbit

type ranges from 0 to 1; atom number ranges from 3 to 14; and coordinate ranges

from -2 to 2. Combining them, we have a range from -2 to 14.

3.3.2 Analysis With GNN

With the graph represented Hamiltonian, we investigate two types of GNNs

to learn the information for the band gap prediction.



37

Figure 3.3. Visualization of node features for Li-Al-Si. Each row of the matrix

represents a node feature in the 3 × 3 × 3 unit cells. The sidebar from −2 to 14

incorporates the one-hot encoding of orbit type, atom number, and coordinates

with detail in Table 3.1.

Message passing convolution. A single graph convolutional block is com-

posed of update functions ϕ and aggregation functions ρ, such as

xik = ψ(eik,vk), k ∈ N (i)

x̄i = ρlocal

( ⋃
k∈N (i)

xik

)
v̄ = ρglobal

(⋃
i

x̄i

)
ĉ = ϕc(v̄)

(3.4)

where N (i) stands for the neighborhood of node i. The function ρ is order-

invariant aggregation. ρlocal aggregates information from all the edges connecting

to the node i. ρglobal summarizes the information globally. The function ϕc pre-
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dicts the global attribute. The xik, updated by function ψ, is a learned vector

representation for each node that could be updated multiple times.

This general framework can be implemented with different flexible variants.

In (Gilmer et al., 2017), the Message Passing Neural Network is proposed to

allow long range interactions between nodes in the graph for molecular properties

prediction. A modified version is implemented here where both ψ and ϕc are

Multi-Layer Perceptron; ρlocal is local average function; ρglobal is global average

function with random dropout of nodes.

Chebyshev convolution. For k-th vertex-wised signal vk, the convolution

operation on graph G such as vk ∗ G can also be defined in the frequency domain.

To analyze graph G in Fourier domain, one essential operation is to obtain the

graph Laplacian L = D−E where E = {eij} and D is the diagonal degree matrix

with Dii =
∑

j eij or as a normalized form L = In −D− 1
2ED− 1

2 . The Laplacian

can be diagonalized by its graph Fourier modes U = [u0,u1, . . . ,uM−1] such that

L = UΛUT where Λ = diag
(
[λ0, λ1, . . . , λM−1]

)
are the frequencies of the graph.

Finally, a signal vk is filtered by gθ as

yk = gθ
(
L
)
vk = gθ

(
UΛUT

)
vk = Ugθ(Λ)UTvk. (3.5)

Convolution with constant neighbors could use non-parametric filter such as gθ(Λ) =

diag(θ) where θ ∈ RM is trainable variables. However, it is not localized in space.

Therefore, polynomial parameterization (Defferrard et al., 2016) is used to con-

struct the localized filters gθ(Λ) =
∑K−1

k=0 θkΛ
k which limits the shortest path

distance to K (e.g.within the K-th order neighbors of a vertex). In order to fur-

ther accelerate the computation of the multiplication with the Fourier basis U ,

Chebyshev polynomial Tk(x) is used to build the filter

gθ
(
Λ
)
=

K−1∑
k=0

θkTk
(
Λ̃
)

(3.6)

As a result, the filtering operation can be written as

yk = gθ
(
L
)
x =

K−1∑
k=0

θkTk
(
L̃
)
vk (3.7)

where θk is the trainable parameters for a single output channel.
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3.4 Experiments

3.4.1 Datasets

We collected 530 half-Heusler compounds from the Materials Project database

(Jain et al., 2013) using the data mining approach. 233 samples are used after

cleaning the dataset. Each of the generated raw Hamiltonian sample contains

three atoms where each atom has a maximum of 16 orbitals. The Hamiltonian

matrices are all calculated within 7 × 7 × 7 = 343 unit cells. The real values of

target band gap fall in the range of
[
0, 5.6

]
. We choose a threshold 0.2 to produce

binary labels (Eg > 0.2 as c = 1 and Eg ≤ 0.2 as c = 0). This results in a balanced

subset with 116 positive samples and 117 negative samples.

We generate two different features for GNN based methods and shallow meth-

ods respectively. The feature used in GNN based approaches is already presented

before.

For shallow methods, a set of fixed length features is created to include both

atomic and interaction information. To limit the total dimension of feature, only

the Hamiltonian from the center unit cell is selected for use. Zeros padding is used

to accommodate size variation of the Hamiltonian for different samples. In detail,

all Hamiltonian are embedded in the square matrix of size 48×48 where each side

corresponds to the three atoms each with 16 orbitals. The interaction features are

the vectorization of the square matrix, which results in dimension of 2,304. The

atomic features are the concatenation of the atomic number and atom coordinate

feature in Table 3.1. Finally, the combination of the two features results in a set

of features with a dimension of 3 + 3 × 3 + 2304 = 2316.

3.4.2 Experimental Setup

Five popular shallow classification methods are evaluated, including Decision

Tree, Naive Bayes, Multi-Layer Perceptron, SVM and Random Forest. Three

variations of the features are used in these experiments: (1) Interaction only, (2)

Atom only, and (3) Both atom and interaction. Since the class distribution is
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Figure 3.4. Learning curves of the two GNN based methods.

balanced, the baseline performance of random output is 50%. Reported results

are binary classification accuracy by 5-fold cross-validation.

A two-layer MPNN and a three layer Chebyshev convolutional network are

built upon the Hamiltonian matrix. For Chebyshev convolutional network, the

convolutional filter size in those three layers is chosen as {1, 2, 2} respectively

to gradually increase the receptive field. Leaky-ReLU is adapted for nonlinear

activation. At last, a global average pooling layer followed by a softmax layer

outputs the probabilities of input graph belong to the two categories. For both

methods, Adam optimizer with a fixed learning rate of 0.001 and weight decay of

5 × 10−4 is used. The training is performed up to 2,000 epochs. The two GNNs

are implemented in PyTorch Geometric and trained on an Nvidia Titan X GPU.
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Table 3.2

Results on the success rates in percent of band gap classification.

Method Interaction Atom Atom+Interaction

sh
al
lo
w

Decision Tree 52.75 63.59 57.83

NaiveBayes 57.03 57.45 61.78

Multi-Layer Perceptron 64.91 52.84 66.16

SVM 67.89 55.40 66.23

RandomForest 66.16 64.80 67.84

G
N
N

MPNN w/o neighbor cell - - 69.12

Cheb. Conv. w/o neighbor cell - - 70.39

Cheb. Conv. w/ 1st neighbor cells - - 70.43

3.4.3 Results

We report the classification accuracy of the shallow methods using the five-fold

cross-validation in Table 3.2. For “Method”, it illustrates the list of the methods

we used. The “Interaction” column represents the result of considering only or-

bitals’ interaction while leaving atoms’ information apart. Conversely, the “Atom”

column represents the result of considering only atoms’ information (atom number,

atom coordinate, etc.) while leaving the orbitals interaction apart. The meaning

of “Atom + Interaction” in traditional machine learning methods represents the

result of concatenating atoms and interactions as input feature vectors. As for

the graph neural network, “Atom + Interaction” represents the result of using

the whole graph with atoms as nodes and interactions as adjacency matrix for in-

put. Among the different variations of features, using both atom and interaction

usually achieves the best performance. The Interaction features alone achieve the

similar performance with the combination of Interaction and Atom feature. This

demonstrates the importance of using the Hamiltonian to represent the material.

The experiments on shallow methods confirm that the interaction embedded in the

Hamiltonian contains the key information for the band gap prediction. Therefore,
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using graph to model this interaction structure of the Hamiltonian and applying

GNN for learning process provide an advanced solution to this task.

The learning curves of MPNN and Chebyshev Network are shown in the Fig-

ure 3.4. The same cross-validation set generated with the same random seed

are used here for fair comparison. Without the random dropout module, the

Chebyshev Network clearly has over fitting on the validation accuracy curve with

nearly 68% accuracy while it has 98% accuracy on the training set. By applying

the random dropout module, there is only 10% difference of accuracy in train-

ing and validation for MPNN. We also report numerical performance of all five

folds in Table 3.2.

We also explore the case that includes the neighboring unit cell for the classifi-

cation task. When only center unit cell was used, one can observe from the results

that the GNN based method is better than traditional shallow methods. This is

due to more accurate and compact graph representation of the Hamiltonian data.

By further including the neighboring unit cells, feature dimension will dramatically

increases to 20,000 for shallow methods. This high dimension input is unacceptable

for shallow methods before effective dimension reduction technique is applied. But

the GNN based methods can handle this case naturally. As shown in Table 3.2,

Chebyshev convolution based network achieves similar performance with the eight

times larger input. With the limited training samples, the high dimensional input

may not directly benefit the prediction. When training with sufficient data, we

can expect the GNN to achieve much better performance in learning the periodic

structure information in the Hamiltonian for the physical properties prediction.

3.5 Chapter Summary

Previous work in the field has been developed along two routes: (1) predict the

matrix elements (i.e., the hopping parameters) in the Hamiltonians of a set of simi-

lar material systems and create electronic band structures from the learned Hamil-

tonians (Li et al., 2021; Gu et al., 2022); (2) learn from the electronic band struc-

tures and make predictions for the material Hamiltonians (Wang et al., 2021b).
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Unlike previous work, this work (Bai et al., 2022) presents a general model

that learns from the Hamiltonians for a large set of diverse inorganic materi-

als with complex chemical formulas and predicts electronic structure-based ma-

terials properties (metal/non-metal classification) through a novel graph neural

network framework.

Furthermore, the present approach is not limited to the metal/non-metal clas-

sification. It opens new avenues for a broad range of scientifically and technolog-

ically critical applications such as topologically trivial/nontrivial quantum mate-

rials with diverse topological invariants, strong/weak light absorber materials for

novel photovoltaics, and ideal/poor solid-state hosts of point defects for single-

photon quantum emitters.
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CHAPTER 4

GMOT-40: A BENCHMARK FOR GENERIC

MULTIPLE OBJECT TRACKING

4.1 Introduction

There have been applications of using GNN on MOT recently (Brasó and Leal-

Taixé, 2020). However, existing studies in MOT, including those leverage GNN,

mostly focus on a specific object category of interest (pedestrian, car, cell, etc.)

and rely on models of such objects. For example, detectors of such objects are

often pre-trained offline, and motion patterns for specific objects are sometimes

utilized as well. It remains unclear how well existing MOT algorithms generalize

to unseen objects and hence constrains the expansion of MOT to new applications,

especially those with limited data for training object detectors.

By contrast, Generic Multiple Object Tracking (GMOT), which requests no

prior knowledge of the objects to be tracked, aims to deal with these issues. Hence

GMOT could be applied in video editing, animal behaviour analysis, and vision

based object counting. Despite its wide applications, it is however seriously under-

explored, except for some early investigations (Luo and Kim, 2013; Luo et al.,

2014). Comparing the progress in GMOT with that in MOT, we see a clear lack

of GMOT benchmark, and the absence of GMOT baselines with effective deep

learning ingredients. Note that we follow the definition of GMOT in (Luo et al.,

2014), i.e., tracking multiple objects of a generic object class.

Addressing the above issues, in this work (Bai et al., 2021), we contribute to

the study of GMOT in three aspects: dataset, baseline, and evaluation. First, we

construct the first publicly available dense GMOT dataset, dubbed GMOT-40, for

systematical study of GMOT. GMOT-40 contains 40 carefully selected sequences,

which cover ten categories (e.g., insect and balloon) with four sequences per cate-

gory. Each sequence contains multiple objects of same category, and the average
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Figure 4.1. One-shot generic multiple object tracking. (a): The input of one-shot

generic MOT is a single bounding box to indicate a target template in the first

frame. (b): The target template is used to discover and propose all other target

candidates of same category, which is different than model-based MOT where a

pre-trained detector (typically class-specific) is required. (c): MOT then can be

performed on the proposed candidates in either an online or offline manner. Yellow

rectangles are zoomed-in local views of targets.

number of objects per frame is around 22. All sequences are manually annotated

with careful validation/correction. The sequences involve many challenging fac-

tors such as heavy blur, occlusion, etc. A tracking Protocol is adopted to evaluate

different characteristics of tracking algorithms. The one-shot GMOT (Luo and

Kim, 2013; Luo et al., 2014), takes as input the bounding box of one target object

in the first frame, and aims to detect and track all objects of the same category.

Figure 4.1 illustrates the one-shot GMOT Protocol.

Second, we design a series of baseline tracking algorithms dedicated to one-shot

GMOT. These baselines consist of a one-shot detection stage and a target associ-

ation stage. The one-shot detection stage is adapted from the recently proposed
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GlobalTrack algorithm (Huang et al., 2020). The target association stage comes

from several typical MOT algorithms. For each baseline, the one-shot detection

algorithm plays the role of public detector.

Third, we conduct thorough evaluations on GMOT-40. The evaluation involves

both classic tracking algorithms (e.g. Bochinski et al., 2017; Wojke et al., 2017;

Xiang et al., 2015) and recently proposed one (e.g. Chu and Ling, 2019), with

necessary modifications. The results show that, as an important tracking problem,

GMOT has a large room for improvement.

To summarize, we make three contributions in this work (Bai et al., 2021):

• The first publicly available dense GMOT dataset, GMOT-40, which is care-

fully designed and annotated, along with evaluation Protocol.

• A series of GMOT baselines adapted from modern deep-learning enhanced

MOT algorithm.

• Thorough evaluations and analysis on GMOT-40.

4.2 Related Works

4.2.1 MOT Algorithms

Multiple object tracking (MOT) has been an active research area for decades (Cia-

parrone et al., 2020; Luo et al., 2021). Based on whether the target priors are

presumed to the tracker, MOT approaches can be roughly categorized as model-

based and model-free methods. In the context of model-based methods, the most

popular framework is the tracking-by-detection one where a category-aware detec-

tor is employed for generating candidate proposals, and the tracker itself primarily

focuses on solving the data association problem. Many methods have been inves-

tigated under this framework, such as Hungarian algorithm (Bewley et al., 2016;

Fang et al., 2018; Huang et al., 2008), network flow (Dehghan et al., 2015; Zamir

et al., 2012; Zhang et al., 2008), graph multicut (Hornakova et al., 2020; Keuper

et al., 2015; Tang et al., 2017), multiple hypotheses tracking (Chen et al., 2017;

Kim et al., 2015) and multi-dimensional assignment (Collins, 2012; Shi et al.,
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Table 4.1

Comparison of densely annotated data used in GMOT studies.

Publication Year # seq. # cat. # tgt.

Luo et al.(Luo and Kim, 2013) 2013 4 4 ≈15⋆

Zhang et al.(Zhang and Van

Der Maaten, 2013)

2014 9 9 ≈3⋆

Luo et al.(Luo et al., 2014) 2014 8 8 ≈15⋆

Zhu et al.(Zhu et al., 2016) 2017 3 1 13.13

Liu et al.(Liu et al., 2020) 2020 24 9 3.375

GMOT-40 2021 40 10 26.58

Note: # seq: number of sequence, # cat: number of categories, # tgt: average number of

targets per frame. ⋆: Estimated from samples in the paper.

2019a) using a variety of affinity estimation schemes. With recent advances in

deep learning, deep neural networks are also learned to solve the data association

problem (Brasó and Leal-Taixé, 2020; Chu and Ling, 2019; Milan et al., 2017).

Model-based MOT methods can automatically handle the entering and exiting

events of targets. However, it heavily depends on using target priors by employ-

ing a category detector or the Re-identification (ReID) based affinity estimator.

Therefore, most recent MOT methods in this category focus on pedestrian and

vehicle tracking. For example, there is an increasing popularity in the community

to leverage ReID dataset (Li et al., 2014; Ristani et al., 2016; Zheng et al., 2015) or

pose estimation dataset (Andriluka et al., 2018) to improve association robustness

during tracking (Brasó and Leal-Taixé, 2020; Henschel et al., 2019; Karthik et al.,

2020; Zhan et al., 2020), while others adopt the state-of-the-art person detection

techniques, such as (Bergmann et al., 2019; Han et al., 2022b; Pang et al., 2020;

Peng et al., 2020a; Shan et al., 2020). These detection and ReID networks are

trained and hence limited by the available datasets, therefore, the generic targets

will not be handled and tracked successfully by methods in this category.
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Despite the dominant effort on the person and vehicle tracking, there are a

number of works that have focused on other target categories. Cell tracking (Bise

et al., 2011; Maška et al., 2014; Ulman et al., 2017; Yang et al., 2018) is a popular

topic in this section. Detecting and tracking multiple objects, such as ants (Khan

et al., 2004), bats (Betke et al., 2007), birds (Luo et al., 2014), bees (Bozek et al.,

2018) and fishs (Fontaine et al., 2008; Spampinato et al., 2008) are also inves-

tigated. Methods proposed in those works also need special modeling of target

appearance or motion pattern thus cannot be applied generally in generic tar-

gets either.

Model-free methods contribute another category of solutions to MOT. Track-

ing without target prior is primarily proposed for solving Single Object Tracking

(SOT) where only one bounding box of target is given at the first frame and no

category prior is known to the tracker. It is an emerging topic to extend the

model-free idea to the context of MOT. However there is no unified framework so

far. In (Zhang and Van Der Maaten, 2013), structure information is used to help

the tracking of multiple appearance-wise similar objects. Appearance and motion

models are learned in (Liu et al., 2020) to tackle sudden appearance change and

occlusion. Both the two methods need the manual initialization of all targets.

In (Zhu et al., 2016), a generic category independent object proposal module is

used to generate target candidates. Luo et al.. (Luo et al., 2014) proposed to use

clustered Multiple Task Learning for generic object detection. All these works

are evaluated on datasets that either have limited number of sequences or limited

number of target categories.

4.2.2 MOT Benchmarks

There are multiple benchmark datasets for model-based MOT. One of the old-

est benchmarks is the PETS benchmark (Ferryman and Shahrokni, 2009) which

contains three sequences for single camera MOT while all of them are on pedestri-

ans. Later on, a benchmark mainly for autonomous driving is KITTI (Geiger et al.,

2012) which contains two categories of pedestrian and vehicle. After that, a bench-

mark dataset solely on pedestrian tracking was proposed by Alahi et al. (Alahi
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et al., 2014). Although this benchmark contains 42 million pedestrian trajecto-

ries, yet its annotation is not high-quality (i.e., not annotated by human). Then

a MOT benchmark dataset on vehicle tracking was released with the name UA-

DETRAC (Wen et al., 2020) which contains 100 sequences. In the same year

MOT15 was released (Leal-Taixé et al., 2015) which organized the publicly avail-

able MOT data by then and became one of the most popular MOT benchmarks.

Yet it is worth noting that there are just two categories: people and vehicle in

this benchmark, and only 22 sequences are included. Later, MOT16 (Milan et al.,

2016) was published with 14 sequences, devoted to people and vehicle tracking.

In addition to the popular MOT benchmark dataset mentioned above on people

and vehicle tracking, there are some other benchmark datasets on special classes

such as honey bees and cells. For example, the multiple cell tracking dataset (Ul-

man et al., 2017) has 52 sequences with a focus on cell, the honey-bee tracking

dataset (Bozek et al., 2018) has 60 sequences of the honey bee.

As shown in Table 4.1, high quality datasets dedicated for model-free MOT

are rare. In (Zhang and Van Der Maaten, 2013), Zhang et al.collect a dataset with

nine video sequences, each for a different type of target. Among the videos, three

are adapted from a SOT dataset, while the rest videos are collected from YouTube.

The dataset contains average of 3 targets per frame. Each video here has average

of 842 frames in length. Targets in the dataset are present all-time in the video,

which relieves the tracker of handling the entering and exiting event of targets.

Luo et al.collected datasets with four and eight videos in (Luo and Kim, 2013) and

(Luo et al., 2014) respectively for an early study of GMOT. Recent works (Zhu

et al., 2016; Liu et al., 2020) tend to use mixed sequences picked from other SOT

or multiple pedestrian tracking datasets. Recently, a large-scale benchmark for

tracking any object (TAO) is proposed (Dave et al., 2020). However, TAO is not

densely annotated and has low annotation quality. Only one out of every 30 frames

is annotated by hand, and the average trajectories of TAO in each sequence is only

5.9. Besides, the task of TAO is to track multiple objects of different classes, which

differs with the GMOT concept in this work (Bai et al., 2021). Hence we do not

include TAO in comparison Table 4.1.
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Compared with the data used in previous studies, we proposed GMOT-40

dataset provides the the first publicly available dense dataset on GMOT. GMOT-

40 contains more sequences and categories than previous GMOT datasets. More-

over, the target density in GMOT-40 is much higher than existing datasets, e.g.,

26.58 per sequence vs 5.9 per sequence in TAO, and the sequences involve many

real-world challenges such as entering and exiting events, fast motion, occlusion,

etc.As a result, the release of GMOT-40 is expected to largely facilitate future

research in GMOT.

4.3 The GMOT-40 Dataset

airplane ball balloon bird boat

car fish insect livestock person

Figure 4.2. Samples from each category of GMOT-40.

In this section, we will present the GMOT-40 dataset and the associated evalua-

tion protocol. As described in the related work, a serious GMOT dataset/benchmark

is in great need for advancing the study of GMOT. By investigating the data is-

sues in previous papers and borrowing ideas from recently popularized tracking

benchmarks, we aim to construct a high-quality dataset in the following aspects:
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• Diversity in target category. To address the generalization concern in pre-

vious MOT studies, GMOT-40 is designed to contain 40 sequences from 10

different categories, which is larger than most of previously studied datasets

(typically less than 3 categories). The four sequences in each category are de-

signed with further diversity. For example, the “person” category in GMOT-

40 covers both normal “person” as in PASCAL-VOC (Everingham et al.,

2010) and an unseen type “wingsuit”; the “insect” category covers “ant”

and “bee”, both of which are unseen in MS-COCO (Lin et al., 2014) or

PASCAL-VOCC (Everingham et al., 2010). Some sample frames in GMOT-

40 are shown in Figure 4.2.

• Real world challenges. During sequence selection, we pay special attention

to include sequences with various real-world challenges such as occlusion,

target enter/exiting, fast motion, blur, etc. Moreover, the target density

ranges from 3 to 100 targets per frame, with the average around 26. All

these properties make GMOT-40 cover a wide range of scenarios.

• High-quality annotation. For high quality annotation, each frame in the

sequence should be annotated by hand to ensure precise annotation. Besides,

the initial annotation will be followed by careful validation and revision.

It is worth noting that, while more sequences would likely further improve the data

usability, the additional non-trivial efforts in manual annotation may postpone

the timely release of the dataset. In fact, as shown in Table 4.1, GMOT-40

brings comprehensive improvements over previously used GMOT data, and is

thus expected to facilitate the GMOT research in the future.

4.3.1 Data Collection

With the guidance mentioned above, we start by deciding 10 categories of

objects that are highly possible to be dense and crowded. When selecting video

sequences, we request that at least 80% of the frames in a sequence to have more

than 10 targets. Most targets of same category have similar appearance, while
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part of them differs on appearance, which is more close to reality. The minimum

length of the sequence is set to 100 frames.

After classes and requirements are determined, we started searching the YouTube

with possible candidate videos. About 1000 sequences are initially picked as can-

didates. After scrutiny, we select 40 sequences out of them for better quality and

more challenging task. Yet it does not mean that these 40 sequences are ready for

annotation. Some of the sequences contain a large part that is irrelevant to the

task. For example, in “balloon” category, there are starting and ending sections

focusing on the stage or the crowd of the celebration in the festival, which should

be removed. In such a way, we carefully edit the video and select the best clips

with a minimum of 100 frames.

Finally, GMOT-40 contains 50.65 trajectories per sequence on average. The

whole dataset includes 9,643 frames in total, and each sequence has an average

length of 240 frames. 85.28% of the frames have more than 10 targets. The FPS

ranges from 24 to 30 while resolution ranges from 480p to 1080p.

The statistics of GMOT-40 in comparison with other densely annotated data

used in GMOT studies are summarized in Table 4.1. Note that we use the category

definition of GMOT-40 here, since categories in other benchmarks are not general

enough. As an example, both “sky diving” and “basketball” classes in (Liu et al.,

2020) belong to the “person” class of GMOT-40.

4.3.2 Annotation

The annotation format follows that of MOT15 (Leal-Taixé et al., 2015) where

the detailed description is in the Supplementary Material. The only difference is

that there is no out-of-view value and hence all bounding box in the groundtruth

file should be considered in evaluation protocols.

Furthermore, only targets in the same category are annotated. For example,

only the wolf in the “stock” category is annotated as shown in Figure 4.2 since the

initial bounding box indicates that only the wolf is the object of interest. Besides,

the targets in the same categories are treated indiscriminately such as the red

and white balloons in Figure 4.2.
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The most important parts for building a high-quality GMOT dataset are man-

ual labeling, double-checking, and error-correction. To ensure this, a group of

experts such as Ph.D. students are included in the annotation team. For each

video, it is first sent to the labeler to decide the group of interest. Then an expert

will review the target group to see whether it reaches the requirement. After ap-

proval by experts, the labeler will start working on the annotation. The completed

annotation will again be sent to experts for review and possible revision.

The label format for proposed GMOT-40 is shown in the Table 4.2. We mainly

follow the format of the widely-used MOT15 dataset (Leal-Taixé et al., 2015). The

only difference is, MOT15 does not take some challenging targets, like small ones,

into consideration for evaluation. It uses an extra flag to indicate that these

labeled targets should be ignored. On the contrary, GMOT-40 includes all of

them in evaluation, no matter how challenging the targets could be, and the flag

is not used here. This is consistent with our motivation, i.e., trackers need to

deal with these real world challenges.

4.3.3 Video Attributes

As shown in the Figure 4.2, diverse scenarios and hence more comprehensive

attributes are included in GMOT-40 compared with other data used in previous

GMOT papers. As an example, all of the “person”, “ball” and “insect” classes have

the properties of motion-blur and fast motion. Besides, the viewpoint significantly

affects the appearance in “boat” category. Furthermore, low resolution and camera

motion appear in “ball” and “livestock” respectively.

A detailed histogram on various attributes are presented in Figure 4.3. The

abbreviation of attributes have the following meaning: CM - camera motion;

ROT - target rotation; DEF - target deforms in the tracking; VC - significant

viewpoint change that affects the appearance of target; MB - target is blurred due

to camera or target motion; FM - fast motion of the targets with displacements

larger than the bounding box; LR - target bounding box is smaller than 1024

pixel for at least 30% of the targets in the whole sequences.
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Figure 4.3. Number of sequences for different attributes in GMOT-40. CM -

camera motion; ROT - target rotation; DEF - target deforms in the tracking;

VC - significant viewpoint change that affects the appearance of target; MB -

target is blurred due to camera or target motion; FM - fast motion of the targets

with displacements larger than the bounding box; LR - target bounding box is

smaller than 1024 pixel for at least 30% of the targets in the whole sequences.

Although some of the attributes above are present in previous studies of

GMOT (Liu et al., 2020; Luo and Kim, 2013; Luo et al., 2014; Zhang and Van

Der Maaten, 2013; Zhu et al., 2016), yet GMOT-40 is the most comprehensive

one, since it is collected from various natural scenes. These miscellaneous at-

tributes of GMOT-40 can help the community to evaluate their trackers from

multiple aspects.

4.4 GMOT Protocol And Baselines

4.4.1 Protocol

Associated with the GMOT-40 dataset, we design a dedicated one-shot eval-

uation protocol for GMOT, adapting the settings from previous works such as



56

in (Luo et al., 2014). To facilitate the developing of GMOT trackers, an ablation

study is also implemented to evaluate the association ability of a tracker.

The protocol aims to comprehensively evaluate the GMOT trackers in real-

world application settings. As claimed in (Luo et al., 2014), a practical generic

tracker is model-free thus is able to track multiple generic objects knowing only

one template of targets. By adopting this Protocol, only one bounding box in the

first frame of each video is provided to indicate the objects of interest. Trackers

are supposed to use the object in that bounding box as a template and leverage

the information of that object to detect and track all the targets in the video

of same category.

All sequences in GMOT-40 are used to test the tracker for their performance on

unseen category for the one-shot GMOT protocol. For comparison, we also design

several new baselines (see Section 4.4.2) to generate the public detection for the

whole sequence, using the only one sample given in the first frame. Trackers can

be trained at any other benchmarks except GMOT-40.

To choose the initial target of one sequence, we randomly sample some targets

in the first frame that are not occluded. Then we carefully pick the best one out

of them by hand to ensure it is representative and robust as the one-shot sample.

4.4.2 Baselines

For one-shot GMOT protocol, we propose a series of two-stage baselines by

adapting existing tracking algorithms. Each baseline consists of a one-shot detec-

tion stage, which obtains detection results for all frames in sequence, and a target

association stage, which associates detected targets and gets the final tracking

results.

In one-shot detection stage, we adopt a recently proposed SOT method, Glob-

alTrack (Huang et al., 2020), to create a one-shot detection method. GlobalTrack

searches the whole image in following frames (search frames) while most SOT

trackers only search a predefined neighborhood of the target position in the pre-

vious frame. The model is pretrained on other datasets (Lin et al., 2014; Huang

et al., 2019; Fan et al., 2020).
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We then split the modified model to two modules, a target-guided region pro-

posal module, and a target-guided matching module. The target-guided region

proposal module extracts features for the labeled target on the initial frame, and

return regions that may contain targets on the search frame. Then target-guided

matching module extracts features from these regions, computes similarity scores

between these potential targets, and produces multiple search results with the

refined position. Furthermore, those targets with similarity scores lower than the

threshold (0.1) are filtered out.

During implementation, the initial frame is always the first frame and the

search frames include all frames in the sequence, including the first frame itself.

The detection process is repeated to get results for all these frames. The whole

process is shown in Algorithm 14.

In target association stage, we now transform the one-shot GMOT task to

a traditional MOT task with public detection results. Most existing MOT al-

gorithms can be adapted here to get association. The MOT algorithms used in

evaluation are stated in Section 4.5.2.

Combining the one-shot detection method with different target association

methods, we get a series of baselines for the one-shot GMOT task. We evaluate

their tracking performances comprehensively in Section 4.5.3.

4.5 Experiments

4.5.1 Evaluation Metrics

A group of metrics on MOT has been proposed to fairly compare the tracker

and reveal the performance. Among them the most widely used ones are CLEAR

MOT metrics (Bernardin and Stiefelhagen, 2008) and ID metrics (Ristani et al.,

2016). The former stresses the number of incorrect predictions while the latter

focus on the longest time of following targets. Combining them will provide a

comprehensive evaluation of the performance in GMOT-40.
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Data:

{I1, ..., Im}: images in a sequence;

xgt: initial detection (groundtruth box) in I1;

sth: threshold for detection similarity score.

Model:

ϕR: target-guided region proposal module;

ϕM : target-guided matching module.

Output:

{xki }
nk
i=1: nk detected targets for Ik, 1 ≤ k ≤ m.

1 Extract features for the initial target;

2 Fgt = ϕR(I1, xgt);

3 for k = 1, ...,m do

4 Use Fgt, ϕR to produce rk regions R that may contain targets on

image Ik;

5 R = {xk1, ..., xkrk} = ϕR(Fgt, Ik);

6 Use ϕM to extract features FR from R;

7 FR = {fk
1 , ..., f

k
rk
} = ϕM(R);

8 Compute similarity scores S between FR and Fgt, and produce targets

T with refined positions;

9 S = {sk1, ..., skrk} = ϕM(Fgt, FR);

10 T = {x̃k1, ..., x̃krk} = ϕM(Fgt, FR);

11 Filter T by comparing S with sth, and then get the final nk targets

T k;

12 T k = {xk1, ..., xknk
} = C(T, S, sth);

13 where C denotes the comparison process;

14 end

Algorithm 1. One-shot Detection Process.
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Table 4.3

Average of five runs initiated by randomly picked one-shot templates.

Methods MOTA MOTP IDF1

MDP(Xiang et al., 2015) 19.92% ±

1.84%

24.16% ±

0.27%

31.84% ±

2.23%

DeepSORT(Wojke et al., 2017) 14.98% ±

1.47%

23.66% ±

0.53%

25.38% ±

2.32%

IOU(Bochinski et al., 2017) 12.36% ±

1.60%

25.34% ±

0.36%

20.90% ±

2.73%

FAMNet(Chu and Ling, 2019) 17.60% ±

0.85%

22.56% ±

0.23%

27.76% ±

1.16%

4.5.2 Evaluated Tracking Algorithms

We focus on the trackers that are built on public detection and have publicly

available code. Both classical and more recent trackers are included to provide a

comprehensive review. Among them, there are FAMNet (Chu and Ling, 2019),

Deep SORT (Wojke et al., 2017), MDP (Xiang et al., 2015), IOU tracker (Bochin-

ski et al., 2017).

4.5.3 Evaluation With One-shot Protocol

We first evaluate the quality of the proposed target candidates that are gen-

erated by baseline algorithm. Since in one-shot generic setting, the difference

between categories is inconsequential. Thus we directly use AP (Average Preci-

sion) as the metric to report the “detection” solely performance. We have AP50

of 15.65% and AP75 of 15.51% while setting the IOU threshold at 0.5 and 0.75

respectively. Note that our baseline target candidate proposal is not trained on

GMOT-40. In qualitative analysis, the baseline is found out to behave badly with

deformation, rotation out-of-plane, motion blur and low resolution. The reason
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Figure 4.4. Results visualization of four trackers on sequences using different

protocols. Protocol A is the proposed one-shot GMOT protocol and Protocol B

is the ablation study.

may be that the matching module of our modified GlobalTrack produced too many

false negatives while ranking the confidence in the final stage.

The detection results generated by our baseline algorithm serve as public de-

tection in the following experiments. We test the trackers on all 40 sequences in its

initial setting with the pre-trained model without any further modification. The

results as well as MOTA and IDF1 are listed in the Table 4.4. With the inclusion

of the one-shot detector, MDP becomes the best among them all. Yet its IDF1

is just 31.30% and MOTA is just 19.80%. Deep SORT and FAMNet here behave

slightly worse than MDP with the IOU tracker after them. In other words, there is
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Figure 4.5. Average scores of trackers for different classes in one-shot GMOT.

correlation between their processing of detection and their performance. A sample

of results is presented Figure 4.4 with each color standing for a different trajectory.

Besides, we include Figure 4.5 to compare the performance in different classes.

Each bar represents the mean of all 5 trackers. Specifically, the “bird” and “insect”

classes poses a challenge for all the trackers. This again proves the necessity of

diversity and hence the release of GMOT-40. A more detailed version is included

in Supplementary Material.

Finally, to make sure the results in experiment is unbiased from the initial

results picked by user. We randomly sample the one target in the 1st frame for

protocol and repeat this procedure for 5 times. Then we report the mean and

standard deviation of the results over these 5 experiments. The results are shown

in Table 4.3. As can be seen, the fluctuations are very low, implying that the

choice of the initial bounding box does not affect the result significantly.

4.5.4 Ablation Study

In ablation study, the groundtruth detection are provided for the tracker while

all other experiment conditions are the same. The result of this protocol is pre-

sented in Table 4.5, where we can see nearly all trackers’ performances improve

significantly compared with Table 4.4. Note that our benchmark contains many

categories that are unseen for the tracker during their training. Hence the bench-
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Figure 4.6. Average scores of trackers for different classes in ablation study.

mark would favor the association based on Intersection Over Union (IOU) of

targets across frames rather than appearance features. As a result, the simple

IOU tracker has the 2nd best IDF1 and MOTA of 79.00% and 75.90%, respec-

tively. While using both motion and appearance information, Deep SORT has the

best MOTA and IDF1 score by maintaining a reasonable balance between them.

For MDP, its performance is not as good as Deep SORT and IOU tracker. The

reason may be its superfluous processing on detection since we directly provide

groundtruth detection here. For FAMNet (Chu and Ling, 2019), its mediocre per-

formance is mainly due to processing on detection noise. Although groundtruth

detection are provided here, FAMNet drops too many detection and hence causes

many false negatives.

Furthermore, we include Figure 4.6 to compare the performance under differ-

ent categories. Generally speaking, the trackers perform much better in ablation

study. The difference in performance among categories emphasizes the importance

of releasing a GMOT benchmark to evaluate trackers more comprehensively.

And the Figure 4.7 and Figure 4.8 present the scores for both protocols (one-

shot GMOT protocol and the protocol used in ablation study) of all sequences. We

can see that the sequences that are easy to handle in the protocol of ablation study

may be challenging in one-shot GMOT protocol. Yet the challenging sequences in

the protocol of ablation study are still difficult in one-shot GMOT protocol. Such
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Figure 4.8: Scores in the protocol of ablation study.

difference and similarity again stress the importance and necessity of a one-shot

framework in Generic MOT.

4.5.5 Qualitative Analysis

One-shot GMOT Protocol. The one-shot GMOT protocol visualization

results are shown in the top three rows of Figure 4.4 (Protocol A). Each bounding
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box with a polygon line in color represents a tracked target and its trajectory.

Compared with the protocol used in ablation study where groundtruth detections

are available, IOU tracker performance drops a lot. We think this is because

IOU tracker can not handle errors, like false positive/negative detection results,

induced by imperfect detectors. By contrast, MDP, Deep SORT and FAMNet

have extra mechanisms to refine these faulty detection results during tracking

process. Furthermore, unlike Deep SORT and FAMNet, MDP did not use any

pre-trained CNN, which makes itself more robust against during generalization

to unseen categories.

Protocol of Ablation Study. The protocol of ablation study visualization

results are shown in the bottom three rows of Figure 4.4 (Protocol B). For the 2nd

row of fish sequence in Protocol B result, Deep SORT (Wojke et al., 2017) and

IOU tracker (Bochinski et al., 2017) have tracked more targets than MDP (Xiang

et al., 2015) and FAMNet (Chu and Ling, 2019). The reason might be Deep

SORT and IOU tracker mainly adopt IOU-based tracking paradigm, and they

could perform well with all ground truth detection results available. But MDP

and FAMNet have superfluous pre-processing on detection which may be harmful

under this protocol. Note the visualization result may not be consistent with

the quantitative result in the main body for each sequence, due to the averaging

process of computing metrics.

4.6 Chapter Summary

In this chapter (Bai et al., 2021), we proposed the first, to the best of our

knowledge, publicly available densely annotated generic multiple object track-

ing (GMOT) benchmark named GMOT-40. By thoroughly considering major

MOT factors and carefully annotating all tracking objects, GMOT-40 contains

40 sequences evenly distributed among 10 object categories. Associated with the

GMOT-40 dataset is the one-shot evaluation protocol for GMOT. Several new

baseline algorithms dedicated to one-shot GMOT are developed as well, and eval-

uated together with relevant MOT trackers to provide references for future study.

The evaluation shows that there is still large room to improve for GMOT and fur-
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ther studies are desired. Overall, we expect the benchmark, along with the initial

studies, to largely facilitate future research on GMOT, which is an important yet

under-explored problem in computer vision.
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CHAPTER 5

LASOT: A HIGH-QUALITY LARGE-SCALE SINGLE

OBJECT TRACKING BENCHMARK

5.1 Introduction

Visual object tracking plays a crucial role in computer vision and has a wide

range of applications including intelligent vehicles, robotics, human-machine in-

teraction, and surveillance (Li et al., 2013; Smeulders et al., 2014; Yilmaz et al.,

2006). Among various types of tracking problems, a popular and fundamental one

is the so-called model-free generic object tracking, which is the focus of this work

(Fan et al., 2020). Briefly speaking, given the target bounding box in the initial

frame, the goal of tracking is to locate the target in a video sequentially.

In recent years, considerable progress has been made in improving tracking

performance. Visual tracking benchmarks have been playing a key role in pro-

viding fair comparison and evaluation of different trackers, advancing the research

frontier of visual tracking significantly. However, current benchmarks have limited

further development of tracking in the deep learning era, as well as more authentic

performance evaluation in real world scenarios, due to the following reasons:

Small-scale. Motivated by the success of deep learning (Krizhevsky et al.,

2012; He et al., 2016; Simonyan and Zisserman, 2015), deep feature representa-

tion has been widely adopted for target appearance modeling in tracking and

has achieved significant improvements. To learn a robust deep representation,

a dedicated large-scale tracking benchmark is needed. However, most existing

datasets contain less than 400 videos (see Figure 5.1), which makes it hard to

learn a tracking-specific deep representation. Consequently, researchers in the

tracking community have been forced to leverage either the pre-trained models

(Krizhevsky et al., 2012; Simonyan and Zisserman, 2015; He et al., 2016)) from

ImageNet (Deng et al., 2009) for deep feature extraction or the sequences from
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UAV20L CDTB UAV123 OTB-13 OTB-15

TC-128 VOT-2017 NUS-PRO GOT-10k LaSOT

Figure 5.1. Summary of existing benchmarks with precise dense annotations using

log-log scale, containing OTB-13 (Wu et al., 2013), OTB-15 (Wu et al., 2015), TC-

128 (Liang et al., 2015), NUS-PRO (Li et al., 2016), UAV123 (Mueller et al., 2016),

UAV20L (Mueller et al., 2016), CDTB (Lukezic et al., 2019), VOT-2017 (Kris-

tan et al., 2017), GOT-10k (Huang et al., 2019) and LaSOT. The circle diameter

is in proportion to the number of frames of a benchmark. The proposed LaSOT

is larger than all other benchmarks with more than 3.87M frames, and focused on

long-term tracking with average video length of around 2,500 frames. Best viewed

in color.

video object detection (Russakovsky et al., 2015; Real et al., 2017) for deep feature

learning, which may result in suboptimal tracking performance owing to intrinsic

differences between different tasks (Yosinski et al., 2014). Extensive evaluation on

large-scale benchmark is needed to reliably demonstrate performance and gen-

erality of trackers.

Lack of high-quality dense annotations. Accurate and dense (i.e., per-

frame) annotations are crucial to visual object tracking for several reasons. They

ensure more accurate and reliable evaluations and more fair comparisons for differ-
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ent trackers, offer desired training samples for developing tracking algorithms, and

provide rich motion information and temporal context in videos. It is worth noting

that there have been benchmarks proposed recently built towards large-scale and

long-term tracking, such as (Müller et al., 2018) and (Valmadre et al., 2018). How-

ever, their annotations are either semi-automatic (e.g., generated by a tracking

algorithm) or sparse (e.g., labeled every 30 frames), limiting their usability.

Short-term tracking. In order to be deployed in practical application, a

tracking algorithm should be able to work well in a long sequence where the target

object may frequently leave and enter the view. However, most current tracking

datasets contain shorter length videos making them short-term benchmarks. As

shown in Figure 5.1, the average video length of these benchmarks is less then

600 frames (i.e., 20 seconds for 30fps video rate). In addition, in these short-term

benchmarks, the target objects almost always appear in the video view. As a

consequence, the evaluations on such short-term benchmarks may not reflect the

performance of an algorithm in the real world, and thus restrict applications.

Limited number of object categories. To assess the performance of track-

ing algorithms in the real world, it is necessary to utilize a diverse set of object

categories for evaluation. However, most existing benchmarks contain less than 30

object categories for evaluation (see Figure 5.2). In addition, these benchmarks

do not provide any unseen object classes in evaluation, which makes it difficult

to fully evaluate the tracking performance in real applications. We note that the

recent GOT-10k (Huang et al., 2019) tackles this problem by introducing a large

set of object classes for tracking.

Category bias. A robust tracker should demonstrate stable performance in

locating arbitrary targets regardless of their categories, which requires that cate-

gory bias (or class imbalance) should be eliminated in training and/or evaluating

tracking algorithms. Despite this, most current tracking benchmarks usually con-

sist of a few object classes (see Table 5.1). The GOT-10k (Huang et al., 2019)

alleviates the problem of category bias to some extent by introducing diverse cat-

egories. However, categories are not rigorously balanced as the number of videos

varies a lot across different categories.
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Figure 5.2. Comparison of number of classes for evaluation in densely annotated

benchmarks, containing UAV20L (Mueller et al., 2016), CDTB (Lukezic et al.,

2019), UAV123 (Mueller et al., 2016), OTB-13 (Wu et al., 2013), OTB-15 (Wu

et al., 2015), TC-128 (Liang et al., 2015), VOT-2017 (Kristan et al., 2017), NUS-

PRO (Li et al., 2016) and LaSOT. We observe that the proposed LaSOT contains

the most seen object categories, containing 70 different ones. Moreover, 15 extra

unseen object classes are provided for new one-shot evaluation. Note that, GOT-

10k (Huang et al., 2019) is not included for comparison because its method to

count object classes is different from existing benchmarks.

Evaluation for unseen category. For certain applications (e.g., tracking

rare object classes with very few videos for training), it is desired to evaluate

the performance of a tracker in locating targets belonging to previously unseen

category. Current large-scale benchmark (Müller et al., 2018) often have cate-

gory overlaps between training and testing sequences, which makes it hard to

meet this evaluation requirement. In order to alleviate this problem, the recently

proposed GOT-10k (Huang et al., 2019) that takes the first attempt to intro-

duce one-shot evaluation for tracking, aiming to assess tracking performance for

unseen object classes.

In the literature, many benchmarks have been introduced to handle the afore-

mentioned problems: (Wu et al., 2013; Liang et al., 2015; Kristan et al., 2016; Wu
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et al., 2015; Kristan et al., 2018; Li et al., 2016) for precise dense annotations,

(Mueller et al., 2016; Valmadre et al., 2018) for long-term tracking, (Huang et al.,

2019) for diverse object categories and unseen classes, and (Müller et al., 2018;

Huang et al., 2019) for large-scale tracking. However, none of them address all of

the issues, which motivates our proposed benchmark.

In this work (Fan et al., 2020), we provide a novel benchmark for Large-scale

Single Object Tracking (LaSOT). The contributions of LaSOT are summarized

as follows:

• We present a large-scale benchmark, LaSOT, for visual tracking. LaSOT

covers 85 object categories and consists of 1,550 videos totaling more than

3.87M frames. Each frame is carefully inspected and manually labeled with

a bounding box. To ensure quality, each annotation box is visually double-

checked and corrected when needed. To our knowledge, LaSOT is by far the

largest (in terms of the number of frames) tracking benchmark with precise

dense annotations. By releasing LaSOT, we expect to offer the community a

dedicated platform for unified training and evaluation of tracking algorithms.

• LaSOT allows evaluation of long-term tracking. In particular, the shortest

sequence consists of 1,000 frames and the longest 11,397 frames, and the

average video length of LaSOT is around 2,500 frames (equating to around

83 seconds, see Table 5.1), enabling assessment of long-term trackers.

• Different from current benchmarks which only provide bounding boxes, La-

SOT offers both visual bounding box annotations and natural language spec-

ification, which has been shown to be beneficial for various vision tasks (Hu

et al., 2016; Li et al., 2017a) including tracking (Li et al., 2017b; Feng et al.,

2020). By providing additional language annotations, we aim at stimulating

the use of lingual features to further improve tracking.

• For flexible evaluation of trackers in different settings, we adopt two proto-

cols, i.e., full overlap and one-shot. For full overlap protocol, training and

testing sets have the same object classes. For one-shot protocol, as intro-

duced in (Huang et al., 2019), the categories of training and testing sets
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instead have zero overlap. These two protocols enable researchers/engineers

to more flexibly evaluate their trackers to differing requirements, e.g., locat-

ing targets belonging to seen/unseen categories.

• LaSOT inhibits category bias by collecting equal numbers of videos for each

object class1. By doing this, the evaluation and comparison of trackers be-

comes more fair. To our knowledge, LaSOT is the first benchmark rigorously

balanced for equal category size.

• To evaluate existing trackers and enable future comparison on LaSOT, we

benchmark 48 representative tracking algorithms under the two protocols,

and conduct extensive and in-depth analysis on performance using different

metrics.

This work extends an early conference version in (Fan et al., 2019). The main

new contributions are follows. (i) We introduce 15 extra new object classes with

150 manually annotated sequences and more than 350K frames. In particular,

different from classes chosen based on ImageNet in (Fan et al., 2019), the 15 new

classes are intentionally and carefully selected outside of ImageNet. By doing so,

our benchmark enables a new one-shot evaluation protocol using these 15 classes

for testing. (ii) More details of benchmark construction are provided. (iii) We

employ two different protocols, full overlap and one-shot, for flexible performance

evaluation for seen/unseen target categories. (iv) More thorough experimental

analysis are conducted in various aspects.

The rest of this chapter is organized as follows. Section 2 discusses related

tracking algorithms and datasets of this work. In section 3, we detail the con-

struction of LaSOT and analyze it through a variety of informative statistics.

Experimental evaluation with in-depth analysis are conducted in section 4, fol-

lowed by conclusion in section 5.

1Note that for tracking benchmark using full overlap split protocol, category bias should be
inhibited in both training and evaluation of trackers. For tracking benchmark using one-shot
split protocol, category bias should be inhibited in only training of trackers.
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5.2 Related Works

5.2.1 Visual Tracking Algorithms

Visual tracking has been extensively studied in the past few decades. Here

we briefly review two recent trends including correlation-filter trackers and deep

trackers, and refer readers to surveys (Li et al., 2013; Smeulders et al., 2014;

Yilmaz et al., 2006; Li et al., 2018c) for more algorithms.

Correlation-filter approaches formulate tracking task as a regression problem

by learning a discriminative filter. Owing to the extremely efficient solution using

fast Fourier transform (FFT), correlation-filter trackers (Bolme et al., 2010; Hen-

riques et al., 2015) run at speeds of several hundred frames per second and draw

extensive attention with many improvements. The methods of (Li and Zhu, 2014;

Danelljan et al., 2014a) introduce a scale embedding to handle scale variation.

The approaches in (Danelljan et al., 2015; Li et al., 2018b) improve correlation-

filter tracking using extra regularization techniques. Background information is

explored in (Mueller et al., 2017; Galoogahi et al., 2017b) to enhance robustness of

the filters. The methods of (Ma et al., 2015a; Danelljan et al., 2016, 2017a) replace

hand-crafted features with deep features to improve performance. The approach

in (Liu et al., 2015) utilizes part-based representation to deal with challenges that

are difficult for correlation filter tracking.

Inspired by the success of deep learning, many deep trackers (Wang and Yeung,

2013; Wang et al., 2015; Nam and Han, 2016; Fan and Ling, 2017b; Song et al.,

2018b) have been proposed and exhibit state-of-the-art performance. Despite

impressive results, these approaches suffer from heavy computational burden due

to deep feature extraction or online network fine-tuning. To alleviate this problem,

deep Siamese networks have been introduced for object tracking (Bertinetto et al.,

2016b; Tao et al., 2016). Owing to balanced efficiency and accuracy, deep Siamese

tracking has been extended by many later works (He et al., 2018; Li et al., 2018a;

Fan and Ling, 2019; Wang et al., 2019a,c; Zhu et al., 2018; Li et al., 2019b). To

deal with scale variation, the methods of (Danelljan et al., 2019) introduce the

intersection-over-union (IoU) network for tracking and achieve promising results.
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5.2.2 Visual Tracking Benchmarks

Benchmarks have been crucial for advancing the research in visual tracking.

For a systematic review, we classify existing benchmarks into two types: dense

benchmarks which use per-frame manual annotation and other benchmarks which

use sparse and/or (semi-)automatic annotation.

Dense benchmarks offer per-frame bounding box annotations for each video.

In order to ensure high quality, each frame is manually annotated with careful

inspection and verification. For tracking, these precise bounding box annotations

are highly desired for both training and evaluating tracking algorithms. Currently,

popular dense tracking benchmarks include OTB (Wu et al., 2013, 2015), TC-

128 (Liang et al., 2015), VOT (Kristan et al., 2016), NUS-PRO (Li et al., 2016),

UAV (Mueller et al., 2016), NfS (Galoogahi et al., 2017a), CDTB (Lukezic et al.,

2019) and GOT-10k (Huang et al., 2019).

OTB. OTB-13 (Wu et al., 2013) contains 51 videos with manual annotation for

tracking evaluation. The videos are labeled with 11 attributes for further analysis

of tracking performance. OTB-13 was later extended to the larger OTB-15 (Wu

et al., 2015) by introducing extra 50 sequences.

TC-128. TC-128 (Liang et al., 2015) comprises of 128 videos that are specifi-

cally designated to evaluate color-enhanced trackers. The videos are labeled with

11 similar attributes as in OTB (Wu et al., 2013).

VOT. VOT (Kristan et al., 2016) introduces a series of tracking competitions

with up to 60 sequences in each of them, aiming to evaluate the performance of a

tracker in a relative short duration. Each frame in the VOT datasets is annotated

with a rotated bounding box with several attributes.

CDTB. CDTB (Lukezic et al., 2019) offers 80 RGB-D videos with manual an-

notations for tracking. Each sequence is labeled with 13 attributes. The goal

of CDTB is to encourage the exploration of depth information for improving

tracking performance.
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NUS-PRO. NUS-PRO (Li et al., 2016) contains 365 sequences with a focus

on human and rigid object tracking. Each sequence in NUS-PRO is annotated

with both target location and occlusion level for evaluation.

UAV. UAV123 and UAV20L (Mueller et al., 2016) are utilized for unmanned

aerial vehicle (UAV) tracking, comprising 123 short and 20 long sequences, respec-

tively. Both UAV123 and UAV20L are labeled with 12 attributes.

NfS. NfS (Galoogahi et al., 2017a) provides 100 sequences with a high frame

rate of 240 fps, aiming to analyze the effects of appearance variations on tracking

performance.

GOT-10k. GOT-10k (Huang et al., 2019) consists of 9,695 videos, aiming

to provide rich motion trajectories for developing and evaluating trackers. In

addition, GOT-10k is the first to propose a novel one-shot evaluation for assessing

tracking performance.

Our LaSOT belongs to the category of dense tracking benchmark. In compar-

ison with others, LaSOT is the largest with more than 3.87 million frames and

an average video length of around 2,500 frames. Moreover, LaSOT is the only

one to offer additional language specification for each sequence. LaSOT is closely

related to but different from the recently proposed large-scale GOT-10k (Huang

et al., 2019). Despite sharing the similar idea of performing one-shot evaluation,

LaSOT presents two protocols. In addition, instead of focusing on short-term

tracking GOT-10k, our goal is to assess trackers in long-term scenarios. Table 5.1

provides a detailed comparison of LaSOT with existing dense benchmarks. It is

worth noting that most existing dense tracking benchmarks, including LaSOT,

utilize axis-aligned bounding boxes to annotate targets. The reasons are two-fold.

First, the problem setting of current single object tracking is to locate the tar-

get with a manually given up-right bounding box. In accordance with this goal,

axis-aligned boxes are usually adopted to annotate targets in many benchmarks.

Axis-aligned boxes are also widely employed in object detection benchmarks such

as PASCAL VOC (Everingham et al., 2010) and COCO (Lin et al., 2014). Sec-

ond, axis-aligned boxes are able to provide sufficient information about the target

for stable tracker initialization and reliable performance evaluation, as evidenced
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by recent progresses of tracking algorithms on various benchmarks. From this

perspective, axis-aligned boxes are effective for tracking. Moreover, this type of

annotation requires less labeling efforts.

Aside from benchmarks described above, there are other benchmarks using

different annotation strategies. These tracking benchmarks are either labeled

sparsely (e.g., every 30 frames) or annotated (semi)-automatically using track-

ing algorithms. Examples of these types of benchmarks include ALOV (Smeulders

et al., 2014), TrackingNet (Müller et al., 2018) and OxUvA (Valmadre et al., 2018).

ALOV (Smeulders et al., 2014) comprises of 314 video sequences which are

labeled in 14 attributes. Instead of per-frame annotation, ALOV provides an-

notations every 5 frames. TrackingNet (Müller et al., 2018) is a large-scale

benchmark with 30K sequences. All videos come from the video object detection

dataset YT-BB (Real et al., 2017), and each one is labeled by a tracking algorithm.

Although this tracker annotator is shown to be reliable in a relatively short pe-

riod (i.e., 1 second), it is hard to guarantee the same tracking performance on a

different benchmark, especially when the sequences become more challenging. In

addition, the average video length of TrackingNet is less than 500 frames, which

may not be able to reflect the long-term performance of a tracking algorithm. Ox-

UvA (Valmadre et al., 2018) consists of 366 sequences. Similar to TrackingNet,

the videos are sampled from YT-BB (Real et al., 2017). With the average se-

quence length more than 4,200 frames, OxUvA mainly aims to focus on long-term

tracking. Each video in OxUvA is labeled every 30 frames.

These benchmarks usually provide a large number of sequences and serve well

for evaluation purposes. While they benefit from a reduction of annotation cost,

they do not provide detailed per frame performance evaluation of tracking al-

gorithms. Furthermore, it may cause problems for some trackers that require

temporal context or motion cues from annotations, because these information

may be either missing due to sparse annotation or imprecise due to potentially

unreliable annotation. Different from these benchmarks, LaSOT provides a large

set of sequences with high-quality dense bounding box annotations, which makes
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it more suitable for developing deep trackers as well as for evaluating long-term

tracking algorithms.

5.2.3 Other Vision Benchmarks

Given the similarities shared between visual object tracking and video ob-

ject detection (e.g., visual tracking can be treated as video single-object detec-

tion), video object detection benchmarks VID (Russakovsky et al., 2015) and

YT-BB (Real et al., 2017) are often adopted for training deep trackers.

VID (Russakovsky et al., 2015) consists of 5.4K sequences with more than

two million frames and YT-BB (Real et al., 2017) contains 380K videos with

more than five million frames. Despite being large in scale, these two benchmarks

are not ideally suitable for tracking tasks due to several reasons. First, in many

videos, the targets are almost static throughout the entire video, making them

not desirable for motion tracking. Second, the targets are partially out of view

in the initial frame in a lot of videos, which is different from the tracking task.

Third, the benchmarks are sparsely annotated, and thus may be inappropriate if

directly used for tracking as discussed early.

In the era of deep learning, benchmarks have played a more important role in

advancing various vision tasks. To some extent, LaSOT is inspired by the successes

of other vision benchmarks. To this end, we will briefly discuss several large-

scale benchmarks in other tasks including image classification, object detection,

segmentation and multi-object tracking.

In image classification, ImageNet (Deng et al., 2009) is arguably the most

popular dataset consisting of more than 10M images. Owing to the large-scale

ImageNet, deep networks have proven their power in learning visual representa-

tion. In object detection, the well-known PASCAL VOC detection (Everingham

et al., 2010) contains around 10K images. The larger scale COCO (Lin et al.,

2014) contains more than 200K images for detection. In image segmentation,

PASCAL VOC segmentation (Everingham et al., 2010) provides around 10K

images. ADE20K (Zhou et al., 2017) is a collection of more than 20K images

for scene parsing. Citiscapes (Cordts et al., 2016) consists of 25K images for
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traffic scene segmentation. LVIS (Gupta et al., 2019) offers 164K image for large-

scale vocabulary instance segmentation. In multi-object tracking, the MOT chal-

lenge (Milan et al., 2016) provides 21 videos. Recently, a larger scale TAO (Dave

et al., 2020) has been compiled containing 2,907 videos.

5.3 The LaSOT Benchmark

5.3.1 Design Principle

Our goal is to construct a dedicated benchmark, LaSOT, for training and

evaluating tracking algorithms. To this end, we follow six principles in constructing

LaSOT, including large-scale, high-quality dense annotations, long-term tracking,

category balance, comprehensive labeling and flexible protocols, aimed at handling

the issues of existing tracking benchmarks described in previous sections.

5.3.2 Data Collection

In total, LaSOT consists of 85 object classes, which are divided into two parts.

The first part, referred to as part-1 for short, contains 1,400 sequences from 70

object categories. Most of categories are chosen from the 1,000 classes from Im-

ageNet (Deng et al., 2009), with a few exceptions (e.g., drone) that are carefully

selected for popular tracking applications. The other part, referred to as part-2 for

short, comprises 150 sequences from 15 object classes. It is worth noting that, for

the goal of one-shot evaluation on object from unseen categories, these 15 classes

are carefully chosen from outside object categories in ImageNet (Deng et al.,

2009) and intentionally to be far away from the 70 categories in part-1. There is

no overlap between the 15 categories in part-2 and 70 classes in part-1. Different

from current dense tracking benchmarks that contain less than 30 categories and

typically are unevenly distributed, LaSOT provides equal number of videos for

each category in both part-1 and part-2 to avoid the category bias problem.

After determining the 85 object classes in LaSOT, we searched for sequences

of each category from YouTube (https://www.youtube.com/). The reasons for

https://www.youtube.com/
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choosing YouTube are two-fold: (1) YouTube is the largest video platform in the

world, which allows us to select diverse videos for constructing the benchmark

and avoids bias to certain scenes, and (2) many videos on YouTube are cap-

tured in the wild, which may be helpful for developing and evaluating trackers

for real applications.

Initially, over 6,000 video sequences are collected. With a joint consideration of

the video quality (e.g., videos with shot cut are not suitable for tracking) and our

design principles, 1,550 sequences survived. Nevertheless, these 1,550 videos are

not immediately available for the tracking task due to containing a large mount of

irrelevant contents. For instance, for a video of person category (e.g., a sporter),

it often consists of some undesirable introduction content of each sporter in the

beginning. Therefore, we carefully inspect each video sequence, filter out the

tracking-unrelated contents and exclusively retain one usable clip for our tracking

task. For part-1, each category consists of 20 videos, while for part-2, each contains

10 sequences. Figure 5.3 shows the object categories on LaSOT with comparison

to several existing popular dense tracking benchmarks with available category

information. It is worth noting that, although the numbers of videos for categories

in part-1 and part-2 are not equal, LaSOT is still balanced due to their different

roles as described in section 3.5. Also note that, in Figure 5.3 we do not include

the large-scale GOT-10k for comparison because the category granularity used in

GOT-10k is different from those in other benchmarks. For example, “big truck ”,

“half truck” and “pickup truck” are treated as three different categories in GOT-

10k. By contrast, in other benchmarks, there may exist only one “truck” category.

Eventually, we compiled a large-scale tracking benchmark by gathering 1,550

videos with 3.87 million frames from YouTube under Creative Commons license.

The average video length of LaSOT is 2,502 frames (i.e., 83 seconds for 30 fps).

The shortest sequence contains 1,000 frames (i.e., 33 seconds), while the longest

one consists of 11,397 frames (i.e., 378 seconds).
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5.3.3 Annotation

Annotation protocol Annotation consistency cross different sequences and

labelers is crucial for the quality of a tracking benchmark. We define a determinis-

tic protocol for ensuring such quality. In a video sequence with a specific tracking

target (determined before starting annotation), for each frame, if the target is

present in the view, a labeler manually draws/edits an up-right (axis-aligned)

bounding box to tightly fit any visible part of the target (see left images of (a)

and (b) in Figure 5.4); otherwise, an absence label, either full occlusion (see right

image of (a) in Figure 5.4) or out-of-view (see right image of (b) in Figure 5.4), is

assigned to this frame. By doing so, there are two advantages: (1) with absence

labels, performance evaluation is more accurate by avoiding those frames with-

out target present, and (2) researchers can develop occlusion or out-of-view aware

tracking algorithms using this information. Note that, our strategy cannot guar-

antee to minimize the background area in the box, as similarly observed in other

benchmarks. Nevertheless, this strategy provides consistent annotations that are

relatively stable for learning the dynamics.

The above annotation strategy works well most of the time, however, excep-

tions exist. For certain categories, e.g., mouse, the target object may contain

long, thin, and/or highly deformable parts, e.g., a tail, which not only introduces

much background information into object, but also provides little help for target

recognition and localization. We carefully identify such targets and associated

videos in LaSOT, and design specific rules for their annotations. In detail, before

starting to annotate, we inspect each object category and identify twelve such

categories and their undesired parts, including bird (the leg part), cat (the tail

part), elephant (the tail part), fox (the tail part), gecko (the tail part), guitar (the

handlebar part), leopard (the tail part), lion (the tail part), monkey (the tail part),

tiger (the tail part), shark (the tail part) and mouse (the tail part). For objects

from these categories, we exclude the undesired part when drawing their bounding

boxes. Note that, to ensure the usability of these classes, the inspection of each

object category and identification of undesired parts are conducted by a group of
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(a) Sequence bus-19

(b) Sequence horse-1

(c) Sequence mouse-6

Fig. 4 Illustration of annotation strategy for different cases.
Image (a): target with full occlusion. Image (b): target with
out-of-view. Image (c): target with thin, long, and highly de-
formable part. Best viewed in color.

ample is shown in the image (c) of Figure 4 and more
can be found in our benchmark.

In order to enrich annotation, we provide additional
language descriptions for each sequence. The natural

language specification is represented by a sentence that
describes the color, behavior and surroundings of the
target. LaSOT consists of 1,550 such sentences for all
sequences. Notice that, we expect that these lingual

descriptions can provide auxiliary help for improving
tracking. For example, one can leverage deep neural
networks to extract lingual features and use them as

a global semantic guidance to suppress background dis-
tractors in the search region. This way, the tracker may
better focus on locating the target.

3.3.2 Quality assessment protocol

For developing a high-quality dense benchmark, the
most effort demanding parts include manual labeling,

double-checking and error correcting. For this task, we
have assembled an annotation team composed of several
Ph.D. students working on related areas and many vol-
unteers. To ensure high-quality annotation, each video

is processed by two teams: a labeling team and a vali-
dation team. Each labeling team is composed of a vol-
unteer and an expert (Ph.D. student). The volunteer

manually draws/edits the target bounding box in each
frame, and the expert inspects the results and adjusts

initial annotation fine-tuned annotation

Fig. 5 Examples of fine-tuning initial annotations. We ob-
serve that, after fine-tuning, the final annotations in red rect-
angles better fit to the target region than the initial annota-
tions in green rectangle. Best viewed in color.

them if necessary. Then, the annotation results are re-

viewed by the validation team composed of several (typ-
ically three) experts. If an annotation result is not unan-
imously agreed by all members in the validation team, it

will be sent back to the original labeling team to revise.
Note that, when sending the annotation results back for
revision, detailed comments from the validation team
are attached. Examples include “the annotated bound-

ing box is too small to cover the whole target,” “the box
is too large and introduce too much background,” “the
left side contains much background and its edge needs

to move closer the target boundary,” etc. This way, we
ensure that the revised annotation result is acceptable
as expected.

To improve the annotation quality as much as pos-
sible, we check all the annotation results carefully and
revise them frequently. Around 40% of the initial anno-

tations fail in the first round of validation, and many
frames are revised at least three times. Some challeng-
ing frames that are initially labeled incorrectly or in-

accurately are given in Figure 5. With all these efforts,
we finally reach a benchmark with high-quality dense
annotation, with some examples shown in Figure 6.

3.4 Attributes

In order to further analyze the tracking performance,
each sequence in LaSOT is labeled with a list of 14 at-
tributes, including camera motion (CM), rotation (ROT),

deformation (DEF), full occlusion (FOC), partial oc-
clusion (POC), illumination variation (IV), out-of-view
(OV), viewpoint change (VC), scale variation (SV), back-
ground clutter (BC), motion blur (MB), aspect ratio

change (ARC), low resolution (LR) and fast motion
(FM). Table 2 lists the definition of each attribute,
and Figure 7 (a) shows the distribution of sequences

in each attribute. From Figure 7 (a), it can be seen
that the most common challenge factors in LaSOT are
target scale changes (SV and ARC), occlusion (POC

and FOC), deformation and rotation, which frequently
occur in real applications.

Figure 5.4. Illustration of annotation strategy for different cases. Image (a): target

with full occlusion. Image (b): target with out-of-view. Image (c): target with

thin, long, and highly deformable part.

experts (three PhD students working in related areas). An annotation example is

shown in the image (c) of Figure 5.4 and more can be found in our benchmark.

In order to enrich annotation, we provide additional language descriptions for

each sequence. The natural language specification is represented by a sentence

that describes the color, behavior and surroundings of the target. LaSOT consists
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of 1,550 such sentences for all sequences. Notice that, we expect that these lingual

descriptions can provide auxiliary help for improving tracking. For example, one

can leverage deep neural networks to extract lingual features and use them as a

global semantic guidance to suppress background distractors in the search region.

This way, the tracker may better focus on locating the target.

Quality assessment protocol For developing a high-quality dense bench-

mark, the most effort demanding parts include manual labeling, double-checking

and error correcting. For this task, we have assembled an annotation team com-

posed of several Ph.D. students working on related areas and many volunteers. To

ensure high-quality annotation, each video is processed by two teams: a labeling

team and a validation team. Each labeling team is composed of a volunteer and an

expert (Ph.D. student). The volunteer manually draws/edits the target bounding

box in each frame, and the expert inspects the results and adjusts them if neces-

sary. Then, the annotation results are reviewed by the validation team composed

of several (typically three) experts. If an annotation result is not unanimously

agreed by all members in the validation team, it will be sent back to the original

labeling team to revise. Note that, when sending the annotation results back for

revision, detailed comments from the validation team are attached. Examples in-

clude “the annotated bounding box is too small to cover the whole target,” “the

box is too large and introduce too much background,” “the left side contains much

background and its edge needs to move closer the target boundary,” etc. This way,

we ensure that the revised annotation result is acceptable as expected.

To improve the annotation quality as much as possible, we check all the an-

notation results carefully and revise them frequently. Around 40% of the initial

annotations fail in the first round of validation, and many frames are revised at

least three times. Some challenging frames that are initially labeled incorrectly

or inaccurately are given in Figure 5.5. With all these efforts, we finally reach a

benchmark with high-quality dense annotation, with some examples shown in

Figure 5.6.
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(a) Sequence bus-19

(b) Sequence horse-1

(c) Sequence mouse-6

Fig. 4 Illustration of annotation strategy for different cases.
Image (a): target with full occlusion. Image (b): target with
out-of-view. Image (c): target with thin, long, and highly de-
formable part. Best viewed in color.

ample is shown in the image (c) of Figure 4 and more
can be found in our benchmark.

In order to enrich annotation, we provide additional
language descriptions for each sequence. The natural

language specification is represented by a sentence that
describes the color, behavior and surroundings of the
target. LaSOT consists of 1,550 such sentences for all
sequences. Notice that, we expect that these lingual

descriptions can provide auxiliary help for improving
tracking. For example, one can leverage deep neural
networks to extract lingual features and use them as

a global semantic guidance to suppress background dis-
tractors in the search region. This way, the tracker may
better focus on locating the target.

3.3.2 Quality assessment protocol

For developing a high-quality dense benchmark, the
most effort demanding parts include manual labeling,

double-checking and error correcting. For this task, we
have assembled an annotation team composed of several
Ph.D. students working on related areas and many vol-
unteers. To ensure high-quality annotation, each video

is processed by two teams: a labeling team and a vali-
dation team. Each labeling team is composed of a vol-
unteer and an expert (Ph.D. student). The volunteer

manually draws/edits the target bounding box in each
frame, and the expert inspects the results and adjusts

initial annotation fine-tuned annotation

Fig. 5 Examples of fine-tuning initial annotations. We ob-
serve that, after fine-tuning, the final annotations in red rect-
angles better fit to the target region than the initial annota-
tions in green rectangle. Best viewed in color.

them if necessary. Then, the annotation results are re-

viewed by the validation team composed of several (typ-
ically three) experts. If an annotation result is not unan-
imously agreed by all members in the validation team, it

will be sent back to the original labeling team to revise.
Note that, when sending the annotation results back for
revision, detailed comments from the validation team
are attached. Examples include “the annotated bound-

ing box is too small to cover the whole target,” “the box
is too large and introduce too much background,” “the
left side contains much background and its edge needs

to move closer the target boundary,” etc. This way, we
ensure that the revised annotation result is acceptable
as expected.

To improve the annotation quality as much as pos-

sible, we check all the annotation results carefully and
revise them frequently. Around 40% of the initial anno-
tations fail in the first round of validation, and many
frames are revised at least three times. Some challeng-

ing frames that are initially labeled incorrectly or in-
accurately are given in Figure 5. With all these efforts,
we finally reach a benchmark with high-quality dense

annotation, with some examples shown in Figure 6.

3.4 Attributes

In order to further analyze the tracking performance,
each sequence in LaSOT is labeled with a list of 14 at-
tributes, including camera motion (CM), rotation (ROT),

deformation (DEF), full occlusion (FOC), partial oc-
clusion (POC), illumination variation (IV), out-of-view
(OV), viewpoint change (VC), scale variation (SV), back-
ground clutter (BC), motion blur (MB), aspect ratio

change (ARC), low resolution (LR) and fast motion
(FM). Table 2 lists the definition of each attribute,
and Figure 7 (a) shows the distribution of sequences

in each attribute. From Figure 7 (a), it can be seen
that the most common challenge factors in LaSOT are
target scale changes (SV and ARC), occlusion (POC

and FOC), deformation and rotation, which frequently
occur in real applications.

Figure 5.5. Examples of fine-tuning initial annotations. We observe that, after

fine-tuning, the final annotations in red rectangles better fit to the target region

than the initial annotations in green rectangle.

LaSOT: A High-quality Large-scale Single Object Tracking Benchmark 9

bear-12: “white bear walking on grass around the river bank”

bicycle-7: “bicycle by a man on the road with other bicycles”

bus-2: “blue bus running on the street”

lantern-2: “yellow lantern flying in the sky with other lanterns”

person-14: “boy in black suit dancing in front of people”

basketball-20: “basketball on a man’s hand”

Fig. 6 Example sequences and annotations in LaSOT. Best viewed in color.

Table 2 Descriptions of 14 different attributes in LaSOT.

Attribute Definition

CM Camera Motion: abrupt motion of the camera
VC View Change: viewpoint affects target appearance significantly

ROT Rotation: the target object rotates in the image
SV Scale Variation: the ratio of target bounding box is outside the range [0.5, 2]

DEF Deformation: the target object is deformable during tracking

BC Background Clutter : the background near the target object has the similar appearance as the target

POC Partial Occlusion: the target object is partially occluded in the sequence
FOC Full Occlusion: the target object is fully occluded in the sequence
MB Motion Blur : the target region is blurred due to the motion of target object or camera
IV Illumination Variation: the illumination in the target region changes

ARC Aspect Ratio Change: the ratio of bounding box aspect ratio is outside the rage [0.5, 2]

OV Out-of-View : the target object completely leaves the video frame

LR Low Resolution: the area of target box is smaller than 1000 pixels in at least one frame
FM Fast Motion: the motion of target object is larger than the size of its bounding box

In addition, Figure 7 (a) shows that each attribute
consists of at least 200 videos, which clearly supports
the statistical significance of our attribute evaluation.

Figure 7 (b) demonstrates the distribution of attributes
of LaSOT compared with popular benchmarks OTB-
15 [84] and TC-128 [57] on overlapping attributes. From

Figure 5.6. Example sequences and annotations in LaSOT.
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(a) Distribution of sequences in each attribute on LaSOT (b) Comparison of distribution in common attributes on different benchmarks

Figure 5.7. Distribution of sequences in each attribute in LaSOT and comparison

with other benchmarks.

Table 5.3

Comparisons between training/testing sets of LaSOT under full overlap protocol.

Video
Min

frames

Mean

frames

Max

frames

Total

frames

LaSOTtra 1,120 1,000 2,529 11,397 2.83M

LaSOTtst 280 1,000 2,448 9,999 690K

5.3.4 Video Attributes

In order to further analyze the tracking performance, each sequence in LaSOT

is labeled with a list of 14 attributes, including camera motion (CM), rotation

(ROT), deformation (DEF), full occlusion (FOC), partial occlusion (POC), illu-

mination variation (IV), out-of-view (OV), viewpoint change (VC), scale variation

(SV), background clutter (BC), motion blur (MB), aspect ratio change (ARC),

low resolution (LR) and fast motion (FM). Table 5.2 lists the definition of each

attribute, and Figure 5.7 (a) shows the distribution of sequences in each attribute.

From Figure 5.7 (a), it can be seen that the most common challenge factors in

LaSOT are target scale changes (SV and ARC), occlusion (POC and FOC), de-

formation and rotation, which frequently occur in real applications.

In addition, Figure 5.7 (a) shows that each attribute consists of at least 200

videos, which clearly supports the statistical significance of our attribute evalua-

tion. Figure 5.7 (b) demonstrates the distribution of attributes of LaSOT com-

pared with popular benchmarks OTB-15 (Wu et al., 2015) and TC-128 (Liang
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Table 5.4

Comparisons between training/testing sets of LaSOT under one-shot protocol.

Video
Min

frames

Mean

frames

Max

frames

Total

frames

LaSOTtra 1,400 1,000 2,506 11,397 3.52M

LaSOTtst 150 2,005 2,393 2,500 350K

et al., 2015) on overlapping attributes. From Figure 5.7 (b), we observe that more

than 1,400 videos in LaSOT are involved with scale variations. Compared with

OTB-2015 and TC-128 with less than 70 videos with scale changes, LaSOT is

more challenging and thus better reflects the generalizability of trackers in dealing

with scale changes. On the out-of-view attribute, LaSOT contains 509 videos,

while OTB-15 and TC-128 have less than 20 sequences, indicating that LaSOT

reflects better the challenges for tracking in the wild. Moreover, LaSOT focuses

on small object tracking with 765 videos in the attribute of low resolution, much

more than that in OTB-15 and TC-128.

Table 5.5

Comparison experiments of different architectures on two protocols using success

score.

Architectures Full Overlap One-shot

SiamRPN++

AlexNet 0.433 0.245

ResNet-18 0.472 0.316

ResNet-50 0.495 0.340

DiMP
ResNet-18 0.534 0.381

ResNet-50 0.560 0.392

It is worth noting that in our benchmark, as well as in most other popular

ones, a video sequence may consist of more than one attribute. As a consequence,

it may be difficult to concretely identify the attribute causing failure, especially if
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Table 5.6

Summary of evaluated trackers. Representation: Sparse - Sparse Representation,

Color - Color Names or Histograms, Pixel - Pixel Intensity, HoG - Histogram of

Oriented Gradients, H or B - Haar or Binary, Deep - Deep Features, Update -

Online model update (or fine-tuning). Search: PF - Particle Filter, RS - Random

Sampling, DS - Dense Sampling.

Representation Search

PCA Sparse Color Pixel HoG H or B Deep Update PF RS DS

IVT (Ross et al., 2008) IJCV08 ✓ ✓ ✓

MIL (Babenko et al., 2009) CVPR09 H ✓ ✓

Struck (Hare et al., 2011) ICCV11 H ✓ ✓

L1APG (Bao et al., 2012) CVPR12 ✓ ✓ ✓

ASLA (Jia et al., 2012) CVPR12 ✓ ✓ ✓

CSK (Henriques et al., 2012) ECCV12 ✓ ✓ ✓

CT (Zhang et al., 2012) ECCV12 H ✓ ✓

TLD (Kalal et al., 2012) PAMI12 B ✓ ✓

CN (Danelljan et al., 2014b) CVPR14 ✓ ✓ ✓ ✓

DSST (Danelljan et al., 2014a) BMVC14 ✓ ✓ ✓ ✓

MEEM (Zhang et al., 2014a) ECCV14 ✓ ✓ ✓

STC (Zhang et al., 2014b) ECCV14 ✓ ✓ ✓

SAMF (Li and Zhu, 2014) ECCVW14 ✓ ✓ ✓ ✓ ✓

LCT (Ma et al., 2015b) CVPR15 ✓ ✓ ✓ ✓

SRDCF (Danelljan et al., 2015) ICCV15 ✓ ✓ ✓

HCFT (Ma et al., 2015a) ICCV15 VGG-19 ✓ ✓

KCF (Henriques et al., 2015) PAMI15 ✓ ✓ ✓

Staple (Bertinetto et al., 2016a) CVPR16 ✓ ✓ ✓ ✓

SINT (Tao et al., 2016) CVPR16 VGG-16 ✓

SCT4 (Choi et al., 2016) CVPR16 ✓ ✓ ✓

MDNet (Nam and Han, 2016) CVPR16 VGG-M ✓ ✓

SiamFC (Bertinetto et al., 2016b) ECCVW16 AlexNet ✓

Staple CA(Mueller et al., 2017) CVPR17 ✓ ✓ ✓ ✓

ECO HC (Danelljan et al., 2017a) CVPR17 ✓ ✓ ✓

ECO (Danelljan et al., 2017a) CVPR17 VGG-M ✓ ✓

CFNet (Valmadre et al., 2017) CVPR17 AlexNet ✓ ✓

CSRDCF (Lukezic et al., 2017) CVPR17 ✓ ✓ ✓ ✓ ✓

PTAV (Fan and Ling, 2017a) ICCV17 ✓ ✓ VGG-16 ✓ ✓

DSiam (Guo et al., 2017) ICCV17 AlexNet ✓

BACF (Galoogahi et al., 2017b) ICCV17 ✓ ✓ ✓

fDSST (Danelljan et al., 2017b) PAMI17 ✓ ✓ ✓ ✓

VITAL (Song et al., 2018b) CVPR18 VGG-M ✓ ✓

TRACA (Choi et al., 2018) CVPR18 VGG-M ✓ ✓

STRCF (Li et al., 2018b) CVPR18 ✓ ✓ ✓

D-STRCF (Li et al., 2018b) CVPR18 VGG-M ✓ ✓

StructSiam (Zhang et al., 2018) ECCV18 AlexNet ✓

DaSiamRPN (Zhu et al., 2018) ECCV18 Res-50 ✓ ✓

SiamRPN++ (Li et al., 2019a) CVPR19 Res-50 ✓

SiamDW (Zhang and Peng, 2019) CVPR19 Res-22 ✓

SiamMask (Wang et al., 2019d) CVPR19 Res-50 ✓

ASRCF (Dai et al., 2019) CVPR19 ✓ VGG-16 ✓ ✓

ATOM (Danelljan et al., 2019) CVPR19 Res-18 ✓ ✓

C-RPN (Fan and Ling, 2019) CVPR19 AlexNet ✓

GFSDCF (Xu et al., 2019) ICCV19 Res-50 ✓ ✓

DiMP (Bhat et al., 2019) ICCV19 Res-50 ✓ ✓

SPLT (Yan et al., 2019) ICCV19 Res-50 ✓ ✓

GlobalTrack (Huang et al., 2020) AAAI20 Res-50 ✓

LTMU (Dai et al., 2020) CVPR20 Res-50 ✓ ✓
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the number of videos on this attribute for evaluation is small. The ideal situation

for attribute evaluation would be that each sequence exhibits one and only one

attribute. Nevertheless, in real world applications, it is almost impossible for a

video to contain only one challenge. To alleviate this problem and reduce un-

certainty, in existing tracking benchmarks, a common way is to collect all videos

containing a specific attribute when performing evaluation for that attribute. For

example, one can usually gather more than thirty videos for some attributes. Es-

pecially, in our large-scale benchmark, the numbers of videos for most attributes

exceed one hundred. Consequently, we may obtain a statistically meaningful con-

clusion for attribute evaluation despite that videos may contain mixed attributes.

This is supported by the fact that many trackers with higher attribute evaluation

scores generally work better in dealing with corresponding attributes in videos on

various benchmarks. For this reason, following the studies in previous tracking

benchmarks, attribute-based evaluation is conducted on LaSOT as well. With

that said, it is worth noting a recent effort to restrict one attribute per (short)

sequence in tracking evaluation (Fan et al., 2021).

5.3.5 Evaluation Protocols

Currently, evaluation of large-scale benchmarks is based on either full overlap

(Müller et al., 2018) or one-shot (Huang et al., 2019). We argue that both proto-

cols have their own applications. The full overlap protocol splits training/testing

sets with fully overlapped object classes, and it can be used to develop tracking

algorithms in the scene where the target category appears in the tracker’s train-

ing set. By contrast, one-shot protocol splits training/testing with no overlap

between their object categories, and it can be utilized in applications where the

target category is rare. In order to accommodate more application scenarios, we

introduce both protocols into LaSOT.

Full Overlap Protocol. In the full overlap protocol, 1,400 sequences of 70

categories in part-1 are used for training and testing. Specifically, following the

80/20 principle (i.e., the Pareto principle), we select 16 out of 20 sequences in each

category for training, and the rest for testing. This way in the full overlap protocol,
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the training and testing sets consist of 1,120 and 280 videos respectively. Since

the number of videos in each category for both training and testing are equal,

LaSOT is category-balanced. Table 5.3 compares statistics of training/testing

sets in full overlap protocol.

One-shot Protocol. In the one-shot protocol, all 1,550 videos from the 85

classes are utilized for training and testing. Because training and testing sets are

required to have no overlap in category, we employ 1,400 sequences of 70 categories

in part-1 for training, and the other 150 videos of 15 classes in part-2 are used

for evaluation. In particular, to increase the source difference, the 15 objects

categories are specially chosen outside of the 1,000 classes from ImageNet. It is

worth noting that LaSOT is still category-balanced because in both sets, each

category contains the same number of videos. Table 5.4 compares statistics of

training/testing sets in one-shot protocol.

Figure 5.8. Overall evaluation results on LaSOT under the full overlap protocol.

5.4 Experiments

5.4.1 Evaluation Metrics

Following (Wu et al., 2015), we perform One-Pass Evaluation (OPE) and mea-

sure the performance of different trackers using three metrics, i.e., precision,

normalized precision and success, under two protocols.

The precision (PRE) is calculated by comparing distance between centers

of the groundtruth bounding box and the tracking result in pixels. Different

algorithms are ranked according to the value of this metric on a certain threshold
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(e.g., typically 20 pixels). Since PRE does not take object scale into consideration,

it is sensitive to target size and image resolution. To avoid this problem, we

adopt an additional strategy as in (Müller et al., 2018) to normalize the PRE

with scales. Please refer to (Müller et al., 2018) for more details. The resulted

normalized precision (N-PRE) can ensure the consistency of evaluation across

different target scales. The success rate (SUC) is computed as the ratio of the

number of successfully tracked frames (i.e., intersection-over-union (IoU) between

groundtruth bounding box and tracking result larger than a pre-defined threshold,

typically, 0.5) to the number of all frames in a sequence.

5.4.2 Evaluated Tracking Algorithms

In order to provide baselines for future comparison on LaSOT, we extensively

evaluate 48 algorithms. In specific, these 48 approaches consist of deep trackers

MDNet (Nam and Han, 2016), TRACA (Choi et al., 2018), CFNet (Valmadre

et al., 2017), SiamFC (Bertinetto et al., 2016b), StructSiam (Zhang et al., 2018),

DSiam (Guo et al., 2017), SINT (Tao et al., 2016), ATOM (Danelljan et al., 2019),

DiMP (Bhat et al., 2019), VITAL (Song et al., 2018b), SiamRPN++ (Li et al.,

2019a), DaSiamRPN (Zhu et al., 2018),

SiamDW (Zhang and Peng, 2019), C-RPN (Fan and Ling, 2019) and SiamMask

(Wang et al., 2019d), GlobalTrack (Huang et al., 2020), correlation trackers with

hand-crafted features ECO HC (Danelljan et al., 2017a), DSST (Danelljan et al.,

2014a), CN (Danelljan et al., 2014b), CSK (Henriques et al., 2012), KCF (Hen-

riques et al., 2015), fDSST (Danelljan et al., 2017b), SAMF (Li and Zhu, 2014),

SCT4 (Choi et al., 2016), STC (Zhang et al., 2014b) and Staple (Bertinetto et al.,

2016a) or deep features HCFT (Ma et al., 2015a), D-STRCF (Li et al., 2018b),

ECO (Danelljan et al., 2017a), GFSDCF (Xu et al., 2019), ASRCF (Dai et al.,

2019) and regularization techniques SRDCF (Danelljan et al., 2015), STRCF (Li

et al., 2018b), BACF (Galoogahi et al., 2017b), Staple CA (Mueller et al., 2017)

and CSRDCF (Lukezic et al., 2017), ensemble trackers SPLT (Yan et al., 2019),

LTMU (Dai et al., 2020), PTAV (Fan and Ling, 2017a), LCT (Ma et al., 2015b),

MEEM (Zhang et al., 2014a) and TLD (Kalal et al., 2012), sparse trackers L1APG
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Success plots of OPE - Illumination Variation (47)
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Success plots of OPE - Low Resolution (141)
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Success plots of OPE - Motion Blur (89)
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Success plots of OPE - Out-of-View (104)
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Success plots of OPE - Partial Occlusion (187)
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Success plots of OPE - Rotation (175)

[0.545] DiMP

[0.513] LTMU

[0.510] GlobalTrack

[0.493] DaSiamRPN

[0.485] SiamRPN++

[0.468] ATOM

[0.457] SiamMask

[0.438] C-RPN

[0.424] SPLT

[0.379] MDNet

[0.371] VITAL

[0.345] GFSDCF

[0.339] SiamDW

[0.321] DSiam

[0.319] StructSiam

[0.311] D-STRCF

[0.310] SiamFC

[0.307] ASRCF

[0.302] SINT

[0.285] ECO

[0.269] ECO_HC

[0.265] STRCF

[0.247] CFNet

[0.245] MEEM

[0.239] HCFT

[0.224] BACF

[0.221] TRACA

[0.221] CSRDCF

[0.219] Staple

[0.219] PTAV

[0.212] SAMF

[0.210] Staple_CA

[0.199] Struck

[0.199] SRDCF

[0.196] LCT

[0.189] TLD

[0.179] DSST

[0.174] ASLA

[0.172] SCT4

[0.172] fDSST

[0.158] KCF

[0.156] CN

[0.148] CT

[0.135] CSK

[0.131] MIL

[0.128] L1APG

[0.125] STC

[0.097] IVT

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

Overlap threshold

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

S
u

c
c
e

s
s
 r

a
te

Success plots of OPE - Scale Variation (273)
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Success plots of OPE - Viewpoint Change (33)
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Fig. 9 Performance of trackers on each attribute using success under full overlap protocol. Best viewed in color.

Video basketball-11 is difficult due to the out-of-view
challenge. Similar to the solution for handling occlu-
sion, one can leverage an extra instance-level detector

to re-locate the target object. Aspect ratio change is

challenging in train-1 as most existing trackers often
adopt a simple method (e.g., random search or pyra-
mid strategy) to deal with it. A few algorithms such as

ATOM and SiamRPN++ borrow techniques from de-

Figure 5.9. Performance of trackers on each attribute using success under full

overlap protocol.

(Bao et al., 2012) and ASLA (Jia et al., 2012), other representatives CT (Zhang

et al., 2012), IVT (Ross et al., 2008), MIL (Babenko et al., 2009) and Struck (Hare

et al., 2011). In evaluation, each tracker is used as it is, without any modification.
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ATOM C-RPN DaSiamRPN DiMP GlobalTrack SiamMask GTSiamRPN++ LTMU

Fig. 10 Qualitative evaluation in six typically hard challenges in testing sequences of full overlap protocol (from top to
bottom): yoyo-7 with fast motion, goldfish-7 with full occlusion, pool-3 with low resolution, basketball-11 with out-of-view,
train-1 with aspect ration change and person-5 with background clutter. Best viewed in color.

tection for tracking and show promising results. How-

ever, since targets may also have rotation at the same

time, these trackers cannot accurately localize the ob-

jects. To effectively estimate target scale, a solution is

to take rotation factor into consideration. For video

person-5 with heavy background clutter, all trackers

drift due to less discriminative representation for target

and background. A possible solution to alleviate this is-

sue is to utilize the contextual information to enhance

the discriminability or fine-grained feature presentation

to improve target recognition ability.

4.4 Evaluation with One-Shot Protocol

4.4.1 Overall performance

Different from full overlap protocol, videos for evalu-

ation in the one-shot protocol are from unseen cate-

gories. In LaSOT, 150 sequences (about 380K frames)

from 15 classes are used for performance assessment,

and none of the 15 classes is included in the training

set or in ImageNet. Figure 11 demonstrates the evalua-

tion results of all algorithms in OPE setting. From Fig-

ure 11, LTMU obtains the best results with a 0.473 PRE

score, 0.499 N-PRE score and 0.414 SUC score. DiMP

exhibits the second best performance with a 0.451 PRE

score, 0.476 N-PRE score and 0.392 SUC score. ATOM

achieves the third best results with PRE score of 0.43,

N-PRE score of 0.459 and SUC score of 0.376. DiMP

performs more robustly than ATOM because it exploits

more background information to improve discriminabil-

ity. We also notice that, in this protocol, ATOM shows

better results than DaSiamRPN with a 0.42 PRE score,

0.443 N-PRE score and 0.356 SUC score. This is may be

due to their different model update strategies. Global-

Track obtains promising performance with 0.411 PRE

score, 0.436 N-PRE score and 0.356 SUC score. For

targets from unseen categories, compared to linear tem-

plate update, supervised online learning can better adapt

to appearance changes during tracking, leading to more

robust performance. Note that, despite the risk of drift-

ing, online learning trackers usually select reliable track-

ing results based on their confidences for update. This

Figure 5.10. Qualitative evaluation in six typically hard challenges in testing

sequences of full overlap protocol (from top to bottom): yoyo-7 with fast motion,

goldfish-7 with full occlusion, pool-3 with low resolution, basketball-11 with out-

of-view, train-1 with aspect ration change and person-5 with background clutter.

Best viewed in color.

Table 5.6 summarizes these trackers with their representation schemes and search

strategies in a chronological order.

Note that in our evaluation, each tracker is tested as it is in the original pa-

per, for three reasons. First, each tracker may require different training strat-

egy. As a consequence, it is difficult to optimally train all trackers to obtain the

best performance. Moreover, inappropriate training settings may result in per-

formance drop for certain trackers. Second, despite using different training data,

most deep trackers, especially recently proposed ones, have been fully trained on

multiple large scale benchmarks. It is reasonable to assume that each tracker

has attained optimal or decent performance in the originally published paper.

Third, for trackers that only employ pre-trained classification backbone for fea-
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ture extraction, it is hard to fine-tune the feature backbone network using existing

tracking benchmarks.

5.4.3 Evaluation With Full Overlap Protocol

Figure 5.8 reports the evaluation results under full overlap protocol in OPE

using precision (PRE), normalized precision (N-PRE) and success rate (SUC).

DiMP achieves the best performance with PRE score of 0.563, N-PRE score of

0.642 and SUC score of 0.560. DiMP consists of two components including for

target localization and scale estimation, both trained on a large set of videos. In

addition, the target localization part is online updated during tracking. LTMU

shows the second best performance with a 0.535 PRE score, 0.621 N-PRE score

and 0.539 SUC score. LTMU focuses on long-term tracking by combining different

components such as local tracker and detector. DaSiamRPN obtains the third best

results with a 0.529 PRE score, 0.605 N-PRE score and 0.515 SUC score. This

method is developed based on SiamRPN++ but utilizes more training data with

augmentation techniques. Besides, a re-detection strategy and online model up-

date are adopted for robust long-term tracking. Therefore, DaSiamRPN performs

better than its baseline SiamRPN++ with a 0.493 PRE score, 0.57 N-PRE score

and 0.495 SUC score. GlobalTrack introduces a two-stage framework for long-term

tracking and demonstrates competitive results with a 0.528 PRE score, 0.597 N-

PRE score and 0.517 SUC score. ATOM obtains promising results with a 0.497

PRE score, 0.57 N-PRE score and 0.499 SUC score. ATOM introduces an specific

network to deal with scale variation. In addition, it employs complex method for

optimization and acceleration to achieve real time speed. SiamFC tracker, which

learns offline a matching function for tracking, achieves competitive results with

a 0.339 PRE score, 0.42 N-PRE score and 0.336 SUC score. It is worth notic-

ing that, unlike the performance on small benchmarks OTB-15 (Wu et al., 2015),

SiamFC performs better than many more complicated algorithms such as Struct-

Siam, DSiam, PTAV, and HCFT. A possible reason is that these complicated

methods are more prone to overfit to small datasets, or they require more hyper-
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parameter tuning to obtain better performance. By contrast, the simple SiamFC

has better generalization ability in more challenging and diverse scenarios.

An important observation is that, all top 18 trackers leverage deep features for

tracking, which demonstrates the advantages of deep representation in achieving

robust tracking performance. Moreover, we observe that model update is beneficial

for achieving robust tracking, reflected by superior performance of trackers with

online update (e.g., DiMP and LTMU) than those without model update (e.g.,

GlobalTrack, SiamRPN++ and SiamMask).

In order to further analyze the performance of different trackers, we conduct

attribute-based evaluation.

Figure 5.9 shows the attribute-based evaluation results of 48 tracking algo-

rithms with SUC scores under the full overlap protocol. From Figure 5.9, we ob-

serve DiMP achieves the best performance under 13 out of 14 attributes. LTMU

obtains the second best results under 11 out of 14 attributes. It is worth noting

that although the three trackers LTMU, GlobalTrack, and DaSiamRPN utilize ad-

ditional re-detection strategy for long-term tracking, DiMP still outperforms them

under the challenge of occlusion. There are two potential reasons: First, DiMP

uses a relatively larger search region for target localization. This way, DiMP can

re-locate the target when it reappears. Second, DiMP adopts a more discriminative

approach to update the appearance model. Thus, it shows more robust perfor-

mance when the target re-appears. An interesting observation on out-of-view is

that GlobalTrack and LTMU outperform DiMP, which suggests that the full image

search strategy is beneficial to handle out-of-view. ATOM obtains promising per-

formance on all attributes owing to the effectiveness of scale estimation networks.

In addition, other trackers such as SiamRPN++ and SiamMask achieve com-

petitive results on these 14 attributes. We note that all the top seven trackers,

including DiMP, LTMU, GlobalTrack, DaSiamRPN, ATOM, SiamRPN++ and

SiamMask, employ deeper feature representation (He et al., 2016) for appearance

modeling, which shows the importance of powerful features for visual tracking.

To qualitatively analyze different trackers and provide guidance for future re-

search, we show sampled tracking results of eight top performers, including DiMP,
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LTMU, GlobalTrack, DaSiamRPN, ATOM, SiamRPN++, SiamMask and C-RPN,

under challenges such as fast motion, full occlusion, low resolution, out-of-view, as-

pect ratio change and background clutter in Figure 5.10.

From Figure 5.10, we observe that, for sequence yoyo-7 with fast motion, track-

ers are prone to lose the target because most current algorithms perform target

localization from a relatively small region. Although DiMP, LTMU, GlobalTrack,

and DaSiamRPN utilize a large search region or adopt re-detection strategies,

they still fail as fast motion easily causes motion blur, which significantly affects

re-localization performance of these four trackers. A possible solution to handle

this issue is to combine rich temporal and motion cues with appearance infor-

mation for tracking. In video goldfish-7 with full occlusion, trackers drift to the

background region. In order to deal with occlusion, an additional detection compo-

nent is required to improve performance. All tracking algorithms fail on the video

pool-3 because of the ineffective representation for small target objects. To deal

with this, one feasible strategy for deep trackers is to combine multi-scale features

from various layers to incorporate details into representation. Video basketball-11

is difficult due to the out-of-view challenge. Similar to the solution for handling

occlusion, one can leverage an extra instance-level detector to re-locate the target

object. Aspect ratio change is challenging in train-1 as most existing trackers

often adopt a simple method (e.g., random search or pyramid strategy) to deal

with it. A few algorithms such as ATOM and SiamRPN++ borrow techniques

from detection for tracking and show promising results. However, since targets

may also have rotation at the same time, these trackers cannot accurately localize

the objects. To effectively estimate target scale, a solution is to take rotation

factor into consideration. For video person-5 with heavy background clutter, all

trackers drift due to less discriminative representation for target and background.

A possible solution to alleviate this issue is to utilize the contextual information

to enhance the discriminability or fine-grained feature presentation to improve

target recognition ability.
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Figure 5.11. Overall evaluation results on LaSOT under one-shot protocol.

5.4.4 Evaluation With One-shot Protocol

Different from full overlap protocol, videos for evaluation in the one-shot pro-

tocol are from unseen categories. In LaSOT, 150 sequences (about 380K frames)

from 15 classes are used for performance assessment, and none of the 15 classes is

included in the training set or in ImageNet. Figure 5.11 demonstrates the evalu-

ation results of all algorithms in OPE setting. From Figure 5.11, LTMU obtains

the best results with a 0.473 PRE score, 0.499 N-PRE score and 0.414 SUC score.

DiMP exhibits the second best performance with a 0.451 PRE score, 0.476 N-PRE

score and 0.392 SUC score. ATOM achieves the third best results with PRE score

of 0.43, N-PRE score of 0.459 and SUC score of 0.376. DiMP performs more ro-

bustly than ATOM because it exploits more background information to improve

discriminability. We also notice that, in this protocol, ATOM shows better results

than DaSiamRPN with a 0.42 PRE score, 0.443 N-PRE score and 0.356 SUC

score. This is may be due to their different model update strategies. GlobalTrack

obtains promising performance with 0.411 PRE score, 0.436 N-PRE score and

0.356 SUC score. For targets from unseen categories, compared to linear template

update, supervised online learning can better adapt to appearance changes during

tracking, leading to more robust performance. Note that, despite the risk of drift-

ing, online learning trackers usually select reliable tracking results based on their

confidences for update. This way, the drift problem can be alleviated to some

extent during updating. Similar results have shown that trackers using deeper

features such as LTMU, DiMP, ATOM, DaSiamRPN, GlobalTrack, SiamRPN++

and SiamMask achieve better results.



100LaSOT: A High-quality Large-scale Single Object Tracking Benchmark 17

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

Overlap threshold

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

S
u

c
c
e

s
s
 r

a
te

Success plots of OPE - Aspect Ration Change (129)
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Success plots of OPE - Background Clutter (68)
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Success plots of OPE - Camera Motion (18)
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Success plots of OPE - Deformation (43)
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Success plots of OPE - Fast Motion (88)
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Success plots of OPE - Full Occlusion (94)
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Success plots of OPE - Illumination Variation (14)
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Success plots of OPE - Low Resolution (104)
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Success plots of OPE - Motion Blur (67)
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Success plots of OPE - Out-of-View (32)
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Success plots of OPE - Partial Occlusion (98)
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Success plots of OPE - Rotation (39)
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Success plots of OPE - Scale Variation (141)
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Success plots of OPE - Viewpoint Change (59)
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Fig. 12 Performance of trackers on each attribute using success under one-shot protocol. Best viewed in color.

In addition, we re-evaluate these two trackers on La-

SOT under two protocols after retraining, as shown in

Table 6. For SiamFC, the SUC scores under two dif-

ferent protocols are improved from 0.336 to 0.342 and

from 0.230 to 0.237, respectively. For CFNet, the SUC

scores are improved from 0.275 to 0.286 and from 0.184

to 0.194, respectively. These performance gains show

the advantages of large-scale training dataset for im-

Figure 5.12. Performance of trackers on each attribute using success under one-

shot protocol.

Figure 5.12 demonstrates the attribute-based evaluation results of 45 trackers.

We observe that DiMP achieves the best results on 10 out of 14 attributes. DiMP

shows the best performance on 3 attributes and the second best results on 8

attributes, demonstrating slightly better performance than GlobalTrack, ATOM
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ATOM LTMU DaSiamRPN DiMP GlobalTrack SiamMask GTSiamRPN++ GFSDCF

Fig. 13 Qualitative evaluation in six difficult challenging videos in the one-shot protocol (from top to bottom): badminton-1
with fast motion, cosplay-8 with full occlusion, frisbee-2 with low resolution, jianzi-4 with rotation, misc-10 with background
clutter and paddle-6 with scale variation. Best viewed in color.

Table 6 Retraining experiments of two trackers SiamFC [6] and CFNet [76] on LaSOT.

SiamFC [6] CFNet [76]

Training set
ImageNet

VID [71]

LaSOTtra

(full overlap)

LaSOTtra

(one-shot)

ImageNet

VID [71]

LaSOTtra

(full overlap)

LaSOTtra

(one-shot)

OTB-13 [83] 0.588 0.608 (↑0.020) 0.614 (↑0.026) 0.589 0.615 (↑0.026) 0.622 (↑0.033)

OTB-15 [84] 0.565 0.582 (↑0.017) 0.589 (↑0.024) 0.568 0.593 (↑0.025) 0.598 (↑0.030)

LaSOTtst (full overlap) 0.336 0.342 (↑0.006) - 0.275 0.286 (↑0.011) -

LaSOTtst (one-shot) 0.230 - 0.237 (↑0.007) 0.184 - 0.194 (↑0.010)

proving tracking performance. It is worth noting that,

the improvements on the smaller datasets OTB-13 and
OTB-15 are higher than those on our testing sets. One
possible reason is that our testing sequences are more
challenging with focus on long-term tracking, while the

original trackers are designed for short-term tracking.
For better performance, one may need to adjust more
hyperparameters or even design new frameworks.

5 Discussion

5.1 Full Overlap Versus One-Shot

By definition, the full overlap protocol allows overlap of

object classes between training and testing sets, while
one-shot protocol does not allow such overlap. Not sur-
prisingly, the one-shot protocol is more challenging be-

cause the tracking algorithms need to generalize to ob-
jects with unfamiliar appearance and motion pattern.

Figure 5.13. Qualitative evaluation in six difficult challenging videos in the one-

shot protocol (from top to bottom): badminton-1 with fast motion, cosplay-8 with

full occlusion, frisbee-2 with low resolution, jianzi-4 with rotation, misc-10 with

background clutter and paddle-6 with scale variation.

and DaSiamRPN. A surprising finding is that despite better overall results of

DiMP, GlobalTrack outperforms it on the challenge of out-of-view, thanks to the

global search strategy. In addition, an interesting observation is that, SiamMask,

which integrates segmentation into tracking for improvement, does not show better

performance than DaSiamRPN and SiamRPN++. We conjecture that it is caused

by the lack of mask annotation for training SiamMask on our benchmark.

We show qualitative results of eight trackers, including LTMU, DiMP, ATOM,

DaSiamRPN, GlobalTrack, SiamRPN++, SiamMask and GFSDCT, in six repre-

sentative challenges such as fast motion, full occlusion, low resolution, rotation,

background and scale variation in Figure 5.13. For videos with fast motion and

full occlusion (e.g., badminton-1 and cosplay-8 ), trackers easily drift because they
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usually utilize a relatively small search for target localization. A solution is to

enlarge the search region accordingly or even perform tracking on the full image.

For sequences with low-resolution and rotation (e.g., frisbee-2 and jianzi-4 ), the

tracking algorithms may lose the target because of ineffective feature extraction

for target appearance. A feasible method to handle this issue is to mine for motion

features in videos. When background clutter happens with many distractors (e.g.,

misc-10 ), it is hard for trackers to locate the target. To solve this issue, one can

exploit more spatial details of target to improve discriminative ability of tracking

models. In addition, trackers are prone to drift when heavy scale variation oc-

curs with other challenges such as aspect ratio change (e.g., paddle-6 ). One can

leverage techniques such as instance segmentation to improve scale estimation.

5.4.5 Retraining On LaSOT

In order to show the advantages of large-scale training set, we retrain two

representative trackers SiamFC (Bertinetto et al., 2016b) and CFNet (Valmadre

et al., 2017) using sequences from LaSOT instead of VID for video object detection.

Notice that all training settings are kept the same as those for training on VID.

After re-training, we compare the performance of these two trackers on different

benchmarks including OTB-13, OTB-15, and LaSOTtst in both protocols.

Table 5.7 demonstrates the results of retraining using our dedicated benchmark

and comparisons with the performance of the original SiamFC and CFNet trained

on ImageNet VID (Russakovsky et al., 2015). We observe that for both trackers,

the performance is improved. Specifically on OTB-13, the SUC score of SiamFC

is improved from 0.588 to 0.608 using training split in our full overlap protocol.

Furthermore, because of there being more data in the one-shot protocol, the SUC

score is increased to 0.614 with significant gains of 2.6%. On OTB-15, the SUC

score of SiamFC is improved from 0.565 to 0.582 and 0.589 with training data from

two protocol settings, respectively. Similarly, the SUC score of CFNet obtains

obvious improvements on both OTB-13 and OTB-15. More specifically, the SUC

score is improved from 0.589 to 0.615 and 0.622 on OTB-13 using training sets in

two protocols, and on OTB-15 the score is increased from 0.568 to 0.593 and 0.598.
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In addition, we re-evaluate these two trackers on LaSOT under two protocols

after retraining, as shown in Table 5.7. For SiamFC, the SUC scores under two

different protocols are improved from 0.336 to 0.342 and from 0.230 to 0.237,

respectively. For CFNet, the SUC scores are improved from 0.275 to 0.286 and

from 0.184 to 0.194, respectively. These performance gains show the advantages of

large-scale training dataset for improving tracking performance. It is worth noting

that, the improvements on the smaller datasets OTB-13 and OTB-15 are higher

than those on our testing sets. One possible reason is that our testing sequences

are more challenging with focus on long-term tracking, while the original trackers

are designed for short-term tracking. For better performance, one may need to

adjust more hyperparameters or even design new frameworks.

5.5 Discussion

5.5.1 Full Overlap Versus One-shot

By definition, the full overlap protocol allows overlap of object classes between

training and testing sets, while one-shot protocol does not allow such overlap.

Not surprisingly, the one-shot protocol is more challenging because the tracking

algorithms need to generalize to objects with unfamiliar appearance and motion

pattern.

By comparing the success score of each tracker on the one-shot protocol against

the full overlap one, we observe an obvious performance drop (by 0.037-0.18) for

all algorithms. Such degradation clearly suggests that existing trackers do not

fully address the domain gap between different object categories. To mitigate the

performance degradation caused by such domain gap, a potential future direc-

tion is to explore domain adaption (Ganin and Lempitsky, 2015) for tracking by

treating each category or even each target as an individual domain. In addition,

by comparing all trackers within full overlap or one-shot protocols, we see that

all top five trackers (see Figure 8 and Figure 11) employ deep features for tar-

get appearance representation, which shows that designing more effective feature

representations should be paid attention to in both scenarios. Considering the
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dynamic nature of tracking problems, future research can leverage both spatial

appearance information and motion features to improve tracking for both seen

and unseen object categories. Moreover, we observe that for the top five trackers

in each protocol, the best three update the model during tracking, which suggests

model updating is critical for both protocols.

5.5.2 Short-term And Long-term Tracking Algorithms

One goal of our benchmark is to advance the development of long-term tracking

algorithms. In full overlap evaluation, DiMP achieves the best results and outper-

forms the long-term tracker LTMU. We argue that the reasons are two-fold. First,

DiMP utilizes a relatively large search region for tracking, which effectively han-

dles the problems of full occlusion and out-of-view. Second, the update method

in DiMP leverages more historic information than LTMU. In addition, long-term

tracker GlobalTrack outperforms ATOM and SiamRPN++ owing to deeper fea-

ture representation and a better mechanism to locate target objects using the

full image. On the other hand, in one-shot evaluation, LTMU achieves the best

performance with SUC score of 0.414. Compared to LTMU, DiMP still achieves

competitive results with 0.392 SUC score. The reason that LTMU outperforms

DiMP in the one-shot protocol is because there are many small targets. As a

result, the tracking model may fail due to ineffective feature extraction and fast

target motion. LTMU employs a global search strategy to re-locate the target

when drift happens, leading to better results. Moreover, we note that although

GlobalTrack adopts full image search methods, its result with 0.356 is inferior in

comparison to DiMP, which suggests the importance of effective model updating

for robust performance.

Based on the above analysis, we argue that there are several directions that

can be taken to improve long-term tracking. First, a deeper feature representation

(e.g., ResNet-50) can help to effectively distinguish targets from their backgrounds.

Second, a larger search region may be helpful for occluded and out-of-view targets.

Third, although matching based trackers (e.g., GlobalTrack and SiamRPN++)



105

achieve promising results in long-term tracking, model updating is still crucial to

obtaining more robust performance (e.g., LTMU and DiMP).

5.5.3 Analysis On Deeper Feature Representation For Tracking

Feature representation has been one of the most important components for

robust tracking. In this subsection, we conduct experiments by comparing different

backbones in both protocols. We choose SiamRPN++ and DiMP for experiments

since both approaches provide official implementations with different backbone

architectures. Specifically, we study SiamRPN++ with AlexNet, ResNet-18 and

ResNet-50 and DiMP with ResNet-18 and ResNet-50. The experimental results

are demonstrated in Table 5.5.

From Table 5.5, we can see that on full overlap evaluation, SiamRPN++ with

AlexNet achieves a success score of 0.433 and the performance is further improved

to 0.472 and 0.495 success scores using deeper architectures ResNet-18 and ResNet-

50, respectively. Similarly, DiMP with deeper architecture ResNet-50 shows a

better success score of 0.560, outperforming DiMP with ResNet-18 achieving 0.534

success score. Likewise, on one-shot evaluation, SiamRPN++ with deeper ResNet-

50 achieves the better performance with a success score of 0.340 compared to the

scores of 0.316 and 0.245 achieved with ResNet-18 and AlexNet. DiMP with

ResNet-50 obtains a higher score of 0.392 than the score of 0.381 achieved with

ResNet-18. The above comparison clearly suggests that feature representation

learned by deeper networks demonstrates better robustness for tracking in both

full overlap and one-shot protocols. In addition, an interesting observation is that

deeper networks are crucial when dealing with unseen targets. When changing

backbones from ResNet-18 to AlexNet, the performance drop for SiamRPN++

is 0.039 on the full overlap evaluation. However, on one-shot evaluation, the

performance degradation is more obvious with a drop of 0.071 when using AlexNet,

which shows that deeper feature representation is more important for tracking

performance in locating unseen targets.
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5.5.4 Analysis On Model Update For Tracking

Visual tacking is an ill-posed problem in which only information from the first

frame is reliable. Due to target appearance variation in video, tracking models

usually need an update strategy to handle appearance variation. However, because

of occlusion and inaccurate intermediate results, model updating is an extremely

complex process. For example, it is difficult to determine when and how to utilize

current information for updates. Inappropriate updates may increase the risk of

drifting. To avoid this issue, existing trackers such as GlobalTrack, SiamRPN++,

SiamMask, and C-RPN formulate tracking as a matching problem without model

updates. These approaches show promising performance by achieving success

scores of 0.517, 0.495, 0.467 and 0.455 on full overlap evaluation and 0.356, 0.340,

0.332 and 0.275 on one-shot evaluation. In comparison to these trackers with-

out updates, methods with model update including DiMP, LTMU, ATOM, and

DaSiamRPN obtain better success scores of 0.560, 0.539, 0.515 and 0.499 on full

overlap evaluation and 0.392, 0.414, 0.376 and 0.356 on one-shot evaluation. In

addition, we observe that the evaluation of most attributes demonstrates that

trackers with model update show better performance. Through the above com-

parison and analysis, we argue that although online learning for model update is

not key to performance improvement, it is essential to perform model updates to

achieve robust tracking. We hope that this analysis can inspire future research

for better design of tracking algorithms.

5.6 Chapter Summary

In this chapter, we introduced LaSOT, a high-quality large-scale single-object

tracking benchmark containing 1,550 videos with more than 3.87 million frames.

To our knowledge, LaSOT is by far the largest tracking benchmark, in terms of

precisely annotated frames. By releasing LaSOT, we expect to offer the commu-

nity a dedicated platform to develop deep trackers and evaluate long-term tracking

performance. In addition, we provided additional lingual specification for each se-

quence, aiming to encourage the exploration of lingual features to further improve
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performance. Moreover, for flexible performance evaluation we designed two dif-

ferent experimental settings: the full overlap and one-shot protocols. Extensive

experiments on LaSOT by assessing 48 trackers indicate that there is still signif-

icant room for future improvement.
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CHAPTER 6

CONVOLUTIONAL NEURAL NETWORK FOR

IDENTIFYING DENTAL IMPLANT SYSTEMS

6.1 Introduction

Machine Learning has proven to improve the quality of care in the dental field

using image detection, classification, and segmentation. The arduous work of re-

searchers for several decades has resulted in the evolution of Machine Learning.

One of the classical algorithms in Machine Learning is Convolutional Neural Net-

works (CNN) (LeCun et al., 1998). CNNs are used for analyzing visual images and

image diagnostics. In this study, ten diverse kinds of CNNs were used to identify

dental implant systems via radiographs. Dental implants were introduced in the

1970s, since then several implant designs have been introduced. However, with

the increasing demand for placing dental implants, there has been an increasing

rise in the complications of dental implants (Moraschini et al., 2015; Howe et al.,

2019). Before performing these rescue treatments for the complications which in-

clude screw loosening, implant failure or fabricating a new crown for the implant

there is a need for specific information such as the manufacturer, system, design

and width of implant. The use of dental radiography is the most convenient way

of identifying the implant. Each implant system is unique in respect to the collar,

body, thread design, level and apex of the implant. In this study various parts

of the implant were classified to each implant system and type. Identification of

specific implant systems can be time consuming and problematic for the clinician.

Especially, if there is no information on the implant system. In this study, CNN

was used to identify dental implants placed inside patients.
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Figure 6.1. Pipeline of dental implant classification.

6.2 Related Works

Although, there were some studies on using artificial intelligence on dental

implant classification (Lee et al., 2021; Sukegawa et al., 2020), these studies focused

on the binary classification of fractured dental implants. On the contrary, we used

CNN in the identification of dental implant attributes which could be applied to

other implant systems as well. More specifically, Lee et al. (Lee et al., 2021),

used a simple binary classification to determine whether the implant is fractured

or not. These recent studies did not analyze the attributes of the dental implant

such as the collar, thread design and body design to name a few. Also, a study

by Sukegawa et al. (Sukegawa et al., 2020), focused on classifying eleven implant

product types instead of the attributes. Hence, it is not applicable to utilize the

same algorithm on dental implant products other than the eleven product types.

6.3 Methodology

6.3.1 Problem Formulation

336 digital periapical radiographs of three dental implant companies namely,

BioHorizon, Straumann and Nobel Biocare from the electronic health records were

reviewed from January 2011 to January 2019. The first part of this study was

a retrospective chart study of patients where the radiographs of patients who

had dental implants placed from January 2011 to January 2019 were selected
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and chart records with the code D6010 Implant placement were reviewed. The

specifications of the implant system were verified in the chart notes. This study

was approved by the institutional review board of Temple university with the

protocol number 26053. These images were then transferred to MATLAB software

for analysis. It is a license activated tool for the analysis of the images which is

installed in a password encrypted computer which is protected in a locked room.

Thus it is confirmed that there is no ethic risk of any patient information leaking

and the privacy security measure is maximized. There was a total of 657 dental

implants and each implant image was classified to the following specifications

described in Table 6.1 and Table 6.2. To represent the corresponding market share,

the product of these dental implants was evenly spread within the three dental

implant companies used in this study. There was a total of twenty attributes to

be classified. The details of each attribute and company product are shown in the

Table 6.1 and Table 6.2. All the implant systems have “Yes” for the “Thread”

attribute described in Table 6.1 and Table 6.2, which is a common characteristic

of each dental implant. This also holds evident for the products of companies

other than BioHorizons, Nobel and Straumann. Hence, our analysis here could

be applied to other dental implant systems. In this study, periodical radiographs

of the dental implants were selected, and the dental chart records of each specific

implant were referenced in the notes documented by the clinician at the time of

placement to verify the dental implant system and width. This was done by one

board-certified periodontist and the corresponding region of interest (ROI) for

each dental implant image was cropped. In Figure 6.1, the pipeline of the data

collection is described where the radiographs are cropped and then classified to

each individual implant system based on the corresponding attributes.

6.3.2 Analysis With CNN

loss(Y, Ŷ) =
1

C

(
N∑
i=1

yilog
1

1 + exp(−ŷi)
+ (1− yi)log

exp(−ŷi)
1 + exp(−ŷi)

)
(6.1)
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We train the algorithm to learn the description of each attribute of that specific

dental implant within the ROI by ŷki = f(Ii). In this algorithm, yki is the k-th

attribute among the 20 attributes to be classified of the i-th dental implant while

ŷki being the predicted class by algorithm, and f() is CNN to be trained. Ii

represents the i-th cropped X-ray image of dental implant. Then we use the

multi-label soft margin loss as specified in Equation 6.1 where C is the number of

attributes for dental implants. We incorporated all 79 possible options in the 20

attributes shown in Table 6.1 and Table 6.2. Each of the 79 options is encoded

in binary representation. All cropped images of the dental implants were resized

to 224 × 224 to be the input of the CNN algorithm. The 657 images were split

into 75% of training set and 25% test set. Their pretrained weight is loaded. The

classification head of the network is replaced with a simple linear layer.

6.4 Experiments

6.4.1 Experimental Setup

A GPU of Nvidia 1050Ti and a CPU of Intel Xeon are used. We use Adam

optimization (Kingma and Ba, 2014) with a learning rate at 0.001. There is no

weight decay. And the program is developed with PyTorch (Paszke et al., 2019).

Meanwhile random flipping and rotation are used to augment the data at the

random probability of 50%.

6.4.2 Results

The average accuracy in identification of the dental implants was above 90%

and several networks achieved over 95%. In Table 6.3, majority of the networks got

astounding results on the test set. Several networks succeeded over 95% accuracy.

In this study, we carried out multiple experiments with ten various state-of-the-

art convolution neural network architectures and compared the superiority of each

network. MnasNet (Tan et al., 2019) got only 81.89% accuracy on test set. All the

network architectures used here leveraged their pre-training weight on ImageNet
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(Krizhevsky et al., 2012). Meanwhile, we selected the network with the highest

accuracy, which was ShuffleNet (Ma et al., 2018), its prediction on the test set

was greater than 90% accuracy on test set. This prominent level of accuracy

was achieved for majority of the test attributes. The speed to identify the dental

implants was less than 0.2 seconds

6.5 Chapter Summary

In this chapter, we proposed to use convolutional neural network on a multi-

label classification of the attributes. By leveraging the pre-trained weight, we

achieved over 95% accuracy. However, the performance of MnasNet is less supe-

rior compared to the other tested networks. There are two reasons for this result.

Firstly, MnasNet is searched with a hard latency constraint while MobileNet (San-

dler et al., 2018) was searched with a soft latency constraint. Hence, MnasNet

may trade too much learning ability for latency constraint. Secondly, MnasNet

replaced several 3×3 convolutions with a 5×5 convolution. Hence, a 5×5 convo-

lution may not be able to give enough attention to such small-scale discrepancy.

There were two specific attributes where the results were below average accuracy,

namely the “Thread Type” with 85.98% accuracy followed by the “company and

product type” with 82.93% accuracy. The possible reason could be the incorrect

information provided in electronic health record notes and the lack of description

of the subtype of implant system used. In practice, the clinicians usually rely on

the dental chart records instead of the image to confirm the specific implant type

and at times even the highly experienced clinician can make mistakes in the pre-

diction based solely on the radiographic image. In the future, we can include more

dental implant systems to help identify more diversified products and attributes.

And, to create a simple, fast, and reliable solution in identifying different implant

systems using artificial intelligence with accuracy rather than visual guesswork.

The limitations of this study are that the dental implants which were annotated

by the periodontist were based on patients’ clinical chart notes documented by the

post graduate periodontology and implantology residents. There could be some

human error in the information noted in electronic health records. In this study,
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Table 6.1

Summary of dental implant attributes.

Attributes Category Counts

Interface

External 0

Internal 657

Unique 0

Taper
Non-tapered body 107

Tapered body 550

Thread type

Rounded 0

Square 180

V-shaped 477

Bone tissue
Bone level 621

Tissue level 36

Thread
Yes 657

No 0

Apical chamber
Yes 0

No 657

Open apex
Yes 0

No 657

Round holes at apex
Yes 0

No 657

Oblong holes at apex
Yes 0

No 657

Collar
Yes 657

No 0

we focused on different attributes of the implant. These attributes can be utilized

to different product types in the market which is the strength of our analysis.

With the versatility, speed and accuracy of this analysis it is timesaving for many

clinicians who place and restore dental implants.
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Table 6.2

Summary of dental implant company and product type.

Company Product type Counts

BioHorizons

Tapered pro 2

Tapered plus 0

Tapered internal 0

Tapered 3.0 0

Tapered short 0

Tapered immediate molar 0

Tapered tissue level 0

Legacy implant 178

Straumann

Bone level implants 91

Bone level tapered 45

Standard Straumann 34

Standard Plus 0

Tapered effect 102

Nobel

Active 225

Bioconnection 0

Speedy Groovy 1

conical connection 74

Speedy replace 31

Parallel CC 1

Replace select tapered 1

Nobel Replace select straight 3

Nobel Speedy 0

Nobel Branemark system 0

Nobel Zygoma 0

Nobel Pearl tapered 0
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Table 6.3

Results of using different CNN on dental implant classification.

Network Training Accu-

racy

Test Accuracy

AlexNet (Krizhevsky, 2014) 98.71% 94.35%

VGG (Simonyan and Zisserman, 2014) 98.53% 92.94%

Resnet (He et al., 2016) 98.80% 96.43%

DenseNet (Huang et al., 2017) 99.01% 96.41%

SqueezeNet (Iandola et al., 2016) 97.66% 91.55%

ShuffleNet (Ma et al., 2018) 98.05% 96.85%

MobileNet (Sandler et al., 2018) 97.78% 92.68%

ResNext (Xie et al., 2017) 97.42% 93.90%

Wide Resnet (Zagoruyko et al. 2016) 94.57% 92.01%

MnasNet (Tan et al., 2019) 98.62% 81.89%
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CHAPTER 7

DISSERTATION CONCLUSION

7.1 Summary Of Contributions

In this thesis, I have presented various studies concerning the methodology

and application of GNN. In Graph Contrastive Learning, I have proposed a dy-

namically denoised loss function to rectify the guidance of pseudo-label generated.

In applying GNN, I fill the gap of applying GNN for property discovery of inor-

ganic quantum material incorporating the information conveyed by Hamiltonian

matrix. And as there are more applications of using GNN for MOT, I boost the

study on MOT by proposing GMOT-40, which is a generic MOT framework with

no requirement of tracking targets’ prior information. Similarly, the SOT algo-

rithms, including those approaches using GNN, are limited by the lack of large,

high-quality SOT benchmarks. Hence I propose a high-quality Large-scale Single

Object Tracking benchmark that is densely annotated and contains a great vari-

ety of object classes, thus significantly pushing forward the development of SOT

algorithms. Lastly, I propose to use CNN to solve the problem of identification of

dental implants, which is quite hard for human experts and gets an outstanding

accuracy, thus addressing the problem.

7.2 Future Works

7.2.1 Graph Contrastive Learning For Physics Material

The high cost of computation and experimentation in physics to discover mate-

rials has long been an important issue. Although the use of traditional supervised

learning methods for property prediction can significantly accelerate the process

during testing, it also requires a great number of expensive groundtruth labels

during training. Hence it is quite appropriate to use contrastive learning with
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self-supervised signals in guiding the training of the model. On the other hand,

many components in a material have strong interaction, such as the Hamiltonian

matrix, which is essential in determining its property. Thus it is appropriate to

use Graph Neural Network to incorporate the strong interactions inside material

while discovering its characteristics. Based on both reasons, it is a promising

topic to apply Graph Contrastive Learning. In the Graph Contrastive Learn-

ing community, there is not only node-level contrastive learning concerning the

node classification problem but also graph-level contrastive learning to improve

the performance of the model on graph classification. One of the popular graph-

level contrastive learning is the GraphCL (You et al., 2020). They perturb the

graph by randomly dropping and adding edges and nodes, then maximize the

agreement between pairs of graph-level representations generated from the same

original graph data. In such a way, they use very few or even no labels to get

informative graph representation, and their method performs outstandingly on

several biochemical datasets. But they fail to include a result on an inorganic

material dataset. Inorganic material, unlike organic material, has strong interac-

tion between electrons and often preserves a symmetric quantum structure, thus

deserves special attention and should be studied in the future.

7.2.2 Graph Contrastive Learning For GMOT

In the proposed benchmark and protocols of Generic MOT, there are few labels

to train for the unseen category of tracking targets. Thus it would be appropriate

to leverage the contrastive learning framework in such a scenario. Although there

have been studies on using contrastive learning for MOT (Pang et al., 2021) on

selecting positive and negative pairs of region proposals for similarity learning from

consecutive frames, there is no application of using Graph Contrastive Learning

on MOT even though it would be appropriate to construct the graph based on

the temporal and spatial relations of the region proposals across the frames. I

here propose to construct the graph by using the region proposals as nodes and

the threshold of IOU between adjacent frames as the edges. Then in the GMOT

framework, we can train the GNN in a contrastive way on both the known class
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in the training set and the unseen category in the test set to get informative node

representations. Then we finetune the GNN with the label from the training set

and finally predict on the test set. With such an approach, Graph Contrastive

Learning can be leveraged efficiently and naturally on the GMOT problem for the

unknown class where few or no label is given.
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