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ABSTRACT

Personal healthcare has become an emerging research trend in the past few years

due to the shortage of public healthcare resources. Smart mobile devices have the

potential to enhance healthcare services for both patients and healthcare providers.

Human-computer interaction (HCI) is key to realizing a useful and usable connection

between the users and these smart healthcare technologies. Meanwhile, it is important

to protect sensitive and private personal healthcare data on mobile devices. Moreover,

deep learning (DL) technologies bring unique opportunties and challenges to create

more robust and smarter models directly on resource-constrained mobile devices that

are tailored specifically for personal healthcare applications.

Recently, advanced sensing and DL technologies have created many opportunities

to enable HCI on mobile devices and facilitate personal healthcare. We extensively

explore a broad range of sensing modalities on the state-of-the-art wrist-worn wear-

able device to enable HCI. We propose a PPG-based gesture recognition system to

recognize finger-level gestures using commodity wearables. Unlike existing hand ges-

tures recognition methods, this novel approach enables robust fine-grained human-

computer interactions (e.g., sign-language interpretation and virtual reality) using

low-cost sensors in commercial wearable devices. We further explore the feasibility of

using both PPG and motion sensors in wearables to improve the sign language gesture

recognition accuracy when there are limited body movements. We develop a gradient

boost tree (GBT) model and a deep neural network-based model (i.e., ResNet) for

classification. The transfer learning technique is applied to the ResNet-based model

to reduce the training effort. We develop a prototype using low-cost PPG and motions

sensors and conduct extensive experiments in the static and body-motion scenarios.

Results demonstrate that our system can differentiate nine finger-level gestures from
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the American Sign Language with an average recognition accuracy of over 98%.

As most health-related information is private, developing practical and effective

security mechanisms for protecting personal information and inference models in mo-

bile devices is also highly demanded. We investigate the existing traditional user

authentication approaches on mobile devices and their vulnerabilities. To solve them,

we develop a continuous user authentication system that exploits users’ pulsatile sig-

nals from commercial wearable devices’ PPG sensors. This system does not require

active user participation and is feasible in practical scenarios with non-clinical PPG

measurements and human motion artifacts. We explore the uniqueness of the human

cardiac system and develop adaptive MA filtering methods to mitigate the impacts of

transient and continuous activities from daily life. Furthermore, we identify general

fiducial features and develop an adaptive classifier that can authenticate users con-

tinuously based on their cardiac characteristics with little additional training effort.

Experiments with our wrist-worn PPG sensing platform under practical scenarios

demonstrate that our system can achieve a high CA accuracy of over 90% and a low

false detection rate of 4% in detecting random attacks. We show that our MA miti-

gation approaches can improve the CA accuracy by around 39% under both transient

and continuous daily activity scenarios. Toward this end, we also propose a continu-

ous user verification system, which re-uses the widely deployed WiFi infrastructure to

capture the unique physiological characteristics rooted in user’s respiratory motions.

A deep learning based user verification scheme is developed to identify legitimate

users accurately and detect the existence of spoofing attacks. Extensive experiments

involving 20 participants demonstrate that the proposed system can robustly ver-

ify/identify users and detect spoofers under various types of attacks.

With the fast advances of DL algorithms and sustained emergence of powerful mo-

bile hardware, bringing deep-learning-empowered smart personal healthcare systems

directly on the resource-constrained mobile device attracts a lot of attention. We
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conduct a comprehensive survey of deep learning optimization techniques on mobile

devices. Particularly, we propose a DL model optimization pipeline to bring DL-

empowered smart systems to mobile devices. We also point out the current trend and

potential direction of research on DL optimization for various mobile applications and

resource-constrained mobile devices. In addition, we propose a neuron bonds prun-

ing to effectively reduce the convolution computations and size of weights in CNNs,

which could significantly reduce the pruning iterations by only performing a one-shot

pruning when the total number of unimportant parameters reaches the compress ra-

tio. It also reduces the computational cost of powerful DNNs so that they can run

on low-end mobile devices.
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CHAPTER 1

INTRODUCTION

1.1 Motivation

Personal healthcare has become an emerging research trend in the past few years

due to the shortage of public healthcare resources. Smart mobile devices have the

potential to enhance healthcare services for both patients and healthcare providers.

Human-computer interaction (HCI) is key to realizing a useful and usable connec-

tion between the users and these smart healthcare technologies. Recently, advanced

sensing and DL technologies have created many opportunities to enable HCI on mo-

bile devices and facilitate personal healthcare. Especially, the popularity of wrist-

worn wearable devices has a sharp increase since 2015, an estimation of 260 million

wrist-worn wearable devices will be shipped worldwide in 2023 [132]. Such increas-

ing popularity of wrist-worn wearables creates a unique opportunity of using various

sensing modalities in wearables for pervasive hand or finger gesture recognition. Hand

and finger gestures usually have diverse combinations, which present rich information

that can facilitate many complicated human computer interaction (HCI) applica-

tions to facilitate personal healthcare. For example, wearable controls, virtual reality

(VR)/augmented reality (AR), and automatic sign language translation.

Meanwhile, as most health-related information is private, one of the major con-

cerns is once the mobile device is in the adversary’s hand, the risk of unauthorized

access to the sensitive personal information increases exponentially. This also im-

plies the loss of governance over many of the applications used to transmit medical

information and business. Therefore, developing practical and effective security mech-
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anisms for protecting personal information and inference models in mobile devices is

also highly demanded. Traditional user authentication methods rely on users’ in-

puts, such as passwords and graphic patterns. However, these methods are known

to be vulnerable to many attacks [26, 143]. Recently, multi-factor authentication

(MFA) [31, 209] has been proposed to mitigate these threats by verifying two or more

confidential information from independent sources. While many applications have

adopted either one-factor or MFA, both of these two approaches use a one-time login

process, which is not secure enough to authenticate users in the duration of certain

applications. This is especially critical for a security-sensitive application such as

personal healthcare, in which an adversary could obtain unauthorized privileges af-

ter a user’s initial login. Therefore, a practical continuous user authentication (CA)

solution that can periodically verify a user’s identity without interruptions of the

application usage is highly in demand [12].

Moreover, deep learning (DL) technologies bring unique opportunities and chal-

lenges to create more robust and smarter models directly on resource-constrained mo-

bile devices that are tailored specifically for personal healthcare applications. Recent

developments of deep learning (DL) have already made huge leaps in various mo-

bile applications, such as image recognition [103, 104, 149, 263, 285, 307, 309], speech

recognition [10, 105, 148, 188], human activity recognition [17, 57, 173, 194, 272, 319],

etc. In general, DL could provide much higher inference accuracy than traditional

machine-learning methods. However, DL usually involves complicated neural network

models and possibly millions of parameters that require high computational power

and large memories, which are not available on mobile devices. As a result, many

mobile applications choose to use cloud computing technology to offload all or partial

computational tasks of DL from resource-constraint mobile devices. While the cloud-

based approaches are common and have initial success in many applications, people

have privacy concerns because sensitive data need to be uploaded to cloud servers. Be-
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sides, the latency of cloud-based approaches is highly affected by network conditions

and the interfaces (e.g., LTE, WiFi, etc.) [113]. In addition, due to high maintenance

costs, cloud computing services are primarily provided by a limited number of large

companies that have the resources to support large systems [140]. Therefore, cloud-

based approaches can no longer satisfy the emerging artificial intelligent (AI) and

smart mobile applications including personal healthcare, new technologies aiming at

enabling DL on resource-constrained mobile hardware are much in demanded.

1.2 HCI for Personal Healthcare

Recently, widely equipped photoplethysmography (PPG) sensors in the commod-

ity wearable devices (e.g., smartwatch and fitness tracker) present their great poten-

tial to facilitate HCI applications for personal healthcare. A few PPG-based gesture

recognition work [33, 37] have been proposed, but they mainly focus on recognizing

whole-body human activities such as standing, walking, jogging, jumping, and sit-

ting. However, whether the PPG sensor can be used for recognizing the fine-grained

finger-level gestures to enable more fine-grained HCI for personal healthcare (e.g.,

sign-language interpretation and virtual reality) is still unknown. Since PPG sensors

in commodity wearable devices are specifically designed for monitoring pulse rate, and

the blood flow changes associated with the finger-level gestures have a much shorter

duration and do not have repetitive patterns. Thus, it is challenging to detect and

discriminate the unique PPG patterns of different finger-level movements by re-using

the low-cost PPG sensors in commodity wearable devices. Moreover, PPG readings

corresponding to the gestures are treated as target signals that our system wants to

identify and examine, so the PPG readings resulting from pulses are considered to be

noise. Such noise always exists and sometimes has intensity comparable to that of the

signals caused by finger-level gestures. Therefore, it is challenging to separate rele-

vant, useful signals from the complicated noise caused by pulses. Given the fact that
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commodity wearable devices usually have a limited number of PPG sensors that are

placed very close to each other. Such layout limits the coverage of the PPG sensors

on the wrist and the diversity of sensor readings, which could significantly impact the

performance of gesture recognition. In addition, motion sensors in wearables can ben-

efit the gesture recognition performance when there is no significant body movement.

Thus, we can explore both PPG and motion sensor readings in various domains to

achieve reliable finger-level gesture recognition. Training efforts can reflect the ease

of use of the system. Long-time and tedious training procedures can significantly

impact the user experience. It is essential to take this into consideration and adopts

an advanced machine-learning approach to provide robust and accurate finger-level

gesture recognition with the requirement of just a few training data from users, which

is critical to real-use scenarios.

1.3 Cyber Security for Personal Healthcare

Meanwhile, physiological biometrics (e.g., cardiovascular and respiratory) have

the potential to enable CA due to their ever-presence and uniqueness among people.

Researchers find that the PPG sensor can also provide unique cardiac biometric infor-

mation for user authentication [36, 125, 126, 243] to protect private information such

personal healthcare data. However, these systems only focus on clinical scenarios,

under which strong and stable PPG measurements are collected from the fingertips

of static subjects. It is unknown whether PPG sensors on the commodity wearable

devices can be used for CA to protect the sensitive personal health data. Since the

low-cost PPG sensors in commodity wearable devices collect data from users’ wrists

at lower sampling rates with more noise and lower resolution, this can result in ac-

curacy reduction in user authentication. Moreover, it is well-known that the PPG

sensors in the wrist-worn wearable device are particularly susceptible to daily physi-

cal activities. Daily activities involving different movements can generate a variety of
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motion artifacts (MAs). Therefore, it is critical to explore the characteristics of vari-

ous MAs from the PPG measurements and develop technologies to adaptively reduce

such impacts for robust CA. In addition, the PPG measurements from the wrist area

are unstable and weak, leading to fewer detectable fiducial features to distinguish

among people. Thus, we need to find general effective features for CA. In addition,

the typical system-drifts in PPG sensors which could significantly impact the CA

performance. It is important to study these drifts and adaptively accommodate the

resulting PPG variations during a long time period.

Moreover, respiratory biometic also has shown its potential for CA. Existing stud-

ies [43, 224] have shown that people’s respiratory motions generate unique biomet-

ric information in terms of breathing rhythms, breathing sound, and corresponding

thoracoabdominal motions. Thus, it is possible to exploit respiratory motions to dis-

tinguish individuals without requiring any extra human effort since people breathe

all the time without conscious volition [75]. A few existing studies (e.g., [157, 280])

have shown the success of using channel state information (CSI) of existing WiFi

signals to continuously track the user’s breathing rate. Compared to the RSS-based

approaches, the fine-grained CSI provides both amplitude and phase information of

multiple OFDM subcarriers that respectively experience distinct multipath and shad-

owing effects, which can derive more accurate and respiratory patterns. Currently,

it is unknown whether highly sensitive CSI can further capture the unique biometric

information carried by the respiratory motions for CA. Since WiFi signal is very sus-

ceptible to interferences and noises in real-world wireless environments, it is critical

to mitigate environmental impacts for robust CA. Further more, how to accurately

detect various kinds of attacks to the CA systems and effectively deal with them still

lack exploration.
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1.4 Smart Healthcare Using On-device AI

In addition, many research work has been conducted to develop DL-based ap-

proaches that are optimized for mobile devices. However, a comprehensive study of

the technologies that could enable DL on various mobile hardware is still missing. We

have seen many application domains adopt various DL models [10, 17, 57, 103, 104,

105, 148, 149, 173, 188, 194, 263, 272, 285, 307, 309, 319] on server or desktop, how-

ever, there are no general models designed specifically for different domains on mobile

devices. As the first step toward enabling DL on mobile devices, the current mobile

computing domain needs the capability to select and design DL models suitable for

various mobile devices and applications. While many researchers have been work-

ing on DL optimization in recent years, most of them focus on reducing the model

size on a desktop or server that usually have sufficient hardware resources to run

various compressed models smoothly. Differently, due to various hardware resource

limitations [116, 117, 133, 274] on a range of mobile devices, deploying DL models on

mobile devices need to consider more aspects (e.g., storage space, inferencing speed,

power consumption, and real-time memory usage). No single optimization approach

(e.g., weight pruning [205]) can easily meet the requirements for all those aspects.

It is critical to find an optimization pipeline that adaptively adopt various exiting

optimization approaches for DL deployment on mobile devices considering different

application domains. In additon, current off-the-shelf mobile devices usually have

integrated various processors that are designed for different purposes, such as CPU,

GPU, and DSP. While incorporating dedicated hardware for DL acceleration depends

largely on hardware manufacture, it is more practical to have software accelerators

on mobile devices to take full advantage of available hardware resources by using

hardware and software co-design.
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1.5 Contributions

HCI for Personal Healthcare

Chap 2

Cyber Security for Personal Healthcare

Chap 3, 4

Smart healthcare Using On-device AI 

Chap 5

Secure Personal Healthcare

Figure 1.1: Research Overview

Figure 1.1 shows an overview of my research during my PHD study. In this thesis,

we mainly include my research on three topics: HCI for personal healthcare, cyber

security for personal healthcare, and smart healthcare using On-device AI.

For HCI for personal healthcare, we demonstrate that PPG sensors in com-

modity wristworn wearable devices can be utilized to recognize fine-grained finger-

level gestures. We exploit various types of features extracted from the unique gesture-

related PPG patterns in different signal spaces. We reveal the limitation of using mo-

tion sensors for finger-level gesture recognition and show that motion sensors could be

used as a complementary sensing modality to improve the gesture recognition accu-

racy. We develop the machine-learning approaches by leveraging the unique gesture-

related PPG patterns captured by wearables on the wrist. Especially, transfer learning

has been explored to significantly reduce the training efforts. Our prototype study

using two commodity PPG sensors can differentiate nine finger-level gestures from

American Sign Language with an average recognition accuracy over 88%, suggesting

that our PPG-based finger-level gesture recognition system is promising to be one
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of the most critical components in sign language translation using wearables. As a

comparison, we also investigate the limitation of only using motion sensors attached

to the wrist area for finger-level gesture recognition. We show that the performance

of the finger-level gesture recognition can have a significant improvement (i.e., around

10%) by combining the PPG and motion sensors.

For cyber security for personal healthcare, we develop the first low-cost CA

system that can authenticate users by using unique cardiac biometrics extracted from

PPG sensors in wrist-worn wearable devices. Our system can be easily deployed in

any PPG-enabled wearable device. We extensively study the characteristics of MAs

under various practical scenarios and develop an MA detection method that can ef-

fectively identify different categories of MAs with various durations and intensities.

A robust transient MA mitigation/removal mechanism and a continuous MA miti-

gation pipeline are proposed to eliminate the impacts from the transient MAs and

continuous MAs, respectively. We identify general fiducial features that can cap-

ture the uniqueness of users’ cardiac patterns to build an adaptive gradient boosting

tree (GBT)-based classifier that is not susceptible to PPG signal drifts and various

practical attacks during when authenticating users. We build a prototype of True-

Heart using both commodity PPG sensors and smartwatches. Experimental results

demonstrate that our work can achieve a high average CA accuracy of over 90% while

maintaining a low false detection rate of 4% when detecting random attacks.

Besides that, we also develop the first user verification system that is based on

human natural breathing motions without requiring user’s active participation of

providing specific respiratory gestures. Our system can be easily integrated into any

WiFi-enabled devices (e.g., laptops, smartphones, and smart appliances) to perform

contactless and continuous user verification by integrating the morphologic-based fea-

tures and fuzzy-wavelet-packet-based features together to model the unique respira-

tory biometrics. Our system detects the existence of a spoofing attack by developing
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a spoofing detection mechanism and further perform user identification by using the

distinct biometric information rooted in respiratory motions based on deep-learning

techniques. Our system is evaluated through extensive experiments involving 20

subjects with different setups of WiFi devices and attack models. The results demon-

strate that our system can achieve over 95% verification/authentication success rate

and robustly detect spoofing attacks with over 92% accuracy and less than 5% false

positive rate.

For smart healthcare using on-device AI, we extensively studies the state-

of-the-art literature that focuses on DL optimization for mobile applications and de-

vices. We summarize DL-based approaches in different mobile applications in terms

of evaluation platforms, adopted models, and optimization methods. In addition, we

present the challenges of applying DL on mobile devices and introduce an optimization

pipeline for guiding the optimization of DL targeting mobile devices and applications.

Specifically, we divide the optimization pipeline into two parts (i.e., model-oriented

and non-model-oriented) which cover typical optimization approaches with respect

to both hardware and software. Moreover, we summarize software and libraries used

in DL in terms of software and hardware optimization support, which could help us

choose appropriate software and hardware combinations for their application devel-

opment. We also point out the current trend and potential direction of research on

the DL optimization for various mobile applications and resource-constrained mobile

devices.

We also propose a new sparsity dimension measurement of CNN, namely neuron

bond. Based on neuron bond, we develop the first pruning mechanism that can

significantly reduce computational cost (i.e., FLOPs) while maintaining a high model

compression rate and inference accuracy. We design an influence factor to analyze the

importance of a particular network parameter in a fine-grained way so that we could

achieve precise pruning with fewer retraining iterations. The fewer retaining iterations
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would effectively save time and computational cost in running a large and powerful

pruned models on the mobile devices. We demonstrate that our pruning mechanism

could significantly reduce the FLOPs and achieve comparable compression ratio and

inference accuracy on small and simple dataset (i.e., MNIST), small but more complex

dataset (i.e., CIFAR-10), and larger and complex dataset (i.e., ImageNet) for the four

widely used DNNs - early models (i.e., LeNet-5), deeper and larger models (i.e., VGG-

16), dense models (i.e., ResNet ), and lightweight models (i.e., MobileNet V1/V2).

1.6 Chapter Overview

In the following, the dissertation mainly includes three topics: HCI for personal

healthcare, cyber security for personal healthcare, and smart healthcare using On-

device AI. Chapter 2 makes a novel proposition to recognize the fine-grained finger-

level gestures such as sign language using low-cost PPG sensors in wearables. In

particular, we develop a fine-grained data segmentation method and study the unique

PPG features resulted from finger-level gestures in different signal domains and devise

a system that can effectively recognize finger-level gestures. Chapter 3 proposes a

low-cost PPG-based continuous user authentication (CA) system using the wristworn

wearable devices. We determine the representative and general fiducial feature sets

and develop an effective motion artifact (MA) detection method. In addition, MA

classification and the adaptive MA filtering approaches are designed. To ensure the

long-term robustness, we develop an adaptive user authentication method. Chapter

4 proposes a continuous user verification system, which re-uses the widely deployed

WiFi infrastructure to capture the unique physiological characteristics rooted in user’s

respiratory motions. We derive the user-specific respiratory features based on the

waveform morphology analysis and fuzzy wavelet transformation of the respiration

signals. Additionally, a deep learning based user verification scheme is developed

to identify legitimate users accurately and detect the existence of spoofing attacks.
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Finally, Chapter 5 provides a comprehensive review of the recent advancements of DL

on mobile devices. The challenges of bringing DL on mobile devices are discussed,

and a thorough DL optimization pipeline is introduced. Furthermore, the potential

research opportunities of DL on mobile devices are also discussed with respect to

database and model, inference time, power consumption, as well as hardware design,

and optimization for tradeoff on different hardware. At the end, a novel global mixture

pruning mechanism is introduced, which aims to reduce the computational cost of

CNNs during the inference and retraining phase while maintaining a high weight

compression ratio and model accuracy.
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CHAPTER 2

TOWARDS LOW-COST SIGN LANGUAGE

GESTURE RECOGNITION LEVERAGING

WEARABLES

Fine-grained finger-level gesture recognition can enable many useful HCI appli-

cations such as automatic sign language translation to facilitate personal healthcare.

Different from traditional gestures, sign language gestures involve a lot of finger-level

gestures without wrist or arm movements. They are hard to detect using existing

motion sensors-based approaches. We introduce the first low-cost sign language ges-

ture recognition system that can differentiate fine-grained finger movements using

the Photoplethysmography (PPG) and motion sensors in commodity wearables. By

leveraging the motion artifacts in PPG, our system can accurately recognize sign

language gestures when there are large body movements, which cannot be handled

by the traditional motion sensor-based approaches. We further explore the feasibility

of using both PPG and motion sensors in wearables to improve the sign language

gesture recognition accuracy when there are limited body movements. We develop a

gradient boost tree (GBT) model and deep neural network-based model (i.e., ResNet)

for classification. The transfer learning technique is applied to ResNet-based model to

reduce the training effort. We develop a prototype using low-cost PPG and motions

sensors and conduct extensive experiments and collect over 7000 gestures from 10

adults in the static and body-motion scenarios. Results demonstrate that our system

can differentiate nine finger-level gestures from the American Sign Language with an
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Figure 2.1: Illustration of the automatic sign language translation using wearables in
daily communications.

average recognition accuracy over 98%.

2.1 Introduction

The popularity of wrist-worn wearable devices has a sharp increase since 2015,

an estimation of 101.4 million wrist-worn wearable devices will be shipped worldwide

in 2019 [132]. Such increasing popularity of wrist-worn wearables creates a unique

opportunity of using various sensing modalities in wearables for pervasive hand or

finger gesture recognition. Hand and finger gestures usually have diverse combina-

tions, which present rich information that can facilitate many complicated human

computer interaction (HCI) applications. For example, wearable controls, virtual

reality (VR)/augmented reality (AR), and automatic sign language translation. Tak-

ing the automatic sign language translation as an example illustrated in Figure 2.1,

a wrist-worn wearable device (e.g., a smartwatch or a wristband) could leverage its
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sensors to realize and convert sign language into audio and text and back again, which

will greatly help people who are deaf or have difficulty hearing to communicate with

those who do not know the sign language. Recently, Er-Rady et al. [71] provide a

review of the existing immature automatic sign language translation methods, which

motivates us to develop a robust finger-level gesture recognition system to help solve

the problem.

Existing solutions of gesture recognition mainly rely on cameras [150, 181, 234]

microphones [178, 203], radio frequency (RF) [23, 219, 259] or special body sensors

(e.g., Electromyography (SEMG) [166], Electrical Impedance Tomography (EIT) sen-

sor [325], and electrocardiogram (ECG) sensor [323]). The approaches using cameras

face occlusion and privacy issues. Microphones are vulnerable to ambient acoustic

noises. The RF-based approaches are usually known to be device-free, but they are

very sensitive to indoor multipath effects or RF interference. Using special body sen-

sors for gesture recognition is more robust to environmental noises but requires extra

cost and manpower of installation. Recently, motion sensors in wearables present

their great potential in hand and finger gesture recognition on the wrist [279, 303],

but motion sensors are sensitive to body motions, which makes them difficult to iden-

tify fine-grained finger-level gestures, such as sign language gestures. Recently, a few

PPG-based gesture recognition work [33, 37] have been proposed, but they mainly

focus on recognizing whole-body human activities such as standing, walking, jogging,

jumping, and sitting. However, whether the PPG sensor can be used for recognizing

the finger-level gestures is still unknown.

In this work, we are the first to demonstrate that low-cost PPG with the appro-

priately auxiliary help of the motion sensors in wearable devices could be exploited to

accurately recognize sign language gestures, which are much more challenging than

traditional gesture recognition due to involving subtle finger-level gestures. We study

the unique PPG and motion sensor features resulted from finger-level gestures, and
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carefully devise a system that can effectively detect, segment, extract, and classify

the sign language gestures based on the PPG measurements together with motion

sensor measurements. The basic idea of our system is examining the blood flow

changes resulted from finger-level gestures based on the PPG measurements, which

are collected by low-cost PPG sensors available in wrist-worn wearable devices. As a

comparison, we also investigate the limitation of only using motion sensors attached

to the wrist area for finger-level gesture recognition. We show that the performance

of the finger-level gesture recognition can have a significant improvement (i.e., around

10%) by combining the PPG and motion sensors.

The advantages of our approach are two-fold. First, our system could be easily

applied to billions of existing wrist-worn wearable devices without extra cost, enabling

every wrist-worn wearable device to recognize fine-grained gestures on users’ fingers

(e.g., sign language). Second, our system only relies on wrist-worn PPG and motion

sensors, which directly obtain gesture related features without the impact of environ-

mental changes (e.g., ambient light, sound, RF) and moderate body movements (e.g.,

walking, turning body, slow arm movements). Thus, it is more robust in practical

scenarios. The main contributions of our work are summarized as follows:

• We demonstrate that PPG sensors in commodity wrist-worn wearable devices can

be utilized to recognize fine-grained finger-level gestures. We develop the machine-

learning approaches (i.e., GBT and ResNet) by leveraging the unique gesture-

related PPG patterns captured by wearables on the wrist. Especially, transfer

learning has been explored to significantly reduce the training efforts. We fur-

ther show that motion sensors could be used as a complementary sensing modality

to improve the gesture recognition accuracy. To our best knowledge, this is the

first work recognizing finger-level gestures using commodity PPG sensors that are

readily available in wrist-worn wearable devices.

• We explore the physical meaning and characteristics of PPG measurements col-
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lected from the PPG sensor on the wrist and develop a novel data extraction

method that can precisely separate the PPG measurements caused by subtle finger

movements from the continuous background noise caused by human pulses.

• We show that it is possible to accurately identify complicated finger-level gestures

with minute differences (e.g., sign language gestures) by exploiting various types of

features extracted from the unique gesture-related PPG patterns in different signal

spaces (e.g., dynamic time warping, wavelet transform, Fourier transform).

• We reveal the limitation of using motion sensors for finger-level gesture recognition.

We further develop a system that can adaptively integrate PPG and motion sensor

data for finger-level gesture recognition based on different levels of body movements.

• We conduct experiments with 10 participants wearing our prototype consisting of

two off-the-shelf PPG sensors, a motion sensor, and an Arduino board. We show

that our system can achieve over 88% average accuracy of identifying 9 finger-

level gestures from American Sign Language using only PPG sensor. In ideal

scenarios without involving body movements, the average accuracy of our system

could achieve 98% by integrating both PPG and motion sensor data. This suggests

that our PPG-based finger-level gesture recognition system is promising to be one

of the most critical components in sign language translation using wearables.

2.2 Related Work

In general, current techniques for gesture recognition can be broadly categorized

into four categories (i.e., vision-based, RF-based, acoustic-based and body sensor

based) as follows:

Vision Based. There are quite a few vision-based approaches have been de-

veloped to recognize hand/body gestures with the help of cameras. For example,

Microsoft Kinect [234, 278] adopts the depth-sensor to measure the movements of
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the hand while performing hand gestures. LiSense [150] uses photodiodes on the

floor to capture visible light changes and construct the user’s 3D skeleton for gesture

recognition. However, these approaches are sensitive to ambient light, and their ac-

curacies are affected by the distance between the camera and the user’s body. Leap

motion [181, 182] utilizes the infrared LED cameras to capture the video of the hand,

which can be translated into 3D points for gesture recognition without visible light.

However, it still requires the user to use an additional device and line of sight to the

user’s gestures.

RF Based. RF-based approaches have become increasingly important due to

the prevalent wireless environments and their device-free nature. Received signal

strength indicator (RSSI) of WiFi has been utilized for gesture recognition since

2013. Wisee [219] builds the wireless prototype utilizing the Universal Software Radio

Peripheral (USRP) and adopts the Doppler shifts of the wireless signals to achieve

fine-grained gesture recognition. Wigest [6] uses WiFi RSSI’s to detect human hand

motions around a user device. Recently, channel state information (CSI) of WiFi

has been widely studied for gesture recognition. WiDraw [259] harnesses the arriving

angles of the WiFi signals received by the mobile device to track the user’s hand

trajectory. WiFinger [264] detects and identifies subtle movements of finger gestures

by examining the unique patterns exhibited in CSI. However, these approaches either

require dedicated and costly devices such as Universal Software Radio Peripheral

(USRP) or can be easily affected by environmental changes such as people walking

by.

Acoustic Based. Because most mobile devices have a strong capability of pro-

cessing acoustic signals in nowadays, acoustic signals have been considered as an

emerging sensing modality for gesture recognition. CAT [178] adopts a distributed

Frequency Modulated Continuous Waveform (FMCW) that can accurately estimate

the absolute distance between a transmitter and a receiver to continuously track ges-
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tures. Wang et al. [288] use the speakers and microphones of the mobile devices

to perform the device-free tracking of a hand/finger based on the phase changes of

the received acoustic signals. FingerIO [203] tracks the finger’s dynamics by trans-

forming the device into an active sonar system, which transmits inaudible Orthog-

onal Frequency Division Multiplexing (OFDM) signals and tracks the echoes of the

finger using microphones. However, these approaches need to occupy the device’s

speaker/microphone or external audio hardware (e.g., nearby speakers), which is not

always available in many real-world scenarios.

Body Sensor Based. In addition, several customized wrist-worn sensing plat-

forms are designed to capture the hand gesture. For example, Zhang et al. [323]

proposes a framework utilizing the EMG sensor and accelerometer worn on the fore-

arm to recognize Chinese sign language (CSL) gestures. Lu et al. [166] design a

prototype utilizing the Surface Electromyography (SEMG) signals to control a mo-

bile phone using predefined gestures. Zhang et al. [325] specially design a prototype

that uses the Electrical Impedance Tomography (EIT) sensor equipped on either the

wrist area or forearm area to recognize hand-level and finger-level gestures. How-

ever, these solutions need extra hardware support, and they are not compatible with

existing mobile/wearable devices.

Another body of related work is using motion sensors in wrist-worn wearables to

achieve hand and finger gesture recognition. For example, Xu et al. [303] leverage the

accelerometer and gyroscope data from a wrist-worn device for recognizing arm-level,

hand-level, and finger-level gestures. Wang et al. [279] examine the motion sensor

data from a smartwatch to track the wrist micro-motions and infer what the user is

typing on a regular keyboard. Wen et al. [296] design Serendipity that can distinguish

five fine-motor gestures (e.g., pinching, tapping and rubbing fingers gestures) using

the motion sensors in smartwatches. Gupta et al. [89] develop a method that can

continuously recognize hand gestures using the motion sensors in a smart device
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despite the minor vibration from the user’s hand. All these solutions only use motion

sensors for gesture recognition. Therefore, they are sensitive to large body movements

including forearm or body motions and cannot identify the fine-grained finger-level

gestures, such as the sign language gestures with the existence of unexpected motion

noises (e.g., body or arm movements).

PPG-based. Some works use the PPG signal to recognize human activities. For

example, ActiPPG [37] can predict five types of human activities (i.e., standing, walk-

ing, jogging, jumping, and sitting) using raw PPG measurements. Biagetti et al. [33]

also propose a real-time system for human activity recognition by using accelerometer

and photoplethysmography (PPG) data. While these works show that PPG could be

used for recognizing large body movements, whether it could be used to differentiate

fine-grained finger-level gesture is unknown.

Different from previous work, we propose to innovatively use the photoplethys-

mogram (PPG) sensor, which is originally used for heart rate detection in most of

the commodity wearable devices (e.g., smartwatch and wristband), to perform fine-

grained finger-level gesture recognition and detection. To the best of our knowledge,

it is the first wrist-worn PPG sensor based gesture recognition system. With the

proposed scheme, we envision that most wearable device manufacturers would open

the interface of PPG raw readings to developers soon.

2.3 Preliminaries & Feasibility Study

In this section, we discuss the preliminaries, design intuitions and feasibility stud-

ies of using PPG sensors in the wearable device for sign language gesture recognition.
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Figure 2.2: Illustration of the finger movement related muscles in the anatomy of a
human forearm.

2.3.1 Intuition of Finger-level Gesture Recognition Using PPG and Mo-

tion Sensors

2.3.1.1 Using PPG for Finger-level Gesture Recognition

During the past few years, more and more commodity wrist-worn wearables (e.g.,

smartwatches and activity trackers) are equipped with PPG sensors on their back.

These wrist-worn PPG sensors are mainly designed to measure and record the user’s

heart rate. Specifically, a typical PPG sensor consists of a couple of LEDs and a pho-

todiode/photodetector (PD), which detects the light reflected from the wrist tissue.

The principle of PPG is the detection of blood volume changes in the microvascular

bed of tissue. When light travels through biological tissue, different substances (e.g.,

skin, blood and blood vessel, tendon, and bone) have the different absorptivities of

light. Usually, blood absorbs more light than the surrounding tissue. Therefore, by

utilizing a PD to capture the intensity changes of the light reflected from the tissue,

the wearable device can derive the blood flow changes in the wrist-area tissue and

calculate the pulse rate or even blood pressure [14].

The current use of PPG in wearables is limited to heart rate, pulse oximetry, and

blood pressure monitoring. Such applications only focus on examining regular blood
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flow changing patterns in the radial artery and the ulnar artery and consider mechan-

ical movement artifacts as noise [262]. In this work, we put forward an innovative

idea of using readily available PPG in wearables for finger-level gesture recognition.

We show that hand gestures, especially finger gestures (i.e., flexion, extension, ab-

duction, and adduction), result in significant motion artifacts to PPG. The reason

behind this is that the two major muscles controlling hand gestures [119], namely

flexor digitorum superficialis and flexor hallucis longus, are right beside the radial

artery and the ulnar artery as illustrated in Figure 2.2. Any hand or finger ges-

tures would involve a series of complicated muscle and tendon movements that may

compress the arterial geometry with different degrees. Since the blood absorbs most

green lights, the changes of the light reflected from the wrist area present varying

degrees of disturbances of the blood flow regarding the shapes and durations of PPG

waveforms. Different from the existing work, we use the PPG data including not only

motion artifacts, but also cardiac signals for the finger-level gesture recognition. We

find that the finger-level gestures that we focus on have a similar spectrum as human

cardiac movements. Therefore, filtering out cardiac signals would also remove subtle

motion-related information in PPG measurements, which contain the distinct char-

acteristics for differentiating finger-level gestures. In particular, the frequency-based

filtering method in [37] removes the cardiac portion (0.5 ∼ 4 Hz), respiratory activity

(0.2 ∼ 0.35 Hz) from the PPG measurements for recognizing the human activities

such as walking (around 0.1 Hz). In our work, the finger-level gestures have the spec-

trum (0.5 ∼ 2 Hz). Therefore, we cannot use the traditional frequency-based filtering

methods to isolate the motion artifacts from the cardiac signals. We note that the

respiratory-related pattern has been removed using the band pass filter as mentioned

in section 2.7 since its frequency is different from the cardiac signals and finger-level

gesture.

It is important to note that most PPG sensors embedded in commodity wearable
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devices use green LEDs as the light source because they have much greater absorp-

tivity for oxyhemoglobin and deoxyhemoglobin, compared to other light sources (e.g.,

red or infrared light) [262]. Current PPG sensors in off-the-shelf wearables are usu-

ally equipped with photodiodes to ensure accurate pulse estimation by increasing

the diversity (i.e., monitoring blood flow changes at different locations on the wrist).

Therefore, we use two green-LED PPG sensors in our prototype of wearable PPG

sensing platform [328] to study and evaluate PPG based gesture recognition.

2.3.1.2 Improving Finger-level Gesture Recognition Using Wrist-worn

Motion Sensors

Wrist-worn wearable devices such as fitness trackers and smartwatches are usually

equipped with motion sensors (i.e., accelerometer and gyroscope) that are designed

to capture the daily activities for extending user interfaces or infer users’ motion

states, including walking, running, driving, etc. In particular, the accelerometer

measures accelerations of the wearable user’s wrist and body movements, while the

gyroscope provides angular velocities of the wrist rotations. Therefore, it is possible

to distinguish a great number of wrist gestures by leveraging the accelerations and

rotations obtained from wrist-worn motion sensors in wearable devices.

Hand gesture recognition using motion sensors in wearables have been extensively

studied in recent years [89, 279, 296, 303]. It is natural to extend these technolo-

gies to facilitate finger-level gesture recognition. However, all the existing motion-

sensor-based approaches are designed to distinguish wrist movements with significant

displacements, which are not necessarily existing in finger-level gestures. Moreover,

motion sensors in wrist-worn wearables are sensitive to motion noises (i.e., unintended

body movements or forearm movements) while performing the finger-level gestures.

Therefore, simply using motion sensors is not sufficient to distinguish the finger-

level gestures. Considering that motion sensors can unveil more information of the
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finger-level gestures (such as vibrations from finger movements and forearm muscle

movements), which are concealed from PPG measurements, we seek a solution lever-

aging motion sensors as a complementary measure to improve the performance of

our PPG-based finger-level gesture recognition. In particular, our prototype system

is implemented by adopting the 3-axis accelerometer and 3-axis gyroscope that are

commonly found in most commodity wearable devices.

2.3.2 Feasibility Study

PPG Sensor. In order to explore the feasibility of using PPG sensors in commod-

ity wearables for finger-level gesture recognition, we conduct five sets of experiments

on a sensing platform prototyped with two off-the-shelf PPG sensors (i.e., a photo-

diode sensor and a green LED) connecting to an Arduino UNO (Rev3) board [22],

which continuously collects PPG readings at 100Hz and save them to a PC. During

the experiments, a user wears a wristband to fix two off-the-shelf PPG sensors on

the inner side of the wrist, and respectively bends each of his fingers as illustrated in

Figure 2.3(a) to emulate the simplest elements of typical sign language gestures (e.g.,

number 1 to number 9). Specifically, in each set of the experiments, the user bends

one of his finger 10 times with 8s between each bending. We record the process of

the experiments using a video camera synchronized with the PPG measurements to

determine the starting and ending time of each finger bending gesture.

We extract the PPG sensor readings within the time window between the starting

and ending points identified in the video footage of each gesture and examine their

changing patterns. As we expected, bending different fingers result in different unique

patterns in PPG readings. Figure 2.3(a) presents an example of the unique patterns in

PPG that correspond to bending and straightening different fingers, which is from one

out of the two sensors. During our experiments, there’s no intentional short pause be-

tween bending and straightening (i.e., they’re performed in a consecutive way), which
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(a) PPG reading

(b) Accelerometer magnitude

(c) Gyroscope magnitude

Figure 2.3: Example of PPG, accelerometer magnitude and gyroscope magnitude as-
sociated with five finger-bending gestures in the feasibility study.
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Figure 2.4: Illustration of binding different fingers five times generates relatively sim-
ilar PPG patterns,respectively.

aligns with the normal performing style of the sign language. Moreover, as shown in

Figure 2.4, we notice those same finger movements generate similar patterns, which

demonstrates that it is possible to utilize readily available PPG sensors in wearables

for fine-grained gesture recognition. We note that short pauses between bending and

straightening may affect the gesture recognition performance if the pauses are not a

part of the normal gesture. Since sign language users do not change their performing

style often, our system is effective in general cases.

Motion Sensor. We next study the feasibility of using motion sensors for finger-

level gesture recognition. Specifically, we examine the motion sensor (i.e., accelerom-

eter and gyroscope) measurements by conducting the same experiments as those in

the PPG sensor feasibility study. The motion sensors are installed on our prototype

wrist-worn sensing platform, which collects data at 40Hz and saves them to a PC

for further processing. We find that different bending-finger gestures can generate

distinguishable magnitudes of the accelerometer and gyroscope readings as shown

in Figure 2.3(b) and (c). We also notice that the same finger movement generates

relatively similar patterns. Intuitively, the accelerometer can directly capture the

three-dimensional acceleration resulted from the finger-level gestures which cannot

be directly captured by the PPG sensor. Similarly, gyroscope could also provide

three more-dimensional rotation information related to the finger-level gestures. In

Section 4.8, we demonstrate that motion sensors can capture additional acceleration
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Figure 2.5: Example of PPG reading associated with bending one specific finger (i.e.,
index finger) with moving forearm continuously.

and rotation information of the finger-level gestures which can improve the overall

performance.

Impact of Arm Movements. We further explore the feasibility of using PPG

and motion sensor together for finger-level gesture recognition with the existence of

the body movements. In particular, we conduct preliminary studies by asking the

users to bend each finger successively while keep moving the forearm to emulate

natural gestures, such as arm swinging when walking and arm lifting when checking

time. We find that the forearm movement does not impact PPG readings, but the

same forearm movement significantly affects the motion sensor readings and cause

motion artifacts as shown in Figure 2.5. The insight is that the forearm movements

involve little muscle movement in the wrist area, therefore there is little impact on
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the blood vessel and PPG readings, whereas the motion sensors always capture the

motions irrelevant to finger-level gestures. The observation implies that PPG sensors

are more robust to body movements in finger-level gesture recognition and the motion

sensor can only be useful to finger-level gesture recognition in the ideal scenarios where

little body movement is incurred.

2.4 Challenges & System Design

2.4.1 Challenges

In order to build a system that can recognize the sign language gestures using PPG

and motion sensors in wearable devices, a number of challenges need to be addressed.

Re-using the PPG Sensors in Wearables for Sign Language Gesture

Recognition. The PPG sensors in commodity wearable devices are specifically de-

signed for monitoring pulse rate or blood pressure. The blood flow changes associated

with the sign language gestures have a much shorter duration and do not have repet-

itive patterns compared to those caused by pulses. Our system thus needs to detect

and discriminate the unique PPG patterns of different finger movements by re-using

the low-cost PPG sensors in commodity wearable devices.

Gesture-related PPG Readings Interfered by Pulses. In this work, PPG

readings corresponding to the sign language gestures are treated as target signals that

our system wants to identify and examine. Therefore, the PPG readings resulted from

pulses are considered to be the noise. Such noise always exists and sometimes has

intensity comparable to that of the signals caused by the sign language gestures. Our

approach should be intelligent enough to separate relevant useful signals from the

complicated noise caused by pulses.

Robust Sign Language Gesture Recognition Using Limited Sensing Modal-

ity on the Wrist. It is also challenging to achieve high accuracy in sign language
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gesture recognition by using the readily available but coarse-grained sensing modal-

ities (i.e., PPG and motion sensors). Commodity wearable devices usually have a

limited number of PPG sensors that are placed very close to each other. Such lay-

out limits the coverage of the PPG sensors on the wrist and the diversity of sensor

readings, which could significantly impact the performance of gesture recognition. In

addition, motion sensors in wearables can only benefit the gesture recognition per-

formance when there is no significant body movement. Thus, we need to explore the

critical features in PPG and motion sensor readings in various domains to achieve

reliable sign language gesture recognition.

Reducing Training Effort for Practical Usage. Training effort can reflect the

ease of use of the system. Long-time and tedious training procedure can significantly

impact the user experience. Our system takes this into consideration and adopts

advanced machine-learning approach to provide robust and accurate sign language

gesture recognition with the requirement of just a few training data from users, which

is critical to real-use scenarios.

2.4.2 System Overview

The basic idea of our system is examining the blood flow changes captured by

readily available PPG sensors in commodity wrist-worn wearable devices to differen-

tiate the sign language gestures. In addition, our system takes the acceleration and

rotation measurements captured by motion sensors as the opportunistic measure to

improve the accuracy of gesture recognition when there is no body movement inter-

fering the motion sensor readings. As illustrated in Figure 2.6, our system first takes

as inputs the PPG, acceleration, and rotation measurements from wrist-worn PPG

and motion sensors, respectively. Next, our system conducts the Sensor Selection to

allow the system to integrate the motion sensor readings dynamically, depending on

whether there are body movements detected based on the magnitude of the gyroscope
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Figure 2.6: Overview of our sign language gesture recognition system.
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measurements. When body movements are detected, our system only selects the PPG

sensor for gesture recognition to avoid large errors; otherwise our system selects both

motion and PPG sensors to achieve better performance. After determining the right

sensor to use, the Coarse-grained Gesture Detection and Reference Sensor Determina-

tion module is performed to determine whether there is any gesture being performed

based on the PPG signal energy. Meanwhile, the system automatically determines

the Reference Sensor, which is the PPG sensor presenting the most significant (i.e.

containing more energy) gesture-related signal patterns compared to those related to

pulses.

For each coarse-grained gesture segment, the system uses Fine-grained Gesture-

related Data Segmentation to extract the gesture-related signal patterns from both

PPG and motion sensors, respectively. Specifically, we perform the fine-grained

PPG data segmentation based on the short-time energy and Dynamic Time Warp-

ing (DTW) distance to accurately extract the PPG data segments of gesture-related

patterns in Fine-grained PPG Data Segmentation Using Energy and DTW module.

If motion sensor readings are involved, the system further performs the fine-grained

motion sensor data segmentation based on Kullback-Leibler divergence of the signal

slope distributions to accurately extract the motion sensor data segments containing

gesture-related patterns in this module. After the fine-grained data segmentation,

we have developed two classifiers (i.e., GBT and ResNet) to deal with the hardware

computational capability limitation. In Section 4.8, we show that both classifiers

have a similar performance. Compared to the GBT classifier, the ResNet classifier is

an alternative solution for the devices having the limited computational capability to

extracting features in real-time since ResNet does not require the process of feature

extraction. Then, the data processing of our system is separated into two phases:

Training Phase and Classification Phase.

Training Phase. In this phase, we collect labeled PPG and motion sensor mea-
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surements for each gesture of a user and build the binary gradient boosting tree

(GBT) classifier for each user. Specifically, after segmentation, our system calcu-

lates the 2D-DTW distances between every two PPG segments for every gesture in

the 2D-DTW Profile Selection and selects three profile PPG segments that are most

representative for each gesture (i.e., having the minimum average 2D-DTW distance

to other segments of the same gesture). The selected profile PPG segments will be

used to calculate the DTW features in the Classification Phase. Meanwhile, in the

PPG and Motion Feature Extraction and Selection, the system performs the PPG

and motion sensor feature extraction and selection to derive a variety of features in

different signal spaces (e.g., discrete wavelet transform, fast Fourier transform). After

that, the system selects the critical features that can effectively capture the unique

gesture-related PPG and motion patterns for each gesture. Because the selected crit-

ical feature sets are optimized for each gesture, the system further derives a superset

of the selected critical features (i.e., general features) to ensure the system perfor-

mance. Next, we perform the Binary Gradient Boosting Classifier Construction to

train a binary classifier of each user for each target gesture using gradient boosting.

In addition, we develop a multivariate deep CNN (ResNet) classifier for each user for

sign language gesture recognition. Specifically, our system combines the segmented

measurements directly as the multivariate input and perform the Deep Convolutional

Neural Network Classifier Construction to train the ResNet classifier for each people.

To explore the possibility of using the participant-independent model, we adopt the

transfer learning technique by integrating the Pre-trained Classifier of a user while

training, which significantly reduces the training efforts for other users.

Classification Phase. In the Classification Phase, our system collects the sensor

measurements in real time and determines which target sign language gesture has been

performed based on the classification results. Specifically, when our system adopts

the GBT classifier, it extracts the selected general features from the selected sensor
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data segments of the current user and performs the classification using Finger-level

Gesture Classification Using GBT by using the binary gradient boosting classifiers of

the current user generated in the training phase for all the gestures in parallel. Each

binary classifier generates a confidence score, and the system takes the target gesture

having the highest confidence score as the recognized gesture. When our system

adopts the ResNet classifier, it performs the Finger-level Gesture Classification Using

ResNet, which directly uses the segmented sensor measurements of the current user

as the multivariate inputs for his/her classifier to determine which target gesture has

been performed.

2.5 Fine-grained Data Segmentation

Accurate sign language gesture recognition requires to pinpoint the starting and

ending points of the gesture from the related sensor measurements. In this section,

we discuss how to achieve fine-grained data segmentation based on the raw PPG and

motion sensor data segments that have been verified to contain significant gesture-

related patterns through the Data Preprocess discussed in Section 2.7.

2.5.1 Fine-grained PPG Sensor Data Segmentation

2.5.1.1 Starting Point Detection Using Energy

We first determine the starting time of the gesture. Due to the consistent existence

of pulse signals in PPG measurements, it is difficult to remove the pulse signals

without jeopardizing the details of the gesture-related readings, which are critical

to characterizing the starting and ending points of a specific gesture. In order to

accurately determine the starting point, we seek an effective detection approach to

mitigate the impact of pulse signals. We find that the gesture-related PPG signals are

usually stronger than those caused by pulses as illustrated in Figure 2.7(a), because
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gestures usually involve dynamics of major forearm muscles/tendons close to the

sensor on the wrist. Inspired by the above observation, we design an energy-based

starting point detection scheme to effectively estimate the starting of gesture-related

PPG signals without removing the interference of pulses.

The basic idea of our energy-based starting point detection method is to determine

the time corresponding to the local maximum of the short-time energy of PPG signals.

The reason behind this is that when using a sliding window with the same length

of a signal to calculate the short-time energy of the signal, the energy reaches its

maximum value when the signal entirely falls into the window. Therefore, by carefully

choosing the size of the sliding window (e.g., the average length of target gesture-

related signals), the starting point of the gesture-related signals would be the same

time when the short-time energy of the signals reaches its maximum. In particular,

given the data segment containing gesture-related PPG signals P (t) from the Coarse-

grained Gesture Segmentation (Section 2.7), the starting point detection problem can

be formulated as the following objective function:

arg max
τ

(P (τ) − 1θ)P (τ)T , (2.5-1)

where P (τ) = [p(τ), p(τ + δ) · · · , p(τ + W )], p(τ) denotes the amplitude of the PPG

signal at time τ , δ represents the PPG sensor sampling interval, W is the length

of the sliding window, θ is the threshold used to avoid finding the local maximum

energy resulted from pulse signals, 1 is an all-one vector of the same length as P (τ),

and T indicates the transpose operation. The above problem can be easily solved

through simple 1-D searching within the period derived from coarse-grained gesture

segmentation.

Through our preliminary study on the time length of 1080 sign language ges-

tures performed by three users as shown in Figure 2.8, we find that the length of
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Figure 2.8: Preliminary study: CDF of the duration of 1080 gestures from 3 users.

gesture-related signals has the range between 0.7s and 1.4s with an average of 1.2s.

Therefore, we empirically determine the length of the sliding window as 1.2s to ensure

the accuracy of our energy-based starting point detection. Note that the threshold θ

is user-specific and needs to be dynamically determined by the maximum short-time

energy of the PPG signals when there is no gesture detected in the Coarse-grained

Gesture Detection. Figure 2.7(b) illustrates the short-time energy corresponding to

the PPG signals in Figure 2.7(a). We can clearly see that the energy peaks in Fig-

ure 2.7(b) are very close to the ground truth observed from the synchronized video

footage, suggesting that our algorithm could promisingly capture the starting point

of gestures in the PPG measurements.

2.5.1.2 Ending Point Detection Using DTW

It is more challenging to detect the ending point of a gesture in the PPG signal

than the starting point because the muscles are more relaxed at the end of the gesture

and the corresponding PPG signals are usually weaker than those at the beginning of

the gesture. As illustrated in Figure 2.7(a), the PPG measurements around the ending

point do not have significant patterns that can facilitate the ending point detection.

However, we find that gesture-related PPG signals are usually immediately followed

by pulse signals, which are very clear and easy to identify. Hence, instead of directly
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locating the ending point based on PPG readings, we design a DTW-based ending

point detection scheme, which aims to identify the starting time of the first pulse

signal following the gesture-related signal. We employ the dynamic time warping

(DTW) to measure the similarity between the user’s pulse profile Ppulse and the

PPG measurements collected after the already-detected starting point of the gesture.

Intuitively, the time when the DTW value reaches the minimum is the starting time

of the pulse signals and also the ending point of the gesture-related signals. We

adopt DTW because it can stretch and compress parts of PPG measurements to

accommodate the small variations in the pulse signals. To summarize, this ending

point detection problem is defined as follows:

arg min
t

DTW (P (t), Ppulse), s.t., τ < t ≤ τ + Wp, (2.5-2)

where DTW (·, ·) is the function to calculate the DTW distance, P (t) has the same

definition as P (τ) in Equation 2.5-1, Wp is the time duration for the gesture, and τ is

the detected starting point. After searching the DTW distances for all P (t), we find

the time index of the first local minimum in the DTW distances (i.e., the starting time

of the first pulse after the gesture) as the ending point of the gesture-related signals.

Figure 2.7(c) presents the DTW between a selected pulse profile and the raw PPG

measurements in Figure 2.7(a) with Wp = 0.88s. From the figure, we can observe

that the time indices of the detected first local minimum DTW values are very close

to the ground truth of the ending time of the two gestures, which demonstrates the

effectiveness of the DTW-based ending point detection scheme.

Extracting Pulse Profiles. The pulse profile Ppulse can be extracted from the PPG

measurements that are collected when there is no gesture performed (e.g., at the

beginning of the training phase). In particular, we first detect the pulse signal peaks

in the PPG measurements. Given the fact that a typical PPG pulse signal always has

36



a peak, if the pulse signal peak is located at tp, so the PPG measurements between

[tp − td, tp + ts] are identified as the user’s pulse profile. In this work, we respectively

choose td = 0.2s and ts = 0.6s based on the duration of diastole (i.e., 0.15s∼ 0.26s)

and systole (i.e., 0.44s∼ 0.74) phases of the vascular system reflected in a typical

PPG pulse signal [35], which can effectively extract all users’ pulse profile.

2.5.2 Segmentation on Inconspicuous Gesture-related Patterns

Our DTW-based ending point detection can accurately determine the ending point

if the gesture-related PPG pattern has significant amplitudes compared to those of

the pulse-related patterns. However, in rare cases, the gesture-related PPG patterns

may not have significant amplitudes when the sensor is at the locations far away from

the arteries. Note that such inconspicuous patterns are not easy to be extracted as

their boundaries with pulse-related patterns are very vague, but they still contain rich

information that could greatly facilitate gesture recognition. In this work, we find that

when using two PPG sensors close to each other on the wrist, at least one of the sensors

can generate gesture-related PPG patterns with significant amplitudes. Inspired by

this observation, we adopt a reference-based approach to accurately determine the

ending point for the inconspicuous gesture-related PPG patterns.

In particular, assuming our system identifies the ending point tR on the sensor

R with significant gesture-related PPG patterns (i.e., Reference Sensor discussed in

Section 2.7) using our DTW-based method, the system further derives the ending

point at the other sensor D as tD = tR + ∆T , where ∆T is the time delay between

the ending points on sensor R and sensor D. According to our empirical study, ∆T

is nonzero and stable between two sensors across different gestures. The insight is

since muscles and tendons at different locations of the forearm compress the arteries

with different pressures and durations when performing a gesture, the gesture-related

patterns captured by the PPG sensors at different locations will last different time pe-
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riods. Because the system can always find multiple gestures that generate significant

PPG patterns on both sensors, ∆T can be easily estimated in the Training Phase by

calculating the average time difference of the ending points from the gestures where

both sensors are determined to be Reference Sensors.

2.5.3 Fine-grained Motion Sensor Data Segmentation

Next, we perform the data segmentation on motion sensor data to identify fine-

grained starting and ending points of a sign language gesture. Intuitively, the gestures

involving the movements of the major forearm muscles/tendons on the wrist induce

strong fluctuations in motion sensor readings, which usually have relatively low and

stable amplitudes when there is no gesture performed. In our experiments, we observe

that the amplitude of motion sensor readings sharply increases at the starting point of

a gesture, then keeps fluctuating during the gesture, and finally decreases sharply to a

low and stable level at the ending point of the gesture. Both starting point and ending

point are obtained through Coarse-grained Gesture Detection and Segmentation in

Section 2.7. These observations indicate that in one coarse-grained segment, the

distributions of motion sensor readings before and after the starting/ending point

of a gesture have the most significant difference, respectively. Therefore, we design

a Kullback-Leibler (K-L) divergence technique-based detection scheme to effectively

estimate the starting and ending point of a gesture from motion sensor signals in the

coarse-grained segments. The basic idea is that given two sliding windows with the

same length traversing the coarse-grained segment, the starting and ending points of

a gesture are determined as the time points when the difference of the distributions

derived from these two windows present two significant peaks in tandem, respectively.

In particular, we respectively calculate the distributions of quantized motion

sensor reading slopes in the sliding windows before and after each time point tj,

which can be denoted as B(Kj−1) and A(Kj), j = [1, ..., J ], where J is number of
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time points in the coarse-grained segment. Then, we calculate the difference be-

tween the slope distribution B(Kj−1) and A(Kj) of each time point tj using K-L

divergence. The K-L divergence between these two distributions are derived as:

DKL(B(Kj−1)|A(Kj)) =
∑

q∈QB(Kj−1 = q) ln
B(Kj−1=q)

A(kj=q)
, where Q is the set of all

possible values for quantized motion sensor reading slopes. The insight is that the

motion sensor readings have a sharp change around the starting and ending points.

So, the local maximum slope distribution difference determined by K-L divergence

corresponds to the starting and ending points. It’s important to note that 1/16

window overlapped is used in our algorithm for optimizing the performance.

2.6 Sign Language Gesture Classification

In this section, we introduce how to extract the PPG and motion sensor features

that can facilitate sign language gesture recognition using our Gradient Boosting

classifier. In addition, we explore the advantage of using the Deep Residual Net-

work for sign language gesture recognition, which could leverage the transfer learning

technique to reduce users’ training effort significantly.

2.6.1 PPG and Motion Feature Extraction

PPG Feature Extraction. To capture the characteristics of unique gesture-

related PPG patterns, we explore the efficacy of different kinds of features including

typical temporal statistics (e.g., mean, variance, standard deviation (STD)), cross-

correlation, autoregressive (AR), dynamic time warping (DTW), fast Fourier trans-

form (FFT), discrete wavelet transform (DWT), and Wigner Ville distribution as

listed in Table 2.1. The features can be categorized into three types: Time Domain,

Frequency Domain, and Time-Frequency Domain, which are designed to capture the

detailed characteristics of the gesture-related PPG patterns across different frequency

and time resolutions. While the AR Coefficients, FFT, DWT, WVD, and most of the
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Table 2.1: List of Extracted PPG Features.

Category Features (# of fea-
tures)

Description

Time Do-
main

Classic Statistics (4):
mean, peak-to-peak,
RMS, variance

Descriptive statistics of each segment, re-
flecting the statistical characteristics of
the unique gesture-related patterns.

Cross Correlation be-
tween Sensors (9)

A vector of cross correlation coefficients
between the segments from two PPG sen-
sors based on a sequence of the lag values,
characterizing the relationship between
two PPG sensors in a gesture.

2D-DTW to Gesture
Profiles (9)

Similarity between PPG measurements
from two sensors (i.e., 2D) and the cor-
responding gesture profiles, directly cap-
turing the temporal shape characteristics
of the unique gesture-related patterns.

Frequency
Domain

Fast Fourier Trans-
form (< 5Hz) (6):
skewness, kurtosis, mean,
median, var, peak-to-
peak

Statistics of frequency components in the
specific low frequency band, analyzing
the unique PPG patterns in frequency
domain.

Time-
frequency
Domain

Discrete Wavelet
Transform (4): mean,
peak-to-peak, RMS,
variance

Statistics of the third level decomposition
of the wavelet transform using the Harr
wavelet, revealing the details of gesture-
related patterns at interested time and
frequency scale.

Wigner Ville Dis-
tribution [69] (13):
first-order derivative,
frequency and time when
the signal reaches the
maximum, maximum en-
ergy (Ei

max) / minimum
energy (Ei

min), differen-
tial energy (Ei

max−Ei
min),

STDi and AV i of the
energy within the ith

sliding window

Fine-grained time-frequency features with
high resolutions, capturing details of
gesture-related patterns having short time
duration.

Autoregressive Coeffi-
cients [276] (9)

Time variant coefficients that can cap-
ture the characteristics of gesture-related
patterns independent of the patterns’
time scales.
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Classic Statistics are all focusing on analyzing an individual sensor’s measurements,

the Cross Correlation and 2D-DTW are promising for characterizing the unique

gesture-based PPG patterns in terms of the relationship between a pair of sensors.

Moreover, our Time-Frequency (TF) Domain features include three major TF types

(i.e., non-parametric linear TF analysis (DWT), non-parametric quadratic TF analy-

sis (WVD), and parametric time-varying based metric (AR)), which can well capture

the dynamics of gestures in PPG measurements. In total, we extract 54 different

features from each PPG sensor. Note that in order to calculate the 2D-DTW feature,

our system first performs 2D-DTW Profile Selection in the Training Phase, which

calculates the 2D-DTW distance between every two segments for every gesture in the

training data and selects three segments that have the minimum average 2D-DTW

distance to other segments of the same gesture as the profile for later use in the

Classification Phase.

Motion Feature Extraction. The time domain features such as the Mean,

Max, Min value, Variance of each segment in the motion sensor readings have been

demonstrated to be able to effectively capture the distinguishable signal patterns from

different people, who perform the same hand gestures as shown in the research [258].

To further characterize the unique gesture-related acceleration and rotation patterns,

we also explore the efficacy of other features including typical temporal statistics

(e.g., peak2peak, root mean square (rms)) in the time domain, which could reveal

the detailed characteristics of the gesture-related acceleration and rotation measure-

ments. Since those features can effectively capture the geometrical characteristics of

the gesture-related signal segments from the motion sensor, therefore we adopt those

features as the motion features for the gesture classification.

Feature Selection. Our system further employs the elastic net feature selection

method [207] in the Training Phase to automatically choose the most discriminative

ones from our extracted features. In particular, the system respectively performs the
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Figure 2.9: Example of different sign language gestures and corresponding features.

elastic net feature selection on the PPG and motion sensor features corresponding to

every target gesture. Based on the one-stand-deviation rule [77], our system keeps

the most significant highly correlated features and eliminates noisy and redundant

features to shrink the feature set and avoid overfitting. Next, in order to generalize

the features set for classifying all target gestures, our system integrates the features

selected for each target gesture and generates a general feature set F as follows:

F = F (g1) ∪ . . . ∪ F (gn), where F (gn) is the selected feature set of the nth target

gesture gn. After the feature selection and integration, we have 66 Determined General

Features (i.e., 54 PPG features and 12 motion sensor features) in F, which will be

used in the Classification Phase. Figure 2.9 illustrates that our features can effectively

capture different characteristics of PPG and motion sensor patterns for distinguishing

different gestures.

2.6.2 Finger-level Gesture Classifier Using Gradient Boosting Tree

Next, we build a binary classifier for each target gesture by using the Gradient

Boosting Tree (GBT) for each user. We choose GBT mainly because 1) GBT is famous

for its robustness to various types of features with different scales, which is the exact
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case in our project (e.g., the mean value of the PPG signal reading of the gesture

period is around 500, and the autoregressive coefficients are the numbers fluctuated

around 0 with value less than 1). 2) GBT classifier is robust to the collinearity of

feature data. Because our features are heterogeneous across different domains, it may

result in unexpected correlation or unbalance ranges that possess the collinearity.

Therefore, GBT would eliminate the efforts to normalize or whiten the feature data

before classification [99].

Given N training samples {(xi, yi)}, where xi and yi represent the gesture-related

feature set and corresponding label with respect to one specific gesture (i.e., yi =

1 or -1 represents whether xi is from this gesture), GBT seeks a function ϕ(xi) =∑M
m=1 ωmhm(xi) to iteratively select weak learners hj(·) and their weights ωj to min-

imize a loss function as follows: L =
∑N

i=1 L(yi, ϕxi). Specifically, we adopt the GBT

implementation from the library of SQBlib [29] for gesture-related feature training.

Specifically, the loss function L(·) is chosen as the exponential loss L = e−yiϕxi that

applies enough shrinkage (i.e., 0.1) and number of iterations (i.e., M = 2000), and

the sub-sampling of the training dataset is a fraction of 0.5. The above parameters

adopted in GBT are optimized in terms of the speed and accuracy based on our

empirical study. Once the loss function is determined, we next will build a binary

gradient classifier bk(· · · ) for each profiled gesture gk, k = 1, · · · , K to complete the

Training Phase, and each binary gradient classifier will output a score for the testing

feature set. The reason of using binary classifier is that binary classifier has high ac-

curacy with distinguishing one gesture from other gestures, whereas a multi-classifier

has relative lower accuracy when performs the same classification task [78].

In Classification Phase, our system uses the binary classifiers of the current user

for all the gestures in parallel to classify previously unseen gesture-related feature set

x. Specifically, we will obtain different scores returned from each binary classifier, and

choose the label k of binary classifier bk(x) with highest score as the final classification.
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2.6.3 Finger-level Gesture Classifier Using Deep Residual Network (ResNet)

Recent years have witnessed the success of Deep Neural Networks (DNNs) on Time

Series Classification (TSC). In this work, we especially adopt the deep Residual Net-

work (ResNet) architecture proposed in [293], which provides excellent performance

in both univariate and multivariate TSC [73]. In particular, ResNet is a variant of

convolution neural network (CNN) with a linear shortcut to link each residual block

to its input, which reduces the vanishing gradient effect and thereby eases the DNN

training procedure [101].

Particularly, we design a ResNet consists of 3 residual blocks followed by a Global

Average Pooling (GAP) layer and a softmax layer to classify the output of GAP layer

(11 layers in total). Each residual block has 3 convolution layers, and the output

of each convolution layer then undergoes batch normalization and ReLU activation

before feeding into the next layer. The three convolution layers are set to include

64 filters with the lengths of 8, 5 and 3, respectively. Moreover, the output of each

residual block is added to its input as the updated input to next residual block,

and the last residual block of each convolution layer connects to GAP layer that

averages the time series over whole time dimension and helps minimize overfitting.

The adaptation of GAP instead of the traditional fully connected (FC) layer not only

significantly reduces the total number of parameters in the network model but also

enables the class activation map (CAM) to identify the most significant part of the

time series input for classification.

In the Training Phase, we train the ResNet for each user and feed the ResNet

with a user’s input data of N samples {(TSi, yi)}, where TSi and yi represent the

time series input data (i.e., both raw PPG and motion sensor segments) and the

corresponding label with respect to one specific gesture (i.e., yi = k represents that

yi is from the gesture k, k = 1, · · · , K). Particularly, we use the shuffle split cross-

validation method to randomly select the specified number of the training data from
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the input dataset of the current user and use the rest of the user’s data as the testing

data. In the meantime, the classifier is run by the testing data simultaneously. After

each epoch of the training phase, we track the accuracy with the currently trained

model applied on the testing data, and the model with the highest accuracy will be

chosen as the final model after all the epochs. In our implementation, we adopt 16

as the batch size and 1500 as epoch.

Reducing Training Effort Using Transfer Learning. Our work also explores

transfer learning across different users to reduce the training effort in terms of the

size of the training dataset. In particular, we fix the architecture of the ResNet

with the invariant number of neurons in each layer (except the softmax layer) and

retain the weights of the higher layer neurons since the lower layers in the ResNet

refer to general features, while higher layers captures more dataset-specific (i.e., the

specific people) features. With this fixed architecture, the pre-trained model on one

user’s dataset (i.e., source dataset) could achieve the similar performance on another

user’s dataset (i.e., target dataset) with much smaller training dataset size, and the

retraining process only needs to fine-tune on the values of the parameter without

modifying the structure of the hidden layers in ResNet. In particular, we retrain the

classifier for the new people from the third residual block to GAP layer to softmax

layer in the ResNet. In testing phase, we apply the retrained model of the new user

on his/her testing dataset to get the classification results.

2.7 Data Preprocessing

In this section, we present three components that are critical to sensor selection

and fine-grained data segmentation.

Sensor Selection. Body movements (e.g., forearm swing and body rotation)

may induce irrelevant motion artifacts in the motion sensor measurements, which

significantly impacts the performance of sign language gesture recognition. However,
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such body movements have little impact on the PPG measurement as aforementioned

Feasibility Study. Hence, it is critical to determine the right moment to integrate PPG

measurements with motion sensor measurements for sign language gesture recogni-

tion in our system. Our extensive experimental study finds that body movements

usually introduce significant fluctuation on both accelerometer and gyroscope mea-

surements simultaneously, whereas finger-level gestures alone do not. Therefore, we

employ a threshold-based approach to determine the presence of body motion. In

particular, we calculate the magnitude of the gyroscope measurements. If it’s below

an amplitude threshold, θa, before the starting point of a sign language gesture, our

system takes both PPG and motion sensor measurements for data segmentation and

gesture recognition. Otherwise, only PPG measurements are used. Note that the

threshold is mainly determined by the sensitivity of the motion sensor. In this paper,

we empirically determine θa = 38.4 radians per second based on our experimental

study with 10 participants. Our evaluation results (Section 2.8.3) demonstrate that

this threshold can help to render good gesture recognition accuracy.

Coarse-grained Gesture Detection and Segmentation. To facilitate the

fine-grained data extraction, our system pre-processes the raw PPG measurements

to 1) determine whether there is a gesture performed or not based on the short-time

energy of the PPG measurements; 2) and extract the PPG and motion measurements

that surely include the whole gesture-related patterns. Specifically, the system first

applies a high-pass filter to the raw PPG measurements to mitigate the interference of

pulses. The reason to use the high-pass filter is that the finger-level gestures have more

high-frequency components compared to the pulses, which are usually under 2Hz [9].

In this work, we build a Butterworth high-pass filter with the cut-off frequency at 2Hz.

Note that we only use the filtering technique in the coarse-grained gesture detection,

because the filter removes the low-frequency components of both pulse and gesture-

related signals, which negatively impact the gesture recognition accuracy. Then the
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system decides whether there is a gesture performed or not depending on if the short-

time energy of the filtered PPG measurements crosses a threshold τ or not. We set

the threshold to τ = µ+3δ, where µ and δ are the mean and standard deviation of the

short-time energy of the filtered PPG measurements collected during the time when

the user is asked to be static (i.e., at the beginning of the training phase). When

the system detects a gesture at tg, we employ a fixed time window Wc to extract the

raw PPG and motion sensor measurements within [tg, tg + Wc] for the fine-grained

segmentation. We set Wc = 4.5s to ensure the window can cover all possible duration

of gestures that we have observed in our preliminary study as shown in Figure 2.8.

Reference Sensor Determination. Intuitively, significant gesture-related PPG

patterns could result in accurate data segmentation. However, we notice that the

intensity of gesture-related PPG patterns is sensitive to the locations of sensors on

the wrist, which may not be significant enough for segmentation. The insight is

that the PPG sensors can capture more significant changes of reflected light when

they are closer to the arteries that are directly compressed by muscles and tendons.

Through our extensive tests, we find that two PPG sensors at a close distance on the

wrist can already provide good diversity, and at least one of them can provide gesture-

related PPG signals that have the stronger intensity than that of pulse-related signals.

Therefore, in this work, we employ a two-sensor approach and determine which sensor

could be the Reference Sensor having the significant gesture-related PPG patterns,

which will be taken as the input for the fine-grained data segmentation. Specifically,

we examine the short-time energy of the extracted PPG measurements and determine

whether a sensor is a Reference Sensor or not depending on if its short-time energy

exceeds the threshold θ, which has been defined in Equation 2.5-1.
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(a) The wristband of our prototype with PPG sensor and motion sensor.
Bluetooth Module

Arduino UNO (REV3) Android Phone APP

(b) Arduino board with the Bluetooth and our Android smartphone APP

Figure 2.10: Prototype wrist-worn PPG sensing platform.

2.8 Experiment and Evaluation

2.8.1 Experimental Methodology

2.8.1.1 Wearable Prototype

We notice that existing manufacturers do not provide direct access to raw PPG

readings; instead, they only provide the computed heart rate. Therefore, we design a

wearable prototype to mimic the layout of PPG sensors in commodity wearables to

demonstrate that our system can be applied to the existing wearable products without

extra efforts. Our prototype has two commodity PPG sensors (with single green

LED) and a motion sensor (i.e., MPU-6050 with a three-axis gyroscope and a three-

axis accelerometer) connected to an Arduino UNO (REV3) board, which exchanges

data with our android app through Bluetooth as shown in Figure 2.10. The two PPG
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S1 S2 S3 S4 S5 S6 S7 S8 S9

Figure 2.11: American Sign Language of number one to nine.

sensors are placed closely to each other and fixed to the inner side of a wristband,

while the motion sensor is placed outside of the wristband. The training phase is

done offline using MATLAB. The trained GBT and ResNet classifiers are deployed

on our app to perform the testing phase of our sign language gesture recognition. In

the experiments, we adopt various sampling rates (i.e., 30Hz, 40Hz, 60Hz, 80Hz, and

100Hz) to evaluate the system. Unless mentioned otherwise, the default sampling

rate is set to 100Hz.

2.8.1.2 Data Collection

We recruit 10 participants (7 males and 3 females with the age range from 20 to

40) to perform the sign language gestures for evaluation. To better demonstrate the

effectiveness of recognizing finger-level gesture, we focus on the elementary gestures

from American Sign Language only involving the movements of fingers from a single

hand as shown in Figure 2.11. Note that our system can be applied to other more

complicated finger-level gestures on whichever wrist. We first conduct experiments in

the static scenario (i.e., performing gestures without body movements), where each

participant is asked to wear the prototype on the wrist of his/her dominant hand and

perform the nine sign language gestures for 40 times respectively without any body

movements. In addition, we conduct experiments in the body-motion scenario to

study the impact of body movements on our system. To mimic the real-life scenarios

where the participant may inevitably have motion when performing sign language

gestures, we ask each participant to perform the same American sign language ges-
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ture (i.e., number 1) while performing body movements (i.e., swinging the forearm,

rotating the forearm, swinging the body, and rotating the body). Each gesture is

performed 10 times in one session. In particular, we have found that the sign ges-

tures performed at different times have stable and similar waveform patterns, thus

the thresholds we adopt are not affected over multiple sessions. In total, we collect

over 7000 PPG segments and over 2500 motion sensor segments in the static and

body-motion scenarios. Unless mentioned otherwise, our results are derived from

20 rounds Monte Carlo cross-validation using 50% of our data set for training the

participant-dependent models and the rest for validation.

2.8.1.3 Evaluation Metrics

Precision. Given Ng segments of a gesture type g, precision of recognizing the

gesture type g is defined as Precisiong = NT
g /(NT

g + MF
g ), where NT

g is the number

of gesture segments correctly recognized as the gesture g. MF
g is the number of

gesture segments corresponding to other gestures which are mistakenly recognized as

the gesture type g.

Recall. Recall of the gesture type g is defined as the percentage of the segments

that are correctly recognized as the gesture type g among all segments of the gesture

type g, which is defined as Recallg = NT
g /Ng.

Confusion Matrix. In confusion matrix, each entry Cij denotes the percentage

of the number of gesture segments i was predicted as gesture type j in the total

number of i. The diagonal entries show the average accuracy of recognizing each

gesture, respectively.
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Figure 2.12: Confusion matrix of recognizing nine sign language gestures among seven
participants using PPG sensor.

2.8.2 Performance in Static Scenarios

2.8.2.1 GBT Performance Using PPG

First, we show the effectiveness of using the PPG sensor for sign language gesture

recognition by evaluating the system performance when using the GBT classifier.

It’s important to note that we adopt the participant-dependent models, which means

that our system trains the classifier for each user using his/her own data, respectively.

Figure 2.12 depicts the confusion matrix for the recognition of the nine American Sign

Language gestures with only using the PPG sensor. Specifically, the average accuracy

is 88.32% with standard deviation 2.3% among all the 9 gestures. We find that the

recognition results of the gesture S2, S6, S7, S8 are relatively low (i.e., around 86%).

This is because those gestures have more subtle differences in the tendon/muscle

dynamics than other gestures. Overall, the results confirm that it is promising to use

commodity wrist-worn PPG sensors to perform sign language gesture recognition.

Impact of Different Users. Figure 2.13(a) and (b) present the average precision

and recall of using PPG sensors to recognize each sign language gesture across different

participants. We observe that all participants have high accuracy in recognizing

these sign language gestures. Specifically, the average precision and recall of all the

10 participants are 88% and 89%, respectively, and the lowest average value of the
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Figure 2.13: Impact factor study: comparison of gesture recognition performance
among ten participants using PPG sensor.

precision and recall among all the participants is still above 80%. The results show

the robustness and scalability of our proposed system across different users, and

demonstrate the system is promising to act as an integrated function in commodity

wearables once the interface of PPG raw signals to developers is open.

Impact of Sampling Rate. The sampling rate of sensing hardware is one of

the critical impact factors on affecting the power consumption on wearables. We

study the performance of the proposed system with different sampling rates on PPG

sensors. Most of the commodity wearables have around 100Hz PPG sampling rate.

For instance, Samsung Simband [251] configures its PPG sensor to 128Hz to perform

time-centric tasks like Pulse Arrival Time calculations. In this study, we collect the

PPG readings from the implemented wearable prototype with several sampling rates

(i.e., 30Hz to 100Hz with step size 20Hz) to evaluate the system. Figure 2.14(a) shows

the average precision and recall of the gesture recognition under different sampling

rates. We find that the precision/recall increases with the increased sampling rate,

however, the precision/recall still maintain as high as 87% under the lowest sampling

rate (i.e., 30Hz). As the results implied, our system is compatible with the off-the-

shelf wearables with high recognition accuracy, and it can operate normally on the
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Figure 2.14: Impact factor study: average precision and recall of recognizing nine
gestures with different sampling rates and # of training segments using
PPG sensor.

hardware with lower PPG sampling rate in terms of the power consumption.

Impact of Training Data Size. We change the amount of data used for training

in the Monte Carlo cross-validation to study the performance of our system under

different training data size as shown in Figure 2.14(b). In particular, we choose

5, 10, 15, 20, and 25 PPG segments with respect to each gesture for training (i.e.,

12.5%, 25%, 37.5%, 50%, and 62.5% of our dataset) and use the rest of our data for

validation, respectively. We observe that our system can achieve the average precision

and recall of 89% and 90% respectively when 25 segments of training data for each

gesture are collected in the training phase. As the size of the training data decreases,

the system retains decent performance. Furthermore, the average precision and recall

can achieve 75% and 77% respectively for recognizing nine sign langauage gestures

using only 5 PPG segments of each gesture for training. The above results indicate

our system can achieve good recognition performance with a limited size of training

data (e.g., 5 sets per gesture), which ensures great convenience for practical usage on

commodity wearables.
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Figure 2.15: Impact factor study: average precision and recall of recognizing nine
gestures using GBT after integrating both PPG and motion sensor.

2.8.2.2 GBT Performance Using PPG and Motion Sensors

Next, we evaluate the performance of our system when motion sensors are avail-

able. Due to the human power limitation, we can’t recruit the exact same 10 par-

ticipants at the end of the project and only 7 out of 10 original participants are

involved to conduct experiments with both PPG and motion sensors for a fair com-

parison. Figure 2.15 shows the comparison of the precision and recall of our system

when 7 of 10 participants performing the nine sign language gestures wearing both

PPG and motion sensors. In particular, we present the results in four cases that

use different combinations of sensors, including 1) only PPG sensor; 2) only gyro-

scope; 3) only accelerometer; and 4) PPG, gyroscope and accelerometer, respectively.

From Figure 2.15 (a), (b), and (c) we can observe that our system can achieve decent
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performance with the lowest precision and recall of over 83% and 84% respectively

by using only one type of the sensors. In addition, we find that the performance of

using the only accelerometer is not as good as that of using only the gyroscope. In

particular, the precision of only using the accelerometer is 83%, which is lower than

using the gyroscope sensor (i.e., 90%). The reason is that the sign language gestures

do not involve a lot of displacements of the wrist and introduce more distinguishable

rotations than accelerations in the wrist area. Moreover, as shown in Figure 2.15(d),

when integrating PPG with both gyroscope and accelerometer, it is very encouraging

to find that all those gestures can be recognized with the high average precision and

recall of over 98%, which is over 10% more than the other three cases using only one

type of the sensors. These results show that integrating the measurements from PPG

and motion sensors can significantly improve the performance of our sign language

gesture recognition.

2.8.2.3 Performance of DNN (ResNet) and Transfer Learning

We also study the performance of our system with using the ResNet to build the

underlying classifier. Since the training data size reflects the ease of use of the system

in terms of the time for data collection, therefore we first study the performance of

our system with different training data size as shown in Figure 2.16(a). In particular,

we apply a shuffle split cross validation approach to randomly choose 3, 4, 5, 10, 20,

and 25 segments of each gesture for training respectively, and use the rest data for

testing. We observe that our system achieves the similar performance as GBT with

an average precision and recall of over 90% using 5 or more segments of each gesture

in training. Moreover, our system retains decent performance with the decreasing

training data size. The average precision and recall can still achieve to 78% when

using only 3 segments for training each gesture.

In addition, since the specific architecture of the adopted ResNet can be taken
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Figure 2.16: Performance of ResNet and transfer learning.

advantage of by the transfer learning approach, we further explore the performance of

our system after applying transfer learning. In particular, we first train a classifier for

one person with using 25 segments of each gesture in order to generate the pretrained

model that has excellent performance. Then we retrain the classifier with 3, 4, and

5 segments of each gesture for the new people based on the pretrained model. As

shown in Figure 2.16(b), we can see that after applying the transfer learning, the

performance of our system is improved by 10% to 87% with only using 3 segments

of each gesture for training. Moreover, with 4 or more segments of each gesture for

training, the transfer learning can improve the precision and recall of our system to

above 90%. Those results prove that the ResNet as the fundamental multivariate TSC

is also suitable for our system, which not only provides the good performance without

the procedure of extracting the features but also can take advantage of the transfer

learning to significantly reduce the training effort to achieve decent performance.

2.8.3 Impact of Different Types of Body Movements

The wrist-worn PPG sensors basically monitor the blood flow in blood vessels on

the wrist, which could possibly be impacted by the body movements that change the
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Figure 2.17: Illustration of different types of body movements involved in the exper-
iments.

blood flow depending on how far the source of the body movements are away from the

monitoring point. Therefore, we conduct the experiments with different types of body

movements such as swing the forearm, rotate the forearm, swing the body, and rotate

the body while performing the sign the language gesture as shown in Figure 2.17(a),

(b), (c), (d) in order to explore their impacts respectively. In particular, we ask the

participants to perform the gesture of American sign language number 1 (i.e., S1)

while involving certain body movements. As shown in Figure 2.18 (a), the PPG

gesture patterns of all the tested body movements have similar waveform shape as

that of no body movement.

Additionally, we compare the DTW distances between the PPG segments collected

during the time with and without body movements to quantitively understand the

similarity between the gesture-related patterns showed in Figure 2.18 (a). From

Figure 2.18 (b) we can see that all the gesture-related patterns with body movements

have small DTW distances of less than 900 to the gesture-related patterns without

body movements, which indicates that the shapes of the PPG segments are well

sustained as the case without any body movement. The small DTW distances suggest

that our sign language gesture recognition system would work well by examining the

PPG data that is insensitive to the body movements.
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2.9 Discussion

Processing Delay. The processing delay of gesture recognition is critical to

user experience in practical use. We develop an Android APP running on a Samsung

Galaxy Note 5 (i.e., 1.5Ghz octa-core Exynos processor and 4GB of RAM) to track

the elapsed time of major processing components (i.e., segmentation, feature extrac-

tion processes, and classification). We find that the processing delays are within a

reasonable range which is about 0.651s and 0.601s for the GBT-based and ResNet-

based approaches, respectively. The GBT-based approach has about 0.05s more in the

processing delay than the ResNet-based approach because of the feature extraction

process. We also notice that the processing delays of both approaches are dominated

by the segmentation process (i.e., about 0.6s), especially the ending point detection in

DTW-based approach, which takes about 0.41s. In addition, both GBT and ResNet

have similar time for classification (i.e., 0.001s).

Energy Consumption. Our wearable prototype includes an Arduino board (i.e.,

about 50mA), two PPG sensors (i.e, 8mA) and one motion sensor (i.e., 4mA), respec-
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tively. In total, it is about 62mA current consumption of our prototype. Given the

fact that the off-the-shelf smartwatches generally have a battery capacity of 380mAh,

our system can run up to 6.1 hours on a smartwatch alone. If we offload the com-

putation to a smartphone via the Bluetooth, the power consumption of the smart-

watch [163] only involves the sensors and Bluetooth (i.e., 3.5mA), which is as low as

15.5mA. Given such low power consumption, our system can run over 24 hours on a

smartwatch.

Skin Tone Impact. Humans have a diverse range of skin tones and different

skin tones have different absorption of green light, impacting the gesture recognition

accuracy. For example, darker skin absorbs more green light, limiting the capability

to accurately measure heart rate. Using additional infrared LED PPG could mitigate

the impact of skin tones.

Sensor Location Sensitivity. The location of the PPG sensor on the wrist is

important, we carefully design it to be close to one of the main artery that can

have more significant changes in blood flow when performing gestures. More sensors

monitoring other arteries on the forearm could help increase the resolution of this

sensing technology and facilitate more complicated finger-level gesture recognition,

such as recognizing 26 letters in the American sign language.

Impact of Intense Body Movements. PPG sensor is sensitive to the extremely

intense body movements. We find that some extremely intense body movements, such

as intense wrist wringing and coughing, could induce large signal deformation than

normal body movements (e.g., swing the forearm), and thereby affect the accuracy of

wrist-worn PPG sensor readings. Therefore, it is recommended to not involve intense

body movements when performing gesture recognition with our system.

Limitation and Future Work. Our work focuses on single-hand finger-level

gesture recognition. We are aware that there are two-hand sign language gestures. In

our future work, we will conduct new experiments with sign language involving two
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hands and explore the new features and methods (e.g., nature language processing

techniques) for recognizing such two-hand sign language gestures. We are aware that

using binary classifiers for each gesture is not the best solution. We find that transfer

learning technology could use much less training effort to train a new model for a new

user based on an old model of existing users. We will explore new approaches using

the transfer learning technology to reduce the training effort for all the sign language

gestures in our future work. And we will also explore the possibility of filtering the

cardiac component from the motion artifacts (including both cardiac components and

motion-related components) using the adaptive filter.

2.10 Conclusion

As an important means for human-computer interactions, gesture recognition has

attracted significant research efforts in recent years. This paper serves as the first

step towards a comprehensive understanding of the PPG-based gesture recognition

with using motion sensors (i.e., accelerometer and gyroscope) as a complementary

measure. We made a novel proposition to recognize the sign language gestures using

low-cost PPG sensors and motion sensors in wearables. In particular, we develop

a fine-grained data segmentation method that can successfully separate the unique

gesturerelated patterns from the PPG and motion sensor measurements. Addition-

ally, we study the unique PPG and motion features resulted from finger-level gestures

in different signal domains and devise a GBT-based system that can effectively rec-

ognize the sign language gestures by using PPG and motion sensor measurements.

Moreover, we explore the deep neural network (ResNet) for classifying the multivari-

ate time series signal (i.e., PPG and motion sensor measurements) and apply the

transfer learning to significantly reduce the training effort. Our experiments with

over 7000 PPG segments and 2500 motion sensor segments collected from 10 partici-

pants demonstrate that our system can differentiate nine elementary American Sign
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Language gestures with an average precision and recall over 89 percent with only

using PPG sensor. We also reveal the limitation of using motion sensors alone and

show that the sign language gesture recognition performance could be significantly

improved by integrating the PPG and motion sensor data.
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CHAPTER 3

ROBUST CONTINUOUS AUTHENTICATION

USING CARDIAC BIOMETRICS FROM

WRIST-WORN WEARABLES

It is critical to protect sensitive and private personal healthcare data. Traditional

one-time user authentication is vulnerable to attacks when an adversary can obtain

unauthorized privileges after a user’s initial login. Continuous user authentication

(CA) has recently shown its great potential by enabling seamless user authentication

with few users’ participation. We devise a low-cost system that can exploit users’

pulsatile signals from photoplethysmography (PPG) sensors in commodity wearable

devices to perform CA. Our system requires zero user effort and applies to practical

scenarios that have non-clinical PPG measurements with human motion artifacts

(MA). We explore the uniqueness of the human cardiac system and develop adaptive

MA filtering methods to mitigate the impacts of transient and continuous activities

from daily life. Furthermore, we identify general fiducial features and develop an

adaptive classifier that can authenticate users continuously based on their cardiac

characteristics with little additional training effort. Experiments with our wrist-worn

PPG sensing platform on 20 participants under practical scenarios demonstrate that

our system can achieve a high CA accuracy of over 90% and a low false detection rate

of 4% in detecting random attacks. We show that our MA mitigation approaches can

improve the CA accuracy by around 39% under both transient and continuous daily

activity scenarios.

62



3.1 Introduction

Traditional user authentication methods rely on users’ inputs, such as passwords

and graphic patterns. However, these methods are known to be vulnerable to many

attacks [26, 143]. Recently, multi-factor authentication (MFA) [31, 209] has been

proposed to mitigate these threats by verifying two or more confidential information

from independent sources. While many applications have adopted either one-factor or

MFA, both of these two approaches use a one-time login process, which is not secure

enough to authenticate users in the duration of certain applications. This is especially

critical for a security-sensitive application, in which an adversary could obtain unau-

thorized privileges after a user’s initial login. Therefore, a practical continuous user

authentication (CA) solution that can periodically verify a user’s identity without

interruptions of the application usage is highly in demand [12].

Existing CA approaches usually focus on reducing or eliminating user involvement

in the authentication process by leveraging users’ unique behavioral patterns. For

example, keystroke/mouse dynamics [180, 270] and gait patterns [233] have been

used for user authentication since 2012. These approaches usually rely on momentary

events and can only determine a user’s identity by monitoring particular activities

(e.g., typing, mouse-clicking, or walking). Recently, researchers have also shown

the potential for attacking the behavioral-based CA systems. For instance, Yu et

al. [316] show the practicability of an indirect eavesdropping attack to infer keystrokes

of touch screen leveraging audio devices on a smartphone. There are studies using

cardiac signals (e.g., ECG [123, 215] and cardiac motion [153]) for CA. All these

systems require dedicated sensors (e.g., ECG or Doppler radar sensors), which are

costly and not readily available in commodity devices. Recently, researchers find that

the photoplethysmography (PPG) sensor can also provide unique cardiac biometric

information for user authentication [36, 125, 126, 243]. However, these systems only

focus on clinical scenarios, under which strong and stable PPG measurements are
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Figure 3.1: Two scenarios of continuous user authentication (CA) using TrueHeart.

collected from the fingertips of static subjects.

Different from the existing works, we develop a low-cost CA system, TrueHeart,

which can periodically verify the identity of a user via cardiac signals (i.e., PPG)

from common wrist-worn wearable devices (e.g., smartwatches and fitness trackers).

Under a working environment shown in Figure 3.1(a), TrueHeart can continuously

determine whether a current staff operating a specific device (e.g., a smartphone or a

laptop) is a legitimate user in a non-intrusive manner so that any time-sensitive tasks

will not be interrupted. As a result, a user can continuously trade stocks, manage

air traffic, or switch circuits. As a daily life example in Figure 3.1(b), each family

member with a wearable device can be periodically authenticated by TrueHeart so

that he/she can enjoy a seamless experience of accessing or switching between user-

specific apps on the smart devices paired with TrueHeart. Therefore, each person

can watch his/her own favorite channels in a smart TV or do online shopping via a

voice assistant. The advantage of using PPG for CA is obvious as cardiac signals are

unique and ever-present biometrics which are available without users’ involvement.

In addition, PPG requires physical contact to human skin and is usually hidden in

the back of wearable devices. Therefore, PPG measurements are secure and difficult

to counterfeit.

There are several challenges in performing CA using PPG measurements from
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wearable devices. First, in contrast to ECG signals which is electrical and generated

by heart activities, PPG signals capture blood volume changes by measuring reflected

light from human skins. Therefore, PPG signals are relatively coarse-grained, noisy,

and more susceptible to interference than ECG signals. Initial works have shown

that PPG measurements from fingertips contain unique features to be used for user

authentication in clinical environments but these features are not persistent in the

PPG signals collected from wearable devices in practice. Second, wrist-worn wearable

devices are usually associated with a lot of hand or body movements from daily

activities. These movements would result in various motion artifacts (MAs) which

make cardiac signals in PPG measurements often unavailable in practice. Third, due

to various types of imprecisions in PPG sensors in wearable devices and loose contacts

between them and human skins, cardiac signals from PPG measurements could vary

among days or even in the same day.

To address these challenges, we particularly investigate and determine general

fiducial features that are not only persistent in various users’ PPG measurements but

also can capture unique characteristics of cardiac motions for CA. Additionally, we

study the MAs of different types of body-movements in practical scenarios and develop

effective MA detection methods to differentiate two types of MAs: transient MAs and

continuous MAs according to their occurrence frequency and durations. We catego-

rize the transient MAs into two categories depending on whether they are caused by

far-wrist activities or near-wrist activities. Transient MA mitigation/removal mech-

anisms are designed to either recover cardiac signals from weak transient MAs from

far-wrist activities or remove the sensor measurements containing strong transient

MAs from near-wrist activities. Moreover, a continuous MA mitigation pipeline is

proposed to mitigate the impacts from continuous MAs effectively. We exploit ad-

vanced machine learning methods and adopt the Gradient Boost Tree (GBT) classifier

to enable robust and accurate CA under practical scenarios in our daily lives. Our
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system also adopts an adaptive updating mechanism to automatically accommodate

the user’s cardiac signal changes over time based on an adaptive training mechanism.

The main contributions of our work are summarized as follows:

• We develop TrueHeart, the first low-cost CA system that can authenticate users by

using unique cardiac biometrics extracted from PPG sensors in wrist-worn wearable

devices. Our system can be easily deployed in any PPG-enabled wearable device

(e.g., smartwatches and activity trackers).

• We extensively study the characteristics of MAs under various practical scenarios

and develop an MA detection method that can effectively identify different cate-

gories of MAs with various durations and intensities. A robust transient MA miti-

gation/removal mechanism and a continuous MA mitigation pipeline are proposed

to eliminate the impacts from the transient MAs and continuous MAs, respectively.

• We identify general fiducial features that can capture the uniqueness of users’ car-

diac patterns to build an adaptive gradient boosting tree (GBT)-based classifier

that is not susceptible to PPG signal drifts and various practical attacks during

when authenticating users.

• We build a prototype of TrueHeart using both commodity PPG sensors and smart-

watches. Experimental results involving 20 participants demonstrate that True-

Heart can achieve a high average CA accuracy of over 90% while maintaining a low

false detection rate of 4% when detecting random attacks.

3.2 Related Work

Recent user authentication systems often use users’ biometrics (e.g., behavioral or

physiological information) to reduce user involvement and facilitate CA. Behavioral

pattern is considered a distinct biometric that can make CA possible based on users’

66



daily activities. For example, Mondol et al. [195] propose a user authentication system

leveraging motion sensors in smartwatches to capture users’ signatures in the air for

authentication. Casale et al. [41] develop a wearable-based authentication system

based on users’ walk patterns. However, these approaches rely on users’ involvement

in specific activities in such a great deal to easily cause inconvenience.

Physiological-based biometrics (e.g., cardiac and respiratory motions) are popu-

larly used for building CA systems because they can be obtained without users’ ac-

tive participation. For instance, Lin et al. [153] propose a CA system, Cardiac Scan,

which utilizes DC-coupled continuous-wave radar to capture distinct heart motions

in the user identification process. Rahman et al. [226] develop a method that uses

the Doppler radar to identify users based on their respiratory motions. Although

these systems provide a sound foundation for CA using wireless technology, they

use dedicated devices that might not be available for users yet. Recently advanced

sensing technologies enable unobtrusive and continuous user authentication based

on unique cardiac biometrics captured by electrocardiogram (ECG) sensors [39, 84].

While mostly available under clinical environments, these systems require users to

wear electrodes at various locations. This again turns out to be inconvenient for the

uses in practice.

Unlike ECG, PPG is widely used in commodity wearable devices such as smart-

watches and fitness trackers. Some initial studies have explored PPG-based authen-

tications. For example, fiducial features [36, 243] have been discovered to capture

unique characteristics in human cardiac systems so they can facilitate user authen-

tication processes. Recently, non-fiducial features (i.e., discrete wavelet transform

(DWT) coefficients) of PPG signals are proposed to build CA systems [125, 126].

However, all of the aforementioned studies collect PPG measurements from users’

fingertips thus require users to wear dedicated PPG sensors and keep motionless.

These requirements are different to meet in reality.

67



Different from the existing work, we build the first low-cost PPG-based system

that can perform CA in practical scenarios with various body movements by lever-

aging PPG sensors in commodity wrist-worn devices. We identify general fiducial

features that can capture distinct cardiac biometrics of diverse PPG measurements

collected from users’ wrist areas. In addition, we extensively study the PPG MAs

caused by daily activities and develop the robust methods to mitigate the impacts

from transient and continuous MAs accordingly. Moreover, our system employs an

adaptive user authentication method that can reduce the impact of system drifts and

provide long-term PPG-based CA.

3.3 Approach Overview

3.3.1 Attack Model

In this paper, we assume that attackers cannot compromise users’ wearable devices

(i.e., gaining access to their memory storages for raw PPG measurements). Based on

this, the possible attacks to our CA system are as follows:

Random attack. Attackers or their accomplices wear users’ wearable devices

and expect the PPG measurements captured can pass our PPG-based CA system.

This random attack model is similar to the brute-force attack.

Synthesis attack. To launch this attack, attackers first need to obtain users’

blood flow patterns through either medical records or vision-based technologies (e.g.,

remote photoplethysmography (rPPG) [206]). However, these patterns and the PPG

measurements collected from users’ wrist areas are different in collection approaches

and conditions. In addition, the PPG signals are collected in an enclosed environment

(between the back of wearable devices and skin contact areas) so that it is very hard

for the attacker to obtain the user’s PPG measurements. As a result, synthesis attacks

will not be easily launched.
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Figure 3.2: Illustration of the critical landmarks in raw PPG measurements and its
second derivative.

3.3.2 Feasibility Study

Intuition of Using Wearable PPG for CA. Human cardiac systems have been

studied and known to be distinct among people [246]. Along this direction, initial

studies [128, 243] have shown that fiducial features derived from critical landmarks in

the raw PPG measurements and their derivatives (i.e., the systolic/diastolic peaks,

dicrotic notch, and points a/b/c in Figure 3.2) can be used as users’ unique biometric

information. However, these studies only analyze PPG data collected from clinical

settings with quite strict requirements. Thus, how to design and realize a PPG-based

CA system using wrist-worn devices in practices remains a challenging task.

Difference between Wrist-Worn PPG and Fingertip PPG. To illustrate

such a difference, we collect PPG measurements from both fingertip and wrist areas

of the same users simultaneously using our prototype PPG sensing platform. The

top two panels of Figure 3.3 show that the PPG measurements from the wrist area

are stable but with less detectable and critical landmarks than those from the fin-

gertip area. This indicates that the existing fiducial-feature-based authentication

approaches [128, 243] are not applicable directly to the PPG from wearable de-
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Figure 3.3: Example of PPG data from fingertip & wrist and their corresponding
discrete wavelet transform.

vices. We further generate non-fiducial feature for both PPG measurements using

the Daubechies wavelet of order 4 (db4) with four levels of decomposition. The bot-

tom two panels in Figure 3.3 show that the fingertip PPG readings have repetitive

and stable DWT coefficients with respect to each heartbeat in four levels, whereas

the wrist area PPG readings are embedded with many noisy and irregular DWT co-

efficients, which will significantly impact the performance of the non-fiducial-based

PPG authentication work [125, 126]. Therefore, instead of adopting non-fiducial fea-

tures, there is a need to explore more general fiducial features in the PPG signal

from the wrist area for CA, which is explained at PPG Feature Extraction and User

Authentication in Section 3.4.

Impact of Daily Activities. To better understand the impact of daily activities

as motion artifacts (MAs), we categorize them into two types: transient MAs and

continuous MAs according to their occurrence frequency and durations. In partic-

ular, transient MAs refer to the motion artifacts with a very short time duration,

which are generated by the transient daily activities (e.g., drinking water movements

last less than 10 seconds). Depending on the distance from the location of the MA
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to the wrist and their impacts on PPG signal, we further define three categories for

transient MAs: far-wrist, near-wrist, and whole-body. The far-wrist activities are the

major arm movements without involving tendons and muscles of the wrist area. In

contrast, the near-wrist activities are finger-level and/or wrist-level movements, which

have direct impacts on blood volume changes in the wrist area and more significant

impacts on PPG measurements from wearable devices. The whole-body activities

are associated with most human body parts. We find that some whole-body activi-

ties of low intensity, such as leisure walking, do not have noticeable impacts on the

PPG measurements. More strenuous activities, such as running, would change PPG

readings significantly. Different from the transient MAs, continuous MAs refer to

the motion artifacts lasting for a much longer period of time, which are generated by

continuous daily activities (e.g., brushing teeth lasts at least 1 minute). Continuous

MAs can have different degrees of impact on PPG signals during their long-time oc-

currences. Such characteristics make them more challenging to tackle. In this work,

we focus on the static and moving scenarios involving the transient MAs and contin-

uous MAs, which cover the main scenarios in continuous user authentication in daily

life. We present the detailed design of our system in the following sections.

3.3.3 System Overview

The architecture of our PPG-based continuous user authentication system is

shown in Figure 3.4. The system collects PPG measurements constantly from users’

wearable devices as the input. Due to hardware imperfection, the raw PPG measure-

ments inevitably contain baseline drifts and high-frequency interferences. Therefore,

our system first performs Noise Reduction using Filtering to reduce such impacts. A

band-pass filter is used to extract pulsatile components in PPG measurements. After

filtering, the system conducts Pulse Segmentation to determine the PPG segment

that is likely to contain a complete cardiac cycle. The insight is that each cardiac cy-
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Figure 3.4: Architecture of TrueHeart.

cle should include a systolic peak, which could be identified in the PPG measurement

during typical diastole and systole phases.

Next, we design Motion Artifact (MA) Filtering to mitigate MAs caused by daily

physical activities. In PPG measurements, MAs arise from tissue deformations and

local blood flow changes in the wrist area. While pulsatile signals are repetitive in

PPG measurements, most MAs have burst PPG waveforms. We calculate statistical

measures, such as kurtosis, skewness, and standard deviation, in pulse waveforms

and MA signals to determine whether a PPG segment contains a pulse or an MA

in the MA detection process. If MAs are detected, our system adaptively performs
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two MA mitigation approaches according to the duration of the MAs. Specifically,

when the detected MAs are transient and scattered, our system performs transient

MA mitigation. Those transient MAs are either mitigated or removed based on their

classified impacting sources (i.e., far-wrist and near-wrist activities), respectively.

When the detected MAs last for a long time continuously, our system performs the

continuous MA mitigation pipeline to separate the pulse waveforms from continuous

MAs. After the Motion Artifact (MA) Filtering, the data processing of our system is

separated into two phases: Training Phase and Authentication Phase.

Training Phase. In this phase, our system performs General Fiducial Feature

Extraction to extract the unique cardiac features from the PPG segment and its

second derivative. This process applies to both wrist PPG measurements and fingertip

ones. Next, we perform Binary Gradient Boosting Classifier Construction to train

a binary classifier for each user. In particular, we construct a user’s profile based

on some extracted features and use the Gradient Boosting Tree (GBT) in training

the classifier when the user enrolls in the system. Furthermore, our system regularly

updates the classifier with new training data to accommodate PPG drifts over time

in Adaptive Updating.

Authentication Phase. In the Authentication Phase, our system collects PPG

segments in real-time and determines whether a current user is legitimate based on

the PPG segments in a sliding window. Specifically, after our system filters MAs

out from the PPG segments, it would further extract general fiducial features. Then

our system performs Cardiac User Identification Using Gradient Boosting Tree by

using the binary gradient boosting classifiers generated in the training phase to de-

termine the user’s identity based on each PPG segment. Finally, our system utilizes a

majority-vote rule on the classified results of the PPG segments in the sliding-window

to perform CA. In addition, our CA system is suitable for commodity wearable de-

vices since their PPG sensors consume low power (e.g. 4mA) compared to battery
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capacities of these devices.

3.3.4 Challenges

Accurate Sensing Using Low-cost PPG Sensor on the Wrist. The low-cost

PPG sensors in commodity wearable devices collect data from users’ wrists at lower

sampling rates with more noise and lower resolution. This will reduce the accuracy

in user authentication.

Robust CA with Body Movements in Daily Activities. The PPG sensors

in the wrist-worn wearable device are particularly susceptible to daily physical ac-

tivities. Daily activities involving different movements can generate the MAs with

various durations and degrees of impacts on PPG signals. Especially, compared to

the MAs with short durations (i.e., transient MAs), handling MAs with long dura-

tions (i.e., continuous MAs) is more challenging due to their continuity and diverse

impacts. Therefore, we need to explore the characteristics of various MAs from the

PPG measurements and develop technologies to adaptively reduce such impacts.

Effective Feature Set for General PPG Measurements. The PPG mea-

surements from the wrist area are unstable and weak, leading to fewer detectable

fiducial features. Thus, we need to exam general effective features for CA.

Persistent User Authentication Against PPG Drifts. The typical system-

drifts in PPG sensors which could significantly impact the CA performance. Our

system should study these drifts and adaptively accommodate the resulting PPG

variations during a long time period.

3.4 PPG Feature Extraction and User Authentication

In this section, we explore the cardiac features extracted from PPG measurements

and present the details of our adaptive user authentication method.
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Table 3.1: List of General Wrist PPG Features.
Feature Name Feature Description

Systolic Amplitude (As)

Related to the stroke volume and directly
proportional to vascular distensibility,
which is distinguishable among
different people.

Pulse Width (Pw)
The width of the PPG signal at the half-height
of the systolic peak, and it correlates with
the systemic vascular resistance.

Ratio of Pulse Interval to
Systolic amplitude (Pi/As)

Reflects the functionality of a person’s
cardiovascular system.

Crest Time (Tc)
Indicates the pulse wave velocity, which
is distinct from person to person.

Ratio of Amplitude of
b-wave and a-wave
(Ab−w/Aa−w)

Reflects the arterial stiffness and the
distensibility of the peripheral artery,
which are also different among people.
In addition, this feature can also reflect
the healthy level of different people.

3.4.1 General Wrist PPG Feature Extraction

We have shown that the PPG measurements from the wrist area have fewer fidu-

cial features and non-fiducial features compared to the PPG measurements from the

fingertip. Therefore, we explore the fiducial features that are still available in the

PPG measurements from the wrist area based on the 29 fiducial features that have

been used for user authentication [70, 128].

General Wrist PPG Fiducial Features. Based on our experiments with 20

participants, we find that 60% of the PPG measurements from the wrist area have

only one obvious systolic peak in a cardiac cycle. To let our CA system generally work

for various types of PPG measurements, we select to use five fiducial features that only

require a single systolic peak in the PPG measurements. The five fiducial features

are generally effective for the user authentication because they are always available

regardless of the source of the PPG measurements (i.e., from the wrist area or the

fingertip), and they have the physiological relationships with human cardiac systems.

We summarize the five fiducial features and their physiological meanings as shown
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in Table 3.1. Note that the five general fiducial features are always available in the

PPG measurements from the fingertip. Therefore, our CA system is also applicable

to the clinical PPG measurements. We provide a detailed evaluation of our system

on both our PPG data from the wrist area and the fingertip in Section 4.8.

3.4.2 Adaptive cardiac authentication using Gradient Boosting Tree

Next, we build the binary classifier using Gradient Boost Tree (GBT) for user

authentication. Comparing to other machine learning methods, GBT can handle the

mixed types of the features with different scales, which is exactly what our general

fiducial feature set possesses. Moreover, GBT is robust against the outliers via the

robust loss functions and can eliminate the requirement of normalizing or whitening

the feature data before classification [100].

Specifically, given N training samples {(xi, yi)}, where xi and yi represent the

cardiac-related feature set and the corresponding identity label of the user (i.e., yi

= 1 or −1 represents whether xi is from the current legitimate user), GBT seeks a

function ϕ(xi) =
∑M

m=1 ωmhm(xi) to iteratively select weak learners hm(·) and their

weights ωj to minimize a loss function as follows:

L =
N∑
i=1

L(yi, ϕxi). (3.4-1)

We specifically adopt the GBT implementation from the SQBlib library [29] for

cardiac-related feature training. In order to optimize the speed and accuracy of the

GBT model, we empirically choose the exponential loss L = eyiϕ(xi) as the loss function

L(·) with enough shrinkage (i.e., 0.1) and number of iterations (i.e., M = 2000), and

we take a fraction of 0.5 as the sub-sampling of the training dataset. Once we have

determined the loss function, next we will construct a binary gradient classifier bk(· · · )

for each user gk, k = 1, · · · , K to complete the Training Phase. Then for the testing
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feature set, each binary gradient classifier will output a score. The reason to use

binary classifier is that binary classifier has higher accuracy in differentiating one

user from other users [78] which exactly meets the fundamental requirement of a CA

system.

In the authentication phase, our system utilizes the already built binary classifiers

for all the users in parallel to classify incoming cardiac-related feature set x. In

particular, we will obtain different confidence scores from each binary classifier, and

choose the identity k of the binary classifier bk(x) with the highest score as the final

classification. After the user classification, we adopt a non-overlapped sliding window-

based approach to perform CA. In particular, we consider P continuous PPG segments

in a sliding window as a basic CA unit and use the majority vote from the classification

results of these PPG segments to determine the user’s identity periodically. If equal or

more than half of the PPG segments in the window are classified to be the same user,

the system would allow the current user to pass the user authentication. Otherwise,

the current user does not pass the user authentication. Unless mentioned elsewhere,

we set the sliding window size to 4 PPG segments, which generally provides good

performance as shown in our evaluation.

Adaptive Updating. We find that people’s pulse patterns may slightly vary

during the day. Therefore, we design our system to re-train the underlying classifier

based on the recently collected PPG measurements after each successful user authen-

tication. Specifically, our system regularly adds a small amount of the user’s PPG

measurements (e.g., 2min) to the training data to re-train a new classifier for the user

in the background. This re-training process will stop until the new classifier meets

the performance requirement (e.g., when the CA accuracy reaches 90%), and the new

classifier will take effect until the next time re-training process starts.
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3.5 Motion Artifacts Detection and Filtering

In this section, we present the MA detection algorithm and mitigation methods

for transient and continuous MAs.

3.5.1 Motion Artifacts Detection

After the pulse segmentation mentioned in Section 2.5, the system first needs to

detect whether MA is affecting the PPG segments or not. We find that when there is

no MA, the PPG segments should contain similar pulse waveform, thus the statistics

of each PPG segment should be stable over time. However, when the PPG segments

are affected by MA, the statistics of PPG measurements vary a lot. Therefore, we

propose to examine the statistics of each PPG segment and use a threshold-based

approach to detect the existence of MA.

Particularly, we choose three types of statistics (i.e., kurtosis, skewness, and stan-

dard deviation (STD)) efficiently measuring the symmetry, tails, and dispersion of

the PPG segments respectively, which are used to effectively detect MA in existing

work [218]. For each type of statistics, we derive its cumulative distribution function

(CDF) based on high-quality PPG segments (about 20 seconds) without MA. From

the CDF, we determine two thresholds that can include 95% of the values of partic-

ular statistics. The statistics of the testing PPG segments will be compared to the

thresholds, respectively. If any of the three types of statistics from a PPG segment is

out of the range determined by the corresponding two thresholds, the PPG segment

is determined to be affected by MA. An example of the MA detection has been shown

in our conference paper [329]. We note that the accuracy of our MA detection method

is over 95% based on the data collected from a user’s wrist in the moving-scenario

described in Section 4.8.

In addition, considering the impacts of transient MAs and continuous MAs are

different, we developed a MA classification method to differentiate these two types of
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MAs based on the duration of each detected MA. From our experimental results of

all 20 participants, we find that most transient body or hand movements in our daily

lives last less than 10s, so we define any MAs that last longer than 10s are continuous

MAs. We examine the incoming PPG signals using a sliding window W of 10s. If all

the signals within the window are determined to contain MA, the system considers

these MAs are continuous MAs. Otherwise, the system considers them as transient

MAs.

3.5.2 Transient Motion Artifacts Mitigation

Once the system detects transient MAs, it needs to determine whether they are

caused by far-wrist or near wrist activities. We find that the far-wrist activities

(e.g., moving the forearm to reach a cup) usually create sparse and mild MAs to

PPG measurements, while the near-wrist activities (e.g., grabbing a cup) result in

much stronger MAs for a longer period within a sliding window. Based on this

observation, we develop a transient MA classification method, which examines the

proportion of the PPG segments affected by MAs in a sliding window and determines

whether the cause of transient MAs is the near-wrist activities or far-wrist activities

using a threshold-based approach. Specifically, we define every cardiac cycle (about

1s) of PPG signal as a PPG segment. We denote the number of PPG segments

determined to be affected and not affected by MA in the sliding window as MW and

NW , respectively. Next, the system calculates the proportion of the PPG segments

affected by MA in the sliding window defined as λ = MW

NW
and compares it with

a threshold θma. The detected MAs are classified as near-wrist MAs if λ ≥ θma.

Otherwise, they are classified as far-wrist MAs. We find that the threshold θma = 30%

is general enough to provide the high accuracy of categorizing the transient MAs

among all participants.

Transient Motion Artifacts Mitigation for Far-wrist Activities. When
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the system determines that the PPG segments are affected by the far-wrist activities,

we notice that the interference of MA is usually small and recoverable. Therefore, we

employ a special moving average filter (SMAF) to mitigate those MA and retain them

for continuous user authentication. The basic idea is to average each recognized MA

with several pure pulse segments (i.e., the typical PPG segments without MA) of the

current testing user. Then the MA is able to be mitigated from the averaged results.

Specifically, we first align the pure pulse PPG segments using the systolic peaks in

order to maintain the locations of the critical fiducial points. Since the number of the

samples in each pulse segment is not equal, we then interpolate those PPG segments

to make them have the same length. After the interpolation, we will apply the SMAF

on the pure pulse segments and MA using the following equation:

S =

∑N
h=1

−→
Ph +

−→
M

N + 1
, (3.5-2)

where the
−→
Ph represents the pure pulse segments,

−→
M is MA that requires the mitiga-

tion, and totally N pure pulse segments and 1 MA are averaged with the mitigated

result as S. In particular, we use 4 pure pulse segments for the proposed SMAF. After

the SMAF, we use the smooth function to ensure the continuity of the filtered signal.

An example of the transient MA mitigation method is illustrated in our conference

paper [329].

Transient Motion Artifacts Removal for Near-wrist Activities. When the

system determines that the PPG segments are affected by the near-wrist activities, it

implies that the PPG measurements are significantly distorted by the MA during the

time in the sliding window. In this case, we remove all the PPG segments affected

by MA and only perform user authentication using the rest of the PPG segments in

the sliding window. However, we find that the PPG segments affected by MA may

not be continuous, and the interval between two affected segments may be too short
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(e.g., 1 ∼ 2 seconds including 1 ∼ 3 PPG segments) for extracting a complete pulse

waveform that can be used to perform user authentication. Hence, we remove all

the PPG segments in between the first and last segments affected by MA and keep

the unaffected PPG segments for user authentication [329]. In addition, it should be

noted that our CA system could still authenticate the user when the hand is stable

before/after the near-wrist activities, and removing the transient MA caused by the

near-wrist activities does not influence the user experience since user authentication

can be done before the near-wrist activities.

3.5.3 Continuous Motion Artifacts Mitigation Pipeline

The aforementioned MA removal and mitigation methods are mainly designed

to ensure the robustness of our system when there are transient MAs. When MAs

continuously occur for a long time and are determined as continuous MAs, simply

removing them will suspend our CA system for a long time, which significantly im-

pacts user experience. Therefore, a continuous MA mitigation method is demanded

in such scenarios. Existing work [20] has shown that the frequency range of the con-

tinuous motion artifacts is 0 to 20Hz. Since it overlaps with typical human heartbeat

frequency (i.e., 0.6 to 2 Hz), traditional filtering technology cannot effectively extract

cardiac signals with such motion artifacts. We design a two-phase continuous MA

mitigation pipeline as shown in Figure 3.5. Particularly, the first phase performs

Non-heartbeat-frequency MA Mitigation to mitigate the MAs residing out of the typi-

cal heartbeat frequency range. Then, the second phase performs Heartbeat-frequency

MA Mitigation to mitigate the remaining MAs residing inside the typical heartbeat

frequency range.
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Figure 3.5: Illustration of our two-phase continuous MA mitigation approach using
VMD or CEEMDAN with FastICA.

3.5.3.1 Non-heartbeat-frequency MA Mitigation

At first glance, Fourier transform or wavelet transform can be adopted to mitigate

the MAs with non-heartbeat frequency. However, neither of these two approaches

using linear decompositions [239, 255] can perform well when processing nonlinear

and nonstationary PPG signals (with or without MAs).

We find that, different from Fourier transform or wavelet transform, Variational

Mode Decomposition (VMD) and Empirical Mode Decomposition (EMD) are designed

to decompose nonstationary and nonlinear signals by unraveling their hidden quasi-

periodicity and features. Therefore, they are more suitable for analyzing nonlinear

and nonstationary signals [91, 102, 187], such as PPG signals. In this work, we de-

82



velop two approaches to mitigate the non-heartbeat-frequency MAs using VMD and

EMD, respectively. The basic idea is to decompose PPG signals into a series of pe-

riodic oscillatory components with different frequencies and amplitudes. Retaining

the components with frequency residing in the typical heartbeat can mitigate the

non-heartbeat-frequency MA. We note these two methods are developed for different

purposes. The concurrency processing of the VMD-based method enables faster MA

mitigation on resource-constraint mobile devices (e.g., smartwatch and IoT devices).

While EMD-based methods can achieve the competitive performance and automat-

ically determine the optimal number of components to decompose. However, the

recursive decomposition process of the EMD-based methods leads to a much larger

computational cost than VMD, which makes them more suitable for the devices with

more computing power (e.g., smartphone and personal computer).

The VMD-based MA mitigation method decomposes the PPG MAs in a sliding

window (e.g., 12 seconds) into multiple Intrinsic Mode Functions (IMFs) that can

capture the periodically oscillatory components with different frequencies. Since typ-

ical pure heartbeat PPG signals are periodic with a certain frequency range (i.e., 0.6

to 2 Hz), we only retain the VMD-decomposed IMFs corresponding to heartbeat fre-

quency and mitigate the signal components with non-heartbeat frequencies. It should

be noted that an insufficient number of IMFs cannot guarantee enough decomposi-

tion to extract all heartbeat frequency components from PPG signals. Moreover,

too many IMFs overdecompose the PPG signals to introduce noises (e.g., redundant

components), which have shape and frequency contents that are nonexistent in PPG

signals. To ensure that the VMD-based MA mitigation can accurately extract heart-

beat signals, it is important to accurately determine the optimal number of IMFs for

PPG signals.Towards this end, we adopt the Center Frequency Statistical Analysis

(CFSA) [299] to automatically determine the optimal number of IMFs. The main

idea of CFSA is to iteratively increase the number of IMFs for decomposition until
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the number of IMFs that have their center frequencies higher than the average center

frequency of all the IMFs no longer increases. The initial number of IMFs in VMD

is empirically set to 4 based on our experiments to reduce the iterations to find the

optimal number of IMFs.

The EMD-based method basically decomposes the PPG signals using a different

theoretical framework. In particular, we adopt the Complete Ensemble Empirical

Mode Decomposition with Adaptive Noise (CEEMDAN) [55] to avoid the mode mix-

ing problem in traditional EMD and provide better mode separation. Different from

VMD, CEEMDAN works as a self-adaptive filter that can automatically determine the

optimal number of IMFs for the decomposition. Therefore, we can apply CEEMDAN

to decompose the PPG MAs in a sliding window (e.g., 12 seconds) without speci-

fying the number of IMFs. Then, we retain the CEEMDAN-decomposed IMFs in

the typical heartbeat frequency range to mitigate the non-heartbeat-frequency MAs.

The key to having a decent performance of CEEMDAN is properly setting its two

main parameters (i.e., the added noise on MAs and the number of ensemble trials).

Particularly, the white noise with an appropriate amplitude is required to solve the

mode mixing problem and avoid the redundant IMFs. Moreover, a sufficient number

of ensemble trials is theoretically needed to remove the effect of the added noise. We

find that CEEMDAN provides the best decomposition performance for the PPG MAs

when the amplitude coefficient is 0.2 and the number of the ensemble trials is 500.

Based on our experiments, we observe that CEEMDAN can decompose more low

frequency components below 0.6 Hz which makes it more effective than VMD for

correcting the low-frequency motion artifacts in daily life. We note that both contin-

uous MA mitigation methods process PPG data in a sliding window. We empirically

determine the size of the window to be 12s, which covers sufficient extreme of the

signals for both methods to work properly. After decomposing the MAs by either of

the methods, we only retain the IMFs with the frequency residing in the ranges of
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typical heartbeat (i.e., 0.6 to 2 Hz).

3.5.3.2 Heartbeat-frequency MA Mitigation Using ICA

After non-heartbeat-frequency MA mitigation, we need to further remove the

remaining MAs with heartbeat frequency. Given the fact that the pure pulse signals

embedded in the remaining MAs are relatively stable and periodic, the remaining

MAs are mixed independent sources that are composed of the pure pulse signals and

the motion related signals. Independent Component Analysis (ICA) is a blind source

separation technique used to find the independent source signals even when they have

the same frequency range. Therefore, ICA can be adopted to separate the pure pulse

signal out of the remaining MAs. In particular, FastICA [114] is used in our work

since it is computationally efficient and has faster convergence than the conventional

ICA.

A major problem of ICA algorithm is that the reliability of the estimated inde-

pendent components is not known. Specifically, ICA algorithm generates different

components when running multiple times. One reason is the algorithm only finds a

local minimum of the objective and many local minima can be equally good. The

other reason is the finite sample size inevitably induces statistical errors in the es-

timation. In order to deal with this reliability issue of ICA, we propose a pipeline

to extract the stable source signals. We first adopt Principal Component Analysis

(PCA) to whiten the input data which is necessary for FastICA to work properly.

Specifically, we only retain the most uncorrelated variables based on an empirical

threshold on their eigenvalues. To extract the reliable independent components, we

run FastICA multiple times and obtain a set of components. If an independent com-

ponent is reliable, every run of the algorithm should produce the components that

are very close to the ideal components corresponding to the cluster centers. And we

adopt a K-mean clustering approach to extract the stable source signals (i.e., the
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recovered pulses and motion artifacts). The details of the proposed pipeline are as

follows:

• Data Preparation and Whitening. The remaining MAs in a sliding window

is equally divided into N segments (e.g., 4) to generate sufficient dimensions of

input data for FastICA. The input data is then preprocessed using PCA. Based

on our experiment, we empirically keep the PCA components whose eigenval-

ues sum exceeds the threshold (i.e., 80%) of the sum of all the components’

eigenvalues.

• FastICA with Multiple Runs. The FastICA algorithm runs M times. In our

work, we set running time M to 10 which is sufficient to get reliable components

based on our experiments. And we find the following FastICA parameters pro-

vide the best separation performance: the decorrelation approach is symmetric

which speeds up the algorithm using parallelism, and the nonlinearity used is

‘skew’ (g(u) = u2).

• ICA Components Clustering. The k-mean clustering approach is then

adopted to cluster all the estimated independent components from the pre-

vious step according to the Euclidean distance among them. Particularly, we

use the centroid of each cluster as the finalized stable components for further

analysis.

For example, our proposed pipeline generates 4 clusters of ICA components from

the results of 10 times of running FastICA algorithm for a washing dishes activity

that lasts 25 seconds. As shown in Figure 3.6, we adopt the centroid of each cluster

as the finalized stable ICA components from which we will find one as the recovered

pure pulses.

We next find the ICA component as the recovered pure pulses, the basic idea

is to select an ICA component as similar as possible to the pure pulses in terms of
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Figure 3.6: The cluster centroids of 4 ICA components (i.e., Comp1, Comp2, Comp3,
and Comp4 ) with applying our FastICA pipeline on the remaining MAs
(e.g., generated by washing dishes) after non-heartbeat-frequency MA
mitigation.

the waveform shape. Our selection strategy is to first find the ICA component with

the smallest dynamic time warping (DTW) [198] distance to a typical user’s static

pulse signals of the same time duration. To guarantee the robustness of the selection,

its periodicity and dominant frequency should be further considered. Based on our

experiments, the correctly selected ICA component should also be the most periodic

one which has the largest sum of absolute autocorrelation coefficients. Moreover, its

dominant frequency from FFT must reside in the typical frequency range of the human

heartbeat. With meeting all those conditions, then we will use this ICA component

as the recovered pure pulses. Otherwise, we do not adopt any ICA components from

the current sliding window.

For instance, we calculate the DTW distance, the sum of absolute autocorrelation,

and dominant frequency of 4 ICA components (i.e., Comp1 , Comp2, Comp3, and

Comp4 ) in Figure 3.6, respectively. Their detailed results are shown in Table 3.2. We

can find that Comp3 is first selected since it has the smallest DTW distance (i.e., 24)

among 4 components. Since it also has the largest sum of absolute autocorrelation

coefficients as 12.4 with a reasonable 1.2 Hz dominant frequency. Therefore, we select

Comp3 as the recovered pure pulses based on our selection strategy. Besides, since

FastICA generates normalized components [186], the selected ICA component cannot
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Table 3.2: Find ICA Component as the Recovered Pure Pulses according to Signals’
Waveform, Periodicity, and Dominant Frequency

Comp1 Comp2 Comp3 Comp4
DTW Distance 29 37 24 31
Sum of Absolute
Autocorrelation Coefficients

9.4 12.1 12.4 8.2

Dominant Frequency (Hz)
using FFT

1.5 0.9 1.2 1.8

retain the original amplitude. Therefore, we scale its amplitude back according to the

typical scale on the static pure pulse period. Specifically, we first apply the FastICA

on the static pure pulse period (e.g., 1 min) and calculate the scales for recovering

each segment. Then, the median scale value is adopted to scale the recovered MAs

amplitude back.

It should be noted that the sliding window length is not fixed in our work. Since

the signal length theoretically impacts the performance of VMD, CEEMDAN, and

FastICA, there exist some constraints for the window length selection. Specifically,

a sliding window should be long enough to capture sufficient extreme of the signals

for VMD and CEEMDAN to work properly. Based on our experiment, the length of

sliding window should be at least 10 seconds. Considering our basic authentication

unit (e.g., 3 seconds), a 12 seconds sliding window (i.e., 4 authentication units) is

adopted as the shortest acceptable window length in our work. In fact, a properly

longer sliding window enables a finer-grained VMD and CEEMDAN decomposition

and also leads to better source separation in FastICA. However, too long window

length could generate “false” components to IMFs and increase the running time

significantly [241]. Therefore, there is also a maximum length constraint. According

to our experiment, a sliding window of 24 seconds at maximum could not only lead

to an optimal mitigation performance but also with an acceptable running time (less

than 3 seconds) for quick authentication response.
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3.6 PPG Data Preprocessing and Segmentation

3.6.1 Data Preprocess

The PPG measurements from the low-cost PPG sensor in wrist-worn wearable

devices inevitably contain baseline drift and high-frequency interference. Since the

frequency of the pulsatile component in PPG is 0.5 − 4Hz, and the frequency of

MA is 0.1Hz and above, our system firstly applies a band-pass filter to reduce the

effect of the baseline drift and high-frequency noise. In particular, we implement a

Butterworth bandpass filter with the passband 0.5 − 6Hz and the order as 2 to only

retain the pulsatile components together with the MA components having a similar

spectrum.

3.6.2 Pulse Segmentation

Our system determines the starting and ending points of all the PPG segments

in the sliding window. Ideally, we can find all the valley points in the sliding window

and extract the data between every two valley points as the PPG segments. However,

we find that the dicrotic notch could have the lowest amplitude (i.e., “fake” valley)

in the cardiac cycle. Particularly, we tackle this issue based on the fact that the

time distances from the systolic peak to the starting and ending points are in the

range of Ts = 0.15s∼ 0.26s and Te = 0.44s∼ 0.74s, respectively [35]. Therefore, the

accurate PPG segment can be extracted by selecting the valleys that are within the

typical time ranges Ts and Te before and after each systolic peak, respectively. In

addition, through our experiments with 20 participants, we empirically determine the

sliding window as 2s larger than one typical pulse waveform (e.g., 0.6 ∼ 1 second)

to ensure the effectiveness and accuracy of the PPG segmentation. We also note

that our segmentation method is effective with MA because the system finds PPG

segments in the sliding window based on the peaks and valleys that fulfill the criteria
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Figure 3.7: Prototype: wrist-worn PPG sensing platform.

even though the waveform may be distorted.

3.7 Performance Evaluation

3.7.1 Experimental Methodology

Wearable Prototype. We design a wrist-worn PPG sensing prototype as shown

in Figure 3.7, which refers to the layout of PPG and motion sensors in commodity

wrist-worn wearable device (e.g., Apple Watch). Specifically, the prototype consists of

one commodity green LED PPG sensor attached to the inner side of the wristband and

a motion sensor (i.e., accelerometer) attached to the outside of the wristband. These

sensors are connected to an Arduino UNO (REV3) board for the sensor measurements

acquisition, which is under a 300Hz sampling rate. The PPG measurements are

transferred to a laptop (i.e., Dell Latitude E6430) to perform user authentication.

Smartwatch Prototype. We have also implemented our CA system on the

commodity smartwatch shown in Figure 3.8 to demonstrate the practical usability of

our system. This prototype is composed of a smartwatch for collecting the real-time

PPG measurements, a laptop running the WebSocket server to receive the data and

perform continuous user authentication, and a WLAN enabling the communication
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Figure 3.8: Prototype using the commodity smartwatch.

between the smartwatch and the laptop via a WiFi access point. Before our CA

system begins, the smartwatch and the laptop need to connect to the WLAN. Then

our developed web application as the WebSocket client running on the smartwatch

can initiate the connection to the WebSocket server running on the laptop. Once the

connection is built, the smartwatch will transfer the real-time PPG measurements to

the connected laptop via WLAN. Simultaneously, the laptop will process the incoming

real-time PPG measurements and perform our CA system implemented using Matlab.

In particular, we do the experiment using a Samsung Gear S3 classic smartwatch with

Tizen OS 4.0 which is equipped with two PPG sensors having a sampling rate of 20

Hz. The laptop is with Intel(R) Core(TM) i7-9750H CPU and 32 GB of RAM.

Data Collection. We recruit 20 healthy participants whose ages are between 20

to 40 to collect PPG measurements using our wearable prototype. Two different sce-

narios are adopted to evaluate our system for various practical application scenarios:

In the static scenario, 20 participants are asked to sit quietly for 10 mins, respec-

tively. While in the moving scenario, we ask 5 participants to perform the far-wrist

activities (i.e., moving the forearms) and the near-wrist activities (i.e., grabbing up

a cup and drinking water) repeatedly for 2 mins and sit still for 3 mins. In total,
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we collect around 15, 000 PPG pulse segments from the wearable prototype in the

static-scenario and 4, 200 pulse segments in the moving-scenario, respectively. In ad-

dition, we also test our system on the IEEE TBME Benchmark dataset [127], which

has 8-mins PPG data collected from the fingertips of 42 people with a sampling rate

of 300 Hz.

For the experiments involving continuous motion artifacts, we collect PPG mea-

surements using our smartwatch prototype. Particularly, we ask 4 participants to per-

form 7 continuous movements repeatedly for 2 mins and hold still for 3 mins. Those

movements include different forearm and whole arm movements with various mo-

tion patterns (e.g., forearm forward-backwards, forearm left-right, forearm half-cycle,

whole arm left-right, washing dishes, washing face, and brushing teeth). In total, we

collect around 5300 PPG pulse segments in the static and 3100 pulse segments in the

continuous movement, respectively.

3.7.2 Evaluation Metrics

Our system periodically authenticate the user based on the PPG segments in a

sliding window and labels the sliding window as the user or attacker, respectively.

We define our evaluation metrics as follows:

CA Accuracy. The number of sliding windows that are correctly labeled as

the user over the total number of sliding windows that are examined during the CA

process.

Attack Detection Rate. The number of sliding windows that are correctly

labeled as the attacker over the number of sliding windows that are associated with

the attacker during the CA process.

Attack False Detection Rate. The number of sliding windows that are incor-

rectly identified as the attacker over the number of sliding windows that are associated

with the user during the CA process.
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Figure 3.9: CA accuracy of TrueHeart using the PPG measurements from the wrist
areas and the fingertips.

Receiver Operating Characteristic (ROC) Curve. It reflects the trade-

off between Attack Detection Rate and Attack False Detection Rate. The smallest

distance from the point on the ROC curve to the top-left corner corresponds to the

optimum model.

In our evaluation, 20 rounds of Monte Carlo cross-validation are employed for the

10-mins of the collected user data, among which 5-mins for training and the rest of

the data for authentication.

3.7.3 Continuous Authentication (CA) Performance

We first evaluate the general performance of TrueHeart by examining the CA

accuracy in the static scenario. In particular, we consider each participant acts as a

legitimate user once while remaining participants act as attackers. Figure 3.9(a) shows

that each user achieves comparable high CA accuracy with an average of 90.73% CA

accuracy, which indicates that TrueHeart can successfully authenticate users with

high accuracy using the wrist-worn wearable devices. In addition, Figure 3.9(b)

shows that our system can achieve even better performance on the PPG data from

the fingertip [127] with 39 out of 42 people having the CA accuracy above 96%. This
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Figure 3.11: Performance with different
lengths of the sliding window.

is because the PPG measurements from the fingertip are stronger and stabler than the

wrist area. These results not only demonstrate the promising practical usability of

our proposed user authentication system on common wrist-worn wearable devices but

also indicate that it has promising usage in clinical environments such as telemedicine

and smart-health applications.

Moreover, to study the performance of our system when defending against the

random attack, Figure 3.10 shows that the ROC curve gets closer to the point (0, 1)

when the number of the PPG segments in a sliding window becomes larger. Partic-

ularly, our attack detection rate reaches to over 88% with the attack false detection

rate of around 3.9% when the length of the sliding window is 4. And our system can

achieve over 90% attack detection rate and less than 4.2% attack false detection rate

with six or more PPG segments in a sliding window. Those results show that our CA

system is robust against the random attacks.

3.7.4 Impact of Various Factors

Impact of the Sliding Window Length. The length of the sliding window

corresponds to the number of continuous PPG segments to perform the majority
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Figure 3.12: The impacts of the training size and the machine learning method.

vote for user authentication. Particularly, we test the different lengths of the sliding

window with 1, 2, 4, 6, 8 continuous PPG segments (i.e., about 0.7s, 1.4s, 3s, 4.4s,

and 6s). Figure 3.11 shows the CA accuracy increases as the increment of the sliding

window length and becomes stable at about 90% with four or more PPG segments.

Therefore, we adopt the sliding window with 4 continuous PPG segments in our

system, which not only provides the high CA accuracy but also has the short response

time for the authentication (i.e., around 3s).

Impact of Training Data Size. Since the training data size influences the ease

of use in terms of the time for data collection, so we particularly test 1, 2, 3, 4, 5, and

6 mins’ static PPG signals of each user for training respectively, and use the rest data

for testing. Figure 3.12(a) shows that an average CA accuracy of 77.75% is achieved

only using 1 min’s data of each user for training. Moreover, the average CA accuracy

can increase to 90.65% and becomes stable when using 5-mins or more training data

of each user. Those results prove that our system is suitable for practical use since it

can achieve very high CA accuracy with the only limited size of training data (e.g.,

5-mins per user).
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Impact of Machine Learning Methods. We study the performance of our

system with different underlying machine learning models. Specifically, we adopt

the support vector machine (SVM) and neural network (NN) using the LIBSVM

library [42] and the multi-layer perceptron in Scikit-learn [213], respectively. Fig-

ure 3.12(b) shows that GBT has the best CA accuracy of 90% compared with SVM

(scaling the data) and NN whose CA accuracy is 75% and 80% respectively. This

result indicates that GBT easily tuned with flexible optimization options is more suit-

able for our CA system than the machine learning methods which either are difficult

to determine the appropriate kernel (e.g., SVM) or require a large amount of training

data and expertise to tune the model (e.g., NN).

Impact of Sampling Rate. The sampling rate affects the power consumption

and computational cost in the wearable devices. In particular, we find that the

CA accuracy is as high as 88% at the lowest sampling rate (i.e., 25Hz) and increases

slightly with the increased sampling rate and becomes stable with 90.7% CA accuracy

since 100Hz. Those findings imply that our CA system is not only compatible with

the commodity wrist-worn wearable devices (e.g., Samsung Simband [251] adopts

128Hz PPG sampling rate) but also supports the hardware with even lower PPG

sampling rate.

3.7.5 CA Performance with MA Mitigation and MA Removal

We next study the performance of our MA removal method on near-wrist activities

and MA mitigation method on far-wrist activities among 5 participants, respectively.

As shown in Figure 3.13, while performing far-wrist activities such as moving forearm,

our system could still achieve 72.2% CA accuracy even without applying the MA

mitigation method and the CA accuracy increases to 89.2% after MA mitigation.

Furthermore, we can see that our system has the CA accuracy as 36.6% before MA

removal and achieve 75.2% after MA removal for the near-wrist activities such as
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Figure 3.13: The performance of motion artifact mitigation .

grabbing up a cup to mimic drinking water gesture. Those results show that the

far-wrist activities have a relatively slight impact on our CA system, whereas the

near-wrist activities have more impacts due to the involvement of the tendon and

muscle in the wrist area. Overall, our system has a decent performance after applying

the MA mitigation method on the far-wrist activities and the MA removal method on

the near-wrist activities, which implies that it’s practical when the sparse and mild

movements occur.

3.7.6 CA Performance with Continuous Motion Artifacts Mitigation

We study the performance of our MA mitigation method on 7 continuous motion

artifacts among 4 participants, respectively. As shown in Figure 3.14, our system

achieves an average CA accuracy of 69% and 74% under 7 continuous movements

after adopting the VMD-based and CEEMDAN-based MA mitigation, respectively.

Compared to the performance without any mitigation, our system improves the CA

accuracy by around 39%. Moreover, it is observable that VMD outperforms CEEM-

DAN in forearm half-cycle. The reason is that forearm half-cycle movement generates

more high-frequency noises than other movements and VMD has better performance
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Figure 3.14: The performance of different lengths of sliding window and adaptive
training.

than CEEMDAN in term of the high-frequency noise mitigation. Overall, our system

has a decent performance after continuous motion artifacts mitigation, which implies

that it’s practical for daily life usage.

We also study the impacts of different lengths of the sliding window on the mit-

igation performance. As discussed in Section 3.5.3, there exist the minimum and

maximum window length constraints for continuous PPG MAs mitigation. There-

fore, a short window (i.e., 12 seconds corresponds to the minimum requirement) and

a long window (i.e., 24 seconds corresponds to the maximum length constraint) are

especially evaluated. Figure ?? shows that, when adopting the short window, both

VMD + FastICA and CEEMDAN + FastICA have similar performance (i.e., 62% and

63% CA accuracy, respectively). After using the long window, their CA accuracies

reach to 69% and 74% (increase 7% and 11%, respectively). This result demonstrates

that an appropriate longer sliding window could indeed lead to better performance.

3.7.7 Effectiveness of Adaptive Training

We evaluate our adaptive training using the data collected by one user across

three different hours in a day. Specifically, we collect 1-hour PPG data starting at
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11 AM, 1 PM, and 4 PM, respectively. In Figure 3.14, Tr1 represents the training

set is only from the first hour and Tr2 represents the mixed training set includes the

data from both the first hour and 2 mins’ data from the third hour. We can see

that our system trained by Tr1 can achieve 91% CA accuracy during the first hour,

and decreases 5% during the second hour and 7% during the third hour, respectively.

These results demonstrate that the user cardiac system indeed has some fluctuations

during a long-time period that slightly impact the CA performance. Moreover, after

the adaptive retraining with Tr2, the CA accuracy will increase back to 90% during

the third hour. Those results prove that our system is suitable for long-time user

authentication with few times of adaptively retraining which requires a very small

amount of the new data. (e.g., routinely retrain every 3 hours with only 2 mins’ new

data).

3.8 Conclusion

In this work, we develop a low-cost PPG-based continuous user authentication

(CA) system, TrueHeart, using the wrist-worn wearable devices. Specifically, we

explore the diverse PPG measurements among 20 participants and determine the

representative and general fiducial feature sets that can facilitate our CA system. We

develop an effective motion artifact (MA) detection method based on the statistics

of the PPG segments. In addition, MA classification and the adaptive MA filter-

ing approaches are designed to mitigate the impacts of the transient activities and

continuous activities from the daily life. To ensure the long-term robustness of our

CA system, we develop an adaptive user authentication method using the gradient

boosting tree (GBT) technique. We devise a wrist-worn PPG sensing prototype and

a smartwatch prototype to conduct extensive experiments with 20 participants under

static and different moving scenarios. The results show that our system can achieve

a high average CA accuracy of over 90% and a low attack false detection rate of
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4% under static scenarios in practice. Our adaptive MA mitigation approaches can

improve the CA accuracy by around 39% under both transient and continuous daily

activity scenarios.
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CHAPTER 4

CONTINUOUS USER VERIFICATION VIA

RESPIRATORY BIOMETRICS

To protect private personal healthcare data, we envision that the essential trend

is to free users from active participation in the verification process. Toward this

end, we propose a continuous user verification system, which re-uses the widely de-

ployed WiFi infrastructure to capture the unique physiological characteristics rooted

in user’s respiratory motions. Different from the existing continuous verification ap-

proaches, posing dependency on restricted scenarios/user behaviors (e.g., keystrokes

and gaits), our system can be easily integrated into any WiFi infrastructure to provide

non-intrusive continuous verification. Specifically, we extract the respiration-related

signals from the channel state information (CSI) of WiFi. We then derive the user-

specific respiratory features based on the waveform morphology analysis and fuzzy

wavelet transformation of the respiration signals. Additionally, a deep learning based

user verification scheme is developed to identify legitimate users accurately and de-

tect the existence of spoofing attacks. Extensive experiments involving 20 participants

demonstrate that the proposed system can robustly verify/identify users and detect

spoofers under various types of attacks.

4.1 Introduction

Respiration monitoring has drawn considerable attention as it provides the essen-

tial information about the physical health of a person, which could enable a variety
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of emerging applications. For instance, respiratory patterns could be used for early

detection of diseases in many areas including sleep, pulmonology, and cardiology. In

addition, existing studies [43, 224] have shown that people’s respiratory motions gen-

erate unique biometric information in terms of breathing rhythms, breathing sound,

and corresponding thoracoabdominal motions. Thus, it is possible to exploit respira-

tory motions to distinguish individuals without requiring any extra human effort since

people breathe all the time without conscious volition [75]. In this work, we target

on building a non-intrusive continuous user verification system using respiratory bio-

metrics, which is the most challenging application based on respiration monitoring.

The resulting technique could be easily extended to support many emerging applica-

tions, such as customized services in smart homes and access management in mobile

healthcare systems.

We envision that the ultimate goal of user verification is to free users from manu-

ally entering secret information for identity verification and enable computing devices

to automatically identify the users around-the-clock. To enable automatic user ver-

ification, existing approaches usually utilize users’ unique behavioral patterns (e.g.,

gait pattern [233], keystroke/mouse dynamics [270]) to continuously perform identity

verification. However, these systems can only identify users when they are involved in

particular activities. In addition, biometrics resulted from spontaneous physiological

processes (i.e., heart beating and breathing) have been successfully used to contin-

uously identify individuals. For instance, recent advancement [153, 215] uses car-

diac patterns to enable unobtrusive continuous user verification. Chauhan et al. [43]

leverage the audio generated by three distinct respiratory gestures (i.e., sniff, normal

breath, and deep breath) to perform user verification. However, this work requires

the user to perform the specific respiratory gestures close to a microphone, which is

inconvenient and impractical in many real-world scenarios.

In our work, we reuse the WiFi infrastructures that are prevalent in our daily
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(a) Accessing computers using
breath

(b) Automatically verify users in smart home

Figure 4.1: Example applications of continuous user verification that leverages respi-
ratory motions captured by off-the-shelf WiFi.

lives and devise an innovative user verification system that can automatically ver-

ify users’ identities based on their respiratory biometrics independent of any specific

activities. Different from the aforementioned existing solutions, our solution can be

easily integrated into any WiFi-enabled mobile devices to provide contactless contin-

uous verification independent of user behaviors in various applications as depicted in

Figure 4.1. For example, our system could let a user log in his laptop as an assistance

to their passwords to enhance security (or even without entering passwords in the

future) and further access user-specific applications continuously without additional

identity verification as shown in Figure 4.1(a). In another set of applications, the

system could be applied to WiFi-enabled devices (e.g., Amazon Echo, smart TV at

home), which allow users to perform operations (e.g., online purchase and parent

control) without manually input user-privilege information.

The goal of our system is to reconstruct reliable respiratory patterns by directly

examining CSI from WiFi signals despite of interferences and noises coming from

environments and human bodies. Toward this end, we extract respiratory-related

patterns in CSI readings from WiFi-enabled devices and apply an Empirical Mode
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Decomposition (EMD) based filter [111] to mitigate the effects caused by the im-

manent radio interference or other irrelevant body movements. Unlike conventional

filters (e.g., low-pass filter) that may mistakenly remove useful signal components due

to fixed cutoff frequencies, the EMD-based filter can adaptively filter the noisy com-

ponents to better preserve the respiration-related signals. To determine the sensitive

subcarriers in CSI samples that are significantly impacted by respiratory motions,

a subcarrier selection mechanism is developed based on the signal’s periodicity and

sensitivity. The system further reconstructs the respiratory motion signals leveraging

the selected subcarriers to reconstruct the reliable respiratory patterns.

To extract effective features, we examine the reconstructed CSI signals and iden-

tifies the segments containing complete respiratory cycles. It then extracts unique

respiratory biometrics in each respiratory segment by employing waveform morphol-

ogy analysis and fuzzy wavelet packet transform (FWPT) [130]. The extracted mor-

phological features (e.g., inhaling/exhaling rhythm, breathing depth, and duration)

and the FWPT based features constitute a unique complementary set to discriminate

each individual. These derived respiratory features are used to construct each legiti-

mate user’s profile during the system enrollment. During the verification process, the

respiratory features derived at run-time are continuously examined and compared to

the user’s profile by the system to either authenticate the legitimate user or reject a

spoofing adversary, who tries to fool the system by mimicking the legitimate user’s

breathing patterns. To further identify the user’s identity under the scenarios when

multiple users are legitimate to access a service (e.g., the hot stove in a smart home

could be used by both parents but not for grandparents and young kids), we build

a two-layer deep neural network (DNN) model to learn high-level abstractions of in-

trinsic human respiration characteristics. The main contributions of our work are

summarized as follows:

• We develop the first user verification system that is based on human natural
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breathing motions without requiring user’s active participation of providing

specific respiratory gestures.

• Our system can be easily integrated into any WiFi-enabled devices (e.g., laptops,

smartphones, and smart appliances) to perform contactless and continuous user

verification by integrating the morphologic-based features and fuzzy-wavelet-

packet-based features together to model the unique respiratory biometrics.

• Our system detects the existence of a spoofing attack by developing a spoof-

ing detection mechanism and further perform user identification by using the

distinct biometric information rooted in respiratory motions based on deep-

learning techniques.

• Our system is evaluated through extensive experiments involving 20 subjects

with different setups of WiFi devices and attack models. The results demon-

strate that our system can achieve over 95% verification/authentication success

rate and robustly detect spoofing attacks with over 92% accuracy and less than

5% false positive rate.

4.2 Related Work

Biometric-based User Verification. A couple of approaches have been devel-

oped to identify the user’s identity based on their highly discriminative physiological-

based biometrics (e.g. fingerprint[21] and iris [135]), behavioral-based biometrics

(e.g., gait pattern [233], keystroke/mouse dynamics [270] or vibration-based finger-

input [158]). However, these verification schemes not only require dedicated sensors

but also are vulnerable to replay/spoofing attacks (e.g., gummy finger [79]).

Continuous User Verification. To avoid critical security flaws in one-time

verification methods, continuous user verification is emerging in the security commu-

nities. For instance, some approaches leverage physiological biometrics, such as facial
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recognition [240] and heartbeat vital signals [84], as well as behavioral biometrics

(e.g., touch dynamics [76] and gait patterns [233]). Although these studies provide

solutions for continuous user verification, they either require dedicated devices or rely

on users’ active participation, which are unscalable and obtrusive in reality.

Vital Signs based Verification. Existing studies have shown that the unique-

ness of heartbeat/respiration dynamics among different people can be used for iden-

tifying users. For instance, heartbeat-based verification has been mainly studied by

utilizing electrocardiogram (ECG) [120, 216] and photoplethysmography (PPG) [125,

126]. Cardiac Scan [153] performs cardiac dynamic-based verification using the ded-

icated Doppler radar. These systems, however, either require users to attach the

dedicated devices on their body or require the user to sit in front of the radar device,

which is not convenient in many application scenarios. Moreover, BreathPrint [43]

uses breathing sound for user verification. However, it requires the user to hold the

mobile devices very close to the user’s nose, which is not applicable in many practical

scenarios.

Radio-based Sensing/Verification. Wireless radio signals have been utilized

to monitor and detect human activities in a contactless and privacy-preserving way,

such as daily activities recognition [286, 290] and human dynamics [85], etc. Some

recent studies identify users according to the distinct CSI changes associated with

human’s daily activities [248] and gait pattern [287]. However, these systems require

the users to be involved in particular activities. Recently, an increasing trend is shown

in investigating the non-contact ways of analyzing vital signs such as heartbeat and

respiration for well-being. The researchers have shown the success of using either

Received Signal Strength (RSS) [5] or CSI [157, 162] from existing WiFi to track

human’s vital signs (i.e., breathing and heart rates).

Differently, we take one step further to use the prevalent off-the-shelf WiFi devices

to extract the unique biometrics rooted in respiratory motions for verification, which
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does not require user’s active participation and enables continuous user verification

in a non-contact, unobtrusive manner.

4.3 Feasibility Study

4.3.1 Unique Biometric Information in Respiration

In general, the process of human respiration comprises two stages, inspiration and

expiration [54], which are illustrated in Figure 4.2. During inspiration, the size of

the thoracic cavity increases due to the contractions of the diaphragm and intercostal

muscles. While during expiration, the diaphragm and intercostal muscles relax and

the size of the thoracic cavity decreases. Due to the human complex and diverse phys-

iological structure (e.g., the strength of the diaphragm and intercostal muscles and

volume of the thoracic cavity), the respiratory motions associated with chest move-

ments and abdominal movements would present distinct magnitudes and patterns

from person to person. Existing studies have confirmed that people’s respiratory mo-

tions have unique biometric information. For instance, Parreira et al. [211] find the

significant differences in breathing patterns and thoracoabdominal motions among

109 participants. Moreover, it has been shown that the uniqueness of an individual’s

respiratory motion would remain the same for a long time despite the changes in ages,

smoking habits, weight, and mild respiratory diseases [224]. The diaphragm contrac-

tions caused by breathing happen without conscious volition most of the time [75].

Thus, the distinct respiratory motion, which is a spontaneous thoracic movement,

can be regarded as an ideal biometric for continuous user verification.

4.3.2 Capturing Unique Respiratory Biometrics Using WiFi

A few existing studies (e.g., [157, 280]) have shown the success of using CSI of ex-

isting WiFi signals to continuously track the user’s breathing rate. Compared to the
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Figure 4.2: Illustration of respiration mechanism. Inspiration and expiration oc-
cur due to the expansion and contraction of the thoracic cavity, respec-
tively [54].

RSS-based approaches, the fine-grained CSI provides both amplitude and phase infor-

mation of multiple OFDM subcarriers that respectively experience distinct multipath

and shadowing effects, which can derive more accurate and respiratory patterns. In

this work, we take one step further and find that the highly sensitive CSI can fur-

ther capture the unique biometric information carried by the respiratory motions.

Figure 4.3 shows the filtered CSI amplitude values at a subcarrier extracted from a

mobile device (i.e., laptop) when two people are respectively sitting in front of the de-

vice and breathing normally. We observe that the CSI patterns corresponding to two

people are significantly different in terms of the periodic patterns and morphological

characteristics, such as pulse width, small fluctuations around the wave peak/trough

in the figure, which motivates us to use pervasive WiFi signals to capture such unique

respiratory motions for user verification.

System Challenges. 1) The system should be robust to interferences and noises

so that it can reconstruct reliable respiratory patterns from WiFi signals in real-

world wireless environments; 2) The system needs to extract users’ unique respiratory

biometrics from the wireless signals affected by the subtle respiratory motions to

discriminate people; and 3) We need to develop an easy-to-deploy verification model

that can accurately detect spoofing attacks and identify users’ identities on mobile

devices.
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(a) User 1’s respiration
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(b) User 2’s respiration

Figure 4.3: Distinct respiration patterns captured by CSI measurements.

Applications. Respiratory motions, as a spontaneous activity and critical met-

rics for evaluating a person’s health conditions, could be used to facilitate many

emerging applications such as liveness detection, sleep monitoring, and early detec-

tion of diseases, etc. In this work, we take one step further and show the feasibility

of using respiratory biometrics to contentiously authenticate and identify individu-

als, which can be used in various domains, such as customized services, surveillance

system, and access management.

4.4 Attack Model & System Overview

4.4.1 Attack Model

Random Attack. An adversary does not have any knowledge of the user’s

respiratory pattern. When attacking the system, the adversary stays in the same

position as the user does and breathes in a randomly chosen style regarding the

breathing rate, inhale/exhale rhythm, and depth.

Imitation Attack. An adversary has observed how the user passes the system

using breath multiple times. The adversary stays in the same position as the user

does and tries to mimic the user’s breathing pattern to pass the system.
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4.4.2 System Overview

The basic idea of our system is to examine the fine-grained CSI of WiFi signals and

extract the unique biometric information rooted in users’ respiratory motions. The

flow of our user verification system is illustrated in Figure 4.4. The system first collects

time-series CSI measurements of 30 OFDM subcarrier groups from normal WiFi

traffic via mobile devices (e.g., laptop). Once the system determines that the wireless

signals contain repetitive respiratory patterns by finding the respiratory frequency

components, it performs the Respiratory Signal Calibration to obtain reliable CSI

measurements related to respiratory motions. The collected data is then processed to

remove ambient noises via the Empirical Mode Decomposition (EMD) based Filter.

The proposed EMD-based filter can adaptively remove the noisy components (e.g.,

immanent/environmental noises and irrelevant body interference) based on the data

analysis and best preserve the frequency components related to respiratory motions.

To obtain the most reliable respiratory signals, we utilize a Periodicity and Sensitivity

based Subcarrier Selection strategy to select the subcarrier that is the most sensitive

to minute human body movements by comparing the periodicity and variance of the

CSI measurements.

The system then performs Respiration Segmentation and Feature Extraction to

segment respiration cycles and extract corresponding distinctive respiratory features.

To ensure that our system captures the unique biometric information in a complete

respiratory cycle, the system performs the Respiration Segmentation to determine the

segment of CSI measurements containing a respiratory trough-crest pattern by identi-

fying the alternative increasing and decreasing trends (i.e., a down-up-down pattern)

resulted from the inhalation and exhalation processes. Next, we use the Respira-

tion Feature Extraction to derive unique respiration-related biometrics from the CSI

measurements in each respiration segment. We particularly adopt two types of respi-

ration features that can comprehensively describe the unique biometric information
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Figure 4.4: Overview of system flow.

rooted in respiratory motions: Morphological Features and Fuzzy Wavelet Packet

Transform (FWPT) Features. The morphological features focus on the shapes of the

respiration-related CSI patterns and capture the physiological characteristics of res-

piratory motions (i.e., respiration depths and durations in different breathing stages).

In addition, the FWPT features analyze the respiration segment in the frequency do-

main using the wavelets in different scales, which generates more fine-grained features

that can reflect the complicated frequency characteristics of respiratory motions.

The extracted respiration features are used to construct profiles for legitimate

users when they enroll in the system. After enrollment, the system takes the res-

piration features of the incoming respiration segments as the input to perform the
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Respiration-based User Verification. Specifically, during the verification phase, Breath

ID determines as user access or not by checking a threshold to compute the feature

distance between the incoming data and all users’ profiles. Further, our system can

recognize the legitimate user’s identity by using the Deep Neural Network (DNN)

classifier and defend against various types of attacks (e.g., random attacks or imita-

tion attacks). We note that the user’s breathing motions are usually stable in their

daily lives. If the user’s breathing pattern has a great change due to strenuous exer-

cises or fluctuating emotions, our system is designed to take the user’s feedback and

perform an adaptive profile update to accommodate the changes.

4.5 Respiration Segmentation & Feature Extraction

4.5.1 Respiration Segmentation

Due to the multipath and shadowing effects, different subcarriers have different

CSI amplitudes even when they are caused by the same respiratory motion. As shown

in Figure 4.10, the derived respiration signals at subcarrier #1 exhibit an up-down

trend during a complete respiration cycle (i.e., inhalation and exhalation), whereas

the signals at subcarrier #15 exhibit an opposite trend. This observation indicates

that the cause of the crests (i.e., up-down trend) or troughs (i.e., down-up trend) is not

deterministic and could be either inhalation or exhalation. Therefore, we define the

conjoint trough and crest (i.e., each down-up-down trend) as a respiration segment,

which at least includes one inhaling-exhaling stage or one exhaling-inhaling stage.

Intuitively, the respiration segments can be determined by finding the local maxi-

mums/minimums in the respiration signals. However, multiple local maximums/minimums

would be found on one crest or trough as illustrated in Figure 4.5(a) due to the signal

fluctuation. To find the unique maximum/minimum points indicating the starting

and ending times of inhalation or exhalation, we develop a Starting/Ending Points
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Figure 4.5: Illustration of respiration segmentation.

Selection approach , which applies two thresholds (i.e., Tmax and Tmin) to restrict the

minimum distances between two neighboring maximums or minimums, respectively.

The thresholds are determined by the average distance between every two neighbor-

ing local maximums/minimums. Additionally, to make each segment consistent, the

leftmost local maximum on a crest and the rightmost local minimum on a trough are

selected as starting and ending point respectively. Based on the detected starting

and ending point, the respiration segment (i.e., each down-up-down trend) can be

obtained accordingly. For instance, the waveform between the starting point τ1 and

the second ending point after τ1 (i.e., ε3) is used to determine a respiration segment

as illustrated in Figure 4.5(b).

4.5.2 Morphological Features

In order to obtain unique respiratory characteristics, we first perform morphology

analysis in each respiration segment to extract representative features. We conduct

multidimensional extraction of the morphological characteristics, resulting in total

100 features that characterize representative patterns in each respiration segment.

Specifically, the down-up-down trend of each respiration segment consists of one wave

trough and one wave crest, as shown in Figure 4.5(b). For the wave trough as il-
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Figure 4.6: Illustration of extracting morphological features from a respiration seg-
ment.

lustrated in Figure 4.6(a), H t represents the height of the wave trough defined as

the difference between the maximum amplitude and the minimum amplitude. ht
p de-

notes the p% of the height H t from the minimum point and I tp is the intercept of the

waveform at the height ht
p. Therefore, the morphological feature at p% of the trough

height is expressed as: etp =
Itp
ht
p
, which is able to reflect the relationship between the

respiration depth and respiration time duration when a respiratory motion is finished

p%. Similarly, for the wave crest in the respiration segment as shown in Figure 4.6(b),

the morphological feature at p% of the crest height is defined as: ecp =
Icp
hc
p
. We take

p = {2, 4, ..., 100} to compute 50 morphological features for a wave trough and crest,

respectively. The total 100 morphological features then can be obtained for each

respiration segment.

4.5.3 Fuzzy Wavelet Packet Based Features

In addition to the morphological features, our system performs fuzzy wavelet

packet transform (FWPT) [130] on each respiration segment to construct the fea-

tures that highly correlate with respiratory motions. The wavelet packet transform

can realize fine-grained multi-resolution (i.e., time-frequency) analysis to differentiate

the minuscule differences of respiratory motions from person to person. This trait
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Figure 4.7: Illustration of a 3-level fuzzy wavelet packet transformation.

can be utilized for analyzing the respiration-induced movements and vibrations of dif-

ferent parts of the body (e.g., thoracic movements, abdominal movements, and chest

vibration caused by heartbeat) in varied frequency domains for better capturing the

distinct respiration biometrics. Also, the wavelet analysis can locate the time periods

for different stages of respiratory motion.

Specifically, FWPT is based on the wavelet packet decomposition, which is an

expansion of the discrete wavelet transform (DWT) whereby both the approximation

and detail subspaces are decomposed. In particular, Figure 4.7 shows an example of

3-level wavelet packet decomposition, where Γ0,0 denotes the original signal space and

Γj,k denotes the decomposed subspace with j denoting the decomposition level and k

denoting the subspace index at the jth level. The signal space Γj,k at the upper level

is decomposed into two orthogonal subspaces, approximation subspace Γj+1,2k and

detail subspace Γj+1,2k+1. The efficacy of wavelet packet transform relies on choosing

the proper wavelet basis, which determines whether the decomposed subspaces are

highly distinguishable among individuals. To select the best wavelet basis in FWPT,

fuzzy-entropy-based mutual information (MI) method [130] is applied. We finally

perform 7 levels fuzzy wavelet packet decomposition which obtains
∑7

j=0 2j (i.e., 255)
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wavelet subspaces. We then empirically choose the standard deviation and skewness

of each subspace signal as the representative features for each subspace to generate

total 510 FWPT based features for each respiration segment.

4.6 Respiration-based User Verification

4.6.1 User Verification Approach

We first examine the feature distance between the incoming respiration segment

and the legitimate user’s profile to identify the user and detect spoofing attacks. In-

tuitively, if the incoming respiration segment is from the user, the feature distance

should be small to the legitimate user’s profile, otherwise, the feature distance should

be large. In particular, we calculate the Euclidean distance in the feature space using

the following equation: (λx, υn) =
√∑M

i=1(λ
x
i − υn

i )2, where λx = {λx
1 , λ

x
2 , ..., λ

x
M}

represents the feature vector of the incoming respiration segment, M=610 is the fea-

ture vector length. υn = {υn
1 , υ

n
2 , ..., υ

n
M} denotes the feature set of the nth legitimate

respiration segment. We then select the top k smallest distances to the legitimate

user’s profile (i.e., respiration segments), and detect the presence of spoofer by com-

paring the mean value of the k smallest distances to a pre-defined threshold η. In our

case, we empirically set k=10, and the optimal threshold η for spoofing detection is

decided by the ROC curve analysis, which is presented in Section 4.8.1.4. Note that

our method could be easily extended to multiple users case, in which we select the

top k smallest distances to all the legitimate users’ profiles and compare the mean

value of these distances to η.

4.6.2 Deep Learning based Legitimate User Identification

When multiple users enroll in the system, we adopt a neural-network-based clas-

sifier to differentiate the users. Considering to learn complex non-linear biometric
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Figure 4.8: Structure of the DNN model for legitimate user identification.

abstractions, we develop a deep neural network (DNN) model [146] leveraging the

extracted respiration features. The architecture of our DNN model is shown in Fig-

ure 4.8, which is a two-hidden-layer neural network with 60 neurons in each layer.

The weights of hidden neurons are chosen randomly in the initial network. During

training this neural network, the weights would be tweaked using scaled conjugate

gradient (SCG) backpropagation algorithm [146] according to the training set.

Given an input of respiration feature vector to our trained DNN model, each

neuron in the first hidden layer multiplies them by a weight factor and calculates the

sum as the output: o
(1)
i = b

(1)
i +

∑
j ej · ω

(1)
j,i , where o

(1)
i denotes the output of the ith

neuron and ω
(1)
j,i represents the connecting weight from the jth feature to the ith neuron

in the first hidden layer. b
(1)
i is a bias added to the ith neuron. The output of each

neuron is then passed to the second hidden layer as the input through a non-linear

sigmoid function: 1

1+exp(o
(1)
i )

. After that, the model uses the same strategy as in first

hidden layer to obtain the output o
(2)
i in the second hidden layer. In the last output

layer, the posterior probability pu of uth legitimate user is estimated based on o
(2)
i by

using the softmax function as follows: pu =
exp(b

(o)
u +

∑
i o

(2)
i ·ω(o)

i,u)∑
i exp(o

(2)
i )

, where ω
(1)
i,u represents
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the connecting weight from the ith neuron of the second hidden layer to the uth user

neuron in output layer. b
(o)
u is a bias added to the uth user neuron. Finally, the system

identifies the legitimate user based on which class achieves the maximum posterior

probability.

4.6.3 Majority Voting Using Multiple Segments

To ensure the high verification accuracy, we devise a majority voting process to

combine the results of multiple segments. In particular, for the user verification or

legitimate user identification results of multiple respiration segments, if most of the

segments are verified/identified as one subject (e.g., spoofer or a specific legitimate

user), then our system would follow the majority voting decisions. This process can

help to greatly reduce the verification errors and improve the robustness of our system.

4.7 Respiratory Signal Calibration

4.7.1 EMD-based Noise Removal

The CSI measurements collected in real environments usually contain interferences

and noises introduced by communication hardware (e.g., unstable transmission power

and frequencies) and environmental radio signals. Figure 4.9(a) shows an example of

the scalogram of the time-series CSI measurements collected by a mobile device when

a user is sitting in a typical lab room. We can observe that the scalogram exhibits

high energy level in both respiratory frequency band (i.e., around 0.2-0.4 Hz [27])

and other frequency band (i.e., > 4Hz).

To mitigate the impact of such noises, we use Empirical Mode Decomposition

(EMD) based filter [111] to remove the irrelevant signals (i.e., signals out of the res-

piratory frequency band). Compared to the conventional de-noising methods (e.g.,

low-pass or band-pass filtering), EMD-based filtering is fully data-driven and can filter
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Figure 4.9: Scalogram of a single subcarrier before and after EMD-based filtering.

out the non-signal components dynamically based on the signal itself instead of the

fixed cutoff frequency. Specifically, EMD first performs the decomposition of the col-

lected CSI measurements Hi(t) at the ith subcarrier into a series of the intrinsic mode

functions (i.e., IMFn(t), n = 1, 2, ...,M) through the sifting process [111] and a resid-

ual r(t): Hi(t) = r(t) +
∑M

n=1 IMFn(t). Each decomposed IMF has the intrinsic time

scale of the raw signal, starting from high-frequency modes to low-frequency modes.

In order to keep the respiration related signals that are in a relatively lower-frequency

band, we only keep the last (M -K+1) IMF s with lower-frequency components to ob-

tain the de-noised signals H̃i(t): H̃i(t) = r(t) +
∑M

n=K IMFn(t), where K is between

[1,M ]. To determine the optimal index K, we compute the mutual information [160]

between the respiratory components (i.e.,
∑M

n=K IMFn(t)) and noise components (i.e.,∑K−1
n=1 IMFn(t)) with all possible values of K. The index K corresponding to the

maximum mutual information will be regarded as the optimal one. As illustrated in

Figure 4.9(b), the CSI signals in the high-frequency band (i.e. > 4Hz) are clearly

eliminated after applying our EMD filtering with the optimal K.
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Figure 4.10: Illustration of the periodicity and sensitivity based subcarrier selection.

4.7.2 Periodicity and Sensitivity based Subcarrier Selection

Because each subcarrier experiences unique multipath and shadowing effects, we

observe that the CSI of different subcarriers have different sensitivities to subtle res-

piratory motions. Our system needs to identify the subcarrier that captures the most

unique biometric information to ensure the accurate user verification. Along with

this direction, we propose to find the subcarrier having the strongest periodicity and

sensitivity, and use it to extract the biometrics of respiration. The insight is that the

time series of CSI significantly affected by respiration should present a continuous

sinusoidal-like pattern with a high level of periodicity due to the periodical nature

of human respiration. Moreover, the more sensitive the subcarrier is to respiratory

motions, the more comprehensive characteristics of respiratory motions can be cap-

tured by CSI. Specifically, we quantify the ith subcarrier’s periodicity (i.e., ρi) using

Fisher’s Kappa [58], which is defined as: ρi = max(PSD(H̃i(t))

PSD(H̃i(t))
, where PSD denotes the

power spectral density of the signal. Higher ρ indicates stronger periodicity of the

corresponding signals. In addition, we utilize the variance of CSI amplitude to quan-

tify the ith subcarrier’s sensitivity (i.e., γi) to minute movements: γi =
∑

(H̃i(t)−H̃i(t))
2

N
,

where N denotes the length of the signal H̃i(t). Higher variance means more signif-

icant amplitude changes in CSI and stronger impact of respiratory motions to the
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subcarrier. Finally, we add the normalized Fisher’s Kappa and variance with same

weight (i.e., 0.5) crossing all the subcarriers to select the most sensitive subcarrier for

respiration analysis. As an illustration, Figure 4.10(a) depicts the extracted respira-

tion signals from three subcarriers (i.e. #4, #6, #14). We can observe that the signal

of subcarrier #4 has the greater periodicity and higher amplitude of fluctuation than

other two subcarriers, which corresponds to the top score shown in Figure 4.10(b).

4.8 Performance Evaluation

4.8.1 Experimental Methodology

4.8.1.1 Devices and Network

We conduct experiments in an 802.11n WiFi network. Specifically, we deploy

two Dell E6430 laptops to exchange WiFi packets periodically. Both laptops run

Ubuntu 14.04 LTS with the 4.2.0 kernel and are equipped with an Intel WiFi Link

5300 card for measuring CSI. The packet transmission rate is set to 200 pkts/s in our

experiments. We also studied the impact of packet transmission rate on the system

in Section 4.8.3.

4.8.1.2 Setups of WiFi Devices

Our system is evaluated in a university office with the size of 17ft × 9ft, as shown

in Figure 4.11, in which two laptops generate WiFi traffics continuously. One of them

is used as the Accessing Laptop that the target user is operating. Another laptop

(i.e., AP Laptop), emulated as the access point, is used to exchange WiFi traffic with

the accessing laptop. The target user sits on a chair in front of Accessing Laptop and

breath regularly during the experiment. The distance from the user to the accessing

laptop is about 0.2 meter, which is a common distance that most people would use

when operating the device (e.g., laptop, smart appliances). AP Laptop is placed
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Figure 4.11: Illustration of experimental setups.

at 4 different positions in the room to study the impact of various device setups in

practical scenarios. Specifically, Setup 1 is the scenario where the two laptops are

placed side by side at 180 degrees on the desk. For Setup 2, 3, 4, the AP laptop is

placed 2 meters away from the participant’s front, right side and back, respectively.

In order to explore the impact of different distances between the user and the

accessing mobile device, we test the distances 0.4 meters, 0.6 meters, 0.8 meters and

1 meter under Setup 1. In addition, we also perform experiments with the longer

distance (i.e., d = 2.0m) between the AP laptop and the accessing laptop using Setup

2, Setup 3, Setup 4, respectively. The aforementioned impacts of various distances

will be discussed in Section 4.8.3.

4.8.1.3 Data Collection

In the data collection, 20 subjects (i.e., 14 males and 6 females) aging from 21 to

32 are involved in the experiments. We collect around 200−300 respiration segments

for each subject sitting in the chair for each experimental setup. Each subject’s respi-

ration data are collected with multiple rounds in a long time span (i.e., four months),
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during which the participants perform normal breathing without any instructions

and restrictions. Through our evaluation performance, we find that our system is

robust to the changes in the users’ emotion and physical conditions crossing different

days. To construct the legitimate user profiles, 60 respiration segments of each legiti-

mate subject are pre-stored for training and the rest of segments are used for testing.

Moreover, we use the data collected in Setup 1 to evaluate our system under random

attacks, in which 5 of the 20 subjects are considered as legitimate users and the other

15 subjects act as attackers. When the system is under imitation attacks with Setup

1, 1 subject acts as the legitimate user and 10 other subjects try to imitate the le-

gitimate one’s breathing style (e.g., breathe with similar breathing depth/duration

and holding duration) to pass the system after watching a pre-recorded video of the

legitimate user’s breathings multiple times. We further collect around 200 − 300

respiration segments for each attacker in this case.

4.8.1.4 Evaluation Metrics

(1) Authentication Success Rate. The percentage of legitimate instances correctly

verified by our system; (2) False Positive Rate. The percentage of legitimate instances

that are mistakenly detected as attacker instances; (3) Spoofing Detection Rate (True

Positive Rate). The percentage of attack instances that are correctly detected. (4)

Receiver Operating Characteristic (ROC). ROC curve shows the trade-off between the

False Positive Rate and Spoofer Detection Rate under different values of threshold.

The more the ROC curve hugs the point (0, 1), the better the performance. The

minimum distance between the point (0, 1) of ROC space and any point on ROC curve

gives the optimal threshold. (5) Confusion Matrix. The degree of color darkness in

the matrix corresponds to the percentage of correctly identified instances of DNN.

123



1 3 5 7 9

Number of Respiration Segments

0.5

0.6

0.7

0.8

0.9

1

A
u
th

e
n
ti
c
a
ti
o
n
 S

u
c
c
e
s
s
 R

a
te

Setup 1

Setup 2

Setup 3

Setup 4

(a) One legitimate user

1 3 5 7 9

Number of Respiration Segments

0.5

0.6

0.7

0.8

0.9

1

A
u
th

e
n
ti
c
a
ti
o
n
 S

u
c
c
e
s
s
 R

a
te

Setup 1

Setup 2

Setup 3

Setup 4

(b) Five legitimate users

Figure 4.12: Performance of user verification with different numbers of respiration
segments for testing.

4.8.2 Performance of User Verification

Figure 4.12 illustrates the user authentication success rate when different numbers

of respiration segments are available for testing. Specifically, Figure 4.12(a) depicts

the authentication success rate when the system only contains one legitimate user

under different setups. We observe that all four setups achieve comparable authenti-

cation accuracy. The average authentication success rate achieves around 90% accu-

racy when five or more respiration segments are used for testing. When the system

has multiple registered users for different setups, it can achieve similar authentication

accuracy as illustrated in Figure 4.12(b).

Moreover, we evaluate our system under random attacks and imitation attacks.

In the random attack experiment, we consider 5 of the 20 subjects as legitimate

users and the other 15 subjects act as spoofers. Figure 4.13(a) depicts the ROC

curves with different numbers of segments for testing. We can see that our spoofing

detection rate reaches to over 92.14% with a false positive rate of around 5% when the

system integrates the testing results of 9 respiration segments. While in the imitation

attack, 1 participant acts as the legitimate user and 10 participants try to imitate the

legitimate user’s breathing style (e.g., breathe with similar breathing depth/duration

and holding duration). We demonstrate that our system can also detect the imitation
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Figure 4.13: System performance under random attacks and imitation attackers with
different numbers of respiration segments for testing.

attacks with a high accuracy and a low false positive rate, which are presented in

Figure 4.13(b). Specifically, we can achieve over 89.24% detection rate with 5% false

positive rate when the system combines the testing results of 9 respiration segments.

All the above results validate the great robustness of the proposed system under both

random and imitation attacks.

Additionally, from the results above, we confirm the effectiveness of our majority

voting algorithm using multiple respiration segments for testing. As we can see from

the Figure 4.12, the average authentication success rate is greatly increased from

around 72% to over 93%, given the number of respiration segments from 1 to 9.

We have the same observation on the system performance under various attacks

as shown in Figure 4.13. When there are more available respiration segments for

testing, the ROC curve hugs the point (0,1) more, which indicates the system has

better performance on the spoofing attack detection.

4.8.3 Impact of Various Factors

We then use Setup 1 to evaluate the user verification performance of our system

with various factors while the system has 5 registered users.

Impact of Training Size. As shown in Figure 4.14(a), the average authentica-
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Figure 4.14: User verification performance with different training sizes and packet
transmission rate.

tion success rate of 20 subjects shows the growing trend with the increasing training

size. In particular, our system achieves an average authentication success rate of

71.78% with a small training size of 10. While increasing the number of training

samples to 30, the average authentication success rate then grows dramatically to

over 88%. If we set the training samples to over 60, the system can achieve a compa-

rable authentication success rate of over 94%. Therefore, the training size is decided

to be 60 in our system, which can achieve both good verification performance and

reasonable training time duration.

Impact of Packet Transmission Rate. Figure 4.14(b) presents an average

authentication success rates of 20 subjects under various packet rates from 100pkts/s

to 1000pkts/s. We can observe that the system can maintain high accuracy across

different packet rates. Particularly, the authentication success rate is up to 97.22%

under the sampling rate of 1000pkts/s. Moreover, our system can still achieve the

accuracy over 89% even for the low sampling rates such as 100pkts/s. The above

observations confirm that the system can be applied to mobile devices with different

sampling capabilities.

Impact of Distance. We further study the performance of user verification under

various distances (i.e., 0.2m to 1.0m) between the target user and the accessing laptop.
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Figure 4.15: User verification performance with different distances.

As shown in Figure 4.15(a), even for the longer distances (0.8m and 1.0m), we can

still achieve a high authentication success rate of 94.76% and 92.59%, respectively. In

addition, we also evaluate our system with 10 subjects under longer distances (i.e.,

d=2.0m) between the accessing laptop and the AP laptop using Setup 2, Setup 3 and

Setup 4, respectively. Figure 4.15(b) depicts the performance comparison of distances

1.0m and 2.0m under different setups. We observe that the authentication success

rates of three setups with a 2.0m distance all kept great authentication performance

of over 95%. It demonstrates that our system is applicable with various practical

device setup requirements.

4.8.4 Performance of Legitimate User Identification

We further examine the system’s legitimate user identification performance. Fig-

ure 4.16 plots the color-scale maps of the confusion matrices for the legitimate user

identification with 9 respiration segments with four different setups of WiFi devices.

We find that only few respiration segments are mistakenly identified as belonging

to incorrect users in all setups. Setup 1 achieves the highest average identification

accuracy of 92.90% because the two devices are placed close to each other, which

guarantees the steady exchange of WiFi packets. Other three setups, which places
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Figure 4.16: Performance of deep learning-based legitimate user identification with 4
different setups.

the AP laptop apart from the accessing laptop, also have comparable high accuracies.

In particular, the average accuracies are 92.21%, 91.79%, 91.56% for Setup 2, Setup 3,

and Setup 4, respectively. This demonstrates that the system can accurately identify

legitimate users under various practical scenarios.

4.9 Conclusion

In this work, we propose a continuous user verification system, which leverages

the fine-grained respiratory biometrics captured by commodity WiFi devices. By

in-depth study, we determine the unique representative CSI features that can best

model users’ respiratory motions by using the waveform morphology analysis and

fuzzy wavelet transformation. We also develop a deep learning based user verification
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scheme as well as a unique respiration distance based spoofer detection approach to

identify users and reject spoofers. We conduct extensive experiments with 20 subjects

and various WiFi device setups regarding different practical applications. The results

demonstrate that the proposed system can verify users with high accuracy and is

resilient to spoofing attacks.
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CHAPTER 5

SMART HEALTHCARE USING ON-DEVICE AI

Deep learning (DL) brings the unique opportunities and challenges to enable

smarter personal healthcare system. Recently, with the advancement of more pow-

erful mobile devices (e.g., smartphones and touch pads), researchers are seeking DL

solutions that could be deployed on mobile devices. Compared to traditional DL so-

lutions using cloud servers, deploying DL on mobile devices have unique advantages

in data privacy, communication overhead, and system cost. This paper provides a

comprehensive survey for the current studies of adopting and deploying DL on mobile

devices. Specifically, we summarize and compare the state-of-the-art DL techniques

on mobile devices in various application domains involving vision, speech/speaker

recognition, human activity recognition, transportation mode detection, and security.

We generalize an optimization pipeline for bringing DL to mobile devices, includ-

ing model-oriented optimization mechanisms (e.g., pruning, quantization, etc.) and

non-model oriented optimization mechanisms (e.g., software accelerator and hard-

ware design). Moreover, we summarize popular DL libraries regarding their sup-

port to state-of-the-art models (software) and processors (hardware). Based on our

summarization, we further provide insights into potential research opportunities for

developing DL for mobile devices.

5.1 Introduction

Recent developments of deep learning (DL) have made huge leaps in various mo-

bile applications, such as image recognition [103, 104, 149, 263, 285, 307, 309], speech
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recognition [10, 105, 148, 188], human activity recognition [17, 57, 173, 194, 272, 319],

etc. In general, DL could provide much higher inference accuracy than traditional

machine-learning methods. However, DL usually involves complicated neural network

models and possibly millions of parameters that require high computational power

and large memories, which are not available on mobile devices. As a result, many

mobile applications choose to use cloud computing technology to offload all or par-

tial computational tasks of DL from resource-constraint mobile devices. While the

cloud-based approaches are common and have initial success in many applications,

people have privacy concerns because sensitive data need to be uploaded to cloud

servers. Besides, the latency of cloud-based approaches is highly affected by net-

work conditions and the interfaces (e.g., LTE, WiFi, etc.) [113]. In addition, due to

high maintenance costs, cloud computing services are primarily provided by a limited

number of large companies that have the resources to support large systems [140].

Therefore, cloud-based approaches can no longer satisfy the emerging artificial intel-

ligent (AI) and augmented reality (AR) mobile applications, new technologies aiming

at enabling DL on mobile hardware are much in demanded.

Many research work has been conducted to develop DL-based approaches that

are optimized for mobile devices. Topics of them span over a broad range, includ-

ing miniature DL model design, DL model optimization, software accelerator, and

hardware accelerator. A couple of earlier studies of DL have conducted for mobile

device and applications. Nan et al. [202] explored typical DL compression methods

and compared their practical performances using various metrics. Based on their

performances, they discussed the advantages and bottlenecks of those compression

methods. Solutions to reduce computational cost of DL with respect to algorithmic

design, computational optimization, and hardware revolution have been explored in

a more recent survey [44]. Moreover, some survey papers [59, 294] compare various

attributes (e.g., latency, energy efficiency, costs, and scalability) of different mobile
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devices using DL and propose several evaluation criteria to choose appropriate de-

velopment frameworks. In addition, Zhang et al. [322] present a survey of mobile

and wireless networking research based on deep learning. They review recent deep

learning applications to mobile and wireless networking and discuss how to tailor

deep learning models for those problems. Chen et al. [47] has summarized DL in

edge computing with optimization methods for fast inference on resource-constraint

edge devices. Deng et al. [61] provide more optimal solutions to key problems in edge

computing with the help of deep learning technologies and study how to carry out the

entire process of building deep learning models on the edge. Deng [47] provides an

accessible introduction to various aspects on the recent advancements of deep learning

on mobile devices including mobile hardware architectures, optimization approaches,

existing resources, mobile sensing applications, and challenges. While these works

have looked into various aspects in DL optimized for edge and mobile devices, they

either mainly discuss the DL optimization (e.g., model parallelism) on edge devices

for applications such as mobile and wireless network or provide the introduction-level

survey that is dedicated for quickly grasping the concepts. However, a comprehensive

study of the technologies that could enable DL on various mobile hardware is still

missing. We propose an optimization pipeline that is designed to adaptively support

DL deployment on various kinds of mobile device for different application domains.

This will provide an in-depth guidance for the researchers to customize their DL-based

applications deployment.

This paper extensively studies the state-of-the-art literature that focuses on DL

optimization for mobile applications and devices. We summarize DL-based approaches

in different mobile applications in terms of evaluation platforms, adopted models,

and optimization methods. In addition, we present the challenges of applying DL on

mobile devices and introduce an optimization pipeline for guiding the optimization

of DL targeting mobile devices and applications. Specifically, we divide the opti-
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mization pipeline into two parts (i.e., model-oriented and non-model-oriented) which

cover typical optimization approaches with respect to both hardware and software.

Moreover, we summarize software and libraries used in DL in terms of software and

hardware optimization support, which could help us choose appropriate software and

hardware combinations for their application development. We also point out the

current trend and potential direction of research on the DL optimization for various

mobile applications and resource-constrained mobile devices. It is worth noting that

the mobile devices mentioned in this survey include a wide range of devices from

resource-constrained IoT devices to high-end smartphones.

The remaining of this paper is organized as follows: Section 5.2 summarizes DL in

different mobile application. Section 5.3 discusses the challenges of applying DL on

mobile devices and summarizes the optimization approaches. Section 5.4 compares

the state-of-art DL libraries. Section 5.5 discusses the on-device optimization in

federated learning. Section 5.6 points out the potential research in different mobile

applications. Section 5.8 concludes the paper.

5.2 DL-enabled Mobile Applications

Many mobile applications adopt DL-based approaches due to their better per-

formance than traditional machine learning-based approaches. In this section, we

review the DL approaches developed for several popular application domains, includ-

ing image classification and object detection, speech and speaker recognition, activity

recognition, and mobile security. Our summary mainly focuses on the following as-

pects: the adopted evaluation platform, the adopted DL model, and the adopted

performance improvement method.
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5.2.1 DL in Image Classification and Object Detection

In the past few years, decent performance has been achieved in image classifi-

cation and object detection using DL approaches on mobile platforms (e.g., smart-

phones [103, 104, 149, 263, 285, 307, 309], embedded systems including NVIDIA Jet-

son TK1, Intel Edison platform, Raspberry pi [34, 88, 94, 201, 212, 257, 285, 311], and

the mobile development kit such as Snapdragon 820, Snapdragon 845 [201, 221, 324]).

We summarize the popular DL models for image classification and object detec-

tion in Table 5.1. In particular, VGG, MobileNet V1 and V2, AlexNet, LeNet,

SqueezNet, GoogleNet, ShuffleNet are usually trained with popular database (e.g.,

ImageNet 2012 [94, 103, 149, 200, 254, 263, 285, 307, 324] and MNIST [94, 200,

311]). For object detection, popular DL models such as SSD300, SSD512, YOLOv2,

YOLOv3, YOLOv3-Tiny, SSD+MobileNet, SSDlite+MobileNet v2 are trained with

the databases such as COCO [221, 263, 285], VOC [201, 221, 285], Cifar [309, 311].

DL approaches have also been adopted in a range of special applications, such as CT

images processing [66] and water ecosystem images captured by IoT devices [300].

Among all these models, some DL models (e.g., MobileNet in Figure 5.1 and SSD)

are the most popular and usually adopted as the baseline for performance comparison

with newly proposed models (e.g., PeeletNet, Enet, ThunderNet, etc) [34, 68, 212,

221, 254, 263, 285, 307, 309, 324].

Recently, new DL models are becoming faster, smaller, and more power efficient.

For example, Mnasnet [263] adopted an automated mobile neural architecture search

(MNAS) approach to achieve 1.8 times faster than MobileNetV2, PeleeNet [285] was

1.8 times faster than MobileNetV2 by using dynamic number of channels in bottle-

neck layers, Shufflenet [254] achieved 13 times faster than AlexNet by utilizing two

new operations, pointwise group convolution and channel shuffle, to greatly reduce

computation cost. Moreover, Mobiface [68] adopted two design strategies, bottleneck

residual block with expansion layers and fast downsampling, to have its model size
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Figure 5.1: The structure of MobileNet is based on depthwise separable filters for Im-
age Classification [110]. MobileNet is a streamlined architecture that uses
depthwise separable convolutions to construct lightweight deep convolu-
tional neural networks and provides an efficient model for mobile and em-
bedded vision applications. The model is composed of standard convolu-
tion layer (C), depthwise convolution layers (DW), pointwise convolution
layers (PW), and full connection layers (F). The model also adopts a novel
structure called depthwise separable convolution layer, which is a depth-
wise convolution layer followed by a pointwise convolution layer. Such a
design could significantly reduce the model’s parameters compared to the
models composed of regular convolutions with the same depth, making
MobileNet nearly as accurate as VGG16 [252] but 32 times smaller-sized
and 27 times less compute-intensive. Moreover, MobileNet can achieve
4% better accuracy than AlexNet [134] with a 45 times smaller size and
9.4 times less computation.
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Table 5.1: Image Classification and Speech Recognition Applications on Mobile De-
vices.

Applica-
tion

Image Classifica-
tion/Object Detec-
tion

Speech/Speaker
Recognition

Facial expression recognition,
Road damage/Crack detection,
etc. [13, 19, 25, 28, 60, 68, 83, 92,
94, 103, 104, 108, 149, 171, 172,
175, 193, 201, 204, 210, 212, 221,
228, 253, 263, 266, 269, 285, 301,
307, 309, 311, 324]

Speech enhancement, Voice
activity/Noise detection,
etc.
[10, 32, 45, 93, 105, 139,
148, 167, 174, 185, 188, 208,
217, 244, 283]

Adopted
Model

Types
Complexity (architec-
ture/layers)

Types
Complexity
(architec-
ture/layers)

CNN
(Image
Classifi-
cation)

GoogLeNet [19, 108, 269];
ResNet50 [204, 210, 228];
MobileNet V1, V2 [204];
DarkNet-19 [13]; VGG
16,19 [228]; AlexNet [19,
193]; InceptionV3 [204,
228]; CNN 5 [253], 7 [28],
8 [171], 9 [92], 12 [25] lay-
ers

CNN

SqueezNet
V1.1 [283],
TrimNet [10];
CNN 2 [283],
3 [283],
5 [244], 8 [32],
15 [208],
21 [174] layers

DNN
3 [45], 5 [139],
6 [45], 8 [148]

CNN
(Object
Detec-
tion)

YOLO v2 [13, 83, 175];
SSD [83, 172]; NIN [269];
Fast-RCNN [83, 301];
AlexNet [269];

RNN
(LSTM)

3 [167],
5 [217],
8 [188],
17 [105]

InceptionV3 [210];
VGG 19 [210]

AE 5 [93]

Adopted
DL Li-
brary

Caffe [19, 94, 149, 171, 193, 266,
269, 307] Tensorflow [60, 172,
309] Keras [228] Theano [28, 311]
Torch [212]

Tensorflow [32, 185, 244]
Keras [174]
Theano [139]

Adopted
Opti-
mization

Compression (pruning) [94, 103,
149, 311]

Compression(lower rank
matrices) [167, 188, 217]

Quantization [94, 201, 307] Quantization [105, 148]
Model scaling [104, 263, 324]

Programming strategies [148]
Programming strategies [307]
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10 times smaller than MobilenetV1. However, most existing DL models still have

big sizes and complicated structure, making it hard to perform real-time image clas-

sification and object detection on resource-constrained mobile devices. To this end,

compression and quantization methods have been adopted to reduce the complexity

and improve the inference speed of DL models. In particular, AutoML [103] can re-

duce the model size of MobileNet by 34% from leveraging reinforcement learning to

provide the model compression policy. DeepRebirth [149] achieved more than 3 times

faster speed and 2.5 times run-time memory saving on GoogLeNet by the compression

technique containing two operations (i.e., streamline slimming and branch slimming).

DeepIoT [311] compressed neural network structures into smaller dense matrices by

finding the minimum number of non-redundant hidden elements. It is able to reduce

the model size of VGGNet by 97.6%, running time by 94.5%, and energy consumption

by 95.6%. Deep compression [94] pruned unimportant connections, quantized the net-

work using weight sharing, and then applied Huffman coding on AlexNet, VGG-16,

and LeNet to reduce their weight storage by 35, 49, 39 times, respectively. Along this

line, model scaling methods are adopted by some work [104, 263, 324], which use the

depth multiplier to change the width of channel of each layer and reduce the infer-

ence time. Moreover, advanced programming strategies (e.g., Fused Tile Partitioning

(FTP)) were adopted by Zhao et al. [330] to reduce memory footprint of YOLOv2 by

more than 68% without sacrificing accuracy.

Although these methods can improve DL performance on mobile devices, some

work, for example, GoogLeNet and Thunder [221], still cannot provide real-time

performance on mobile devices. The compressed GoogLeNet model has been shown

good accuracy on low-end mobile devices (e.g., Moto E) [149, 307] but they can only

process video streams at 10fps. Thunder with SNet535 targeted at achieving high

accuracy but can only process 5.8 frames per second, which is not fast enough in

real-time. Therefore, achieving both high accuracy and near real-time inference using
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Figure 5.2: CNN-based Speech/Speaker Recognition DL Model Example [32]. The
architecture has 3 hidden layers, 2 convolutional layers, and 1 fully con-
nected layer. The audio input is represented as STFT spectrograms and
is fed as an input to the CNN for audio classification tasks.

DL models on the mobile devices is still a challenging research problem.

5.2.2 DL in Speech and Speaker Recognition

In the speech/speaker recognition area, most existing work [45, 80, 167, 174, 217,

283] claim that their proposed systems has the potential for mobile devices due to

their less resource consumption. However, only few of them [10, 105, 148, 188] have

demonstrated their practicality in mobile applications. We summarize the models,

software platform, and optimization methods of the existing work in speech and

speaker recognition as shown in Table 5.1.

In the speech/speaker recognition area, RNN architectures are commonly used

because they allow extracting past and future dependencies at a given point of the

audio. Some work [45, 105, 148, 174, 208] propose simple light-weight neural networks

(e.g., around 5-layer CNN, DNN, RNN) as shown in Figure 5.2, and compare with

classic baseline models. For example, He et al. [105] proposed a compact E2E speech

recognizer, which improved the word error rate by more than 20% over a conventional

CTC-based baseline system; Deep KWS [45] achieved 45% relative improvement in

false reject rate with respect to a competitive baseline (HMM). These initial results

reveal advantages and potential of developing novel DL models for speech and speaker

recognition. In addition, we observe that most of the existing studies in speech
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recognition are evaluated against baseline models, comprised of some classical machine

learning models. In the future, DL models can be used as baseline standards.

Several methods have been adopted to improve performance in speech/speaker

recognition, including compression (e.g., lower rank matrices) [167, 188, 217], quanti-

zation (e.g., float-point to 8-bit) [105, 148], light-weight neural network models (e.g.,

around 5-layer CNN, DNN, RNN) [45, 148, 167, 188, 208, 217, 283], and program-

ming strategies (i.e., multi-threads, frame skipping, etc.) [148]. After adopting those

methods, the proposed DL model size is reduced several times compared with the

original model, and the inference time is also reduced significantly. For example,

the model size reduces to 1/3 times [148, 217] or 1/4 times [105, 167] of the orig-

inal size; the inference time is claimed to be many times faster than the original

model [45, 188, 217, 283]; and the power consumption is reduced to an acceptable

level [80]. However, since most of these DL models have not been deployed in mobile

platforms, and their performance improvements are only compared with the origi-

nal DL models, it is hard to guarantee these models are suitable for mobile devices.

Therefore, future research studies are needed to fully optimize the DL models to sat-

isfy the hardware resource constraint and real-time application nature in speech or

speaker recognition on mobile devices.

5.2.3 DL in Activity Recognition

Activity recognition is another active research area in mobile computing, which

could facilitate many emerging applications including AI and AR/VR on mobile de-

vices. Existing researchers have adopted DL in activity recognition applications (e.g.,

human activity recognition and transportation mode detection) on smartphones [17,

57, 173, 194, 272, 319], and embedded devices (e.g., Raspberry PI, MinnowBoard

Turbot Dual-Core Board) [260, 304, 312]. We reviewed the recent literature on activ-

ity recognition and summarize them in Table 5.2 based on their complexity, software
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Figure 5.3: CNN-based Activity Recognition DL Model Example [308]. The network
consists of three types of layers including convolutional layer, pooling
layer and fully connected layer. The input data is a vector containing
data collected from accelerometer (acc), magnetometer (mag), gyroscope
(gyro) and barometer (baro).

platform, and optimization methods.

Unlike the image classification area that always adopts complex DL models, the

activity recognition domain usually adopts customized light-weight DL models, as

shown in Figure 5.3. For example, some adopt CNN, DNN, LSTM, etc. with less than

10 layers, as shown in Table 5.2. Although these models achieve good performance,

their model structures and databases are mostly not publicly available, thus it is hard

to compare the performance among these approaches. Therefore, open-sourced DL

models and datasets are highly demanded.

We also observe that the majority of DL-based activity recognition systems are

developed and evaluated based on personal computers without considering the lim-

ited resources in mobile devices. Only few researchers have explored to improve the

performance of DL models on mobile devices. As shown in Table 5.2, Zebin et al. [319]

used quantization in their method, and Stardust [312] compressed the structure of DL

models to fit them into mobile devices. Some work [57, 173, 260, 319] adopted light-
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Table 5.2: Activity Recognition and Mobile Security Applications on Mobile Devices.

Application
Activity
Recognition

Mobile Secu-
rity

Human Activity Recogniton [15,
16, 17, 50, 56, 57, 98, 121, 131,
137, 173, 223, 229, 237, 245, 250,
256, 260, 275, 277, 304, 308, 313,
319, 333] Transportation Mode
Detection [53, 72, 151, 152, 214,
327]

Malware Detection [7, 74,
82, 124, 189, 225, 318]
Traffic Classification [8]

Adopted
Model

Types Complexity
(layers)

Types Complexity
(layers)

CNN 4 [98],
5 [308],
6 [50, 56,
137], 7 [121],
8 [16],
10 [131],
13 [151,
152],
16 [250]

CNN
4 [124],
7 [8, 74,
189]

DNN 5 [72],
10 [53]

DNN 3 [72]

MLP 5 [277],
10 [256]

MLP 1 [8], 3 [318]

SAE 4 [15] SAE 5 [8]
DBN 4 [98] ANN 3 [7]
RNN(LSTM) 6, 7 [333] RNN(LSTM) 5 [8]

Adopted
DL Li-
brary

Tensorflow [16, 137, 151, 152,
237, 327] Keras [131, 256] Mat-
lab tool [15, 245, 250] Torch [229]
Pylearn [237] H2O (R) [275]

Tensorflow [8, 74, 124]

Adopted
Optimiza-
tion

Compression [312]
Quantization [319]

Quantization [74]
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Figure 5.4: Security DL Model Example [124]. The model contains a convolution
layer followed by a global max pool layer, then connect to a fully-
connected layer. In addition to Dropout used to prevent overfitting, they
also utilize batch normalization to improve the results.

weight DL models (e.g., 3,4,8-layer CNN, 2-layer LSTM) to satisfy the requirements

of their proposed applications. Since some light-weight DL models already achieved

good performances (e.g., over 95% accuracy in five-class activity recognition [319]),

further optimization is not vital to them. However, for complex activity recognition

applications, DL models usually have complicated and huge-sized structures that can-

not be miniaturized by using a simple method. Thus, new research on how to use

the combination of multiple optimization methods (e.g., factorization and pruning) to

reduce the size of such complex DL models while achieving high accuracy is essential

for deploying complex DL models on mobile devices.

5.2.4 DL in Mobile Security

With the ever-increasing use of mobile and IoT devices, security is becoming more

important these days. Therefore, DL models for mobile security are also evolving

quickly with recent development [74, 124, 318] for different resource constraints. Some

of them are simulated using FPGA emulator (e.g., Xilinx Zynq-7000) [7] and Android

emulator [82]. The existing work on DL models for mobile security are summarized

in Table 5.2. The light-weight DL models are often deployed on mobile devices as
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shown in Figure 5.4. For example, Yuan et al. [318] designed a lightweight on-device

Android malware detector which is a three-layer multi-layer perceptron (MLP) neural

network that mainly uses one-shot computation for model training. Hence it can be

fully or incrementally trained directly on mobile devices (e.g., Samsung Galaxy S9).

MalDozer [124] detected Android malware by using a four-layer CNN that is not

only deployed on servers but also on IoT devices (e.g., Raspberry Pi 2). Different

from aforementioned existing work that need the hand-engineered malware features,

McLaughlin et al. [189] developed a five-layer CNN-based Android malware detection

system which is capable of simultaneously learning to perform feature extraction and

malware classification. Even though those models provide decent accuracy on mobile

devices, they are not generally applicable to various mobile security applications since

they are only trained and tested on a few malware datasets (e.g., VirusShare and

Contagio, Malgenome and Drebin, Android malware repository from McAfee Labs

are adopted by the work [318], [124], [189], respectively). Also, the proposed models

are mostly not available. Considering the varying nature of malware in real scenarios,

public malware datasets and open-sourced DL models are desirable in mobile security.

In addition, DL is applied as a viable strategy for network traffic monitoring and

analysis applications, e.g., traffic classification and prediction [165, 176, 183, 265, 284],

because a large portion of malware is spreading through the network traffic and hiding

activities using various encryption protocols. However, the current state of research

on mobile traffic classification has not reached a similar level of DL in other fields [8].

Researches about mobile networking and traffic monitoring have mostly been stud-

ied independently. Recently, only a few cross-over studies [8, 225] between the two

research areas have emerged. Aceto et al. [8] presented a review for mobile traffic

classification works that use deep learning techniques. They reproduced several DL

classifiers, e.g., MLP, LSTM, CNN, and SAE, from the traffic classification litera-

ture and also made a detailed evaluation to compare the accuracy of these classifiers.
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Moreover, they found that the key issues of DL in traffic classification are the lack of

advanced hybrid DL architectures and the lack of up-to-date human-generated public

datasets. This problem is further worsened in mobile scenarios because the possibility

of sharing large and up-to-date datasets is restricted by both higher privacy concerns

and the fast-paced evolution of mobile traffic mix.

Because a timely response to malicious attacks could help prevent users’ loss, mo-

bile security applications are susceptible to inference time. Usually, it requires to

reduce the model size and computational cost of DL models to achieve real-time de-

tection. However, we find that majority of existing work mainly focused on improving

inference accuracy using offline computing. While high accuracy has been achieved,

not much work has been done to reduce the model size and computational cost of

DL models in mobile security. To achieve the real-time nature of the security appli-

cations on various mobile devices with different resource constraints, researchers will

need to adaptively consider some typical performance improvement methods (e.g.,

quantization and pruning) in their research. Especially, when more generally applica-

ble models with deeper architecture are adopted, more optimization methods would

be needed to achieve real-time on the mobile devices.

5.3 Toward Enabling DL on Mobile Devices

5.3.1 Current Status and Issues

Currently, most of popular DL-based mobile applications collect sensor data from

mobile devices and perform inferences using DL on powerful cloud servers. This is

mainly because state-of-the-art DL models usually have complex and bulky struc-

tures, which contain hundreds, even thousands of nodes and potentially millions of

parameters that cannot be deployed on resource-limited mobile devices. We have

reviewed a broad range of literature about enabling DL on mobile devices and sum-
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marize current status and issues in this area as follows:

How to Select/Design a Suitable Model for Heterogeneous Mobile De-

vices and Applications is Not Systematically Studied? We have seen many

application domains adopt various DL models [10, 17, 57, 103, 104, 105, 148, 149, 173,

188, 194, 263, 272, 285, 307, 309, 319] on server or desktop, however, there are no

general models designed specifically for different domains on mobile devices. As the

first step toward enabling DL on mobile devices, the current mobile computing do-

main needs the capability to select and design DL models suitable for various mobile

devices and applications.

What Kind of DL Optimization Approaches that Could Enable Ex-

isting DL Models on Various Mobile Devices is Still Lacking Compre-

hensive Analysis and Research? While many researchers have been working on

DL optimization in recent years, most of them focus on reducing the model size on

a desktop or server that usually have sufficient hardware resources to run various

compressed models smoothly. Differently, due to various hardware resource limita-

tions [116, 117, 133, 274] on a range of mobile devices, deploying DL models on

mobile devices need to consider more aspects (e.g., storage space, inferencing speed,

power consumption, and real-time memory usage). No single optimization approach

(e.g., weight pruning [205]) can easily meet the requirements for all those aspects.

It is critical to find an optimization pipeline that adaptively adopt various exiting

optimization approaches for DL deployment on mobile devices considering different

application domains.

How to Utilize the Full Power of Existing Mobile Device Hardware and

Design New Dedicated Hardware for DL are Still to be Explored? Current

off-the-shelf mobile devices usually already have the strong computing capability at a

low-end laptop. In addition, most of them have integrated various processors that are

designed for different purposes, such as CPU, GPU, and DSP. While incorporating
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dedicated hardware for DL acceleration depends largely on hardware manufacture, it

is more practical to have software accelerators on mobile devices to take full advantage

of available hardware resources by using hardware and software co-design.

Another way to enable DL on mobile devices is to employ new hardware (e.g.,

mobile GPU [52], FPGA [222, 321], and ASIC [11, 48, 96, 236]) dedicated to DL on

mobile devices. So far, those designs require the special manufacturing processes. And

not many new hardware designs have been done for efficient DL-based applications.

To facilitate the analysis of DL optimization for mobile devices and applications,

we propose a DL optimization pipeline as shown in Figure 5.5. In particular, we iden-

tify four major mobile applications that have the most extensive use of DL as the focus

of this survey, namely Image Classification/Object Detection, Speech/Speaker Recog-

nition, Activity Recognition, Mobile Security. While DL has already been adopted in

a variety of applications to improve their performance, these applications cover state-

of-the-art DL design and optimization research. Overall, we categorize research on

DL optimization for mobile devices and applications into two types: Model-Oriented

Optimization Mechanisms and Non-Model-Oriented Optimization Mechanisms. For

most mobile applications, the first type can reduce DL models’ size and inference

time. These mechanisms include the Optimum DL Model Selection, which explores

DL models that are most suitable for a particular type of mobile application and the

DL Model Optimization, which develops compressing or pruning technologies to re-

duce the complexity of DL models for mobile deployment. In addition to the first type

of optimization, the second type could further boost the performance of DL on mobile

devices. Given a particular hardware environment, researchers have developed Mo-

bile DL Software Accelerators to decompose a DL model and deploy the decomposed

components on the most suitable mobile processing hardware (e.g., CPU, GPU, DSP,

etc.). Except software-oriented optimization approaches, there are research work fo-

cusing on Mobile Hardware Designs for DL, which propose special computer architec-
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Model-Oriented Optimization Mechanisms

Software Accelerators Using 

Mobile Device Hardware
Mobile Hardware Designs for DL

 Special software framework

developed for improving

execution time using traditional

hardware (e.g., CPU and GPU)

 Special hardware design for

achieving high power

efficiency of executing DL

models

Non-Model-Oriented Optimization Mechanisms

Image Classification/

Object Detection 

Speech/Speaker 

Recognition

Activity 

Recognition
Mobile Security

Optimum DL Model Selection

 Vision area: MobileNet, YOLO, etc.

 Mobile computing/Security area: popular models in vision area with

fine-tune & different input format

DL Model Optimization

 With changing model architecture: pruning, factorization, KD, etc.

 Without changing model architecture: quantization

 Combination: pruning & quantization (+ factorization, KD)

Figure 5.5: DL optimization pipeline for mobile applications. We identify four ma-
jor mobile applications that have the most extensive use of DL as the
focus of this survey. Overall, we categorize research on DL optimiza-
tion for mobile devices and applications into two types. The first one
is Model-Oriented Optimization Mechanisms, which includes the Opti-
mum DL Model Selection and DL Model Optimization. The second one
is Non-Model-Oriented Optimization Mechanisms, which further boosts
the performance of DL via Software Accelerators Using Mobile Device
Hardware and Mobile Hardware Designs for DL.
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tures enabling highly efficient DL training and inference with low energy consumption.

Next, we introduce our findings in each component of the pipeline.

5.3.2 Model-Oriented Optimization Mechanisms for Mobile Devices and

Applications

5.3.2.1 Optimum DL Model Selection

With the emerging use of mobile devices in AI or VR applications, research in

the computer vision domain have led the trend of using DL on mobile devices. DL

models that are specially designed for mobile devices have shown the initial success

in image classification and object detection whose performance is comparable to that

of the state-of-the-art DL models (e.g., VGG [252] and AlexNet [134]) on personal

computers.

DL Model Selection for Image Classification. Specifically, MobileNets [110]

and SqueezeNet [115] have already shown their effectiveness on mobile devices with

power constraints for image classification. In MobileNets, by using the width and

resolution multipliers, researchers can trade off a reasonable amount of accuracy and

model size to build smaller and faster versions. Particularly, MobileNet is nearly

as accurate as VGG16 but 32 times smaller and 27 times less compute intensive.

Moreover, it is 4% better than AlexNet, yet 45 times smaller and 9.4 times less

compute than AlexNet. While SqueezeNet achieves a model size less than 0.5MB

with fifty times fewer parameters than AlexNet, but with same level accuracy. It

can be entirely deployed in the FPGA and eliminate the need for off-chip memory

accesses to load model parameters.

DL Model Selection for Object Detection. As for object detection, a fast

single-shot object detector, SSD [161], has been built on MobileNet which can be

deployed on the mobile and edge devices [267]. In particular, the prototype SSD

could significantly outperform the state-of-the-art object detector counterparts (e.g.,
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Faster R-CNN [232] and YOLOv1 [231]) in terms of both accuracy and speed. For

example, the SSD512 (i.e., SSD with 512 x 512 input) model has 10% higher accuracy

and three time faster than the Faster R-CNN. The SSD300 (i.e., SSD with 300 x 300

input) model could perform object detection at 59fps, which is about three times faster

than the current real-time YOLOv1 model and producing superior detection accuracy

of 74.3% on Pascal VOC2007 dataset. Moreover, YOLOv2 [230] was developed as an

enhanced version of YOLOv1 whose inference speed could be twice of that of SSD.

Particularly, YOLOv2 added the batch normalization on all convolutional layers and

adopted anchor boxes as SSD and Faster R-CNN do. And it could also be run at a

variety of image sizes to provide a smooth tradeoff between speed and accuracy which

has been widely tested on the mobile devices for achieving real-time processing.

DL Model Selection for Activity Recognition and Security. While the

DL models mentioned above are specially designed for computer vision-based appli-

cations, they could be adopted in other domains, such as activity recognition and

security. There are two basic steps for adoption. First, according to different data

type, it is necessary to change the input format for certain datasets (e.g., the activ-

ity data collected from accelerometer and gyroscope sensors in UCI HAR [18] and

WISDM dataset [136], network traffic data collected from UNSW-NB15 [197], and

CIDDS-001 [235] datasets in security area). Second, base model’s hyperparameters

(e.g., number of neurons, convolution kernel width, and learning rate) should be tuned

based on both accuracy and inference time requirement of different applications and

the constraint of adopted mobile hardware. Particularly, there are several benefits of

using those state-of-art DL models in vision field. First, those models have been pub-

licly available for usage. Therefore they only need to slightly change the input format.

Second, adopting those models could provide a general evaluation framework among

research work. Third, those models should be able to support real-time applications

on mobile devices.
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Table 5.3: Classification of With-Changing-Model-Architecture and Without-
Changing-Model-Architecture DL Model Optimization Methods.

With-Changing-Model-Architecture Without-Changing-Model-
Architecture

Factorization [67, 141, 247, 281];
Pruning [94, 103, 149, 247, 273, 311];
Generating new architecture [24, 46, 107];
Knowledge Distillation (KD) [24, 107];

Quantization [94, 196, 247, 273, 282];

The next optimization option is to apply the General DL Optimization Mecha-

nisms. In particular, DL Model Optimization aims at reducing the model size so

as to fit into resource-constraint mobile devices. Such methods can be roughly di-

vided into two categories: With-Changing-Model-Architecture and Without-Changing-

Model-Architecture, as is shown in Table 5.3. The former reduces the model size by

shrinking the original model architecture, while the latter shrinks the model weight

size while remaining the original model architecture.

5.3.2.2 DL Model Optimization With Changing Model Architecture.

Several DL optimization methods in With-Changing-Model-Architecture have been

proposed to change model architectures by either introducing new layers by factor-

ization [67, 141, 281], or pruning connections between neurons [94, 103, 149, 311] or

even generating totally new architecture based on original models [24, 46, 107].

Factorization. Factorization [184] changes the underlying architecture by adding

new layers. Specifically, it compresses the weight matrix W of an original DL model

into two lower-rank weight matrix Wa and Wb via singular value decomposition

(SVD). As long as the summed parameters in two factorized matrix Wa and Wb

is less the than original matrix W , the model size will be compressed. Furthermore,

this technique can uniformly be applied to convolutional layers and fully connection

layers. For example, DXTK [141] showed that the DNN model after factorization
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can runs 9.7 times faster than its unmodified version. The latest work [306] showed

that factorization could reduce the model size up to approximately 75% without de-

creasing the accuracy. However, factorization is computationally expensive and not

suitable for large deep models since the computation cost increases exponentially as

the layer increases.

Pruning. In addition to factorization, pruning could compress DL models by

removing small-weight connections below a threshold. For example, Shi et al. [249]

showed that DNN model after pruning could achieve up to 25.6 times reduction on

transmission workload, 6 times acceleration on total computation and 4.81 times

reduction on end-to-end latency as compared to the original DNN model without

pruning. DeepIoT [311] presented the performance of adopting pruning on DL struc-

tures for sensing applications, including fully-connected, convolutional, and recurrent

neural networks, as well as their combinations. It reduced the size of deep neural

networks by 90% to 98.9%, the execution time by 71.4% to 94.5%, and energy con-

sumption by 72.2% to 95.7% without loss of accuracy. The results show the potential

of pruning for deploying deep neural networks on resource-constrained embedded de-

vices. Currently, Tensorflow and Pytorch support weight pruning for both convolution

layers and full connected layers. However, pruning increases training time and also

generates a sparse matrix which requires some dedicated hardware.

Knowledge Distillation (KD). Different from pruning and factorization, Knowl-

edge Distillation method [107] trains a small model (i.e., student model) based on

large original models or whole ensemble of models (i.e., teacher model), This is also

called a teacher-student network. Knowledge is the distribution of class probabilities

predicted by the teacher model based on softmax layer output. In particular, knowl-

edge is transferred to the distilled model (i.e., compressed model) by training it to

match each class probability in the output of softmax layer of teacher model. For

example, Hinton et al. [107] showed that they could significantly improve the model
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of a heavily used commercial system by distilling the knowledge in an ensemble of

models into a single model. Particularly, more than 80% of the improvement in clas-

sification accuracy achieved by using an ensemble of 10 DNN models in Automatic

Speech Recognition (ASR) was transferred to the distilled model. Ashok et al. [24]

showed that KD could be combined with pruning to improve compression rate about 2

times than using pruning alone while also maintaining accuracy of the teacher model.

However, KD heavily relies on softmax layer and has the strict assumption about

the size and structure of teacher-student network. As a result, this method is more

suitable for small and middle size models instead of large models.

5.3.2.3 DL Model Optimization Without Changing Model Architecture.

The DL optimization methods listed above can reduce the model size and retain

the decent accuracy with changes in model architecture. Instead, the model optimiza-

tion of Without-Changing-Model-Architecture can reduce model size without changing

the original model architecture and have little degradation in model accuracy.

Quantization. It can use quantization to optimize the model by replacing the

full precision weight (i.e., 32 bit) into n-bit precision weight (e.g., binary quantization

having 1-bit weight), and reducing the memory by a factor of 32/n. Moreover, quanti-

zation can speed up inference since the costly multiplication and addition operations

are replaced by cheap XNOR and bit-count operations of two quantized vectors with

relatively lower energy requirement. For example, the system [196] showed that quan-

tizing 16- or 32-bit weight to 4-10 bits could achieve energy reductions of up to 30

times without sacrificing algorithm performance. However, retraining is required after

quantization and different layers may have different sensitivity to quantization resolu-

tion [282]. Additionally, computer hardware (e.g., CPU and GPU) does not support

all the quantization resolution. For instance, Nvidia TensorRT only supports Integer

quantization and Float16 quantization. Currently, popular DL libraries (e.g., Ten-
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sorflow and Pytorch) support only Integer quantization and Float16 quantization. A

special kind of quantization model is Binarized Neural Networks (BNNs) [63, 156, 295]

that perform the pure-logical computation by utilizing 1-bit weights and activations.

Due to the fewer memory access, it significantly speeds up inference time and reduces

energy consumption in resource-constrained devices. For example, Ding et al. [63]

used 1-bit weights and activations to compute the distribution loss for regularizing

the activation flow and develop a framework to systematically formulate the loss. In

addition, the proposed approach is robust to select the hyperparameters (i.e., learning

rate and optimizer) to train the state-of-the-art networks (i.e., AlexNet) on ImageNet

dataset with high accuracy. The evaluation results demonstrate that the proposed

BNN approach can realize efficient inference on resource-limited mobile devices with

lower inference latency and energy consumption. Lin et al. [156] introduced two in-

novative optimization approaches to training BNNs at run-time. The approach used

a linear combination of multiple binary weight bases to approximate full-precision

weights and employ multiple binary activations to migmatite information loss. The

experimental result shows the proposed approach significantly reduces the memory

cost while maintaining high accuracy. Thus, the BNN approach is a potential option

to enable the network to deploy on resource-constrained mobile devices.

5.3.2.4 Combining DLModel OptimizationWith&Without Changing Model

Architecture.

Although quantization technique can compress the network complexity by using

limited numerical precision or clustering parameters, the compression ratio of quan-

tization is usually less than the optimization methods with changing architecture

such as pruning method. Since those two categories of methods are not conflicting

with each other, some research [94, 247, 273] combined both of them for better per-

formance. Deep compression [94] adopted both pruning and quantization to reduce
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the storage requirement of neural networks by 35 to 49 times without affecting their

accuracy. It also achieved 3 to 4 times layer-wise speedup and 3 to 7 times better en-

ergy efficiency. This allowed fitting the model into on-chip SRAM cache rather than

off-chip DRAM memory, which facilitated the use of complex neural networks in mo-

bile applications with limited memory size and download bandwidth. CLIP-Q [273]

combined network pruning and weight quantization in a single learning framework to

perform pruning and quantization jointly. It obtained state-of-the-art compression

rates of 51 times of AlexNet, 10 times of GoogLeNet, and 15 times of ResNet-50,

respectively. Shi et al. [247] presented a compression approach based on the combina-

tion of low-rank matrix factorization and quantization training, to reduce complexity

for neural network. For a three-layer long short-term memory network, the original

model size could be reduced to 1% with negligible loss of accuracy. Moreover, fac-

torization and KD can be further applied for reducing redundant computations and

achieving faster inference.

In addition to the DL Model Optimization methods for reducing the model size,

many existing works also focus on the generic optimization methods. These opti-

mization methods optimize the training algorithms, such as SGD, adaptive gradient

methods, and distribution methods, to reduce the computational cost, energy con-

sumption, and speed up the training process. They aim to solve the issues of gradient

explosion, vanishing, and the undesirable spectrum during the training process mean-

while keeping high accuracy. For example, Le et al. [145] demonstrated that more

sophisticated optimization methods (e.g., Limited memory BFGS (L-BFGS) and Con-

jugate Gradient (CG) with line search) could significantly simplify and speed up the

process of training algorithms compared to the relatively simple optimization meth-

ods (e.e., SGD). MENNDL [315] developed a genetic algorithm to automate network

selection on computational clusters through hyper-parameter optimization. It simpli-

fies the process of applying deep networks to new applications and domains compared
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to the manual selection for the hyperparameter. To summary, such generic optimiza-

tion methods reducing the training iterations result in computational cost, memory

accesses and energy consumption reduction. Researchers could adopt these generic

optimization methods combined with other optimation methods to enable the efficient

training of the models on resource-constrained mobile devices.

5.3.3 Non-Model-Oriented Optimization Mechanisms

In addition to the model-oriented optimization mechanisms, there are some non-

model-oriented ones that could further boost the performance of DL on mobile de-

vices.

5.3.3.1 Mobile DL Software Accelerators

It is a service to adopt pre-trained DL models on mobile devices. It decomposes

a deep model across a mix of heterogeneous processors (e.g., CPU, GPU, DSP) to

maximize energy-efficiency and execution time, with limited mobile resources, such as

computation power and memory size. It has several advantages. Firstly, it removes

the barriers preventing existing pre-trained DL models from being adopted by current

mobile and wearable devices. Moreover, it allows complex DL models to run on com-

modity mobile devices with acceptable resource consumption levels and low latency.

There are several software accelerators to optimize the DL for mobile devices.

DeepX [140] took an important step towards adopting DL models to mobile and

wearable devices. This software accelerator significantly lowered the device resources

(i.e., memory, computation, and energy) required by DL that currently acts as a severe

bottleneck to mobile adoption. Specifically, a pair of resource control algorithms were

proposed for the inference stage of DL. Firstly, DeepX decomposed monolithic deep

model network architectures into various unit-blocks, which were then executed by

heterogeneous local device processors (e.g., GPUs, CPUs); Secondly, it performed

principled resource scaling that adjusted the architecture of deep models to reduce
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the overhead each unit-blocks introduces. Experiments showed that across various

model and processor combinations, the mean energy benefit of DeepX was 7.12 times

(Snapdragon) and 26.7 times (Tegra) under the time requirement.

Another accelerator CNNdroid [144] was a GPU-accelerated library for execution

of trained deep CNNs on Android-based mobile devices. It was compatible with CNN

models trained by common libraries, such as Caffe, Torch and Theano. Empirical

evaluations showed that CNNdroid achieved up to 60 times faster speed and 130 times

energy saving on current mobile devices. Moreover, the source code, documentation

and sample projects were publicly available (https://github.com/ENCP/CNNdroid).

Although DeepX and CNNdroid could use computing resources on mobile devices

to accelerate DL models, there are some limitations. These frameworks require some

dedicated hardware (e.g., GPU) which are not available for some mobile devices. In

addition, they have not been integrated well with popular DL frameworks, and thus

need external tools to run models trained with existing libraries such as TensorFlow.

Different from above two methods, RenderScript [17] was proposed as an extension

to TensorFlow. By integrating the acceleration framework tightly into TensorFlow,

researchers could easily take advantage of the heterogeneous computing resources

(CPU and GPU) on mobile devices without the need for other external tools. DL

models could run three times faster by using RenderScript.

Another approach, DeepMon [113], allowed large DNNs to run on commercial

mobile devices at a low latency. Prior work, such as DeepX, has focused on smaller

DNNs, and more powerful non-commodity mobile devices such as the Tegra K1.

DeepMon could complement DeepX by supporting various mobile GPUs (e.g., Adreno

420, Adreno 430, and Mali T 880) on the market. Moreover, DeepMon proposed

to reduce the latency of convolutional layers. In particular, by devising a suite of

optimization techniques, including the convolutional layer caching, decomposition,

and matrix multiplication optimizations, DeepMon is two times faster than DeepX.
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Furthermore, Wei et al. [204] found that most of the existing accelerators, such

as DeepMon and DeepX did not explore possible optimization opportunities in com-

putation and memory footprint reductions offered by model compression, including

weight pruning and weight quantization. Therefore, a significant performance gap

still remained between the peak performance that could be potentially offered by

mobile devices and what the existing systems actually achieved. Based on that,

Wei et al. [204] proposed CADNN, a programming framework, to efficiently exe-

cute DNN inference on mobile devices with the compression (i.e., pruning) and a

set of architecture-aware optimizations (e.g., computation pattern transformation,

redundant memory load elimination, smart selection of memory, and computation

optimization parameters, etc.). Based on evaluation studies, CADNN is about 8.8

times and 6.4 times faster than TensorFlow Lite and TVM respectively, two popular

and highly optimized dense DNN execution frameworks.

As shown in Table 5.4, software accelerators can benefit from the deployments

of pre-trained DL models on mobile devices based on various design principles. If

the researchers would like to deploy their DL models on some resource-constraint

mobile devices (e.g., IoT) and improve the energy efficiency and lower the memory

and computation requirements of the DL, some common accelerator with resource

control strategies and optimization approaches (e.g., DeepX, CADNN) might be con-

sidered. If the pre-trained DL model is developed with some specific libraries (e.g.,

TensorFlow) or is deployed on some specific devices (e.g., Android devices), some

accelerators such as RendorScript and CNNdroid would benefit the researchers a lot,

since they aimed at specific platforms or frameworks. If the researchers would like to

adopt some large-scale DNN models, DeepMon is a better choice since it helps adopt

large DNN models with low latency on various mobile devices in the market.
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Table 5.4: The summary of software accelerators.
Accelerators Design Princi-

ple
Advantages Disadvantages

DeepX [140] (1) Leverage a mix
of heterogeneous
processors (e.g.,
GPUs, LPUs);
(2) Offer two
resource control
and optimization
algorithms.

Decompose a deep
model across avail-
able processors to
maximize energy-
efficiency and exe-
cution time.

DeepX is not ap-
plicable to those
deep learning net-
works with tempo-
ral information.

CNNdroid [144] Use parallel
processing capa-
bilities of mobile
GPUs to accel-
erate deep CNN
computations on
current mobile
devices.

(1) Compati-
ble with CNN
models trained
by common
desktop/server
libraries; (2) Easy
to configure and
integrate into any
Android app.

Do not consider
the underlying
hardware architec-
ture to thoroughly
make use of the
hardware specifics.

RSTensorFlow [17] Modify the kernels
of TensorFlow
operations to
leverage the
RenderScript
heterogeneous
computing frame-
work on Android
devices.

Utilize the power
of available com-
putation resources
while running
models trained
with TensorFlow
without requiring
external tools.

Optimizing the en-
ergy costs of run-
ning on CPU vs
GPU are potential
future research di-
rections.

DeepMon [113] (1) Develop op-
timizations for
processing con-
volutional layers;
(2) Apply system-
level optimizations
to accelerate the
matrix calcula-
tion.

Allow large DNNs
to run on com-
modity mobile de-
vices at a low la-
tency.

Only extract fea-
tures from video
frames and need to
be integrated with
a complete cloud-
enabled solution.

CADNN [204] Leverage model
compression to
improve the DNN
inference execu-
tion performance
in the mobile
environment.

Propose three
major optimiza-
tions targeting
modern mobile
architectures.

Focus on the accel-
eration of existing
DNN models de-
signed for mobile
applications.
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5.3.3.2 Mobile Hardware Designs for DL

Advances in DL are mainly due to powerful computer systems. Compared to such

systems, mobile devices have limited computational power and battery lives, making

them not suitable for DL deployment. In existing research, the most common comput-

ing processors used for DL on mobile devices are CPUs, GPUs, Field Programmable

Gate Array (FPGA), and Application Specific Integrated Circuit (ASIC). We com-

pare the power efficiency, time/cost budget, and compatibility of these processors in

Figure 5.6. CPU and mobile GPU are widely used in the embedded platform and mo-

bile devices due to their high availability and compatibility. They can be supported

by multiple DL frameworks and various programming languages. Furthermore, some

GPU-based execution frameworks [106, 109] can be utilized to provide low latency,

high throughput, and efficient on-chip resource utilization. It is a good choice for

the researchers to start with CPUs and GPUs to explore the feasibility of deploying

DL models on mobile devices. However, as shown in Figure 5.6, CPUs and GPUs

have the lowest power efficiency, which is not really mobile-friendly. To enable DL on

power-constrained mobile devices, ASIC is the most power-efficient architecture suit-

able for processing DL on mobile devices. Compared to ASIC, FPGA is a balanced

choice considering the power efficiency, compatibility, and developing budget. FPGA

is also more flexible in development since it can be (re)programmed by firmware and

supported by open-sourced libraries (e.g., Caffe).

Recent studies have shown that highly efficient DL training and inference with

low energy consumption could be achieved using processors with specially designed

architecture. ASIC [11, 48, 51, 96, 169, 236] and FPGA [170, 222, 321]) have offered a

good starting point for developing DL processors for mobile devices. We summarized

these works in Table 5.5. For instance, TrueNorth [11] proposed a real-time neurosy-

naptic processor for mobile devices based on ASIC, which achieved an extremely low

typical power consumption of 65mW. Besides, TrueNorth was fully configurable in
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Table 5.5: The summary of hardware designs.
Accelerators Categories Advantages Disadvantages
TrueNorth [11] ASIC-

based
Have associated soft-
ware to aid in develop-
ment.

The maximum matrix
that one synaptic
core can handle is
256 × 256, and it sup-
ports only a simplified
leaky–integrate-and-
fire neuron model.

VPU [236] ASIC-
based

It can be deployed on-
board a drone and used
to perform inference on
drone imagery, with-
out significantly taxing
system resources.

The execution time
per inference using
one chip is 4× slower
compared to a ref-
erence CPU/GPU
implementation.

EIE [96] ASIC-
based

Operating directly on
compressed networks
enables the large neu-
ral network models to
fit in on-chip SRAM,
which results in 120×
better energy savings
compared to accessing
from external DRAM.

Not scalable due to
all-to-all processing el-
ement broadcasts and
a BW link of one ele-
ment per cycle.

DianNao [48] ASIC-
based

The accelerator
achieves high through-
put in a small area,
power and energy
footprint.

The scalability and ef-
ficiency are severely
limited by the band-
width constraints of
the memory system.

Zhang et
al. [222]

FPGA-
based

Successfully deploy the
deeper VGGNet into
an embedded FPGA
platform, with sev-
eral optimization tech-
niques.

This approach is lim-
ited to VGG models.
2) Not flexible enough
to match each layer’s
distinct features and
result in underutiliza-
tion of hardware re-
sources.

FPGA15 [321] FPGA-
based

Under the constraints
of computation re-
source and memory
bandwidth, it explores
all possible solutions
in the design space
using a roofline model.

The accelerator design
was only applied to
several CONV layers
rather than the full
CNN.
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Figure 5.6: Metrics of different computation components. There are three metrics
we distinguish on various hardware devices, including Power Efficiency,
Compatibility and Time/Cost Budget.

terms of connectivity and neural parameters to allow custom configurations for a wide

range of applications. The authors also introduced an asynchronous-synchronous tool

that may facilitate general ASIC design. An ASIC-based VPU [236] has been used

to enable low-power DL computation. This paper showed that VPU, as a highly-

parallel vector co-processor with low power consumption, could reduce the thermal

design power (TDP) up to 8 times compared to their CPU and GPU implementa-

tions. Han et al. [96] proposed an optimized energy-efficient engine, EIE, to operate

on compressed deep neural networks. By leveraging sparsity in both the activations

and weights, and integrating weight sharing and quantization techniques, this engine

outperformed CPU, GPU, and mobile GPU by factors of 189×, 13× and 307×, and

consumed 24, 000×, 3, 400× and 2, 700× less energy than CPU, GPU and mobile

GPU, respectively. Chen et al. [48] proposed an ASIC accelerator, DianNao, for the

fast and low-energy execution of the inference of large CNNs and DNNs in a small
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form factor. This work had a special emphasis on the impact of memory on accelera-

tor design, performance, and energy. This accelerator had high throughput, capable

of performing 452GOP/s in a small footprint of 3.02mm and 485mW . It achieved a

speedup of 117.87× and an energy reduction of 21.08× over a 128− bit 2GHz SIMD

core with a normal cache hierarchy.

Jiantao et al. [222] went with an FPGA-based approach for accelerating the large-

scale image classification using a CNN. A state-of-the-art CNN, VGG16-SVD, was im-

plemented on an FPGA platform. Experimental results showed that GPU consumed

26 times more power consumption than the proposed FPGA hardware. Zhang et

al. [321] proposed a roofline-model-based FPGA accelerator. In this method they

first optimized CNN’s computation and memory access. Then, they modeled all pos-

sible designs in roofline model to find the best design for each layer. They realized

an implementation on Xilinx VC707 board and achieved a 4.8x speedup over CPU.

Based on the proposed DL optimization pipeline for mobile applications, when de-

ploying DL models on common mobile and embedded devices, researchers could apply

different optimization mechanisms to improve the performance of mobile applications.

The model-oriented optimization approaches, such as pruning, could be leveraged to

reduce the memory and storage requirements and speed up the inference time. The

non-model-oriented optimization mechanisms, such as software accelerators, could

further improve the efficiency of executing DL operations without modifying models.

While the improvement of software accelerators may be limited by various software

environments such as operating systems and drivers, hardware accelerators based on

special computer architecture (e.g., ASIC or FPGA) could be designed to improve

the efficiency of DL operations on mobile devices significantly when time and money

budget is sufficient.
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Figure 5.7: Library Optimization Support. We summarize software libraries regard-
ing their support for software optimization and hardware optimization
respectively. In software optimization, we discuss popular model archi-
tectures and general DL optimization methods as well as software accel-
erators. In hardware optimization, we summarize the popular libraries
for various types of hardware. Besides, we also consider special designs
such as ASIC and FPGA.

5.4 Software Libraries

This section summarizes software libraries regarding their support for software

optimization and hardware optimization respectively, as shown in Figure 5.7. For

software optimization, we discuss popular model architectures and general DL opti-

mization approaches (e.g., quantization and pruning) as well as software accelerators.

For hardware optimization, we summarize the popular libraries for various types of

hardware such as mobile and powerful embedded devices and microcontroller(i.e., IoT

device). Besides, we also consider the related designs such as ASIC and FPGA.

Software Optimization Support. Popular deep learning libraries, such as

Tensorflow, Pytorch, Keras, Caffe2, Deeplearning4j (DL4j) support most of the state-

of-art model architectures in various application domains as shown in Table 5.1, 5.2.

In particular, some pretrained models for image, text, video applications, such as
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Mobilenet, Resnet, Inception, Convnet, and VGG are available [38, 129, 268] and

finetuning in user-specific applications for downloading.

Besides supporting model architectures, those libraries also provide general opti-

mization procedures. As shown in Table 5.6, Tensorflow, Pytorch, and Keras currently

support common optimization algorithms via both quantization and pruning [2]. In

particular, Tensorflow officially provides full integer quantization, float16 quantiza-

tion and magnitude-based weight pruning. For example, it can reduce the model

size fourfold and increase the computational speed threefold on CPU, Edge TPU,

and Microcontrollers via full integer quantization [4]. Moreover, its supported float16

quantization can reduce the model size twofold on CPU with potential GPU acceler-

ation [4]. In addition, Tensorflow achieves model sparsity by supporting magnitude-

based weight pruning [3]. Since Keras can adopt Tensorflow as backend, it can carry

those optimization functionalities provided by Tensorflow. In contrast, PyTorch sup-

ports only integer quantization allowing a four times reduction in the model size

and memory bandwidth requirements [220]. And it provides pruning capability via

the third part package (e.g., Intel AI Lab proposes Distiller [138], an open-source

Python package for neural network compression research). Caffe2 and MXNet cur-

rently support only integer quantization via the official API [1] and Apache/MXNet

toolkit, respectively. Optimization techniques such as factorization and knowledge

distillation can also be adopted when using those libraries. In addition, some existing

software accelerators (e.g., DeepX, RenderScript, DeepMon, CNNdroid, etc.) can

also be adopted to further enhance computational performance by leveraging vari-

ous mobile hardware components such as GPU and LPU. Table 5.6 summarizes the

accelerators and related libraries.

Hardware Optimization Support. Different hardware can support various

deep learning frameworks and libraries which made it convenient for researchers to

deploy DL on their devices. Mobile phones and powerful embedded devices are the
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Table 5.6: Software Optimization Support.
General DL Optimization Methods Software

Accelera-
tors

pruning quantization factorization KD

TensorFlow weight
prun-
ing*

Integer quan-
tization*,
float16 quan-
tization*

✓ ✓ DeepX, Ren-
derScript,
DeepMon

Caffe2 N/A Integer quan-
tization*

✓ ✓ DeepX, CN-
Ndroid

Keras weight
prun-
ing*

Integer quan-
tization*,
float16 quan-
tization*

✓ ✓ DeepX

Pytorch weight
pruning

Integer quan-
tization*

✓ ✓ DeepX, CN-
Ndroid

MXNET N/A Integer quan-
tization*

✓ N/A N/A

DL4j N/A N/A N/A N/A DeepX

most common authorized and supported mobile hardware to deploy DL. Specifically,

Android and iOS mobile phones are supported by most of the popular libraries as

shown in Table 5.7. In addition, TensorFlow, Caffe2, PyTorch, MXNet, etc are avail-

able in the embedded device such as Raspberry Pi, NVIDIA Tegra and Nvidia Jetson

TX2. Some libraries have been adopted for resource-constraint mobile devices such as

microcontrollers(IoT). For example, TensorFlow Lite, a light-weight version of Ten-

sorFlow (https://www.tensoflow.org/lite/microcontrollers), supports the processors

based on the Arm Cortex-M Series and ESP32 architecture (e.g., Arduino Nano 33

BLE Sense, SparkFun Edge, etc.). Caffe2 facilitates certain microcontroller (e.g., Arm

Cortex-M processor cores) by using the CMSIS-NN optimized libraries. Furthermore,

researchers also design customized hardware (e.g., ASIC and FPGA) to implement

libraries such as TensorFlow, Python, and MXNet.

Model Conversion Tools. There are many available libraries and each of them

has its advantages and use cases. To make the best use of different features provided

by these libraries and allow researchers to take full advantage of the libraries based on
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Table 5.7: Hardware Optimization Support.
Official Supported Hardware Special

Hard-
ware
Design

Mobile & powerful
embedded device

Microcontroller sup-
port (IoT)

TensorFlow
standard TensorFlow
Lite (smartphone
and Raspberry Pi)

TensorFlow Lite for Mi-
crocontrollers (processors
based on the Arm Cortex-
M Series and ESP32 ar-
chitecture, e.g., Arduino
Nano 33 BLE Sense,
SparkFun Edge)

ASIC sup-
port

Caffe2

iOS, An-
droid,Tegra,and
Raspberry Pi plat-
forms

CMSIS-NN optimized li-
braries for
Arm Cortex-M processor
cores

N/A

Keras
mobile and embed-
ded devices

N/A N/A

PyTorch
iOS, Android, and
Raspberry Pi

N/A ASIC sup-
port

MXNet
iOS, Android,
Raspberry Pi, and
NVIDIA Jetson TX

N/A ASIC sup-
port

DL4j Android, iOS N/A N/A

its situation, model conversion tools are developed. Then, users can smoothly convert

DL models from one library to another library without reprogramming. For example,

MMdnn [191] is a comprehensive and cross-framework tool to convert, visualize, and

diagnose deep learning models. It is a universal converter to convert DL models

among a number of existing frameworks, making a trained model of one framework

be easily deployed on another framework for inference and prediction. Open Neural

Network Exchange (ONNX) [192] is an open standard format for representing machine

learning models. It is facilitated by a community of partners for implementations in

many frameworks, such as PyTorch, MXNet, Caffe2, TensorFlow, etc.
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5.5 Federated Learning on Mobile Devices

Training deep learning network on mobile device is another challenging issue.

Federated learning (FL) is a way of enabling deep learning training by leveraging

many client devices (e.g., mobile devices and IoT devices) in a network. This solves

the issue that a single resource-constraint device may never support training a deep

learning model due to its limited hardware resources. Particularly, all mobile de-

vices need to devote their storage and computing resources for their data training.

However, this requirement is not always satisfied. When FL deploys identical neural

network models to heterogeneous devices, the ones with weak computational capac-

ities may significantly delay the synchronous parameter aggregation [305]. Besides,

a large amount of memory and power are needed for the training of advanced DL

models and the storage of model parameters [242]. So, many aspects still need to

be carefully considered including memory limitation, energy budget, communication,

synchronization, resource distribution, privacy, etc. In this work, we focus on the

on-device optimization in FL domain and mainly discuss how to save memory usage

and energy consumption using the proposed DL optimization pipeline. Other aspects

are out of the scope of discussion of this paper.

5.5.1 Model-Oriented Optimization Mechanisms in Federated Learning

5.5.1.1 DL Model Selection for FL

Since the FL runs on multiple heterogeneous devices, which vary in computing

ability and memory size, so it is critical to first select the suitable models that are

smoothly executed on various devices. Specifically, due to the limited memory and

computing resources of some resource-constraint FL clients, the large size of CNN

models (i.e., VGG and ResNet) are hardly adopted on them. Researchers have been

exploring lightweight and sparse deep learning architecture for more general appli-
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cability. For instance, a novel tri-layer FL scheme [118] is proposed to consume less

amount of resources to accomplish a target convergence. A variant of the Long Short-

Term Memory (LSTM) recurrent neural network called the Coupled Input and Forget

Gate (CIFG) [97] is adopted for mobile keyboard predication with federated learning.

The CIFG architecture is advantageous for the mobile device environment because

the number of computations and the parameter set size are reduced with no impact

on model performance. Moreover, a personalized federated learning framework (e.g.,

three layer CNN) [297] is advocated to cope with the heterogeneity issues in FL

environments.

5.5.1.2 DL Model Optimization for FL

Since some FL clients may not have enough memory size and energy budget

to meet the system requirements for training, the researchers have been exploring

how to reduce the memory cost and save the energy cost in FL training and pro-

long battery-power life duration. To address these issues, some researchers have

adopted the With-Changing-Model-Architecture model optimization approaches. For

example, PruneFL [122] proposes an adaptive and distributed parameter pruning

approach, which adapts the model size during FL to reduce both communication

and computation overhead and minimize the overall training time while maintain-

ing a similar accuracy as the original model. To reduce the memory requirement

for training, Helios [305] devises soft-training method to dynamically compress the

original training model into the expected size through a rotating neuron training ap-

proach. FedPARL [118] reduces the model size by performing sample-based pruning,

which is demonstrated useful for resource-constraint IoT devices. Moreover, Without-

Changing-Model-Architecture model optimization approaches have also been adopted.

For instance, Wu et al. [298] propose a quantization framework that constrains all

layers to low-bit width integers in both training and inference. This approach can re-
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duce the energy about 5 times compared to 32-bit float point operations. In addition,

dynamic computation approaches are explored to optimize the model during training

and inference phase. The basic idea of those approach is to only activate the partial

neural network to process the input. For example, dynamic channel pruning tech-

niques [81, 227] are adopted to identify channels in the deep neural network that are

considered as unimportant and skip their computations. Some researchers [81, 289]

apply dynamic layer skipping techniques on ResNet models and RNN models with

skip connections.

5.5.2 Non-Model-Oriented Optimization Mechanisms in Federated Learn-

ing

5.5.2.1 Mobile DL Software Accelerators for FL

Several possible solutions should be considered to facilitate on-device DL learning

for FL systems. One direction is to improve DL hardware usage on mobile devices via

the mobile DL software accelerators [17, 113, 140, 144, 204] as we discussed in Section

III. Since these DL software accelerators can decompose a deep model across a mix of

heterogeneous processors (e.g., CPU, GPU, DSP) to maximize energy-efficiency and

execution time, with limited mobile resources (e.g., computation power and memory

size), it removes the barriers preventing existing pre-trained DL models from being

adopted by current mobile devices in FL systems. For example, DeepX [140] signif-

icantly lowers the device resources (i.e., memory, computation, energy) required by

deep learning that currently acts as a severe bottleneck to mobile adoption through

a pair of resource control algorithms, designed for inference stage of deep learning.

Experiments demonstrate its superior performance in terms of low execution time and

energy consumption in DL running, compared to cloud offloading-based approaches.
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This research is promising and likely to facilitate the development of sensor processing

and mobile DL inference, which would enable on-device FL implementation at scale.

5.5.2.2 Mobile Hardware Designs for FL

Another direction is mobile hardware designs for FL. In recent years, few hardware

designs are emerging to solve some specific problems in FL area. For example, the

complicated operations and large operands of privacy-preserving mechanisms (e.g.,

homomorphic encryption) impose significant overhead on federated learning. Main-

taining accuracy and security more efficiently has been a key problem of federated

learning. Yang et al. [310] propose a hardware solution to accelerate the training

phase in federated learning by designing an FPGA-based homomorphic encryption

framework. Experiments show that the proposed accelerator achieves a near-optimal

execution clock cycle, with a better digital signal processing efficiency and reduces

the encryption time by up to 71% than existing designs. Another work [52] pro-

poses HAFLO, a GPU-based solution to improve the performance of FL by reducing

the significant computational overhead of homomorphic encryption. The core idea of

HAFLO is to summarize a set of performance-critical homomorphic operators used by

federated logistic regression and accelerate the execution of these operators through

joint optimization of storage, IO, and computation. Experimental results show that

the proposed method achieves a 49.9× speedup acceleration on a popular FL frame-

work. Furthermore, as we discussed in Section III, some studies have demonstrated

that highly efficient DL training and inference with low energy consumption could be

achieved using specially designed processors. Some ASICs [11, 48, 51, 96, 169, 236]

and FPGAs [170, 222, 321] have offered a good starting point for developing DL

processors to mitigate the constraints of hardware, memory, and power resources of

mobile devices. These works are promising and likely to further enable on-device FL
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implementation at scale. Exploring how these work execute in FL systems might help

tailor these solutions to solve existing issues in FL.

5.5.3 Cooperative DNN Inference in Federated Learning

A fast enough DNN inference with acceptable resource consumption is also an es-

sential consideration in federated learning due to the latency requirements of many ap-

plications and the resource constraints of a single device. The existing researchers have

been taking advantage of the aggregated computational power of a cluster of mobile

devices, coordinating them for faster DNN inference. For example, DeepThings [330]

proposes a Fused Tile Partitioning (FTP) method for dividing convolutional lay-

ers into independently distributable tasks and parallelizing them on multiple de-

vices. It provides scalable CNN inference speedups of 1.7–3.5× on 2–6 edge devices.

MoDNN [177] partitions trained DNN models on several mobile devices, assigning

more workload to the more powerful devices for DNN inference acceleration. It can

accelerate the DNN computation by 2.17-4.28× when the number of devices increases

from 2 to 4. Hadidi et al. [90] adopt both data parallelism and model parallelism to

accelerate DNN inference using several robots. CoEdge [320] dynamically partitions

the DNN inference workload based on the computing capabilities of devices and net-

work conditions. It achieves up to 4.49-7.21× latency speedup over the local approach

and 25.5%-66.9% energy reduction for four widely-adopted CNN models. These works

demonstrate that cooperative DNN inference in FL could significantly speed up model

inference and reduce resource consumption on every mobile device.

5.6 Potential Research Opportunities in Mobile Applications

In this section, we provide some potential research opportunities for mobile ap-

plications in the areas of database and model, inference time, power consumption,

hardware design, and optimization trade-off on different hardware.
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Database and Model. As discussed in Section 5.2, the existing DL work in non-

vision fields usually adopts various lightweight DL models. And there is also a lack of

the baseline models in non-vision field based on which to compare with each other’s

performance. Therefore, it is desirable to select general DL models as basis for per-

formance evaluation. In addition, given the fact that various types of mobile devices

could be used, a public repository of benchmark performance in various hardware

could be of great benefit to the research community. Moreover, the non-vision fields

still lack comprehensive, diverse, and high-quality datasets for DL model training

and evaluating. There are two reasons for such inadequacy. First, service providers

prefer to keep their data confidential and rarely publish their datasets. Second, due

to limitations of hardware resource and network conditions, data collected from mo-

bile devices usually come with loss, redundancy, mislabeling, and class imbalance.

To promote adopting DL on mobile devices for various application domains in both

academic and industry communities, researchers and companies are encouraged to

collect and publish more high-quality datasets.

Inference Time. As shown in section 5.2, the existing work using DL in non-

vision fields (e.g., activity recognition and mobile security) focuses much more in

accuracy than inference time. However, those applications require certain speed for

inference in reality. For example, human daily activities recognition requires the

inferencing time (about 0.3 to 3s) to achieve real-time nature. In security area,

a detecting time with a delay of 2 seconds is usually considered as acceptable for

detecting attacks [190, 238]. Therefore, researchers should also evaluate inference

time for those non-vision applications in the future. Besides, since different mobile

hardware has different computational power, researchers may consider an alternative

way (e.g., FLOPs widely used in vision field) to fairly evaluate the potential inference

speed of their systems. In addition, improving the inference speed is also critical for

mobile devices. Particularly, developing and adopting various compression techniques
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to reduce the inference time on mobile devices still needs exploration.

Power Consumption. With the aid of highly effective computation components

(e.g., GPU, ASIC, etc.) in mobile devices, deep learning models can be easily deployed

with decent performances [86]. However, since deep learning is computationally in-

tensive, energy and capability constraints should be considered when we deploy DL

models on mobile devices because of their limited battery capacities. As a result, re-

ducing the energy consumption of mobile devices with respect to data collection (e.g.,

from motion sensors and GPS) in motion-sensor-based applications might be an open

research area. Another interesting research direction is to optimize energy consump-

tion when deploying DL models on mobile devices. Although designing some specific

hardware chips (e.g., FPGAs and ASICs) can achieve this purpose in section 5.3,

the generality of these special hardware design, as well as their interoperability and

compatibility with existing hardware platforms, remain as challenges.

Hardware Design. DL on mobile devices is facilitated by mobile GPUs but is

usually limited within several layers, as shown in section 5.2, due to the constraint

of computation and memory resources. Thus, the performance of some mobile ap-

plications is usually not satisfactory. In future research, in order to execute more

complex models with better performance, mobile GPU with more CUDA cores and

large graphic memories need to be developed. In addition to powerful hardware com-

ponents, some algorithms, such as the Toeplitz matrix, and Winograd and Strassen

algorithms, can be explored to improve the computing performance by taking advan-

tage of the low-latency temporary storage architecture of GPU [261].

Compared with powerful mobile devices, such as smartphones, the resource bot-

tleneck in microcontrollers is more serious. Specifically, smartphones can now equip

with several gigabytes of RAM, but microcontrollers, such as the ARM Cortex series,

are limited to just hundreds of kilobytes. Some techniques, such as binary deep ar-

chitectures, have the potential to fill this gap [142]. Such architectures could not only
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build extremely small models but also remove the requirements for expensive multipli-

cation operations. Besides, the limited on-chip memory capacity often causes massive

off-chip memory access and leads to very high energy consumption. Some frameworks

such as retention-aware neural acceleration (RANA) [271], can be explored to save

the energy consumption of microcontrollers.

Furthermore, FPGAs and ASICs are also promising for DL. However, they cur-

rently lack adequate software supports to fully achieve their potential in DL. Since

FPGAs and ASICs are built with spatial architectures with low-energy on-chip mem-

ory, in future research, reusable dataflow algorithms can provide solutions to reduce

data movements. Moreover, a promising field called neuromorphic computing, enables

information processing at meager energy cost on electronic devices via emulating the

electrical behaviors of biological neural networks in human brains. Based on this

technique, some companies are trying to develop ASIC chips, such as TrueNorth

from IBM. Since neuromorphic architectures are more suitable for brain-like compu-

tations and achieve decent power efficiency, as shown in section 5.3, they would be

an attractive topic for future research.

Optimization Trade-off on Different Hardware. In DL, larger and deeper

models usually produce higher accuracy. However, they may also lead to larger infer-

ence time and more energy consumption. Building DL models on mobile devices with

an accurate scheme, fast inference time, and without mass power consumption and

huge memory usage should be a good research direction. Besides, even with various

existing optimization approaches for DL on mobile platforms, it is still challenging to

adapt DL models to various device hardware, while conventional optimization meth-

ods always ignore different hardware architectures and optimize all the DL models

in a uniform way. Recent work [179] has highlighted that pruning and quantization

methodologies relied on formulations are hardware-unaware, and they do not neces-

sarily result in optimal configurations in terms of hardware efficiency. In order to solve
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Figure 5.8: Illustration of neuron bond definition in a convolutional layer and a fully
connected layer.

the above issues, some new techniques, such as design automation technique [236],

hardware-aware modeling methodologies [11], and stochastic computing [169] could

be explored to achieve optional optimization on different hardware. The insights of

these design policies will inspire future research in optimization with various mobile

hardware to achieve efficient deep learning computing.

5.7 Efficient Deep Neural Networks Pruning for Further FLOPs

Compression via Neuron Bond

5.7.1 Neuron Bond and Mask

Different from traditional pruning methods only removing weights or neurons in

deep learning networks, we proposed a novel pruning mechanism, MIXP, that re-
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moves unimportant links and weights, namely neuron bond, to reduce FLOPs, which

would facilitate the deployment of DNN networks on mobile devices with constrained

computing resources. There are two types of neuron bonds in a CNN model: the

path connecting a filter and one entry of the output feature map in a convolutional

layer and the weight connecting two neurons in two fully connected layers. Figure 5.8

demonstrates these two types of neuron bonds. Figure 5.8 (a) shows the neuron bond

involving the input map, filter, and output feature map of a convolutional layer.

Each element in the output feature map corresponds to a neuron bond. Figure 5.8

(b) shows the neuron bond that connects every pair of neurons between two fully

connected layers.

We can see that when MIXP prunes an unimportant neuron bond, it removes

corresponding entries in the output feature map. Since the number of FLOPs is

positively correlated to the size of the output feature map, MIXP could reduce sig-

nificantly more FLOPs than the existing work using weight pruning. Moreover, we

design a mask array denoted as M to accurately prune the neuron bonds for each

convolutional layer. The mask is a middle layer (as shown in Figure 5.8) designed to

dynamically estimate the importance of each neuron bond during the pruning process.

MIXP eventually prunes the unimportant neuron bonds based on the value of each

M (e.g., remove a neuron bond if its corresponding mask is less than a threshold or

keep it otherwise). We discuss how to update M based on the importance of neuron

bond in Section 5.7.5.

5.7.2 Overview of MIXP Mechanism

The basic idea of MIXP Mechanism is to analyze the impact of each neuron bond

and weight in an input CNN model in a fine-grained way. We design two steps to prune

the neuron bonds and weights in convolutional layers and fully connected layers, which

could reduce the computational cost of the model in both pruning and inference phases

176



while preserving high weight compression ratio and inference accuracy. The flow of

the MIXP mechanism is illustrated in Figure 5.9. First, MIXP iteratively performs

the Neuron Bond Pruning on the pre-trained model in both convolutional and fully

connected layers to reduce the model computational cost of the input model. A mask

is employed to gradually track the importance of every neuron bond in each pruning

iteration. To capture the importance of each neuron bond globally, we propose the

neuron bond importance in Section 5.7.4 with three levels (i.e., high, medium and

low) corresponding to the impacts on the model’s performance. To enable a fine-

grained analysis on neuron bonds’ importance, we update the associated masks using

different strategies (i.e., multiplying different influence factors) according to their

different levels of importance. MIXP identifies the unimportant neuron bonds by

examining the masks with a threshold approach. The pruning iteration stops when

the number of unimportant neuron bonds achieves a target compression ratio. Next,

MIXP performs a one-time pruning to remove the identified unimportant neuron

bonds.

Next, MIXP iteratively performs the Weight Pruning to improve the weight com-

pression ratio. Similar to the neuron bond importance, we propose the weight im-

portance in Section 5.7.4 with three levels of importance for different mask updating

strategies. Eventually, MIXP identifies the unimportant weights by examining the

masks with a threshold approach, stops the pruning iteration when the number of

unimportant weights reaches a target compression ratio and removes the identified

unimportant weights. After these two pruning steps, MIXP iteratively performs the

Retrain to recover the model accuracy by fine-tuning the compressed mode.

5.7.3 Problem Formulation

We consider the network pruning as an optimization problem that aims to min-

imize the cross-entropy loss between the prediction results and ground truth for a
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neural network after pruning its redundant parameters. The optimization problem is

as follows:

min
{M,P}

L(M ⊙ P ;D) = min
{M,P}

1
n

n∑
i=1

L(M ⊙ P ; (xi, yi)),

s.t. P ∈ RJ , ∥ P ∥0⩽ λ,M ∈ {0, 1}k,
(5.7-1)

where D = {(xi, yi)}ni=1, x and y are the input sample and its label, L(·) denote loss

functions (e.g., cross-entropy loss), P is the target parameters (i.e., neuron bonds or

weights) of the neural network to be pruned, J is the total number of parameters,

|| · ||0 is the L0 norm, λ is a target compression ratio, and ⊙ denotes the Hadamard

product. Specifically, we need to remove a part of P based on their importance to

the neural network model, measured by a mask M which is a vector of auxiliary

indicator variables mij ∈ {0, 1} for every parameter in P . With this, we utilize M

to track parameters’ importance and decide whether to prune them or not based on

their corresponding mask values in M . The mask values are updated after every

iteration based on the importance of the parameters. We discuss how to update the

mask values in each iteration in Section 5.7.5.

5.7.4 Neuron Bond Importance and Weight Importance

The key to solving the above optimization problem is to accurately identify unim-

portant parameters in P for pruning, with a metric that could effectively measure the

significance of a parameter with a low computational cost. In this work, we propose

to use the difference derived by the following loss functions to describe the impact of

performance before and after removing a parameter.

∆Lj(P ;D) = L(M∗
j ⊙ P ;D) − L(M ′

j ⊙ P ;D), (5.7-2)

where M∗
j and M ′

j are the masks with and without the jth parameter, respectively.

While the concept is straightforward, Equation 5.7-2 is computationally expensive as
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it requires millions of forward passes over the dataset. To solve this problem with

reasonable computing cost, we use the partial derivation of the loss function with

respect to the jth mask M to approximate ∆Lj(P ;D): ∆Lj(P ;D) ≈ Φj(P ;D) =

∂L(M ⊙ P ;D)/∂Mj.

Based on Φj(P ;D), we define the Neuron Bond Importance and Weight Impor-

tance sj as:

sj =
|Φj(P ;D)|
m∑
k=1

Φk(P ;D)
. (5.7-3)

As the higher magnitude of Φj(P ;D) indicates the bigger difference in the network

loss, the parameter’s importance sj would reflect the importance of the jth parameter

to the network [147]. We note that Equation 5.7-3 could also be applied to weights

of the network to derive the weights’ importance, which will be used by MIXP to

perform the weight pruning in the second step.

5.7.5 Mask Update Using Influence Factor

Traditional pruning methods determine the importance of parameters by check-

ing the accuracy changes with and without parameters. They use binary masks with

the value of 0 indicating that the corresponding parameter can be removed, and 1

indicating otherwise. Such approaches have coarse-grained resolutions on discovering

parameters’ importance and may result in degraded performance with possible loss

of essential features by mistake. Moreover, the degraded performance requires more

iterations in the retraining step to recover the accuracy. In contrast to the existing

approaches, we analyze the parameters’ importance in a fine-grained way by gradually

updating the mask based on the parameters’ importance. As a result, our approach

can ensure minimal accuracy drop while removing the parameters, facilitating itera-

tion reduction in the retraining process.

Specifically, in each pruning iteration, we derive the importance sj for each param-
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Table 5.8: Comparison of different pruning methods for compressing LeNet-300 and
LeNet-5 on the MNIST dataset.
Method Weight CR(%) FLOPs CR(%) Re-Iters ∆Acc(%)

L
eN

et
-3

00
-1

00
LC [40] 99.0 - 100K -1.5

LWC [95] 92.3 92.0 96K 0.0
GSM [64] 98.3 92.3 61K 0.0
DNS [87] 98.2 89.2 34K -0.3

FDNP [164] 99.2 - 20K 0.0
L-OBS* [65] 98.5 - 510 -0.3
AUTO [302] 98.6 91.0 27K 0.0
SNIP [147] 98.0 - 25K -0.7
MIXP 98.8 92.5 4k -0.3

L
eN

et
-5

NISP [317] 74.4 71.6 100K -0.02
GAL [155] 93.0 95.6 30K -0.2

LWC 92.0 84.0 96K 0.0
DNS 99.1 86.4 47K 0.0

L-OBS* 99.1 - 841 -0.5
FDNP 99.2 - 20K 0.0
GSM 99.2 94.1 61K 0.0

AUTO 99.4 93.0 27K 0.0
SNIP 99.0 - 25K -0.2
MIXP 99.4 96.8 4k -0.3

eter using Equation 5.7-3 and obtain a list of parameter importance SO = {s1, · · · , sj,

· · · , sJ}. Next, MIXP sorts SO by the descending order of sj’s magnitude and obtains

the sorted list SD = {s′1, · · · , s′j, · · · , s′J}. We propose to divide the importance in SD

into three groups based on their index and design different mask updating strategies.

In implementation, we use two indices, α∗ and β∗, to split SD into three groups:

Sinc = {s′1, · · · , s′α∗}, Skeep = {s′α∗+1, · · · , s′β∗}, and Sdec = {s′β∗+1, · · · , s′J}. J is the

number of parameters P . We define α is the ratio of α∗ over J and β is the ratio of

β∗ over J . Given a α and a β, we can compute the α∗ and β∗ based on the J . (i.e.,

α∗ = α× J and β∗ = β × J).

We design three mask updating strategies (i.e., increase, decrease, and hold) based

on SD to ensure that mj can track the importance of each parameter in a fine-grained

way with low computational complexity. Specifically, we define an influence factor θj
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to apply these mask updating strategies as follows:

m′
j = θj ×mj =


θj,inc ×mj , s′j in Sins

θj,keep ×mj , s′j in Skeep

θj,dec ×mj , s′j in Sdec,

(5.7-4)

where m′
j is the updated mask, θj,inc > 1, θkeep = 1, and 0 < θdec < 1. m′

j is set

to 1 if m′
j > 1. After mask updating, MIXP calculates the ratio of unimportant

parameters based on the masks that are less than a cut-off threshold (i.e., γc for

neuron bonds and γw for weights). If the ratio exceeds a target compression ratio

(i.e., λc for neuron bonds and λw for weights), MIXP stops updating the masks and

perform a one-shot pruning on the unimportant parameters corresponding to the

masks that are less than the cut-off threshold. Eventually, MIXP finishes pruning

both neuron bonds and weights and performs the retraining process to fine-tune the

model accuracy by recovering certain neuron bonds and weights. In this work, we

empirically determine the influence factors, dividing indices, cut-off thresholds, and

target compression ratios based on input models. The values of these parameters are

discussed in Section 5.7.6.

5.7.6 Experiments

Benchmark Datasets. To compare the existing works fairly, we evaluate the

performance of MIXP on MNIST datasets with LeNet-5 and LeNet-300-100, CIFAR-

10 datasets with VGG-16, MobileNet-v1/v2, and ResNet-56, and ImageNet datasets

with VGG-16, MobileNet-v1/v2, and ResNet-50, respectively. We compare them in

terms of FLOPs compression rate (FLOPs CR), weight compression rate (weight CR)

and retraining iterations (Re-Iters).

MIXP Parameters. We utilize the Random Search [30] to determine the

parameters of MIXP one by one. For each dataset, we derive a parameter set-
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ting Par = {λc, λw, γc, γw, α, β, θj,inc, θj,dec}. The range of each parameter is set to

λc ∈ [0.3, 0.998], λw ∈ [0.3, 0.998], γc ∈ [0.2, 0.7], γw ∈ [0.2, 0.7], α ∈ [0.01, 0.3],

β ∈ [0.1, 0.7], θj,inc ∈ [1.05, 1.2], θj,dec ∈ [0.35, 0.95].

5.7.6.1 LeNet on MNIST

We first conduct experiments with LeNet-300-100 and LeNet-5-Caffe on the MNIST

dataset. The parameter setting for LeNet-5/LeNet-300 is ParLeNet MNIST = {0.9, 0.993,

0.3, 0.3, 0.01, 0.10, 1.1, 0.90}. We train both models with SGD optimization method

with mini-batch size 256, weight decay 0.0005 and momentum 0.9. For the LeNet-

300-100, we do not use λc and γc). Training is started by a learning rate 0.1, decayed

by 0.9 at every 5 epochs, and stopped after 30 epochs.

We compare our MIXP with state-of-the-art pruning methods in Table 5.8. We

can observe that MIXP overall outperforms the existing methods on LeNet-5 model.

In particular, MIXP achieves about 23% higher weight CR compared to NISP and

about 10% higher weight CR in comparison with GAL with no accuracy change. In

addition, MIXP can significantly reduce FLOPs and achieve the highest FLOPs CR

of 96.8%. It is also obvious that MIXP has a low Re-Iters of 4k with a comparably

high weight CR of 99.4% and ∆Acc of −0.4. We note that although L-OBS* exhibits

the fewest Re-Iters in the table, it suffers from much more pruning iterations than

MIXP (i.e., O(J3) (L-OBS*) v.s. O(J2) (MIXP)). The results of LeNet-300-100 show

that MIXP can achieve high weight CR of 98.8% without loss of accuracy using only

4k retraining iterations. The experimental results demonstrate our MIXP approach

can be applied to the fully connected neural network with high weight CR. We note

that the FLOPs CR is similar to other methods since we do not prune the neuron

bonds on LeNet-300-100. Compared to the SNIP, MIPX achieves the higher Weight

CR on both LeNet-5 and LeNet-300 models with obvious fewer retain iterations.

The results clearly demonstrate that MIXP could significantly reduce FLOPs and
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retraining iterations while maintaining a high weight compression rate and model

accuracy compared to existing pruning methods on small and simple datasets.

5.7.6.2 VGG-16, MobileNet and ResNet on CIFAR-10

We test four popular models, VGG-16, MobileNet-V1/V2 and ResNet-56 on the

CIFAR-10 dataset to demonstrate the effectiveness of MIXP with more complex

dataset. The parameter setting for VGG-16 is ParV GG CIFAR = {0.8, 0.90, 0.35, 0.35,

0.01, 0.15, 1.1, 0.6}. The parameter setting for MobileNet-V1/V2 is ParMobi CIFAR =

{0.75, 0.90, 0.35, 0.35, 0.01, 0.1, 1.1, 0.6}. The parameter setting for ResNet-56 is

ParRes CIFAR = {0.6, 0.70, 0.4, 0.3, 0.01, 0.1, 1.1, 0.6}. We train these models with

SGD optimization method with mini-batch size 64, weight decay 0.0005 and momen-

tum 0.9. Training is started by a learning rate 0.1, decayed by 0.9 at every 30 epochs,

and stopped after 150 epochs.

Table 5.9 shows the comparison results between MIXP and state-of-the-art prun-

ing methods on these four models. We can observe that MIXP has significantly

higher FLOPs CR than others on VGG-16. Particularly, compared to existing prun-

ing methods, MIXP achieves the highest FLOPs CR of 92.8%, which is 5% more

than the second-highest achieved by SM, but with 7 times fewer retrain iterations.

MIXP achieves the comparative weight CR with SNIP but with 6 times fewer retrain

iterations. The results from MobileNet also show that MIXP effectively improves the

weight CR and FLOPs CR by more than 20%. We compare the accuracy performance

of baseline models (width multipliers 1.0, 0.75, 0.5, and 0.25) with the DCP (width

multipliers 1.0) in Table 5.9 on the CIFAR-10 dataset. Our MIXP has 20% and 30%

higher weight CR and FLOPs CR than the 0.5 baseline MobileNet-V1, respectively.

Similarly, it achieves 23% and 22% higher weight CR and FLOPs CR than the 0.75

baseline MobileNet-V2, respectively. MIXP also outperforms DCP in weight and

FLOPs CR. Our MIXP has 53% and 23% higher weight CR and FLOPs CR than the
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Table 5.9: Comparison of different pruning methods for compressing VGG-16,
MobileNet-V1/V2 and ResNet-56 on the CIFAR-10 dataset.

Method Weight CR(%) FLOPs CR(%) Re-Iters ∆Acc(%)

V
G

G
-1

6

VCNN [326] 73.3 39.1 70K -0.1
GAL 77.6 39.6 140K -0.2

DCP [332] 47.9 50.0 300K -0.17
ASP [159] 92.7 67.0 140K -0.6
PFS [292] 48.3 50.0 300K +0.19

DINP [199] 75.0 - 120K -0.8
SM [62] 90.0 88.1 300K -6.7
SNIP 95.0 - 250K -0.45

MIXP 91.8 92.8 45K
-

0.42

M
ob

il
eN

et
-V

1 1× baseline 0.0 0.0 150K 0.0
0.75×

baseline
43.0 43.5 150K -0.7

0.50×
baseline

74.9 74.7 150K -1.2

0.25×
baseline

93.8 93.6 150K -5.8

DCP 58.0 73.8 300K +0.41
MIXP 89.2 90.2 45K +0.3

M
ob

il
eN

et
-V

2 1× baseline 0.0 0.0 150K 0.0
0.75×

baseline
41.0 45.1 150K -0.9

0.50×
baseline

78.9 73.1 150K -1.8

DCP 56.0 57 300K +0.22
MIXP 68.6 78.9 50K +0.15

R
es

N
et

-5
6

GAL 65.9 60.2 350K -1.23
NISP 42.0 35.5 300K -6.99

VCNN 20.4 20.3 280K -0.8
DCP 66.4 - 320K -0.96

AMC [103] 54.5 50.0 300K -2.8
MIXP 67.1 75.8 60K -0.9
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DCP on MobileNet-V2 and 21% and 36 % higher weight CR and FLOPs CR than

the DCP on MobileNet-V2, respectively. Note that MIXP improves the accuracy of

MobileNet-V1 and -V2 by 0.3% and 0.15 as DCP does. The results of ResNet-56 show

that MIXP achieves the comparative weight CR and higher Flops CR in compari-

son with other pruning approaches with fewer retrain iterations. Specifically, MIXP

achieves 10% FLOPs CR than the second-highest DCP with 6% fewer retrain itera-

tions. We note that though the weight CR of MIXP is similar to DCP, MIXP still

achieves higher FLOPS reduction. The results demonstrate that MIXP effectively

reduces the computational cost and weight size for complex datasets on deeper, light

and dense models.

5.7.6.3 VGG-16, MobileNet and ResNet on ImageNet

To evaluate the effectiveness of our MIXP approach on large-scale datasets, we fur-

ther conduct experiments to prune VGG-16, MobileNet V1/V2 and ResNet-50 on the

ImageNet ILSVRC-12 dataset. The parameter setting for VGG-16 is ParV GG Img =

{0.5, 0.9, 0.35, 0.35, 0.05, 0.3, 1.1, 0.65}. The parameter setting for MobileNet V1 is

ParMobi1 Img = {0.5, 0.7, 0.35, 0.33, 0.1, 0.3, 1.1, 0.75}. The parameter setting for Mo-

bileNet V2 is ParMobi2 Img = {0.5, 0.4, 0.35, 0.33, 0.1, 0.3, 1.1, 0.75}. The parameter

setting for ResNet-50 is ParRes Img = {0.5, 0.5, 0.35, 0.32, 0.05, 0.4, 1.1, 0.3}. We train

both models with SGD optimization method with mini-batch size 64, weight decay

0.0005 and momentum 0.9. Training is started by a learning rate 0.01, decayed by

0.9 at every 30 epochs, and stopped after 300 epochs.

We compare our method with state-of-the-art pruning methods in Table 5.10.

We observe that MIXP outperforms the existing methods in FLOPs CR on four

models with fewer retrain iterations. Compared to pruning methods on VGG-16,

though MIXP achieves lower weight CR than DNS, it achieves 8% higher FLOPs

CR than it. MIXP also achieves fewer retain iterations than other methods. The
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Table 5.10: Comparison of different filter pruning and weight methods for compress-
ing VGG-16, MobileNet-V1/V2 and ResNet-50 on the ImageNet dataset.

Method Weight CR(%) FLOPs CR(%) Re-Iters ∆Acc(%)

V
G

G
-1

6

DDS 76.8 39.1 1.5M -2.0
Thinet [168] 66.7 36.3 1.2M -0.4
RBP [331] - 83 1.2M -1.8

ASP 86.2 78.2 1.5M -0.6
AMC 80.0 50.0 1.5M -1.4

DNS [112] 92.5 77.6 1.07M -28.6
DNP [291] - 81.3 1.2M -1.4
LDRF [49] - 81.3 1.2M -1.4
MIXP 88.3 89 400K -1.2

M
ob

il
eN

et
-V

1 1× baseline 0.0 0.0 1.2M 0.0
0.75×

baseline
16.0 42.8 1.2M -3.8

0.50×
baseline

69.2 73.6 1.2M -8.1

AMC 42.8 50.1 1.2M -0.2
PFC 52.5 50.1 1.2M 0.9

MIXP 69.2 65.2 450K -0.3

M
ob

il
eN

et
-V

2 1× baseline 0.0 0.0 1.2M 0.0
0.75×

baseline
25.0 30.3 1.2M -5.4

AMC 34.2 50.0 1.2M -0.2
PFC 25.7 30.0 1.2M -2.8

MIXP 30.0 56.3 480K -0.2

R
es

N
et

-5
0

VCNN 37.3 36.7 1.2M -0.1
NISP 46.2 41.8 1.3M -1.54

GDF [314] - 51.3 1.2M -1.9
GAL 43.3 50.2 1.3M 0.6
DDS 53.5 45.3 1.2M -3.19
PFC 52.3 50.3 1.04M -1.2

DN [154] 46.2 51.2 1.5M -0.1
MIXP 52.1 62.8 500K -0.4
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results also show that MIXP has 15% and 24% higher weight CR and FLOPs CR

than the 0.5 baseline MobileNet-V1, respectively. Similarly, it achieves 15% and 19%

higher weight CR and FLOPs CR than the 0.75 baseline MobileNet-V2, respectively.

MIXP also outperforms AMC and PFC in weight and FLOPs compression ratio. Our

MIXP has 22% and 14% higher weight compression ratio and FLOPs compression

ratio than the PFC on MobileNet-V1 and 21% and 18% higher weight and FLOPs

compression ratio than the PFC on MobileNet-V2. The results of ResNet-50 shows

that MIXP achieves comparable weight CR and higher Flops CR in comparison with

other pruning approaches with fewer retrain iterations. Specifically, MIXP achieves

9% FLOPs CR than the second-highest G-SGD with 3% fewer retrain iterations. We

note that the MIXP has a similar weight CR with PFC but achieves 10% higher

FLOPs CR and 3% fewer retrain iterations. The results on ImageNet show that the

effectiveness of our MIXP approach for complex, light and dense modes on large-scale

datasets.

5.8 Conclusion

This work provides a comprehensive review of the recent advancements of deep

learning on mobile devices. Applications in various areas are summarized and demon-

strated at the intersection of deep learning and mobile computing. The challenges of

bringing DL on mobile devices are discussed, and a thorough DL optimization pipeline

is introduced. Compared with existing work, optimization approaches including gen-

eral and optional optimization approaches are studied in detail. Moreover, the popular

DL libraries are summarized with respect to software and hardware optimization sup-

port. These resources may serve as references and recommendations for researchers

when they try to find appropriate optimization approaches and suitable DL libraries

to deploy DL on mobile devices. Furthermore, the potential research opportunities of

DL on mobile devices are also discussed with respect to database and model, inference
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time, power consumption, as well as hardware design, and optimization for trade-off

on different hardware. With the fast advances of deep learning algorithms and sus-

tained emergence of powerful mobile hardware, deep learning on mobile devices would

remain as a hot topic, and more challenging and interesting research directions would

spring up in the future. We develop a novel mixture pruning mechanism, MIXP, fo-

cusing on reducing the computational cost of CNNs while maintaining a high weight

compression ratio and model accuracy. By employing a novel neuron bond pruning,

MIXP removes unimportant neuron bonds in convolutional layers and vastly reduces

FLOPs of the pruned network. An influence factor is designed to enable a fine-grained

analysis of network parameters’ impacts and accurate pruning, facilitating significant

reductions of training iterations. Comprehensive experiments on three benchmark

datasets demonstrate the effectiveness of the proposed mixture approach for model

compression.
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CHAPTER 6

CONCLUSION

6.1 Summary of Contributions

My research mainly focus on three aspects in smart personal healthcare:HCI for

personal healthcare, cyber security for personal healthcare, and smart healthcare

using On-device AI.

For HCI for personal healthcare, gesture recognition as an important means

for human-computer interactions has attracted significant research efforts in recent

years. Our work serves as the first step towards a comprehensive understanding of

the PPG-based gesture recognition with using motion sensors (i.e., accelerometer and

gyroscope) as a complementary measure. We made a novel proposition to recognize

the sign language gestures using low-cost PPG sensors and motion sensors in wear-

ables. In particular, we develop a fine-grained data segmentation method that can

successfully separate the unique gesturerelated patterns from the PPG and motion

sensor measurements. Additionally, we study the unique PPG and motion features

resulted from finger-level gestures in different signal domains and devise a GBT-based

system that can effectively recognize the sign language gestures by using PPG and

motion sensor measurements. Moreover, we explore the deep neural network (ResNet)

for classifying the multivariate time series signal (i.e., PPG and motion sensor mea-

surements) and apply the transfer learning to significantly reduce the training effort.

Our experiments with over 7000 PPG segments and 2500 motion sensor segments

collected from 10 participants demonstrate that our system can differentiate nine el-

ementary American Sign Language gestures with an average precision and recall over
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89 percent with only using PPG sensor. We also reveal the limitation of using motion

sensors alone and show that the sign language gesture recognition performance could

be significantly improved by integrating the PPG and motion sensor data.

For cyber security for personal healthcare, we develop a low-cost PPG-based

continuous user authentication (CA) system using the wristworn wearable devices.

Specifically, we explore the diverse PPG measurements among 20 participants and

determine the representative and general fiducial feature sets that can facilitate our

CA system. We develop an effective motion artifact (MA) detection method based on

the statistics of the PPG segments. In addition, MA classification and the adaptive

MA filtering approaches are designed to mitigate the impacts of the transient activities

and continuous activities from the daily life. To ensure the long-term robustness of

our CA system, we develop an adaptive user authentication method using the gradient

boosting tree (GBT) technique. We devise a wrist-worn PPG sensing prototype and

a smartwatch prototype to conduct extensive experiments with 20 participants under

static and different moving scenarios. The results show that our system can achieve

a high average CA accuracy of over 90% and a low attack false detection rate of

4% under static scenarios in practice. Our adaptive MA mitigation approaches can

improve the CA accuracy by around 39% under both transient and continuous daily

activity scenarios.

Along this direction, we also propose a continuous user verification system, which

leverages the fine-grained respiratory biometrics captured by commodity WiFi de-

vices. By in-depth study, we determine the unique representative CSI features that

can best model users’ respiratory motions by using the waveform morphology anal-

ysis and fuzzy wavelet transformation. We also develop a deep learning based user

verification scheme as well as a unique respiration distance based spoofer detection

approach to identify users and reject spoofers. We conduct extensive experiments

with 20 subjects and various WiFi device setups regarding different practical applica-
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tions. The results demonstrate that the proposed system can verify users with high

accuracy and is resilient to spoofing attacks.

For smart healthcare using on-device AI, we provide a comprehensive review

of the recent advancements of DL on mobile devices. Applications in various areas

are summarized and demonstrated at the intersection of DL and mobile computing.

The challenges of bringing DL on mobile devices are discussed, and a thorough DL

optimization pipeline is introduced. Compared with the existing work, optimization

approaches, including general and optional optimization approaches, are studied in

detail. Moreover, the popular DL libraries are summarized with respect to software

and hardware optimization support. These resources may serve as references and

recommendations for researchers when they try to find appropriate optimization ap-

proaches and suitable DL libraries to deploy DL on mobile devices. Furthermore, the

potential research opportunities of DL on mobile devices are also discussed with re-

spect to database and model, inference time, power consumption, as well as hardware

design, and optimization for tradeoff on different hardware. With the fast advances of

DL algorithms and sustained emergence of powerful mobile hardware, DL on mobile

devices would remain as a hot topic, and more challenging and interesting research

directions would spring up in the future.

In particular, we develop a novel mixture pruning mechanism focusing on reducing

the computational cost of CNNs while maintaining a high weight compression ratio

and model accuracy. By employing a novel neuron bond pruning, we can remove

unimportant neuron bonds in convolutional layers and vastly reduces FLOPs of the

pruned network. An influence factor is designed to enable a fine-grained analysis

of network parameters’ impacts and accurate pruning, facilitating significant reduc-

tions of training iterations. Comprehensive experiments on three benchmark datasets

demonstrate the effectiveness of the proposed mixture approach for model compres-

sion.
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6.2 Future Work

I want to keep my momentum in all my research directions to facilitate personal

healthcare using smart sensing and deep learning. Some potential research topics are

as follows:

• Human Emotion Identification Exploiting Cardiac Biometrics on the

Wrist-worn Wearables. Emotion recognition helps in building meaningful

and responsive Human-Computer Interface. Continuously monitor human men-

tal status provides timely mental disease warning (e.g., depression). Designing

an emotion identification system that can detect human emotion by exploit-

ing PPG sensor on wrist-worn wearables would be of great help to facilitate

personal health.

• RFID-based Non-intrusive Continuous Authentication System Using

Respiratory Biometric. Given the fact that RFID is low cost, non-intrusive,

and convenient to use. It would be promising to develop an RFID-based CA

system that can capture the respiratory biometric by attaching RFID tags to

users’ clothes. This system has the potential to enable non-intrusive CA in a

small area such as a non-supervised exam venue scenario and control center in

the company.

• Attacker Detection System for Voice Assistant via Vibration Domain

Comparison. Due to the open nature of voice input, VA systems are vulnerable

to various security and privacy leakages. Unique acoustic signal characteristics

can be captured by motion sensors using cross domain sensing for verifying the

voice commands. An interesting research topic would be developing an attacker

detection system for VA devices that can detect the attacker outside of the room

or barrier.

193



• Deep Learning Optimization for Mobile Sensing Applications on Mo-

bile Devices. State-of-the-art DL research works mainly focus on applications

in the vision field, whereas applications in the mobile sensing field are rarely

studied. How to make better use of mobile device resources remains to be ex-

plored for various DL-empowered sensing applications. It would be a promising

research direction to design a deep learning optimization pipeline for mobile de-

vices, especially in the mobile sensing field leveraging heterogeneous processors

(e.g., CPU, GPU, DSP) to maximize energy efficiency and reduce execution

time.

• Deep Learning Compression with Adversarial Robustness for Trusted

Execution Environment (TEE). The use of hardware-based TEEs recently

has been proposed as a promising way to preclude attacks against DNN model

parameters and gradients. However, launching adversarial attack is still feasible

Existing work do not consider using the resource-constraint TEE to execute the

state-of-the-art large and complex models efficiently, one research direction is to

improve efficiency of running sensitive models on TEE by developing a unified

optimization framework on TEE that further compresses the DL model and

improve adversarial robustness through training process
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