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ABSTRACT 

 

MINING COMPLEX HIGH-ORDER DATASETS 

 

Michael Barnathan 

Doctor of Philosophy 

Temple University, 2010 

Doctoral Advisory Committee Chair: Dr. Vasileios Megalooikonomou 

 

Selection of an appropriate structure for storage and analysis of complex datasets 

is a vital but often overlooked decision in the design of data mining and machine learning 

experiments. Most present techniques impose a matrix structure on the dataset, with rows 

representing observations and columns representing features. While this assumption is 

reasonable when features are scalar and do not exhibit co-dependence, the matrix data 

model becomes inappropriate when dependencies between non-target features must be 

modeled in parallel, or when features naturally take the form of higher-order multilinear 

structures. Such datasets particularly abound in functional medical imaging modalities, 

such as fMRI, where accurate integration of both spatial and temporal information is 

critical. Although necessary to take full advantage of the high-order structure of these 

datasets and built on well-studied mathematical tools, tensor analysis methodologies have 

only recently entered widespread use in the data mining community and remain relatively 
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absent from the literature within the biomedical domain. Furthermore, naive tensor 

approaches suffer from fundamental efficiency problems which limit their practical use in 

large-scale high-order mining and do not capture local neighborhoods necessary for 

accurate spatiotemporal analysis. To address these issues, a comprehensive framework 

based on wavelet analysis, tensor decomposition, and the WaveCluster algorithm is 

proposed for addressing the problems of preprocessing, classification, clustering, 

compression, feature extraction, and latent concept discovery on large-scale high-order 

datasets, with a particular emphasis on applications in computer-assisted diagnosis. Our 

framework is evaluated on a 9.3 GB fMRI motor task dataset of both high dimensionality 

and high order, performing favorably against traditional voxelwise and spectral methods 

of analysis, discovering latent concepts suggestive of subject handedness, and reducing 

space and time complexities by up to two orders of magnitude. Novel wavelet and tensor 

tools are derived in the course of this work, including a novel formulation of an r-

dimensional wavelet transform in terms of elementary tensor operations and an enhanced 

WaveCluster algorithm capable of clustering real-valued as well as binary data. 

Sparseness-exploiting properties are demonstrated and variations of core algorithms for 

specialized tasks such as image segmentation are presented.   
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CHAPTER 1 

INTRODUCTION 

 

1.1 Overview 

 

Continuing advances in medical imaging have made available unprecedented amounts of 

high-resolution spatial, temporal, and spatiotemporal data. Large quantities of high-

dimensional data with complex interrelationships between features are also found in other 

fields, such as geography, genetics, sociology, and network analysis. However, the 

resolution and abundance of such data poses significant scalability challenges: the size of 

a dataset can grow exponentially with its order, causing naïve models to suffer poor 

performance. Additionally, many data mining techniques suffer from the classical 

problem known as the “curse of dimensionality”, where useful patterns in feature space 

are overwhelmed by the effects of high-dimensionality. Attempting to flatten high-order 

structures to fit a 2D matrix may increase the overall dimensionality of the resulting 

matrix and thus exacerbate this problem. Such an approach is additionally questionable 

from a philosophical standpoint, as it attempts to fit data to an imprecise model rather 

than constructing the model around the true structure of the dataset. Moreover, valuable 

associations between features can be discarded – or, conversely, false neighborhoods can 

be created – by attempting to linearize a high-order structure. Finally, even in absence of 

the preceding disadvantages, it is impossible to perform parallel analysis on many factors 

at once in a single low-order run, necessitating multiple runs and degrading performance. 
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Co-clustering associations between more than two modes of data at once, for instance, is 

impossible in a matrix structure. Unfortunately, though high-order modeling techniques 

succeed in ameliorating these problems, they too suffer from poor efficiency which may 

make them unsuitable for use on large datasets. In this work, we propose a variety of 

solutions to the problems of modeling, feature extraction, automatic data summarization, 

concept discovery, and analysis of large-scale high-order datasets, providing a complete 

framework for native high-order analysis of such common data mining tasks while 

preserving the efficiency of their low-order counterparts. 

 

1.1.1 Data Modeling 

We propose to solve these problems by modeling high-dimensional datasets as 

tensors and, using tools from tensor literature, such as the Tucker (Tucker, 1963) and 

PARAFAC (Harshman, 1970; Carroll & Chang, 1970) decompositions, creating 

algorithms capable of efficiently exploiting the structure of complex high-order datasets. 

A tensor representation has several major advantages, including more accurately 

capturing relationships in high-dimensional data and better modeling of non-scalar 

features compared to traditional matrix-based techniques. Examples of datasets modeled 

as third order tensors are given in Figure 1.1 and Figure 1.2 below: 
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Figure 1.1: An example third order dataset, in which time and day are modeled as two 
independent features. Flattening to a matrix is possible with repetition of the day across 
each row, but this is wasteful and makes it difficult to isolate the effects of day from the 
effects of time while still analyzing both. 

 

 

→ 

 
Figure 1.2: RGB images may be represented as third order tensors containing a 
horizontal mode, a vertical mode, and an RGB(A) mode. This dataset is much more 
difficult to flatten because each pixel is a vector of 3-4 channels rather than a scalar. 

 

Additionally, the tensor techniques we build our methodology on are capable of 

performing latent variable discovery and blind source separation directly on higher-order 

datasets. Two such techniques are the Tucker (Tucker, 1963) and PARAFAC (Harshman, 

1970; Carroll & Chang, 1970) tensor decompositions, described in Sections 2.4.1 and 
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2.4.3, respectively. These factorizations, which have a wide variety of meanings in text 

processing, document retrieval, graph mining, OLAP (“data cubes”), and multilinear 

algebra (refer to Sections 2.3 and 2.4 for a review of these applications), may be used as 

foundations for data classification, preprocessing, clustering, and compression. 

 We additionally consider the case in which tensor data is sparse – that is, when 

significant data is potentially separated by much larger volumes of insignificant data. We 

extend our algorithms to excel in this case by using special decompositions, such as the 

tensor C-U-R decomposition (Mahoney, Maggioni, & Drineas, 2006) and the Memory-

Efficient Tucker decomposition (Kolda & Sun, 2008), that are adept at managing this 

type of data in place of traditional tensor decompositions, which may destroy the 

sparseness of the dataset. The C-U-R decomposition exploits the sparseness of the dataset 

while providing a close approximation of optimal high-order analysis tools (within a 

constant factor), while the memory-efficient Tucker decomposition returns an exact result 

while optimizing for memory usage on sparse datasets. 

 Finally, we demonstrate the effectiveness of our techniques both theoretically and 

in clinical applications through empirical experiments of our technique on a real-world 

motor task fMRI dataset, as well as the MNIST dataset and a synthetic random low-order 

dataset of varying sparseness (to measure performance characteristics). We contrast our 

tensor based techniques with traditional analysis techniques, such as wavelets, and derive 

a comprehensive methodology combining the desirable properties of both wavelets and 

tensors, which we call TWave. We assessed the accuracy and efficiency of this method in 

classification experiments by subject and task against voxelwise analysis, singular value 
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decomposition (SVD), Daubechies-4 wavelet analysis, Tucker decomposition, and 

PARAFAC alone. While a naïve voxelwise analysis yields 52% subject classification 

accuracy on our dataset and tensor analysis alone yields 88% accuracy, Daubechies-4 

wavelet analysis and TWave yielded 98% and 96% accuracy, respectively. Although the 

variance among subjects (𝜎𝜎2 = 9066.85) was much greater than the variance among 

tasks within the same subject (𝜎𝜎2 = 179.29), we still found it possible to obtain task-

based classification accuracies of 34% for voxelwise analysis, 52% for tensor analysis 

alone, 53% for SVD, 68% for Daubechies-4 wavelet analysis alone, 74% for TWave 

using PARAFAC, and 93% using TWave with the multilinear PCA + linear discriminant 

analysis method (Lu, Plataniotis, & Venetsanopoulos, 2008), demonstrating that 

properties from both the wavelet and tensor approaches have predictive value and may be 

clinically significant. Use of the multilinear PCA + linear discriminant analysis method in 

place of PARAFAC also increased the subject-based classification accuracy of TWave 

from 96% to 100%. These accuracies indicate that class separability is still possible in a 

high-order space given techniques which are aware of the high-order nature of this space. 

We were also able to achieve up to a 98% compression rate – reducing the storage 

required for our dataset from 9.3 GB to 181 MB – using TWave without any loss of 

subject or task-based classification accuracy. This is accomplished through a two-step 

compression process, in which compression was performed both by wavelet thresholding 

and truncation of the least important singular values/concept strengths; i.e., those that 

contribute least to the overall variance of the dataset. Finally, TWave was able to 

automatically discriminate between left and right-handed subjects in our dataset – a 
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property not shared by the voxelwise or wavelet-based approaches. Although we examine 

a medical application, we emphasize that these techniques have a wide range of 

applications both in and outside of medicine – indeed, in any field in which high 

dimensional datasets may be found. 

 
1.1.2 Concept Discovery 

TWave, our tensor-based methodology, may also be used for automatic discovery 

of latent “concepts” within the dataset, representing optimal bases for each mode of the 

tensor (as in singular value decomposition on a 2nd-order matrix). For example, TWave 

was capable of extracting information about subject handedness from an fMRI dataset of 

finger-to-thumb motor tasks, even though this knowledge was neither fed into the dataset 

nor known prior to the experiment. As shown in Figure 1.3, differences in motor task 

activations among left and right-handed subjects may be very subtle to a human observer, 

yet may be easily and automatically extracted through automated concept discovery 

methods such as TWave. Concept discovery is performed through analysis of the 

projection matrices resulting from a tensor decomposition, such as the Tucker 

decomposition or PARAFAC, and in this respect resembles a classical co-clustering 

technique known as Latent Semantic Analysis (Deerwester, Dumais, Furnas, Landauer, & 

Harshman, 1990), which has a wide variety of uses and is explained fully in Section 

2.3.4. As with classical co-clustering methods, observations on all modes are projected 

into the same space. This makes it easy to compute similarity in the reduced space 

between different modes of the tensor. However, unlike classical co-clustering, more than 

two modes may project in this manner. 
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                                 (a)                                                                      (b) 

 
                                 (c)                                                                      (d) 

Figure 1.3: Mean standardized left finger-to-thumb motor task activation on (a) a left and 
(b) a right-handed subject, (c) their absolute difference, and (d) the results of a two-
concept TWave analysis on a dataset of 9 right-handed and 2 left-handed subjects. 
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1.2 Motivation 

 

1.2.1 Tensor Modeling 

High-order analysis techniques based on tensor models and decompositions have 

several primary motivations. In particular, decomposed tensors automatically discover 

latent concepts acting upon the dataset, representing bases along each tensor mode and 

governing the interaction between modes of the tensor (Kolda & Bader, 2007). 

Discovered concepts may include vital information relevant to the problem domain, such 

as the presence or absence of disease within a dataset of diagnostic tests performed on a 

population, and may reveal hidden variables, such as subject age or gender. In this 

manner, tensor methods are high-order generalizations of latent variable discovery 

techniques such as singular value decomposition (SVD) and PCA (De Lathauwer, De 

Moor, & Vandewalle, 2000). However, due to their inherent generality, tensor techniques 

are applicable in domains to which low-order techniques such as SVD cannot be easily 

applied (Sun, Tsourakakis, Hoke, Faloutsos, & Eliassi-Rad, 2008). For example, within 

the domain of functional magnetic resonance imaging, different motor task activation 

patterns may manifest in response to the same task in subjects who are left handed and 

right handed. Using tensors, such information can be naturally captured or represented by 

modeling subject or subject handedness as an additional mode of the tensor, respectively. 

Tensors are additionally required to accurately represent problem domains and imaging 

modalities in which features may not be scalar, such as the raw diffusion tensors used to 

construct diffusion tensor images of the neural tracts of the brain. As the individual 
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features themselves are tensors, a low-order matrix representation would require 

matricization of the diffusion tensors and a consequent loss of the high-order structure of 

the dataset. This would cause both lost neighborhood structure in the high-order modes of 

the dataset as well as false neighborhood creation in the lower-order modes (which the 

higher must be mapped to in order to avoid information loss). 

Additionally, tensor tools such as the tensor C-U-R decomposition (Mahoney, 

Maggioni, & Drineas, 2006) provide natural models for sparse and streaming data 

analysis. However, these techniques remain underutilized within the literature, despite 

promising work in the application of C-U-R to data co-clustering (Pan, Zhang, & Wang, 

2008), an application long performed using the low-order singular value decomposition 

(Dhillon, 2001). Although incremental extensions to singular value decomposition have 

been developed by Brand (Brand, 2006) which generally perform well on streaming data, 

such decompositions still destroy sparseness within the dataset and thus forego 

potentially vast performance improvements in storage space, time, and accuracy. 

 

 

1.3 Contributions 

 

In this work, we develop a variety of tools for examination of both theoretical and 

applied high-dimensional large-scale datasets. Such tools include novel tensor-based 

preprocessing, classification, and clustering techniques, including a formulation of a 
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multidimensional wavelet transform of arbitrary dimensionality using elementary tensor 

operations, several novel algorithms based on WaveCluster (Sheikholeslami, Chatterjee, 

& Zhang, 2000), PARAFAC (Harshman, 1970; Carroll & Chang, 1970), and multilinear 

PCA + LDA (Lu, Plataniotis, & Venetsanopoulos, 2008), new applications of existing 

tensor analysis and automated concept discovery techniques to the biomedical imaging 

domain, development of TWave: a comprehensive tensor and wavelet-based framework 

for classification, clustering, summarization, concept discovery, and compression 

(Barnathan, Megalooikonomou, Faloutsos, Mohamed, & Faro, 2010a; Barnathan, 

Megalooikonomou, Faloutsos, Mohamed, & Faro, 2010b), comparative analysis of 

several wavelet functions and other preprocessing techniques, and a study of the fitness 

of these techniques within the domain of biomedical image mining, to which they were 

sparsely applied in the past. Our implementation of WaveCluster (Barnathan, 2010c) is 

the first to be made publicly available and is licensed under the GPL. We compare the 

accuracy and performance of our methods on a 9.3 GB sixth order medical imaging 

dataset and a baseline low-order digit recognition dataset and demonstrate significant 

advantages in both accuracy and performance on classification and clustering tasks over 

traditional tensor, wavelet, and voxel-based approaches, including a 98% compression 

and two-order of magnitude reduction in time of the fMRI dataset without loss of 

classification accuracy. We also demonstrate the automated concept discovery and 

compression capabilities of our combined approach: our results suggest that it may be 

possible to discover latent concepts, such as left-handedness, within high dimensional 

medical imaging datasets using TWave. These theoretical tools have the potential to 
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improve the efficiency with which researchers can model and analyze data across fields, 

while the clinical applications of our research may find immediate use in areas such as 

bioinformatics, biomedicine, and computer-aided diagnosis. Moreover, our work has 

applications in such fields as network traffic analysis, graph cut problems and graph 

clustering, flow analysis, and analysis of other time-evolving data (Sun, Tsourakakis, 

Hoke, Faloutsos, & Eliassi-Rad, 2008). 

Using tensor tools, we develop a new clustering algorithm based on WaveCluster, 

which we call TWaveCluster. This is performed by replacing the connected component 

discovery algorithm with a tensor decomposition such as PARAFAC, then assigning each 

voxel the cluster label of the concept to which it is most strongly attached. Because the 

WaveCluster algorithm operates on voxel counts within grid cells, the cells may be used 

as instances of frequency matrices as in traditional Latent Semantic Analysis, providing 

theoretical justification for the coupling of these two algorithms. Our approach has 

several advantages over the naive WaveCluster algorithm: it is naturally fuzzy (as concept 

similarities represent degrees of cluster memberships), can discover spatially distant 

patterns, even spanning modes of the tensor, can operate on categorical as well as 

numeric modes, and automatically identifies a measure of cluster validity (the core tensor 

or scaling vector of the decomposition, representing the dataset variance captured by the 

discovered concepts). Additionally, this approach retains the principal advantages of 

WaveCluster: efficiency and the ability to detect clusters with complex shapes. 

In the course of developing TWaveCluster, we additionally modified WaveCluster 

to accept weighted data (thus making it suitable for image clustering without a prior 
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thresholding step) and developed a variation which utilizes k-means as a preprocessing 

step, reshaping the grid cell boundaries to more closely conform to structures within the 

dataset. Although this variant reduces the efficiency of the WaveCluster algorithm to that 

of k-means clustering, it also increases the resolution of the discovered cluster 

boundaries, as grid cells need no longer be rectangular. In scenarios such as lesion 

segmentation, where determination of a precise margin is critical for diagnosis, staging, 

and treatment, this is often an acceptable tradeoff: the rectangular, context-unaware 

nature of the naive WaveCluster algorithm’s grid naturally induces partial volume effects 

when grid cells cross boundaries between two distinct areas of an image (i.e. normal and 

diseased tissue). While shrinking the grid cell size (and thus creating more grid cells) 

ameliorates this problem, this will reduce the homogeneity and generality of the 

clustering results. Furthermore, it is not addressing the fundamental problem, which is the 

rectangular context-insensitive nature of the cell boundaries. Our novel variation of 

WaveCluster eliminates these problems by conforming cells to the shapes of underlying 

image clusters prior to transforming or merging the cells, and thus greatly reduces the 

partial volume effect incurred. The benefits of our approach were particularly pronounced 

when grid cells were large. 

 

1.4 Notational Conventions 

 

We will utilize the following notational conventions in this work: 
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• Scalars are represented using lowercase variable names, such as 𝑥𝑥. 

• Vectors are represented by bold lowercase letters, such as 𝒗𝒗, or as 

lowercase letters appearing below arrows, such as  �⃗�𝑣. 

• Matrices are represented using bold uppercase letters, such as 𝐗𝐗. 

• Tensors are represented by calligraphic uppercase letters, such as 𝒳𝒳.  

• For clarity and conciseness, multidimensional indices of the form 

𝒳𝒳𝑖𝑖1,𝑖𝑖2,…,𝑖𝑖𝑛𝑛 , where 𝑛𝑛 is the order of the tensor, may be abbreviated using a 

single vector index, such as 𝒳𝒳𝑖𝑖. This is similar to “multi-index” notation. 

• Indices of the form 𝒳𝒳𝑖𝑖𝑚𝑚 ,𝑖𝑖𝑚𝑚+1,…,𝑖𝑖𝑛𝑛  for all (𝑚𝑚,𝑛𝑛) ∈ ℤ may be abbreviated 

𝒳𝒳𝑖𝑖𝑚𝑚 :𝑛𝑛 , following the notational convention used in Matlab. 

• Subscript indices are always separated with commas (ex. 𝑎𝑎1,1, not 𝑎𝑎11). 

• To reduce ambiguity, we will utilize standard summation notation (such as 

∑ 𝑎𝑎𝑖𝑖𝑛𝑛
𝑖𝑖=1 𝑏𝑏𝑖𝑖) rather than Einstein notation (such as 𝑎𝑎𝑖𝑖𝑏𝑏𝑖𝑖). 

• Because tensors of order greater than 3 may be difficult to visualize and 

certain operations are more intuitively defined by their actions on tensor 

elements, we will usually present concepts using an indexed notation, such 

as (𝑏𝑏𝒜𝒜)𝑖𝑖 ,𝑗𝑗 = 𝑏𝑏 ∗ 𝒜𝒜𝑖𝑖 ,𝑗𝑗 .  
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CHAPTER 2 

BACKGROUND 

 

 

Here we review several properties of, operations on, and uses of vectors, matrices, 

and tensors, beginning with a literature review of tensor and matrix methods. From these 

operations, several decompositions on matrices and tensors, such as singular value 

decomposition (SVD) and the Tucker decomposition, are derived. Additionally, 

techniques built on these decompositions, such as principal component analysis (PCA), 

are presented. The chapter concludes with a discussion of the nature and properties of 

image feature extraction techniques used in our work, such as wavelet decomposition. 

Applications within the biomedical field are particularly emphasized. 

 

2.1 Literature Review 

 

Tensor decompositions are high-order analogues of matrix factorizations such as 

the popular singular value decomposition, and retain many of the desirable properties of 

their low-order counterparts. Tensor decompositions were introduced by Hitchcock with 

his seminal paper (Hitchcock, 1927), but did not receive attention until the work of 

Tucker (Tucker, 1963), Harshman (Harshman, 1970), Carroll, and Chang (Carroll & 
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Chang, 1970). Tensor decompositions, and particularly PARAFAC, have received 

particular attention within the domain of chemometrics (Niazi & Mohammad, 2006; 

Niazi & Yazdanipour, 2007). Among recent applications, (Vasilescu & Terzopoulos, 

2002) and (Kim, Wong, & Cipolla, 2007) used tensor decompositions in computer vision, 

(Kolda & Bader, 2006) in web link analysis, and (Savas, 2003) for handwritten digit 

recognition. Sun, in (Sun, Tao, & Faloutsos, 2006), presented a method that performs 

tensor decompositions in an incremental way, and in (Sun, Tsourakakis, Hoke, Faloutsos, 

& Eliassi-Rad, 2008), presented a method that discovers spatiotemporal patterns. Within 

the context of computer-assisted diagnosis, tensor decompositions have been used in 

EEG analysis of epilepsy data (Acar, Aykut-Bingol, Bingol, Bro, & Yener, 2007), in EEG 

pattern classification of visual evoked potentials (Li, Zhang, & Zhao, 2007), and in MRI 

studies of glossal morphology (Zheng, Hasegawa-Johnson, & Pizza, 2003). The original 

paper introducing the tensor CUR decomposition was also demonstrated on a biomedical 

application; specifically, multispectral classification of histology samples (Mahoney, 

Maggioni, & Drineas, 2006). Martínez-Montes, et al. additionally utilized PARAFAC and 

multiway partial least squares to fuse analysis of the EEG and fMRI modalities 

(Martínez-Montes, Valdés-Sosa, Miwakeichi, Goldman, & Cohen, 2004). Overviews of 

the theory and the applications of tensor mining can be found in (Kolda & Bader, 2007; 

Skillicorn, 2007). Additionally, many excellent literature surveys exist on tensor 

decompositions and related techniques (Acar & Yener, 2009; Kolda & Bader, 2007; 

Comon, 2002; Martin, 2004). In-depth descriptions of the tensor techniques used in this 

work are given in Section 2.4. 
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Though tensor decompositions have only recently begun to be applied in a data 

mining context, the matrix methods from which they derive are well-studied and highly 

utilized. Singular value decomposition has been used for optimal low-rank approximation 

of matrices (Eckart & Young, 1936; Gabriel & Odoroff, 1983), determination of the 

pseudoinverse (Stewart, 1993), and in the formulation of Principal Component Analysis 

(Eckart & Young, 1936), Principal Direction Divisive Partitioning (Boley, 1998), and 

Latent Semantic Analysis (Deerwester, Dumais, Furnas, Landauer, & Harshman, 1990), 

among many other applications. More recently, the SVD has been used in data clustering  

and co-clustering of large datasets (Pan, Zhang, & Wang, 2008). PCA  is also used in 

optimal low-rank approximation (Eckart & Young, 1936), removal of correlations and 

amelioration of matrix singularity (Comon, 1994), and in extraction of the features with 

the greatest discriminative power from high-dimensional datasets (Artac & Jogan, 2002). 

Surprisingly, PCA was recently shown to discover the subspace containing the globally 

optimal solution for the k-means clustering problem (Ding & He, 2004). Hierarchical and 

incremental extensions to the SVD were discovered by (Boley, 1998) and (Brand, 2003; 

Brand, 2006). 

 

2.2 Vectors, Matrices, and Tensors 

 

2.2.1 Definitions and Properties 

Vectors can be viewed as one-dimensional collections of elements, each of which 

are typically scalar. Vectors may also be used as a representation of the coefficients in 
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individual linear equations. Matrices extend vectors into two dimensions and can be 

viewed as a combination of a series of vectors or as a system of linear equations. Tensors 

generalize this notion further, representing an array of any dimensionality, which is 

referred to as the order of the tensor (and formerly the rank, which has historically held 

two other meanings: the number of first order tensor products required to reconstruct a 

tensor and the number of columns which do not map to the null space of a matrix). Each 

individual index is referred to as a dimension, way, or mode and its range as the mode’s 

dimensionality. Thus, it is clear that a tensor of order 0 is a scalar, a tensor of order 1 is a 

vector, and a tensor of order 2 is a matrix, as shown in Table 2.1. The ordering of the 

modes of a third order tensor is shown in Figure 2.1. 

Scalar Vector Matrix Tensor 

1 [1 2 3 4] �1 2
3 4� 

 

 
 

𝟎𝟎 1 2 𝑟𝑟 
 

Table 2.1: Scalars, vectors, matrices, and tensors, and their orders. 
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Figure 2.1: Modes of a third order tensor. 

 

Although given a more extensive definition in physics, including the notions of 

covariance and contravariance under coordinate transformations (Temple, 1960), tensors 

in the data mining literature are treated as simple multidimensional arrays (Kolda & 

Bader, 2007). We will adopt the definition used in data mining throughout this work. This 

definition also yields an ideal model for data cubes in the data mining and data 

warehousing literature. Formally, an order-M tensor 𝒳𝒳 ∈ ℝ𝑁𝑁1×…×𝑁𝑁𝑀𝑀  is written 𝒳𝒳[𝑁𝑁1,…,𝑁𝑁𝑀𝑀 ], 

though the brackets are often omitted for brevity and notational consistency. 

We are particularly interested in two special types of tensors, both of which may 

be stored in naturally decomposed forms: these are Kruskal tensors and Tucker tensors. 

Kruskal tensors of order 𝑟𝑟 are modeled as the sum of an outer product of 𝑟𝑟 vectors 

(denoted 𝐮𝐮(1),𝐮𝐮(2), … ,𝐮𝐮(𝑟𝑟)) and an 𝑟𝑟-element scaling vector 𝜆𝜆, and thus are of the form: 

𝒦𝒦 = �𝜆𝜆𝑖𝑖𝐮𝐮𝑖𝑖
(1)

𝑟𝑟

𝑖𝑖=1

∘ 𝐮𝐮𝑖𝑖
(2) ∘ … ∘ 𝐮𝐮𝑖𝑖

(𝑟𝑟) 
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This special third order case of this formula is commonly given in the literature, 

in which it is presented as follows: 

𝒦𝒦 = �𝜆𝜆𝑖𝑖

𝑟𝑟

𝑖𝑖=1

𝐮𝐮𝑖𝑖 ∘ 𝐯𝐯𝑖𝑖 ∘ 𝐰𝐰𝑖𝑖  

Conversely, Tucker tensors can be thought of as mode products of a basis of 

projection matrices (denoted 𝐔𝐔(1),𝐔𝐔(2), … ,𝐔𝐔(𝑟𝑟)) and a core tensor 𝒢𝒢, and are of the form: 

𝒯𝒯 = 𝒢𝒢 ×1 𝐔𝐔(1) ×2 𝐔𝐔(2) ×3 … ×𝑟𝑟 𝐔𝐔(𝑟𝑟) 

 

Kruskal and Tucker tensors have particularly elegant solutions when performing 

singular value decomposition and certain high-order decompositions, such as the Tucker 

decomposition, as they are naturally decomposed in forms amenable to analysis. These 

representations also allow for more efficient computation of operations such as the mode 

product. We will discuss these properties in detail in the sections introducing the 

respective decompositions. 

 

2.2.2 Vector Operations 

Given scalar quantities 𝑠𝑠 and 𝑡𝑡, two vectors 𝒗𝒗 = {𝑣𝑣1, 𝑣𝑣2, … , 𝑣𝑣𝑚𝑚 } and 𝒘𝒘 =

{𝑤𝑤1,𝑤𝑤2, … ,𝑤𝑤𝑚𝑚}, the angle 𝜃𝜃 between 𝒗𝒗 and 𝒘𝒘, and an index 1 ≤ 𝑖𝑖 ≤ 𝑚𝑚, we may define 

the following operations: 



20 
 

• Transpose:    (𝒗𝒗𝐓𝐓)1,𝒊𝒊 = 𝒗𝒗𝒊𝒊,𝟏𝟏 

• Vector addition:  (𝒗𝒗 + 𝒘𝒘)𝑖𝑖 = 𝑣𝑣𝑖𝑖 + 𝑤𝑤𝑖𝑖  

• Scalar multiplication: (𝑠𝑠𝒗𝒗)𝒊𝒊 = 𝑠𝑠 ∗ 𝑣𝑣𝒊𝒊 

• Linear combination:  𝒗𝒗𝒘𝒘 = 𝑠𝑠𝒗𝒗 + 𝑡𝑡𝒘𝒘 ∀𝑠𝑠, 𝑡𝑡 

• Dot/inner product:  𝒗𝒗 ⋅ 𝒘𝒘 = ∑ 𝑣𝑣𝑖𝑖𝑤𝑤𝑖𝑖
𝑚𝑚
𝑖𝑖=1 = |𝑣𝑣||𝑤𝑤| ∗ cos(𝜃𝜃) 

• Cross product:  𝒗𝒗 × 𝒘𝒘 = det�
𝑒𝑒𝑥𝑥 𝑒𝑒𝑦𝑦 𝑒𝑒𝑧𝑧
𝑣𝑣1 𝑣𝑣2 𝑣𝑣3
𝑤𝑤1 𝑤𝑤2 𝑤𝑤3

� for 𝒗𝒗,𝒘𝒘 ∈ ℝ𝟑𝟑 

 

Vector addition, scalar multiplication, and linear combination are both associative 

and commutative, while the dot product is commutative and the cross product is 

anticommutative. The transpose is an involution (i.e. 𝒗𝒗𝐓𝐓𝐓𝐓 = 𝒗𝒗). 

 

2.2.3 Matrix Operations 

Given a scalar 𝑠𝑠, two 𝑚𝑚 × 𝑛𝑛 matrices 𝐀𝐀 and 𝐁𝐁, and an 𝑛𝑛 × 𝑝𝑝 matrix 𝐂𝐂, we may 

define the following operations over indices 1 ≤ 𝑖𝑖 ≤ 𝑚𝑚, 1 ≤ 𝑗𝑗 ≤ 𝑛𝑛, and 1 ≤ 𝑙𝑙 ≤ 𝑝𝑝. 

• Transpose:   (𝐀𝐀T)𝑖𝑖 ,𝑗𝑗 = 𝑎𝑎𝑗𝑗 ,𝑖𝑖  

• Trace:    Tr(𝐀𝐀) = ∑ 𝑎𝑎𝑘𝑘 ,𝑘𝑘
𝑛𝑛
𝑘𝑘=1  

• Addition:   (𝐀𝐀 + 𝐁𝐁)𝑖𝑖,𝑗𝑗 = 𝑎𝑎𝑖𝑖 ,𝑗𝑗 + 𝑏𝑏𝑖𝑖 ,𝑗𝑗  

• Scalar multiplication: (𝑠𝑠𝐀𝐀)𝑖𝑖,𝑗𝑗 = 𝑠𝑠 ∗ 𝑎𝑎𝑖𝑖 ,𝑗𝑗  

• Matrix multiplication: (𝐀𝐀𝐂𝐂)𝑖𝑖,𝑙𝑙 = ∑ 𝑎𝑎𝑖𝑖 ,𝑘𝑘𝑐𝑐𝑘𝑘 ,𝑙𝑙
𝑛𝑛
𝑘𝑘=1  

• Entry-wise product:  (𝐀𝐀 ∙ 𝐁𝐁)𝑖𝑖,𝑗𝑗 = 𝐀𝐀𝑖𝑖 ,𝑗𝑗 ∗ 𝐁𝐁𝑖𝑖 ,𝑗𝑗  
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Matrix addition, scalar multiplication, and the entry-wise (also called Hadamard) 

product are both associative and commutative. Matrix multiplication is associative, but 

not necessarily commutative (it is commutative subject to additional constraints upon the 

operands; matrices satisfying these constraints are said to commute). As before, the 

transpose is an involution. 

 

In addition to the standard operations above, the operation known as the 

Kronecker product, named after Leopold Kronecker, is of particular relevance to this 

work, as it is a special case of the tensor product. Let 𝐀𝐀 be an 𝑚𝑚 × 𝑛𝑛 matrix and 𝐁𝐁 be a 

𝑝𝑝 × 𝑞𝑞 matrix. The Kronecker product is then defined by the following 𝑚𝑚𝑝𝑝 × 𝑛𝑛𝑞𝑞 block 

matrix: 

𝐀𝐀⊗𝐁𝐁 = �
𝑎𝑎1,1𝐁𝐁 ⋯ 𝑎𝑎1,𝑛𝑛𝐁𝐁
⋮ ⋱ ⋮

𝑎𝑎𝑚𝑚 ,1𝐁𝐁 ⋯ 𝑎𝑎𝑚𝑚 ,𝑛𝑛𝐁𝐁
� 

 

For example, given the following matrices: 

𝐀𝐀 = �1 2
3 4�, 𝐁𝐁 = �5 6 7

8 9 10� 

 

Their Kronecker product 𝐀𝐀⊗𝐁𝐁 is: 
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𝐀𝐀⊗𝐁𝐁 = �
1 ∗ �5 6 7

8 9 10� 2 ∗ �5 6 7
8 9 10�

3 ∗ �5 6 7
8 9 10� 4 ∗ �5 6 7

8 9 10�
� = �

5 6 7 10 12 14
8 9 10 16 18 20

15 18 21 20 24 28
24 27 30 32 36 40

� 

 

Thus the Kronecker product may also be thought of as a repetition of the matrix 

given by the second operand after applying a scalar multiplication with the corresponding 

element of the first. The Kronecker product is associative but not commutative. 

Finally, the operation known as the Khatri-Rao product is useful in the 

computation of several tensor decompositions and is defined in terms of the Kronecker 

product. Let 𝐀𝐀 be a 𝑝𝑝 × 𝑛𝑛 matrix and 𝐁𝐁 be a 𝑞𝑞 × 𝑛𝑛 matrix. Their Khatri-Rao product 

𝐀𝐀⊙𝐁𝐁 is as follows: 

𝐀𝐀⊙𝐁𝐁 = [𝐚𝐚1 ⊗𝐛𝐛1,𝐚𝐚2 ⊗𝐛𝐛2, … ,𝐚𝐚𝑛𝑛 ⊗ 𝐛𝐛𝑛𝑛] 

 

2.2.4 Tensor Operations 

We now extend these operations to tensors. The concept of addition generalizes 

easily to tensors. Let 𝒜𝒜 and ℬ be tensors of order 𝑟𝑟 and dimensionality 𝑑𝑑1 × 𝑑𝑑2 × … ×

𝑑𝑑𝑟𝑟 . We then define tensor addition entrywise, as follows: 

 

(𝒜𝒜 + ℬ)𝑖𝑖 = 𝒜𝒜𝑖𝑖 + ℬ𝑖𝑖 for 1 ≤ 𝑖𝑖𝑗𝑗 ≤ 𝑑𝑑𝑗𝑗  and 1 ≤ 𝑗𝑗 ≤ 𝑟𝑟 
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While it is easy to observe that scalar, vector, and matrix addition are special 

cases of tensor addition, the tensor product (or outer product) does not generalize from 

matrix multiplication, but rather from the Kronecker product. However, the result is 

another tensor of higher order rather than a block matrix. Let 𝒜𝒜 and ℬ be two tensors of 

orders 𝑟𝑟 and 𝑠𝑠, respectively. The tensor product 𝒜𝒜⊗ℬ (also written 𝒜𝒜 ∘ ℬ or, less 

commonly, 𝒜𝒜 Δ ℬ) is defined as an order 𝑟𝑟 + 𝑠𝑠 tensor such that: 

(𝒜𝒜⊗ℬ)𝑖𝑖1,𝑖𝑖2,…,𝑖𝑖𝑟𝑟 ,𝑗𝑗1,𝑗𝑗2,…,𝑗𝑗𝑠𝑠 = 𝒜𝒜𝑖𝑖1,𝑖𝑖2,…,𝑖𝑖𝑟𝑟 ∗ ℬ𝑗𝑗1,𝑗𝑗2,…,𝑗𝑗𝑠𝑠  

For example, we define the following order 2 and 1 tensors 𝒜𝒜 and ℬ as follows: 

𝒜𝒜 = �
𝑎𝑎1,1 𝑎𝑎1,2
𝑎𝑎2,1 𝑎𝑎2,2

� ,ℬ = �
𝑏𝑏1
𝑏𝑏2
𝑏𝑏3

� 

Their tensor product 𝒜𝒜⊗ℬ is then given by the following order-3 tensor of 

dimensionality 2 × 2 × 3: 

𝒜𝒜⊗ℬ = ��
𝑎𝑎1,1𝑏𝑏1 𝑎𝑎1,2𝑏𝑏1
𝑎𝑎2,1𝑏𝑏1 𝑎𝑎2,2𝑏𝑏1

� , �
𝑎𝑎1,1𝑏𝑏2 𝑎𝑎1,2𝑏𝑏2
𝑎𝑎2,1𝑏𝑏2 𝑎𝑎2,2𝑏𝑏2

� , �
𝑎𝑎1,1𝑏𝑏3 𝑎𝑎1,2𝑏𝑏3
𝑎𝑎2,1𝑏𝑏3 𝑎𝑎2,2𝑏𝑏3

�� 

 

This process is also illustrated in Figure 2.2: 

 

Figure 2.2: A tensor product. Arrows indicate the direction of multiplication. 
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Repeated applications of the tensor product result in the universal object, thus the 

tensor product is the most general bilinear operation (Gowers, Barrow-Green, & Leader, 

2008). 

 

A scalar is a tensor of order 0, thus the tensor-scalar product may be computed 

as a special case of the above where 𝑜𝑜𝑟𝑟𝑑𝑑𝑒𝑒𝑟𝑟(ℬ) = 0. Let 𝒜𝒜 be a tensor of order 𝑚𝑚 and let 

𝑏𝑏 be a scalar (of order 𝑛𝑛 = 0). From the general formula above, we may derive this 

special case as an order 𝑚𝑚 tensor such that: 

(𝑏𝑏𝒜𝒜)𝑖𝑖 = (𝒜𝒜𝑏𝑏)𝑖𝑖 = 𝑏𝑏 ∗ 𝒜𝒜𝑖𝑖 

Thus, scalar multiplication upon a tensor simply scales each individual element of 

the tensor, generalizing intuitively from scalar multiplication on vectors and matrices. 

 

Similarly, the tensor-vector product may be derived from the general formula as 

a special case of the tensor product where 𝑜𝑜𝑟𝑟𝑑𝑑𝑒𝑒𝑟𝑟(ℬ) = 1. Let 𝒜𝒜 be a tensor of order 𝑚𝑚 

and let 𝐛𝐛 be a vector (of order 𝑛𝑛 = 1). Their product is then an order 𝑚𝑚 + 1 tensor such 

that: 

(𝒜𝒜⊗𝐛𝐛)𝑖𝑖1,𝑖𝑖2,…,𝑖𝑖𝑚𝑚 ,𝑗𝑗 = 𝒜𝒜𝑖𝑖1,𝑖𝑖2,…,𝑖𝑖𝑚𝑚 ∗ 𝐛𝐛𝑗𝑗  
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Treating tensors as multidimensional arrays, we are also interested in extracting 

arrays of lower dimensionality. We can extract a vector along any mode, which we call a 

fiber. We may also extract a single “face” of an order-𝑟𝑟 tensor on any mode, yielding a 

matrix known as a slice (or “slab”). Intuitive analogies for extraction of fibers and slices 

from a tensor are coring apples and slicing cheese, respectively. Slices and fibers of a 

third order tensor are illustrated in Figure 2.3 and Figure 2.4, respectively. 

 

 
 (a)      (b)    (c) 

Figure 2.3: Slices on the (a) first, (b) second, and (c) third modes (“horizontal”, 
“lateral”, and “frontal” slices, respectively). 

 

 

 (a)      (b)    (c) 

Figure 2.4: Fibers on the (a) first, (b) second, and (c) third modes (“column 
fibers”, “row fibers”, and “tube fibers”, respectively). 
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We will represent fibers and slices of a tensor 𝒜𝒜 using the notation given in 

(Kolda & Bader, 2007): column fibers are denoted 𝐚𝐚:,𝑖𝑖,𝑗𝑗 , row fibers are denoted 𝐚𝐚𝑖𝑖 ,:,𝑗𝑗 , tube 

fibers are denoted 𝐚𝐚𝑖𝑖 ,𝑗𝑗 ,:, and so on for tensors of order > 3. Likewise, horizontal slices are 

denoted 𝐀𝐀:,:,𝑖𝑖 , lateral slices are denoted 𝐀𝐀:,𝑖𝑖,:, frontal slices are denoted 𝐀𝐀𝑖𝑖 ,:,:, and so on. 

We may also reduce the dimensionality of a tensor by “unfolding” or 

“matricizing”; that is, converting the tensor to a matrix. This is a particularly useful 

technique for environments such as Matlab, in which matrix operations are intrinsically 

well-supported but tensor operations are not. Tensors of orders 0, 1, and 2 are already 

special cases of matrices (scalars, vectors, and matrices, respectively) and need no further 

conversion, although matricization on mode 2 of a matrix is equivalent to transposition, 

while matricization on mode 1 is an identity operation. However, tensors of orders 𝑟𝑟 ≥ 3 

possess higher-order structure and are typically converted into a length 𝑟𝑟 array of 

matrices, with each element 1 ≤ 𝑖𝑖 ≤ 𝑟𝑟 of the array corresponding to a mapping of mode 𝑖𝑖 

to the rows of the resulting matrix and all other modes to the columns. Let 𝒳𝒳 ∈

ℝ𝑑𝑑1×𝑑𝑑2×…×𝑑𝑑𝑟𝑟  be a tensor of order r and dimensionality 𝑑𝑑1 × 𝑑𝑑2 × … × 𝑑𝑑𝑟𝑟 . Formally, we 

define the mode-i unfolding 𝐗𝐗(𝑖𝑖) as a matrix of size 𝑑𝑑𝑖𝑖 × �∏ 𝑑𝑑𝑗𝑗𝑗𝑗≠𝑖𝑖 � such that the fibers on 

mode i are made columns of the matrix; i.e., 

 

𝐗𝐗(1) = �𝐱𝐱:,1,1,𝐱𝐱:,2,1, … , 𝐱𝐱:,𝑑𝑑1,1,𝐱𝐱:,1,2, 𝐱𝐱:,2,2, … � 

𝐗𝐗(2) = �𝐱𝐱1,:,1,𝐱𝐱2,:,1, … , 𝐱𝐱𝑑𝑑1,:,1,𝐱𝐱1,:,2,𝐱𝐱2,:,2, … � 
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𝐗𝐗(3) = �𝐱𝐱1,1,:,𝐱𝐱2,1,:, … , 𝐱𝐱𝑑𝑑1,1,:,𝐱𝐱1,2,:,𝐱𝐱2,2,:, … � 

And so on for tensors of higher order. 

 

For example, suppose we are given the following 2 × 2 × 2 tensor 𝒳𝒳: 

𝒳𝒳 = ��1 2
3 4� , �5 6

7 8�� 

Let 𝐗𝐗(𝑖𝑖) denote the matrix representation of 𝒳𝒳 on the 𝑖𝑖th mode: 

𝐗𝐗(1) = �1 2 5 6
3 4 7 8� ,𝐗𝐗(2) = �1 3 5 7

2 4 6 8� ,𝐗𝐗(3) = �1 3 2 4
5 7 6 8� 

 

The unfolding process is shown graphically in Figure 2.5: 

 

Figure 2.5: Illustration of a tensor being unfolded on mode 1. 

 

Because the mapping from a tensor to a matrix is known and consistent, the 

unfolding operation is invertible. The inverse operation is called “folding”, and is 

typically performed on a single mode. As these operations are inverses, it follows that 

5 
9 

1 2 3 4 1 2 3 4 5 6 7 8 9 1
0 

1
1 
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𝑓𝑓𝑜𝑜𝑙𝑙𝑑𝑑𝑚𝑚�𝑢𝑢𝑛𝑛𝑓𝑓𝑜𝑜𝑙𝑙𝑑𝑑𝑚𝑚 (𝒜𝒜)� = 𝒜𝒜 for all modes m. If the original dimensions of the tensor are 

known, folding may be performed simply by concatenating the fibers according to their 

ordering specified for matricization. 

 

General procedures for unfolding and folding are given in Matlab: 

function [mat] = unfold(tensor, mode) 
    othermodes = setdiff(1:ndims(tensor), mode); 
    mat = reshape(permute(tensor, [mode othermodes]), 
[size(tensor, 2) (numel(tensor) ./ size(tensor, 2))]); 
end 
 
function [tensor] = fold(mat, mode, tensorsize) 
    othermodes = setdiff(1:numel(tensorsize), mode); 
    tensor = ipermute(reshape(mat, tensorsize), [mode 
othermodes]); 
end 

 

Equipped with these definitions, we may define a mode 𝒊𝒊 product 𝒜𝒜 ×𝑖𝑖 𝐁𝐁 

between a tensor 𝒜𝒜 of order r and dimensionality 𝑑𝑑1 × 𝑑𝑑2 × … × 𝑑𝑑𝑟𝑟  and a matrix 𝐁𝐁 of 

size 𝑚𝑚 × 𝑛𝑛, so long as 𝑑𝑑𝑖𝑖 = 𝑛𝑛; i.e. the dimensionality of 𝒜𝒜 on mode i equals the number 

of columns in 𝐁𝐁. The result is a tensor of order r and dimensionality 𝑑𝑑1 × 𝑑𝑑2 × … ×

𝑑𝑑𝑖𝑖−1 × 𝑚𝑚 × 𝑑𝑑𝑖𝑖+1 × … × 𝑑𝑑𝑟𝑟 . This operation can be performed by unfolding the tensor on 

mode 𝑖𝑖, taking the matrix product of the result, and folding the product back into a tensor 

on mode 𝑖𝑖. Formally: 

𝒜𝒜 ×𝑖𝑖 ℬ = 𝑓𝑓𝑜𝑜𝑙𝑙𝑑𝑑𝑖𝑖�𝐁𝐁 ∗ 𝑢𝑢𝑛𝑛𝑓𝑓𝑜𝑜𝑙𝑙𝑑𝑑𝑖𝑖(𝒜𝒜)� 
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The mode product is thus a generalization of matrix multiplication (in the case of 

𝑟𝑟 = 2, 𝒜𝒜 ×1 𝐁𝐁 = 𝐁𝐁𝐀𝐀 and 𝒜𝒜 ×2 𝐁𝐁 = (𝐁𝐁𝐀𝐀𝐓𝐓)𝐓𝐓 = 𝐀𝐀𝐁𝐁𝐓𝐓). 

 

Without utilizing folding operations, we may also express the mode 𝑖𝑖 product in 

terms of the tensor components. The mode-𝑖𝑖 product may be expressed by equating the 

both the 𝑖𝑖th mode of 𝒜𝒜 and the row of 𝐁𝐁 to a variable within a sum, changing an index to 

a summation, thus causing a reduction by 2 of the resulting order: 

(𝒜𝒜 ×𝑖𝑖 𝐁𝐁)𝑗𝑗1:𝑖𝑖−1,𝑘𝑘 ,𝑗𝑗 𝑖𝑖+1:𝑟𝑟 = �𝒜𝒜𝑗𝑗1:𝑖𝑖−1,ℓ,𝑗𝑗 𝑖𝑖+1:𝑟𝑟𝐁𝐁𝑘𝑘 ,ℓ

𝑑𝑑𝑖𝑖

ℓ=1

 

Note the skipped 𝑗𝑗𝑖𝑖  and 𝑘𝑘2 indices in the result and the use of the summed 

variable ℓ as an index into both 𝒜𝒜 and ℬ. We can observe that the order of the product is 

reduced by two by noting that one mode of each tensor is marginalized by the sum over 

ℓ. An example mode product of a third order tensor and a matrix on the first mode is 

shown below: 

 

𝒜𝒜 = ��
𝑎𝑎1,1,1 𝑎𝑎1,2,1
𝑎𝑎2,1,1 𝑎𝑎2,2,1

� , �
𝑎𝑎1,1,2 𝑎𝑎1,2,2
𝑎𝑎2,1,2 𝑎𝑎2,2,2

�� 

ℬ = �
𝑏𝑏1,1 𝑏𝑏1,2
𝑏𝑏2,1 𝑏𝑏2,2

� 

𝒜𝒜 ×1 ℬ =

⎩
⎨

⎧�
𝑎𝑎1,1,1𝑏𝑏1,1 + 𝑎𝑎2,1,1𝑏𝑏1,2 𝑎𝑎1,2,1𝑏𝑏1,1 + 𝑎𝑎2,2,1𝑏𝑏1,2
𝑎𝑎1,1,1𝑏𝑏2,1 + 𝑎𝑎2,1,1𝑏𝑏2,2 𝑎𝑎1,2,1𝑏𝑏2,1 + 𝑎𝑎2,2,1𝑏𝑏2,2

� ,

�
𝑎𝑎1,1,2𝑏𝑏1,1 + 𝑎𝑎2,1,2𝑏𝑏1,2 𝑎𝑎1,2,2𝑏𝑏1,1 + 𝑎𝑎2,2,2𝑏𝑏1,2
𝑎𝑎1,1,2𝑏𝑏2,1 + 𝑎𝑎2,1,2𝑏𝑏2,2 𝑎𝑎1,2,2𝑏𝑏2,1 + 𝑎𝑎2,2,2𝑏𝑏2,2

� ⎭
⎬

⎫
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For example, let 𝒜𝒜 = ��1 2
3 4� , �5 6

7 8�� and ℬ = �4 1
2 8�. Their mode-1 product is 

then: 

𝒜𝒜 ×1 ℬ = �
�1 ∗ 4 + 3 ∗ 1 2 ∗ 4 + 4 ∗ 1

1 ∗ 2 + 3 ∗ 8 2 ∗ 2 + 4 ∗ 8� ,

�5 ∗ 4 + 7 ∗ 1 6 ∗ 4 + 8 ∗ 1
5 ∗ 2 + 7 ∗ 8 6 ∗ 2 + 8 ∗ 8�

� = �
� 7 12

26 36�

�27 32
66 76�

�. 

 

 

2.3 Matrix Decompositions and Applications 

 

2.3.1 Singular Value Decomposition (SVD) 

Singular value decomposition, or SVD, is a classical matrix decomposition in 

which an 𝑚𝑚 × 𝑛𝑛 matrix A of rank 𝑟𝑟 is factored into two projection matrices containing 

singular vectors and a core matrix containing singular values. This technique has a 

number of important applications, such as principal component analysis and latent 

semantic analysis, but requires modification for use on general tensors; the modified 

decomposition is known as high-order singular value decomposition and is discussed in 

Section 2.4.2 below. There are several variations of singular value decomposition, but the 

one most relevant to our work is the “compact” SVD, which is discussed below. All 

SVDs take the following form: 

𝐀𝐀 = 𝐔𝐔 × 𝚺𝚺 × 𝐕𝐕𝐓𝐓 
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Where 𝐔𝐔 and 𝐕𝐕 are unitary projection matrices containing left and right singular vectors 

and 𝚺𝚺 is a non-negative diagonal core matrix containing singular values. The dimensions 

of these matrices vary by the “type” of SVD being performed and are specified below. 

 

 Though the computation of the SVD is outside of the scope of this work (as the 

SVD is unique, any exact computation must return the exact same decomposition), a 

simple (naive) approach for SVD computation using eigendecomposition is presented in 

Section 4.1. 

 

An illustration of the singular value decomposition is given in Figure 2.6: 

 

Figure 2.6: Singular value decomposition on a matrix A. 

 

 In a full SVD, 𝐔𝐔 will be of size 𝑚𝑚 × 𝑚𝑚, 𝐕𝐕 will be of size 𝑛𝑛 × 𝑛𝑛, and 𝚺𝚺 will be of 

size 𝑚𝑚 × 𝑛𝑛. However, if 𝐀𝐀 is not full-rank (that is, if 𝑟𝑟 < 𝑚𝑚), all but 𝑟𝑟 singular values in 

𝚺𝚺 will be 0. Thus, SVD can be used to quickly determine the rank of a matrix. 

SVD U
 

VT 

𝐀𝐀 𝚺𝚺 
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Additionally, left singular vectors in 𝐔𝐔 with nonzero singular values form a basis of the 

range of 𝐀𝐀, while right singular vectors in 𝐕𝐕 with zero singular values form a basis of 𝐀𝐀’s 

null space. This has important implications in information retrieval and co-clustering, 

which will be discussed further in Sections 2.3.4 and 2.3.5. 

 However, we are seldom interested in the singular vectors associated with 0 

singular values (or the 0 singular values themselves) in our work, as they do not 

contribute to the overall variance of the dataset (i.e., the corresponding singular vectors 

map to the null space of 𝐀𝐀). If this information is not required, a variation known as the 

compact SVD may be used. Not only is the compact SVD itself more efficient to 

compute than the full SVD, but several improvements on compact SVD computation 

algorithms have shown dramatic increases in efficiency relative to computation of a 

standard SVD (Konda, Takata, Iwasaki, & Nakamura, 2006). While the form of the 

decomposition (i.e., 𝐀𝐀 = 𝐔𝐔 × 𝚺𝚺 × 𝐕𝐕𝐓𝐓) does not change with this modification, the sizes 

of the resulting matrices do: in a compact SVD, 𝐔𝐔 is of size 𝑚𝑚 × 𝑟𝑟, 𝚺𝚺 is of size 𝑟𝑟 × 𝑟𝑟, and 

𝐕𝐕 is of size 𝑛𝑛 × 𝑟𝑟. 

The diagonal structure of 𝚺𝚺 and the column orthonormality constraints on 𝐔𝐔 and 𝐕𝐕 

may be relaxed in techniques that derive from or make use of SVD, such as principal 

component analysis and the Tucker decomposition. As the SVD itself includes the above 

constraints, it always has a unique solution (De Lathauwer, De Moor, & Vandewalle, 

2000), though many extensions of the decomposition which relax these constraints do not 

share this property. 
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In addition to the useful property of the number of nonzero singular values being 

equivalent to the rank of 𝐀𝐀, the values themselves represent the degree of variance 

captured by each dimension of the projection, while the left and right singular vectors 

represent output and input bases for the transformation. Singular values are closely 

related to eigenvalues; specifically, the singular values of 𝐀𝐀 are the square root of the 

eigenvalues of the matrix given by 𝐀𝐀𝐀𝐀𝐓𝐓 (or 𝐀𝐀𝐓𝐓𝐀𝐀, which has identical eigenvalues). For 

symmetric/Hermitian 𝐀𝐀, the resulting singular values are thus the absolute eigenvalues of 

𝐀𝐀. However, the eigendecomposition may only be computed on square matrices, while 

the SVD may be performed on a matrix of any size. 

Singular value decomposition has a wide range of applications, including 

computation of kernel, image, and matrix rank, least squares minimization (and thus 

regression), detection of correlations, and optimal approximation of a matrix with another 

matrix of lower rank (corresponding to the number of singular values selected for 

approximation) (De Lathauwer, De Moor, & Vandewalle, 2000). We are particularly 

interested in the last application. 

Optimal approximation is achieved simply by discarding all but the desired 

number of singular values and is optimal in the sense of minimizing the Frobenius norm 

(defined as ‖𝐀𝐀‖𝐹𝐹2 ≝ Tr(𝐀𝐀T𝐀𝐀)) between the original dataset and the approximation. This 

norm is also called the Euclidean norm, but should not be confused with the far more 

common 𝐿𝐿2 norm, ‖𝐀𝐀‖2 ≝ �(∑ 𝑎𝑎𝑖𝑖2𝑛𝑛
𝑖𝑖=1 ), which is also known by that name. 
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Approximation is accomplished by ordering the singular values from greatest to 

least magnitude (and thus by explanatory importance of their corresponding singular 

vectors to the variance of the dataset) and truncating all but the first k desired attributes. 

The greater the number of singular values kept, the more variance is kept and the more 

faithful the approximation will be (see Figure 7.1 for quantitative evidence of this). This 

approximation technique allows optimal linear dimensionality reduction techniques, such 

as PCA, to be derived from SVD. 

Finally, the optimal approximation property of SVD has been used successfully in 

the literature for noise removal (Skillicorn, 2007). Under the additive noise model, an 

observed dataset 𝑑𝑑 may be expressed as follows: 

𝑑𝑑(𝑥𝑥) = 𝑠𝑠(𝑥𝑥) + 𝑛𝑛(𝑥𝑥) 

Where 𝑠𝑠 is the signal component and 𝑛𝑛 is an independent noise component. 𝑛𝑛(𝑥𝑥) 

is often assumed to follow a Gaussian distribution with mean 0 and standard deviation 

𝜎𝜎𝑛𝑛 ; i.e., 𝑛𝑛(𝑥𝑥)~𝒩𝒩(0,𝜎𝜎𝑛𝑛). As 𝑠𝑠(𝑥𝑥) and 𝑛𝑛(𝑥𝑥) are independent processes acting on the 

dataset, SVD is naturally capable of separating them. So long as the signal-to-noise ratio 

of the dataset is sufficient (i.e., 𝜎𝜎𝑠𝑠 ≫ 𝜎𝜎𝑛𝑛 ), noise removal may thus be performed by 

truncating the singular values which contribute least to the overall variance of the dataset; 

i.e., those that are smallest. This is likely the reason for SVD’s strong robustness to noise 

(Konda, Takata, Iwasaki, & Nakamura, 2006). Thus, although low rank approximation 

using SVD sacrifices overall data fidelity, noise is likely among the first components 

eliminated. Therefore, an approximation using SVD may even paradoxically render 

useful information more salient than the original dataset would in the presence of noise. 
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SVD may also be used in Principal Direction Divisive Partitioning, an 

unsupervised decision tree construction algorithm (Boley, 1998). This approach partitions 

the dataset along hyperplanes orthogonal to each singular vector, taken in descending 

order of associated singular value. The resulting tree partitions the dataset first among 

concepts which contribute the most to its variance. However, the semi-discrete 

decomposition, discussed below, may be more appropriate for this application. 

 

2.3.2 Principal Component Analysis (PCA) 

Principal component analysis (PCA), less commonly called the Karhunen-Loéve 

transformation (KLT), is a linear feature extraction technique that reduces dimensionality 

by decomposing the data such that the majority of the variance is projected onto the first 

principal component, the majority of the remaining variance is projected onto the second 

principal component, and so on. Thus, an optimal linear approximation (in the sense of 

minimizing mean squared error) may be made simply by discarding high-order principal 

components, as the maximum possible degree of variance will be explained using the first 

principal components (Eckart & Young, 1936). PCA may also be extended by applying 

the kernel trick, resulting in the technique known as kernel PCA (Schölkopf, Smola, & 

Müller, 1998), a nonlinear dimensionality reduction technique. Several authors have also 

proposed methods for online PCA algorithms, including many variations on “incremental 

PCA” (Artac & Jogan, 2002) and “robust PCA” (Gabriel & Odoroff, 1983). There have 

also been attempts at unification of the two approaches (Li, Xu, Morphett, & Jacobs, 

2003). 
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PCA may be formulated in terms of SVD. Once the singular value decomposition 

is known, PCA is easy to compute: 

PCA(𝐀𝐀) = 𝚺𝚺𝐓𝐓𝐔𝐔𝐓𝐓 

Where 𝐔𝐔 and 𝚺𝚺 are the respective projection and core matrices in SVD. A 

centering step is typically performed in advance to ensure that the eigenvectors of 𝐀𝐀 

represent its variance (Skillicorn, 2007). An alternate method of calculating PCA makes 

use of the eigenvalue decomposition of the covariance matrix. 

 

An illustration of PCA on an example 3-dimensional dataset (a parabola partially 

shifted on the z-axis) is shown in Figure 2.7: 
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(a) 
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(b) 

Figure 2.7: (a) Projection of a 3-dimensional dataset onto its first principal component 
and (b) the variance captured by the dataset’s three principal components. 

 

One key limitation to PCA is its linearity, which often results in an unsatisfactory 

projection on complex datasets despite its optimality in minimizing MSE. Kernel PCA 

provides a remedy for this, but introduces an additional parameter: the kernel to apply. It 
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is used as the basis for several nonlinear dimensionality reduction techniques, such as 

Maximum Variance Unfolding (Weinberger, Sha, & Saul, 2004). 

 

2.3.3 Independent Component Analysis (ICA) 

While principal component analysis results in a projection that is uncorrelated, 

there is no guarantee of statistical independence. Independent component analysis (ICA) 

is a similar technique that assumes independence of the discovered components (Comon, 

1994). As this is an important assumption in many applications, such as naïve Bayes 

classification, ICA can be applied to a wide variety of areas. Of course, ICA itself 

performs best when the underlying dataset meets this assumption of independence. 

ICA is typically preceded by the preprocessing steps of centering (subtracting out 

the mean) and whitening (equalization of the power spectral density of the dataset, 

resulting in “white noise”). Though SVD is not used directly within the ICA algorithm, it 

is often used as a preprocessing step to make the problem of feature extraction easier for 

ICA to solve. 

ICA, like PCA, is an example of a “blind signal separation” technique; that is, it 

can separate signals (or more generally, perform factor analysis) without preconceptions 

of the meaning of the signals’ components (or other prior domain knowledge). 
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2.3.4 Latent Semantic Analysis (LSA) 

 Latent Semantic Analysis (LSA), also called Latent Semantic Indexing (LSI), is a 

powerful concept discovery technique used primarily in text mining, natural language 

processing, information retrieval, co-clustering, and graph mining, and forms an 

important component of our tensor-based approaches (Deerwester, Dumais, Furnas, 

Landauer, & Harshman, 1990). The goal of LSI is to discover relations between terms, 

documents, and concepts. This is accomplished by representing occurrences of terms, 

such as “hippocampus” and “traffic”, in documents, such as radiologists’ MRI reports and 

network traffic logs, in the form of a term-document matrix. Alternatively, and generally 

with increased accuracy, normalized weights may be used in place of raw frequencies 

(e.g. by tf-idf). The relations between terms and documents are considered concepts. For 

example, the term “hippocampus” may appear in three distinct MRI reports, but not in 

any network logs. The MRI documents may then be considered members of a more 

general “imaging” concept which is strongly correlated with the occurrence of the term 

“hippocampus” but weakly or even negatively correlated with the term “traffic”. 

Likewise, the network logs can be considered members of a “networking” concept, in 

which terms such as “traffic” and “flow” are likely to appear, but terms such as 

“hippocampus” or “ventricles” are not. 

We can formalize this intuition using singular value decomposition by 

representing the input matrix 𝐀𝐀 as a term-document matrix and the projections into 

concept space by the matrices 𝐔𝐔 and 𝐕𝐕. Specifically, the values of 𝐔𝐔 represent similarities 

between documents (or observations) and concepts, while the values of 𝐕𝐕 represent 
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similarities between terms and concepts. The singular values contained in 𝚺𝚺 represent the 

“strength” of the discovered concepts: the proportion of the overall variance of the 

dataset explained by each. As with SVD outside of the context of LSI, the action of 

selecting the largest s singular values naturally projects the data into a space with s 

concepts! For example, suppose we are given counts of specific terms in a set of 

documents in two distinct domains, such as in Table 2.2: 

 

Term 
Document 

Ventricles Hippocampus Flow Traffic 

MRI-1 24 10 1 0 
MRI-2 16 8 0 0 
MRI-3 8 6 0 0 
NET-1 0 0 6 17 
NET-2 0 0 4 13 

 

Table 2.2: A term-document matrix for MRI and network flow documents. 

 

Note that this dataset contains a small amount of noise in the form of an occurrence of 

“flow” in an MRI report (perhaps flow of the cerebrospinal fluid was mentioned). As this 

is a common occurrence in real-world datasets, it is also a useful example to demonstrate 

LSI’s robustness to noise. 

 

Performing singular value decomposition on this dataset yields the following results: 
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𝐀𝐀 =

⎝

⎜
⎛
−.79 . 00 . 47 −.25
−.54 . 01 −.23 . 53
−.30 . 01 −.85 −.31
−.01 −.80 . 02 −.45
−.01 −.60 −.03 . 60 ⎠

⎟
⎞

× �

33.03 0 0 0
0 22.58 0 0
0 0 2.42 0
0 0 0 0.58

�

× �

−.91 −.42 −.03 −.01
. 01 . 01 −.32 −.95
. 41 −.89 . 18 −.06
. 10 −.17 −.93 . 31

� 

 

 

Note the clear demarcation between MRI and network traffic documents in the 

first two columns of 𝐔𝐔. These columns represent the document-to-concept similarities 

among the first two concepts, which explain 94.8% of the dataset’s variance. Also note 

the strong association between the terms “ventricles” and “traffic” and the first two 

respective concepts, shown in 𝐕𝐕𝐓𝐓. These results suggest that the first concept is MRI 

document similarity and the second is network traffic similarity. The meanings of the 

remaining two concepts are less clear, although the high degree of similarity between 

term 3 (“flow”) and concept 4 suggests that the fourth concept may represent a 

component of the noise inserted into the dataset. This is consistent with the theoretical 

noise separation properties of the SVD. As the final two concepts explain only 5.2% of 

the dataset’s variance, they are good candidates for truncation. This determination may be 

made using the “elbow criterion”, a rule of thumb that dictates that the number of 

concepts kept should correspond to the visual elbow of a plot of variance vs. concepts 

kept. Such a plot is shown in Figure 2.8 below. Alternatively, a scree plot of eigenvalue 
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magnitudes may be used, as it will exhibit the same elbow in the opposite direction on the 

y axis. 

 

Figure 2.8: Variance captured vs. concepts held in the LSI example dataset. The 
“elbow” of the curve is visible when 2 concepts are held. 

 

Discarding the bottom two singular values projects the data into a space with two 

concepts: “MRI” and “Traffic”. The resulting low rank approximation is as follows: 

𝐀𝐀 ≈ 𝐀𝐀� =

⎝

⎜
⎛
−.79 . 00
−.54 . 01
−.30 . 01
−.01 −.80
−.01 −.60⎠

⎟
⎞

× �33.03 0
0 22.58� × �−.91 −.42 −.03 −.01

. 01 . 01 −.32 −.95� 

The accuracy of the approximation may be verified by recomposing the matrix 

through multiplication, yielding: 
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𝐀𝐀� =

⎝

⎜
⎛

23.54 11.00 0.66 0.12
16.19 7.56 0.38 −0.13
8.86 4.14 0.21 −0.07
0.01 −0.01 5.75 17.08
0.00 −0.01 4.34 12.89⎠

⎟
⎞

 

 

Although the dataset was projected from 4 dimensions to 2, the absolute 

approximation error �𝐀𝐀 − 𝐀𝐀�� remains rather small: 

 

�𝐀𝐀 − 𝐀𝐀�� =

⎝

⎜
⎛

0.46 1.00 0.34 0.12
0.19 0.43 0.38 0.13
0.86 1.86 0.21 0.07
0.01 0.01 0.25 0.08
0.00 0.01 0.34 0.11⎠

⎟
⎞

 

 

This technique is very popular in the text mining and search-engine optimization 

communities and has been used primarily in link analysis (Kolda & Bader, 2006), 

synonym discovery (Turney, 2001), and webpage ranking (Guha, McCool, & Miller, 

2003; Letsche, 1996) . It has even been argued that humans employ a process similar to 

latent semantic analysis while acquiring new knowledge (Landauer & Dumais, 1997). It 

can be used in a variety of applications, including clustering, indexing, recommendation, 

correlation discovery, data compression, association rule mining, and synonym discovery. 

As a co-clustering method, this approach has the singular advantage of projecting both 

the rows and the columns into the same space, allowing for easy similarity analysis 

between each, as shown using the previous example dataset in Figure 2.9. This property 
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holds when using high-order decompositions as well (where it is even more powerful, as 

an even greater number of modes may be compared at once). Although LSI originated 

within the text mining community, the documents need not be textual in nature: concepts 

may be discovered within MRI images as easily as MRI reports using LSI, provided that 

an appropriate “term-document” matrix can be constructed. 

 

 

Figure 2.9: Visualization of the example dataset shown above, with terms and documents 
from the MRI and NET datasets projecting (co-clustering) into the same space. The term 
“flow” (uppermost term in NET cluster) is pulled slightly towards the MRI cluster 
because it appears once in an MRI document. 

 

2.3.5 Spectral Graph Co-Clustering 

 Latent semantic analysis also has meaning within graph theory as a powerful co-

clustering method. The solution to the graph co-clustering problem is found when the 

cross-edges from cluster to cluster are weighted minimally; i.e. when a partitioning is 
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found such that graph cuts between clusters are minimal (Dhillon, 2001). For this purpose 

both the adjacency matrix of the graph 𝐀𝐀 or the graph Laplacian 𝐋𝐋 = 𝐃𝐃 − 𝐀𝐀 (where 𝐃𝐃 is 

the degree matrix of the graph) may be used. Each derived concept in this context 

represents a latent “waypoint” vertex through which many edges may pass to reach other 

vertices (Skillicorn, 2007). Each vertex exhibits a degree of similarity to each waypoint 

proportional to its similarity to the corresponding concept. This may be visualized as a set 

of latent nodes through which many edges (weighted by the strength of each concept 

linkage) pass to travel from endpoint to endpoint, as shown in Figure 2.10: 

 

Figure 2.10: Graphical interpretation of a two-concept LSA. Each vertex in U is linked 
to each vertex in V through a set of latent concepts, with edge weights proportional to the 
entries in the U and V matrices (edges not shown are assumed to have 0 weight). 

 

Though this is a highly appropriate model for applications oriented around 

occurrence frequency, such as synonym detection, this technique works just as easily 

when the graph is bipartite (i.e. the vertices in U do not represent the same object as the 

vertices in V), and is thus suitable for applications in link mining, multilingual word 

association, and social network mining. As vertices which are frequently connected by 

edges tend to cluster to the same concept more often than vertices which do not, the 

nodes most strongly associated with a concept represent a useful (if not completely 

𝐂𝐂𝟏𝟏 
𝐔𝐔𝟏𝟏,𝟏𝟏 𝐔𝐔𝟐𝟐,𝟏𝟏 

𝐕𝐕𝟏𝟏,𝟏𝟏 𝐕𝐕𝟐𝟐,𝟏𝟏 
𝐂𝐂𝟐𝟐 

𝐔𝐔𝟑𝟑,𝟐𝟐 𝐔𝐔𝟒𝟒,𝟐𝟐 

𝐕𝐕𝟑𝟑,𝟐𝟐 

𝐔𝐔𝟐𝟐,𝟐𝟐 

𝐕𝐕𝟐𝟐,𝟐𝟐 
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optimal) graph co-clustering, or equivalently, a useful basis for a cut set. Note that 

finding such an optimal co-clustering is by no means computationally easy: the graph k-

partitioning problem associated with finding the optimal co-clustering on an arbitrary 

graph is NP-complete (Dhillon, 2001). 

 

2.3.6 “Folding In” 

 In addition to discovering a natural co-clustering which has meaning in frequency, 

term-weight, and graphical models, the latent semantic analysis model has an additional 

use as a recommendation engine on a previously-unseen query vector through a process 

known as “folding in”, which is more accurately described as projection of a novel query 

vector into the SVD-generated subspace without recomputing the entire SVD (Sarwar, 

Karypis, Konstan, & Riedl, 2002). This property additionally makes it valuable in 

applications such as similarity search and content-based image retrieval; in fact, an SVD-

based solution using this technique was both one of the most powerful approaches 

employed early in pursuit of the Netflix Prize and a component of the solution which 

ultimately won (Koren, 2009). 

 Despite the power of this approach, which is related to the linear optimality of the 

low-rank projection performed by SVD, the procedure behind folding in is fairly 

straightforward. Assume we are recommending documents (columns) to users (rows): 

 

1. Apply SVD to a term-document/term-weight matrix of known observations. 
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2. Project an unseen query user �⃗�𝑞 into the low-rank space as follows:  

𝑞𝑞′���⃗ = �⃗�𝑞𝐕𝐕𝚺𝚺−𝟏𝟏 

Note that as 𝚺𝚺 is diagonal, no matrix inversion is necessary: 𝚺𝚺𝑖𝑖 ,𝑗𝑗−1 = �
1
𝚺𝚺𝑖𝑖 ,𝑗𝑗

, 𝑖𝑖 = 𝑗𝑗

0, 𝑖𝑖 ≠ 𝑗𝑗
�. 

3. Append the resulting vector representing the new user directly into the 𝐔𝐔 matrix. 

4. The new user’s affinity for a projected document vector  𝑑𝑑′���⃗ ∈ 𝐕𝐕 is then 

determined by a distance metric such as the cosine similarity between  𝑞𝑞′���⃗  and   𝑑𝑑′���⃗ : 

𝑐𝑐𝑜𝑜𝑠𝑠_𝑠𝑠𝑖𝑖𝑚𝑚�𝑞𝑞′���⃗ , 𝑑𝑑′���⃗  � =
𝑞𝑞′���⃗ ∙ 𝑑𝑑′���⃗
‖𝑞𝑞‖‖𝑑𝑑‖

 

 

(We have empirically observed that scale-invariant distances such as cosine and 

Tanimoto distance tend to greatly outperform simpler metrics such as Euclidean 

distance in many projected concept spaces). 

 

5. This metric, which is always in [0,1] and represents the cosine of the angle 𝜃𝜃 

between  𝑞𝑞′���⃗  and  𝑑𝑑′���⃗ , may be thresholded or sorted to retrieve all documents more 

similar to the query than the threshold or the most similar documents to the query, 

respectively. 

6. Though folding in can be used to make a prediction, it will diverge from the 

correct SVD with further query vectors. An incremental or periodic batch SVD is 

recommended to avoid a progressive loss of model accuracy. 
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A graphical example of this procedure is shown in Figure 2.11: 

 

Figure 2.11: “Folding in” can be used to assess similarities between documents and 
terms, as both modes are projected into the same space. Circles are existing observations; 
squares are previously unseen queries. This is the basis for a recommendation system. 

 

2.3.7 Linear Discriminant Analysis 

Linear discriminant analysis is a supervised learning method used frequently in 

classification and feature extraction and which is employed as a step in one of our 

classification methods. It is generally attributed to Fisher (Fisher, 1936). Like PCA, 

discriminant analysis decomposes the dataset into explanatory factors which contribute 

most significantly to the dataset variance. Unlike PCA, however, discriminant analysis 

optimizes for class separability. As such, LDA must know the labels of items to optimally 

separate; i.e. it is a supervised technique, requiring a target attribute. 
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LDA operates using principles from the analysis of variance (ANOVA), 

maximizing the F-ratio of between-class distances over within-class distances (thus 

maximizing the between-class distance while minimizing the within-class distance). As 

illustrated in Figure 2.12, this optimizes the discriminative salience of the resulting 

feature space: 

 

 

(a) 

Large between-class distance 

Small within-class distances 
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(b) 

Figure 2.12: Example datasets with (a) high and (b) low F-ratios. The dataset with the 
high F-ratio is easily separable, while the dataset with the low F-ratio is much more 
difficult to classify. 

 

Linear discriminant analysis assumes that the conditional probability densities of 

the class distributions are Gaussian and that the dataset is homoskedastic. Let 𝜇𝜇𝑐𝑐  be the 

mean of class c and Σ𝑐𝑐  be the covariance of class c. Under the assumption that each class 

is independently sampled from a Gaussian distribution and that each such distribution is 

homoskedastic with respect to the others, all classes will have identical covariance (i.e. 

∀𝑐𝑐  Σ𝑐𝑐 = Σ). The within-class variance 𝑊𝑊 is then given by the expected covariance of 

each class given a class prior probability 𝑝𝑝(𝑐𝑐): 

Large within-class distances. 

Small between-class distance. 
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𝑊𝑊 = �𝑝𝑝(𝑐𝑐) ∗ Σ𝑐𝑐
𝑐𝑐

 

However, all class covariances are identical under the above assumptions, therefore 

Σ𝑐𝑐 = Σ for each class c. Thus: 

𝑊𝑊 = Σ�𝑝𝑝(𝑐𝑐)
𝑐𝑐

 

Furthermore, ∑ 𝑝𝑝(𝑐𝑐)𝑐𝑐 = 1 by definition, therefore 𝑊𝑊 = Σ: the within-class variance is 

given by the covariance of the dataset. 

 

The between-class variance is given as follows, as in analysis of variance: 

𝐵𝐵 =
1
𝑘𝑘
�(𝜇𝜇𝑐𝑐 − �̅̅�𝜇)(𝜇𝜇𝑐𝑐 − �̅̅�𝜇)𝑇𝑇
𝑘𝑘

𝑐𝑐=1

 

Where k is the number of classes and �̅̅�𝜇 is the grand mean of the dataset. 

 

The discriminant on a projection matrix 𝑃𝑃 is then: 

𝐷𝐷 =
𝑃𝑃𝑇𝑇B𝑃𝑃
𝑃𝑃𝑇𝑇W𝑃𝑃

 

 

And the optimal projection 𝑃𝑃∗ is given by the eigenvectors corresponding to the largest 

eigenvalues of 𝑊𝑊−1𝐵𝐵, which may be found by classical eigendecomposition strategies; 

e.g. the power method or conjugate gradient descent. 
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The discovered class boundary is shown for the example datasets in Figure 2.13: 

 

(a) 

 

(b) 
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Figure 2.13: Discovered class separability boundaries for the two example datasets. Note 
that (a) the dataset with a large F-ratio is capable of achieving 100% classification 
accuracy, while (b) some points are classified incorrectly when the F-ratio is small. 

 

 

2.3.8 Semi-Discrete Decomposition (SDD) 

 Semi-discrete decomposition (SDD) is a technique used to efficiently create a 

hierarchy of features, and is thus naturally suited for hierarchical clustering or decision 

tree classification problems (O'Leary & Peleg, 1983). In contrast to SVD, SDD only 

approximates the original matrix, even when retaining all values. However, the slight loss 

of accuracy is exchanged for a dramatic gain in space. As shown by Kolda and O’Leary, 

SDD may also be used as an alternate to SVD for performing LSA, obtaining equally 

accurate results in comparable time, but using far less space (Kolda & O'Leary, 1998). It 

is thus useful for text and association rule mining as well. Finally, SDD has the unusual 

property of allowing discovery of more latent factors than exist features in the dataset 

(i.e., r > n) (Skillicorn, 2007, p. 25). 

The rank-r semi-discrete decomposition of an 𝑚𝑚 × 𝑛𝑛 matrix 𝐀𝐀 is given as follows: 

𝐀𝐀 = 𝐗𝐗𝐃𝐃𝐘𝐘T  

 

 Where 𝐗𝐗 is an 𝑚𝑚 × 𝑟𝑟 matrix containing values in {−1,0,1}, 𝐃𝐃 is an 𝑟𝑟 × 𝑟𝑟 diagonal 

matrix containing real values, and 𝐘𝐘T  is an 𝑟𝑟 × 𝑛𝑛 matrix also containing values in 

{−1,0,1}. The value in 𝐗𝐗𝑖𝑖 ,𝑗𝑗  for 1 ≤ 𝑖𝑖 ≤ 𝑚𝑚, 1 ≤ 𝑗𝑗 ≤ 𝑟𝑟, represents the contribution (zero, 
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positive, or negative) of the 𝑖𝑖th feature/term to the 𝑗𝑗th factor/concept, while the value of 

𝐘𝐘𝑖𝑖 ,𝑗𝑗T , for 1 ≤ 𝑖𝑖 ≤ 𝑟𝑟, 1 ≤ 𝑗𝑗 ≤ 𝑛𝑛, represents the contribution of the 𝑖𝑖th 

observation/document to the 𝑗𝑗th factor/concept. The value of 𝐃𝐃𝑖𝑖 ,𝑖𝑖 , for 1 ≤ 𝑖𝑖 ≤ 𝑟𝑟, indicates 

the significance of the 𝑖𝑖th factor. 

 While this decomposition may seem similar to SVD, SDD utilizes a discrete set of 

values and lacks orthonormality guarantees in the projection matrices, giving SDD its 

unique properties: because SDD only stores three possible values in the projection 

matrices, only two bits are required to represent each element. Comparing the storage 

required for a projection matrix to an equal-size matrix containing 64-bit double precision 

elements makes this distinction apparent: SDD would require less space by a factor of 32.  

 

2.3.9 C-U-R Decomposition 

C-U-R decomposition is a particularly useful decomposition for sparse matrices, 

as it performs an approximation by decomposition into low-rank row and column 

matrices that retain the overall structure (and thus the sparseness) of the data. This can be 

contrasted with singular value decomposition, which destroys the sparseness of the 

projected data due to selection of linear combinations of the components that describe the 

largest portion of the data’s variance. However, whereas SVD partitions the dataset into 

linear combinations of singular vectors, C-U-R utilizes the actual rows and columns of 

the dataset. Though C-U-R is not optimal in the same sense that PCA is, it provides an 

approximate minimization of the Frobenius norm between the original dataset and the 
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approximation. Specifically, the approximation error ‖𝐀𝐀 − CUR‖𝐹𝐹  is bounded by a factor 

𝜖𝜖 as follows: 

‖𝐀𝐀 − CUR‖𝐹𝐹 ≤ (1 + 𝜖𝜖)‖𝐀𝐀 − 𝐀𝐀𝑘𝑘‖𝐹𝐹  

 

The C-U-R decomposition is appropriately named. Formally, we define the C-U-

R decomposition of an 𝑚𝑚 × 𝑛𝑛 matrix 𝐀𝐀 as follows: 

𝐀𝐀 ≈ 𝐂𝐂𝐔𝐔𝐂𝐂 

Where 𝐂𝐂 is an 𝑟𝑟 × 𝑛𝑛 matrix containing a sample of rows from 𝐀𝐀, 𝐂𝐂 is an 𝑚𝑚 × 𝑐𝑐 

matrix containing a sample of columns from 𝐀𝐀, and 𝐔𝐔 is a 𝑐𝑐 × 𝑟𝑟 matrix containing the 

indices of each column and row stored in 𝐂𝐂 and 𝐂𝐂. In addition to the previously 

mentioned uses on large sparse matrices, C-U-R decomposition is also suitable for 

obtaining generic low rank approximations and is typically used with a choice of 

parameters such that 𝑟𝑟 ≪ 𝑚𝑚, 𝑐𝑐 ≪ 𝑛𝑛. 

Unlike SVD, the C-U-R decomposition is not unique. Therefore, the choice of 

rows and columns plays a role in its computation and the quality of the resulting 

decomposition. Ideally, columns should be selected to form an independent and 

identically distributed basis and should be selected with repetition (Skillicorn, 2007). 

C-U-R’s primary weakness is its indexed nature: because indexing should be 

performed with replacement, this may potentially result in oversampling of typical 

dataset features and undersampling of outliers and other interesting but uncommon 

trends. However, this is at the same time the source of the C-U-R decomposition’s ability 
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to retain the sparseness of its input, as the returned decomposition will possess similar 

properties and structure to the dataset upon which it was performed. 

Sun, et al. have developed an optimized C-U-R decomposition known as CMD, 

which is able to attain similar accuracy guarantees to C-U-R while operating in one order 

of magnitude less space and time (Sun, Xie, Zhang, & Faloutsos, 2008). Unfortunately, 

neither of these decompositions were able to scale up to the magnitude of our primary 

experimental dataset. 

 



58 
 

2.4 Tensor Decompositions 

 

Roughly speaking, any tensor of order 𝑟𝑟 may be thought of as a tensor product of 

𝑟𝑟 first order tensors. Tensors stored in this form are referred to as Kruskal tensors (see pg. 

18). It is this definition that forms the foundation for most tensor decomposition 

techniques. This formulation is illustrated in Figure 2.14: 

 

(a) 

 

(b) 

 

Figure 2.14: Order (a) 2 and (b) 3 tensors as products of order-1 tensors. 

 

𝒜𝒜 = 

𝑤𝑤 

𝑣𝑣 

𝑢𝑢 

= 

𝑣𝑣 

𝑢𝑢 𝐀𝐀 
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2.4.1 Tucker Decomposition 

The Tucker decomposition is a non-unique generalization of matrix factor 

analysis techniques, including the singular value decomposition. Many important tensor 

decompositions, such as Tucker3, HOSVD, and tensor PCA, are derived from or related 

to it, and its non-uniqueness and rotational invariance is sometimes desirable (though 

often we would prefer a unique rotationally fixed decomposition such as PARAFAC). 

The Tucker decomposition of an order-𝑚𝑚 tensor 𝒜𝒜 is given in terms of mode products of 

a core tensor 𝒢𝒢 and a set of orthonormal projection matrices 𝐔𝐔1,𝐔𝐔2, …𝐔𝐔𝑚𝑚  which each 

project the corresponding mode of 𝒜𝒜. That is, 

𝒜𝒜 = 𝒢𝒢 ×1 𝐔𝐔1 ×2 𝐔𝐔2 ×3 … ×𝑚𝑚 𝐔𝐔𝑚𝑚  

Or, more concretely, 

𝒜𝒜𝑖𝑖1,…,𝑖𝑖𝑚𝑚 = 𝒢𝒢 � 𝐔𝐔1,𝑖𝑖1,𝑗𝑗1 ∗
𝑗𝑗1,…,𝑗𝑗𝑚𝑚

𝐔𝐔2,𝑖𝑖2,𝑗𝑗2 ∗ … ∗ 𝐔𝐔𝑚𝑚 ,𝑖𝑖𝑚𝑚 ,𝑗𝑗𝑚𝑚  

The Tucker decomposition may be computed in such a manner that the core 

tensor is diagonal or the projection matrices are orthonormal, but not both (Kolda & 

Bader, 2007). The constraint of orthonormality also makes the decomposition a high-

order singular value decomposition, while decompositions that impose a diagonal 

structure on the core tensor are referred to solely as Tucker decompositions. 

When 𝑛𝑛 = 𝑚𝑚, this decomposition simply becomes a change of basis. However, if 

𝑛𝑛 < 𝑚𝑚, we may achieve an optimal approximation by finding the decomposition that 

minimizes error (‖𝒜𝒜 − 𝒢𝒢 ×1 𝐔𝐔1 ×2 𝐔𝐔2 ×3 … ×𝑚𝑚 𝐔𝐔𝑚𝑚‖, where ‖ represents a choice of 
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norm) while retaining the constraint of orthonormal projection matrices. As the 

orthonormality constraint is required, such a decomposition will be a HOSVD. 

The Tucker decomposition is illustrated as it would be performed on a real-valued 

fMRI dataset of subjects performing motor tasks in Figure 2.15: 

 

𝓧𝓧 = 𝚺𝚺 × 𝐔𝐔𝟏𝟏 × 𝐔𝐔𝟐𝟐 × 𝐔𝐔𝟑𝟑 

Figure 2.15: Illustration of a third order Tucker decomposition. The core tensor contains 
concept strengths, while the projection matrices represent mode-to-concept similarities. 

 

Kolda and Sun (Kolda & Sun, 2008) have recently devised an optimized 

“memory efficient Tucker” (MET) decomposition with significantly reduced storage 

requirements on sparse tensors. Under these assumptions, the computation is exact, not 

an approximation. As our experimental dataset is both sparse and large, we will primarily 

use this variant when we refer to the Tucker decomposition in our experiments. 
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2.4.2 High-Order Singular Value Decomposition (HOSVD) 

 High-Order Singular Value Decomposition, or HOSVD, is a generalization of 

singular value decomposition from matrices to tensors of arbitrary order. It may also be 

considered a specialization of the Tucker decomposition in which the projection matrices 

are unitary. 

Let 𝒜𝒜 denote an order-𝑟𝑟 tensor of dimensionality 𝑑𝑑. HOSVD factors 𝒜𝒜 into 𝑟𝑟 

projection matrices, denoted 𝐔𝐔1, … ,𝐔𝐔𝑟𝑟  and consisting of the singular vectors on each 

mode, and one core tensor, as follows: 

 

𝒜𝒜 = 𝒢𝒢 ×1 𝐔𝐔1 ×2 𝐔𝐔2 ×3 … ×𝑟𝑟 𝐔𝐔𝑟𝑟  

 

Where each 𝐔𝐔𝒊𝒊 is a 𝑑𝑑𝑖𝑖 × 𝑑𝑑𝑖𝑖  projection matrix and 𝒢𝒢 is an 𝑟𝑟 × 𝑟𝑟 non-negative core tensor 

(as in traditional SVD, this is considered a “compact” form of HOSVD). As in the Tucker 

decomposition, while the projection matrices can be column orthonormal or the core 

tensor can be diagonal, both conditions cannot simultaneously be true (Kolda & Sun, 

2008). HOSVD is the result of selecting a decomposition that guarantees orthonormality, 

while making the opposite choice would result in a generic Tucker decomposition. A 

similar technique is used in facial recognition by Vasilescu and Terzopoulos (Vasilescu & 

Terzopoulos, 2002). 
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2.4.3 PARAFAC / CANDECOMP 

 Parallel factor analysis (PARAFAC), also called canonical decomposition 

(CANDECOMP) and the CP decomposition, is a multilinear generalization of PCA (De 

Lathauwer, De Moor, & Vandewalle, 2000). It was independently discovered in 1970 as 

PARAFAC by Harshman (Harshman, 1970) and CANDECOMP by Carrol and Chang 

(Carroll & Chang, 1970). The PARAFAC decomposition expresses an order-𝑟𝑟 tensor 𝒜𝒜 

as the sum of products of individual factors. The number of factors f to decompose into is 

a parameter passed to the algorithm, similar to the number of held singular values in 

SVD. The decomposition is given by the following equation: 

𝒜𝒜𝑖𝑖 = ��𝐮𝐮i1,j
(1) ∘ 𝐮𝐮i2,j

(2) ∘ … ∘ 𝐮𝐮i𝑟𝑟 ,j
(r)� + 𝝈𝝈𝒊𝒊

𝑓𝑓

𝑗𝑗=1

 

 Note that, in contrast with the Tucker decomposition, PARAFAC does not factor 

into a core tensor. The resulting matrices 𝐔𝐔(1),𝐔𝐔(2), … ,𝐔𝐔(𝑟𝑟) contain factor loadings on 

each mode of the tensor, each containing the jth factor’s loadings in the jth column. The 

𝑟𝑟-element vector 𝝈𝝈 represents a series of residual terms, which are minimized in the 

process of computing the PARAFAC decomposition. Also in contrast to Tucker and PCA, 

PARAFAC is both unique and sensitive to rotation. 

 

The decomposition may also be expressed more clearly using tensor products: 

𝒜𝒜 = �𝜆𝜆𝑖𝑖𝐔𝐔:,𝑖𝑖
(1) ⊗𝐔𝐔:,𝑖𝑖

(2) ⊗ …⊗𝐔𝐔:,𝑖𝑖
(𝑟𝑟)

𝑓𝑓

𝑖𝑖=1
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An illustration of the PARAFAC decomposition is shown in Figure 2.16: 

 

 

Figure 2.16: An example of a third-order PARAFAC decomposition, which expresses a 
tensor as a sum of 3 first order products (scaled by elements of  𝝀𝝀�⃗ ). 

 

 PARAFAC has been used with much success in chemometrics, particularly using 

the partial least squares approach (Niazi & Mohammad, 2006; Bro, 1996; Niazi & 

Yazdanipour, 2007). Approaches for computing PARAFAC and SVD are discussed in 

Chapter 4. The PARAFAC model has also been recently used in EEG (Acar, Aykut-

Bingol, Bingol, Bro, & Yener, 2007) and MRI (Zheng, Hasegawa-Johnson, & Pizza, 

2003) analysis. 

 

2.4.4 Tensor CUR 

Mahoney, Maggioni, and Drineas have extended the concept of CUR 

decomposition to tensors (Mahoney, Maggioni, & Drineas, 2006). The underlying 

𝒜𝒜 = 

𝑤𝑤1 

𝑣𝑣1 

𝑢𝑢1 

𝑤𝑤2 

𝑣𝑣2 

𝑢𝑢2 

𝑤𝑤3 

𝑣𝑣3 

𝑢𝑢3 

+ + 
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technique remains similar; however, the matrix product is replaced with a mode product 

on the 𝑖𝑖th mode. Thus, tensor CUR is performed as follows: 

𝒜𝒜 ≈ 𝒞𝒞 ×𝑖𝑖 𝒰𝒰𝐂𝐂 

If 𝒜𝒜 is a tensor of order 𝑟𝑟, 𝒞𝒞 will then be a tensor of order 𝑟𝑟 − 1 containing a set 

of sampled slices on mode 𝑖𝑖, 𝐂𝐂 will be a matrix (second order tensor) containing a set of 

sampled fibers on mode 𝑖𝑖, and 𝒰𝒰 will be a tensor containing the indices of the captured 

slices and fibers. The properties and applications of tensor CUR are similar to those of 

traditional CUR. 

 

2.4.5 Unfold, Analyze, Fold 

Though not a true decomposition, a simple tensor analysis technique is to unfold 

the tensor into a matrix, perform the analysis on the lower dimensional data, and fold the 

resulting matrix back into a tensor. This method has the advantages of simplicity and easy 

adaptation from the wide body of matrix analysis methods available in the literature. 

However, unless used with higher-order algorithms which explicitly utilize matrix 

computation to determine tensor structure (such as PARAFAC-ALS), algorithms used 

with matricization cannot exploit the higher-order structure of the tensor – what they 

actually operate on is a matrix. Moreover, the folding and unfolding operations may carry 

an additional performance penalty. This technique is particularly useful when applying a 

single algorithm to each mode of a tensor successively, such as in multidimensional 
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wavelet decomposition (see Figure 6.2), as it is trivial to rotate the tensor in its matricized 

form. 

 

2.5 Wavelets 

 

Wavelets are spectral analysis tools capable of emphasizing patterns in frequency 

or scale space and exploiting spatiotemporal correlations between neighboring voxels. 

Wavelets have been applied to a wide variety of domains, including shape recognition 

(Eom, 1998), time-series analysis (Chan & Fu, 1999), musical analysis (Evangelista, 

2001), and computer-aided diagnosis (Ruttimann, et al., 1998; Dinov, Boscardin, Mega, 

Sowell, & Toga, 2005; Mohamed, et al., 2000). 

Wavelet analysis permits decomposition into scaled and translated copies of a 

function known as the “mother wavelet”, denoted ψ. This carries the additional advantage 

of localization in space as well as frequency. Furthermore, it allows us to speak of scale: 

multiresolution analysis may be performed simply by varying the scale parameter. These 

“daughter wavelets” can be obtained from the continuous wavelet transform, which is 

given by the following formula: 

𝛾𝛾(𝑠𝑠, 𝑡𝑡) =
1

�|𝑠𝑠| 
� Ψ�

𝑥𝑥 − 𝑡𝑡
𝑠𝑠

�
∗
𝑓𝑓(𝑥𝑥)𝑑𝑑𝑥𝑥

∞

−∞
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Where * denotes the complex conjugate operation, s denotes the scaling parameter, t 

denotes the translation parameter, ψ denotes the mother wavelet, and f(x) denotes the 

original signal. 

 However, many applications within the realm of machine learning and computing 

in general are discrete, in which case the continuous wavelet transform is inappropriate. 

In such cases, we may use the discrete wavelet transform, which convolves a signal x 

with a low and high pass filter at each level (L[n] and H[n], respectively) and 

downsamples each band by a factor of 2, as shown in Figure 2.17: 

 

 

Figure 2.17: A single level wavelet decomposition. Note that with certain 
wavelets, a perfect reconstruction is possible despite downsampling. 

 

Multilevel wavelet decomposition (where each level represents a successively 

smaller resolution of analysis) may then be performed through a process known as 

cascading, in which a Mallat tree of successive filter banks is assembled by chaining 

successive filters to the approximation coefficients, as shown in Figure 2.18: 

x[n] 
L[n] 

H[n] 

2 Approximation coefficients 

2 Detail coefficients 
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Figure 2.18: Cascading two single-level decompositions to form a 2-level 
wavelet decomposition. 

 

A multidimensional wavelet transform may also be constructed from a series of 

1D wavelet transforms in a similar manner, but rotating the tensor between levels. For 

example, a 2-dimensional wavelet transform may be performed by acquiring wavelet 

coefficients from the rows and reapplying the wavelet transform on the columns. The 

complete algorithm for this process is utilized in our implementation of WaveCluster and 

is presented in Section 6.2. As we utilize higher-order structures extensively in our 

analysis, this is a critical property. 

Another important variation on this method applicable to our work is the 

stationary wavelet transform (SWT), in which the high and low pass filters are upsampled 

by a factor of 2 instead of downsampling the signal. This is very useful when working 

with algorithms which utilize a mapping between untransformed and wavelet-

transformed space, such as WaveCluster, as downsampling may invalidate the indices 

stored within the map. 
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 Figure 2.19 displays an example of a single fMRI slice (with spatial k-means 

clusters highlighted) and the 4D linearized 3-level wavelet decomposition of the volume 

of which this slice is a part: 

 

 

Figure 2.19: Multilevel wavelet decomposition of an fMRI volume. 

 

2.6 WaveCluster 

 

The WaveCluster algorithm was introduced by Sheikholeslami, Chatterjee, and 

Zhang (Sheikholeslami, Chatterjee, & Zhang, 2000). WaveCluster is a grid and density-

based clustering technique that is unique for performing clustering directly in a wavelet-

transformed feature space. This property makes it an ideal starting point for developing a 

clustering method using our TWave methodology. Specifically, the WaveCluster 

algorithm: 
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• Quantizes data to a grid, using the count of each grid cell in place of the original data. 

• Applies a wavelet transformation using a hat-shaped wavelet (such as the (2,2) or 

(4,2) biorthogonal wavelets), retaining the approximation coefficients and 

emphasizing regions in which points cluster. 

• Thresholds cells in the transformed space. Cells with values above a user specified 

density threshold are considered “significant”. 

• Applies a connected component algorithm to the significant cells to discover and 

label clusters. 

• Maps the cells back to the original data using a lookup table built during quantization. 

 

WaveCluster is optimally efficient (𝑂𝑂(𝑛𝑛)) as well as very fast in practice, can 

discover the boundaries of complex shapes, and natively supports multiresolution 

analysis. Unlike k-means, which converges to a local optimum based on the starting 

positions of cluster centroids, WaveCluster is deterministic. Furthermore, WaveCluster is 

adept at identifying outliers, as hat-shaped wavelets suppress boundary cells while 

emphasizing cluster centers. This property has been used in an outlier detection method 

known as FindOut subsequently developed by the authors (Yu, Sheikholeslami, & Zhang, 

2002). However, WaveCluster is primarily a spatial clustering method and is difficult to 

adapt to temporal clustering or other more complex clustering domains. Due to the use of 

a connected component algorithm, it is not capable of running on categorical modes 

where meaningful neighborhoods may not exist. As originally presented, it requires 

binary data and cannot be used to cluster real-valued datasets without thresholding. The 
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WaveCluster algorithm is also poorly suited to the medical imaging domain due to its 

grid nature, which imposes a quantization error, potentially causing a very large partial 

volume effect and thus making exact determination of cluster margins difficult (in 

Section 6.4 we prevent a novel method which corrects for this). In applications such as 

lesion segmentation, precise determination of margins is critical to correct diagnosis, 

staging, and treatment, and the quantization error introduced by a rectangular grid may be 

unacceptable. Additionally, although WaveCluster benefits from the lack of a parameter 

representing the number of clusters, we observed a great deal of sensitivity to the cell 

significance threshold parameter in our experiments. More fundamentally, the 

WaveCluster algorithm is not capable of identifying clusters with large discontinuities, 

such as may be sought in analysis of spatiotemporal functional imaging data 

(Sheikholeslami, Chatterjee, & Zhang, 2000). 

The WaveCluster algorithm is shown visually in Figure 2.20: 
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Figure 2.20: Illustration of the WaveCluster algorithm. 
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2.7 Vector Quantization and Lloyd Iteration 

 

Vector Quantization, traditionally an image compression technique, may also be 

used to extract image texture descriptors through application of the keyblock image 

encoding on image data (Zhu, Rao, & Zhang, 2002). We have previously used Vector 

Quantization in this context to directly analyze images of the brain (Barnathan, et al., 

2008) and breast (Barnathan, Zhang, Kontos, Bakic, Maidment, & Megalooikonomou, 

2008) and as the basis for a web-accessible context-based image retrieval system for 

medical imaging (Barnathan, Zhang, & Megalooikonomou, 2008). In this work we will 

primarily use this technique in the preprocessing step of a novel robust implementation of 

WaveCluster, which we call “Lloyd+WaveCluster” (see Section 6.4). 

The keyblock approach decomposes each image into equi-size blocks and uses 

VQ to represent each block with the closest codeword from a codebook. First, given a 

fixed block size, each image is decomposed into a number of small blocks. Each block 

contains features of the sub-area of its corresponding image. Based on such blocks from 

different images, a codebook containing keyblocks is generated. In order to generate the 

codebook, the Generalized Lloyd Algorithm (GLA), which produces a “locally optimal” 

codebook based on the nearest neighbor and the centroid conditions, is used. This 

algorithm is also used in k-means clustering and is given as follows: 

 



73 
 

Given a codebook Cm = {yi}, an improved codebook Cm+1 is generated by 

partitioning a training sequence T into cells Ri according to the Nearest Neighbor 

Condition: 

 

Ri={x : d(x,yi) ≤ d(x,yj);  ∀ j≠i} 

 

where d(x,y) is the distortion between x and y and is typically computed via the 

Mean Squared Error. Intuitively, this condition specifies that no two neighbors x and y 

may quantize to the same codeword if there exists a nearer neighbor of x that does not 

quantize to that codeword. The new codebook Cm+1 is then configured with the centroids 

of the new cells (the centroid condition): 

 

Cm+1={cent(Ri)} 
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The algorithm then calculates the average distortion of Cm+1, denoted Dm+1 and 

typically measured using MSE, and stops if the fractional drop: 

 

(Dm – Dm+1) / Dm 

 

is below a user-defined threshold. Otherwise, the algorithm runs again. 

 

Thus, GLA starts with an initial codebook and converges upon a local optimum 

by iteratively applying the two conditions until the average distortion drops below a 

given threshold. Once the codebook is computed, each image is decomposed into blocks, 

then for each block, the closest entry in the codebook is located and the corresponding 

index is stored. In such a way, each image is represented as a vector of frequencies of 

keyblock (codeword) appearance. This process results in a compressed representation of 

the image, primarily emphasizing image texture. Reconstruction may be performed by 

substituting the discovered codewords back into the image. This procedure is shown on a 

galactogram of the human breast in Figure 2.21: 
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  (a)    (b)    (c) 

Figure 2.21: Vector quantization on an x-ray galactogram of the human breast, depicting 
(a) a region of interest, (b) part of the codebook generated by the GLA algorithm, and (c) 
the quantized representation of the ROI. The codeword usage histogram may be used as a 
descriptor of image texture. 

 

The Visual Vocabulary, or ViVo, approach (Bhattacharya, et al., 2005) is an 

alternative procedure with several similarities to the keyblock approach. The general idea, 

as in the keyblock approach, is to decompose ROIs into a series of equally-sized blocks 

(or “tiles”). However, rather than using a codebook, the ViVo approach uses feature 

extraction techniques such as PCA or ICA to obtain ROI texture descriptors. 
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CHAPTER 3 

REPRESENTING TENSORS IN MATLAB 

 

As our research and experiments were performed using the Matlab programming 

language, we devote this chapter to the representation and analysis of tensors in Matlab. 

In particular, we will discuss Matlab’s native support for multidimensional arrays (as of 

the date of publication) and compare it to a third party “tensor toolbox” by Bader and 

Kolda (Bader & Kolda, 2006a; Bader & Kolda, 2006b; Bader & Kolda, 2007). An 

additional “N-way toolbox” has also been written by Andersson and Bro (Andersson & 

Bro, 2000). 

 

3.1 Native Support in Matlab 

 

The natural approach is to represent tensors as generic multidimensional arrays in 

Matlab, with operations such as extracting slices and fibers performed by the colon 

operator. For example, we can extract a fiber on the first mode from a random 20x20x20 

tensor 𝒜𝒜 using the following Matlab code: 
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function [fiber] = fiber1() 
A = rand(20, 20, 20); 
fiber = A(:,1,1); 

end 

 

Similarly, a slice may be extracted as follows: 

function [slice] = slice1() 
A = rand(20, 20, 20); 
slice = A(:,:,1); 

end 

 

Matlab also supports matrix operations from which tensor operations can be built, 

such as the Kronecker product: 

 

AkB = kron(A,B); 

 

However, while this representation works well for simple operations, it is 

potentially inefficient in scenarios such as the representation of sparse tensors and fails to 

take the properties of specially-structured tensors, such as Kruskal and Tucker tensors, 

into account. Additionally, Matlab does not natively support complex tensor operations or 

decompositions, such as tensor products, n-mode products, and Tucker decomposition, 

requiring implementation of these techniques from scratch if this approach is used. These 

represent major shortcomings that make Matlab’s native multidimensional arrays a poor 

choice for our experiments. 
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3.2 The Tensor Toolbox 

 

To resolve these issues, we utilize the freely-available tensor toolbox developed 

by Bader and Kolda (Bader & Kolda, 2007) to represent tensor data. This library 

implements a tensor structure as well as common tensor operations and decompositions, 

such as the tensor product, mode product, and Tucker decomposition. 

 

3.2.1 Standard Tensors 

For example, to find the fibers on mode 1 of a random 20x20x20 tensor using the 

tensor toolbox, we can issue the following commands: 

 

function [fiber] = fiber1() 
A = tensor(rand(20, 20, 20)); 
fiber = A(:,1,1); 

end 

 

Comparing this method to the previous one, we see that the operation of slicing a 

tensor is nearly-transparent: all that is required is a call to the tensor function wrapped 

around the data. The colon operator functions as expected. 
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However, the key advantage of this toolbox is not readily apparent until we wish 

to perform complex tensor operations, such as a mode product. Let us use the example 

from the previous section: 

𝒜𝒜 = ��1 2
3 4� , �5 6

7 8�� ,𝐁𝐁 = �4 1
2 8� 

We can compute the mode-1 product with the following code: 

 

function [modeproduct] = mode1() 
A = tensor; 
A(:,:,1) = [1 2; 3 4]; 
A(:,:,2) = [5 6; 7 8]; 
 
B = [4 1; 2 8]; 
 
modeproduct = ttm(A,B,1); 

end 

 

The result is a tensor object containing the elements �� 7 12
26 36� , �27 32

66 76��, 

matching the results shown in Section 2.2.4. 

 

Similarly, a full tensor product may be performed as follows: 
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function [tensorproduct] = tenprod() 
A = tensor; 
A(:,:,1) = [1 2; 3 4]; 
A(:,:,2) = [5 6; 7 8]; 
 
B = tensor([4 1; 2 8]); 
 
tensorproduct = ttt(A,B);  

end 

 

3.2.2 Sparse Tensors 

Another advantage of the tensor toolbox over Matlab is its support for sparse 

tensor data through an “sptensor” class. Sparse tensors are declared and used in the 

following manner: 

Suppose we wished to declare a 500 × 500 × 500 tensor 𝒮𝒮 with zeros 

everywhere except for the very last element in the tensor, i.e. 

𝒮𝒮 = ��
0 ⋯ 0
⋮ ⋱ ⋮
0 ⋯ 0

� , … ,�
0 ⋯ 0
⋮ ⋱ ⋮
0 ⋯ 1

��. We could declare a simple tensor or a 3-

dimensional array in Matlab, but that would require storing 5003 = 125,000,000 

elements! Sparse multidimensional arrays would solve this problem, but are not currently 

supported within Matlab. A better solution is to declare a sparse tensor: 

S = sptensor([500, 500, 500], [1]); 

The toolbox then uses only the storage required for the single nonzero element at 

𝒮𝒮500,500,500 , rather than that required to store the entire tensor. As new elements are 

assigned nonzero values, the sparse tensor will grow to accommodate them. Of course, if 
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an operation such as 𝒮𝒮 = 𝒮𝒮 + 1 is carried out, the entire tensor will be allocated at once, 

potentially causing a large run-time delay while allocation is performed. The 

functionality and use of a sparse tensor is otherwise identical to that of a standard tensor. 

 

3.2.3 Decomposed Kruskal and Tucker Tensors 

The tensor toolbox also has the useful ability of being able to store tensors given 

by their Kruskal or Tucker decomposed forms (see pg. 18). The respective constructors 

are ktensor and ttensor. Both are variadic. ktensor accepts one 𝑘𝑘 element 

scaling vector 𝜆𝜆 followed by any number of 𝑘𝑘 column matrices representing components 

forming the basis of the tensor, while ttensor accepts a core tensor 𝒢𝒢 followed by any 

number of matrices representing terms in the mode product (and, by consequence, terms 

in the Tucker decomposition). 

 

3.2.4 Matricized Tensors 

Finally, the tensor toolbox has the ability to store tensors directly in matricized 

form and to perform matricization directly through the tenmat command. In addition to 

the tensor data, the tenmat command requires an array of modes to map to the rows of 

the matrix, with the remainder mapped to the columns. Variations allow direct 

specification of the column mappings as well. The matricized tensor may be folded back 

into its tensor representation through invocation of the tensor constructor: 
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A = tensor; 
A(:,:,1) = [1 2; 3 4]; 
A(:,:,2) = [5 6; 7 8]; 

 
isequal(tensor(tenmat(A, 2)), A)  %Returns true. 

 

Algorithms utilizing the “unfold, analyze, fold” paradigm are thus supported by 

the tensor toolbox. The tensor toolbox also supports an sptenmat command for 

matricization of sparse tensors. These matrices may be folded into sparse tensors again 

through invocation of the sptensor command. 
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CHAPTER 4 

COMPUTING SVD AND PARAFAC 

 

Several strategies are employed in the computation of common tensor 

decompositions, including alternating least squares (ALS), partial least squares (PLS), 

and semidiscrete optimization. Though the computation of each decomposition is 

tangential to the contributions made in this work (we are more concerned with using the 

decomposed matrices in multi-step frameworks), we include a brief presentation of basic 

strategies for computing SVD and PARAFAC as background material. For interested 

readers, Tomasi and Bro present an excellent and thorough review of common strategies 

for computing PARAFAC and a comparison of their performance characteristics (Tomasi 

& Bro, 2006). 

 

In all cases, the objective function to minimize is the reconstruction error. Thus, 

for an order-r tensor 𝒜𝒜, the objective function to be minimized when computing the a c-

concept PARAFAC decomposition is: 

𝑓𝑓�𝐔𝐔(1),𝐔𝐔(2), … ,𝐔𝐔(𝑟𝑟)� = �𝒜𝒜 − �̂�𝒜�
𝐹𝐹

= �𝒜𝒜 −�𝐔𝐔:,𝑖𝑖
(1) ⊗𝐔𝐔:,𝑖𝑖

(2) ⊗ …⊗𝐔𝐔:,𝑖𝑖
(𝑟𝑟)

𝑐𝑐

𝑖𝑖=1

�
𝐹𝐹

 

Similarly, the Tucker decomposition’s objective function is: 

min ‖𝒜𝒜 − 𝒢𝒢 ×1 𝐔𝐔1 ×2 𝐔𝐔2 ×3 … ×𝑚𝑚 𝐔𝐔𝑚𝑚‖ 

 



84 
 

4.1 SVD Computation via Eigendecomposition 

 

Many optimized SVD computations exist (Brand, 2006; Stewart, 1993; Artac & 

Jogan, 2002; Pan, Zhang, & Wang, 2008; Sarwar, Karypis, Konstan, & Riedl, 2002) and 

it is outside of the scope of this work to discuss them all in detail. However, to justify the 

SVD and to place it in the larger context of spectral matrix factorizations, we will present 

a basic algorithm for computing the full SVD using eigendecomposition: 

 

To compute the singular value decomposition 𝐀𝐀 = 𝐔𝐔𝚺𝚺𝐕𝐕𝐓𝐓: 

 

1. Compute the eigenvalues 𝜆𝜆 of 𝐀𝐀𝐀𝐀𝐓𝐓 or 𝐀𝐀𝐓𝐓𝐀𝐀 (their eigenvalues are identical). 

2. Let 𝜆𝜆′ = 𝑠𝑠𝑜𝑜𝑟𝑟𝑡𝑡_𝑑𝑑𝑒𝑒𝑠𝑠𝑐𝑐𝑒𝑒𝑛𝑛𝑑𝑑𝑖𝑖𝑛𝑛𝑑𝑑(|𝜆𝜆|). Let 𝚺𝚺i,i = �𝜆𝜆′𝑖𝑖 . Let 𝚺𝚺i,j = 0 for all 𝑖𝑖 ≠ 𝑗𝑗. 

3. Let 𝐕𝐕𝐢𝐢,: be the eigenvector of 𝐀𝐀𝐓𝐓𝐀𝐀 corresponding to the eigenvalue 𝜆𝜆𝑖𝑖′ . 

4. Let 𝐔𝐔𝐢𝐢,: be the eigenvector of 𝐀𝐀𝐀𝐀𝐓𝐓 corresponding to the eigenvalue 𝜆𝜆𝑖𝑖′ . 

 

If 𝐀𝐀 is large, it may be undesirable to compute both 𝐀𝐀𝐓𝐓𝐀𝐀 and 𝐀𝐀𝐀𝐀𝐓𝐓. In this case, it may be 

more efficient to obtain 𝐔𝐔 algebraically using 𝚺𝚺 and 𝐕𝐕: 

 

As 𝐀𝐀 = 𝐔𝐔𝚺𝚺𝐕𝐕𝐓𝐓, 𝐔𝐔 = 𝐀𝐀(𝐕𝐕𝐓𝐓)−𝟏𝟏𝚺𝚺−𝟏𝟏. Recall that 𝐕𝐕 is unitary. Therefore, 𝐕𝐕𝐕𝐕𝐓𝐓 = 𝐕𝐕𝐓𝐓𝐕𝐕 = 𝐈𝐈𝑛𝑛  

and 𝐕𝐕−𝟏𝟏 = 𝐕𝐕𝐓𝐓. Thus 𝐔𝐔 = 𝐀𝐀𝐕𝐕𝚺𝚺−𝟏𝟏. 
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𝚺𝚺 is diagonal, thus 𝚺𝚺𝑖𝑖 ,𝑗𝑗−1 = �
1
𝚺𝚺𝑖𝑖 ,𝑗𝑗

, 𝑖𝑖 = 𝑗𝑗

0, 𝑖𝑖 ≠ 𝑗𝑗
�. 

 

4.2 Alternating Least Squares 

 

 Alternating least squares is a classical technique and was used by Carroll and 

Chang in their formalization of CANDECOMP (Carroll & Chang, 1970). The algorithms 

for computing Tucker and CANDECOMP/PARAFAC decompositions using alternating 

least squares are known as Tucker-ALS and PARAFAC-ALS (sometimes CP-ALS), 

respectively. The algorithm is provided for third order tensors in (Acar & Yener, 2009; 

Bader & Kolda, 2006a) and is stated in its general form below: 

 

1. Given an order-𝑟𝑟 tensor 𝒜𝒜, declare a set of projection matrices 𝐔𝐔(1),𝐔𝐔(2), … ,𝐔𝐔(𝑟𝑟). 

2. Let 𝑖𝑖 = 1. 

3. Holding all other matrices constant, solve the following equation for 𝐔𝐔(𝑖𝑖): 

𝐔𝐔(𝑖𝑖) = 𝒜𝒜(𝑖𝑖) � �  𝐔𝐔(𝑗𝑗 )

𝑗𝑗=1..𝑟𝑟  ∧𝑗𝑗≠𝑖𝑖

�� � �𝐔𝐔(𝑗𝑗 )�
𝑇𝑇
𝐔𝐔(𝑗𝑗 )

𝑗𝑗=1..𝑟𝑟  ∧𝑗𝑗≠𝑖𝑖

�

†

 

 

Where ⨀ represents the n-ary Khatri-Rao product, † represents the Moore-

Penrose pseudoinverse, and 𝒜𝒜(𝑖𝑖) represents the matricized form of 𝒜𝒜 on mode i. 
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4. Repeat for all 𝑖𝑖 from 1 to 𝑟𝑟 until convergence is attained. 

 

While this algorithm is popular because it improves convergence at each iteration, 

it has the disadvantage of inefficiency: on some datasets, hundreds or even thousands of 

iterations may be required for convergence. 
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CHAPTER 5 

DATASETS 

 

Our primary medical imaging dataset consists of 44 groups of 4D 

(spatiotemporal) functional magnetic resonance images of 11 subjects, each performing 4 

simple digital opposition motor tasks: left finger-to-thumb, right finger-to-thumb, left 

squeeze, and right squeeze. Tasks were performed once every 20 time points (60 seconds) 

over a 360 second period; this periodicity was easily noted in temporal analysis, 

particularly in the finger-to-thumb motor tasks, as shown in Figure 5.1. Subjects 2 and 8 

are left handed; all others are right-handed. The dataset for each subject performing each 

task consists of 120 79x95x69 fMRI images taken at 3 second intervals. Therefore, the 

total dataset may be represented by an order-6 tensor of dimensionality 79 × 95 × 69 ×

120 × 4 × 11. The total dataset size was 9.3 GB. 

 

Figure 5.1: BOLD activation in Subject 2 while performing the left finger-to-
thumb task. Task-related periodicity is highly pronounced. 

 



88 
 

Scanning was done using a 1.5 Tesla General Electric Imager. Initially T1-

weighted axial structural images were acquired covering the entire brain parallel to the 

AC-PC line. The imaging parameters were: matrix size = 512*512, TR = 700 msec, FOV 

= 22 cm, slices = 26, slice thickness = 5mm. Then fMRI images were acquired with an 

echo planar gradient echo (EPI) pulse sequence at the same locations as the structural 

images. The imaging parameters were: matrix size = 64*64, TR = 3 sec, TE=50ms, FOV 

= 22 cm, slices = 26, slice thickness = 5mm. Images are represented in radiological 

coordinate orientation. A CSF mask is generated from a T1 atlas; voxels that fall within 

the CSF mask are zeroed, thus avoiding the partial volume effect and adding a significant 

amount of sparseness to our dataset. 

The individual voxels in the dataset may be clustered and linearized as a 1D time 

series, as performed in (Kontos, Megalooikonomou, Ghubade, & Faloutsos, 2003). A 

similar strategy may also be used to differentiate between activations in different tissue 

types with a high degree of accuracy (Barnathan, et al., 2008). 

We also make a comparative study of tensor techniques on the MNIST (Lecun, 

Bottou, Bengio, & Haffner, 1998) handwritten digit recognition dataset. The image 

features of this dataset are inherently low-order and are analyzed as such to assess the 

behavior of high-order techniques relative to their low-order counterparts on a low-order 

dataset; however, it is possible to derive high order features from this dataset and analyze 

them using tensor models, as performed in (Savas, 2003). 
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CHAPTER 6 

TWAVE: A HIGHER-ORDER DATA MINING FRAMEWORK 

 

6.1 Combining Wavelet and Tensor Approaches to Address Spatial Locality 

 

6.1.1 Preprocessing 

Our methodology makes use of both wavelets and tensors. Because 

spatiotemporal data tends to exhibit a high degree of spatial locality, the spatiotemporal 

modes of the dataset are first preprocessed using an m-dimensional discrete wavelet 

transform (obtained through cascading), where m is the number of spatiotemporal modes. 

We utilized the Daubechies-4 wavelet in all techniques except for clustering. Clustering 

was performed using the (2,2) and (4,4) biorthogonal wavelets, which emphasize dense 

regions of points while simultaneously suppressing sparse neighborhoods. We then 

linearized the wavelet coefficients to form a vector representing all spatiotemporal voxels 

in the dataset, reducing the order of the tensor by 𝑚𝑚 − 1 and improving performance of 

the techniques. Without using wavelets, such a linearization technique would fail to 

capture spatial locality patterns and would destroy vital neighborhood information in the 

dataset. Furthermore, PARAFAC and other decompositions are fundamentally unaware of 

spatiotemporal neighborhood relations even in the absence of linearization (a property 

which allows them to be used on categorical data, but which makes them less useful for 

any sort of voxelwise image data). However, encoding the wavelet coefficients 
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circumvents this issue, as each wavelet coefficient is the result of a convolution on its m-

dimensional neighborhood. Thus no false neighborhoods are created when the dataset is 

linearized – all neighborhood information is already captured in the wavelet coefficients 

and PARAFAC will not discover more. 

Thus the primary purpose of wavelet decomposition is to make the analysis 

neighborhood-aware, though the excellent fidelity of wavelet compression provides a 

compelling secondary motivation. This ability to measure the concept strengths of entire 

neighborhoods in the dataset rather than of individual voxels likely constitutes a principal 

reason for the high accuracy of wavelet-based techniques, even in the absence of further 

tensor analysis (see Table 7.1). In this way, entire spatiotemporal volumes may be 

modeled as individual data points in concept space and clustered by the frequency of 

occurrence of specific neighborhood activation patterns. 

The remaining modes of the tensor are left in place after the spatiotemporal 

wavelet coefficients are linearized, resulting in an order 𝑟𝑟 − 𝑚𝑚 + 1 tensor. Per-subject 

mean fMRI volumes are subtracted from each image, as we found that task-specific 

deviations from the mean yielded improved separability on handedness. The columns 

were then centered to have means of 0. PARAFAC was performed using alternating least 

squares and the resulting projection matrices (each representing similarities between a 

single mode of the tensor and a common set of latent concepts) were analyzed. 
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Because the concepts are held in common across all modes, so is the space onto 

which each mode is projected (see Figure 2.11). Thus the purpose of the tensor 

decomposition step is to integrate inter-modal reasoning and conceptual abstraction. 

The fewer the number of concepts, the greater the degree of abstraction but also the 

greater loss of dataset fidelity.  

Affinities between modes of the decomposed tensor may thus be ranked directly 

against each other using a metric such as cosine or Tanimoto similarity – for instance, 

specific neighborhood patterns of activation associated with left-handedness may have 

strong links to left-handed subjects, corresponding to high cosine similarity in the 

concept space between wavelet coefficient-to-concept similarities on mode 1 and subject-

to-concept similarities on mode 4. 

This wavelet transformation and linearization step additionally allows us to 

threshold the discovered wavelet coefficients and store the results in a sparse matrix to 

achieve compression. We empirically demonstrate in Section 7.4 that it is possible to 

eliminate a substantial proportion of the coefficients in the dataset in this manner while 

preserving both classification accuracy and the projection into the concept space. 

Following discovery of the wavelet coefficients, the data is then converted to a 

tensor (which may also be stored in sparse form using the tensor toolbox). PARAFAC is 

then performed using alternating least squares and the resulting projection matrices are 

stored and analyzed. The memory-efficient Tucker decomposition (Kolda & Sun, 2008) 

may also be performed, but exhibited comparable results to PARAFAC with significantly 

greater memory usage in our experiments. 
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Because PARAFAC returns a tensor filled with mode-to-concept similarities, a 

further compression step is possible by thresholding these similarities prior to analysis or 

eliminating weak concepts altogether (the latter approach being a projection of the dataset 

into a space of smaller dimensionality). However, as the tensor decomposition itself has 

the highest computational complexity of the entire multi-step process on large datasets, 

this would primarily reduce the size of the dataset and eliminate weak concepts likely to 

be noise, but would not significantly improve the speed. There may be a greater benefit 

on small datasets in which classification time typically dominates overall performance 

(see Figure 7.2). 

This method provides a general framework for further tensor and wavelet-based 

analysis, including data summarization, concept discovery, compression, clustering, and 

classification. 

 

6.1.2 Classification 

To perform classification using TWave, we performed the centering, wavelet 

preprocessing, and decomposition steps enumerated above, then recomposed the 

combinations of modes we wished to analyze in tandem (subject and task) by multiplying 

them back together as in the PARAFAC equation (yielding a dataset of 44 subject/task-to-

concept similarities). We then unfolded the resulting tensor on mode 2 and transposed to 

generate a matrix with features derived from mode 2 of the tensor (the original columns) 

and observations derived from all other modes. This matrix was passed as a feature 

matrix to the classifier. As each observation passed to the classifier is a combination of 
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subject and task, classification of either mode can be performed by using the same mode 

as the observation’s label (i.e. subject labels for subject classification, task labels for task 

classification). 

This procedure was also performed to evaluate SVD, PARAFAC, and the Tucker 

decomposition voxelwise. The MPCA + LDA method was run on the entire tensor, with 

one subject/task combination left out per iteration for cross validation. Ideally the 

generated SVD/Tucker/PARAFAC model should also be built without each test 

observation (which should then be folded into the generated model so it can be compared 

in concept space without influencing that space); however, the long running time required 

to execute these methods even once made this impractical. 

We then performed leave-one-out k-nearest neighbor classification, which assigns 

a class to each image based on the majority class of that image’s k nearest neighbors. 

Cosine distance was used as a metric. The raw voxels and wavelet coefficients were also 

used in classification as comparative techniques. To compensate for the much greater 

between-subject variance (𝜎𝜎2 = 9066.85) than the variance among tasks within the same 

subject (𝜎𝜎2 = 179.29), each subject mean’s was subtracted from the subject’s images 

while performing task-based classification. This raised task-based classification 

accuracies significantly for all methods. 
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6.1.3 Summarization and Concept Discovery 

Following preprocessing as described above, data summarization may be 

performed by direct inspection of the mode-to-concept similarities discovered by 

PARAFAC (stored in the matrices 𝐔𝐔(1) …𝐔𝐔(𝑟𝑟)): both the tensor and TWave methods 

perform automatic data summarization through computation of term-to-concept 

similarities on each mode. Note, however, that the concepts are the same across modes, 

and that different modes of the dataset may be plotted in the same space (or even ranked 

against observations on other modes). Additionally, concept strengths themselves are 

represented by the corresponding element of the 𝜆𝜆 vector returned by PARAFAC or the 

core tensor 𝒢𝒢 of the Tucker decomposition. 

Concept discovery is the higher-order analogue to traditional latent variable 

methods in matrices. The PARAFAC and Tucker decompositions naturally discover latent 

concepts from the dataset. However, as these methods are unsupervised, one key 

component in concept discovery (as with traditional PCA) is interpretation of the derived 

concepts. We observed patterns suggesting that concepts related to handedness were most 

salient, while other concepts such as sex were absent or not clearly pronounced. This is a 

highly relevant result in a digital opposition motor task dataset. Methods to determine the 

meaning of discovered concepts include seeding the dataset with artificial data or 

emphasizing (scaling) particular observations thought to contribute to the discovered 

concepts and observing the changes in the resulting decomposition (PARAFAC is 

sensitive to the scale of the columns, which are usually normalized prior to 
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decomposition; thus it is possible to weight them merely by scaling). If a concept varies 

highly when a column weight is adjusted, that column is likely relevant to its meaning. 

Spatiotemporal concept discovery is also possible using clustering. Tensor and 

TWave methods utilize a different approach from their voxelwise counterparts to perform 

clustering: using the wavelet/voxel-to-concept similarities discovered by PARAFAC, 

TWave assigned each voxel/wavelet coefficient to the cluster corresponding to its 

strongest concept. This is a natural extension of the co-clustering performed by LSA. In 

this way, PARAFAC represents an automatic fuzzy clustering on potentially 

noncontiguous voxels, even across modes. This method has the innate advantage of 

modeling voxels that belong to multiple clusters by degree of membership in each. It is 

also capable of discovering voxels that do not belong to any clusters (those with very low 

similarities to all discovered concepts); these may represent outliers. Using the voxelwise 

approach, this has the disadvantage of failing to capture spatial locality patterns. 

However, encoding the wavelet coefficients, as in the TWave method, avoids this issue 

(as the wavelet coefficients are determined through neighborhood convolutions). The 

clustered wavelet coefficients may be mapped back to the original volume using an 

inverse wavelet transformation or by using a lookup table, such as the one used in the 

WaveCluster algorithm. In the next section we introduce a novel prerequisite algorithm 

necessary for implementing this approach; more details of our clustering approach are 

given in Section 6.3 following that discussion. 
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6.2 A Tensor-Theoretic Formulation of Multidimensional Wavelet Transformation 

Our clustering methodology has necessitated the development of new tensor-

theoretic tools for wavelet transformation in a space of arbitrary order. While wavelets 

have been very well-studied in previous literature and many approaches for computing 

wavelet transforms exist, most consider the cases in which the order of the dataset is 

known by the algorithm designer a-priori; few generalize to r-dimensional analysis and 

none utilize tensor operations to appropriately preserve the high-order structure of the 

dataset. We present an algorithm for multidimensional and multilevel wavelet 

transformation which, by contrast, utilizes established tensor techniques and does not 

make a-priori assumptions of tensor order or dimensionality. As this algorithm uses 

tensor operations which operate in a defined manner irrespective of tensor order or 

dimensionality, it may be applied to tensors of any size (unlike several approaches which 

only operate on 3-way data). Our approach operates only on the rows during each 

iteration, but rotates the tensor between iterations such that every mode is processed. The 

tensor is folded and unfolded in such a way that wavelet transforms are performed on the 

matricized representation of the tensor yet the high-order structure is exactly preserved. 

Furthermore, we show that the resulting wavelet decomposition is an exact generalization 

of the two-dimensional separable wavelet transform to higher-order tensors. Additional 

transform levels (and thus smaller-resolution wavelet transformation) may be performed 

– even with an independent number of levels on each mode if desired – merely by 

iterating the wavelet transform many times prior to the rotation. 
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The intuition behind the approach is as follows: 

• A 2D wavelet transform may be performed by 1D wavelet transforming 

the rows and 1D wavelet transforming the (already-transformed) columns. 

• Equivalently, the matrix may be row-transformed, transposed, row-

transformed again, and transposed back. 

• Unfolding a tensor on mode 𝑖𝑖 results in a matrix in which mode 𝑖𝑖 is 

mapped to the rows and every other mode is mapped to the columns (see 

Figure 2.5 for an illustration of the folding procedure). 

• It we unfold the tensor on mode 2, mode 2 will map to the rows and all 

other modes will map to the columns. Transpose this and mode 2 will map 

to the columns of our matrix. 

• In this unfolded space, we can perform 1D wavelet transforms on the 

columns across all other modes of the tensor in one pass. 

• Transposing the transformed matrix and re-folding on mode 2 will 

precisely reconstruct the tensor’s structure. Circularly shifting the modes 

of the tensor will rotate the next mode into place. 

• Repeating this for each mode of the tensor will rotate the modes back to 

their original position upon completion of the algorithm. 

 

This procedure is shown graphically in Figure 6.1: 
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(a) 

 

(b) 

 

(c) 

Figure 6.1: (a) The initial unfolding of the tensor, (b) application of the wavelet 
transform and re-folding, and (c) rotation and subsequent iterations. 
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Using these intuitions, we present algorithms for high-order discrete and 

stationary wavelet transforms (dwtN and swtN, respectively) in Matlab. These algorithms 

refer to the folding and unfolding procedures presented on p. 28. 

 

function [X] = dwtN(X, level, varargin) 
        for dimidx = 1:ndims(X) %For each mode of the tensor: 
            xsize = size(X); %Store the original size, needed in 
folding. 
            X = unfold(X, 2)'; %Preserve existing columns, map all 
other modes to rows. 
             
            workingslice = []; 
            for modeidx = 1:size(X, 1) %For each row, 
                wtemp = X(modeidx, :); %(In isolation), 
                for lvidx = 1:level 
                    %Perform a multilevel DWT. 
                    wtemp = dwt(wtemp, varargin{:}); 
                end 
                 
                if (isempty(workingslice)) 
                    %Preallocate to reduce computation time. 
                    workingslice = zeros(size(X, 1), size(wtemp, 2)); 
                end 
                 
                %Merge the coefficients into a slice of the tensor. 
                workingslice(modeidx, :) = wtemp; 
            end 
             
            %As the first two modes of X are swapped, so are the sizes. 
            %The other modes are unchanged. 
            xsize(2) = xsize(1); 
            xsize(1) = size(workingslice, 2); 
             
            %Fold the matrix back into a tensor and rotate it. 
            X = shiftdim(fold(workingslice', 2, xsize), 1); 
        end 
end 
 
function [X] = swtN(X, level, varargin) 
        if (ndims(X) == 2) 
            %The below algorithm will work in the 2D case, but the 2D 
builtin is faster. 
            [X, tmp, tmp, tmp] = swt2(X, level, varargin{:}); 
            return; 
        end 
         
        for dimidx = 1:ndims(X) 
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            %Matricize on mode 2, adding new rows for modes 3 and 
larger. 
            xsize = size(X); 
            X = unfold(X,2)'; 
             
            workingslice = []; 
            for modeidx = 1:size(X, 1)  %We always work on the first 
dimension. 
                [wtemp, tmp] = swt(X(modeidx, :), level, varargin{:}); 
                 
                if (isempty(workingslice)) 
                    workingslice = zeros(size(X, 1), size(wtemp, 2)); 
                end 
                 
                workingslice(modeidx, :) = wtemp; 
            end 
             
            %Fold the matrix back up into a tensor and work on the next 
mode. 
             
            %Since we permute the first two modes of X, we also 
exchange the sizes. 
            xsize(2) = xsize(1); 
            xsize(1) = size(workingslice, 2); 
             
            X = shiftdim(fold(workingslice', 2, xsize), 1); 
        end 
end 
 
 

 
For tensors of order 2, it is easy to demonstrate that this approach reduces to a 

standard 2D separable discrete wavelet transform: 

 

Unfolding a matrix on mode 1 reorders the modes such that the rows remain rows 

and the columns remains columns, and is therefore an identity operation, while unfolding 

a matrix on mode 2 swaps the rows and columns, and is thus equivalent to transposition. 

The same properties hold for folding. Therefore, the first assignment in the above 

algorithm is an identity: 𝑋𝑋 ← 𝑋𝑋𝑇𝑇𝑇𝑇 . The rows of the matrix are replaced with their wavelet 

coefficients, the unfolding is inverted (also yielding 𝑋𝑋 ← 𝑋𝑋𝑇𝑇𝑇𝑇), and the modes are shifted, 
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yielding 𝑋𝑋 ← 𝑋𝑋𝑇𝑇  at the end of the first iteration. The rows of the wavelet-transformed 𝑋𝑋𝑇𝑇  

(columns of 𝑋𝑋) are again transformed, yielding a transposed 2-dimensional wavelet 

transformation. The modes are finally shifted once more, inverting the transposition and 

yielding the transformed 𝑋𝑋. 

 

When 𝑟𝑟 ≥ 3, unfolding maps the target mode to the rows of the matrix and all 

other modes to columns. This is then transposed, thus the matrix contains an array of row 

fibers spanning all other modes of the tensor. Because all modes are represented in this 

matrix, the entire tensor is transformed row-wise. The procedure then re-folds the tensor 

and shifts the dimensions, transforming the wavelet coefficients columnwise at the next 

iteration and on subsequent modes at each additional iteration. This is performed once per 

mode, with the net effect that the tensor is rotated back into its original orientation at the 

end of the algorithm. 

 

6.3 Tensor-based Clustering and TWaveCluster 

 

6.3.1 Overview 

In this section, we derive a clustering method for high-order data based on the 

WaveCluster algorithm (Sheikholeslami, Chatterjee, & Zhang, 2000), a grid and density-

based method that utilizes quantization and wavelet transformation to identify significant 

cells, defined as cells whose count exceeds a user-specified density threshold. “Hat-
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shaped” wavelets such as the (2,2) biorthogonal wavelet or the Cohen-Daubechies-

Feauveau wavelet are used to emphasize the center of clustered regions while suppressing 

boundary information (Sheikholeslami, Chatterjee, & Zhang, 2000). 

Following wavelet transformation, the approximation (LL) subband of the 

wavelet transformed space is used as the new grid and connected components are 

discovered among significant cells using one of several algorithms available in the 

literature, such as (Nassimi & Sahni, 1980). Each connected component is assigned a 

unique cluster label. The resulting quantized grid cells are then mapped back to the points 

that quantize to them and the points are assigned the cluster labels of the cells. This 

method has several advantages, including an innate potential for multiresolution analysis, 

robustness against noise, and an optimal runtime of 𝑂𝑂(𝑛𝑛). Moreover, both the 

quantization and analysis are easily parallelizable, offering the potential of an additional 

speedup. 

As we have demonstrated that wavelets and tensors are complementary analysis 

tools in our development of the TWave methodology, WaveCluster represents a logical 

starting point for our own clustering methodology. As a grid-based algorithm which 

counts or weights points falling in each grid cell, the WaveCluster algorithm represents a 

constrained version of the LSA problem. Thus matrix methods are particularly applicable 

here. We further extend WaveCluster to operate on high-order data modeled using tensors 

and sum the points in each cell by a weight rather than simply counting them to allow the 

algorithm to operate on real-valued rather than strictly binary data. We call our extended 

approach TWaveCluster. The primary distinction in our approach is the use of tensor 
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decompositions such as Tucker or higher-order SDD in place of a connected component-

finding algorithm. This carries a number of advantages: first, the concept discovery 

properties of these decompositions automatically provide a parallel clustering on all 

modes of the dataset, with concepts representing clusters. Furthermore, these methods are 

capable of automatically identifying spatially distant cluster components based on 

similarity to discovered concepts. These methods also provide a naturally fuzzy 

clustering, due to the presence of concept-to-mode similarities, and automatically provide 

a useful measure of clustering quality: the proportion of the dataset variance captured by 

the cluster, directly represented by the strength of the concept corresponding to that 

cluster within the core tensor of the decomposition (𝒢𝒢 for Tucker, 𝜆𝜆 for PARAFAC). As 

the concepts are identical across all modes, discovered clusters may even extend spatially 

along multiple modes of the tensor, highlighting potential associations between as well as 

within modes. 

We also present an additional improvement to the WaveCluster algorithm by 

utilizing the Generalized Lloyd Algorithm (GLA) used in k-means clustering and vector 

quantization to determine a “locally optimal” partitioning of the grid (see Section 2.7 for 

a discussion of GLA). This has the effect of “priming” the quantization step of the 

WaveCluster algorithm with the outcome of a k-means clustering (where any 

segmentation algorithm may be substituted for k-means). However, unlike pure k-means 

clustering, our WaveCluster-based approach may still overcome the effects of Lloyd 

iteration due to the final step of merging connected grid cells to form larger clusters. The 

two methods complement each other nicely: the “block” nature of a grid clustering such 



104 
 

as WaveCluster when passed a coarse grid size is mitigated because the grid cells 

themselves conform to the cluster boundaries discovered by k-means. Though less 

efficient than the pure WaveCluster approach, this method has a greater ability to capture 

irregularly shaped boundaries between clusters and a greater robustness to heterogeneous 

regions of an image. This reduces the potentially massive partial volume effect inherent 

in grid clustering algorithms such as WaveCluster, in which two different regions of an 

image fall below the resolution of the grid and are inappropriately merged into one cell. 

In the context of medical imaging, such an approach therefore has great potential to 

improve proper assessment of disease stage and thus disease-related morbidity and 

mortality. 

 

6.3.2 The WaveCluster Algorithm 

WaveCluster is an algorithm that combines grid and density-based clustering 

methods. The algorithm consists of four steps: a quantization step, in which observations 

are mapped to multidimensional grid cells indexed by their feature values and represented 

by their counts, a transformation step, in which a wavelet transformation is applied to the 

resulting grid of counts and binary thresholding on the resulting approximation (LL) 

subband is performed to identify clusters populated above a user-specified density 

threshold, a component extraction step, in which connected components are identified 

among the transformed cells and labeled with unique cluster identifiers, and an optional 

reconstruction step, in which the mappings between cells and observations are calculated 
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(or mapped back using a lookup table generated during the quantization step) and the 

cluster label of a cell is applied to all of the observations contained within it. 

Hat-shaped wavelets, such as the (2,2) biorthogonal wavelet, are preferred by the 

authors of the original WaveCluster paper as they emphasize clustered points while 

diminishing the importance of border regions; however, any wavelet may be used within 

the transformation step. We will also use the (2,2) biorthogonal wavelet in our 

implementation. Selection of an algorithm for determination of connected components is 

similarly left to preference: we use Matlab’s “bwlabeln” algorithm. 

The properties of a WaveCluster clustering are contrasted against those of k-

means clustering in Figure 6.2: 
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(a) 
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(b) 

Figure 6.2: A four-cluster example dataset, labeled with (a) WaveCluster and (b) k-means 
(k=4). Unlike k-means, WaveCluster is capable of clustering arbitrary shapes. The dark 
blue outliers at the boundary of each cluster quantized to non-significant cells, which 
represent regions that are not sufficiently dense to be considered part of a cluster. 

 

As demonstrated in Figure 6.2 (a), WaveCluster is also capable of identifying 

cluster outliers (corresponding to non-significant cells due to the suppression of boundary 

points by hat-shaped wavelet filters), and has been used for this purpose in the literature 

(Yu, Sheikholeslami, & Zhang, 2002). Thus, WaveCluster provides a common framework 

for both clustering and outlier removal. 
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We observed that the WaveCluster algorithm was better able to discriminate 

between clusters on small datasets when a stationary wavelet transform was used in place 

of a discrete wavelet transform. This is likely due to the downsampling inherent in the 

discrete wavelet transform, which may cause spatially distinct clusters to merge in the 

transformed feature space. 

As mentioned in Section 2.6, the steps of the original WaveCluster algorithm are 

as follows: 

 

• Quantize data to a grid, using the count of each grid cell in place of the original data. 

• Apply a wavelet transformation using a hat-shaped wavelet (such as the (2,2) or (4,2) 

biorthogonal wavelets), retaining the approximation coefficients and emphasizing 

regions in which points cluster. 

• Threshold cells in the transformed space. Cells with values above a user specified 

density threshold are considered “significant”. 

• Apply a connected component algorithm to the significant cells to discover and label 

clusters. 

• Map the cells back to the original data using a lookup table built during quantization. 

 

We modify the algorithm (which we have implemented in-house in Matlab) to 

accept image (and other real-valued) data by replacing counts with weights, which can be 

determined by raw voxelwise intensities or by features derived from the image. 

Additionally, we utilize the multidimensional wavelet transform presented in the last 
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section to compute approximation coefficients on the entire tensor and utilize high-order 

neighborhoods (higher-dimensional extensions of the 4-neighborhood) to perform 

connected component analysis. Thus instead of counting points which fall into a grid cell, 

we sum their weights. As such, even clusters with only a few points can exceed the 

density threshold if those points are weighted heavily enough. 

We also utilize a stationary wavelet transform rather than a standard discrete 

wavelet transform in our experiments, as this avoids the necessity of correcting for 

downsampling in the lookup table generated during quantization. 

 

6.3.3 TWaveCluster 

We also extended the WaveCluster algorithm to use the PARAFAC decomposition 

rather than a connected component algorithm to grow the clusters. We call our improved 

algorithm TWaveCluster. Our approach exhibits a number of advantages, including the 

ability to create a fuzzy clustering (where each voxel’s degree of membership in cluster c 

is determined by its similarity to concept c in the decomposed tensor), the ability to 

cluster noncontiguous voxels, and even the ability to discover clusters that extend across 

modes of the tensor. Our approach also has the advantages of efficiency, which is 

comparable to WaveCluster, and simple cluster validation, as the terms in the 𝜆𝜆 vector of 

the PARAFAC decomposition automatically represent the variance captured by each 

cluster! 
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The first few steps of our algorithm remain identical to WaveCluster: 

• Quantize data to a grid, using the count of each grid cell in place of the original 

data. 

• Apply a wavelet transformation using a hat-shaped wavelet (such as the (2,2) or 

(4,2) biorthogonal wavelet), retaining the approximation coefficients. 

• Threshold cells in the transformed space. Cells with values above a user specified 

density threshold are considered “significant”. 

 

However, the remaining steps in our algorithm differ: 

• Model significant cells as a tensor 𝒳𝒳 ∈ ℜ𝑑𝑑1×𝑑𝑑2×…×𝑑𝑑𝑟𝑟 . 

• For a user-specified k, run a k-concept PARAFAC analysis on 𝒳𝒳: 

𝒳𝒳 = ∑ λi𝐔𝐔:,𝑖𝑖
(1) ⊗𝐔𝐔:,𝑖𝑖

(2) ⊗ …⊗𝐔𝐔:,𝑖𝑖
(𝑟𝑟)𝑘𝑘

𝑖𝑖=1 . 

• For each 𝑐𝑐 from 1 to k, recompose a tensor using only column 𝑐𝑐 of each 

projection matrix. Omit 𝜆𝜆𝑐𝑐 : we are interested in concept similarities, not strengths. 

The resulting tensor 𝒳𝒳𝑐𝑐  contains voxel similarities to concept c: 

𝒳𝒳𝑐𝑐 = 𝐔𝐔:,𝑐𝑐
(1) ⊗𝐔𝐔:,𝑐𝑐

(2) ⊗ …⊗𝐔𝐔:,𝑐𝑐
(𝑟𝑟) 

• Assign every voxel the cluster label of the concept to which it is most similar: 

(∀𝑥𝑥 ∈ 𝒳𝒳) ℒ𝑥𝑥 = arg max
1≤𝑐𝑐≤𝑘𝑘

(𝒳𝒳𝑐𝑐)𝑥𝑥  

• Threshold: take only the s% most similar voxels to each cluster concept, where s 

is a parameter chosen by the user. 



111 
 

 

Unlike WaveCluster, which determines the number of clusters based on the 

number of connected components of significant cells, our method is passed the number of 

clusters k as a parameter. However, unlike partition-based clustering algorithms, adding 

additional clusters will not significantly alter existing clusters (and would not alter 

them at all save that PARAFAC-ALS is not an exact computation). 

 

6.4 Lloyd + WaveCluster 

 

We also extended the WaveCluster algorithm by replacing the data with the 

centroids discovered in a preliminary k-means clustering (although any segmentation 

algorithm may be used) and by assigning each centroid a weight proportional to the sum 

of the weights of within-cluster voxels. Thus, entire k-means clusters were merged in the 

WaveCluster step, rather than rectangular cells derived from the original voxels. 

Following this step, the WaveCluster-assigned label of each k-means cluster centroid is 

propagated to all voxels contained within that k-means cluster. Though this reduces the 

efficiency of the WaveCluster algorithm to that of k-means, this method has the 

advantage of capturing edges and changes in local intensity patterns. This may be of 

particular use in computer-aided diagnosis applications such as determining tissue 

margins, in which edge accuracy is more important than efficiency. Furthermore, this 

greatly reduces the potential partial volume effect which may occur when two types of 
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tissue are present in the same cell. A comparison of naive WaveCluster vs. Lloyd + 

WaveCluster results is shown in Figure 6.3: 

 

 

(a) 

 

(b) 
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(c) 

 

Figure 6.3: (a) Naive WaveCluster results with a small number of cells (30), and thus a 
large cell size, vs. (b) k-means preprocessed WaveCluster results with even fewer k-
means cluster centroids (5) used in place of rectangular cells. Non-significant voxels are 
not shown. Note the shape of the cluster boundaries. (c) WaveCluster results also show 
improved resolution after increasing the number of cells (and decreasing the cell size), 
but two adjoining clusters are incorrectly merged. 

 

The poor boundary resolution seen in the naive WaveCluster algorithm is caused 

by the same process that allows it to identify outliers in Figure 6.2: the biorthogonal 

wavelet used in the algorithm emphasizes clusters of voxels while suppressing individual 

voxels near border regions. This issue is not significant given a sufficiently small cell 

size, as the number of suppressed voxels will be small (although there will remain some 

loss). However, as cells are rectangular, larger cell sizes will cause rectangular “holes” 

corresponding to non-significant cells near border regions. k-means preprocessing 

ameliorates this problem by replacing the individual voxels with cluster centroids, both 

altering the shape and compressing the size of the grid while preserving relative distances 

between clusters. 
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It is also possible to circumvent this limitation through use of a different wavelet 

family which does not suppress border regions; however, this would also compromise the 

desirable outlier detection property of the WaveCluster algorithm and would still pose 

problems with border resolution and partial volume effects due to a rectangular 

quantization scheme. 
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CHAPTER 7 

RESULTS 

 

Tensors and tensor decompositions are widely applicable to spatial and 

spatiotemporal data mining, as well as other fields in which the intrinsic order of the data 

is greater than two. In particular, we focus on applications in mining spatiotemporal 

biomedical image data. We will also compare these tensor techniques against their low-

order counterparts on both a high and a low-order dataset and will evaluate the 

performance of each method as the sparseness of the dataset changes. 

 

7.1 Classification 

 

As supported in the literature and in our own experiments, approaches based on 

matrix and tensor decompositions show superior robustness to background noise when 

compared with traditional spatiotemporal data mining techniques (Konen, Tombrock, & 

Scholz, 2007), making them superior alternatives to generic voxel-wise approaches on 

real-world or potentially noisy data. However, under circumstances such as the presence 

of local spatiotemporal correlations, techniques such as wavelets may outperform 

traditional tensor-based approaches. To ascertain the extent of this advantage and whether 

the hybrid methods we discussed in Chapter 6 provide an effective remedy for this 

disparity, we performed spatiotemporal TWave and traditional wavelet decomposition 
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experiments on an fMRI dataset of 11 left finger-to-thumb tasks, with each task 

containing a series of 120 79x95x69 normalized fMRI images (see Chapter 5), and 

compared the results and running time with naïve tensor-based, SVD, and voxel-wise 

approaches. Cosine distance was used as a k-nearest neighbor classification metric. The 

results of these experiments are shown in Table 7.1. Runtime was assessed for the 

voxelwise, wavelet-based, and TWave approaches on a dual-processor 2.2 GHz Opteron 

system with 4 GB of memory. The SVD and pure tensor approaches were measured on an 

16 processor (32 core) 2.6 GHz Opteron supercomputer with 128 GB of memory. The 

Tucker decomposition ran out of memory even on the supercomputer, in concordance 

with the findings of (Turney, 2007); although the memory-efficient Tucker decomposition 

of Kolda and Sun (Kolda & Sun, 2008) did (barely) complete, the results were nearly 

identical to PARAFAC and are not reported. Despite running on a much more powerful 

system and exhibiting better behavior on a small low-order dataset, the pure tensor and 

SVD approaches still ran for a significantly longer period of time than other approaches, 

illustrating that TWave preserves the benefits of tensor analysis while ameliorating the 

poor efficiency. 
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 Vox els Wavelets SVD PARAFAC TWave TWave + 
MPCA/LDA 

Runtime 95 min 112 min 3 days 8 days 133 min 130 min 

Subjects 52% 98% 80% 88% 96% 100% 

Tasks 34% 68% 56% 52% 74% 93% 

Size 9.3 GB 181 MB 9.3 GB 9.3 GB 181 MB 181 MB 

Lefties? No No No Yes Yes N/A 

 

Table 7.1: Runtimes, subject and task classification accuracies, compressed dataset size, 
and ability to identify left-handed subjects for each method that we analyzed. 

 

We then repeated the same experiments on the low-order MNIST digit recognition 

dataset. Not only did the Tucker and SVD approaches yield identical classification 

accuracies on this dataset, but they also returned identical decompositions! (Except for 

changes in sign, which were consistent among all similarities to a given concept and thus 

did not alter classification accuracy). Notable was the Tucker (ALS) decomposition’s 

poor performance on this dataset, which took 48x as long to compute than the SVD 

which yielded the same results. PARAFAC significantly outperformed Tucker in this 

setting (the naive Tucker decomposition ran out of memory once again; however, the 

memory-efficient Tucker decomposition was able to complete), and even attained slightly 

higher accuracy. All decompositions were performed retaining 10 concepts. Note that as 

the order and size of this dataset were small, the classifier itself typically dominated the 

runtime of each approach (unlike our motor task dataset). Thus decomposing the dataset 

may paradoxically increase the efficiency of analysis, as it reduces the dimensionality of 
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the underlying space from 784 to 10 and thus speeds up the subsequent classification 

step. Digit classification accuracy and both total and preprocessing times are shown in 

Table 7.2: 

 

 Vox els Wavelets SVD Tucker PARAFAC TWave 
Total Time 213 sec 122 sec 17 sec 135 sec 55 sec 36 sec 
Prep. Time N/A 6 sec 2 sec 96 sec 39 sec 18 sec 
Accuracy 95.4% 95.6% 88% 88% 89% 90% 

 

Table 7.2: Runtime and accuracies of classification on the MNIST digit recognition 
dataset using 2-NN and the cosine distance1

 

 metric. 

No significant difference in accuracy is seen between low and high order 

decompositions on this low-order dataset: there is no high order structure to exploit. The 

efficiency results, on the other hand, favor the low-order SVD, which is innately faster 

than its higher order analogues. Surprisingly, the runtimes are the inverse of the previous 

trend. However, as previously mentioned, the complexity of tensor analysis techniques 

(and the number of iterations required for convergence) expands rapidly with order. 

Given that classification itself heavily dominates the runtime on this dataset 

(classification time = total time - preprocessing time) and the order is low, these results 

are to be expected; the reduced dimensionality of the preprocessed dataset passed to the 

                                                 
1 Euclidean distance was also computed, with accuracies of 94.6% and 95.0% for voxels and wavelets, 
respectively. However, completion times were 32 minutes and 16 minutes, respectively: approximately 9x 
those of cosine distance, which has the same (naive) theoretical complexity. This was traced back to an 
artifact of the Matlab kNN classifier: cosine distance is vectorized; Euclidean distance is not. 
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classifier has reduced the classification time by a greater duration than the runtime of the 

associated preprocessor. 

 

7.2 Approximation Accuracy and Behavior Under Sparseness 

 

We additionally examined the behavior of each algorithm in classification on a 

synthetic dataset of varying sparseness and assessed the approximation accuracy of the 

SVD, PARAFAC, and Tucker decompositions. Accuracy was measured against the 

number of concepts held on a spatiotemporal fMRI of a single left-handed subject 

performing a left-handed finger-to-thumb task represented as a 4th-order tensor. The 

tensor was matricized on mode 1 for use with the low-order SVD (per the “fold, analyze, 

unfold” paradigm). The approximation accuracy for each technique was measured by 

Mean Squared Error (MSE) averaged over 5 runs (as the Tucker-ALS and PARAFAC-

ALS computations only converge to local optima). Because it does not operate in high-

order spaces, SVD was performed on the unfolded tensor, which was re-folded following 

concept truncation. Approximation errors are shown in Figure 7.1 and highlight the 

theoretical linear optimality guarantees of the SVD and Tucker decompositions. 

However, while these results provide a more faithful approximation, our results in 

Section 7.4 indicate that this does not necessarily translate into more salient features. 
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Figure 7.1: Approximation errors (MSE) of each decomposition on a 4th order tensor. 

 

The synthetic sparseness data was a low-order dataset of random numbers 

generated once, a varying proportion of which were then zeroed and represented as a 

sparse matrix at each iteration of the algorithm. The evolution of classification runtime 

with respect to dataset sparseness is shown for each algorithm in Figure 7.2. The time 

required for dataset generation and sparsification (which was consistently < 1s) is not 

included in the reported times: 
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Figure 7.2: Algorithmic performance vs. density of a small dataset (1000x100). 

 

These results illustrate the sensitivity of voxelwise and tensor based techniques to 

dataset sparseness, while SVD and the two wavelet-based approaches were fairly 

consistent irrespective of the dataset density. Also noteworthy is the “spiky” nature of the 

tensor algorithms, which exhibit locally optimal properties and require a varying number 

of steps to converge depending on a randomly chosen starting state. Finally, this chart 

accurately captures the typical relative performance characteristics and rankings of each 

measure on a small low-order dataset. 
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7.3 Clustering 

 

7.3.1 TWaveCluster Results 

We analyzed two subjects on all four spatiotemporal modes of the tensor  using 

the k-means (k=4) and TWaveCluster (k=4, density threshold=85th percentile) 

approaches. Average running times were 53 seconds and 23 seconds for individual 

volumes, respectively. The discovered clusters are shown in Figure 7.3. A clear 

demarcation can be seen between the frontal and temporal regions of the brain in the 

TWaveCluster results; this distinction is less clear in k-means. 

 

 

(a) 
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(b) 

 

(c) 

Figure 7.3: (a) Spatial activation patterns in a right-handed subject performing a left 
finger-to-thumb task and the clusters discovered by (b) k-means and (c) unthresholded 
TWaveCluster. Only significant voxels are shown. 

 

 Though the raw results may not appear particularly useful at first glance, when we 

apply the final thresholding step of TWaveCluster (using the top 1%), as in Figure 

7.4, a much clearer picture emerges: 
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(a) 

 
(b) 
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(c) 

 
(d) 
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Figure 7.4: TWaveCluster results thresholded at the top 1% most significant voxels per 
cluster and overlaid on the full dataset. The first two clusters (a) and (b) spatially 
correspond to the frontal lobe and the motor strip of the brain, respectively. The third 
cluster (c) centralizes in the caudate region of the brain and the least salient cluster (d) 
appears to represent noise, as is common with high-rank matrix and tensor factorizations. 

 

The clusters discovered by TWaveCluster show a greater degree of symmetry and 

homogeneity than the k-means clusters. Moreover, the most significant voxels in the first 

two clusters spatially localize in the frontal and motor regions of the brain, involved with 

planning and executing the motor task, respectively. As is natural for PARAFAC, clusters 

are ranked by salience. Corresponding values in the 𝜆𝜆 vector were 28,812, 18,033, 

15,958, and 11,366 for the four discovered clusters. As previously mentioned, unlike 

partition-based algorithms such as k-means, the existing clusters will not significantly 

change as new clusters are added (and would not change at all if a globally optimal 

algorithm were used to compute the PARAFAC decomposition). We could keep going 

(though additional clusters would become more and more susceptible to noise). 

 

7.3.2 k-means Cluster Validation 

Based on the variance captured by the clustering and on visual inspection, we 

found that k=3 yielded good results on our dataset. Validation of k-means clusters was 

performed by examination of the ratio between inter and intra-cluster variance, which are 

defined as the minimum pairwise squared Euclidean distance between cluster centroids 

and the mean squared Euclidean distance between each point and its corresponding 

cluster centroid, respectively: 
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InterDistance = min
1≤i≤k,1≤j≤k ^ j≠i

��𝜇𝜇𝑖𝑖 − 𝜇𝜇𝑗𝑗 �
2
� 

IntraDistance =
1
N
��(𝑥𝑥 − 𝜇𝜇𝑖𝑖)2

𝑥𝑥∈𝐶𝐶𝑖𝑖

𝑘𝑘

𝑖𝑖=1

 

Validity =
InterDistance
IntraDistance

 

 

For an N-element dataset with clusters 𝐶𝐶𝑖𝑖  having means 𝜇𝜇𝑖𝑖 , and 1 ≤ 𝑖𝑖 ≤ 𝑘𝑘. 

The validation results are shown in Table 7.3: 

 

Subject Task Handedness #clusters Inter _Dist Intra _Dist Validity 

1 LT FT R 2 26.87 26.40 1.02 

1 RT FT R 2 34.93 26.20 1.33 

2 LT FT L 5 29.31 27.31 1.07 

2 RT FT L 3 31.54 32.88 0.96 

3 LT FT R 3 21.96 22.14 0.99 

3 RT FT R 6 15.02 18.49 0.81 

4 LT FT R 5 27.60 22.33 1.24 

4 RT FT R 3 27.63 23.08 1.20 

5 LT FT R 3 36.23 26.51 1.37 

5 RT FT R 4 44.67 26.37 1.69 

6 LT FT R 3 10.97 10.08 1.09 

6 RT FT R 3 24.96 24.42 1.02 
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7 LT FT R 5 23.11 25.11 0.92 

7 RT FT R 3 41.65 26.49 1.57 

8 LT FT L 4 31.20 27.66 1.13 

8 RT FT L 4 34.80 25.80 1.34 

9 LT FT R 3 32.73 26.92 1.22 

9 RT FT R 3 26.07 26.05 1.00 

10 LT FT R 5 35.31 33.27 1.06 

10 RT FT R 4 33.85 31.29 1.08 

11 LT FT R 2 26.67 30.86 0.86 

11 RT FT R 2 37.44 24.03 1.55 

       

Mode   3 - - - 

Mean   3.5 29.75 25.62 1.16 

Median   3 30.26 26.29 1.09 

 

Table 7.3: Cluster validation results based on the f-ratio between inter-cluster 
distance and intra-cluster distance. Most images supported k=3. 

 

Validation was also performed using the Bayesian Information Criterion (BIC) 

and the Akaike Information Criterion (AIC), but these measures did not give consistent 

results. 

 

Following clustering, we grouped each voxel’s time series by cluster and 

generated an overall time series for the cluster by taking the mean of these series. The 
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individual voxel and mean cluster time series representations are shown in Figure 7.5 and 

Figure 7.6, respectively. The mean cluster time series may be used for anatomical 

segmentation and discovery of functional patterns, such as frontal lobe task-related motor 

learning. 

 

 

Figure 7.5: Each voxel represents a time series. 

 

 

(a) 
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(b) 

Figure 7.6: Voxelwise spatiotemporal clustering, shown in (a) space and (b) time: each 
voxel is represented as a time series and is clustered using the k-means algorithm. Colors 
represent clusters; the black cluster corresponds to frontal lobe activation. The mean time 
series for the black cluster exhibits a decreasing trend due to motor learning with 
repetition of the task. 

 

We labeled the black, red, and green clusters the frontal cluster, motor cluster, and 

cognitive cluster, due to respective association with the frontal lobe, motor cortex, and 

general task-related cognitive load. Task habituation was strongly exhibited in the frontal 

cluster, indicated by a decreasing trend, while activation in the motor cortex typically 

remained steady and activation in the cognitive cluster typically increased. These results 

are shown in Table 7.4: 
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Subject Frontal Cluster Motor Cluster Cognitive Cluster 

1 Down Steady Up 

2 Down Steady Up 

3 Steady Down Up 

4 Down Steady Down 

5 Down Steady Up 

6 Down Steady Up 

7 Steady Steady Up 

8 Steady Steady Up 

9 Down Steady Up 

10 Down Steady Steady 

11 Down Steady Up 

 

Table 7.4: Temporal trends for the three primary clusters. 

 

7.4 Concept Discovery 

 

Though the number of left-handed subjects in our dataset is small, we discovered 

strong separability between left and right handed subjects in a 2-concept PARAFAC 

analysis, which persisted for TWave but not for SVD. This pattern was made even more 
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explicit when subtracting the subject means from each subject’s set of images, suggesting 

that the task residuals discriminate better between left and right handed subjects than task 

activations biased by subjects’ means (however, it should be noted that variance was 

much greater between subjects than among tasks performed by the same subject in this 

dataset). The results of TWave using the Daubechies-4 wavelet and mean subtraction are 

shown in Figure 7.7. 

 
(a) 
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(b) 

 
(c) 

Figure 7.7: The two concepts discovered by (a) TWave, (b) PARAFAC, and (c) SVD on 
the subject mode. The outliers in the TWave and PARAFAC projections correspond to the 
two left handed subjects in the dataset, while there is no linear separation of these points 
when using SVD. Note the similarity of the TWave and PARAFAC spaces despite 98% 
compression of the dataset and a 100x difference in runtime. 

 

As previously mentioned, other modes of the dataset also project into the same 

space. For example, the PARAFAC-only results shown in Figure 7.8 suggest that motor 

task is orthogonal to handedness detection (i.e. handedness patterns were equally salient 

in all motor tasks, exhibiting no significantly greater frequency in any single task), as the 

motor tasks cluster tightly far away from the subjects and do not even begin to separate 

until the 10th concept. This intuitively matches our observation that the majority of the 

dataset variance was between subjects (𝜎𝜎2 = 9066.85) rather than between tasks within 

the same subject (𝜎𝜎2 = 179.29). 
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(a) 

 

(b) 

Figure 7.8: PARAFAC-only results on subject and motor task showing (a) the first two 
concepts and (b) concepts 9 and 10. 
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To establish comparison with a task-unrelated control, we also evaluated the 

TWave projection against the sex of each subject, as shown in Figure 7.9: 

 

Figure 7.9: As expected on a dataset of digital opposition motor task images, sex appears 
to play no significant role in the TWave concept projection. 
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CHAPTER 8 

SUMMARY 

 

We presented several novel multi-step approaches for classification, clustering, 

summarization, concept discovery, and compression of high-order data directly in the 

high order space, avoiding the demonstrated penalties in approximation accuracy, 

classification accuracy, and cluster relevance and successfully ameliorating the poor 

efficiency of high-order techniques while retaining the high-order structure of the dataset. 

Reductions in space and time of up to two orders of magnitude and efficiency comparable 

to low-order techniques were possible without loss of accuracy using our novel approach. 

In the course of creating these approaches, we also derived novel data mining and image 

processing algorithms, such as a multidimensional and multilevel wavelet transform 

which scales to arbitrary order using tensor operations, an improved WaveCluster 

algorithm capable of clustering real-valued as well as binary data, a hybrid clustering 

algorithm using Lloyd iteration followed by WaveCluster which can avoid the partial 

volume effect associated with the WaveCluster grid, and a tensor-based MNIST digit 

classification system. The sparseness-exploiting properties and approximation accuracies 

of these algorithms were explored and the biomedical implications of our results were 

presented. 

We applied our methods to a spatiotemporal 9.3 GB digital opposition motor task 

fMRI dataset modeled as a 6th-order tensor and successfully separated left-handed and 

right-handed subjects in the concept space. Spatiotemporal clusters spatially 
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corresponding to the frontal lobes and motor cortices of the brain and temporally 

capturing the neurological phenomenon of motor task related habituation were presented. 

We additionally applied our methods to the low-order MNIST digit recognition dataset, 

demonstrating comparable properties as (and graceful degradation to) low-order 

techniques in that setting. Finally, approximation accuracies, determined via Mean 

Squared Error, were computed on a 4th-order dataset (an individual spatiotemporal 

volume from one subject in our fMRI dataset) as the number of concepts held were 

varied; our results indicated a particularly pronounced advantage of the Tucker 

decomposition even over the optimal low-order SVD as the number of concepts grew, 

indicating that tensor techniques have a greater ability to accurately approximate higher 

order dataset structure than comparable matrix techniques on the unfolded representation 

of the dataset. 

The primary contribution in this work was TWave, a hybrid wavelet and tensor 

approach which preprocesses and thresholds the spatiotemporal modes of the dataset 

using a multilevel wavelet decomposition prior to analysis with tensor algorithms. This 

preprocessing step more readily allows for representation of spatiotemporal 

neighborhood relationships in the subsequent tensor analysis, as these relationships are 

naturally captured by convolution of the wavelet filter. Using TWave as a high-order 

feature extraction technique, we automatically discovered two concepts separating right 

and left handed subjects within our dataset. We demonstrated the difficulty of visually 

identifying this relationship using voxels, wavelets, and SVD as a motivation for our 

approach. We additionally performed k-nearest neighbor classification on the resulting 
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decomposed tensor, illustrating the advantages of our combined approach over the 

individual wavelet, tensor, and SVD preprocessing steps. Classification accuracies 

initially reached 96% by subject and 74% by task, even after obtaining a 98% 

compression rate (from 9.3 GB to 181 MB) through wavelet thresholding. Use of MPCA 

+ LDA in place of PARAFAC increased subject-based classification accuracy to 100% 

and task-based classification accuracy to 93%. 

Finally, we developed a variety of extensions to the WaveCluster algorithm, 

including a weighted algorithm suitable for use on generalized image datasets, a grid-

refining preprocessing step based on k-means clustering, suitable when cluster boundaries 

must be precise (a common scenario in the medical imaging domain), and an extended 

algorithm called TWaveCluster, which replaces WaveCluster’s connected component 

algorithm with a tensor decomposition. We demonstrated the accuracy and performance 

characteristics of TWaveCluster and compared them with both WaveCluster and 

voxelwise k-means. TWaveCluster demonstrated several advantages, including natural 

fuzziness, the ability to discover spatially disconnected patterns spanning modes of the 

tensor, the ability to operate on categorical as well as real-valued modes of the tensor, and 

an intrinsic measure of cluster quality. We further demonstrated improvements to both the 

WaveCluster and TWaveCluster algorithms by using a stationary wavelet transform in 

scenarios where the dataset is small, and compared the performance of TWaveCluster 

when using the Tucker, PARAFAC, and multilinear discriminant analysis approaches. 

Our work and results illustrate both the relevance of high-order problems in data mining 
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and medical imaging and the ability of tensor techniques to solve these problems when 

utilized in an appropriate multi-step framework.  
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