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Abstract (max 250 words)

Poor  psychometrics,  particularly  low  test-retest  reliability,  pose  a  major  challenge  for  using
behavioral tasks in individual differences research. Here, we show that full generative modeling of the
Iowa Gambling Task (IGT) substantially improved test-retest reliability and enhanced the IGT’s validity
for use in characterizing internalizing pathology, compared to the traditional analytic approach. IGT data
(n =50) was collected across two sessions, one month apart. Our full generative model incorporated (1)
the Outcome Representation Learning (ORL) computational model at the person-level and (2) a group-
level model that explicitly modeled test-retest reliability, along with other group-level effects. Compared
to  the  traditional  ‘summary  score’ (proportion  good  decks  selected),  the  ORL  model  provides  a
theoretically rich set of performance metrics  (Reward Learning Rate (A+),  Punishment Learning Rate
(A-), Win Frequency Sensitivity (βf), Perseveration Tendency (βp), Memory Decay (K)), capturing distinct
psychological processes. While test-retest reliability for the traditional summary score was only moderate
(r = .37, BCa 95% CI [.04, .63]), test-retest reliabilities for ORL performance metrics produced by the full
generative were substantially improved with posterior means for test-retest correlations ranging between r
= .64–.82 for the five ORL parameters.  While summary scores showed no substantial associations with
internalizing  symptoms,  some  ORL  parameters  were  significantly  associated  with  internalizing
symptoms. Specifically,  Punishment Learning Rate  was associated with higher  self-reported depression
and  Perseveration Tendency was associated with lower  self-reported anhedonia.  Generative modeling
offers promise for advancing individual differences research using behavioral tasks, including the IGT,
through enhancing task psychometrics. 
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1. Introduction
Behavioral  tasks  offer  the  promise  of  objective  assessment  and probing  psychological  processes

inaccessible via self-report.  Despite this potential, poor psychometric properties are a barrier to using
behavioral tasks for individual differences research (Cooper et al., 2017; Hedge et al., 2018; Rouder &
Haaf, 2019). The Iowa Gambling Task (IGT; Bechara, 2007) is a common behavioral task thought to
measure real-world decision-making ability in the context of reward and risk. Like many behavioral tasks,
however, the utility of the IGT is limited by inadequate reliability and validity (Buelow & Suhr, 2009;
Schmitz,  et  al.,  2020),  likely  stemming  from  the  diversity  of  psychological  processes  driving  task
performance (Ahn, et al., 2008;  Buelow & Suhr, 2013; Lin, et al., 2007; 2013; Worthy, Pang & Byrne,
2013)  and  poor  measurement  precision  (or  inappropriate  treatment  of  uncertainty)  associated  with
traditional task scoring. Here, we examine how generative modeling (Haines, et al., 2020)—a statistical
modeling  approach  that  better  aligns  model  specification  with  theory  while  also  accounting  for
measurement uncertainty—can be used to improve IGT psychometrics, particularly test-retest reliability,
and may also refine our understanding of how distinct component processes driving behavior on the IGT
are  associated  with  internalizing  symptomology.  By  improving  task  psychometrics  of  a  popular
behavioral task, this work is relevant for researchers using the IGT to investigate change in decision-
making over time and/or other individual difference questions. Further, our analytical approach is broadly
relevant for improving the psychometrics of other reward learning and experience-based decision-making
paradigms.  

1.1 Psychometric Issues Arising from Traditional Analyses of Behavioral Data 
 Analyses involving behavioral tasks can be conceptualized at two levels: (1) the person level, which

involves designing a model of how people perform the task on a trial-to-trial basis, and (2) the group
level,  which  involves  designing  a  model  of  variation  across  people  that  is  used  for  inference  about
broader-level  phenomena (e.g.,  behavioral  estimate’s  change over  time).  Like many other  behavioral
tasks, the IGT is typically analyzed using (1) a ‘summary statistic’ at the person-level (e.g., proportion of
trials on which people select advantageous decks; we term such metrics ‘IGT summary scores’) and (2) a
‘two-stage approach’ at the group level (e.g., taking the person-specific summary scores and using them
as observed quantities in  subsequent  analyses;  see  Haines  et  al.,  2020).  We term this the ‘two-stage
summary approach’.  Despite widespread use of the two-stage summary approach for the IGT, it  can
contribute to both poor construct validity (Buelow & Suhr, 2009) and poor test-retest reliability (Schmitz,
et al., 2020).

1.1.1  IGT Validity Issues. 
When using IGT summary scores, questions arise about what exactly the IGT is measuring. For

example, as cards from the IGT involve combinations of monetary gains and losses, both approach and
avoidance can drive performance (Cauffman, et al., 2012; Peters & Slovic, 2000), but these processes are
not dissociable with a single summary score. Further, while many studies have reported differences in
average summary scores between clinical groups and healthy controls (see Mukherjee & Kable, 2014 for
a meta-analysis), the use of summary scores does not facilitate inference on why groups show different
performance.  Additionally,  IGT summary scores show inconsistent  associations with critical  criterion
constructs (Buelow & Suhr, 2009). However, one relatively consistent pattern to emerge is that both state-
level  negative mood and trait-level  approach motivation are  associated  with greater  disadvantageous
choice  (Buelow & Suhr, 2013; Case & Olino, 2020; Suhr & Tsanadis, 2007; van Honk, et al., 2002).
These  seemingly  discrepant  associations  suggest  that  IGT  summary  scores  do  not  represent  one
homogenous construct. Together, this evidence suggests that relying on a single metric to summarize task
behavior confounds distinct processes that contribute to observable choice behavior (Ahn, et al., 2016;
Almy, et al., 2018; Cauffman, et al., 2012; Lin, et al., 2007). 

1.1.2 IGT Reliability Issues. 

https://www.zotero.org/google-docs/?TUQN5H
https://www.zotero.org/google-docs/?TUQN5H


RUNNING HEAD: FULL GENERATIVE IGT

Regarding reliability, studies have reported same-day test-retest reliability for IGT summary scores in
the moderate (r = .36; Schmitz, et al., 2020) to good (r = .57–.61; Lejuez et al., 2003) range. However,
with test-retest intervals of 2-3 weeks, only moderate reliability has been reported (r = .27–.35; Buelow &
Barnhart, 2018; Xu, et al., 2013). Lower reliability at longer test-retest intervals hinders investigation of
individual differences and of change over time as it is impossible to dissociate variation in behavioral
metrics arising from measurement uncertainty from variation in the true effects of interest. In particular,
the two-stage summary approach ignores any measurement uncertainty associated with the person-level
IGT summary scores, which  can attenuate subsequent correlations, thus compromising both reliability
and validity (Haines et al., 2020; Ly et al., 2017; Rouder & Haaf, 2019; Turner et al., 2017). 

1.2 Tackling Psychometric Issues with Generative Models 
Generative modeling can enhance the psychometric properties of measures derived from behavioral

tasks (e.g., see Haines, et al., 2020). Generative modeling combines within a single statistical model (1) a
person-level behavioral model that specifies how observable behavior is generated by each person trial-
by-trial as they engage with the task, and (2) a group-level model that captures variation in the behavioral
model parameters across people (or other individual effects or group effects of interest). By estimating
parameters  from  both  levels  of  analysis  simultaneously,  the  generative  approach  takes  into  account
multiple relevant sources of measurement uncertainty and produces better estimates of both person- and
group- level parameters. 

1.2.1 Generative Modeling at the Person-Level. 
At the person-level, the core of generative modeling involves constructing a model that can simulate

observable behavior in a task in a way that is consistent with what we expect to see in real data; in other
words, we create a behavioral model that can generate data like that of a real participant’s observable
behavior. Where traditional analysis involves the IGT summary scores at the person-level, our generative
approach  uses  the  Outcome-Representation  Learning  (ORL)  computational  model,  a  reinforcement
learning model developed specifically for the IGT that dissociates various decision-making mechanisms
that  contribute  to  behavior  (Haines  et  al.,  2018).  The  ORL  model  builds  on  several  previous
computational models (Ahn, et al., 2008; Busemeyer & Stout, 2002; Worthy, Pang & Byrne, 2013) and
has been shown to perform well in predicting participants’ earnings and trial-to-trial choices (Haines, et
al.,  2018).  The ORL assumes that  each person’s  trial-level  choices  are  governed by five parameters
including  their:  Reward  Learning  Rate,  Punishment  Learning  Rate,  Win  Frequency  Sensitivity,
Perseveration Tendency, and Memory Decay, with the model yielding person-level estimates for each of
these  parameters.  Thus,  the  ORL  provides a  theoretically  rich  set  of  measures  capturing  distinct
psychological processes that generate observable behavior on the IGT (see Table 1).  In general, such
computational  models  can  reveal  meaningful  differences  in  latent  psychological  processes  between
groups that are not observable using summary scores or broad performance metrics alone (Ahn, et al.,
2014; Ahn, et  al.,  2016;  Haines,  Vassileva & Ahn, 2018;  Kildahl,  et  al.,  2020;  Romeu, et al.,  2020;
Yechiam, et al., 2005). Despite these advantages, the ORL model alone may not be sufficient to remedy
poor test-retest reliability, as parameters from other reinforcement learning models have generally shown
only modest reliability across time (e.g.,  r   = .48-.57,  Chung, et al., 2017;  r   = .30,  Moutoussis, et al.,
2018; r  =  .63, Price, Brown & Siegle, 2019; r  = .16-.20, Shahar, et al., 2019). 

1.2.2 Generative Modeling at the Group-Level. 
At the group-level, person-level behavioral estimates are used to answer questions about individual

differences and/or group differences. Unless the person-level summary scores have perfect reliability (i.e.
they are estimated with perfect precision), any correlation obtained using the two-stage approach will be
attenuated  toward  0—including  both  test-retest  correlations  and  correlations  between  behavioral  and
external measures (e.g., self-reports) (Spearman, 1904). If we are instead interested in the “true” test-
retest  correlation  across  sessions  (i.e.,  the  stability  of  the  construct  across  time,  irrespective  of  the
reliability  of  our  measures  within each session),  we can use a  hierarchical  model  to  jointly  estimate
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performance  metrics  across  both  sessions for  either  person-level  summary  scores  or  person-level
computational  model  parameters.  Along with estimating the person-level  parameters,  the  hierarchical
model simultaneously estimates the test-retest correlation, thereby accounting for uncertainty in person-
level  parameters.  This  joint  estimation  has  the  effect  of  disattenuating  the  test-retest  correlation  for
unreliability (e.g., Haines, et al., 2020; Brown, et al., 2020). Although the joint modeling approach shows
strong promise for enhancing psychometrics in reinforcement learning paradigms more generally (Brown,
et al., 2020), to date, such an approach has not been taken to investigate test-retest reliability with the
IGT.

1.3 Enhancing Relevance of the IGT for Characterizing Internalizing Psychopathology
By improving upon both the construct validity and reliability, generative modeling may have strong

potential to broaden the application of the IGT to elucidate decision-making deficits within internalizing
pathology. While the IGT has been widely used to study externalizing disorders (Mukherjee & Kable,
2014), less work has examined IGT performance in relation to internalizing disorders. When the IGT has
been applied to internalizing, the traditional analytic approach has produced mixed results (Paulus & Yu,
2012), with  depression and anxiety linked to  both impaired  (Alacreu-Crespo, et al., 2020; Cella, et al.,
2010; Miu, Heilman, & Houser, 2008; Moniz, et al., 2016; Must, et al., 2006; Rinaldi, et al., 2020) and
enhanced (Byrne et al., 2016;  Mueller, et al., 2010; Smoski, et al., 2008) IGT performance, and other
studies have found an association between internalizing and IGT performance (Baeza-Velasco,  et  al.,
2020; Case & Olino, 2020; Jollant, et al., 2016; McGovern et al., 2014). Such inconsistent findings may
reflect  the heterogeneity of  psychological  processes driving IGT performance,  obscured by summary
scores and/or the lack of reliability in IGT summary scores. 

Given the strong theoretical relevance of reinforcement learning for internalizing disorders (Bishop &
Gagne, 2018;  Chen, et al., 2015), computational models have great potential for elucidating why those
with internalizing pathology show specific decision-making patterns. Such computational models have
been used with the IGT to reveal distinct decision-making deficits in different substance-using groups
(Ahn, et al., 2014; Ahn, et al., 2016; Haines, Vassileva & Ahn, 2018; Kildahl, et al., 2020; Romeu, et al.,
2020). Computational reinforcement learning models have also revealed important phenomena in relation
to internalizing symptoms. For example, depression and anhedonia have been associated with differences
in reward sensitivity and learning rate parameters (Brown, et al., 2021; Chen, et al., 2015; Huys, et al.,
2013), while both dopaminergic intervention Huys, et al., 2013; Pizzagalli, et al., 2020) and cognitive
behavioral therapy (Brown, et al., 2021) have shown a selective effect on learning rate. 

1.3.1 Studies Using Computational Modeling with the IGT. 
Despite the promise of computational modeling and the popularity of the IGT, we are only aware of

two  studies  that  have  used  reinforcement  learning  models  with  the  IGT  to  examine  internalizing
pathology. Byrne and colleagues (2016) found that depression was positively associated with greater loss
aversion in an undergraduate sample. Alacreu-Crespo and colleagues (2020) found that depressed patients
had lower perseveration (choice consistency) than healthy controls, and that depressed patients with a
previous suicide attempt had a higher learning rate (higher learning rate was also associated with worse
overall performance) and lower loss aversion compared to healthy controls. The recently developed ORL
model has shown strong performance in predicting observable behavior on the IGT compared to earlier
computational  models  for  the  IGT  (Haines,  et  al.,  2020),  and  the  specific  decision  mechanisms
parameterized in  the  ORL are  highly relevant  to  internalizing.  For  example,  unlike previous models
developed for the IGT, the ORL calculates learning rates separately for gains and losses, in line with
strong  neurobiological  and  behavioral  evidence  for  dissociable  learning  systems  for  reward  and
punishment (Christakou, et al., 2013; Frank, Seeberger & O’Reilly, 2004; Gershman, 2015). Estimating
separate learning rates may be particularly relevant for characterizing internalizing pathologies as the
reward system is thought to be hypoactive in depression while the punishment system may be hyperactive
in anxiety and depression (Bishop & Gagne, 2018; Clark & Watson, 1991). The ORL model also includes
a parameter for perseveration/choice consistency, deficits in which have been implicated in depression
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and suicidality (Alacreu-Crespo, et al.,  2020; Dombrovski & Hallquist,  2021). Additionally, the ORL
includes  a  parameter  for  Memory  Decay,  which  may  be  relevant  to  depression-associated  working
memory impairment (Hubbard, et al.,  2016; Snyder, 2013). Thus, application of the ORL model may
offer further clarification on mechanisms underlying internalizing symptoms as its parameters capture
distinct decision-making processes thought to be disrupted in internalizing. However, no research to-date
has examined performance on the IGT in relation to internalizing symptomology using the relatively
novel ORL model. 

1.4 Goals of the Current Study
1.4.1 Modeling Overview. 

The current study examined whether generative modeling could improve the psychometric properties
of  IGT  metrics  compared  to  the  traditional  two-stage  summary  approach.  Across  four  models,  we
examined how different assumptions at the person-level (e.g., assumptions of the ORL model) and the
group-level  (e.g.,  hierarchical  model  priors)  affected  inference.  More  specifically,  two  person-level
modeling approaches (summary score vs. ORL computational model) were “crossed” against two group-
level modeling approaches (two-stage approach vs. full generative modeling across both testing sessions)
to create four models of increasing complexity (see Fig 1). Model 1 relies on the two-stage summary
approach that is conventionally applied in studies of the IGT. Model 2 estimates a generative model
version of Model 1 that jointly estimates person-level summary score (probabilities of choosing good
versus bad decks) across both testing sessions while simultaneously estimating the test-retest correlation.
Thus, Model 2 accounts for uncertainty in person-level estimates that Model 1 ignores but estimates a
person-level metric analogous to that of Model 1. Model 3 estimates the person-level ORL parameters
independently within each testing session and then estimates the test-retest correlation for each model
parameter using a two-stage approach. Model 4 estimates the person-level ORL parameters jointly across
both testing sessions while simultaneously estimating the test-retest correlations for each parameter. Thus,
Model  4  estimates  the  same  person-level  metrics  (ORL  parameters)  as  Model  3  but  accounts  for
uncertainty in the person-level estimates. 

1.4.2 Hypotheses. 
Our overarching hypothesis was that both the use of (1) a more theoretically informative person-level

model (i.e., going from Model 1 to Model 3, and from Model 2 to Model 4) and the use of (2) group-level
generative models to jointly estimate person-level parameters and their test-retest correlations (i.e. going
from Model 1 to Model 2, and from Model 3 to Model 4) would yield behavioral estimates with increased
utility  for  use  in  individual  differences  research.  More specifically,  we predicted that  the  behavioral
estimates from Model 4 would have the highest test-retest reliability. Given that the ORL model provides
a more theoretically rich set  of  behavioral  measures,  we also expected the ORL parameters to show
improved construct validity over the summary scores. Further,  as the Model 4 estimates incorporated
more behavioral information from across different testing sessions, we had a general prediction that the
Model 4 estimates would show improved construct validity in relation to an a priori set of trait and state
self-report measures that have been commonly associated with IGT performance as well as with an  a
priori  set of internalizing symptom measures which have not shown consistent associations with IGT
performance across previous research; however, examining associations between the ORL parameters and
self-report measures was largely exploratory and no particular associations were specified. 

2. Method
2.1 Participants and Procedure 

Data  collection  procedures  were  approved by  the  institutional  IRB and all  participants  provided
written  informed  consent  in  accordance  with  the  Declaration  of  Helsinki.  The  sample  included  50
undergraduate  students  (74%  Female)  attending  a  large  University  in  the  USA.  Participants  were
recruited  through  SONA,  an  online  research  management  platform,  and  received  course  credit  for
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participating in the study. Participants ranged in age from 18 to 24 years, with an average age of 19.98
years  old  (SD =  1.6  years).  The  racial  breakdown  of  our  sample  was  38%  White  (n  =  19),  22%
Black/African American (n = 11), 16% Asian (n = 8), 20% reporting Biracial or ‘Other’ (n = 10), and the
sample was primarily non-Hispanic (74%). Behavioral data from the IGT and self-report measures were
collected across two testing sessions approximately one month apart. The full sample of 50 participants
completed the IGT at testing session 1 and 46 participants completed the IGT at testing session 2. The
generative models  that  jointly included both testing sessions (Models 2 and 4),  estimated behavioral
parameters at session 2 for the four missing participants, recovering the full sample. Self-report measures
were available for 46 or 48 participants at session 1 and for 48 participants at session 2. 

2.2 Iowa Gambling Task (IGT)
The  original  version  of  the  IGT (Bechara  et  al.,  1994)  was  administered  via  E-Prime  Stimulus

Presentation  Software (Schneider,  Eschman & Zuccolotto,  2002).  Participants  are  given  a  “bank” of
$2000. Across 100 trials, participants are presented with four card decks from which they can draw a
card,  and they can freely choose among the decks.  Cards  yield a monetary gain and (sometimes)  a
monetary loss. Each deck has a different payout distribution, which, unbeknownst to the participant, is
fixed  such  that  the  sequence  of  cards  from  any  given  deck  is  the  same  across  participants  (see
Supplementary Table 1 for exact win/loss contingencies). All decks allow unlimited draws. Across 10
draws from each deck,  two advantageous decks have an average expected value of $250,  while two
disadvantageous decks have an average expected value of -$250. However, the payout structure of the
individual decks is unknown to the participants. Thus, participants learn about the rewarding/punishing
nature of the decks through sampling across 100 trials. Performance is traditionally measured in terms of
the number of good decks selected. Participants were told that their game earnings would be exchanged
for a real cash bonus; however, the exchange rate was not specified. 

 2.3 Overview of Modeling Approaches
We assessed the utility of different modeling approaches for the IGT by comparing the psychometrics

of different model-derived measures. Specifically, we “crossed” two person-level modeling approaches
(summary score vs. ORL computational model) against two group-level modeling approaches (two-stage
approach vs. full generative modeling across both testing sessions) to create four models of increasing
complexity (see Figure 1). All four models yielded person-level behavioral metrics for each of the two
testing  sessions.  Models  2-4  yielded  posterior  distributions  and  posterior  means  for  each  behavioral
estimate.  

[Insert Figure 1]
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Figure 1. Overall Modeling Approach and Resulting Four Models. At the person-level, Models 1 and 2 used the
traditional summary score (proportion good deck selected) to model gross task behavior and Models 3 and 4 used
the ORL computational model to estimate trial-level task behavior in terms of five parameters (Reward Learning
Rate (A+), Punishment Learning Rate (A-), Win Frequency Sensitivity (βf),  Perseveration Tendency (βp),  Memory
Decay (K)). At the group-level, Models 1 and 3 modeled their respective person-level metrics separately at each
testing session and subsequently used the estimates in a two-stage estimation of test-retest reliability, and Models 2
and 4 used a generative approach to jointly model the respective person-level metrics jointly across both testing
sessions while simultaneously estimating the test-retest associations between these person-level metrics within the
same hierarchical model. 

2.3.1 Overview of Person-Level Models. 
Summary Score. Model 1 simply computed the observed percentage of selections from a good deck

for each participant at each testing session (traditional summary score). Model 2 used a binomial model to
estimate ‘theta’ ( ), or the probability of selecting a good deck, a measure analogous to the traditional
summary score, for each participant at each testing session.

Outcome-Representation  Learning  (ORL)  Computational  Model. Models  3  and  4  used  the
Outcome-Representation Learning (ORL) computational model, developed by Haines and colleagues, to
model choice behavior on the IGT using trial-by-trial behavior. Compared to competing computational
models  for  the  IGT,  the  ORL has  demonstrated  better  or  commensurate  performance  across  several
metrics including post hoc model fit, simulation performance, and parameter recovery (Haines, et al.,
2018). The ORL was designed to capture four behavioral trends previously observed in IGT performance
(and  experience-based  decision-making  paradigms  more  generally)  including  choice  perseveration,
reversal learning, and expected value informed both by long-term net payoffs and by the frequency of
wins. The ORL model assumes deck selection is guided by a value function informed by expected value,
sensitivity  to  win  frequency  (rather  than  outcome  magnitude),  and  selection  perseverance  (choice
consistency)  and the model  estimates  five  free  parameters:  Reward  Learning  Rate  (A+),  Punishment
Learning Rate (A-), Win Frequency Sensitivity (βf), Perseveration Tendency (βp), and Memory Decay
(K) (see Table 1 for further details of the ORL model and parameter computations). Thus, the ORL yields
a theoretically rich set of measures that capture distinct psychological processes underlying performance
on the IGT. 

[Insert Table 1]
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Table 1. ORL Model and Parameter Computation.       
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2.3.2 Overview of Group-Level Approaches to Modeling Test-Retest Reliability. 
Two-Stage Approach. Models 1 and 3 used a two-stage approach for modeling test-retest associations

for each model’s respective person-level behavioral estimates (summary score for Model 1; each of the
ORL parameter estimates for Model 3). Thus, for Model 1 and 3, estimating test-retest reliability entailed
(1) estimating each model’s behavioral metrics separately for each testing session and (2) in a subsequent,
independent analysis, estimating the correlation between the session 1 and session 2 behavioral estimates.
This two-stage approach ignores measurement uncertainty in the person-level behavioral estimates. 

Generative  Approach.  Models  2  and  4  took  a  generative  approach  using  hierarchical  Bayesian
analysis  (HBA)  to  estimate  the  respective  person-level  behavioral  metrics  (  for  Model  2;  ORL
parameters for Model 4) from both testing sessions jointly in a single model that simultaneously estimated
group-level effects, including test-retest reliability. These hierarchical models pooled information across
individuals and across sessions to regress person-level estimates toward group-level means. Thus, unlike
Models 1 and 3, the parameter estimates for Models 2 and 4 were informed by data from both testing
sessions. For group-level effects, model priors (detailed below and in the supplement) assumed group-
level distributions over person-level estimates. Test-retest reliability was estimated at the group-level for
each  model’s  respective  behavioral  estimates  by  assuming  that  person-level  parameters  follow
multivariate  normal  distributions,  which  allowed  for  us  to  estimate  the  test-retest  correlation  of
parameters across sessions. Generative modeling that incorporates hierarchical estimates of test-retest can
improve  the  precision  of  behavioral  estimates,  thus,  strengthening  (or  dis-attenuating)  test-retest
correlations and potentially bolstering the utility of these model-derived metrics for making individual
difference inferences (Haines et al, 2020). 

2.4 Assessing Reliability and Validity
2.4.1 Test-Retest Reliability. 

For  Models  1  and  3,  test-retest  reliability  was  assessed  using  a  two-stage  approach  in  which
behavioral estimates from each testing session were correlated in a separate subsequent analysis, and 95%
bias-corrected and accelerated bootstrapped confidence intervals (95% BCa CIs; discussed below) are
reported. Models 2 and 4 (the full generative models) estimated test-retest reliabilities for the respective
model metrics directly within the hierarchical model, yielding a posterior distribution (and a posterior
mean) for each of the respective reliability coefficients, and 95% credible intervals (95% CI; discussed
below) are reported.  

2.4.2 Construct Validity. 
To examine construct  validity,  we used correlations between behavioral  estimates and self-report

scores  on  an  a  priori  set  of  trait  and  state  self-report  measures  commonly  associated  with  IGT
performance  as  well  as  with an  a priori  set  of  internalizing  symptom measures  (specific  self-report
measures detailed below). Two-stage correlations were used to provide a fair comparison of construct
validity across all  models,  and 95% BCa bootstrapped confidence intervals are reported. Specifically,
self-report scores were correlated with the summary score for Model 1 and with posterior means for
Models 2-4. All construct validity correlations were conducted only between IGT data and self-report
data collected on the same day (i.e.,  self-report  and IGT metrics were not  correlated across different
testing sessions). While we had a general expectation that Model 4 estimates (that incorporated the most
data)  would  exhibit  the  strongest  construct  validity,  no  specific,  directional  associations  were
hypothesized between the ORL parameters and individual self-report measures.

2.4.3 Credible Intervals (95% CI) and Highest Density Interval Plots for HBA Estimates. 
To depict effects involving the HBA-derived estimates in a manner that illustrates uncertainty of the

behavioral  estimates,  we  used  95%  Highest  Density  Interval  (HDI)  plots,  implemented  using  the
hBayesDM R  toolbox  (Ahn,  Haines,  &  Zhang,  2017).  A  95%  HDI  plot  illustrates  a  full  posterior
probability distribution, with sample estimates plotted as a histogram and the 95% credible intervals (95%
CI) demarcated, indicating that 95% of the estimates lie within the demarcated interval (here, a horizontal
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red line), where every estimate inside the interval is more probable than every estimate outside of the
interval.  To  highlight  test-retest  reliability  across  different  models,  HDI  plots  illustrate  posterior
distributions for a given generative model reliability coefficient (for either Model 2 or Model 4) and
compare that estimated posterior mean to the respective two-stage estimate of test-retest reliability from
the  analogous  model  fitted  separately  at  each  time  point  (Model  1  or  3,  respectively).  Performance
differences between the testing sessions for the generative model estimates were also illustrated using
95% HDI plots. 

2.4.4 BCa Bootstrapped Confidence Intervals (95% BCa CIs). 
Bias-corrected and accelerated bootstrapped confidence intervals (95% BCa CIs) correct for bias and

skewness in the distribution of bootstrap estimates and were implemented using the  wBoot R package
(Weiss, N. A., 2019). With regards to the use of 95% BCa CIs for correlations involving HBA-derived
estimates, data simulations have shown that two-stage correlations involving a point estimate (e.g., score
from a self-report measure) and a posterior mean from a behavioral estimate are generally conservative
estimations of population correlations (Katahira, 2016). However, due to hierarchical model pooling of
individual estimates toward group-level means (shrinkage), the 95% BCa CIs reported for correlations
with HBA-derived estimates should be interpreted with some caution. 

2.5 Model Summaries and Further Details
2.5.1 Model 2 Details. 

Estimates of  (the probability of selecting a good deck) at each testing session were assumed to be
multiple  normally  distributed,  such  that  person-level   were  drawn  from  group-level  normal
distributions for each session. In addition to the group-level normal distributions of  for each session,
the  assumed  multivariate  normal  distribution  also  included  a  covariance  matrix  constructed  from  a
uniform distribution of standard deviations for  and a correlation matrix (which provides the test-retest
reliability coefficient). There was an LKJ(1) prior on the correlation matrix, which assumes a uniform
distribution between -1 and 1, meaning that all possible values for the reliability coefficient were assumed
to be equally likely. The model was sampled for 1,000 iterations, with the first 200 as warmup, across
four sampling chains for a total of 3,200 posterior samples for each parameter.

2.5.2 Model 3 Details.
The ORL model is available within the easy-to-use  hBayesDM R toolbox (Ahn, Haines, & Zhang,

2017) and is  described in detail  by Haines and colleagues (2018).  The value function and individual
parameter computations are outlined in Table 1. The five free parameters were estimated using HBA.
Person-level  parameters  were  assumed  to  be  drawn  from  group-level  distributions.  Group-level
distributions were assumed to be normally distributed, with priors for the group-level distributions’ means
and standard deviations assigned normal distributions (or, for unbounded parameters, β f and βp, standard
deviations were assigned to  half-Cauchy distributions).  See Haines  and colleagues (2018)  for further
details of parameterization. The model was sampled for 1,500 iterations, with the first 500 as warmup,
across four sampling chains for a total of 4,000 posterior samples for each parameter.

2.5.3 Model 4 Details. 
Model 4 was the full generative model, incorporating all behavioral data (both testing sessions) in a

single model. Like Model 3, the ORL computational model (Haines, Vassileva & Ahn, 2018) was used to
model person-level task behavior using trial-level information, yielding a set of five parameter estimates
(A+, A-, K, βf, and βp; see Table 1) for each testing session. Person-level parameters across sessions were
assumed to follow from group-level multivariate normal distributions, where each separate parameter had
its own multivariate normal distribution. Using the Reward Learning Rate A+ as an example: 
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 ~ MVNormal

Here,   and   are the Reward Learning Rates for person   at both session 1 and 2, respectively.
 is the inverse of the cumulative distribution function for the standard normal distribution, which

is used because the person-level learning rates must fall between 0 and 1. Because  transforms
from  ,  it  allows  for  us  to  use  the  multivariate  normal  group-level  distribution  to
capture the test-retest correlation despite the multivariate normal distribution itself having support outside
of  .   and   are  the  group-level  means  for   at  sessions  1  and 2,  and  is a
covariance  matrix  that  captures  the  correlation  between  the  person-level  parameters  across  sessions.
Specifically,   can be decomposed into the group-level standard deviations at each session (

 and ) and the 2x2 correlation matrix of interest, :

 =   

The off-diagonal of  contains one free parameter which indicates the test-retest correlation—the
value that we present throughout the text. Finally, we assume the following LKJ prior on the correlation
matrix: 

~ LKJcorr(1)

Because  contains only a free parameter, this prior equates to a uniform distribution between -1 and
1, meaning that all possible values for the test-retest correlation were assumed to be equally likely. 

Priors  for  the  group-level  distributions’  means  and standard  deviations  were  assigned to  normal
distributions. For unbounded parameters, βf and βp, standard deviations were assigned to half-Cauchy
distributions. We include details on the complete parameterization of models in the supplemental text.
The model was sampled for 5,000 iterations, with the first 1,000 as warmup, across six sampling chains
for a total of 24,000 posterior samples for each parameter.

2.6 HBA Model Implementation
HBA for Models 2, 3, and 4 were conducted using the Stan package version 2.16.0 (Carpenter, et al.,

2016), a probabilistic programming language, which uses Hamiltonian Monte Carlo, a variant of Markov
chain Monte Carlo (MCMC) method, to sample from high-dimensional probabilistic models. The RStan
package (Stan Development Team, 2017) was used to interface with Stan and all additional analyses were
conducted  in  R.  For  all  HBA analyses,  convergence to  target  distributions  was  checked visually  by
observing trace-plots and numerically by computing  statistics for each parameter (Gelman & Rubin,
1992).   values for all models were below 1.1, suggesting that the variance between chains did not
outweigh variance within chains.  To ensure that the models fit  the data well,  we performed posterior
predictive checks in which a given model is used to simulate data, and the simulated data is subsequently
compared  to  the  observed  data  (see  Supplemental  Figures  1  and  2).  Finally,  we  used  non-centered
parameterizations of the group-level distributions in all hierarchical models to improve convergence and
estimation efficiency.  We describe details  of  the model  specifications in the Supplemental  Text.  De-
identified data along with the R and Stan codes used to reproduce our results and figures will be available
upon publication. 

2.7 Self-Report Measures
To assess general construct validity, the current study used trait- and state- level self-report measures



RUNNING HEAD: FULL GENERATIVE IGT

commonly found to be associated with performance on the IGT. Trait-level sensitivities of the approach
(behavioral  activation)  and  avoidance  (behavioral  inhibition)  systems  were  measured  using  the
Behavioral Inhibition/Behavioral Activation Scales (BIS/BAS; Carver & White, 1994). While the BIS
scale  (session1  α  =  .81;  session2  α  =  .78)   is  a  unidimensional  construct  measuring  sensitivity  to
negatively valenced events, the BAS scale (BAS-Total: session1  α = .88;  session 2  α = .76)  has three
subscales: the BAS-Drive subscale (session1 α = .80; session 2 α = .64) measures the persistent pursuit of
goals;  the BAS-Fun Seeking subscale (session1  α = .76;  session 2  α = .57)  measures desire for and
spontaneous approach toward new rewards; and the BAS-Reward Responsiveness subscale (session1 α
= .84;  session 2  α = .68) measures positive responses to the anticipation or consummation of rewards.
State-level mood was assessed using the Positive Affect/Negative Affect Schedules (PANAS; Watson,
Clark, & Tellegen, 1988). Participants rated how they felt  on the day of data collection for 10 items
assessing positive emotion (PA subscale;  session1  α = .90;  session2  α = .80) and 10 items assessing
negative emotion (NA subscale;  session1 α = .91;  session2 α = .88). The BIS/BAS and PANAS scales
were administered at both session 1 (n = 48) and session 2 (n = 46). 

To assess internalizing symptoms experienced in the past week, participants completed a 62-item
version of the Mood and Anxiety Symptom Questionnaire (MASQ-Short Form;  Clark & Watson 1991;
Watson, et al., 1995). The MASQ is well-validated and has four subscales: the MASQ-General Distress
Anxiety subscale (α = .86) and MASQ-General Distress Depression subscale (α = .95), measure general
anxious and depressed moods, respectively; the  MASQ-Anxious Arousal subscale (α = .89) measures
somatic hyperarousal; and  the  MASQ-Anhedonic Depression subscale (α = .80) measures low positive
affect.  The 14-item  Snaith-Hamilton Pleasure Scale (session1  α = .88;  session2  α = .88) was used to
measure participants’ ability to experience pleasure in the last few days (SHAPS; Snaith et al., 1995;
binary scoring used; larger values represent greater hedonic capacity). The Patient-Reported Outcomes
Measurement Information System (PROMIS) Depression scale (α = .98) was used to assess symptoms of
depression experienced in the past week (PROMIS-Depression; 28-item version; Cella, et al., 2007). The
MASQ and PROMIS-Depression scales were administered only at session 1 (n = 46) and the SHAPS was
administered at session1 (n = 48) and session 2 (n = 46). Descriptive statistics for the self-report measures
are shown in Supplementary Table 2. 

3. Results
3.1 Performance Across Testing Sessions

Using both ‘summary score models’, performance means were similar across testing sessions, but the
standard deviation in performance only showed a difference between sessions (greater at session 2) for
Model 1. Figure 2A shows performance across the two sessions for the observed ‘percent good deck
selected’ (Model  1).  For Model  1,  there was no significant  difference in mean performance between
sessions (session 1 M = 55.78; session 2 M = 58.63; Welch’s t(73) = -1.19, 95% CI [-8.49, 2.15]), but the
standard deviation in performance was significantly greater at session 2 (session 1 SD = 9.54; session 2
SD = 15.64; Levene’s F(1,94) = 7.74, p = .007). For the Model 2 metric,  (estimated probability of a
good deck selection), the HDI plots in Figure 2B show the difference in performance between the session
2 posterior distribution and session 1 posterior distribution for the mean (μ) and standard deviation (σ) of

, respectively. For session 2 μ – session 1 μ, the 95% HDI indicates there is small-to-no difference in
mean performance across sessions, with a posterior mean of .03 (95% CI = [-.02, .08]) for the distribution
of values representing the difference in mean performance between sessions. However, when looking at
the Model 2 difference in the standard deviation of performance across sessions, the 95% HDI does not
include 0, with a posterior mean of .07 (95% CI = [.03, .11]) for the distribution of values representing the
difference  in  the  standard  deviation  of  performance  between  sessions,  indicating  a  larger  standard
deviation in session 2 performance. Posterior means for the session 1 and session 2 parameter estimates
for Model 3 and Model 4 are in Supplementary Table 3. Supplemental Figure 3 shows no strong evidence
of  group-level  differences  in  the  computational  modeling  parameters  between  sessions.  there  were
virtually no performance differences in the group-level means between sessions for the Model 3 ORL
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parameters (estimated separately at each session). 

[Insert Figure 2]

Figure 2: Summary Score Performance Metrics across Sessions.  (A) Model 1: Scatterplots showing observed
‘percentage  good  deck  selected’  across  sessions.  (B)  Model  2:  Highest  Density  Interval  (HDI)  plots  showing
differences for the mean (μ) and standard deviation (σ) of , the estimated ‘probability of a good deck selection’.
Horizontal  red lines  indicate  the 95% highest  density  intervals  for  estimates  within the difference  distributions
(session 2 distribution – session 1 distribution) and vertical red lines indicate the posterior means for these difference
estimations. 

3.2 ORL Parameter Associations with the Summary Score
Associations between the Model 1 summary score and the Model 3 and Model 4 behavioral estimates

are shown in Figure 3. The direction of associations between the summary score (a measure of overall
good  performance)  and  the  ORL  parameter  posterior  means  was  consistent  across  the  two  testing
sessions. Reward Learning Rate (A+) was negatively associated with overall good performance, while all
other parameters showed positive associations overall good performance. Interestingly, both Reward and
Punishment Learning Rates appeared to (oppositely) drive overall  performance in session 1; while in
session 2, the influences of Reward and Punishment Learning Rates on overall performance appeared to
be strengthened and attenuated, respectively. One outlier was identified for the session 2 data for the βp
parameter; correlations excluding this participant were not substantially different for any parameter and
are presented in Supplementary Table 4.

[Insert Figure 3]
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Figure  3:  Associations  between  ORL  Parameters  and  the  Summary  Score.   Scatterplots  represent  the
association between the Model 1 summary score, ‘percentage good deck selected’ (x-axis) and the posterior means
for  each  of  the  ORL  parameters  (y-axis;  Reward  Learning  Rate  (A+),  Punishment  Learning  Rate  (A-),  Win
Frequency Sensitivity (βf), Perseveration Tendency (βp), and Memory Decay (K)), for Models 3 and 4, for each
testing session. The BCa bootstrapped method was used to construct 95% confidence intervals. Interestingly, the
influences of  Reward and Punishment Learning Rates on overall  performance appeared  to be strengthened and
attenuated, respectively, for session 2 compared to session 1.

3.3 Test-Retest Reliability across Models
3.3.1 Reliability of the Summary Score: Model 1 versus Model 2. 

Test-retest reliability results for the Model 1 and Model 2 metrics are illustrated in Figure 4a. The
test-rest reliability for the Model 1 (observed) summary score (r = .37, BCa 95% CI [.04, .63]) and for the
Model 2 (estimated) posterior mean for the reliability of  (r = .41, 95% CI = [.09, .69]) were both only
moderate with a wide 95% BCa confidence interval and 95% credible interval, respectively. Figure 4b
shows  the  relationship  between  Model  1  and  Model  2  estimates,  demonstrating  the  effect  of  the
hierarchical model pooling individual estimates toward group-level means. Despite hierarchical pooling,
Model 2, which utilizes a simple person-level behavioral model (estimating  ), does not substantially
improve test-retest reliability compared to the traditional analytic approach (summary score and two-stage
correlation). All R-values represent Pearson’s correlation between session 1 and session 2 metrics. 
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[Insert Figure 4]

Figure 4. Model 1 versus Model 2 Summary Scores and Test-Retest  Reliability. (A) HDI plot showing the
posterior distribution of Model 2 estimated test-retest reliability coefficient for . The 95% highest density interval
of estimates is indicated by the horizontal red line, and the vertical red line indicates the posterior mean for Model
2’s estimated test-retest reliability coefficient (r = .41). Model 1 test-retest reliability for the summary score (r = .37)
is indicated by the solid black line. (B) The relationship between the Model 1 and Model 2 estimates. Model 1 data
points  represent  observed summary  score  means  (‘percentage  good deck  selected’)  at  each  of  the  two testing
sessions (two-stage approach). Model 2 data points represent the generatively modeled person-level posterior means
for   (‘probability of good deck selection’),  modeled jointly across sessions. Grey lines connect Model 1 and
Model 2 estimates for each participant, demonstrating the effect of the hierarchical model pooling estimates toward
group-level means. The dashed grey line represents a perfect test-retest correlation of r = 1. 

3.3.2 Reliability of the ORL Parameters: Model 3 versus Model 4. 
Test-retest reliability for the Model 3 and Model 4 metrics (ORL five free parameters) is illustrated in

Figure 5a. Test-retest reliability was moderate for the Model 3 two-stage estimates across each parameter:
(with 95% BCa confidence intervals:  A+ r = .39, [.10, .61]; A- r = .36, [.05, .59]; K r = .52, [.25, .71]; βf r
= .39, [-.02, .68]; βp r  = .65,  [.39, .76]), but test-retest reliability  was substantially improved across all
parameters for the Model 4 estimates (posterior means for reliability with 95% credible intervals:  A+ r
= .73, [.44, .99]; A- r = .67, [.33, .99]; K r = .78, [.53, .98]; βf r = .64, [.33, .92]; βp r = .82, [.65, .97]),
with 95% CIs for the A+ and K parameters indicating that 95% of the estimate samples for reliability were
stronger  than  (and  completely  non-overlapping  with)  the  respective  Model  3  two-stage  reliability
estimate. Figure 5b compares the Model 3 and Model 4 estimates and demonstrates how full generative
modeling improves test-retest reliability through hierarchical model pooling individual estimates toward
group-level means. 

[Insert Figure 5]
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Figure 5. Model 3 versus Model 4 Metrics and Test-Retest Reliability. (A)  HDI plots showing the posterior
distributions of Model 4 estimated test-retest reliability coefficients for each of the ORL five free parameters.  The
95% highest density intervals for Model 4 estimates are indicated by horizontal red lines, and vertical red lines
indicate posterior means for the Model 4 estimated test-retest reliability coefficients (A+ r  = .73;  A-  r  = .67;  K r
= .78; βf r = .64; βp r = .82). Model 3 two-stage test-retest reliabilities (A+ r = .39; A- r = .36; K r = .52; βf r = .39;
βp r  = .65)  are indicated by solid black lines.  (B) The relationship between the Model 3 and Model 4 estimates.
Model 3 data points represent person-level posterior means for the ORL parameter estimates modeled separately at
each of the two testing sessions. Model 4 data points represent generatively modeled person-level posterior means
for the  ORL parameter  estimates,  modeled jointly  across  testing sessions (full generative approach).  Grey lines
connect Model 3 and Model 4 estimates for each participant, demonstrating the effect of the hierarchical model
pooling individual estimates toward group-level means. Dashed grey lines represent perfect test-retest correlation of
r = 1.
 
3.4 Construct Validity across Different Model Performance Metrics

Correlations greater than or equal to |.3| are highlighted in the text. As these analyses were largely
exploratory, we focus on the strength of the correlations and report confidence intervals primarily to
guide future research, rather than as a strict test of significance. 
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3.4.1 Construct Validity for Model 1 and Model 2. 
Associations between self-report measures and the Model 1 (observed) summary score and the Model

2 (estimated) summary score are shown in Table 2. Across both Model 1 and Model 2, summary scores
(representing overall good performance) showed moderate negative correlations with the trait-level the
Behavioral Activation Drive subscale (Model 1 r = -.38, BCa 95% CI [-.66, -.05]; Model 2 r = -.37, BCa
95% CI [-.65, -.03]) at the first testing session and showed moderate negative correlations with state-level
Positive Affect (Model 1 r = -.30, BCa 95% CI [-.50, -.06]; Model 2 r = -.29, BCa 95% CI [-.49, -.06])
and state-level Negative Affect (Model 1 r = -.40, BCa 95% CI [-.62, -.13]; Model 2 r = -.40, BCa 95%
CI [-.61, -.13]) at the second testing session. The associations were not consistent across testing sessions.
Further, while the summary score performance metrics showed associations with state- and trait-level
emotion and personality measures, associations with internalizing symptom measures were generally very
weak.  

[Insert Table 2]

Self-Report Collected at Same Session 
BAS Total -.25 [-.53, .05] .09 [-.17, .36] -.24 [-.52, .05] .08 [-.18, .37]
BAS Drive -.38 [-.66, -.05] -.04 [-.34, .27] -.37 [-.66, -.03] -.05 [-.35, .26]
BAS Fun -.10 [-.40, .20] .13 [-.16, .40] -.08 [-.38, .20] .12 [-.15, .39]
BAS Reward Responsivity -.14 [-.43, .13] .13 [-.16, .39] -.14 [-.42, .12] .12 [-.17, .39]
BIS Total -.20 [-.49, .09] -.03 [-.34, .25] -.19 [-.48, .12] -.04 [-.33, .25]
PANAS PA .02 [-.22, .25] -.30 [-.50, -.06] .01 [-.25, .24] -.29 [-.49, -.06]
PANAS NA -.13 [-.33, .07] -.40 [-.62, -.13] -.14 [-.34, .05] -.40 [-.61, -.13]
MASQ General Distress Anxious -.13 [-.39, .21] -.14 [-.40, .21]
MASQ Anxious Arousal -.19 [-.45, .08] -.21 [-.46, .07]
MASQ General Distress Depressive .01 [-.27, .39] -.02 [-.29, .36]
MASQ Anhedonic Depression .11 [-.23, .46] .11 [-.25, .47]
SHAPS .01 [-.24, .27] .04 [-.21, .31] .01 [-.24, .26] .05 [-.21, .30]
PROMIS-D .15 [-.16, .52] .12 [-.20, .49]

a  At session 1, the n for MASQ and PROMIS-D correlations is 46; the n for all other session 1 correlations is 48
b  At session 2, the n for all correlations is 46

Model 1 Model 2

Session 2

Percentage Good Deck Selected

Session 1 Session 2 Session 1

Probability of Good Deck Selection (θ)

Table 2. Model 1 and Model 2 Construct Validity. Correlations between self-report measures and model estimates
of IGT summary scores with  95% BCa bootstrapped confidence intervals. Correlations with confidence intervals
that do not include zero are bolded. 

3.4.2 Construct Validity for Model 3 and Model 4. 
Associations between self-report measures and the Model 3 and Model 4 ORL parameters are shown

in Table 3. Patterns of association were generally, but not entirely, similar across Models 3 and 4, with
Model 4 estimates showing generally stronger correlations with self-report measures. While Model 1 and
2  estimates  were  only  weakly  associated  with  internalizing  symptom  measures,  the  Model  4  ORL
estimates showed some moderate correlations with internalizing symptoms. 

The  Model  3  ORL  estimates  (modeled  separately  at  each  session)  showed  a  few  moderate
correlations  with  self-report  measures.  At  session  1,  Punishment  Learning  Rate  (A-;  more  volatile
updating for losses) was positively associated with the MASQ General Depressive subscale (r = .28, BCa
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95% CI [.02, .60]) and Win Frequency Sensitivity (βf; sensitivity to win frequency irrespective of win
magnitude)  was negatively associated with state-level  Negative Affect  (r  = -.29,  BCa 95% CI [-.52,
-.01]). Also at session 1, lower Memory Decay (K; less forgetting; remembering a longer sequence of
deck selections) showed a moderate association with greater behavioral inhibition (r = -.32, BCa 95% CI
[-.59, .08]); however, the confidence interval included zero. At session 2, Reward Learning Rate (A+;
more volatile updating for rewards) was positively associated with both state-level  Positive Affect ( r
= .31, BCa 95% CI [.03, .50]) and state-level Negative Affect (r = .40, BCa 95% CI [.16, .60]). 

The  Model  4  ORL  estimates  (modeled  jointly  across  both  sessions)  showed  some  additional
associations  with internalizing symptom measures compared to  the Model  3  estimates.  At  session 1,
Punishment Learning Rate was positively associated with both the MASQ General Depressive subscale (r
= .40, BCa 95% CI [.17, .63]) and the PROMIS Depression scale (r = .31, BCa 95% CI [.05, .54]). It is
worth noting that session 1 Reward Learning Rate also showed some moderate positive correlations with
several  internalizing  symptom  measures  and  with  state-level  Negative  Affect;  however,  all  of  the
confidence intervals for these associations included zero. Also at session 1, Perseveration Tendency (βp;
choice  consistency  irrespective  of  outcomes)  showed  a  moderate  positive  association  with  SHAPS
Anhedonia  (anhedonia  reverse  coded;  r  =  .30,  BCa  95%  CI  [.02,  .52]),  such  that  greater  choice
consistency was associated with lower levels of anhedonia. Mirroring results for the Model 3 estimates, at
session 2, Reward Learning Rate was positively associated with both state-level Positive Affect (r = .27,
BCa 95% CI [.02, .49]) and state-level Negative Affect (r = .41, BCa 95% CI [.15, .62]). Supplementary
Tables 5 and 6 show these same construct validity correlations, excluding the single subject who was
identified as an outlier on the βp parameter at session 2. 

[Insert Table 3]
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Self-Report Collected at Same Session 
BAS Total .03 [-.29, .30] -.17 [-.52, .17] .02 [-.35, .33] -.11 [-.42, .19] .08 [-.25, .41] .01 [-.26, .27] .15 [-.11, .41] .12 [-.17, .43] -.03 [-.30, .23] .24 [-.03, .49]
BAS Drive .02 [-.34, .36] -.29 [-.60, .07] -.05 [-.39, .24] -.07 [-.38, .20] .01 [-.33, .38] .08 [-.20, .37] .10 [-.16, .37] .10 [-.18, .38] .00 [-.25, .24] .21 [-.09, .48]
BAS Fun .05 [-.23, .33] -.01 [-.36, .28] .09 [-.25, .36] -.11 [-.37, .16] .14 [-.16, .42] .02 [-.23, .28] .18 [-.10, .43] .13 [-.20, .47] .07 [-.24, .35] .17 [-.13, .40]
BAS Reward Responsivity .01 [-.26, .26] -.10 [-.43, .18] .02 [-.36, .33] -.10 [-.40, .18] .06 [-.26, .35] -.09 [-.36, .16] .08 [-.18, .33] .06 [-.24, .33] -.13 [-.41, .14] .17 [-.06, .40]
BIS Total .02 [-.26, .29] -.17 [-.47, .13] -.32 [-.59, .08] -.20 [-.51, .09] -.18 [-.46, .20] .00 [-.34, .31] .08 [-.17, .30] .02 [-.28, .33] -.21 [-.49, .07] -.01 [-.27, .25]
PANAS PA -.08 [-.36, .18] -.20 [-.44, .07] .07 [-.24, .40] -.11 [-.37, .20] .14 [-.15, .42] .31 [.03, .50] .06 [-.25, .45] -.18 [-.43, .11] -.07 [-.29, .18] .00 [-.33, .37]
PANAS NA .09 [-.17, .31] -.09 [-.31, .12] -.04 [-.36, .34] -.29 [-.52, -.01] .08 [-.20, .37] .40 [.16, .60] .14 [-.15, .40] -.05 [-.30, .27] -.01 [-.37, .26] .00 [-.24, .29]
MASQ General Distress Anxious .07 [-.23, .34] .10 [-.20, .36] -.07 [-.35, .25] -.16 [-.39, .14] -.06 [-.35, .24]
MASQ Anxious Arousal .13 [-.14, .38] .12 [-.12, .37] -.06 [-.36, .31] -.11 [-.37, .28] -.11 [-.40, .19]
MASQ General Distress Depressive .05 [-.25, .31] .28 [.02, .60] .07 [-.26, .45] -.06 [-.49, .27] -.13 [-.43, .21]
MASQ Anhedonic Depression -.08 [-.39, .23] .18 [-.15, .51] .03 [-.29, .36] .01 [-.33, .27] -.05 [-.37, .27]
SHAPS -.09 [-.35, .20] -.12 [-.35, .16] .11 [-.21, .42] -.10 [-.35, .16] .27 [-.01, .51] -.15 [-.41, .14] -.04 [-.30, .19] .15 [-.15, .42] -.21 [-.43, .04] .24 [-.04, .45]
PROMIS-D -.04 [-.35, .25] .26 [-.03, .53] .16 [-.17, .48] -.21 [-.60, .08] .07 [-.25, .40]

Self-Report Collected at Same Session 
BAS Total .00 [-.33, .31] -.13 [-.48, .19] .04 [-.28, .34] -.12 [-.41, .19] .10 [-.24, .40] -.02 [-.30, .24] .09 [-.19, .38] .15 [-.19, .46] -.08 [-.36, .20] .26 [-.03, .50]
BAS Drive -.01 [-.36, .33] -.22 [-.53, .12] .01 [-.30, .31] -.11 [-.41, .17] .05 [-.28, .36] .04 [-.24, .33] .02 [-.27, .32] .10 [-.19, .39] -.02 [-.28, .25] .22 [-.08, .48]
BAS Fun .07 [-.22, .36] .03 [-.31, .32] .09 [-.19, .35] -.06 [-.33, .21] .12 [-.17, .38] -.01 [-.25, .27] .16 [-.13, .45] .18 [-.16, .50] .05 [-.28, .33] .19 [-.11, .43]
BAS Reward Responsivity -.05 [-.36, .24] -.13 [-.43, .19] .00 [-.33, .31] -.13 [-.43, .15] .09 [-.21, .37] -.10 [-.37, .14] .02 [-.24, .30] .06 [-.24, .35] -.20 [-.47, .08] .19 [-.08, .40]
BIS Total -.07 [-.35, .23] -.18 [-.46, .12] -.28 [-.55, .09] -.24 [-.53, .03] -.16 [-.41, .18] .00 [-.34, .32] .00 [-.24, .24] -.04 [-.32, .27] -.28 [-.54, .00] .00 [-.25, .29]
PANAS PA -.01 [-.27, .27] -.15 [-.41, .13] .07 [-.24, .38] -.14 [-.40, .20] .15 [-.14, .43] .27 [.02, .49] .02 [-.28, .34] -.16 [-.42, .14] -.13 [-.34, .13] .01 [-.33, .36]
PANAS NA .24 [-.04, .52] .05 [-.22, .29] -.08 [-.37, .27] -.28 [-.52, .01] .05 [-.23, .31] .41 [.15, .62] .11 [-.17, .36] .01 [-.30, .33] -.11 [-.49, .15] .05 [-.20, .34]
MASQ General Distress Anxious .20 [-.10, .46] .20 [-.10, .44] -.18 [-.43, .14] -.12 [-.36, .18] -.10 [-.36, .18]
MASQ Anxious Arousal .28 [-.01, .55] .22 [-.06, .44] -.17 [-.43, .20] -.08 [-.34, .31] -.15 [-.40, .14]
MASQ General Distress Depressive .30 [-.02, .56] .40 [.17, .63] -.06 [-.37, .27] .01 [-.45, .35] -.15 [-.44, .19]
MASQ Anhedonic Depression .00 [-.29, .29] .21 [-.06, .50] -.01 [-.31, .29] .05 [-.31, .32] -.10 [-.40, .21]
SHAPS -.13 [-.41, .25] -.11 [-.40, .18] .17 [-.16, .46] -.13 [-.38, .15] .30 [.02, .52] -.14 [-.40, .13] .06 [-.24, .35] .11 [-.17, .45] -.24 [-.45, .02] .22 [-.06, .44]
PROMIS-D .16 [-.18, .45] .31 [.05, .54] .05 [-.24, .39] -.17 [-.60, .11] .00 [-.28, .34]

a   At session 1, the n for MASQ and PROMIS-D correlations is 46; the n for all other session 1 correlations is 48
b   At session 2, the n for all correlations is 46

A+ A- K βf βp

βf βp

A+ A- K βf βp

ORL Estimates (Modeled Separately at Each Session)

Model 3

Model 4

ORL Estimates (Modeled Jointly across Sessions)

Session 1 Session 2

Session 1 Session 2

A+ A- K βf βp A+ A- K

Table  3.  Model  3  and Model  4  Construct  Validity.  Correlations  between self-report  measures  and  ORL model  estimates  with  95% BCa bootstrapped
confidence intervals. Correlations with confidence intervals that do not include zero are bolded. 
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4. Discussion 
Poor psychometric properties for behavioral tasks in general (Cooper et al., 2017; Hedge et al., 2018;

Rouder & Haaf, 2019) and the IGT specifically (Buelow & Suhr, 2009; Schmitz, et al., 2020) are widely
known to limit their utility for individual difference research. We hypothesized, and found, that a full
generative model, compared to the traditional summary score, yielded behavioral estimates with increased
utility for use in individual differences research. More specifically, we demonstrated that full generative
modeling of the IGT improves task psychometrics, increasing test-retest reliability and enhancing the
task’s validity for characterizing internalizing pathology. Our full generative model incorporated both (1)
the ORL computational model (Haines, et al., 2018) at the person-level and (2) a group-level model that
explicitly modeled test-retest reliability for each of the ORL parameters, along with other group-level
effects  (e.g.,  group-level  priors  for  each parameter).  At  the  person-level,  the  ORL behavioral  model
decomposes  observable  IGT performance  into  indices  of  distinct  psychological  processes,  including
Reward Learning Rate, Punishment Learning Rate, Win Frequency Sensitivity, Perseveration Tendency,
and Memory Decay, that together give rise to observable choice behavior on the IGT. At the group-level,
our  generative  ORL model  substantially  improved  test-retest  reliability  for  each  of  the  ORL model
parameters, in line with previous work demonstrating that generative models that incorporate hierarchical
estimates  of  test-retest  can  strengthen  test-retest  correlations  (Haines,  et  al.,  2020).  Unlike  the  IGT
summary score, ORL parameters from the ORL models showed associations with internalizing symptom
measures. Specifically, increased Punishment Learning Rate was associated with higher depression scores
and Perseveration Tendency was associated with lower anhedonia scores. 

4.1 Full Generative Model Improves Test-Retest Reliability. 
We predicted that the behavioral estimates from full generative model would have the highest test-

retest reliability and this hypothesis was distinctly upheld. When a summary score model was used at the
person-level, test-retest reliabilities were only moderate, which is in line with test-retest reported by other
researchers using summary scores at similar intervals (Buelow & Barnhart, 2018; Xu, et al., 2013). These
similar reliabilities across both the traditional and the generative summary score models demonstrates that
the  use  of  a  group-level  generative  model  in  and  of  itself  did  not  substantially  improve  test-retest.
Similarly,  the  use  of  the  more  theoretically  informed  person-level  model,  in  and  of  itself,  did  not
substantially improve test-retest for most of the ORL parameters, compared to test-retest reliability for the
summary score. Instead, substantial improvements to test-retest were seen for all parameters only with the
full generative model. These findings demonstrate that enhanced test-retest reliabilities are not simply an
artifact of the hierarchical model, but also crucially depend on a more precisely specified person-level
model, here the ORL model. Further, these findings show that behavior may appear unreliable with one
model but may be highly reliable with a better model. Thus, these findings bolster previous work (Haines,
et al., 2020) and demonstrate the need for caution when making generalized claims about behavior based
on inference from oversimplified models (or descriptive summary statistics). 

4.2 The ORL Model Decomposes Task Behavior into Distinct Psychological Processes. 
While the  IGT summary  score  confounds  different  psychological  mechanisms that  drive  overall

performance (Ahn, et al., 2016;  Almy, et al., 2018; Cauffman, et al., 2012; Lin, et al., 2007), the ORL
computational  model,  developed  by  Haines  and  colleagues  (2018),  decomposes  observable  choice
behavior on the IGT, providing a theoretically rich set of process-level behavioral metrics.  Reward and
Punishment Learning Rates do not refer to the amount or quality of learning across the whole task, but
rather, reflect the degree to which an individual “weights” the prediction error for a given outcome on a
trial-by-trial  basis  to  update  their  estimation  of  stimuli  value.  In  other  words,  higher  Reward  and
Punishment Learning Rates can be thought of as more volatile trial-by-trial updating in a reward or loss
domain, respectively. An optimal learning rate depends on the structure of a task (Bishop & Gagne, 2018;
Nussenbaum & Hartley, 2019), thus, higher learning rates are not necessarily conducive to better task
performance.  Indeed,  the  current  results  showed that  overall  better  performance  on  the  IGT (higher
summary score) was negatively associated with Reward Learning Rate but positively associated with
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Punishment  Learning  Rate.  Another  ORL  parameter,  Win  Frequency  Sensitivity,  represents  an
individual’s subjective value for the frequency of rewards rather than the magnitude of rewards, a type of
reward  sensitivity  commonly  exhibited  by  healthy  participants  on  the  IGT  (Haines,  et  al.,  2018;
Steingroever, et al., 2013). Finally, the ORL model also provides behavioral metrics for  Perseveration
Tendency, or the consistency of a participant’s choices irrespective of outcomes, and Memory Decay, an
index of participant’s memory for which choices they selected in the past. Together, these five parameters
allow a much more nuanced and fine-grained understanding of individual behavior on the IGT. 

4.3 ORL Model Provides Further Insight into Task Functioning.
In line with previous findings,  we found that  the IGT summary score was associated with trait-

motivation and state-mood  (Buelow & Suhr, 2013; Case & Olino, 2020; Suhr & Tsanadis, 2007; van
Honk, et al., 2002).  Specifically, we found that worse overall performance was associated with greater
trait-level  drive  for  desired  goals  and  more  intense  mood,  both  positive  and  negative.  While  these
associations between coarse self-report measures and the summary statistic are a bit difficult to interpret,
application of the ORL model provides some insight into the common finding that negative mood is
associated with lower IGT performance. Results employing the ORL estimates suggest this association
may be  due  to  more  intense  moods  (either  positive  or  negative)  negatively  influencing  performance
through increased Reward Learning Rate (itself associated with worse overall performance). 

Another  interesting  finding  to  emerge  is  that  associations  between  performance  and  self-report
measures  were  not  consistent  across  the  two testing  sessions.  The  summary statistic  was  negatively
associated with trait drive only at session 1 and was negatively associated with more intense mood, both
positive and negative, only at session 2.  The ORL parameter  Reward Learning Rate  also showed an
inconsistent association across sessions, positively associating with more intense mood, both positive and
negative, only at session 2. Such inconsistent associations across sessions raise questions about not only
quantitative but also  potential qualitative differences in learning/decision making as individuals engage
with an experience-based learning task across multiple occasions. Application of the ORL model may
help  elucidate  these  potential  changes  at  the  process-level.  For  example,  Reward  and  Punishment
Learning  Rates  (more  volatile  updating  for  rewards  and  losses,  respectively)  appeared  to  operate
somewhat  differently  across  the  two  testing  sessions.  In  session  1,  overall  good  performance  was
negatively associated with Reward Learning Rate and positively associated with Punishment Learning
Rate.  While the direction of these associations remained consistent in session 2,  the association with
overall performance was strengthened for Reward Learning Rate but attenuated for Punishment Learning
Rate at the subsequent testing session. This suggests that there may be carry-over learning effects from
the first testing session, which is also supported by the increased standard deviation in group-level task
performance between sessions 1 and 2. Replication of the current results is needed, and future research
should examine learning parameters longitudinally across multiple task administrations. 

4.4 Generative Modeling Enhances Relevance of IGT for Characterizing Internalizing Pathology. 
Previous work using IGT summary scores has shown mixed associations in relation to internalizing

(Paulus & Yu, 2012), with depression and anxiety linked to both impaired (Alacreu-Crespo, et al., 2020;
Cella, et al., 2010; Miu, Heilman, & Houser, 2008; Moniz, et al., 2016; Must, et al., 2006; Rinaldi, et al.,
2020) and enhanced (Byrne et al., 2016; Mueller, et al., 2010; Smoski, et al., 2008) performance. Given
the strong theoretical relevance of reinforcement learning models (like the ORL model) for internalizing
disorders (Bishop & Gagne, 2018; Chen, et al., 2015), and given that the ORL parameters provide more
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refined indices of behavioral performance, we expected that the ORL models would enhance construct
validity  beyond the simpler  models  in  relation  to  internalizing symptoms.  Indeed,  the  ORL models,
particularly estimates from the full generative model, showed associations with internalizing symptom
measures  where  the  summary  scores  did  not.  Specifically,  a  higher  Punishment  Learning  Rate  was
associated  with  greater  depression  scores  on  both  the  MASQ General  Depressive  subscale  and  the
PROMIS Depression scale. As previous studies have generally found lower or no difference in learning
rates  associated  with  depression  (Brown,  et  al.,  2021;  Chen,  et  al.,  2015;  Huys,  et  al.,  2013),  it  is
interesting that the current study found the opposite association in the first study that we are aware of to
examine learning rate on the IGT specifically in relation to internalizing symptoms. As optimal learning
rates depend on task structure (Bishop & Gagne, 2018;  Nussenbaum & Hartley, 2019), it  may prove
important to examine learning rate (and other parameters) across a variety of tasks to understand the
parameter’s relationship with learning and decision making in internalizing disorders. Additionally, in the
current study, a higher Perseveration Tendency, or higher choice consistency irrespective of outcomes,
was  associated  with  lower  Snaith-Hamilton  anhedonia  scores.  Together  with  previous  work
demonstrating a link between reduced choice consistency and depression and suicidality (Alacreu-Crespo,
et al., 2020; Dombrovski & Hallquist, 2021), our study suggests that reduced choice consistency may be
specifically  related  to  anhedonia  symptoms,  which  are  predictive  of  both  depression  (Khazanov  &
Ruscio, 2016) and  current suicidal ideation, controlling for depression (Ducasse, et al.,  2018). Across
both  ORL  models,  the  Reward  Learning  Rate  and  Memory  Decay  parameters  showed  only  non-
significant associations with self-report measures, which may reflect a lack of power and/or simply a lack
of association between fine-grained process-level metrics and the coarser self-report measures. Overall,
given  the  inconsistencies  between  summary  IGT  performance  and  internalizing  found  in  previous
research, the current work demonstrates the potential for generative modeling to enhance the utility of the
IGT for  characterizing internalizing disorders  by elucidating  specific  process-level  learning/  decision
making patterns linked to symptoms. 

4.5 Limitations and Future Directions. 
The current work has several notable limitations. First, a relatively small convenience sample was

used, and no selection criteria related to psychopathology were imposed. Thus, it will be important for
future work to replicate the current results in a larger sample with higher levels of symptoms. Second, as
the current study showed changes in associations between the ORL parameters and overall performance
across the testing sessions as well as different associations between behavioral estimates and self-report
across the two testing sessions, future research will need to address potential quantitative and qualitative
differences in learning/decision making as individuals engage with IGT multiple times. It is possible that
the task structure is learned more quickly on a second encounter with the task, and future research could
include in the model a mechanism to account for carry-over learning such as assuming different priors for
learning rates at a subsequent session based on performance at the first session.  A model modification
such  as  this  might  further  enhance  consistency  in  the  learning  parameters  across  multiple  task
administrations. Future work might also examine whether additional administrations of the IGT (beyond
two time points) show improved stability of behavioral estimates and stronger associations with self-
report measures. Finally, a next step in this line of work is the incorporation of self-report measures
directly within generative models (e.g., Kildahl, et al., 2020; Kvam, et al., 2021; Vandekerckhove, 2014)
to  more  precisely  estimate  associations  between  behavior  and  self-reported  phenomenology.  As  the
current work has shown differences in associations with state-, symptom- , and trait-level measures based
on the modeling strategy used, future work could directly incorporate either separate or joint estimations
of self-reported symptoms over time in models that simultaneously estimate behavioral metrics to explore
factors  that  represent  an  underlying  propensity  for  psychological  pathology  versus  factors  that  may
represent more temporally proximal markers of distress.  

4.6 Conclusions and Broader Implications. 
The major contribution of the current work is the demonstration that generative modeling of the IGT
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employing the ORL model at the person-level provides a set of performance metrics that are both richer
in information and far more reliable across time than the IGT’s traditional summary score. While our
study focused on the IGT task and ORL model in particular, the current results  have broader implications
for  experience-based  decision-making  and  statistical  learning  more  generally.  While  many  popular
behavioral  tasks demonstrate robust  and reproducible results  at  the group-level,  these tasks fall  short
when used for individual differences research, largely due to the low reliability of task metrics at the
person-level (Cooper et al., 2017; Hedge et al., 2018). The current work demonstrates that, even rather
complex,  behavioral  tasks  can  be  used  for  individual  differences  research;  however,  extracting
informative  and  reliable  task  metrics  likely  requires  going  beyond  the  simple  summary  statistics
commonly used for popular tasks. The current work joins a growing body of research demonstrating that
hierarchical models that account for uncertainty both between and within individuals can greatly improve
test-retest  reliability  and optimize the  utility  of  tasks  for  undertaking individual  differences  research
(Brown, et al., 2021;  Chen, et al., 2021; Haines, et al., 2020;  Kildahl, et al., 2020; Kvam, et al., 2021;
Rouder & Haaf, 2019; Vandekerckhove, 2014). As we did not find improvements in either reliability or
validity for the generative model that utilized a simple person-level model (the generative summary score
model), the current work demonstrates the importance of a well-specified and informative person-level
model.  Properly  specified  person-level  models  have  greater  capacity  to  support  theory  development
through  the  identification  of  lower-level  learning  and  decision  making  mechanisms  underlying
psychopathology. Further, well-specified person-level models may help identify mechanisms linked to
symptom change and which mechanisms may be amenable to intervention. Generative modeling has great
potential to identify such process-level mechanisms as well as producing estimates of these mechanisms
that are useful for individual differences research. 
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Supplement 

Supplemental Method

Supplementary Table 1. Win/Loss Contingencies for Decks in the IGT.

Deck A B C D

Gain (presented every trial) $100 $100 $50 $50 
         
Losses (occurring every 10 trials) -$150 -$1,250 -$25 -$250
  -$200   -$50  
  -$250   -$75  
  -$300      
  -$350      
Net value across 10 trials -$250 -$250 $350 $250

Supplementary Table 2. Descriptive statistics for self-report measures. 

mean (sd) mean (sd)

BAS Total 43 (6.0) 30 – 52 42 (4.6) 31 – 52
BAS Drive 12 (2.5) 6 – 16 12 (2.1) 8 – 16
BAS Fun 13 (2.3) 9 – 16 12 (1.8) 10 – 16
BAS Reward Responsivity 18 (2.3) 12 – 20 17 (2.2) 10 – 20
BIS Total 21 (3.9) 10 – 28 21 (3.6) 11 – 28
PANAS PA 24 (8.7) 12 – 45 24 (6.7) 14 – 45
PANAS NA 16 (6.5) 10 – 36 17 (6.4) 10 – 38
MASQ General Distress Anxious 21 (8.2) 11 – 38
MASQ Anxious Arousal 27 (10.0) 17 – 55
MASQ General Distress Depressive 24 (11.0) 12 – 47
MASQ Anhedonic Depression 34 (14.0) 9 – 62
SHAPS 5.2 (4.1) 0 – 14 4.7 (4.1) 0 – 14
PROMIS-D 32 (24.7) 4 – 93

Session 1 (n = 46 or 48)

range

Session 1 (n = 46)

range

Model 4 Specification 
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Model 4 assumed that person-level parameters across sessions followed from group-level multivariate
normal distributions, where each separate parameter had its own multivariate normal distribution in which
it was assumed that the priors for locations (i.e., means) and scales (i.e., standard deviations)
were  assigned  normal  distributions.  Here,  for  conceptual  clarity,  we  present  the  centered
parameterization of Model 4 parameters (and below in the subsection labeled ‘Group-level Re-
parameterizations to Increase Efficiency’  we present the mathematically-equivalent, non-centered
parameterization, which was used to make MCMC sampling more efficient). Using Punishment
Learning Rate as an example, formal specification of the bounded parameters followed the form: 

where  and  are the location and scale parameters for the group-level distributions for each

session t,   is a vector of individual-level parameters for session t on the unconstrained space, and

 is  a  vector  of  the  same  individual-level  parameters  after  they  have  been  transformed  to  the

appropriate bounds. This parameterization both ensures that the hyper prior distribution over the subject-
level parameters is (near)uniform between the parameter bounds and allows for us to use multivariate
normal distributions to model the correlation between bounded parameters. For example,  and  are
the  Punishment  Learning  Rates  for  person   at  both  session  1  and  2,  respectively.   is  the
cumulative distribution function for the standard normal distribution, which is used because the person-

level learning rates must fall between 0 and 1. Because   transforms from , it

allows for us to use the multivariate normal group-level distribution to capture the test-retest correlation

despite the multivariate normal distribution itself having support outside of . 

For parameters bounded  (e.g., K), we used the same parameterization as above but scaled

to the upper bound accordingly: 

For unbounded parameters ( ), we used the same parameterization outlined above except we set

the  hyper  standard  deviations  (e.g.,  )  to  a  half-Cauchy(0,  1).  Because  these  parameters  are
unbounded,  they  follow  directly  from  a  multivariate  normal  distribution  and  do  not  require
transformations.

For  brevity,  we  can  alternatively  write  out  the  probabilistic  model  with  inverse  parameter
transformations  on  the  left-hand  side  of  the  equation.  Doing  so,  the  multivariate  normal
distribution for each parameter was as follows:  

Reward Learning Rate 

 ~ MVNormal
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Punishment Learning Rate 

 ~ MVNormal

Memory Decay 

 ~ MVNormal

Win Frequency Sensitivity 

 ~ MVNormal

Perseveration Tendency  

 ~ MVNormal

Above,   is  the  inverse  of  the  cumulative  probability  distribution  for  the  standard  normal

distribution (i.e. the quantile function), which transforms from . 

Each parameter’s multivariate normal distribution contains a covariance matrix. Again, using Punishment

Learning  Rate  as  an  example,  is a  covariance  matrix  that  captures  the  correlation  between the

person-level  parameters  across  sessions.  Specifically,   can  be  decomposed  into  the  group-level

standard deviations at each session (  and ) and the 2x2 correlation matrix of interest, :

 =   

Here,  is a correlation matrix with one free parameter ( ) on the off-diagonal:

where the free parameter  indicates the test-retest correlation of interest—the value that we present

throughout the text. Finally, we assume the following LKJ prior on each correlation matrix: 
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~ LKJcorr(1)

With only a single free parameter, this prior equates to a uniform distribution between -1 and 1 on ,
meaning that all possible values for the test-retest correlation were assumed to be equally likely. 

Group-level Re-parameterizations to Increase Efficiency
Here, we present re-parameterizations employed to make the MCMC sampling more efficient (see

Stan code available on our Github at XXXX). These re-parameterizations are mathematically-equivalent
to the centered parameterizations presented above and included non-centered parameterizations for the
hierarchical  (group-level)  components  of  the  model,  along  with  Cholesky  decompositions  to  re-
parameterize the test-retest  correlation matrices,  which makes sampling from the multivariate normal
distribution more efficient. For individual-level parameters drawn from multivariate normal distributions,
which we used to estimate test-retest correlations, we used a Cholesky decomposition to employ non-
centered parameterizations. Specifically, a covariance matrix   can be decomposed into its Cholesky
factor   , where   =  . Then, individual-level parameters drawn from independent, standard

normal distributions can be correlated using the Cholesky factor   , as shown below. The Cholesky

factor ( ) of the covariance matrix 𝐒 is equal to the diagonal matrix of the group-level SDs multiplied

by the Cholesky factor of the correlation matrix . Therefore, as opposed to sampling directly from a
multivariate normal distribution to estimate a correlation matrix 𝐒, we can sample from the group-level
means, standard deviations,  the Cholesky factor of the correlation matrix ( ),  and individual-level
parameters (e.g., and ) independently and then reconstruct the correlation matrix afterward as 𝐒 =

. 

Using Punishment Learning Rate as an example, the non-centered parameterization was as follows:

 ~ LKJcorr(1)

 =   

 = )

 = 
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Supplemental Results

Supplementary Table 3. Posterior Means for Model 3 and Model 4 ORL Parameters
  

Model 3

Session 1 Session 2
(n = 50) (n = 46 )

Posterior Means

A+ .38 .33
A- .13 .12
K .54 .81
βf 1.57 2.06
βp -1.63 -.74

Model 4

Session 1 Session 2
(n = 50) (n = 50 )

Posterior Means

A+ .34 .31
A- .13 .12
K .68 .85
βf 1.55 2.09
βp -1.34 -.35

 

Model Validation: Posterior Predictive Checks
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To ensure that the models fit  the data well,  we performed posterior  predictive checks in
which a given model is used to simulate data, and the simulated data is subsequently compared
to the observed data. More specifically, fitted model parameters were used to simulate data and
the simulated data was plotted against the observed data as a qualitative check for model fit. 

Supplementary  Figure  1.  Posterior  Predictive  Check  for  Model  2.  Simulated  data  using
Model 2 estimates of  reproduced the Model 1 observed summary score at the person-level for
both Session 1 and Session 2. Note that four participants from Session 1 were not present for
Session 2,  which we indicate  in  the Session 2 panel  with points at  0%. Despite  not  having
Session  2  data  on  these  participants,  the  model  predicts  variation  between  these  missing
participants based on their Session 1 data.

Supplementary  Figure  2.  Posterior  Predictive  Check  for  Model  3.  Simulated  data  using
Model 3 estimates of the five free ORL parameters reproduced observed group-averaged, trial-
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level choice behavior for both Session 1 and Session 2. Note: a random selection strategy would
roughly produce a 25% group-averaged selection rate (marked by the horizontal red line) for
each deck, on any given trial. 50% and 95% highest density intervals are demarcated by dark and
light orange areas, respectively. 

Session 1

Session 2

Supplementary Figure 3. Group-Level Performance Differences for the ORL Parameters 
between Testing Sessions. 
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Supplementary  Table  4.   Associations  between  ORL  Parameters  and  the  Model  1
Summary Score Excluding Outlier. 
Scatterplots in manuscript Figure 3 revealed an outlier on the βp parameter at Session 2. All
correlations between the Model 3 and Model 4 ORL parameters  and the Model 1 Summary
Score are reported here with the outlier removed. Removal of the outlier did not substantially
change correlation results for any parameter. CIs represent 95% bias-corrected and accelerated
bootstrapped confidence intervals (95% BCa CIs). 

r 95% CI r 95% CI

A+
A-
K
βf
βp

r 95% CI r 95% CI

A+
A-
K
βf
βp

-.40 [-.59,-.01] -.63 [-.77,-.44]

(n = 45)

-.49 [-.66,-.16] -.67 [-.79,-.50]

.57 [.30,.77]

.25 [-.01,.54]

.26 [-.06,.54]

(n = 49)

Session 1 Session 2

Model 3

Model 4

(n = 49) (n = 49)

.17 [-.29,.47]

.20 [-.07,.43]

.11 [-.18,.37]

.28 [-.05,.52]

.21 [-.12,.48]

Session 1 Session 2

.15 [-.25,.43] .19 [-.10,.45]

.49 [.21,.70] .16 [-.13,.40]

.19 [-.09,.44] .09 [-.21,.36]

.31 [.02,.56] .31 [.00,.55]

Supplementary Table 5.  Model 1 and Model 2 Correlations with Self-Report Measures: 
Excluding the Single Outlier Subject on the βp parameter at Session 2. 
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Self-Report Collected at Same Session 
BAS Total -.25 [-.55, .03] .07 [-.18, .37] -.25 [-.54, .05] .06 [-.19, .36]
BAS Drive -.39 [-.67, -.06] -.06 [-.36, .26] -.37 [-.67, -.04] -.07 [-.37, .25]
BAS Fun -.10 [-.40, .20] .12 [-.18, .39] -.08 [-.39, .20] .12 [-.17, .39]
BAS Reward Responsivity -.15 [-.43, .13] .12 [-.18, .39] -.15 [-.44, .12] .11 [-.19, .38]
BIS Total -.20 [-.49, .09] -.04 [-.34, .25] -.18 [-.48, .12] -.04 [-.35, .24]
PANAS PA .02 [-.24, .26] -.32 [-.52, -.07] .00 [-.26, .24] -.32 [-.51, -.08]
PANAS NA -.13 [-.34, .07] -.41 [-.63, -.14] -.15 [-.34, .06] -.42 [-.63, -.16]
MASQ General Distress Anxious -.13 [-.39, .21] -.14 [-.40, .21]
MASQ Anxious Arousal -.19 [-.45, .08] -.21 [-.47, .07]
MASQ General Distress Depressive .01 [-.27, .37] -.02 [-.30, .36]
MASQ Anhedonic Depression .11 [-.23, .49] .11 [-.25, .48]
SHAPS .00 [-.25, .28] .03 [-.21, .30] .00 [-.24, .27] .03 [-.21, .31]
PROMIS-D .16 [-.17, .53] .13 [-.20, .50]

 (n = 45 or 47)  (n = 45 or 47)(n = 45) (n = 45)

Model 2Model 1

Percentage Good Deck Selected Probability of Good Deck Selection (θ)

Session 1 Session 1Session 2 Session 2
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Supplementary Table 6.  Model 3 and Model 4 Correlations with Self-Report Measures: Excluding the Single Outlier Subject
on the βp parameter at Session 2. 

Self-Report Collected at Same Session 
BAS Total .00 [-.32, .29] -.19 [-.56, .14] .02 [-.34, .35] -.11 [-.42, .19] .04 [-.29, .39] .01 [-.26, .29] .14 [-.12, .40] .09 [-.23, .39] -.07 [-.34, .20] .16 [-.14, .39]
BAS Drive .00 [-.38, .35] -.31 [-.63, .05] -.06 [-.39, .25] -.07 [-.38, .21] -.03 [-.38, .36] .09 [-.20, .39] .08 [-.17, .36] .06 [-.22, .33] -.03 [-.28, .20] .12 [-.20, .38]
BAS Fun .03 [-.26, .31] -.03 [-.37, .27] .09 [-.25, .37] -.11 [-.37, .17] .12 [-.21, .41] .02 [-.23, .29] .17 [-.11, .43] .11 [-.22, .45] .05 [-.27, .33] .13 [-.19, .42]
BAS Reward Responsivity -.02 [-.30, .25] -.13 [-.45, .16] .02 [-.35, .36] -.10 [-.41, .18] .02 [-.29, .32] -.09 [-.35, .18] .07 [-.19, .32] .03 [-.27, .30] -.16 [-.44, .10] .11 [-.14, .35]
BIS Total .03 [-.25, .30] -.16 [-.47, .15] -.31 [-.59, .08] -.21 [-.51, .10] -.18 [-.47, .19] .00 [-.32, .31] .08 [-.17, .30] .02 [-.28, .34] -.22 [-.50, .06] -.02 [-.33, .30]
PANAS PA -.10 [-.39, .16] -.23 [-.46, .05] .07 [-.27, .39] -.12 [-.37, .23] .11 [-.19, .39] .32 [.03, .51] .04 [-.26, .45] -.23 [-.47, .06] -.10 [-.32, .15] -.14 [-.46, .17]
PANAS NA .08 [-.19, .31] -.10 [-.31, .12] -.04 [-.36, .34] -.29 [-.52, -.01] .06 [-.23, .36] .40 [.15, .60] .13 [-.17, .39] -.08 [-.33, .26] -.04 [-.39, .24] -.09 [-.31, .24]
MASQ General Distress Anxious .07 [-.23, .35] .10 [-.20, .37] -.07 [-.35, .25] -.16 [-.39, .15] -.07 [-.35, .26]
MASQ Anxious Arousal .14 [-.13, .39] .13 [-.13, .36] -.06 [-.37, .31] -.11 [-.36, .27] -.11 [-.41, .20]
MASQ General Distress Depressive .03 [-.27, .29] .26 [-.00, .57] .07 [-.27, .44] -.06 [-.48, .27] -.16 [-.48, .16]
MASQ Anhedonic Depression -.06 [-.38, .27] .20 [-.12, .53] .02 [-.29, .39] .01 [-.33, .28] -.01 [-.34, .31]
SHAPS -.11 [-.39, .17] -.14 [-.38, .13] .11 [-.20, .42] -.11 [-.35, .17] .24 [-.05, .49] -.15 [-.41, .13] -.06 [-.32, .19] .12 [-.19, .40] -.25 [-.46, -.00] .18 [-.13, .42]
PROMIS-D -.03 [-.34, .26] .27 [-.01, .54] .16 [-.16, .48] -.21 [-.59, .08] .08 [-.25, .42]

Self-Report Collected at Same Session 
BAS Total -.02 [-.36, .29] -.15 [-.51, .19] .05 [-.28, .35] -.12 [-.43, .18] .03 [-.28, .36] -.04 [-.32, .22] .06 [-.22, .36] .12 [-.22, .45] -.10 [-.39, .17] .18 [-.13, .42]
BAS Drive -.03 [-.41, .32] -.24 [-.56, .10] .02 [-.30, .32] -.11 [-.42, .17] -.01 [-.33, .33] .02 [-.27, .33] -.01 [-.30, .30] .07 [-.22, .36] -.04 [-.31, .23] .13 [-.18, .40]
BAS Fun .06 [-.24, .33] .02 [-.33, .31] .10 [-.19, .36] -.06 [-.33, .21] .08 [-.23, .37] -.02 [-.27, .26] .15 [-.15, .43] .16 [-.18, .49] .04 [-.29, .33] .15 [-.17, .43]
BAS Reward Responsivity -.07 [-.39, .21] -.15 [-.45, .16] .00 [-.33, .31] -.14 [-.44, .15] .02 [-.28, .32] -.12 [-.39, .13] .00 [-.25, .28] .04 [-.26, .35] -.22 [-.49, .06] .12 [-.13, .37]
BIS Total -.07 [-.35, .23] -.18 [-.46, .12] -.28 [-.55, .10] -.24 [-.54, .03] -.15 [-.43, .20] .00 [-.34, .31] .00 [-.24, .24] -.05 [-.33, .26] -.28 [-.55, .00] .00 [-.31, .34]
PANAS PA -.03 [-.30, .26] -.18 [-.43, .11] .08 [-.23, .40] -.15 [-.40, .21] .10 [-.21, .38] .26 [-.00, .48] -.01 [-.31, .32] -.19 [-.45, .10] -.15 [-.37, .12] -.12 [-.45, .18]
PANAS NA .23 [-.06, .52] .04 [-.23, .29] -.07 [-.37, .29] -.28 [-.52, -.01] .02 [-.28, .31] .40 [.15, .62] .10 [-.19, .35] -.01 [-.33, .32] -.13 [-.49, .15] -.02 [-.26, .32]
MASQ General Distress Anxious .20 [-.10, .48] .20 [-.09, .44] -.18 [-.43, .14] -.12 [-.36, .18] -.11 [-.39, .17]
MASQ Anxious Arousal .28 [-.01, .58] .23 [-.05, .45] -.17 [-.44, .18] -.08 [-.35, .30] -.15 [-.44, .15]
MASQ General Distress Depressive .29 [-.05, .55] .38 [.15, .63] -.05 [-.36, .29] .00 [-.46, .33] -.23 [-.50, .12]
MASQ Anhedonic Depression .03 [-.28, .31] .24 [-.03, .53] -.02 [-.32, .30] .06 [-.32, .33] -.04 [-.35, .28]
SHAPS -.15 [-.44, .23] -.14 [-.41, .16] .18 [-.14, .47] -.13 [-.38, .15] .26 [-.04, .50] -.16 [-.42, .12] .03 [-.26, .33] .09 [-.20, .42] -.27 [-.48, -.00] .16 [-.16, .41]
PROMIS-D .17 [-.18, .45] .32 [.06, .55] .05 [-.24, .39] -.17 [-.60, .12] .03 [-.28, .36]

βf βp

Session 1 (n = 45 or 47) Session 2 (n = 45)

A+ A- K βf βp A+ A- K

A- K βf βp

Model 4

ORL Estimates (Modeled Jointly across Sessions)

Model 3
ORL Estimates (Modeled Separately at Each Session)

Session 1 (n = 45 or 47) Session 2 (n = 45)

A+ A- K βf βp A+
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