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ABSTRACT 

 

Across two essays, I explore how artificial intelligence (AI) applications can help 

businesses automate customer service with deep learning-driven natural conversation and 

improve employee performance with work supervision. I apply machine learning 

methods such as audio analytics and text mining, as well as field experiments to explore 

these new AI-driven capabilities in customer service and employee supervision 

automation. Substantively, this research tackles emerging business questions regarding 

how AI applications can assist customer purchases and employee job performance. In 

Essay One, I apply two experiments to investigate when and how AI voicebots work or 

struggle in persuading customers relative to human agents. In Experiment 1, I apply 

audio analytics to extract agents’ voice features (i.e., pitch, amplitude, and speed) and 

speech content (i.e., selling adaptivity). My analyses suggest two distinct routes to 

explain how agents’ speech patterns account for their performance. Analyses in 

Experiment 2 demonstrate that relative to human agents, AI bots could backfire and lead 

to worse performance when the customer persuasion task is more complex. In my second 

essay, I explore the coexistence of performance improvement and employee resistance to 

AI supervision. Specifically, I develop a novel two-by-two field experiment, which 

randomly assigns the AI or human supervision entity and discloses the entity or not, to 

separate the economic gain from negative reactance to AI. In addition, I uncover the 

underlying mechanism by identifying employees’ subjective bias to the AI feedback 

quality and heightened fear of job replacement once they know the supervision entity is 
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AI rather than human managers. I propose two strategies to alleviate employees’ 

resistance to AI supervision. 
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CHAPTER 1 

INTRODUCTION 

 

Despite artificial intelligence’s (AI) immense business potential in automating 

customer services and conducting employee management, companies remain dubious 

about the black-box nature of AI voicebots (Huang and Rust 2018). Managers are 

concerned with the underlying mechanisms and boundary conditions of the performance 

of AI bots. Furthermore, there is a scant academic evidence about whether and how AI 

applications alter both customer purchase decisions and employee on-job performance 

(Webb et al. 2019). Specifically, applying AI for human interactions is debatable as 

people may be dubious about the capability of AI and even hold resistance to AI 

applications. To fill in this gap, this two-essay dissertation examines the business impact 

of AI voicebot system automation for customer services and employee supervision.   

In Essay One, I use two randomized field experiments to examine when and how 

AI voicebots relative to human agents may work or struggle in persuading customers. 

Experiment 1 randomly assigns over 1,690 customers to receive a sales call from either a 

human agent or AI voicebot. Analyses of the sales call data suggest that AI bots 

outperform human agents because the former has not only a more stable speech, i.e., 

lower volatility in amplitude and speed, but also a higher selling adaptivity in the call 

transcripts when serving customers.  

To further explore boundary conditions of the effectiveness of AI bots, 

Experiment 2 randomly assigns over 770 customers to be served by either AI bots or 

human agents. Results not only replicate the superior effectiveness of AI bots when the 
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task is relatively less complex to persuade customers, but also suggest that relative to 

human agents, AI bots actually backfire and lead to worse performance for more complex 

customer persuasion tasks.  

Simulation results with the causal forest algorithm suggest that using AI-human 

agent assemblages to account for heterogeneity in customer characteristics can further 

improve the overall performance by 41.5%, compared to replacing all human agents with 

AI bots. These findings have useful implications for managers to better leverage AI bots 

and audio data analytics. 

In Essay Two, I empirically distinguish the two effects which are often 

intertwined, using data from a field experiment on 265 employees conducted by a firm. A 

novel feature of the experiment is that, not only is the deployment of AI or human 

supervisors randomized, but the disclosure of supervisors’ identities is also randomized 

as either AI or human. The results indicate that, holding constant the disclosed supervisor 

(either as AI or human), deploying AI supervision generates 12.9% higher employee 

performance than human supervision. Conversely, holding constant the actual supervisor 

(either as AI or human trainers), employees who are informed of being supervised by AI 

achieve 5.4% lower performance than those informed of being supervised by human 

managers.  

Underlying mechanisms suggest that although AI provides higher quality 

supervision, disclosing it as the supervisor reduces employees’ perceived supervision 

quality and increases their fear of job displacement by AI, which lower employees 

learning from the supervision, and ultimately productivity. The disclosure effect varies by 

employees’ tenure in the firm.
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CHAPTER 2 

ESSAY 1: WHEN DO AI VOICEBOTS WORK AND BACKFIRE? EVIDENCE 

AUDIO DATA ANALYTICS AND FIELD EXPERIMENTS 

 

Introduction 

The rise of AI in voice commerce offers immense business potentials. Essentially, 

AI voicebots refers to deep learning-based computer software solutions that can handle 

speech recognition, semantic parsing, and intelligent audio synthesis to engage natural 

language conversation with customers (Gartner 2018; Forbes 2020). It is estimated that 

AI voicebots such as Google Duplex and Amazon Alexa may manage 85% of customer 

service interactions, and can save over one trillion dollars that would otherwise be 

invested in handling the 265 billion customer calls annually (IBM 2017; 

Mckinsey&Company 2018).  

However, many companies harbor doubts about the black-box nature of AI 

voicebots developed with algorithms that lack transparency in explanations (Khatri et al. 

2018; Rudin 2019). Managers are concerned with the underlying mechanisms on how AI 

bots work in customer services and not sure the boundary conditions of the effectiveness 

of AI bots (Forbes 2020). Indeed, a survey of 2,000 executives shows that less than 10% 

of corporate budgets are willing to investment in AI (Wall Street Journal 2019).  

Prior research has noted that AI bots can more competently serve customers in 

natural language conversations than inexperienced workers do (Luo et al. 2019). 

Furthermore, AI can effectively handle machine translation and product 

recommendations (Brynjolfsson, Hui, and Liu 2019; Sun et al. 2020). Yet, extant 
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literature has not investigated when and how AI voicebots relative to human agents may 

work or struggle in persuading customers. 

To bridge this knowledge gap, I exploit data from two randomized field 

experiments. Experiment 1 randomly assigns over 1,690 customers to receive a sales call 

from either a human agent or AI voicebot under the common protocols. A unique 

strength of our experiment is that the sales call data can be leveraged in audio analytics to 

extract agents’ voice features (i.e., amplitude, speed, and pitch) and transcript content, 

both of which help reveal the mechanisms for the incremental impact of AI bots over 

human agents on customer responses. 

Our results suggest that the AI voicebot outperforms general human agents in 

attaining consumer responses in terms of both purchase rates and customer satisfaction. 

On average, customers called by the AI voicebot have 65.7% higher purchase rates than 

the counterpart contacted by human agents. Also, customers rate their satisfaction level 

34.8% higher when served by the AI bot than when served by human agents. More 

importantly, I uncover two mechanisms accounting for the superior performance of AI 

voicebots over human agents. First, our audio data analytics suggest that when 

conversing with customers, AI bots have more stable speech features (i.e., how to say) 

than human agents. That is, AI bots’ amplitude volatility is 8.7% lower than that of 

human agents, and their speed volatility is 46.6% less than that of human. Further, the AI 

bot is more adaptive in conversations (i.e., what to say) in catering to individual 

customers’ needs. I find that the AI bot achieves 36.3% higher selling adaptivity in the 

speech content than human agents, on average.  



5 

To explore boundary conditions of the incremental performance of AI bots, 

Experiment 2 tasks voicebots with collecting overdue payments from customers. This 

customer persuasion task can be relatively less complex to carry out when customers do 

not pay the loan for the first time (e.g., they may simply forget the due date), but rather 

more complex when consumers do not pay repeatedly. In this experiment, the AI bots and 

human agents are randomly assigned to serve over 770 different customers. Results not 

only replicate the superior effectiveness of AI bots when this task is relatively less 

complex, but also suggest that relative to human agents AI bots actually backfire and lead 

to worse performance when this task is more complex. I further explore the boundary 

conditions using a machine learning approach of CausalForest. Simulation results 

suggest that using AI-human agent assemblages to account for heterogeneity in customer 

characteristics such as age, prior spending, and persuasion complexity can further 

improve the overall performance by 41.5%, compared to replacing all human agents with 

AI bots.  

Our research is related to and extends two key literature streams. First, it 

contributes to the burgeoning stream of research on AI (Castelvecchi 2016; Rai 2020; 

Rudin 2019). Some studies note that AI can boost productivity and efficiency in product 

recommendations and machine translation tasks due to its unprecedented power of 

analyzing structured and unstructured data (Brynjolfsson and Mitchell 2017; Davenport 

and Ronanki 2018; Huang and Rust 2018; Sun et al. 2020). However, others point out 

that customers may have negative reactions to AI bots. Mende et al. (2019) document that 

humanoid service robots elicit consumer discomfort such as eeriness. Leung et al. (2018) 

note that customers may resist automation because they feel that their self-identity is 
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threatened. Castelo et al. (2019) report that algorithms are less trusted for subjective 

(versus objective) tasks. Luo et al. (2019) reveal that customers make fewer purchases 

when they know that their conversational partner is not human because they perceive the 

disclosed AI chatbots as less empathetic. I uncover two mechanisms of AI voicebots’ 

superior performance and document that “how to say” with a stable voice accounts for 

more variance in AI bot effectiveness than does “what to say”. Further, I uncover the 

boundary conditions: despite their superior performance in simple tasks, AI bots may 

backfire in more complex ones. This contingency view of the performance of AI is 

crucially important because it addresses when AI chatbots work or backfire. Consumers’ 

AI aversion may result from not only their subjective bias against machines (as noted by 

prior research), but also misfit between customer service tasks and AI bots. Current AI 

technologies are more suited to simpler tasks that map well-defined inputs with outputs. 

However, for more complex customer service tasks, human agents’ judgement, creativity, 

and cross-domain knowledge might exceed AI’s data-crunching skill. 

Second, I advance the sales management literature on audio data analytics. When 

serving customers over the phone, sales agents depend on voice features and verbal 

content to communicate due to a lack of in-person contact. Existing studies note that 

paralinguistic features such as agents’ vocal amplitude, pitch, and speed can signal their 

confidence, compassion, and professionalism and affect customer persuasion and sales 

call effectiveness (Hall 1980; Van Zant and Berger 2020; Karmarkar and Tormala 2010). 

Consistent vocal features can reduce cognitive loads, elicit more favorable attitude, and 

increase customers’ trust in the sales pitch (Lee and Nass 2003). People with a lower 

pitch may have more authority because lower pitch is perceived as more assertive and 
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stronger (Anderson et al. 2017). Extending this line of prior research that mostly relies on 

“soft” perception data from lab studies, I use “hard” real-world sales call data from field 

experiments. Moreover, advancing previous studies focusing on human voices, I compare 

and contrast AI bots vis-à-vis human agents on various voice metrics, in order to account 

for their performance differences in influencing customer behavior. This study is the first 

to leverage audio data analytics to (1) extract a rich set of sales agents’ paralinguistic 

features in both mean and volatility values for human agents and AI bots and (2) uncover 

that more consistent vocal amplitude and speed explain the relatively higher effectiveness 

of AI bots in persuading customers.  

Our findings also offer useful managerial implications. First, managers may 

leverage AI bots to train human agents to have a less volatile voice and higher selling 

adaptivity to improve customer service performance. Additionally, the boundary 

conditions across various tasks alert managers to the divergent value of AI bots. 

Managers should adopt AI-human agent assemblages to target different customer 

segments, rather than simply replace all human agents with AI bots. Unlike human agents 

who may suffer from physical fatigue and emotional fluctuations, the AI bot will not 

have bad days or toxic emotions. Hence, they may accomplish simpler jobs more 

accurately, consistently, and efficiently. However, AI may struggle and backfire in 

handling more complex jobs. While many firms intuitively feel that AI can save labor 

costs, the larger benefit of AI is that it can free human agents from simple repetitive tasks 

so that they can handle more complicated tasks (Wall Street Journal 2019; Forbes 2020).  

Next, I will present two field experiments. As shown in Figure 1, Experiment 1 

explores whether AI voicebots differ from human agents in terms of how to say (pitch, 
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amplitude, and speed) and what to say (selling adaptivity), both of which subsequently 

affect customer responses (purchase rates and customer satisfaction). In Experiment 2, I 

explore the boundary conditions to test when AI voicebots may struggle and even 

backfire. That is, I investigate how task complexity levels and customer heterogeneity 

moderate the incremental effects of AI voicebots over human agents.   

 

Figure 1. Experiment Overview 

 

Institution Details and Experimental Design 

Background of the Company and AI Voicebots 

A unique part of this data generation process is the use of randomized field 

experiments. These experiments account for unobserved confounds such as different 

needs for loans, seasonality, competition, and call settings. It is difficult to rule out these 

confounds, observed or unobserved (e.g., some are more suspicious of sales calls over the 

phone than others), based only on observational data (Gordon et al. 2019).  

The corporate partner in our experiments is a major Fintech company in Asia (that 

wishes to be anonymous). The company provides personal loans to over 20 million 



9 

individual customers. Typically, the loan amount is between US $800 and $2,500, and 

most customers use the loans to buy electronic products such as smartphones and laptops. 

When customers apply for personal loans, the company evaluates their default risk with a 

rich set of individual data such as age, gender, occupation, credit risk, salary, credit card 

spending, online spending, and educational background. Traditionally, the company 

employs human agents in its call center to promote various loan products to customers 

and collect overdue payment (remind delinquent customers and persuade them to make 

the payments). 

Taking advantage of the recent advances in AI technologies, the company 

implements the AI voicebot system. This AI system utilizes cutting-edge deep learning 

neutral networks, Natural Language Understanding, Automatic Speech Recognition, 

Text-to-Speech Synthesis, Voice-Operated Switch, and Media Resource Control Protocol 

(Brynjolfsson and Mitchell 2017; Luo et al. 2019). The AI bot is trained by a large 

quantity of sales call data composed of the company’s historical audio recordings (over 

ten terabytes) with a comprehensive best-practice knowledge bank with both positive 

samples (correct ways to converse with customers) and negative samples. In the specific 

context of this company, the AI voicebot leverages deep reinforcement learning 

algorithms to dynamically optimize how to say (voice amplitude, pitch, and speed) and 

what to say (adapting conversation content to the individual customer), in order to 

maximize customer responses such as loan renewal and payment. After extensive 

training, the AI voicebot sounds like a proficient human agent, converses with customers 

in natural human languages, and provides answers to customers’ queries in accordance 

with best practices from the big data knowledge bank. Thus, the AI bot can automatically 



10 

make loan promotion calls and loan collection calls to serve customers at scale for the 

company.1   

As shown in Figure 2, AI voicebot architectures have four core components: 

voice recognition, natural language understanding, text formulation and natural language 

response, and text-to-speech synthesis (see more details in Appendix A). First, the 

automatic voice recognition is designed to convert the vocal frequency input into text 

through Fourier transformation and feature engineering. Natural language understanding 

captures the semantic meaning by segmenting sentences and word embeddings. In 

addition, text formulation and natural language processing generate appropriate text 

responses to customer inquiries by constructing long-short-term memory via neural 

network models. Moreover, text-to-speech synthesis converts textual content into audio 

responses via text-to-waveform transformation and voice synthesis. By means of these 

architectures, AI bots can synthesize human voice, understand subtle conversations, and 

address consumer requests. Unlike humans, AI can scale up customer services by 

handling hundreds and thousands of calls simultaneously. AI voicebots can quickly 

search knowledge bank, analyze unstructured audio data, and shorten consumer wait time 

for companies (IBM 2017; Salesforce 2019; Wall Street Journal 2019).  

 
1 A similar enterprise solution of AI voicebots offered by iFlytek is 

http://global.xfyun.cn/blog/details?title=QWJvdXQgQUlVSSBPcGVuIFBsYXRmb3Jt.   

http://global.xfyun.cn/blog/details?title=QWJvdXQgQUlVSSBPcGVuIFBsYXRmb3Jt
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Figure 2. Backbone Architecture of AI Agent 

 

Experimental Design 

In Experiment 1, the company applies this AI voicebot to make loan promotion 

sales calls to customers. The targeted customers are borrowers who have successfully 

repaid 11 of the 12 installments of their current loans. This means that there is a sales 

opportunity for loan renewal (or purchase in our data). Hence, the company implements a 

field experiment wherein customers are randomized to receive sales calls from either the 

AI or human agents to renew their loans. The agents (both AI and human workers) 

inform customers about a special promotional offer to renew the current loan. The offer 

here is that if customers agree to renew the loan within 24 hours, the regular loan 

application processing fees will be waived. If the customer agrees to renew, the company 

will offer them the same loan amount and terms.  
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In this two-factor between-subject experimental design, a total of 2,000 customers 

are randomly assigned to receive a sales call from one of the two groups: the AI voicebot 

and human agents. It is a between-subjects design, where customers neither were in 

multiple experimental conditions nor received more than one call. Each group has 1,000 

customers. The human agent group has 50 regular workers in the company who are 

randomly selected from the call center and represent the general sales agents. Because 

over 80% of their compensation is determined by sales call outcomes (e.g., customer 

purchases), these human agents pay high attention to the sales calls and diligently serve 

customers over the phone. Our experiments do not temper agent compensation plan. 

Because I observe the pre-experiment performance heterogeneity of these human agents, 

I will compare different types (e.g., high and low performance) of human agents to AI 

bots in subsequent analyses.  

To rule out alternative explanations, all agents (the AI voicebot and human 

agents) follow the same call procedures. Specifically, all agents first greet customers with 

the company name and expresses appreciation for their reliable payment history. Then, 

the agents introduce the special promotional offer (loan application fee waiver). If 

customers are interested in renewing the loan, an agent would ask them about changes in 

job positions, income conditions, and big-ticket spending on credit cards within the past 

three months. If customers consent to renew the loan, they can follow up by signing the 

documents online (over 99% customers who agreed to renew in the sales call indeed 

renewed the loan according to the company records). If customers show little or no 

interest in the promotion, agents can use common sales tactics as remedies, such as 

emphasizing the promotion for VIP customers, focusing on the fee waiver benefits, and 
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discussing potential financial needs of the individual customer (Churchill et al. 1985). 

The Appendix B presents the call procedures. Moreover, all sales calls are made from 10 

am to 12 pm on a workday, in order to further rule out alternative explanations to the 

results. 

Data and Results 

Summary Statistics and Randomization Check for Experiment 1 

Of the 2,000 randomly selected customers, 1,699 of them answered the phone call 

and conversed with the AI or human agents. (I exclude calls that are hanged up by 

customers, i.e., with less than 10 seconds for the conversation duration.) Data suggest that 

there is no systematic difference between the AI voicebot and human groups in terms of 

the non-response rate (p>.7). Also, non-response customers are indifferent from those 

who answered the calls in terms of customer background variables. Table 1 Panel A 

presents the customer background variables in our data. Male is a binary variable 

(1=male, 0=female). Education is a categorical variable (1=Middle school and below, 

2=High School, 3=Associate college degree, 4=College degree). Number of credit cards 

refers to the total number of active credit cards held by the customer. Online loan 

enquiries represent the number of times the customer has shopped for a personal loan 

across all lending platforms in the past 30 days. (Loan amount, credit card spending, and 

online spending are rescaled to US dollars.) The data suggest that most customers are 

males (77%) with an average age of 30.8 years. Approximately 82% of them have a high 

school or higher degree. The statistics also suggest that these customers often use credit 

cards for purchasing and are active in online shopping, with an average balance of $1,833 

and online expenditure of $110 in the past 30 days. On average, they have approximately 
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1.3 credit cards and 10.5 online personal loans in the past 30 days. Their existing loan 

amount with the company is approximately US $2,024.  

I conduct a randomization check to assure that customers are similar across the AI 

and human agent groups. The results are reported in Table 1 Panel B. The F-test results 

confirm that there is no statistically significant difference in all variables (all p-value 

>.2). Thus, our data passed the randomization check.  
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Table 1.  

Summary Statistics and Randomization Check in Experiment 1. 

 

Age
Loan 

Amount

Credit Card 

Spending

Online 

Spending

(USD) (USD) (USD)

Mean 0.769 30.825 2.668 1.291 10.505 2,024.224 1,832.695 109.793

Standard Deviation 0.421 6.514 0.82 0.638 9.011 885.689 4080.078 350.649

Minimum 0 22 1 1 0 142.857 0 0

Maximum 1 55 4 7 64 2,857.14 59,399 7415.617

Panel B N Male Age Education
Number of 

Credit Cards

Online 

Loan 

Inquiries

Loan Amount

(USD)

Credit Card 

Spending

(USD)

Online Spending

(USD)

Human Group 819 0.762 30.834 2.676 1.297 10.817 2042.037 1696.638 99.495

AI Group 880 0.776 30.816 2.660 1.285 10.215 2007.646 1959.320 119.376

F-value 0.48 0.00 0.17 0.13 1.84 0.63 1.77 1.49

P-value 0.487 0.955 0.682 0.719 0.175 0.428 0.183 0.223

Mean 0.197 7.013 69.648 33.515 8.913 150.029 63.824 293.807 0.693 6.699

Standard Deviation 0.398 1.796 14.862 8.509 8.282 3.836 2.904 12.171 0.461 2.316

AI Group Mean 0.244 7.972 69.080 32.030 6.273 150.174 63.898 294.163 0.795 7.896

Standard Deviation 0.430 0.563 14.599 7.593 4.399 3.760 2.870 7.665 0.404 0.760

Mean 0.148 5.977 70.252 35.109 11.750 149.874 63.745 293.425 0.584 5.404

Standard Deviation 0.355 2.075 15.126 9.134 10.297 3.911 2.941 15.623 0.493 2.706

Adaptivity_Speech 

Analysis
Adaptivity_Survey

Whole Sample

Human Group

Note: Purchase Rate is a binary variable with 1=agree to renew the loan, and 0=decline to renew the loan; Customer Satisfaction is a Likert Scale (from 1 to 10) of post-call survey for customer evaluation on the 

agents' service quality: 1=least satisfied and 10=most satisfied; Hz_Volatility is a continuous measurement for the variation of agent' voice pitch within each conversation; Amplitude_Volatility is a continuous 

measurement for the variation of agent' voice volume within each conversation; Speed_Volatility is a continuous measurement for the variation of agent' speech speed within each conversation; Hz_Mean is a 

continuous measurement for the mean value of agent' voice pitch within each conversation; Amplitude_Mean is a continuous measurement for the mean value of agent' voice volume within each conversation; 

Speed_Mean is a continuous measurement for the mean value of agent' speech speed within each conversation; Adaptivity_Speech Analysis is a binary value with 1= if the topic of agent's speech shifts from hard-

sale tactics to soft-sale tactics; Adaptivity_Survey is a Likert Scale (from 1 to 10) of post-call survey for customer evaluation on the agents' empathy level : 1=least empathetic and 10=most empathetic

Note: Male is a binary variable with 1=male, and 0=female; Education is a categorical variable: 1=Middle school and below, 2=High School, 3=Junior college or 

community college, and 4=Undergraduate; Number of Credit cards is total number of eligible credit cards owned by the customer; Online Loan Inquiries is number of times 

the customer shops for a personal loan nationwide in the past 30 days; Loan Amount is the initial balance of the current repaid loan; Credit Card Spending is the outstanding 

balance of all credit cards; Online spending is the total amount of online spending in the past 1 month.

Panel C
Purchase 

Rate

Customer 

Satisfaction
Hz_Volatility

Amplitude_

Volatility

Speed_Vol

atility
Hz_Mean

Amplitude_

Mean
Speed_Mean

Panel A Male Education
Number of 

Credit Cards

Online Loan 

Inquiries
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Performance Differences between AI Voicebots and Human Agents 

Here, I regress customer responses on the randomized assignment of AI voicebots 

and human agents. The model specifications are shown in Model 1 below. 

𝐶𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝑖 = 𝛼 + 𝛼1 ∗ 𝐴𝐼 𝑉𝑜𝑖𝑐𝑒𝑏𝑜𝑡𝑖+𝜃 ∗ 𝐶𝑜𝑛𝑡𝑟𝑜𝑙𝑠𝑖 + 휀𝑖  (1) 

where 𝐶𝑢𝑠𝑡𝑜𝑚𝑒𝑟 𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝑖 has two metrics: purchase rate and customer satisfaction 

for customer i. Purchase rate is gauged as whether the customer i renewed the loan after 

the sales call (a relatively short-term outcome). Customer satisfaction is a survey-based 

measurement, which reflects customer experience and lasting loyalty behaviors (a long-

term outcome; Peterson and Wilson 1992). I have the treatment dummy 𝐴𝐼 𝑉𝑜𝑖𝑐𝑒𝑏𝑜𝑡𝑖 as 

a binary variable (=1 if customer i is assigned to the AI voicebot, =0 if otherwise). Thus, 

customers assigned to the human agent group are the baseline condition. 𝐶𝑜𝑛𝑡𝑟𝑜𝑙𝑠𝑖 is a 

vector of control variables with individual customer characteristics, including gender, 

age, educational background, location dummies (30 dummies for 31 prefectures in the 

country), number of credit cards, online loan applications, loan amount, credit card 

spending, and online spending. 휀𝑖 is a heteroskedastic robust error in the model.  

The results in Table 2, column 1, show that the coefficient of AI Voicebot is 

statistically significant (p<.01) and positive, suggesting that the AI bot outperforms 

human agents in terms of engendering purchase rates. The magnitude of the coefficient is 

0.097, which means the AI voicebot has 9.7 percentage points higher purchase rates than 

the general human agent. As shown in Figure 3, the AI voicebot induces purchase rates 

65.7% higher than human agents on average (24.4% and 14.7%, respectively). These 

results are robust to logit and probit model specifications as shown in columns (2) and 

(3). (Our findings are also robust to controlling for the conversation duration of the calls.) 
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Additionally, column (4) reports the results on customer satisfaction. All 

customers receive a post-call survey to evaluate their satisfaction with the sales agent (AI 

and human agents) on a Likert scale from 1 (the least satisfied) to 10 (the most satisfied). 

After two follow-ups, the survey response rate is 84% with a total of 1,426 valid 

responses. This high response rate is reasonable because the customers would benefit 

from a long-term relationship with the company (lower loan fees or interest rates), and 

the survey is framed as company efforts to improve its customer services. The coefficient 

of AI Voicebot is positive and statistically significant (p<.01), showing that the AI 

voicebot can also outperform human agents in terms of providing satisfactory 

experiences. With respect to the effect magnitude, the incremental lift in customer 

satisfaction by the bot is 2 points on a 10-point scale. The dash line for customer 

satisfaction shown in Figure 3 confirms that the voicebot leads to 34.8% higher customer 

satisfaction than human agents (7.75 and 5.75, respectively).2  

 
2 To check the robustness of our findings, we also conduct a sentiment analysis for customer emotion in 

the conversation. Results are consistent as reported in column (5) of Table 2. Technical details are included 

in the last section of Appendix C. 
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Table 2.  

The AI Voicebot Outperforms Human Agents in Experiment 1 

  (1) (2) (3) (4) (5) 

  
Purchase 

OLS 

Purchase 

Logit 

Purchase 

Probit 

Satisfaction 

OLS 

Sentiment 

OLS 

AI Voicebot 0.097*** 0.655*** 0.371*** 2.009*** 0.104*** 

 (0.019) (0.130) (0.073) (0.082) (0.028) 

Male 0.028  0.191  0.101  0.055  0.051  
 

(0.023) (0.156) (0.088) (0.097) (0.034) 

Age -0.002 -0.012 -0.006 -0.003 -0.004*   

 (0.001) (0.010) (0.006) (0.006) (0.002) 

High School -0.039 -0.244 -0.140 -0.155 0.070 

 (0.041) (0.258) (0.149) (0.171) (0.061) 

Associate College 

Degree 
-0.004 -0.017 -0.006 -0.042 0.072 

 (0.041) (0.253) (0.147) (0.169) (0.060) 

College Degree -0.064 -0.442 -0.248 -0.227 0.013 

 (0.045) (0.297) (0.170) (0.190) (0.067) 

Number of Credit 

Cards 
-0.009 -0.062 -0.036 0.065 -0.029 

 (0.015) (0.101) (0.058) (0.063) (0.022) 

Current Loan 

Amount (USD 100s) 
-0.001 -0.007 -0.004 0.004 0.000 

 (0.001) (0.007) (0.004) (0.005) (0.002) 

Online Spending 

(USD 100s) 
-0.002 -0.011 -0.008 -0.007 -0.001 

 (0.003) (0.022) (0.012) (0.015) (0.004) 

Credit Card Spending 

(USD 100s) 
0.000 0.003* 0.002* 0.000 0.000 

 0.000  (0.002) (0.001) (0.001) 0.000  

Prior Loan Enquiries -0.001 -0.007 -0.004 0.006 -0.001 

 (0.001) (0.007) (0.004) (0.004) (0.002) 

Location Dummies Y Y Y Y Y 

Constant 0.549*** 0.334 0.196 5.824*** 1.339*** 

 (0.176) (0.958) (0.582) (0.694) (0.260) 

N 1,699 1,699 1,699 1,426 1,699 

(Pseudo) R-Squared 0.051  0.044 0.044 0.319  0.037  

 Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses. 
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Figure 3. Customer Responses to AI Voicebots and Human Agents in Experiment 1 

 

Therefore, these results affirm that AI voicebots can substantially outperform the 

human agents in terms of purchase rates and customer satisfaction.  

Mechanisms with Agent Speech Features 

Because the company provided us additional data on the sales call conversations 

between customers and agents, I leverage audio analytics to extract agents’ voice 

features. Thus, I extract AI and human agents’ speech features (see a discussion of the 

technical details in Appendix C), in terms of how to say (voice amplitude, speed, and 

pitch) and what to say (selling adaptivity). Then, I regress the agents’ speech metrics as 

shown in Model 2 below.  

𝑆𝑝𝑒𝑒𝑐ℎ 𝑀𝑒𝑡𝑟𝑖𝑐𝑖 = 𝛽 + 𝛽1 ∗ 𝐴𝐼 𝑉𝑜𝑖𝑐𝑒𝑏𝑜𝑡𝑖+𝛾 ∗ 𝐶𝑜𝑛𝑡𝑟𝑜𝑙𝑠𝑖 + 𝛿𝑖 (2) 
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where 𝑆𝑝𝑒𝑒𝑐ℎ 𝑀𝑒𝑡𝑟𝑖𝑐𝑖 is the mean and volatility values of AI and human agent’s 

speech features such as voice amplitude, speed, and pitch, as well as selling adaptivity in 

the sales call conversation with customer i.   

Table 3 reports the model estimation results. Columns (1) to (3) show the 

volatility of AI and human agents’ vocal pitch, amplitude and speed; column (4) and (5) 

presents selling adaptivity; columns (6) to (8) show the means of pitch, amplitude and 

speed. The negative and statistically significant (p<.01) coefficients of AI Voicebot in 

columns (2) and (3) suggest that, compared to human agents, the AI bot has a more stable 

voice, i.e., significantly lower volatility in amplitude and speed. These results make sense 

because human agents may suffer from physical fatigue and emotional fluctuations, 

whereas AI bots will not have such problems and thus have a more consistent and stable 

voice (i.e., lower volatility in amplitude and speed). In addition, the coefficient of AI 

Voicebot is negative (but marginally significant) in column (1) for pitch volatility.3  

Further, I report the results on selling adaptivity in column (4) with audio data-

based objective measure, and column (5) with survey-based measure (where customers 

rate agents’ service calls in terms of how well the agents adapt the conversation content 

to cater to their individual needs). The coefficients of AI Voicebot are statistically 

significant (p<.01) and positive, suggesting that AI bots are more competent than human 

agents in adapting the loan promotion to fit individual customers’ needs.4   

 
3 One plausible reason is that relative to vocal amplitude and speed, pitch is relatively more difficult for 

human agents to change in natural conversations. 
4 None of the coefficients of AI Voicebot is statistically significant in columns (6) to (8), suggesting that 

across AI and human agents, there is no systematic difference in the mean values of pitch, amplitude, and 

speed. These are reasonable because when hiring human agents, the company hires agents with pleasant 

voices in mean values. Also, the human resources department conducts on-boarding and ongoing training 

to ensure that human agents can manage their voices at the mean level. In other words, the mean value of 

voice features should be similar across the AI voicebot and human agents due to agent selection and 

training in the company. 
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Figure 4 visually corroborates our model estimation results that the AI voicebot 

has a more stable voice (lower volatility in amplitude and speed) and higher selling 

adaptivity than human agents when serving customers. 
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Table 3.  

Differences in AI Voicebots and Human Agent’s Speech Features in Experiment 1 

 

Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses.

  (1) (2) (3) (4) (5) (6) (7) (8) 

  
Pitch_Volatility 

(OLS) 

Amplitude 

Volatility 

(OLS) 

Speed 

Volatility 

(OLS) 

 Adaptivity 

(Speech 

Analysis) 

(Logit) 

Adaptivity 

(Survey) 

(OLS) 

Pitch_Mean 

(OLS) 

Amplitude

_Mean 

(OLS) 

Speed_Mean 

(OLS) 

AI Voicebot -1.271* -3.013*** -5.480*** 1.039*** 2.498*** 0.325* 0.174 0.817 
 (0.728) (0.411) (0.382) (0.112) (0.105) (0.188) (0.142) (0.597) 

Male 0.038  0.030  (0.348) (0.056) 0.148  0.009  0.038  0.292  
 (0.870) (0.491) (0.457) (0.132) (0.125) (0.224) (0.170) (0.713) 

Age -0.003 -0.009 -0.008 0.008 -0.010 0.004 -0.008 -0.054 

 (0.056) (0.032) (0.029) (0.009) (0.008) (0.014) (0.011) (0.046) 

High School -2.974* 0.033 -0.171 0.007 -0.169 0.812** 0.041 -1.162 

 (1.552) (0.875) (0.815) (0.234) (0.220) (0.400) (0.303) (1.271) 

Associate College Degree -3.378** -0.218 0.430 -0.008 -0.045 0.890** -0.058 -1.527 

 (1.534) (0.866) (0.806) (0.231) (0.217) (0.396) (0.300) (1.257) 

College Degree -4.413** 0.520 1.000 -0.082 -0.280 1.145*** 0.066 -0.401 

 (1.720) (0.971) (0.904) (0.259) (0.243) (0.444) (0.336) (1.410) 

Number of Credit Cards -0.118 -0.244 -0.051 0.092 0.110 0.027 -0.051 -0.070 

 (0.563) (0.318) (0.296) (0.088) (0.081) (0.145) (0.110) (0.461) 

Current Loan Amount (USD 

100s) 
-0.051 -0.009 0.034 -0.004 0.006 0.012 -0.005 0.002 

 (0.042) (0.024) (0.022) (0.006) (0.006) (0.011) (0.008) (0.034) 

Online Spending (USD 100s) -0.026 -0.067 0.041 0.015 -0.010 0.007 -0.031 -0.080 

 (0.109) (0.062) (0.057) (0.020) (0.019) (0.028) (0.021) (0.090) 

Credit Card Spending (USD 

100s) 
-0.006 -0.002 -0.008 0.001 0.000 0.002 0.000 -0.003 

 (0.009) (0.005) (0.005) (0.002) (0.001) (0.002) (0.002) (0.008) 

Prior Loan Enquiries -0.029 0.013 -0.057*** 0.001 0.008 0.008 0.004 0.030 

 (0.040) (0.023) (0.021) (0.006) (0.006) (0.010) (0.008) (0.033) 

Location Dummies Y Y Y Y Y Y Y Y 

Constant 70.688*** 40.396*** 6.691* 0.847  6.611*** 149.916*** 65.820*** 298.739*** 
 (7.778) (4.389) (4.092) (1.161) (0.605) (2.007) (1.521) (6.378) 

N 1,699 1,699 1,699 1,699 1,426 1,699 1,699 1,699 

(Pseudo)R-Squared 0.026 0.054 0.132 0.056 0.237 0.026 0.024 0.024 
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Figure 4. Speech Pattern Differences between the AI Voicebot and Human Agents in Experiment 1 
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Figure 5. Results of Agents, Speech Features, and Purchase Rates in Experiment 1 

 

 

Figure 6. Results of Agents, Speech Features, and Customer Satisfaction in Experiment 1 
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Furthermore, To explore whether the voice features account for the performance 

differences between the AI voicebot and human agents, I follow the statistical tool of 

causal mediation analyses with randomized field experiment data (Imai, Keele, and 

Tingley 2010). I conduct 1,000 replications in bootstrapping to estimate the results and 

test the significance of indirect effects. As show in Figure 5, our results suggest that the 

AI voicebot can outperform human agents in terms of purchase rates due to two 

mechanisms. In the first mechanism (how to say), relative to human agents, the AI 

voicebot has a more stable voice, i.e., lower volatility in amplitude and speed, which 

subsequently improves the purchase rate (p<.01). In the second mechanism (what to say), 

relative to human agents, the voicebot tends to display a higher selling adaptivity, which 

subsequently boosts the purchase rate (all p<.01). Similarly, Figure 6 confirms that 

compared to human agents, the AI voicebot tends to converse with customers not only in 

a more stable voice but also with a higher selling adaptivity, both of which significantly 

boost customer satisfaction (p<.01). (See Appendix E for results in table format).   

AI Voicebots vs. Heterogeneous Human Agents 

Here I explore agent heterogeneity as a boundary condition of the incremental 

effects of AI voicebots. Because human agents are heterogeneous in pre-experiment 

performance, it is feasible that AI may substantially outperform bottom-ranked human 

agents but not top-ranked agents who are skilled veterans in the company. Based on their 

pre-experiment performance, some human agents can be high-type (ranked top 25% in 

their company) or low-type (ranked bottom 25%). Figure 22 in Appendix F suggests that 

the AI voicebot and high-type agents have similar purchase rates (23.4% and 24.0%, 

respectively), which is larger than that of the low-type (5.7%). The results in Table 13 
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Appendix F suggest that the coefficients of High-type agent are statistically insignificant 

(p>0.1) across columns (1) to (5), showing that the AI bot does not surpass the top-

performing agents in terms of purchase rates and customer satisfaction. However, the 

coefficients of Low-type agent are statistically significant and negative (p<0.01) across 

columns (1) to (5), showing that the AI voicebot significantly outstrips the bottom-

performing human agents in terms of customer responses.  

 Further, results in Table 14 Appendix F suggest that compared to the AI 

voicebot, high-type agents have similar vocal amplitude, pitch, speed, and selling 

adaptivity, as indicated by the statistically insignificant coefficients (p>0.1) of high-type 

agent across columns (1) to (7). However, the coefficients of Low-type agent are 

statistically significant and positive (p<0.01) for volatility in amplitude and speed, as well 

as negative (p<0.01) for selling adaptivity volatility. These results add more evidence for 

the aforementioned mechanisms with agent voice features: those human agents, who are 

similar to AI bots in terms of how to say and what to say in the sales calls, will attain the 

same customer responses as AI. 

Additional Experiment on Boundary Conditions of AI Voicebot Performance  

It is noted that due to its superior big data computational power, consistency, 

accuracy, and scalability, AI can outperform human agents in relatively less complex 

tasks. However, for more complex customer service tasks, human agents’ judgement, 

creativity, and cross-domain knowledge are often required and might be beyond AI’s 

data-crunching skills (Brynjolfsson and Mitchell 2017; Huang and Rust 2018). Thus, one 

may expect a boundary condition of the incremental performance of AI bots: despite their 
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superior performance in simple tasks, AI bots may struggle and even backfire in more 

complex ones.  

To explore this boundary condition, the company conducted another field 

experiment. Experiment 2 involves the persuasion task of collecting overdue payments 

from customers. This task can be relatively less complex to carry out when customers do 

not pay the loan for the very first time (e.g., they may simply forget the due date and thus 

are easier to be persuaded to make a payment). However, it can be more complex when 

consumers do not pay repeatedly (e.g., these individuals may know the due date, but 

cannot afford to pay or do not want to pay intentionally, and thus are more difficult to be 

persuaded to make a payment). To serve customers in such complex tasks, agents need to 

have more creative solutions and make critical judgment (e.g., to discern how much the 

delinquent customers intend to not pay and tenaciously keep delaying the payment). This 

requires cross-domains knowledge, which is an immense challenge for current AI 

technologies (Brynjolfsson and Mitchell 2017; Huang and Rust 2018; Luo et al. 2019). 

Thus, Experiment 2 tests the notion that the AI voicebot may outperform human agents in 

the relatively less complex task when customers do not pay the loan for the first time, but 

struggle and even backfire in the more complex task when consumers do not pay 

repeatedly.  

In this experiment, the AI voicebot and human agents are randomly assigned to 

serve 900 customers in a between-subject design. Among these customers, about half of 

them are do not pay the loan for the first time (less complex), and the rest consumers do 

not pay repeatedly, with two or more overdue payments (more complex). Both AI and 

human agents follow the common protocol for loan collection calls. The company policy 
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forbids agents (both AI and humans) from initiating personal attack or insulting the 

overdue customers in the collection calls. Rather, all agents should urge customers to pay 

the overdue amount by emphasizing the possible legal penalty and financial costs of 

delinquency. The Appendix H presents examples of the collection call transcripts. All 

collection calls by AI and human agents are conducted between 2:00 pm to 4:00 pm on a 

workday, to further control for other explanations. 

Among the 900 delinquent customers, AI and human agents successfully 

conversed with 779 (with similar non-response rates across the two groups). Table 4 

Panel A presents the customer background information. Around 16% of the customer are 

female with an average age of 30.2. Most of them only receive high school or lower level 

of education, and their original loan amount is $1,436. They heavily rely on credit card 

for spending with an average balance of $1,824 with a minimal online spending of 

$1.325. Table 4 Panel B presents the randomization check results. The t-test statistics 

suggest that customers have no significant difference between the AI and human agent 

groups (p>0.1), thus satisfying the randomization check. 

Table 5, columns (1) and (2) test the performance difference between AI and 

human agents in less and more complex loan collection tasks. The positive and 

statistically significant (p<0.05) coefficient of AI Voicebot for the likelihood of obtaining 

a payment from customers in column (1) shows that the AI bot also outperforms human 

agents in the less complex loan collection task. Nevertheless, the negative and 

statistically significant (p<0.01) coefficient of AI voicebot in column (2) indicate that the 

AI bot backfires and leads to a lower performance relative to human agents in the more 

complex loan collection task. Results are robust while applying Logit models in columns 
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(3) and (4) and incorporating the interaction term between the agent assignment and task 

complexity in columns (5) and (6). Figure 7 visually confirms that the AI voicebot 

surpasses human agents in the relatively less complex task, but the reverse is true in the 

more complex task.
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Table 4.  

Summary Statistics and Randomization Check in Experiment 2 

Panel A Female 

 

Age Education 

Loan  

Amount 

Credit Card 

Spending 

Online 

Spending Less Complex 

  
 

  (USD) (USD) (USD)  

Mean 0.162 30.240 1.488 1582.615 1,823.702 1.325 0.502  

Standard 

Deviation 
0.368 6.368 0.815 1152.578 3647.635 1.170 0.500 

 

Minimum 0 19 1 142.857 0 0 0  

Maximum 1 50 4 3,571.428 4,223 5.857 1  

         

Panel B N Female Age Education 
Loan Amount 

(USD) 

Credit Card 

Spending 

(USD) 

Online 

Spending 

(USD) 

Less 

Complex 

AI Voicebot 398 0.148 30.028 1.490 1548.460 1837.578 1.331 0.501 

Human Agent 381 0.176 30.462 1.486 1610.315 1809.206 1.318 0.504 

T-Statistics   1.046 0.951 0.075 0.701 0.1085 0.158 0.110 

P-value   0.296 0.3417 0.940 0.484 0.914 0.874 0.913 

Note: Female is a binary variable with 1=female, and 0=male; Education is a categorical variable: 1=Middle school and below, 2=High 

School, 3=Junior college or community college, and 4=Undergraduate; Loan Amount is the initial balance of the current repaid loan; 

Credit Card Spending is the outstanding balance of all credit cards; Online spending is the total amount of online spending in the past 1 

month. Less Complex is a binary variable with 1=the customers do not pay the loan for the very first time, and 0= the customers do not 

pay repeatedly.  

 



31 

 

Figure 7. Performance of AI Voicebot and Human Agents in Simple and Complex Tasks 

in Experiment 2 

 

Figure 8. Machine Learning Simulation Results in Experiment 2 
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Table 5.  

Results in Experiment 2. 

 

Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses. 
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Customer Heterogeneity  

Here I further explore the boundary conditions of AI voicebot performance via 

examining customer heterogeneity. That is, customers with different background may 

have heterogeneous responses to various agents. For example, sophisticated customers 

(e.g., older and shopping a lot) have relatively more experiences about products or 

services and thus may ask more complex questions. Thus, it is plausible that AI bots 

(relative to human agents) may backfire and fail to competently serve customers who are 

more sophisticated. 

Specifically, I leverage a nonparametric machine learning algorithm of 

CausalForest to simulate the heterogeneous responses to the AI or human agents (See 

Appendix G for technical details; Fong et al. 2019; Wager and Athey 2018).5 The tree 

plot in Figure 8 visualizes that task complexity here acts as the most important boundary 

condition of the AI performance, because it determines the heterogeneous response 

splitting at the very top. Further, the bottom-left leaf suggests that in the context of more 

complex loan collection task especially when the customer are relatively older (>33) and 

have higher credit card spending (>$700), the AI voicebot substantially underperforms 

human agents in attaining customer payments. However, the bottom-right leaf indicates 

that in the context of less complex loan collection task and when the customers are 

relatively younger (<28), the AI bot substantially surpasses human agents. Based on these 

simulation results, our back-of-the-envelope calculations find that customer payment 

 
5 Naively, one can use the traditional parametric regression approach by incorporating two-way 

interactions between the agent assignment and customer characteristics. However, such approach is usually 

underpowered to detect the nonlinear, complex n-way interactive relationships. As shown in Web 

Appendix G, the naïve regression analysis shows insignificant interaction coefficients for all customer 

covariates. 
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rates can be further lifted if the company creates an AI-human agent assemblage, which 

assigns AI to serve the less complicated customer segments but human agents to serve the 

more complicated customers. These assemblages accounting for heterogeneity in task and 

customer characteristics can further improve the overall performance by 41.5%, 

compared to simply replacing all human agents with AI bots to serve the customers. 

Conclusion 

Companies investing in AI suffer from skyrocketing expenditures, but the returns 

are elusive (Harvard Business Review 2019). Managers urgently demand the translation 

of the black-box algorithms into business insights (Ernst & Young 2019). Our research 

leverages randomized field experiments to attest that the AI voicebot attains a superior 

performance because of two mechanisms: more stable voice (lower volatility in 

amplitude and speed) and higher selling adaptivity when serving customers. Moreover, it 

explores the boundary condition and uncovers that AI can outperform human agents in 

less complex tasks but backfire in more complex tasks.  

Our findings provide preliminary evidence for managers to embrace the value of 

AI in customer service settings. Moreover, our audio data analytics tools empower 

managers to gauge agent speech characteristics on what to say and how to say. Our 

chained results on the AI voicebot→speech patterns→performance have direct 

implications for companies’ frontline agent hiring practices. Agents’ consistent vocal 

features in terms of amplitude and speed indeed engender more positive customer 

responses. In addition, agents who apply adaptive selling strategies will enjoy greater 

customer persuasion. These findings can help managers to improve training programs for 

human agents, i.e., maintain stable vocal features in conversations, show personal 
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compassion, and adapt products to individual customers’ needs and benefits (Churchill et 

al. 1985; Predmore and Bonnice 1994). 

Further, our investigations of the boundary conditions suggest that despite the 

profound impact of AI, human agents still have an irreplaceable role in more complex 

customer service tasks. Managers should be aware that AI bots and human agents are not 

dichotomous choices. They need to assemble AI bots and human workers together, not 

simply displace human workers with AI bots, to boost performance and workforce 

productivity. This assemblage can leverage AI for less complex tasks with higher 

efficiency and enable human agents to focus on more complicated tasks (Wall Street 

Journal 2019; Forbes 2020). 

Our research has several limitations that may open new avenues for future 

research. First, since this study was conducted within a single industry from one country, 

future research is warranted to examine other industries and countries. Furthermore, 

future studies can also explore how personalized AI voice that closely matches 

customers’ voice features and demographics, such as gender and age, can shape their 

purchase responses.  

In conclusion, AI applications in customer services are still at the nascent stage, 

so there are ample opportunities for scholars to explore. This research serves as an initial 

step, and I hope that it can motivate more work to study AI voicebots in the settings of 

marketing and customer services.   
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CHAPTER 3 

ESSAY 2: THE JANUS FACE OF ARTIFICIAL INTELLIGENCE SUPERVISION: 

DEPLOYMENT VERSUS DISCLOSURE EFFECTS ON EMPLOYEE 

PERFORMANCE 

 

Introduction 

Artificial Intelligence (AI) is playing an increasingly important role in firm 

management (Agrawal, Gans, and Goldfarb 2018; Lee 2018). Companies are now using 

AI applications to supervise employees. Formally, AI supervision refers to the 

phenomenon of using AI to track employees’ activities and productivity at work, 

automate performance evaluations, and recommend job improvements. For example, 

Enaible, an entrepreneurial platform, has developed software that tracks employees’ work 

remotely. Then, for each employee, it uses AI to assess his/her typical workflow, assign a 

“productivity score,” and identify ways in which the workflow could be made more 

efficient. Enaible has licensed its AI supervision software to the Dubai customs agency 

and Omnicom Media Group, and are allegedly in late-stage talks with Delta Airlines and 

CVS Health (Heaven 2020). Furthermore, Metlife, a leading insurance company, uses AI 

software to track service employees’ conversations with customers and make 

recommendations to employees on what to improve on the job (Roose 2019).  

AI supervision has provoked much debate. On the one hand, advanced data 

analytics enable AI to comprehensively track employees’ behavior on the job, accurately 

assess their productivity, and generate personalized recommendations for job 

improvement, all in a consistent and accurate manner (Heaven, 2020). These features are 

thought to help employees improve their job performance at scale (Colangelo 2020). On 

the other hand, there is a concern that implementing AI supervision, especially without 
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employees’ knowledge, tilts the power balance against them (Bughin and Manyika 2019). 

Employees may develop a negative perception about AI supervision once it is disclosed 

because workplace surveillance can undermine trust and damage morale (Cheatham, 

Javanmardian, and Samandari 2019; Premuzic, Wade, and Jordan 2018), thus hindering 

employee performance (Carpenter 2019; Roe 2018; Teich 2019). Therefore, companies 

face a trade-off when adopting AI supervision. If they disclose the AI supervision to their 

employees, they will not reap its full value as a management tool. However, employees 

have the right to know they are being monitored by machines and algorithms, and 

companies are often required by regulations to disclose AI usage (MacCarthy 2020; 

O’keefe et al. 2019). Nevertheless, beyond anecdotes and industrial reports, this trade-off 

has not been examined sufficiently in the academic literature in a systematic manner. As 

a result, there is a lack of understanding about whether and how AI supervision improves 

employee performance. Moreover, it is unclear how companies can reduce the potential 

negative effects of disclosing AI to their employees. 

I aim to address this knowledge gap. First, drawing on prior research on the 

general abilities of AI in data mining and analytics (Davenport and Ronanki 2018; Luo et 

al. 2019; Thiel 2019), I argue that, relative to human managers, AI supervision can 

consistently analyze a large amount of data with greater precision. This increases the 

accuracy of employee performance evaluations and the relevance of individual employee 

feedback, both of which contribute to better quality supervision and, thus, greater 

productivity; I refer to this as the “deployment effect.” Second, I draw on research on 

human perceptions against AI (Huang & Rust, 2018; Longoni, Bonezzi, & Morewedge, 

2019a; Newman, Fast, & Harmon, 2020; for a review, see Glikson and Woolley, 2020) 
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and the displacement of labor by AI (Acemoglu and Restrepo 2020; Agrawal, Gans, and 

Goldfarb 2019). Here, I reason that, relative to human manager supervision, AI 

supervision, once disclosed to employees, reduces their trust in supervision and heightens 

their job displacement risk, both of which reduce their productivity; I refer to this as the 

“disclosure effect.”  

I exploit data from a field experiment conducted by a large financial services 

company in which 265 employees were randomly assigned to be supervised by an AI or 

human supervisor. A novel feature of the experimental design is that the disclosure of the 

supervisors’ identities is also randomized. That is, a human manager could be disclosed 

either as such or as the AI, and the AI could be disclosed as such or as a human manager. 

This simple experimental design effectively isolates the deployment effect from the 

disclosure effect of AI supervision on employee job performance.   

The results support a significant positive deployment effect of AI supervision. 

Employees supervised by the AI attained 12.9% higher job performance than those 

supervised by human managers. That is, AI supervision improves employee performance 

more than human manager supervision does. Further, I find that AI supervision generates 

higher quality feedback for employees than human supervision does; that is, it identifies 

more mistakes and makes more recommendations to correct each mistake in order to 

improve employees’ job skills. The results of our serial mediation analysis suggest that 

this higher quality supervision, in turn, increases employees’ learning from the 

supervision, which then boosts employees’ job performance, supporting the underlying 

mechanism of the positive deployment effect of AI supervision. 
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In contrast, I find a significant negative disclosure effect on employee 

performance. Employees disclosed as being under AI supervision achieved 5.4% lower 

job performance than those disclosed as being under human supervision. The survey 

results show that disclosure induces employees to develop negative perceptions about AI 

supervision, such as less trust in the quality of supervision and greater job displacement 

risk. Our causal mediation analyses suggest that these negative perceptions, in turn, harm 

employees’ learning and, thus, job performance, demonstrating the underlying 

mechanism of the negative disclosure effect of AI supervision. 

Moreover, in order to better understand how to mitigate the adverse disclosure 

effect, I examine how it is affected by employee heterogeneity. I find that the negative 

disclosure effect is attenuated by employees’ tenure in the firm. This is consistent with 

our theory that longer-serving employees often have extensive networks and relational 

capital within the firm, providing resources and support against adverse shocks. As a 

result, the negative disclosure effect of AI supervision is less severe for employees with a 

longer tenure than it is for those with a shorter tenure. 

This study contributes to emerging research on how AI technologies help shape 

business management and is the first to examine the new and important phenomenon of 

AI supervision. With advances in deep learning and neural network techniques enabling 

AI to perform increasingly complicated managerial tasks, AI supervision has become a 

crucial management tool. In addition to tracking employee performance, which many 

traditional managerial tools do, it provides employees with customized performance 

evaluations and personalized recommendations to improve their job skills. This 

represents an unprecedented opportunity for firms to create value (Bughin and Manyika 
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2019). I extend prior research on AI applications in production and marketing (Aghion, 

Jones, and Jones 2017; Aron et al. 2011; Brynjolfsson, Hui, and Liu 2019; Schanke, 

Butch, and Ray 2020; Sun et al. 2019) to investigate the role of AI in the managerial 

process of supervising employees, particularly at the interface between AI and 

employees. 

Second, I address the trade-off inherent in AI supervision by developing a 

theoretical basis for a value-enhancing “deployment effect” and a value-destroying 

“disclosure effect.” While deploying AI supervision creates value, I show that, 

paradoxically, disclosing AI supervision—regardless of the true supervisor identity—

reduces employee performance. I theoretically and empirically unravel the coexistence of 

the two effects, revealing the “Janus face” of AI supervision. It is crucial to distinguish 

between these countervailing effects because, without accounting for the disclosure effect 

created by employees’ subjective perceptions against AI, research may substantially 

underestimate the true value of AI and overlook opportunities to mitigate factors that 

hamper its potential to create firm value. 

Furthermore, our findings offer valuable implications for firms. Global 

investment in AI reached USD 35 billion in 2019 and is projected to double within the 

next two years (Deloitte 2019). Our findings suggest that AI supervision improves 

employee performance beyond that of human supervision, suggesting substantial business 

returns from AI investment. Despite the negative disclosure effect of AI supervision, its 

net effect on employee performance is positive: the magnitude of the value-enhancing 

deployment effect exceeds that of the value-reducing disclosure effect. However, our 

results on the negative disclosure effect indicate that firms need to be aware of 
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employees’ negative perceptions. Here, I recommend several strategies companies can 

use to alleviate these negative effects. In particular, our finding that the negative AI 

disclosure effect decreases with employee tenure means companies may consider using 

AI technologies to supervise veteran employees, and using human managers to supervise 

novice employees. This will achieve even higher returns on AI investment for the firm. 

Finally, our study generates critical public policy implications. The proliferation 

of AI in the workplace has attracted the attention of policymakers concerned that it may 

jeopardize employee welfare and privacy, resulting in regulations that increase the 

transparency of AI usage (Martinez 2019). Our findings show that disclosing AI 

supervision increases employees’ negative perceptions, thus reducing employee 

productivity. Therefore, enhanced transparency of AI deployment must be accompanied 

by measures that address workers’ negative perceptions of AI. These may include 

providing information on how AI functions and increasing societal support by means of 

subsidies and employee retraining. Therefore, it requires a portfolio of policies that tackle 

a range of related issues, instead of unidimensional policies on transparency of AI alone, 

in order to both enable AI technologies to create more value for the firm and safeguard 

employees’ welfare. 

Theory and Hypothesis 

Conceptual Background of Employee Supervision  

For over a century, it has been known in firm management theory that accurate 

information on how much and how well employees work constitutes a critical path to 

higher productivity and firm value (Taylor 1911). In this sense, supervising employees is 

a crucial part of firm management. Supervision typically entails collecting information 
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about employees’ behavior on the job, assessing their job performance, and providing 

feedback to them on what needs to be changed in order to improve their performance 

(Latham and Kinne 1974; Oldham and Cummings 1996). These supervisory activities lie 

at the heart of the “information role” of managers, which requires that managers monitor 

the workplace, including employees, to generate, process, and disseminate information to 

members of the firm (Mintzberg 1990).  

In data analytics, AI technologies are used to make accurate predictions (Agrawal, 

Gans, & Goldfarb, 2016; Huang & Rust, 2018), suggesting that AI has the potential to 

perform these supervision functions. Traditionally, technology has been adopted to 

supervise labor-intensive mechanical jobs. For example, Amazon uses algorithms to 

monitor and assess the productivity of its warehouse employees (Ip 2019). However, it is 

becoming increasingly popular for firms to use AI technologies to supervise office 

workers as well, as in the aforementioned examples of Enaible and Metlife.  

Technical Advantages: Productivity-Enhancing AI Deployment Effect 

AI technologies have superior data analytics to those of humans, enabling more 

accurate predictions (Jarrahi 2018; Verma and Agrawal 2016). These advantages have 

been shown by prior research to improve firm value. For example, some studies focus on 

how AI assists firms in serving external stakeholders, particularly customers, by 

producing higher quality products and services and reducing costs. For example, using AI 

in medical diagnoses reduces errors (Aron et al. 2011; Meyer et al. 2014), AI-powered 

chatbots increase customer purchases (Luo et al. 2019), AI-based translation software 

delivers faster and cheaper translation services (Brynjolfsson, Hui, and Liu 2019), and AI 

applications in R&D boost the drug discovery process (Fleming 2018). Others have 
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examined how AI can be used internally in firm management to create value; for 

example, Bai et al (2020) show that AI can assign tasks to warehouse employees to 

increase work efficiency.  

Drawing on the abovementioned advantages, I argue that deploying AI 

supervision increases employees’ performance relative to using human supervision for 

two reasons. First, AI is able to rapidly analyze a large amount of data on employees’ 

activities and behavior with greater precision, increasing the accuracy of employee 

assessments. As noted earlier, accurate information on how much and how well 

employees work has traditionally been valued in firm management as a critical path to 

higher job productivity (Taylor 1911). In contemporary businesses, data analytics have 

both grown in prominence and become more challenging owing to the proliferation of 

data available for analyses. These data are the result of rapid advancements in the 

hardware and software used to capture and store increasing amounts and varieties of 

unstructured data such as text, audio, and video (Verma and Agrawal 2016). Algorithms 

and computer programs generate results that are more accurate than those of humans 

when analyzing large and complicated data (Jordan and Mitchell 2015; Tarafdar, Beath, 

and Ross 2019; Whitt 2006). Furthermore, AI can use large data more comprehensively 

than humans can, because AI can draw on a much larger training data set, containing both 

successful and failed precedents, than that available to human memory, enabling more 

accurate assessments of employees’ behavior on the job. In other words, AI supervisors 

can increase the quality of employees’ performance assessments relative to those 

conducted by human supervisors by more accurately and more speedily analyzing a wider 

range of data on how employees perform on the job. 
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Second, compared with human managers, AI can generate recommendations that 

are more relevant for each employee. The ability of AI analytics to deeply and quickly 

analyze enormous quantities of data enables it to generate “personalized” 

recommendations at scale, that is, to make accurate and individualized recommendations, 

given the data available (Agrawal, 2018; Huang and Rust, 2018). While human managers 

can also make personalized recommendations, their cognitive limits constrain the speed 

at which they process data, as well as their ability to achieve this goal for a larger number 

of cases. In other words, AI supervision increases the relevance of the feedback provided 

to each employee, addressing her unique situations or challenges on the job. In contrast, 

human managers are often limited in terms of their attention and capacity to generate 

highly “customized” feedback to a large number of employees in a consistent and 

accurate fashion (Brynjolfsson and Mitchell, 2017; Luo et al., 2019).   

Based on these two technical advantages, I propose that the deployment of AI 

supervision (versus human manager supervision) has a positive effect on employees’ job 

performance, which I refer to as the “deployment effect.” 

H1: All else being equal, the deployment of AI supervision (versus human 

manager supervision) has a positive effect on employees’ job performance. 

In developing H1, I have discussed that AI supervision is of higher quality in 

terms of data analytics in that it provides assessments that more accurately capture 

employees’ performance on the job and recommendations that are more relevant to the 

unique situation of each employee. These supervision recommendations constitute a form 

of feedback to employees, the acceptance of which is critically shaped by the content of 

the information conveyed (for a review, see Wisniewski, Zierer, & Hattie, 2020). The 
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main goal of supervision feedback is to eliminate the discrepancy between the subject’s 

current understanding and the performance goal (Sadler 1989). As such, providing 

feedback that more accurately captures this discrepancy makes it more likely that it will 

be adopted (learnt) by the subject. Thus, employees learn more from the 

recommendations generated by AI supervision than from those of human supervision 

because the former are of better quality and more relevant (Latham and Kinne 1974). 

This learning then improves performance, because the recommendations more accurately 

capture the discrepancy between an employee’s current behavior and what she needs to 

do to attain higher performance (Oldham and Cummings 1996). In other words, AI 

supervision is of higher quality than human supervision, which, in turn, improves 

employees’ learning and job performance. Therefore, I propose the following underlying 

mechanism for the deployment effect. 

H2: The positive deployment effect of AI supervision on employee performance in 

H1 is serially mediated by the higher quality of AI supervision and the resultant 

greater level of employee learning from AI supervision than that from human 

manager supervision.   

Negative Perceptions: Productivity-Destroying AI Disclosure Effect 

 Thus far, our theory focuses on the technical advantages of AI supervision. 

However, once AI supervision is disclosed to employees, people may experience 

“algorithm aversion.” This refers to people holding negative perceptions about the 

recommendations and decisions made by algorithms, regardless of the content or quality, 

relative to those made by other people; see Kahneman (2011). For example, Dietvorst, 

Simmons, and Massey (2015) show that users are less tolerant of forecast errors made by 
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algorithms than they are of those made by humans. Patients are less receptive to AI 

medical assistance, citing a lack of uniqueness (Longoni, Bonezzi, and Morewedge 

2019b). Furthermore, customers are less welcoming to AI chatbots that have been 

revealed as such (Luo et al., 2019) and humanoid robots (Leung, Paolacci, and Puntoni 

2018; Mende et al. 2019). In general, workers may not trust AI machines, despite their 

technical advantages (for a review, see Glikson & Woolley, 2020). 

In line with this stream of research, I argue that disclosing AI supervision (versus 

human manager supervision) to employees decreases employee performance for two 

reasons. First, employees develop negative perceptions about being managed by AI 

because they may regard being tracked and surveilled by AI at work as an infringement 

of their privacy (Raveendhran and Fast 2019). Furthermore, employees may construe 

using AI in management as lacking procedural justice (Newman, Fast, and Harmon 2020) 

and undermining their sense of autonomy at work (Möhlmann and Zalmanson 2017). 

These negative perceptions can be embodied by less trust in the disclosed AI supervision, 

which adversely affects their learning from the supervision and subsequent job 

performance.  

Second, there exists a body of literature on the risks of job displacement by AI 

technologies in labor markets (Acemoglu and Restrepo 2018, 2020; Agrawal, Gans, and 

Goldfarb 2019; Felten, Raj, and Seamans 2019; Makridakis 2017; Webb et al. 2019). At 

the individual level, this means that employees are concerned about, or even fear being 

replaced by AI technologies (Garimella 2018). Although AI supervision does not 

explicitly function to replace employees (rather, an AI supervisor may replace human 

supervisors), their general fear of AI’s job displacement effect may induce an implicit 
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halo effect (Roose 2019). Moreover, employees may worry about the firm’s moral 

hazard, suspecting that information collected by AI about their job behavior may be used 

against them later, perhaps to sabotage them or to replace them (Roe 2018). These 

concerns may demoralize employees once they become aware of the AI supervision. 

Overall, their negative perceptions (i.e., less perceived trust in the supervision quality and 

more job replacement risk) of the disclosed AI supervision likely harm employees’ 

learning from supervision feedback, thus reducing their performance. Therefore, I 

propose that, all else being equal, disclosing AI supervision (versus human manager 

supervision) to employees decreases their performance, which I call the “disclosure 

effect.” 

H3: All else being equal, the disclosure of AI supervision (versus human manager 

supervision) has a negative impact on employees’ job performance. 

In developing H3, I have posited that the disclosure of AI supervision affects 

employees’ performance in two aspects. First, the employees’ less trust in the disclosed 

AI supervision means they are less likely to accept its feedback and follow its 

recommendations, resulting in less employee learning (e.g., Wisniewski et al., 2020). 

Second, the fear of being replaced by AI demoralizes the employees (e.g., Ashforth, 

1994), which reduces their motivation to learn from the supervision feedback in order to 

improve their performance. Therefore, the disclosure of AI supervision first induces 

negative perceptions among employees (e.g., less trust in AI supervision quality and a 

greater perceived job displacement risk), which may reduce their learning and 

performance. Hence, I propose the following as the underlying mechanisms for the 

disclosure effect. 
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H4: The negative disclosure effect of AI supervision on employee performance in 

H3 is serially mediated by employees’ adverse perceptions (lower perceived trust 

in the AI supervision quality and higher perceived job displacement risk) and the 

resultant reduction in learning from AI supervision than that from human 

manager supervision.  

 

Employee Tenure Alleviates the Negative Disclosure Effect of AI Supervision 

 Next, I investigate the circumstances that may alleviate the negative 

consequences of the AI disclosure effect. I argue that this negative effect is less severe 

among employees with a longer tenure in the firm than it is for those with a shorter 

tenure. Specifically, employees who have worked longer in a firm often have stronger 

and more extensive networks within the firm, or relational capital (Hunt & Saul, 1975; 

Perry & Mankin, 2004). Greater relational capital provides resources and support, 

through mechanisms such as reciprocity, that safeguard employees from adverse shocks 

(Rogan and Mors 2014). Indeed, employees with a longer tenure may perceive that they 

are better “protected” in the firm (Ewert 1984; Webster 1993), thus likely alleviating 

them from the adverse effects of disclosing AI supervision. In other words, relative to 

those with a shorter tenure, employees with a longer tenure likely develop perceptions 

that are less negative in response to the disclosure of AI supervision because they have 

accumulated more extensive networks and stronger relational capital within the firm. As 

a result, I posit that the negative effect of AI disclosure on performance decreases in 

severity with an increase in employee tenure. 
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H5: The negative disclosure effect of AI supervision on employee performance is 

less pronounced among employees who hold a longer tenure in the firm. 

 

Field Experiment Setting and Design 

Company Setting 

Omega Corp (the name has been changed to ensure anonymity) is a large 

financial services company in Asia, with over 12 million customers. The company offers 

a broad set of financial products, including personal lending, bridge loans, refinancing, 

and equity investment. Because the personal loan business has grown significantly in the 

local market, the company has a large call center that promotes its financial products and 

collects overdue payments from delinquent borrowers. On average, individuals borrow 

$2,000 on a 12-month installment, mainly to purchase products such as mobile phones, 

TVs, computers, and household furniture. The booming personal loan business engenders 

a substantially high rate of overdue and default payments. Therefore, many employees 

are employed in the call center to collect payments that are overdue by more than 15 

days.  

Furthermore, to improve the employees’ job performance in collecting such 

payments, the company has conventionally relied on human managers in the quality 

control department to conduct supervision tasks. Specifically, human managers monitor 

employees’ collection calls, analyze the calls to find mistakes that can be rectified, and 

provide recommendations to employees to improve their job skills related to collecting 

overdue payments from delinquent borrowers. All human managers are seasoned 
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supervisors with ample loan collection experience and supervision skills, according to the 

company.  

With the advent of new AI technologies, Omega Corp has worked with a leading 

technology platform to deploy an AI supervision system to handle the abovementioned 

supervision tasks. This AI system is enabled by state-of-the-art deep learning neural 

network-based speech analytic algorithms and trained with an enormous archived data set 

of recorded collection calls and human managers’ supervision recommendations from 

similar firms in the industry. Essentially, the AI supervision system comprises four key 

components. First, its automatic speech recognition (ASR) component converts phone 

call conversations between employees and customers from unstructured audio data into 

text scripts. Second, the natural language understanding (NLU) component conducts 

semantic parsing to embed the scripts into numerical representations. Third, its 

hypothesis searching (HS) component applies machine learning models (i.e., Word2Vec) 

to calculate the distance score between the best-practices in the knowledge bank and the 

scripts of the employee to determine the employee’s effectiveness in persuading 

customers. That is, it analyzes the calls to find mistakes that can be rectified for each 

employee; it automates job performance evaluations. Fourth, the feedback 

recommendation (FR) component generates comprehensive and personalized 

recommendations to remedy each mistake made by the employee (i.e., to improve her job 

performance). In other words, because the AI system is powered by deep learning speech 

recognition, speech-to-text, and semantic parsing technologies, it can automate the 

overall process of supervising employees. Note that this AI supervision is highly 

advanced because it depicts an overall view of what an employee is doing, including 
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evaluating his or her behavior on the job and providing recommendations to improve 

workflow and productivity. In this sense, it may function as a management tool to free 

human managers from the routine, repetitive supervisory tasks of tracking subordinates’ 

calling behaviors and fixing their mistakes with personalized recommendations.  

This AI supervision system is highly attractive to the company because it provides 

accurate information on how much and how well each employee works and effective 

recommendations to improve employees’ productivity. The pilot testing period showed 

that the system is competent, with a very low error rate (less than 1%) when identifying 

employees’ mistakes. Omega Corp has a keen interest in designing the experiment to 

quantify the effect of deploying and disclosing AI supervision on its employees’ job 

performance. The research team has access to the field experiment data and conducts the 

analyses together with the company. 

Experimental Design 

The field experiment is a two-by-two full-factorial design, with the two 

dimensions being the deployment of AI or human supervision and the disclosure of AI or 

human supervision. As illustrated in Figure 9, there are four experiment groups. 

Specifically, the company randomly selects 265 employees to be supervised by the AI 

system or by human managers and to be disclosed they are under AI or human 

supervision. A novel feature of the experiment is that both the deployment of the AI and 

human supervisors and the disclosure of the supervisors’ identities are randomized as 

either AI or human (i.e., disclosing human supervision as the AI system, and vice versa). 

The first condition (Group 1, N = 64) is “Supervised by and Disclosed as AI,” in which 

employees are supervised by the AI system and are also informed as such. In the second 
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condition (Group 2, N = 69), called the “Supervised by AI, but Disclosed as Human 

Managers,” the AI system supervises the employees, but they are informed that human 

managers conduct the supervision. In the third condition (Group 3, N = 66), called the 

“Supervised by Human Managers, but Disclosed as AI,” human managers conduct the 

supervision, but the employees are informed that the supervision is provided by the AI 

system. In the fourth condition (Group 4, N = 66), “Supervised by and Disclosed as 

Human Managers,” employees are supervised by human managers and informed as such.  

 

 

Figure 9. Field Experimental Design 

 

This experimental design effectively separates the effect of deployment from that 

of the disclosure of AI supervision. This is because although a randomized control trial 

with AI deployment as the treatment can be conducted, employees may also know the 

status of this treatment, which will lead to disclosure effects that confound the 

deployment effect. In contrast, in our data the manipulation of the disclosure parcels out 

the disclosure effects from the deployment effects, while holding constant the actual 
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supervising entity. (Indeed, it is pivotal to disentangle these two effects in order to 

accurately measure the true value of AI. Companies can use this experimental method to 

gauge the true effects of deploying and disclosing AI supervision in order to properly 

budget for the AI investment.) Specifically, as illustrated in Figure 1, holding constant the 

disclosed supervision identity as AI, I can gauge the deployment effect of AI supervision 

as 13 (the performance difference between Group 1 and Group 3). Similarly, holding 

constant the disclosed supervision identity as human managers, I measure the deployment 

effect of AI supervision as 24 (the performance difference between Group 2 and Group 

4). I also analyze the average deployment effects of these two differences by comparing 

the pooled groups 1 and 2 (both supervised by AI) with the pooled groups 3 and 4 (both 

supervised by human managers).   

Furthermore, holding constant the deployed supervision identity as AI, I measure 

the disclosure effect of AI supervision as 12 (the performance difference between Group 

1 and Group 2). Similarly, holding constant the deployed supervision identity as human 

managers, I gauge the disclosure effect of AI supervision as 34 (the performance 

difference between Group 3 and Group 4). I also analyze the average disclosure effects of 

these two differences by comparing the pooled groups 1 and 3 (both disclosed as AI 

supervision) with the pooled groups 2 and 4 (both disclosed as human manager 

supervision). 

During the month-long experiment, each employee is required to work the same 

load (completing 100 collection calls per day) to rule out the alternative explanation of 

different workloads. Moreover, all employees assigned to the four experiment conditions 

have the same work schedules; that is, the distributions of the workloads on workdays 
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and weekends, and between mornings and afternoons on a working day are the same for 

these employees. Furthermore, all employees received a randomly assigned list of 

delinquent customers to call each day, which helps rule out alternative explanations of 

different customers contributing to employee performance in terms of collecting overdue 

payments. A total of six seasoned managers were selected randomly from the quality 

control department as human supervisors in the experiment. On average, each manager 

supervises 22 employees during the experiment period and randomly selects five phone 

calls per employee each day to evaluate and provide recommendations. Thus, each 

manager monitors about 110 random calls per day, which is common practice for the 

company. No employee or human manager who participated in the experiment left the 

company during the experiment; hence, there is no survival bias in our data. 

Across the four experiment conditions, employees receive daily supervision 

feedback e-mails sent by the company’s quality control department. To rule out 

alternative explanations, the AI and human supervision feedback follows the same 

format. Each starts with the disclosed supervisor’s identity, either as a “manager in the 

quality control department” (without specifying which manager; this approach rules out 

potentially confounding effects of managerial heterogeneity, such as their popularity 

among employees) or as the “AI supervision system in the quality control department.” 

This is followed by reproduced scripts of the calls that contain mistakes made by the 

employee the previous day, where each mistake is identified and accompanied by 

recommendations to correct it. For example, mistakes may include using inappropriate 

persuasion strategies, providing incomplete or vague information, or insulting the 

customer with aggressive and emotional expressions. The AI system and the human 
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managers in our experiment perform the same supervision task, that is, to listen to the 

collection calls, identify mistakes, and make personalized recommendations to rectify 

each mistake (see the Appendix H for some examples).  

The company ensured that the employees and human managers in the experiment 

had no knowledge about the true identity of the supervisor (other than that disclosed to 

employees), guaranteeing that neither could strategically respond to the treatment 

manipulation. For example, a strategic manager could change her normal supervision 

behavior by providing lower-quality supervision if she knows it will be disclosed to 

employees as coming from the AI system. Further, to keep information on employees’ 

job performance private, company policy forbids employees and managers from sharing 

the supervision feedback and job performance with coworkers. This reduces the possible 

concerns related to spillover effects and contaminations across experiment conditions.  

Note that in this experiment, the company restricts the AI system to monitoring 

the same number of calls (five calls per employee per day) as human managers, even 

though the AI system can analyze far more calls per employee than human managers can. 

This restriction makes our results more conservative. None of the employees in the 

experiment had prior experience of being supervised by an AI system. I also control for 

the effects of each employee’s prior human supervisors in the following data analyses. 

Data and Randomization Check 

As shown in Panel A of Table 6, on average, the employees in our experiment are 

20 years old, 42% have received post high school education, and 7.5% had worked in a 

call center prior to joining Omega Corp. Their average tenure at Omega Corp is three 

months, albeit with notable variation. In the month prior to the experiment, their average 
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collection amount was RMB 9,540 (USD 1,360). I conduct a randomization check of 

these variables and report the results in Panel B of Table 7. A one-way analysis of the 

variance (ANOVA) and chi-square test fail to reject the null hypothesis that the mean 

values of these variables are not different among the four experiment conditions (p > 

0.05). Thus, the data pass the randomization check. Panel C reports the summary 

statistics of the employees’ job performance and other key variables in our data.  
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Table 6.  

Summary Statistics and Randomization Check 

Panel A 
Prior Job 

Performance  
Age Education Prior Working Tenure 

 

 
Mean 9540.796 20.351 1.418 0.075 3.218  

Standard Deviation 1397.036 1.315 0.494 0.265 1.336  
Minimum 6679 18 1 0 1  
Maximum 12148 22 2 1 7  

Note: Prior Job Performance is the average collection amount achieved by the employee in the month prior to the experiment. 

Education is a categorical variable: 1=High school and below, 2=High School above degree; Prior Working is a binary variable 

with 1=the employee has working experience in a call center before, and 0=otherwise; Tenure is the length of time in month the 

employee has worked in the company.  

Panel B N 
Prior Job 

Performance  
Age Education 

Prior 

Working 
Tenure 

Supervised by and 

Disclosed as AI 64 9400.578 20.422 1.422 0.062 3.047 

Supervised by AI 

but Disclosed as 

Human Managers  69 9564.986 20.689 1.478 0.043 3.130 

Supervised by 

Human Managers 

but Disclosed as AI 66 9613.742 20.511 1.485 0.091 3.273 

Supervised by and 

Disclosed as 

Human Managers 66 9578.530 20.089 1.288 0.106 3.424 

F-value/ Chi 

Square   0.30 1.74 2.30 2.277 1.01 

P-value   0.829 0.1596 0.077 0.517 0.389 
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Table 6.  

Continued. 

Panel C N 
Job 

Performance  

Supervision 

Breadth 

Supervision 

Depth 

# of 

Corrections 

Correction 

Rates 

Supervised by and 

Disclosed as AI 
64 1811.312 23.469 1.891 14.109 0.603 

  (16.590) (1.037) (0.158) (0.619) (0.002) 

Supervised by AI 

but Disclosed as 

Human Managers  

69 2316.901 24.522 1.928 18.435 0.763 

  (31.268) (0.317) (0.056) (0.302) (0.017) 

Supervised by 

Human Managers 

but Disclosed as AI 

66 380.388 11.015 1.167 5.258 0.472 

  (8.185) (0.448) (0.055) (0.232) (0.004) 

Supervised by and 

Disclosed as 

Human Managers 

66 909.985 10.742 1.167 6.258 0.623 

    (21.486) (0.353) (0.051) (0.340) (0.033) 

Note:  Job Performance is the average collection amount achieved by the employee during the 30-day experiment period. Supervision Breadth is the average number of 

mistakes identified in the supervision feedback provided to each employee. Supervision Depth is the average number of personalized recommendations made to rectify 

each mistake in the supervision feedback provided to each employee. # of Corrections and Correction Rates refer to the number and percentage of mistakes identified, 

respectively, in the first week of the experiment that have been corrected and are no longer detected in the fourth week of the experiment. 
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Models and Results 

Model-Free Evidence 

Figure 10 presents the unconditional mean value of employees’ job performance 

for the four experiment groups. Employee’s job performance is measured as the average 

payment collected by each employee during the experiment month. First, I examine the 

deployment effect of AI supervision. Specifically, I compare the performance of the 

employees in Groups 1 and 3, all of whom are told they are being supervised by the AI. 

However, while Group 1 is supervised by the AI, Group 3 actually receives supervision 

from human managers. Thus, the performance difference between the two groups 

captures the AI deployment effect, holding constant the disclosed supervisor as the AI. 

The average job performance of the employees in Group 1 (i.e., daily collection amount 

RMB 11,211.891) is 12.2% higher than that of the employees in Group 3 (i.e., daily 

collection amount RMB 9,994.130). Furthermore, I compare the performance of the 

employees in Groups 2 and 4, who are all informed that they are being supervised by 

human managers. However, Group 2 is actually supervised by the AI, whereas Group 4 is 

supervised by human managers. Therefore, their difference captures the AI deployment 

effect, holding constant the disclosed supervisor as human managers. The average job 

performance of the employees in Group 2 (i.e., daily collection amount RMB 

11,881.887) is 13.3% higher than that of employees in Group 4 (i.e., daily collection 

amount RMB 10,488.515). Therefore, regardless of the disclosed supervisory identity, 

employees actually supervised by the AI always outperform those actually supervised by 

human managers. (As shown in the Appendix I, the model-based regression results on the 

treatment groups and a host of controlling covariates are highly consistent with such 
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model-free evidence.) These results provide preliminary evidence for H1 regarding the 

positive deployment effect of AI supervision on employee performance.  

Next, I examine the disclosure effect of AI supervision. I first compare the 

performance of those in Groups 1 and 2, who are all supervised by AI, but are informed 

differently: the former is informed of being supervised by the AI, and the latter is 

informed of being supervised by human managers. Their difference, therefore, captures 

the performance difference resulting from the AI disclosure effect, holding constant the 

actual supervising entity as AI. Figure 10 shows that the average performance of the 

employees in Group 1 (RMB 11,211.891) is 5.6% lower than that of Group 2 (RMB 

11,881.887). I then compare the employees in Groups 3 and 4, who are all supervised by 

human managers; the average performance of Group 3, who are informed of being 

supervised by the AI (RMB 9,994.130), is 4.7% lower than that of Group 4, who are 

informed of being supervised by human managers (RMB 10,488.515). Hence, regardless 

of the actual supervisory identity, employees disclosed as being supervised by the AI 

always underperform those disclosed as being supervised by human managers. These 

results thus provide preliminary evidence for H3 on the negative disclosure effect of AI 

supervision on employee performance. (The Appendix I shows that the model-based 

regression results are highly consistent with the model-free evidence presented here.) 
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Figure 10. Performance Comparison among the Four Experiment Conditions 

 

Deployment Effects of AI Supervision on Employee Job Performance 

Figure 10 shows that the magnitudes of the deployment effect measured by Group 

1 minus Group 3 and by Group 2 minus Group 4 are similar. Thus, I now test the 

statistical significance of the average deployment effects by comparing the pooled groups 

1 and 2 (both supervised by the AI) with the pooled groups 3 and 4 (both supervised by 

human managers). The model is specified as follows:  

𝐸𝑚𝑝𝑙𝑜𝑦𝑒𝑒 𝑃𝑒𝑟𝑓𝑜𝑟𝑚𝑎𝑛𝑐𝑒𝑖 = 𝛼 + 𝛼1 ∗ 𝑆𝑢𝑝𝑒𝑟𝑣𝑖𝑠𝑒𝑑 𝑏𝑦 𝐴𝐼𝑖  + 𝜃 ∗ 𝐶𝑜𝑛𝑡𝑟𝑜𝑙𝑠𝑖 + 휀1𝑖, (1)   

where 𝐸𝑚𝑝𝑙𝑜𝑦𝑒𝑒 𝑃𝑒𝑟𝑓𝑜𝑟𝑚𝑎𝑛𝑐𝑒𝑖 is the average payment collected by each employee 

during the experiment month.6 The key independent variable is the dummy variable of 

 
6 Here, we focus on monthly performance in the analyses because, in practice, Omega Corp evaluates 

employee performance on a monthly basis. In additional analyses, we explore the dynamic effect by 

splitting the data into the first 15 days and second 15 days of the experiment month. 
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𝑆𝑢𝑝𝑒𝑟𝑣𝑖𝑠𝑒𝑑 𝑏𝑦 𝐴𝐼𝑖, which is equal to one if Employee i is supervised by the AI system 

(i.e., aggregating the employees in Groups 1 and 2), and zero otherwise (i.e., employees 

in Groups 3 and 4, who are actually supervised by human managers). In addition, 

𝐶𝑜𝑛𝑡𝑟𝑜𝑙𝑠𝑖 is a vector of Employee i’s characteristics, including prior job performance, 

age, education level, prior work, tenure at Omega Corp, and indicators for the supervisors 

they had prior to the experiment. Lastly, 휀𝑖 is a heteroscedasticity-robust standard error. 

The results are shown in Table 7. The coefficient of 𝑆𝑢𝑝𝑒𝑟𝑣𝑖𝑠𝑒𝑑 𝑏𝑦 𝐴𝐼 is 

statistically significant (p < 0.01) and positive in column (1), suggesting that employees 

supervised by the AI system indeed achieve better job performance than those supervised 

by human managers. I also use the log transformation of the dependent variable (column 

2) to address data skewness, and use the difference between the performance in the 

experiment month and that in the previous month as the dependent variable (column 3). 

The positive and statistically significant (p < 0.01) coefficients of 𝑆𝑢𝑝𝑒𝑟𝑣𝑖𝑠𝑒𝑑 𝑏𝑦 𝐴𝐼 

are robust in columns (2) and (3). Figure 11 visualizes the performance difference 

between the combined Groups 1 and 3 versus the combined Groups 2 and 4. The average 

collection amount for employees in the AI supervision groups is RMB 11,559.483, which 

is 12.9% higher than the collection amount (RMB 10,241.332) of employees in the 

human supervision groups. Collectively, these results corroborate the positive 

deployment effect of AI supervision on employee performance, thus supporting H1. 
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Table 7. Effects of Deploying and Disclosing AI Supervision on Employee Performance 

  (1) (2) (3) (4) (5) (6) 

 Impact of AI Supervision on Employee Performance Impact of Disclosing AI Supervision on Employee Performance 

  

Job Performance 

OLS 

Job Performance 

Log 

Job Performance 

(Difference) 

OLS 

Job Performance 

OLS 

Job Performance 

Log 

Job Performance 

(Difference) 

OLS 

Supervised by AI 1420.120*** 0.132*** 1419.979***    

 (38.837) (0.004) (38.744)    
Disclosed as AI 

Supervisor 
   -527.803*** -0.048*** -525.866*** 

 
   (90.459) (0.008) (90.285) 

Prior Job 

Performance 
1.000*** 0.000***                 0.980*** 0.000***                 

 (0.014) 0.000                  (0.032) 0.000                  

Age 7.131 0.001 7.190 79.847 0.008 79.315 

 (30.260) (0.003) (30.266) (73.651) (0.007) (73.534) 

Education -18.674 -0.003 -18.137 -66.979 -0.008 -73.441 

 (80.997) (0.008) (80.453) (193.556) (0.018) (193.323) 

Prior Call Center 

Experience 
-22.399 0.000 -22.426 -251.111* -0.021 -251.109*   

 (60.936) (0.006) (60.981) (148.515) (0.014) (149.257) 

Tenure 21.048 0.003* 21.241 -25.947 -0.002 -28.149 

 (14.423) (0.001) (14.309) (33.316) (0.003) (33.107) 

Control for 

Individual 

Supervisor Effect 

Y Y Y Y Y Y 

Constant 403.706  8.306*** 417.695  326.939  8.299*** 165.015  

 (552.361) (0.053) (529.642) (1305.541) (0.122) (1284.863) 

N 265 265 265 265 265 265 

R-Squared 0.962  0.960  0.848  0.795  0.792  0.163  

 Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses.
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Disclosure Effects of AI Supervision on Employee Job Performance 

Furthermore, Figure 10 shows that the magnitudes of the disclosure effect 

measured by Group 1 minus Group 2 and by Group 3 minus Group 4 are similar. Hence, 

I test the statistical significance of the average disclosure effects by comparing the pooled 

groups 1 and 3 (both disclosed as AI supervision) with the pooled groups 2 and 4 (both 

disclosed as human supervision). The model is as follows: 

𝐸𝑚𝑝𝑙𝑜𝑦𝑒𝑒 𝑃𝑒𝑟𝑓𝑜𝑟𝑚𝑎𝑛𝑐𝑒𝑖 = 𝛽 + 𝛽1 ∗ 𝐷𝑖𝑠𝑐𝑙𝑜𝑠𝑒𝑑 𝑎𝑠 𝐴𝐼𝑖  + 𝛾 ∗ 𝐶𝑜𝑛𝑡𝑟𝑜𝑙𝑠𝑖 + 𝜇2𝑖. (2)   

Here, the key independent variable is 𝐷𝑖𝑠𝑐𝑙𝑜𝑠𝑒𝑑 𝑎𝑠 𝐴𝐼𝑖, which equals one if Employee i 

is informed as being supervised by the AI system (thus aggregating all employees in 

Groups 1 and 3), and zero otherwise. Thus, the employees in Groups 2 and 4, who are 

disclosed as being supervised by human managers, are the baseline group.   

As reported in Table 7, the negative and statistically significant coefficient (p < 

0.01) of 𝐷𝑖𝑠𝑐𝑙𝑜𝑠𝑒𝑑 𝑎𝑠 𝐴𝐼 in column (4) shows that employees disclosed as being under 

AI supervision achieve lower job performance than those disclosed as being under human 

supervision. The results are robust in columns (2) and (3), where I use the log 

transformation of the performance and the difference between the performance in the 

experiment month and that in the month before. Figure 11b visually confirms that 

employees disclosed as being under AI supervision collect 5.4% less (RMB 10,593.643) 

than those disclosed as being under human manager supervision (RMB 11,200.683). 

Therefore, these results suggest the negative disclosure effect of AI supervision on 

employee performance, supporting H3.
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Figure 11. Deployment Effect of AI Supervision (Unconditional mean comparison) 

 

Figure 12. Disclosure Effects of AI Supervision (Unconditional mean comparison) 
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Mechanisms for the Deployment Effect of AI Supervision 

To understand why deploying AI supervision may boost employee performance, 

Omega Corp provides additional data on the supervision content of the experiment, from 

which I measure supervision quality and employee learning. Specifically, I construct two 

objective assessments of supervision quality for both AI and human supervisors: 

“supervision breadth,” which is the average number of mistakes identified in the 

supervision feedback provided to each employee; and “supervision depth,” which is the 

average number of personalized recommendations made to rectify each identified mistake 

in the supervision feedback provided to each employee. Thus, higher quality supervision 

in our data means more mistakes identified and more suggestions recommended by AI or 

human managers for each employee to improve her job skills. Moreover, I generate two 

objective measurements of employee learning: Number of Corrections and Correction 

Rate, which denote the number and the percentage, respectively, of mistakes identified in 

the first week7 of the experiment that have been corrected and are no longer detected in 

the fourth week of the experiment by each employee. Here, a larger Number of 

Corrections and a higher Correction Rate reflect the extent to which the employee learns 

more from the AI or human supervision during the experiment. 

As reported in Table 8, Supervised by AI is a positive and statistically significant 

(p < 0.01) predictor of supervision breadth and depth in columns (1) and (2), respectively, 

suggesting that the AI supervision points out more mistakes and provides more 

recommendations to correct each mistake than human managers do. (These results are 

 
7 We focus on the first week of supervision feedback in order to minimize the concern that feedback in 

subsequent weeks may capture employees’ behavioral changes (i.e., learning rather than supervision).  
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further corroborated by the left panel of Figure 22 in the Appendix J, which shows the 

unconditional mean values of supervision breadth and depth for the two groups.) Thus, I 

conclude that the AI system indeed provides higher quality supervision to employees than 

the human managers do. Further, as shown in in columns (3) and (4), the coefficients of 

Supervised by AI are positive and statistically significant (p < 0.01) in Number of 

Corrections and Correction Rate, respectively, suggesting that employees indeed learn 

more from AI supervision than they do from human managers. (The left panel of Figure 

23 in the Appendix J confirms that the unconditional mean values of both the number of 

corrections and the correction rate are higher for employees supervised by AI than for 

those supervised by human managers.)  

Furthermore, to directly test the hypothesis that deploying AI supervision drives 

job performance through higher quality supervision and greater learning by employees, I 

employ a causal serial mediation analysis using randomized experiment data (Imai, 

Keele, and Tingley 2010), with 1,000 bootstrap replications (Preacher and Hayes 2004). 

In conducting the serial mediation analysis, I use Supervised by AI as the independent 

variable, supervision feedback depth and breadth as mediators, the number of corrections 

as the intermediary dependent variable, and employee daily collection amount as the 

dependent variable; I also include the same control variables.  

I report all estimation results in Table 15 of the Appendix K and plot the key 

results in Figures 13 and 14. The results in Figure 13 confirm that that, relative to human 

managers, AI provides higher quality supervision, as measured by the breadth and depth 

of feedback. In turn, this higher quality AI supervision drives more employee learning, as 

measured by corrections of mistakes, which subsequently improves employee 
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performance. These serial mediation results confirm the underlying mechanism for the 

deployment effect, thus supporting H2.
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Table 8. 

Mechanisms for the Positive Impact of Deploying AI Supervision 
  (1) (2) (3) (4) (5) (6) 

  

Supervision 

Breadth 

OLS 

Supervision 

Depth 

OLS 

# of Job 

Corrections 

OLS 

Correction Rate 

OLS 

Supervision 

Breadth 

OLS 

Supervision Depth 

OLS 

Supervised by AI 13.263*** 0.761*** 10.561*** 0.133***   

 (0.597) (0.094) (0.446) (0.022)   
Disclosed as AI 

Supervision 
    -0.437 -0.027 

 
    (1.027) (0.103) 

Prior Job Performance 0.000* 0.000  0.000  0.000  0.000 0.000 

 (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) 

Age -1.151** -0.105 -0.541 0.005 -0.368 -0.060 

 (0.490) (0.082) (0.369) (0.018) (0.852) (0.090) 

Education 2.872** 0.283  1.469  -0.021 1.886  0.227  

 (1.305) (0.218) (1.004) (0.048) (2.160) (0.241) 

Prior Call Center 

Experience 
-1.345 -0.320** -1.329 0.009 -3.562*** -0.447*** 

 (1.197) (0.124) (0.832) (0.048) (1.336) (0.101) 

Tenure 0.354 0.063* 0.029 -0.010 -0.009 0.042 

 (0.226) (0.034) (0.159) (0.008) (0.387) (0.039) 

Control for Individual 

Supervisor Effect 
Y Y Y Y Y Y 

Constant 25.494*** 2.865** 12.210* 0.512  20.058  2.555  

 (9.029) (1.434) (6.759) (0.315) (15.216) (1.570) 

N 265 265 265 265 265 265 

R-Squared 0.665  0.235  0.698  0.150  0.020  0.029  

Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses.
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Mechanisms for the Negative Disclosure Effect of AI Supervision  

I test the mechanisms for the negative disclosure effect in H4 using survey data on 

employee perceptions. In post-experiment employee surveys, all employees report their 

perceived trust in the quality of the AI and human supervision, as well as the degree of 

perceived job replacement risk (the specific survey questions are reported in the  

Appendix K).  

Results in columns (1) and (2) of Table 9 show that Disclosed as AI Supervision 

is a negative and statistically significant (p < 0.01) predictor of trust in supervision, and a 

positive and statistically significant (p < 0.01) predictor of job displacement risk. Thus, 

disclosing AI supervision induces employees to perceive less trust in the quality of the 

supervision and heightens their job replacement risk. Moreover, Disclosed as AI 

Supervision is a negative and statistically significant (p < 0.01) predictor of the number 

and rate of corrections in columns (3) and (4), respectively, of Table 10, showing that 

disclosing AI supervision also reduces employees’ learning from the feedback. The serial 

mediation results summarized in Figure 14 confirm that disclosing the supervision as AI 

(versus human managers) significantly increases employees’ negative perceptions (lower 

perceived trust in supervision and more job displacement risk), which decreases their 

learning and job performance. (Table 16 in the Appendix L reports the estimation 

results.) These serial mediation results confirm the underlying mechanism for the 

negative disclosure effect of AI supervision, thus supporting H4.
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Table 9.  

Mechanisms for the Negative Effects of Disclosing AI Supervision 

 (1) (2) (3) (4) (5) (6) 

Dependent Variable 

 

 

Model 

Trust in 

Supervision 

OLS 

Job 

Replacement 

Risk 

OLS 

# of Job 

Corrections 

OLS 

Correction 

Rate 

OLS 

Trust in 

Supervision 

OLS 

Job 

Replacement 

Risk 

OLS 

Disclosed as AI 

Supervision 
-0.784** 2.474*** -2.781*** -0.158***   

 (0.331) (0.151) (0.775) (0.020)   

Supervised by AI     4.697*** -0.913*** 

     (0.177) (0.214) 

Prior Job 

Performance 
0.000 0.000 0.000 0.000 0.000  0.000  

 (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) 

Age -0.029 0.161 0.026 0.009 -0.292** 0.158 

 (0.273) (0.116) (0.639) (0.017) (0.144) (0.180) 

Education 0.334  -0.615* 0.974  (0.012) 0.609  -0.391 

 (0.693) (0.318) (1.666) (0.045) (0.371) (0.465) 

Prior Working -0.992 -0.103 -3.050*** -0.011 -0.218 -0.212 

 (0.645) (0.297) (1.044) (0.046) (0.287) (0.386) 

Tenure -0.115 0.088* -0.301 -0.016** 0.024 0.021 

 (0.127) (0.051) (0.293) (0.008) (0.064) (0.080) 

Control for Former 

Supervisor Effect 
Y Y Y Y Y Y 

Constant 6.370  0.040  10.438  0.619** 7.634*** 2.232  

 (4.842) (2.064) (11.282) (0.285) (2.549) (3.274) 

N 265 265 265 265 265 265 

R-Squared 0.067  0.521  0.092  0.211  0.753  0.090  

Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses.
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Figure 13. Serial Mediation Results for the Mechanisms - Serial Mediation of the Deployment Effects. 

 

Figure 14. Serial Mediation Results for the Mechanisms - Serial Mediation of the Disclosure Effects 
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Note the inconsistency that objective metrics show that AI supervision is of 

higher quality (Table 9), but that self-reported data of employees’ perceptions suggest 

that disclosing the supervision as AI leads employees to trust the AI supervision quality 

less (not more). This inconsistency attests to employees’ psychological bias, or AI 

algorithm aversion in the literature (Leung, Paolacci, and Puntoni 2018; Luo et al. 2019; 

Mende et al. 2019; Newman, Fast, and Harmon 2020). Furthermore, employees disclosed 

as being under AI supervision perceive a greater job displacement risk; however, this is 

inconsistent with Omega Corp’s practice of using AI to assist employees to improve their 

job productivity rather than to replace them. Thus, this might be another form of 

psychological perceptions against AI.  

I also conduct a falsification test. Specifically, I examine whether the supervision 

breadth and depth explain the disclosure effect. The insignificant coefficients in columns 

(5) and (6) of Table 8 show that the objectively measured supervision quality is not 

different between employees disclosed as being supervised by AI or a human manager 

(similar results are reported in the right panel of Figure 22 in the Appendix J). These 

results are expected, because the actual supervision received by the employees disclosed 

as being supervised by the AI is the same as that received by those disclosed as being 

supervised by human managers. Thus, our data pass this falsification test. 

Employee Tenure Attenuates the Negative Disclosure Effect of AI Supervision 

H5 posits that employees’ tenure in the company alleviates the negative 

disclosure effect of AI supervision on job performance. To test this, I first divide 

employees into four subsample groups based on their tenure with the company (below the 

25th percentile, between the 25th and 50th percentiles, between the 50th and 75th 
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percentiles, and above the 75th percentile). Then, I estimate the disclosure effect of AI 

supervision by rerunning Model (2) in each subsample; I report the results in Table 10. 

The coefficients of Supervised by AI are negative and statistically significant (p < 0.1) in 

columns (1) and (2), but become insignificant in columns (3) and (4), confirming that the 

negative disclosure effect is indeed allayed for employees with a longer tenure in the 

company. Therefore, these findings support H5. 

 

Table 10.  

Employees’ Tenure Attenuates the Negative Impact of Disclosing AI Supervision  

  
Subsamples of 

Employees 
  

DV: Loan Collection 

Tenure below 

25th 

percentile 

Tenure between 

25-50th percentile 

Tenure 

between 50-

75th 

percentile 

Tenure at 75th 

percentile and 

above 

Disclosed as AI 

Supervision 
-765.556** -825.816* -697.077 -106.796 

 (313.901) (417.132) (445.959) (382.046) 

Prior Job Performance 0.950*** 0.914*** 1.085*** 0.948*** 

 (0.044) (0.069) -0.096 -0.072 

Age 200.491* 317.402* -228.677 -27.645 

 (120.28) (165.83) (177.54) (155.78) 

Education -225.479 -1018.105** 605.932  315.070  

 (324.019) (440.999) (435.162) (418.323) 

Prior Working -167.505 -646.831 0.000 -294.396 

 (227.94) (420.92) (0.00) (270.15) 

Control for Former 

Supervisor Effect 
Y Y Y Y 

Constant -1638.318 -2128.630 4538.352  2145.968  

 (2100.415) (2910.189) (3319.540) (2724.373) 

N 108 52 43 62 

(Pseudo) R-Squared 0.828  0.811  0.801  0.756  

Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses.
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Robustness Check: Dynamic Effects 

In this section, I examine how the deployment and disclosure effects unfold over 

time: during the first 15 days and second 15 days of the experiment month. Figure 15 

presents the unconditional mean values of employee performance in these two periods for 

the Supervised by AI group and the Supervised by Human group. The left Y-axis indicates 

the employee performance in each group (bar graphs); the right Y-axis shows the 

performance difference between the two groups (dashed line). This figure shows that 

employees supervised by AI consistently outperform those supervised by human 

managers in the first 15 days and second 15 days during our experiment period. 

Further, Figure 16 presents an unconditional mean comparison of employee 

performance for the two groups, Disclosed as AI Supervision and Disclosed as Human 

Supervision, as the bar graphs, and their performance difference as the dashed line. The 

downward slope of the dashed line, with negative values, suggests that the negative 

disclosure effect is consistent in the first and second 15 days of the experiment month.  

To robustly test the statistical significance of these dynamic effects, I also 

leverage data on employee performance in the month immediately before the experiment 

and specify the following difference-in-differences (DID) panel regression models: 

 

where 𝑃𝑜𝑠𝑡𝑡 is a time dummy indicator (1 = the experiment month, first half month, or 

second half month, 0 = pre-experiment month). This dummy accounts for time trend 
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effects: that is, whether all employees improved their job performance during the 

experiment month relative to that in the pre-experiment month. 

Table 11 reports the results of the DID analysis. The coefficients of Supervised by 

AI × 𝑃𝑜𝑠𝑡𝑡 are positive and statistically significant (p < 0.01) in affecting the 

performance across columns (1), (2), and (3). That is, deploying AI supervision increases 

employees’ performance more than supervision by human managers does during the 

experiment month, first half month, and second half month, relative to the pre-experiment 

month. These results show a consistently positive deployment effect, thus further 

corroborating H1. Note that the coefficients of Supervised by AI are insignificant, which 

suggests that all employees (regardless of their assignment to AI or human supervision 

during the experiment) achieved similar performance during the pre-experiment month, 

which attests to the successful randomization. The coefficients of 𝑃𝑜𝑠𝑡𝑡 are positive and 

significant (p < 0.01), suggesting that all employees generally improved their job 

performance during the experiment month relative to that in the pre-experiment month 

(which is consistent with the dynamic pattern in Figure 15). Thus, deploying AI 

supervision improves employee performance more than using human manager 

supervision does. The Appendix M reports consistent and robust results controlling for 

prior performance or the performance differences models. Further, the coefficients of 

Disclosed as AI Supervision × 𝑃𝑜𝑠𝑡𝑡 are negative and statistically significant (p < 0.01) 

in affecting employee performance across columns (4), (5), and (6). These DID results 

confirm the negative disclosure effect, thereby further corroborating H3.   
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Figure 15. Dynamic Effects on Employee Performance - Deploying AI Supervision. 

 

 

 

Figure 16. Dynamic Effects on Employee Performance - Disclosing AI Supervision. 
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Table 11.  

DID Regression Results 

 

Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses.
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Discussion and Conclusion 

Summary of Results 

Based on a novel field experiment conducted by a large financial services 

company, I investigate the effect on employee performance of deploying and disclosing 

AI supervision. First, I demonstrate that AI supervision, as compared with supervision by 

human managers, increases employees’ job performance by 12.9%. Moreover, I find that 

AI provides higher quality supervision in terms of breadth and depth than that offered by 

human supervisors, which increases employees’ learning and performance. These results 

corroborate the positive “deployment effect” of AI supervision and its underlying 

mechanism. Second, employees disclosed as being under AI supervision achieve an 

average performance that is 5.4% lower than that of employees disclosed as being under 

human supervision. I find that employees disclosed as being supervised by AI tend to 

have more negative perceptions (i.e., less perceived trust in the supervision quality and 

more job replacement risk), which impede their learning and performance. These results 

support the negative disclosure effect of AI supervision and its related mechanism. 

Furthermore, I show that the value-reducing disclosure effect is less severe among 

employees who have longer tenure at the firm. Our results offer broad implications for 

management theory, practice, and public policies related to AI supervision, as discussed 

next. 

Theoretical Contributions 

This study makes several contributions to the academic literature. First, by 

showing that AI supervision increases employee performance, I reveal a nascent 

channel—AI supervision—through which new technologies can be used to increase firm 
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productivity. While the literature focuses on how AI alters firm’s processes of production 

(Aghion, Jones, and Jones 2017; Aron et al. 2011; Brynjolfsson, Hui, and Liu 2019; 

Meyer et al. 2014), much less is known about how AI assists with managerial processes, 

such as supervising employees. This study thus opens up new avenues for management 

scholars to go beyond treating AI simply as a factor in the traditional production process 

toward reconceptualizing many managerial processes. In doing so, several conventional 

managerial issues need to be revisited. For example, I show that AI increases the quality 

of supervision compared with that offered by human managers, thereby enhancing 

employee learning. These findings suggest that AI also significantly affects the 

knowledge transfer and learning within organizations. Furthermore, given the finding that 

disclosing AI supervision triggers negative perceptions among employees that human 

supervisors may not have to face, firm management will face new challenges when using 

AI to supervise employees. Thus, despite offering additional opportunities to improve 

firm management, AI also generates novel issues for firms to resolve (some of which 

provide promising opportunities for strategy research in the AI era). 

Moreover, this study generates new insights into employees’ perceptual bias 

against being managed by AI. Previous studies theorize that employees question the 

legitimacy of using AI in management and are concerned about possible infringements on 

their privacy and autonomy as well as a lack of procedural justice (Möhlmann & 

Zalmanson, 2017; Raveendhran & Fast, 2019; Newman et al., 2020). Here, I extend these 

works to show that disclosing AI supervision induces negative perceptions in employees, 

such as less perceived trust in the supervision quality and greater job displacement risk. 

Further, I show theoretically and empirically that such perceptions harm employees’ 
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behavior (learning) and actual performance outcomes (not just perceptions or attitudes), 

helping to explain why I study employees’ aversion to AI in the real-world workplace. 

Indeed, studying the mechanism of employees’ fear of job displacement by AI helps to 

bridge the “macro”-level research on how AI replaces jobs and reshapes the labor market 

(e.g., Agrawal, McHale, & Oettl, 2019; Felten et al., 2019; Seamans & Raj, 2018) and the 

“micro”-level consequences of employees’ reactions to AI. These conversations appear in 

different parts of the literature. However, it is crucial to connect them because job 

displacement risks may generalize negative “spillover” effects, demoralizing employees 

who are not directly facing these risks. This issue is important but under addressed in the 

extant literature.   

Further, I highlight the heterogeneity in employees’ perceptions against AI. This 

knowledge contributes to the theoretical basis of an emerging, but instrumental topic, 

namely, whether AI complements or substitutes human capital in firms (Choudhury et al., 

2020; Fountaine et al., 2019). A greater knowledge of who is less susceptible to holding 

negative perceptions of AI will enable scholars and firms to better understand which 

employees stand to benefit from, and thus complement, the deployment of AI 

technologies in firms. Therefore, instead of treating employees as a homogenous whole 

undermining the value of AI applications, scholars and firms, with the assistance of the 

knowledge on employee heterogeneity, can identify subgroups of employees who have 

greater concerns over AI and address them in a more targeted manner. This approach 

enables firms to create more complementarity and reduce friction between their 

workforce and AI technologies.  
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Managerial and Policy Implications 

For managers, I provide some useful implications. AI supervision can be an 

effective management tool because it reduces time and costs by negating the need to hire 

human managers to monitor subordinates. Further, AI supervision significantly increases 

the accuracy and consistency of analyses of information collected and generates 

recommendations that are relevant to each employee, helping them achieve greater job 

performance, at scale. Because AI supervision enables employees to improve their 

learning and job performance, all three parties—the firm, employees, and customers 

served by the firm—may stand to benefit from it.  

However, our study also alerts firms to the negative effect of disclosing AI 

supervision that exists along with the positive impact of deploying AI supervision. I find 

that employees’ negative perceptions offset some of business value of AI supervision, 

which deserves managerial attention. Moreover, the finding that employees disclosed as 

being under human supervision outperform those being supervised by AI implies that 

companies can use AI as an effective managerial assistant that conducts data analytics 

and provides supervision content to support human managers’ interactions with 

employees, thereby keeping humans in the loop. That is, employees see human managers 

as their supervisors, but AI acts as a digital assistant to support the managers. Further, our 

finding that the value-destroying disclosure effect is driven by employees’ negative 

perceptions suggests that companies need to be more proactive in communicating with 

their employees about the objectives, benefits, and scope of AI applications in order to 

assuage these concerns. Moreover, the result on the allayed negative AI disclosure effect 

among employees with a longer tenure at the firm suggests that companies may consider 
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deploying AI supervision in a “tiered” instead of a uniform fashion, using AI to supervise 

veteran employees, but using human managers to supervise novices. This combination 

may allow firms to reap higher returns on their AI investment.  

For public policymakers, our results offer several implications. With more 

implementations of AI technologies in businesses, there will be regulations on the 

transparency of AI usage in the workplace, because AI tilts the power balance in favor of 

firms against employees (Clarke, 2019; MacCarthy, 2020; National Law Review, 2019). 

Critics accuse AI supervision as being another tool for “[B]osses … seeking to wring 

every last drop of productivity and labor out of their workers since before computers” 

(Heaven, 2020). In particular, as more employees work from home (out of sight), high-

tech AI supervision may keep them monitored by their managers (not out of mind). 

Regulators are concerned that under the insidious veneer of data objectivity, firms might 

abuse AI to spy on and squeeze more out of employees, and even target employees to lay 

off. Regulating AI supervision is a nontrivial task, because workplace surveillance may 

enervate trust and damage morale. At the minimum, firms should transparently consult 

and support employees in order to gain their trust in relation to AI deployment. 

As important as transparency is, does mandating disclosure alone help employees 

protect their welfare? Our study shows that disclosing AI supervision leads employees to 

trust the supervision quality to a lesser degree and to perceive more job displacement risk 

(despite the fact that AI supervision aims to increase employee performance and does not 

function as a substitute for employees), both of which are negative perceptions that 

reduce employees’ learning and performance. These outcomes generate a deadweight 

loss, do not benefit stakeholders (they add to the psychological burdens on employees), 
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and reduce the value “pie” for all to share. Therefore, the designs of public policies on AI 

supervision need to be more holistic. A direct implication is that, while transparency is 

pivotal, the mandate of disclosing AI supervision needs to be complemented by other 

policy instruments that directly tackle employees’ doubts over AI and safeguard their 

welfare. These can be achieved by multiple means, including public discourse, education, 

and, more importantly, systematic support for retraining human talents to handle higher-

skill innovative tasks, while AI assists humans in lower-skill repetitive tasks.   

Limitations and Future Research 

Our research has several limitations, which suggest avenues for future research. 

First, I focus on the context in which the AI evaluates employees and provides 

supervision recommendations to employees. Similarly to the finding of Bai et al. (2020) 

that warehouse workers respond more favorably to workloads assigned by algorithms, I 

document a net positive effect of AI supervision. Thus, future research may explore other 

contexts of managerial roles (e.g., hiring and firing functions) that AI can perform for 

firms. Furthermore, I focus on the effect of AI supervision on employees’ job 

performance in this study. As such, future research may explore how AI supervision 

affects other important outcomes, such as employees’ creativity, team productivity, and 

organizational innovation. 

 

  



 

85 

 

REFERENCES 

Acemoglu, Daron and Pascual Restrepo (2018), “The race between man and machine: 

implications of technology for growth, factor shares, and employment,” American 

Economic Review, 108 (6), 1488–1542. 

——— and ——— (2020), “Robots and jobs: Evidence from us labor markets,” Journal 

of Political Economy, 128 (6), 2188–2244. 

Aghion, Philippe, Benjamin Jones, and Charles Jones (2017), “Artificial Intelligence and 

Economic Growth,” Cambridge, MA. 

Agrawal, A, J Gans, and A Goldfarb (2018), Prediction machines: the simple economics 

of artificial intelligence, Harvard Business Press. 

Agrawal, Ajay, Joshua Gans, and Avi Goldfarb (2016), “Managing the Machines: AI is 

making prediction cheap, posing new challenges for managers,” Working Paper, 

(October), 1–14. 

———, Joshua S. Gans, and Avi Goldfarb (2019), “Artificial intelligence: The 

ambiguous labor market impact of automating prediction,” Journal of Economic 

Perspectives, 33 (2), 31–50. 

———, John McHale, and Alexander Oettl (2019), “Artificial Intelligence, Scientific 

Discovery, and Commercial Innovation.” 

Alsteris, Leigh D and Kuldip K Paliwal (2004), “ASR on speech reconstructed from 

short-time fourier phase spectra,” in 8th International Conference on Spoken 

Language Processing, ICSLP 2004, 565–68. 

Anderson, Rindy, Casey Klofstad, and Stephen Nowicki (2016), “How Voice Pitch 

Influences Our Choice of Leaders,” American Scientist, 104 (5), 282. 

Aron, Ravi, Shantanu Dutta, Ramkumar Janakiraman, and Praveen A. Pathak (2011), 

“The impact of automation of systems on medical errors: Evidence from field 

research,” Information Systems Research, 22 (3), 429–46. 

Ashforth, Blake (1994), “Petty Tyranny in Organizations,” Human Relations, 47 (7), 

755–78. 

Bai, Bing, Hengchen Dai, Dennis Zhang, Fuqiang Zhang, and Haoyuan Hu (2020), “The 

Impacts of Algorithmic Work Assignment on Fairness Perceptions and Productivity: 

Evidence from Field Experiments,” SSRN Electronic Journal. 

Brynjolfsson, Erik, Xiang Hui, and Meng Liu (2019), “Does machine translation affect 

international trade? Evidence from a large digital platform,” Management Science, 

65 (12), 5449–60. 

Bughin, Jacques and James Manyika (2019), “Your AI Efforts Won’t Succeed Unless 

They Benefit Employees,” Harvard Business Review, (accessed July 16, 2020), 

[available at https://hbr.org/2019/07/your-ai-efforts-wont-succeed-unless-they-

benefit-employees]. 

Carpenter, Rob (2019), “Advancements in AI and Its Impact on Human Employees,” HR 



 

86 

 

Technologist, (accessed March 1, 2020), [available at 

https://www.hrtechnologist.com/articles/digital-transformation/advancements-in-ai-

and-its-impact-on-human-employees/]. 

Castelo, Noah, Bernd Schmitt, and Miklos Sarvary (2019), “Human or Robot? Consumer 

Responses to Radical Cognitive Enhancement Products,” Journal of the Association 

for Consumer Research, 4 (3), 217–30. 

Castelvecchi, Davide (2016), “Can we open the black box of AI?,” Nature, 538 (7623), 

20–23. 

Che, Wanxiang, Zhenghua Li, and Ting Liu (2010), “LTP: A chinese language 

technology platform,” in Coling 2010 - 23rd International Conference on 

Computational Linguistics, Proceedings of the Conference, 13–16. 

Cheatham, Benjamin, Kia Javanmardian, and Hamid Samandari (2019), “Confronting AI 

risks ,” McKinsey Quarterly, (accessed July 5, 2020), [available at 

https://www.mckinsey.com/business-functions/mckinsey-analytics/our-

insights/confronting-the-risks-of-artificial-intelligence#]. 

Choudhury, Prithwiraj, Evan Starr, and Rajshree Agarwal (2020), “Machine learning and 

human capital complementarities: Experimental evidence on bias mitigation,” 

Strategic Management Journal. 

Churchill, Gilbert A., Neil M. Ford, Steven W. Hartley, and Orville C. Walker (1985), 

“The Determinants of Salesperson Performance: A Meta-Analysis,” Journal of 

Marketing Research, 22 (2), 103. 

Clarke, Yvette D. (2019), “H.R.2231 - 116th Congress (2019-2020): Algorithmic 

Accountability Act of 2019.” 

Colangelo, Margaretta (2020), “Mass Adoption Of AI In Financial Services Expected 

Within Two Years,” Forbes, (accessed March 7, 2020), [available at 

https://www.forbes.com/sites/cognitiveworld/2020/02/20/mass-adoption-of-ai-in-

financial-services-expected-within-two-years/#58e29b667d71]. 

Constantin, Stefan, Jan Niehues, and Alex Waibel (2018), “An End-to-End Goal-

Oriented Dialog System with a Generative Natural Language Response Generation.” 

Davenport, Thomas H and Rajeev Ronanki (2018), “Artificial Intelligence for the Real 

World.” 

Deloitte (2019), “Global perspectives on AI | Deloitte Insights,” (accessed March 7, 

2020), [available at https://www2.deloitte.com/us/en/insights/focus/cognitive-

technologies/global-perspectives-ai-adoption.html]. 

Dietvorst, B, J P Simmons, and C Massey (2015), “Algorithm Aversion: People 

Erroneously Avoid Algorithms after Seeing Them Err,” Journal of Experimental 

Psychology: General, 144 (1), 114–26. 

Dutoit, T (1997), An introduction to text-to-speech synthesis. 

Ernst & Young (2019), “When and how will society start trusting AI?,” (accessed 

February 21, 2020), [available at https://www.ey.com/en_be/ai/when-and-how-will-



 

87 

 

society-start-trusting-ai]. 

Ewert, Alan (1984), “Employee Resistance to Computer Technology,” Journal of 

Physical Education, Recreation & Dance, 55 (4), 34–36. 

Felten, Edward, Manav Raj, and Robert Channing Seamans (2019), “The Effect of 

Artificial Intelligence on Human Labor: An Ability-Based Approach,” Academy of 

Management Proceedings, 2019 (1), 15784. 

Fleming, Nic (2018), “How artificial intelligence is changing drug discovery,” Nature, 

557 (7707), S55–57. 

Fong, Nathan, Yuchi Zhang, Xueming Luo, and Xiaoyi Wang (2019), “Targeted 

Promotions on an E-Book Platform: Crowding Out, Heterogeneity, and Opportunity 

Costs,” Journal of Marketing Research, 56 (2), 310–23. 

Forbes (2020), “Artificial Intelligence Is Still A Science Project In Most Companies,” 

(accessed February 22, 2020), [available at 

https://www.forbes.com/sites/joemckendrick/2020/01/28/artificial-intelligence-is-

still-a-science-project-in-most-companies/#63aac2f99a39]. 

Fountaine, Tim, Brian McCarthy, and Tamim Saleh (2019), “Building the AI-Powered 

Organization,” Harvard Business Review, (accessed July 16, 2020), [available at 

https://hbr.org/2019/07/building-the-ai-powered-organization]. 

Garimella, Kiran (2018), “Job Loss From AI? There’s More To Fear!,” Forbes, (accessed 

July 16, 2020), [available at 

https://www.forbes.com/sites/cognitiveworld/2018/08/07/job-loss-from-ai-theres-

more-to-fear/#123daab923eb]. 

Gartner (2018), “Gartner Says 25 Percent of Customer Service Operations Will Use 

Virtual Customer Assistants by 2020,” gartner.com, (accessed August 2, 2018), 

[available at https://www.gartner.com/newsroom/id/3858564]. 

Glikson, Ella and Anita Williams Woolley (2020), “Human Trust in Artificial 

Intelligence: Review of Empirical Research,” Academy of Management Annals. 

Google AI (2018), “Google AI Blog: Google Duplex: An AI System for Accomplishing 

Real-World Tasks Over the Phone,” googleblog.com, (accessed November 2, 2018), 

[available at https://ai.googleblog.com/2018/05/duplex-ai-system-for-natural-

conversation.html]. 

Gordon, Brett R., Florian Zettelmeyer, Neha Bhargava, and Dan Chapsky (2019), “A 

comparison of approaches to advertising measurement: Evidence from big field 

experiments at facebook,” Marketing Science, 38 (2), 193–205. 

Goyena, Rodrigo and A.G Fallis (2019), “Strategy and Strategic Alignment of 

Professional Service Firms,” Journal of Chemical Information and Modeling, 53 (9), 

1689–99. 

Hall, Judith A (1980), “Voice tone and persuasion,” Journal of Personality and Social 

Psychology, 38 (6), 924–34. 

Harvard Business Review (2019), “Building the AI-Powered Organization,” hbr.org, 



 

88 

 

(accessed February 13, 2020), [available at https://hbr.org/2019/07/building-the-ai-

powered-organization]. 

Heaven, Will Douglas (2020), “This startup is using AI to give workers a ‘productivity 

score’ | MIT Technology Review,” MIT Technology Review, (accessed June 5, 

2020), [available at 

https://www.technologyreview.com/2020/06/04/1002671/startup-ai-workers-

productivity-score-bias-machine-learning-business-covid/?mod=djemAIPro]. 

Huang, Ming Hui and Roland T. Rust (2018), “Artificial Intelligence in Service,” Journal 

of Service Research, 21 (2), 155–72. 

Huawei (2018), “iFlytek: The voice of AI.” 

Hunt, John W. and Peter N. Saul (1975), “The Relationship of Age, Tenure, and Job 

Satisfaction in Males and Females,” Academy of Management Journal, 18 (4), 690–

702. 

Ibanez, Maria R. and Bradley R. Staats (2019), “Field Experiments in Operations 

Management,” in Operations Research & Management Science in the Age of 

Analytics, INFORMS, 1–16. 

IBM (2017), “How chatbots can help reduce customer service costs by 30% - Watson,” 

ibm.com, (accessed July 9, 2019), [available at 

https://www.ibm.com/blogs/watson/2017/10/how-chatbots-reduce-customer-service-

costs-by-30-percent/]. 

Imai, Kosuke, Luke Keele, and Dustin Tingley (2010), “A General Approach to Causal 

Mediation Analysis,” Psychological Methods, 15 (4), 309–34. 

Ip, Greg (2019), “For Lower-Paid Workers, the Robot Overlords Have Arrived - WSJ,” 

The Wall Street Journal, (accessed July 5, 2020), [available at 

https://www.wsj.com/articles/for-lower-paid-workers-the-robot-overlords-have-

arrived-11556719323]. 

Jarrahi, Mohammad Hossein (2018), “Artificial intelligence and the future of work: 

Human-AI symbiosis in organizational decision making,” Business Horizons, 61 (4), 

577–86. 

Jordan, M I and T M Mitchell (2015), “Machine learning: Trends, perspectives, and 

prospects.,” Science (New York, N.Y.), 349 (6245), 255–60. 

Kahneman, D (2011), Thinking, Fast and Slow, Macmillan. 

Klofstad, Casey A., Rindy C. Anderson, and Stephen Nowicki (2015), “Perceptions of 

competence, strength, and age influence Voters to select leaders with lower-pitched 

voices,” PLoS ONE. 

Latham, Gary P. and Sydney B. Kinne (1974), “Improving job performance through 

training in goal setting,” Journal of Applied Psychology, 59 (2), 187–91. 

Lee, Kai-Fu (2018), AI Superpowers: China, Silicon Valley, and the New World Order, 

Houghton Mifflin Harcourt. 

Lee, Kwanmin and Clifford Nass (2003), “Designing social presence of social actors in 



 

89 

 

human computer interaction,” in The SIGCHI Conference on Human Factors in 

Computing Systems, 289–96. 

Leung, Eugina, Gabriele Paolacci, and Stefano Puntoni (2018), “Man Versus Machine: 

Resisting Automation in Identity-Based Consumer Behavior,” Journal of Marketing 

Research, 55 (6), 818–31. 

Longoni, Chiara, Andrea Bonezzi, and Carey K Morewedge (2019), “Resistance to 

Medical Artificial Intelligence,” Journal of Consumer Research, 46 (4), 629–50. 

Luo, Xueming, Siliang Tong, Zheng Fang, and Zhe Qu (2019), “Frontiers: Machines vs. 

humans: The impact of artificial intelligence chatbot disclosure on customer 

purchases,” Marketing Science, 38 (6), 937–47. 

Maas, Andrew L, Quoc V Le, Tyler M O’neil, Oriol Vinyals, Patrick Nguyen, and 

Andrew Y Ng (2012), “Recurrent Neural Networks for Noise Reduction in Robust 

ASR.” 

MacCarthy, Mark (2020), “AI needs more regulation, not less,” Brookings Institution, 

(accessed June 18, 2020), [available at https://www.brookings.edu/research/ai-

needs-more-regulation-not-less/]. 

Makridakis, Spyros (2017), “The forthcoming Artificial Intelligence (AI) revolution: Its 

impact on society and firms,” Futures, Elsevier Ltd. 

Marria, Vishal (2019), “The Future of Artificial Intelligence In The Workplace,” 

forbes.com, (accessed July 18, 2019), [available at 

https://www.forbes.com/sites/vishalmarria/2019/01/11/the-future-of-artificial-

intelligence-in-the-workplace/#1f9cae0f73d4]. 

Martinez, Alonzo (2019), “Considering AI In Hiring? As Its Use Grows, So Do The 

Legal Implications For Employers.,” Forbes, (accessed July 16, 2020), [available at 

https://www.forbes.com/sites/alonzomartinez/2019/12/05/considering-ai-in-hiring-

as-its-use-grows-so-do-the-legal-implications-for-employers/#195258fe77d4]. 

Mckinsey&Company (2018), “Adoption of AI advances, but foundational barriers remain 

| McKinsey,” (accessed February 21, 2020), [available at 

https://www.mckinsey.com/featured-insights/artificial-intelligence/ai-adoption-

advances-but-foundational-barriers-remain]. 

Mende, Martin, Maura L. Scott, Jenny van Doorn, Dhruv Grewal, and Ilana Shanks 

(2019), “Service Robots Rising: How Humanoid Robots Influence Service 

Experiences and Elicit Compensatory Consumer Responses,” Journal of Marketing 

Research, 56 (4), 535–56. 

Meyer, Georg, Gediminas Adomavicius, Paul E. Johnson, Mohamed Elidrisi, William A. 

Rush, Jo Ann M. Sperl-Hillen, and Patrick J. O’Connor (2014), “A machine learning 

approach to improving dynamic decision making,” Information Systems Research, 

25 (2), 239–63. 

Mikolov, Tomas, Kai Chen, Greg Corrado, and Jeffrey Dean (2013), “Efficient 

Estimation of Word Representations in Vector Space,” arxiv.org. 

———, Ilya Sutskever, Kai Chen, Greg Corrado, and Jeffrey Dean (2006), 



 

90 

 

“10.1162/jmlr.2003.3.4-5.951,” CrossRef Listing of Deleted DOIs, 1. 

Mintzberg, Henry (1990), “The design school: Reconsidering the basic premises of 

strategic management,” Strategic Management Journal, 11 (3), 171–95. 

Möhlmann, Mareike and Lior Zalmanson (2017), “Navigating Algorithmic Management 

and Drivers.” 

National Law Review (2019), “Keeping an Eye on Artificial Intelligence Regulation and 

Legislation,” natlawreview.com, (accessed June 18, 2020), [available at 

https://www.natlawreview.com/article/keeping-eye-artificial-intelligence-regulation-

and-legislation]. 

Newman, David, Nathanael Fast, and Derek Harmon (2020), “When Eliminating Bias 

Isn’t Fair: Algorithmic Reductionism and Procedural Justice in Human Resource 

Decisions,” Organizational Behavior and Human Decision Processes. 

O’keefe, Joseph, Danielle Moss, Tony Martinez, and Proskauer Rose (2019), 

“Professional Perspective AI Regulation and Risks to Employers.” 

Oldham, Greg R. and Anne Cummings (1996), “Employee Creativity: Personal and 

Contextual Factors at Work,” Academy of Management Journal, 39 (3), 607–34. 

Oord, Aaron van den, Sander Dieleman, Heiga Zen, Karen Simonyan, Oriol Vinyals, 

Alex Graves, Nal Kalchbrenner, Andrew Senior, and Koray Kavukcuoglu (2016), 

“WaveNet: A Generative Model for Raw Audio.” 

Perry, Ronald W. and Lawrence D. Mankin (2004), “Understanding Employee Trust in 

Management: Conceptual Clarification and Correlates,” Public Personnel 

Management, 33 (3), 277–90. 

Peterson, Robert A. and William R. Wilson (1992), “Measuring customer satisfaction: 

Fact and artifact,” Journal of the Academy of Marketing Science, 20 (1), 61–71. 

Piercy, Nigel F., David W. Cravens, and Neil A. Morgan (1999), “Relationships between 

Sales Management Control, Territory Design, Salesforce Performance and Sales 

Organization Effectiveness,” British Journal of Management, 10 (2), 95–111. 

Preacher, Kristopher J. and Andrew F. Hayes (2004), “SPSS and SAS procedures for 

estimating indirect effects in simple mediation models,” Behavior Research 

Methods, Instruments, & Computers, 36 (4), 717–31. 

Predmore, Caronlyn and Joseph Bonnice (1994), “Sales success as predicted by a process 

measure of adaptability,” Journal of Personal Selling & Sales Management, 14 (4), 

55–65. 

Premuzic, Tomas Chamorro, Micheal Wade, and Jennifer Jordan (2018), “As AI Makes 

More Decisions, the Nature of Leadership Will Change,” Harvard Business Review, 

(accessed July 5, 2020), [available at https://hbr.org/2018/01/as-ai-makes-more-

decisions-the-nature-of-leadership-will-change]. 

Rai, Arun (2020), “Explainable AI: from black box to glass box,” Journal of the 

Academy of Marketing Science, 48 (1), 137–41. 

Raveendhran, Roshni and Nathanael Fast (2019), “Humans Judge, Technologies Nudge: 



 

91 

 

When and Why People Embrace Behavior Tracking Products,” Academy of 

Management Proceedings, 2019 (1), 13103. 

Roe, David (2018), “How AI Can Negatively Impact Employee Experiences,” CMS 

Wire, (accessed July 5, 2020), [available at https://www.cmswire.com/digital-

workplace/how-ai-can-negatively-impact-employee-experiences/]. 

Rogan, Michelle and Marie Louise Mors (2014), “A Network Perspective on Individual-

Level Ambidexterity in Organizations,” Organization Science, 25 (6), 1860–77. 

Roose, Kevin (2019), “A Machine May Not Take Your Job, but One Could Become 

Your Boss - The New York Times,” The New York Times, (accessed March 1, 

2020), [available at https://www.nytimes.com/2019/06/23/technology/artificial-

intelligence-ai-workplace.html]. 

Rudin, Cynthia (2019), “Stop explaining black box machine learning models for high 

stakes decisions and use interpretable models instead,” Nature Machine Intelligence, 

1 (5), 206–15. 

Sadler, D Royce (1989), “Formative assessment and the design of instructional systems,” 

Instructional Science, 18, 119–44. 

Sak, Haşim, Andrew Senior, Kanishka Rao, and Francoise Beaufays (2015), “Fast and 

accurate recurrent neural network acoustic models for speech recognition,” in 

Proceedings of the Annual Conference of the International Speech Communication 

Association, INTERSPEECH, 1468–72. 

Salesforce (2019), “What Is a Chatbot and How Is It Changing Customer Experience?,” 

salesforce.com, [available at https://www.salesforce.com/blog/2019/04/what-is-a-

chatbot.html]. 

Schanke, Scott, Gordon Butch, and Gautam Ray (2020), “Estimating the Economic 

Impact of ‘ Humanizing ’ Customer Service Chatbots,” Working paper, 1–35. 

Scherer, Klaus R, Harvey London, and Jared J Wolf (1973), “The voice of confidence: 

Paralinguistic cues and audience evaluation,” Journal of Research in Personality, 7 

(1), 31–44. 

Seamans, Robert and Manav Raj (2018), “AI, Labor, Productivity, and the Need for 

Firm-Level Data,” National Bureau of Economic Research. 

Serdyuk, Dmitriy, Yongqiang Wang, Christian Fuegen, Anuj Kumar, Baiyang Liu, and 

Yoshua Bengio (2018), “Towards End-to-end Spoken Language Understanding,” in 

ICASSP, IEEE International Conference on Acoustics, Speech and Signal 

Processing - Proceedings, 5754–58. 

Soto, Victor, Olivier Siohan, Mohamed Elfeky, and Pedro Moreno (2016), “SELECTION 

AND COMBINATION OF HYPOTHESES FOR DIALECTAL SPEECH 

RECOGNITION.” 

Sun, Chenshuo, Zijun (June) Shi, Xiao Liu, Anindya Ghose, Xueying Li, and Feiyu 

Xiong (2019), “The Effect of Voice AI on Consumer Purchase and Search 

Behavior,” SSRN Electronic Journal. 



 

92 

 

Tarafdar, Monideepa, Cynthia M Beath, and Jeanne W Ross (2019), “Using AI to 

enhance business operations,” MIT Sloan Management Review, 60 (4), 37–44. 

Taylor, FW (1911), Scientific management. 

Teich, David (2019), “AI Chatbots: Companies Love Them; Consumers, Not So 

Much...,” Forbes, (accessed April 9, 2019), [available at 

https://www.forbes.com/sites/davidteich/2019/04/09/ai-chatbots-companies-love-

them-consumers-not-so-much/#74bac054284c]. 

Thiel, Will (2019), “The role of Artificial Intelligence in customer experience,” 

www.pointillist.com, (accessed April 10, 2019), [available at 

https://www.pointillist.com/blog/role-of-ai-in-customer-experience/]. 

Tu, Yan-Hui, Jun Du, Lei Sun, Feng Ma, and Chin-Hui Lee (2017), “On Design of 

Robust Deep Models for CHiME-4 Multi-Channel Speech Recognition with 

Multiple Configurations of Array Microphones.” 

Verma, Jai Prakash and Smita Agrawal (2016), “Big Data Analytics: Challenges And 

Applications For Text, Audio, Video, And Social Media Data,” International 

Journal on Soft Computing, Artificial Intelligence and Applications, 5 (1), 41–51. 

Wager, Stefan and Susan Athey (2018), “Estimation and Inference of Heterogeneous 

Treatment Effects using Random Forests,” Journal of the American Statistical 

Association, 113 (523), 1228–42. 

Wall Street Journal (2019), “What AI Will Do to Corporate Hierarchies - WSJ,” wsj.com, 

(accessed June 28, 2019), [available at https://www.wsj.com/articles/what-ai-will-

do-to-corporate-hierarchies-11554158120]. 

Wallstreet Journal (2019), “The Current State of AI Adoption,” wsj.com. 

Wang, Yuxuan, R J Skerry-Ryan, Daisy Stanton, Yonghui Wu, Ron J Weiss, Navdeep 

Jaitly, Zongheng Yang, Ying Xiao, Zhifeng Chen, Samy Bengio, and Quoc Le 

(2017), “Tacotron: Towards end-To-end speech synthesis,” in Proceedings of the 

Annual Conference of the International Speech Communication Association, 

INTERSPEECH, 4006–10. 

Webb, Michael, David Autor, Nick Bloom, Tim Bresnahan, Erik Brynjolfsson, Raj 

Chetty, Diane Coyle, Matthew Gentzkow, Caroline Hoxby, Xavier Jaravel, Chad 

Jones, Pete Klenow, Luigi Pistaferri, Will Rafey, Isaac Sorkin, John Van Reenen, 

Ashi Agrawal, Trey Connelly, Andrew Han, Arshia Hashemi, Dan Kang, Gene 

Lewis, Cooper Raterink, and Greg Thornton (2019), “The Impact of Artificial 

Intelligence on the Labor Market,” papers.ssrn.com. 

Webster, J (1993), “Turning work into play: Implications for microcomputer software 

training,” Journal of Management, 19 (1), 127–46. 

Weston, Jason, Sumit Chopra, and Antoine Bordes (2014), “Memory Networks.” 

Whitt, Ward (2006), “Staffing a call center with uncertain arrival rate and absenteeism,” 

Productins and Operations Management, 15 (1), 88–102. 

Wisniewski, Benedikt, Klaus Zierer, and John Hattie (2020), “The Power of Feedback 



 

93 

 

Revisited: A Meta-Analysis of Educational Feedback Research,” Frontiers in 

Psychology, 10, 3087. 

Yu, D and L Deng (2016), Automatic Speech Recognition, Springer London. 

Van Zant, Alex B. and Jonah Berger (2020), “How the voice persuades,” Journal of 

Personality and Social Psychology, 118 (4), 661–82. 

Zhang, Xiaodong and Houfeng Wang (2016), “A joint model of intent determination and 

slot filling for spoken language understanding,” in IJCAI International Joint 

Conference on Artificial Intelligence, 2993–99. 



 

94 

 

APPENDIX A  

TECHNOLOGY DEVELOPMENT FOR AI VOICEBOTS 

 

The background of AI autonomous voicebots is deeply embedded in deep neural 

networks and text-to-speech algorithms (Salesforce 2019). As shown in Figure 2, there 

are four core architectures in the AI voicebot system: voice recognition, natural language 

understanding, text formulation and natural language response, and text-to-speech 

synthesis. Each architecture involves different components and techniques to solve 

specific tasks in voice automation and speech analytics. First, the automatic voice 

recognition is designed to convert the vocal frequency input into spoken text output 

through Fourier transformation and feature extractions. Natural language understanding 

captures the semantic meaning of customer spoken content by segmenting sentence and 

word embeddings. In addition, text formulation and natural language generate appropriate 

text responses to customer inquiries by constructing long-short-term memory and 

memory network models. Moreover, text-to-speech synthesis converts text content into 

audio responses via text-to-waveform transformation and voice synthesis.  

A voice recognition architecture is used to extract acoustic features and convert 

audio speech to text. To accurately predict the specific word used in the speech from 

unstructured acoustic features and background noise, a typical automatic speech 

recognition (ASR) architecture has four main components as illustrated in the middle 

section of Figure 17 (Yu and Deng 2016, p 27). The speech recognition and feature 

extraction component remove noise and channel distortion and converts the vocal signal 

from time-domain to frequency-domain. Then the extracted feature vectors are 
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transferred to an acoustic model (AM) that takes the input feature vector to generate an 

AM Score for the variable-length feature sequence by predicting the probability of 

Context Dependent-Hidden Markov Model states of each frame. To achieve a better 

recognition rate with a minimal word error rate, the most recent AM applies Context 

Dependent-Hidden Markov Model with Deep Long Short-Term Memory (LSTM) 

recurrent neural networks (RNNs) (Sak et al. 2015). One key insight for AM is the 

context dependent component, which constrains the algorithm in specific field with much 

smaller vocabulary base. In this way, the AI agent can carry out conversations in closed 

domains but not in general topics (Google AI 2018). In parallel, the language model 

(LM) estimates the LM Score for a hypothesized word sequence by learning the 

correlation between words through a training corpus. Nowadays more cutting-edge LM 

applies word embedding techniques instead of text corpora for better accuracy and 

efficiency, which I will discuss in Online Appendix D. Combining the AM Score of the 

feature-vector sequence and the LM Score of the hypothesized word sequence, the 

hypothesis search system applies a recognizer output voting error reduction (ROVER) 

algorithm to generate the word sequence with the highest score (Soto et al. 2016).8 

The natural language understanding (NLU) architecture is incorporated with 

ASR in a pipeline structure, wherein recorded speech signals are converted into spoken 

text format and fed into NLU. Once NLU receives word sequence outputs by ASR, it 

performs domain classification and intent detection, and fills slots for different intents 

accordingly (see right section of Figure A1). Typically, the domain and intent 

 
8 ROVER works in two steps: First, it fits a linear alignment with the Levenshtein distance algorithm 

between words of each sentence; Second, it chooses a word from each word alignment following a majority 

voting aggregation function. 
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determination is considered a semantic utterance classification problem, and the slot 

filling is treated as a sequence labelling problem (Zhang and Wang 2016). Multiple tasks 

must be completed in order to solve these problems. Part-of-Speech tagging (POS) is 

conducted through a bidirectional decoding algorithm to label each word with a unique 

tag that links to its syntactic role. Then, shallow parsing is applied to label segments of a 

sentence with syntactic constituents captured by POS tagging. Semantic Role Label 

offers a semantic role to a syntactic constituent in a sentence and Named Entity 

Recognition labels the atomic elements in a sentence into semantic categories such as 

“person”, “time”, and “place”. Methods using RNNs have been proposed to improve the 

efficiency and accuracy in these tasks. RNNs apply Gated Recurrent Unit to learn the 

representation of each time step and predict label of each slot. These representations are 

used for predicting slot labels. Meanwhile, a global features of the sequence for intent 

classification is learned by a max-pooling of these representations (Serdyuk et al. 2018). 

The classified structured text data with domain, intent, and slots will pass to the 

downstream response system for text formation and speech synthesis. In our research, 

deep learning techniques in ASR and NLU are also applied for call center agent speech 

analytics, which will be introduced in Online Appendix D. 

To provide relevant and correct responses to fulfill users’ requests, a dialog 

architecture for text formation applies memory networks and positional encoding to 

develop long-term memory and encode the position of the words in the utterance. In this 

way, the dialog architecture can memorize the prior rounds of utterances between the 

users and the agent and identify differences among sentences with same word content but 

different sequences of words. A memory network consists of a memory and four learned 
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factors: input feature map (converts the input to the internal feature representation), 

generalization (refreshes prior memories with new inputs and potentially compress and 

generalize the memory), output feature map (generate a new output based on the input 

and current memory), and response (construct the appropriate response text) (Weston, 

Chopra, and Bordes 2014). To construct word-by-word responses, recent studies develop 

a feedforward neural network (FNN).The input for this FNN model is the output of the 

last memory network in a stack and word-embeddings of the last m words, where m is 

“the size of the longest repeating n-gram that can occur in a possible response” 

(Constantin, Niehues, and Waibel 2018). 

A text-to-speech (TTS) architecture takes text content as inputs and converts the 

text to audio as outputs (Dutoit 1997). Because the same text can be associated with 

different speaking patterns and pronunciations, TTS needs to handle large variations at 

the single level for a given input. Thus, a TTS system contains various complex and 

complicated elements such as a text frontend that extracts various linguistic features, a 

state duration model, an acoustic feature prediction model, and a complex signal-

processing-based vocoder that synthesizes non-stationary sinusoids. An end-to-end 

generative TTS model based on sequence-to-sequence with attention paradigm can 

convert character inputs to raw spectrogram outputs (Wang et al. 2017). To simulate the 

acoustic features and speech pattern of human voice, a TTS model can ensemble with 

WaveNet, a deep generative model to generate human-level voice performance from text 

content (Oord et al. 2016). Further, TTS systems can incorporate speech disfluencies and 

latency features to mimic human natural responses in a conversation (Google AI 2018). 
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By means of these architectures, AI voicebots can synthesize human voice, 

understand subtle conversations, and address consumer requests.  
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Figure 17. Architecture Flow of Automatic Speech Recognition and Natural Language Understanding 
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APPENDIX B  

AGENT CALL PROCEDURE 

  

All of the AI and human agents follow the same procedures shown in Figure 18. 

  

Figure 18. Agent call procedure. 
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APPENDIX C  

EXAMPLES OF AGENT CALL TRANSCRIPTS 

 

AI voicebot 

Agent: Dear Customer (XYZ), I am the customer service agent of Company ABC. We 

notice that you have kept a good repayment record for your current loan. We are now 

offering you a 24-hour limited time promotional deal to waive the regular loan 

application processing fees if you renew the loan with a line of credit for the same 

amount. Are you interested in this? 

Customer: Well, I do not need a credit line now. 

Agent: Well understood. You may not need the credit line for now, but it is good to have 

the funding for any emergency in the future. Would you consider such limited time offer 

for our VIP customers? 

Customer: Ok. So, what information do I need to provide for the application? 

Agent:  May I know if you have any job change in the past three months? 

Customer: No. I did not change my job in the past year. 

Agent: Well noted. May I know the total balance of your credit card? 

Customer: Around RMB 35,000 to 40,000, I think. 

Agent: Well noted, I update your record in the system. Do you want to take this 

promotion?   

Customer: Yes. 

Agent: Thanks for confirming your interest. Please log on to our mobile app and file the 

application. We may contact you again once your application is received.   
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Customer: That is fine. Thank you. 

Agent: Thank you for your time and have a nice day. 

 

Human Agent 

Agent: Dear customer (XYZ), I am the service agent of Company ABC. We notice that 

you have kept a good repayment record for your current loan. We are now offering you a 

24-hour limited time promotional deal to waive the regular loan application fee if you 

renew the loan with a line of credit for the same amount. Are you interested in this? 

Customer: Any promotion details? 

Agent: You are entitled to a waiver of application fee for this promotion. You will get a 

credit line with the same amount of your current loan. Once you use this credit line, we 

will keep the same interest rates and installments. This promotion is only valid for the 

next 24 hours. 

Customer:  I am not interested. 

Agent: This promotion is a limited time offer for our VIP customers and we waive your 

application fee. 

Customer: Sorry, I do not need it. 

Agent: Thank you. Bye.
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APPENDIX D  

VOICE-MINING TECHNICAL STEPS TO EXTRACT AGENT VOICE METRICS 

 

In this section, we first describe how we mine the unstructured voice data to 

extract agents’ voice metrics, i.e., voice-mining. This is followed by a series of analyses 

conducted via a commercial voice analytic software. 9 

Agent voice metrics from audio data analytics. Essentially, the speech 

recognition software applies deep recurrent auto encoder networks to denoise input 

features to extract the voice variables of speakers (both agents and customers) through 

the Mel Frequency Cepstrum Coefficient method. More details are described in Appendix 

A Figure A1. The audio inputs are framed into small samples between 20 to 40 

milliseconds in length via the Hamming window approach. Then, a short-time Fourier 

transform (SFT) is applied to convert the audio clip from time domain into frequency 

domain with a transform function in Model 1 (Alsteris and Paliwal 2004).  

𝑆(𝑤, 𝑡) = ∫ s(t )w(t −  τ )e −jωt dt
∞

−∞
              (1) 

For a given signal s(t), w(t) is a window function of duration Tw, which could be replaced 

by the Hamming window function (𝑤(𝑛)=0.54-0.46 cos (
2𝜋𝑛

𝑀−1
), 0≤ 𝑛 ≤ 𝑀 − 1). e −jwt 

has a negative frequency with the Euler’s formula expression: e −jωt = cos(𝜔𝑡) −

𝑗 sin (𝜔𝑡). 

Typically, a call conversation contains various noise sources and requires 

denoising before any further analysis can be conducted. A denoising autoencoder is a 

 
9 Similar free software packages include Praat (Boersma 2011) and soundgen (Anikin 2018) at 

http://www.fon.hum.uva.nl/praat/ and https://cran.r-

project.org/web/packages/soundgen/vignettes/acoustic_analysis.html. 

http://www.fon.hum.uva.nl/praat/
https://cran.r-project.org/web/packages/soundgen/vignettes/acoustic_analysis.html
https://cran.r-project.org/web/packages/soundgen/vignettes/acoustic_analysis.html
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neural network that reconstructs a clean version of the noisy input by applying a 

nonlinear function in the hidden layer (Maas et al. 2012). A single hidden layer nonlinear 

function form is: 

�̂� = 𝑉ℎ(1)(𝑠) + 𝑎                                              (2) 

where ℎ(1)(𝑠) = 𝜎(𝑈(1)𝑠 + 𝑏(1)). �̂� is a prediction of the clean utterance y given the 

noisy input s. V and 𝑈(1) are weight matrices, and a and b are bias vectors. ℎ(1)(𝑠) is 

the hidden layer nonlinear function for the input s with 𝜎() as a pointwise nonlinearity 

function.  

In practice, a recurrent denoising autoencoder is applied to address the 

interdependence between speech and noise across time windows. A recurrent denoising 

autoencoder uses both the current input features of 𝑠𝑡 and the hidden representation of 

the previous time step ℎ(1)(𝑠𝑡−1) to compute the current hidden activation, as shown in 

below. 

ℎ(1)(𝑠𝑡) = 𝜎 (𝑈(1)𝑠𝑡 + 𝑏(1) + 𝑊ℎ(1)(𝑠𝑡−1))                       (3) 

The weight matrix W connects the current hidden unit to the hidden unit activation 

function of previous time windows. To increase the power for denoising speech in 

complex environments such as phone calls where receivers may be outdoors or on public 

transportation, a deep recurrent denoising autoencoder (DDRAE) is required. Figure A3 

illustrates the architecture of a 4 hidden-layer DDRAE with three frames of noise to 

derive the cleaned voice content. 

Once the voice content has been cleaned, the AI software can apply the Mel Filter 

Bank to transform the frequency voice signal into a linear Mel scale by computing the 

weighted sum of filter spectral components. Then, the log Mel spectrum is converted into 
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a time domain by applying discrete cosine transform. The function form of a one-

dimensional discrete cosine transform is shown in below. The converted results are the 

Mel Frequency Cepstrum Coefficient, which is a sequence of acoustic vectors. 

𝑋(𝑘) = 𝛼(𝑘) ∑ 𝑥(𝑛)cos [
𝜋(2𝑛+1)𝑘

2𝑁
]𝑁−1

𝑛=0                             (4) 

where 0 ≤ 𝑘 ≤ 𝑁 − 1, 𝛼(0) = √
1

𝑁
, 𝛼(𝑘) = √

2

𝑁
 for 1 ≤ 𝑘 ≤ 𝑁 − 1. 

Next, the captured voice pitch (frequency in Hz) and amplitude (volume in dB) in 

each single audio frame are aggregated across the entire speech to generate the mean 

values for each sale call. The AI software also measures the volatility in pitch and 

amplitude after calculating the maximum and minimum values of pitch and amplitude. In 

addition, the AI software can gauge speed rates based on the number of words spoken per 

minute and the volatility of speaking speed in the sales call.  

The second step is voice-to-text transformation to extract the conversation content 

to gauge the agents’ selling competency. The conversations between the agents and the 

customers can be converted into text (Tu et al. 2017). The AI software applies a deep-

learning iterative mask estimation approach to improve the beamforming at the front end, 

and it uses deep convolutional neural networks in the backend to augment both noise and 

beamformed training data for acoustic modeling along with forward and backward long 

short-term memory recurrent neural networks for the language model. This approach can 

significantly reduce the Word Error Rate (WER) per test data of CHiME-4 Challenge 

speech recognition task, relative to that of a conventional complex Gaussian mixture 

model approach.10 The AI software in our experiment can achieve WER as low as 2% 

 
10 More details about this voice recognition challenge is included at the webpage :  

http://spandh.dcs.shef.ac.uk/chime_challenge/chime2016/overview.html /  

http://spandh.dcs.shef.ac.uk/chime_challenge/chime2016/overview.html%20/
http://spandh.dcs.shef.ac.uk/chime_challenge/chime2016/overview.html%20/
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for voice recognition, which minimizes concerns about systematic errors of misidentified 

text content (Huawei 2018). 

The voice analytic software involves two Python packages Pyltp and Jieba for 

Chinese text segmentation and Word2Vec to extract text features. Pyltp is an open-source 

Chinese system for word segmentation, parsing, and part-of-speech tagging (Che, Li, and 

Liu 2010). Jieba is a Python package that specializes in Chinese language word 

segmentation (see the flow of Jieba text segmentation architecture in Figure 20). Both 

Pyltp and Jieba apply conditional random field methods for Chinese language 

recognition, and they are used jointly to ensemble learn and vectorize a whole sentence 

into meaningful word and phrase combinations. As opposed to English, in which each 

word contains independent meaning, most Asian languages use character combinations to 

express precise meanings. The key advantage of combining these two packages is that 

they have a rich corpus and can detect and correct homophonic words by utilizing 

neighboring characters. The assembled algorithm can achieve a precision rate of 97% and 

a recall rate close to 99%. Moreover, Word2Vec is used to achieve word embeddings via 

the Python package genism. Word2Vec is a two-layer neural network with a text corpus 

as inputs and a set of vectors as outputs. The algorithm transforms text characters into 

numerical vectors and sorts the vectors of similar characters by calculating the co-

occurring probability of two characters. In a reduced dimension space, the similarity 

between two characters can be indicated by cosine scores wherein 0 means that two 

vectors are far apart and 1 means that two vectors are semantically close. Word2Vec 

adopts two main model architectures to learn the vector representations of words: a 

continuous bag-of-words (CBOW) model or a continuous skip-gram model. As 
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illustrated in Figure 21, the CBOW takes the context of each word as input and predicts 

the representation of the target word based on the context while the skip-gram takes the 

target word as input and predicts the presentation of the surrounding words given the 

target word. In our case, CBOW returns better results for frequent words with a faster 

processing time. Given a word context D={𝑤1, 𝑤2, 𝑤3 … 𝑤𝑁−1, 𝑤𝑁}, the objective of 

CBOW is to maximize the log probability for target 𝑤𝑖 in below equation: 

𝐿 =
1

𝑁
∑ 𝑙𝑜𝑔 𝑝(𝑤𝑖|𝑤𝑖−𝑗

𝑖+𝑗
)𝑁

𝑖=1                                 (5) 

where 𝑤𝑖−𝑗
𝑖+𝑗

 represents the context words centered around the target word 𝑤𝑖. 

𝑝(𝑤𝑖|𝑤𝑖−𝑗
𝑖+𝑗

) is shown as: 

exp (𝑣𝑤𝑖
′𝑇 ∑  𝑣𝑤𝑗+𝑘)−𝑗≤𝑘≤𝑗,𝑘≠0

∑ exp (𝐸
𝑤=1 𝑣𝑤

′𝑇 ∑  𝑣𝑤𝑗+𝑘)−𝑗≤𝑘≤𝑗,𝑘≠0

                            (6) 

𝑣𝑤𝑖 and 𝑣𝑤𝑖
′  are input and output vector representations of target word 𝑤𝑖. E is the 

vocabulary size. To reduce the vector dimensionality of the Word2Vec layers, we use the 

Hierarchical Softmax method to simplify the neural network structure and scale up the 

computation. We set the context window size with a value of five. 

Selling adaptivity from audio data analytics. To classify the identified word 

vectors via Word2Vec, the company provides a large, labeled dictionary. The dictionary 

contains audio transcripts from High-type agents who demonstrate adaptive selling skills. 

When conversing with the customers, agents can apply different sales strategies to 

persuade the customers for the promotion. Specifically, the knowledge bank of the 

company offers four different sales tactics: 1) emphasize on the limited time period for 

the promotion (i.e., 24-hour limited time offer); 2) focus on the exclusiveness of the 

promotion (i.e., only for VIP customers with good repayment history); 3) highlight the 
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special offer condition (i.e., no application fee and additional cost); and 4) feature how 

the promotion will satisfy customers’ potential financial need (i.e., having the credit line 

can safeguard future unexpected expenses). Different from the first three tactics that 

focus on “hard sales” persuasion, the fourth tactic require agents to have more adaptivity 

and apply more “soft sales” approach to discuss why the customer may need this 

promotion. In this way, the training data provided by the company labels agents’ selling 

adaptivity based on whether the agent applies the fourth tactic and relates promotion 

offers to customer potential needs. For example, as shown in Appendix B, the voicebot 

discusses how the credit line may help the customer deal with potential financial needs in 

the near future. We modify the top softmax layer by predicting the topic label distribution 

instead of the target word. In this way, we could estimate the similarity between the 

labeled adaptive selling words and the segmented words in agents’ speech content. The 

resulting measure for selling adaptivity is binary: 1 indicates that the agent shifts from 

introducing the promotion to customer potential needs for financial credit line in the sales 

call conversation and 0 indicates otherwise.  

Customer Sentiment Detection via Voice Feature. We gauge customer 

sentiment via the vocal characteristics of customer voice data. Specifically, the voice 

analytic software relies on a convolutional neural network (CNN) similar to a Github 

project Voice Emotion Detector with Python keras and TensorFlow.11 The training 

dataset is from the Chinese Linguistic Data Consortium and contains 9,600 sentence 

speeches by four professional actors (2 women and 2 men). The speeches have 300 

sentences with the same transcripts and 100 sentences with different transcripts. Actors 

 
11 Project details can be found at https://github.com/crhung/Voice-Emotion-Detector  

https://github.com/crhung/Voice-Emotion-Detector
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apply different voice tones to represent various emotional expressions: surprise, angry, 

sad, fear, neutral, and happy. An 18-layer convolutional network is trained for the 

company databank via setting a softmax activation function, a batch size of 32, and 1000 

epochs with 10-fold cross-validation. In our context, the sales call is designed to help 

current customers to renew the loan with the promotional offer, and customers may 

benefit from the offer. Thus, the customers in this study typically would not have 

extremely negative sentiment such as fear, sadness, and anger. In this way, we work with 

the company to categorize the four extremely negative sentiments as negative to boost the 

prediction precision. The output from the analytic software offer us categorical value to 

measure customer sentiment (value of 0 if the software predicts the customer has a 

negative sentiment, value of 1 if  the software predicts the customer has a neutral 

sentiment, and value of 2 if the software predicts the customer has a positive sentiment). 

Table 12 summarizes all speech variables and customer sentiment extracted 

through the abovementioned voice analytic process. The agents’ average voice pitch is 

150 Hz. This level is slightly lower than the average adult female voice, which makes 

sense because all call center agents have been trained by professionals to smooth the 

sharpness of their voices during regular mandatory job training. The mean of voice 

amplitude is 64 dB. Again, these numbers make sense because call center agents are 

trained to avoid extreme amplitudes (too loud or too quiet) in customer service. On 

average, the agents’ voice speed is 294 words per minute, which is reasonable because 

news anchors in the local language usually speak at 300 words per minute. 69.3% of 

agent conversations involve adaptive selling tactics that relate the promotion with 

customer personal need and benefits. Customers have a neutral sentiment in 65.8% of 
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conversations, which is also reasonable as it is a sales call promotion and customers 

typically have no emotion engaged in the conversation. 
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Table 12.  

Descriptive Statistics for Voice Metrics and Customer Sentiment 

Variables Mean Min Max 
25th 

Percentile 

50th 

Percentile 

75th 

Percentile 
90th Percentile 

Pitch Mean (Hz) 150 140 160 147 150 153 155 

Pitch Volatility (Hz) 70 32 108 59 70 80 89 

Amplitude Mean (dB) 64 57 71 62 64 66 68 

Amplitude Volatility (dB) 34 12 62 28 33 39 45 

Speed Mean (Words per Minute) 294 241 346 287 294 301 309 

Speed Volatility (Words per 

Minute) 
9 0 51 3 7 12 20 

Selling Adaptivity 0.69 0 1 0 1 1 1 

Customer Sentiment 1 0 2 1 1 1 2 

Note: Pitch is a continuous variable measured by Hertz (Hz). Pitch volatility is the variation of agent’s pitch, measured by the difference between the maximum 

pitch and minimum pitch. Amplitude is a continuous variable measured by decibels (dB). Amplitude volatility is the variation of agent’s amplitude, 

measured by the difference between the maximum amplitude and minimum amplitude. Speed is a continuous variable measured by words per minute. 

Speed volatility is the variation of agent’s speed, measured by the difference between the maximum speed and minimum speed. Selling adaptivity is a 

binary variable with 1=the agent relates the promotion to customer personal need in the call conversation, 0=otherwise. Customer sentiment is a 

categorical variable: 0=negative sentiment, 1=neutral sentiment, 2=positive sentiment.  
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Figure 19. 4 Hidden-Layer DDRAE with a Three Frames of Noisy Voice Input 
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Figure 20. The Flow of Python “Jieba” Package for Word Segmentation 
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Figure 21. Word Embedding with CBOW and Skip-gram 

 

Hierarchical Softmax (Mikolov et al. 2006, 2013) 

Because of the large computing burden when the number of words (W) increases during 

the projection from the input layer to the output layer, Word2vec applies a more 

economical method- Hierarchical Softmax as modeled below. 
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The hierarchical softmax leverages a binary Huffman tree representation wherein leaves 

represent the probability of words. Each word can be tracked through a path of inner 

nodes that carry the probability mass along the route from the child note. The probability 

can be derived from a sigmoid function when the products of the probability mass 

functions satisfy the condition as  

σ(x) =
1

1 + exp (−𝑥)
 

x is represented as the dot product between input and output vector representations of the 

targeted word 

𝑥 = 𝜐𝑛(𝑤,𝑗)
′𝜏

𝜐𝑤𝐼
 

n(w,j) denotes the j-th node on the path from the root to the word w. Let L (W) be the 

depth of the path leading to W𝑂, then n (W𝑂, 1) = root and n (W𝑂, L (W𝑂))=w. Further, 

for any inner node n, let ch(n) be the child of node n and let [[y]]be 1 if y is true and -1 

otherwise. Thus, we can define the probability p(W𝑂|W𝐼) as 

p(W𝑂|W𝐼)=∏ 𝜎([[n(W𝑂 , j + 1) = ch(n(W𝑂, j))]] ∗ 𝜐𝑛(W𝑂,𝑗)
′𝜏

𝜐W𝐼
)𝐿(𝑤)−1

𝑗=1  

Reference 

Mikolov, Tomas, K Chen, G Corrado, J Dean - arXiv preprint ArXiv:1301.3781, and 

Undefined 2013 (2013), “Efficient estimation of word representations in vector 

space,” arxiv.org. 

———, Ilya Sutskever, Kai Chen, Greg Corrado, and Jeffrey Dean (2013), “Distributed 

Representations of Words and Phrases and their Compositionality,” papers.nips.cc.
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APPENDIX E  

MEDIATION ANALYSIS: VOICEBOT (VS. HUMAN) TO SPEECH METRICS THEN TO PURCHASE RATES 

 

 

Mediation Analysis: Voicebot (vs. Human) to Speech Metrics then to Customer Satisfaction 

 

Amplitude Volatility Coefficient Speed Volatility Coefficient Adaptivity Coefficient

  -3.079***  -5.478***  0.212***

(0.406) (0.380) (0.022)

Confidence Interval (95%) [-3.876,-2.281] Confidence Interval (95%) [-6.222,-4.733] Confidence Interval (95%) [0.171,0.246]

 -0.002*  -0.005***  0.095***

(0.001) (0.001) (0.021)

Confidence Interval (95%) [-0.004,0.000] Confidence Interval (95%) [-0.007,-0.002] Confidence Interval (95%) [0.053,0.136]

Mediating Route 0.006** Mediating Route 0.024*** Mediating Route  0.020***

Confidence Interval (95%) [0.001,0.013] Confidence Interval (95%) [0.011, 0.037] Confidence Interval (95%) [0.012,0.031]

% of Total Effect Mediated 6.12% 20.10% 21.20%

Voicebot to AdaptivityVoicebot to Amplitude Volatility
Voicebot to Speed 

Volatility

Amplitude Volatility to Purchase
Speed Volatility to 

Purchase
Adaptivity to Purchase

Amplitude Volatility Coefficient Speed Volatility Coefficient Adaptivity Coefficient

  -3.210***  -5.666***  0.237***

(0.446) (0.422) (0.024)

Confidence Interval (95%) [-4.085,-2.334] Confidence Interval (95%) [-6.493, -4.839] Confidence Interval (95%) [0.190,0.283]

 -0.040***  -0.079***  1.011***

(0.005) (0.005) (0.084)

Confidence Interval (95%) [-0.048,-0.031] Confidence Interval (95%) [-0.088,-0.071] Confidence Interval (95%) [0.846,1.176]

Mediating Route 0.128*** Mediating Route 0.446*** Mediating Route  0.242***

Confidence Interval (95%) [0.085,0.175] Confidence Interval (95%) [0.363, 0.532] Confidence Interval (95%) [0.182,0.309]

% of Total Effect Mediated 6.31% 22.40% 12.11%

Speed Volatility to 

Customer Satisfaction

Adaptivity to Customer 

Satisfaction

Voicebot to Amplitude Volatility
Voicebot to Speed 

Volatility
Voicebot to Adaptivity

Amplitude Volatility to Customer 

Satisfaction
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APPENDIX F 

ADDITIONAL ANALYSES WITH AGENT HETEROGENEITY 

 

 

Figure 22. Comparison among Low- and High-type Agents with AI Voicebot 
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Table 13.  

Performance Difference among the AI Voicebot, High-type and Low- type Human Agents  

 

Table B: Performance of the Low- and High-type Human Agents Relative to the AI Voicebot 

  (1) (2) (3) (4) (5) 

  
Purchase 

OLS 

Purchase 

Logit 

Purchase 

Probit 

Satisfaction 

OLS 

Sentiment 

OLS 

Low-type Human Agent -0.180*** -1.742*** -0.936*** -3.924*** -0.212*** 

 (0.033) (0.334) (0.166) (0.064) (0.049) 

High-type Human Agent 0.002 -0.006 -0.002 0.055 -0.021 

 (0.033) (0.209) (0.122) (0.066) (0.050) 

Male -0.006 -0.011 -0.030 -0.101 0.026 

 (0.033) (0.227) (0.129) (0.064) (0.049) 

Age 0.000 -0.003 -0.001 0.006 -0.002 

 (0.002) (0.014) (0.008) (0.004) (0.003) 

High School -0.055 -0.399 -0.239 0.014 0.117 

 (0.053) (0.348) (0.200) (0.102) (0.079) 

Associate College Degree -0.007 -0.059 -0.042 0.091 0.092 

 (0.052) (0.336) (0.195) (0.101) (0.078) 

College Degree -0.071 -0.543 -0.319 0.063 0.029 

 (0.061) (0.418) (0.237) (0.118) (0.091) 

Number of Credit Cards -0.020 -0.148 -0.086 -0.018 -0.019 

 (0.020) (0.149) (0.084) (0.041) (0.030) 

Current Loan Amount (USD 100s) -0.001 -0.006 -0.004 0.000 0.001 

 (0.002) (0.011) (0.006) (0.003) (0.002) 

Online Spending (USD 100s) -0.001 -0.006 -0.004 0.007 -0.003 

 (0.003) (0.024) (0.014) (0.008) (0.005) 

Credit Card Spending (USD 100s) 0.000 0.002 0.001 0.000 0.000 

 0.000  (0.002) (0.001) (0.001) 0.000  

Prior Loan Enquiries 0.000 0.000 0.000 0.001 0.002 

 (0.001) (0.010) (0.006) (0.003) (0.002) 

Location Dummies Y Y Y Y Y 

Constant 0.606*** 0.975 0.556 7.417*** 1.335*** 

 (0.187) (1.111) (0.655) (0.347) (0.279) 

N 1298 1298 1298 1109 1298 

(Pseudo) R-Squared 0.085  0.086 0.087 0.856  0.065  

 Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses.
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Table 14 

Difference in Voice Features among the AI Voicebot, High-type and Low- type Human Agents  

  (1) (2) (3) (4) (5) (6) (7) 

  
Pitch_Volatility 

(OLS) 

Amplitude 

Volatility 

(OLS) 

Speed 

Volatility 

(OLS) 

 Adaptivity 

(Speech 

Analysis) 

(Logit) 

Pitch_Mean 

(OLS) 

Amplitude_Mean 

(OLS) 

Speed_Mean 

(OLS) 

Low-type Human Agent 0.652 6.121*** 10.470*** -1.871*** -0.171 -0.238 -1.246* 
 

(0.889) (0.484) (0.416) (0.134) (0.229) (0.174) (0.729) 

High-type Human Agent 0.254 -0.309 -0.046 -0.169 -0.074 -0.146 -0.335 
 

(1.313) (0.661) (0.376) (0.224) (0.339) (0.251) (0.669) 

Male 0.027 0.089 -0.255 -0.085 0.012 0.037 0.284 
 

(0.870) (0.473) (0.407) (0.140) (0.224) (0.170) (0.713) 

Age 0.000 -0.023 -0.031 0.014 0.003 -0.008 -0.052 

 (0.056) (0.031) (0.026) (0.009) (0.014) (0.011) (0.046) 

High School -3.394 0.402 -0.164 0.211 0.900 0.134 0.299 

 (2.398) (1.208) (0.686) (0.397) (0.620) (0.459) (1.222) 

Associate College Degree -4.662** 0.292 -0.198 0.082 1.214** 0.133 0.249 

 (2.362) (1.190) (0.676) (0.392) (0.611) (0.452) (1.203) 

College Degree -4.024 1.056 -0.330 0.530 1.064 0.290 0.795 

 (2.758) (1.389) (0.789) (0.492) (0.713) (0.527) (1.405) 

Number of Credit Cards -0.140 -0.130 0.131 0.062 0.033 -0.054 -0.085 

 (0.563) (0.307) (0.263) (0.091) (0.145) (0.110) (0.462) 

Current Loan Amount (USD 

100s) 
-0.052 -0.007 0.037* -0.005 0.012 -0.005 0.001 

 (0.042) (0.023) (0.020) (0.007) (0.011) (0.008) (0.034) 

Online Spending (USD 

100s) 
-0.023 -0.079 0.022 0.022 0.007 -0.030 -0.078 
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 (0.109) (0.060) (0.051) (0.022) (0.028) (0.021) (0.090) 

Credit Card Spending (USD 

100s) 
-0.006 -0.001 -0.007 0.000 0.002 0.000 -0.003 

 (0.009) (0.005) (0.004) (0.002) (0.002) (0.002) (0.008) 

Prior Loan Enquiries -0.030 0.019 -0.049*** -0.001 0.008 0.004 0.029 

 (0.040) (0.022) (0.019) (0.006) (0.010) (0.008) (0.033) 

Location Dummies Y Y Y Y Y Y Y 

Constant 64.762*** 37.107*** 5.435* 0.938 151.213*** 65.616*** 300.632*** 
 

(6.685) (3.639) (3.125) (1.056) (1.725) (1.308) (5.479) 

N 1298 1298 1298 1298 1298 1298 1298 

(Pseudo) R-Squared 0.026 0.119 0.297 0.128 0.026 0.023 0.024 

Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses. 
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APPENDIX G  

CAUSALFOREST TO EXPLORE HETEROGENEOUS PERFORMANCE OF THE AI 

VOICEBOT 

Unlike parametric regression models with interactions to detect such 

heterogeneous treatment effects, a non-parametric algorithmic approach of causal random 

forest with honest tree can be used here (see technical details and estimate properties 

theory in Wager and Athey 2018; Fong et al. 2019). Causalforest is a machine learning 

approach and makes no assumption of the functional forms of the interactions.  

We use (Xi, Yi) to denote independent samples that build a Classification and 

Regression Tree, and Ti is the indicator for the treatment or control (In our case, we 

compare voicebot versus human). The random forest algorithm then recursively splits the 

feature space of samples until we have a set of leaves L, each of which contains only a few 

training samples. Then, given a test point 𝑥 , we evaluate the prediction 𝛿(𝑥)  by 

identifying the leaf 𝐿(𝑥) containing 𝑥 and setting: 

𝛿(𝑥) =
1

|{𝑖:𝑋𝑖∈𝐿(𝑥)}|
∑ 𝑌𝑖{𝑖:𝑋𝑖∈𝐿(𝑥)}  (8) 

In the context of a causal forest, the tree leaves are small enough for the (Yi, Ti) 

pairs to correspond to the indices i for 𝑖 ∈ 𝐿(𝑥) in a randomized experiment. We then 

estimate the treatment effect for any 𝑋𝑖 ∈ 𝐿(𝑥) as: 

𝛾(𝑥) =
1

|{𝑖:𝑇𝑖=1,𝑋𝑖∈𝐿}|
∑ 𝑌𝑖{𝑖:𝑇𝑖=1,𝑋𝑖∈𝐿} −

1

|{𝑖:𝑇𝑖=0,𝑋𝑖∈𝐿}|
∑ 𝑌𝑖{𝑖:𝑇𝑖=0,𝑋𝑖∈𝐿}   (9) 

Once the causal forest generates an ensemble of such trees, each of which casts a vote 

with an estimate 𝛾𝑏(𝑥), the forest aggregates their predictions by averaging these votes: 

𝛾(𝑥) = 𝐵−1 ∑ 𝛾𝑏(𝑥)𝐵
𝑏=1 . To make our results managerially pertinent and interpretable, we 

grow the causal forests with customer covariates (i.e., gender, age, education, current loan 
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amount, credit card spending and prior loan applications). Without assuming linear 

interactions in the regression model, this method can handle higher-order interactions and 

complex nonlinearity in the data.   

 

Customer Covariates Associated with the Heterogeneous Responses to AI and Human 

Agents   

Customer Characteristics Estimation   SE 

Task Complexity  -3.48 E-02   *** 4.94 E-04 

Loan Amount  9.60 E-06 
 

2.13 E-05 

Credit Card Spending  -6.43 E-05 *** 6.78 E-06 

Education  -1.64 E-04  3.03 E-04 

Female  -9.47 E-05  6.70 E-04 

Age  -1.26 E-03 *** 3.88 E-05 

Online Spending Amount 3.78 E-01 *** 2.11 E-02 

N 779   

R-Squared 0.894     

Note: *** p<.01, ** p<.05, * p<.10. 
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APPENDIX H 

EXAMPLE OF SUPERVISION RECOMMENDATION PROVIDED BY AI AND 

HUMAN MANAGERS 

 

To illustrate how the quality of AI supervision compares with that of the human 

managers, we provide an example in which a human manager and the AI evaluate the 

same payment collection call and provide their recommendation on it.  

The employees in this example actually received the recommendation from a 

human manager during the experiment. After the experiment, we used the AI algorithm 

to analyze the same call and generate recommendation for illustrative purpose only. The 

information that the AI evaluated the call after the experiment and generated 

recommendation is not shared with managers or the employee.
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Recommendation Provided by A Human Manager 

Title: Daily Job Supervision Feedback from the Quality Control Department  

[Insert Employee Number and Working ID] 

The following feedback is generated by the managers in the quality control department. 

Recording #20190311140604 
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Recommendation Provided by AI  

Email Title: Daily Job Supervision Feedback from the Quality Control Department  

[Insert Employee Number and Working ID] 

The following feedback is generated by the AI supervision program in the quality control 

department. 

Recording #20190311140604 
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APPENDIX I  

FURTHER TESTS OF DEPLOYMENT AND DISCLOSURE EFFECTS OF AI 

SUPERVISION 

 

 

In this section, we provide model-based evidence of H1 and H3 based on analyses 

of the original four experiment conditions. Table 15 shows a stark contrast between the 

positive and statistically significant (p<0.01) coefficient of Supervised by and Disclosed 

as AI (Group 1) and the negative and statistically significant (p<0.01) coefficient of 

Supervised by Human Managers but Disclosed as AI (Group 3), which suggests that with 

the same disclosed supervision entity as AI, employees who are actually supervised by 

the AI system achieve better job performance than those supervised by human managers. 

A coefficient-difference F test rejects the equality of the two coefficients. This result 

corroborates our conclusion drawn based on comparing the unconditional mean value of 

the performance achieved by Groups 1 and 3 in Figure 10. Similarly, the positive and 

statistically significant (p<0.01) coefficient of Supervised by AI but Disclosed as Human 

Managers (Group 2) indicates that with the same disclosed supervision entity as human 

managers (recall the baseline is Group 4 supervised by and disclosed as Human 

Managers), employees who are actually supervised by the AI system have better job 

performance than those supervised by human managers, which provides further support 

for H1. 

Moreover, in Table 15, the coefficient of Supervised by and Disclosed as AI is 

smaller (p<0.01) than that of Supervised by AI but Disclosed as Human Managers (an F 

test rejects the equality of the two coefficients), suggesting that despite being supervised 
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by the same AI system, employees informed of being supervised by the AI system 

achieve lower job performance than those informed of being supervised by human 

managers. Similarly, the negative and statistically significant coefficient of Supervised by 

Human Managers but Disclosed as AI demonstrates that, among the employees who are 

actually supervised by human managers, those informed of being supervised by the AI 

system achieve a lower performance than those informed of being supervised by human 

managers, thus lending further support to H3. 
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Table 15. 

Deployment and Disclosure Effects of AI Supervision on Employee Performance 

  (1) (2) (3) 

  

Job Performance 

OLS 

Job Performance 

Log 

Job Performance 

(Difference) 

OLS 

Supervised by and Disclosed as AI 

(a) 
899.210 0.084 900.065 

 (27.040) (0.003) (27.071) 

Supervised by AI but Disclosed as 

Human Managers (b) 
1399.014 0.127 1399.086 

 (38.035) (0.004) (38.136) 

Supervised by Human Managers 

but Disclosed as AI (c) 
-533.400 -0.051 -533.249 

 (23.230) (0.003) (23.718) 

Prior Job Performance 0.995 0.000 
 

 (0.007) (0.000)  
 

Age -4.508 0.000 -4.703 

 (15.578) (0.002) (15.507) 

Education 45.877  0.002  44.326  

 (40.702) (0.004) (40.549) 

Prior Working -12.910 0.000 -12.754 

 (25.513) (0.003) (25.710) 

Tenure 11.991 0.002 11.390 

 (8.373) (0.001) (8.484) 

Control for Individual Supervisor 

Effect 
Y Y Y 

Constant 929.728 8.352 890.652 

 (289.124) (0.031) (283.875) 

N 265 265 265 

R-Squared 0.988  0.985  0.951  

(a)-(b)  -499.804***  -0.043***  -499.021*** 

(a)-(c) 1432.610***  0.135***  1433.314***  

Note: *** p<.01, ** p<.05, * p<.10. Standard errors are reported in the parentheses. The omitted group is “Supervised 

by and Disclosed as Human Managers.” 
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APPENDIX J  

MODEL-FREE EVIDENCE ON SUPERVISION QUALITY AND LEARNING 

 

Figure 23. Objective Measurements of Supervision Quality 

 

 

Figure 24. Objective Measurements of Employees’ Learning 
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APPENDIX K  

MORE INFORMATION ON EMPLOYEES’ PERCEPTIONS 

 

(1) Survey Items for Employees’ Perceived Trust in Supervision Quality  

Q1: I generally trust the comprehensiveness of the supervision feedback provided by the managers [or AI].  

Q2: I generally trust the accuracy of the supervision feedback provided by the managers [or AI].  

Q3: I generally trust the specificity of the supervision feedback provided by the managers [or AI].  

(2) Survey Items for Employees’ Perceived Job Replacement Risk 

Q4: I am generally concerned that AI may replace my job in the company.   

(from 1: Strongly disagree to 10: Strongly agree) 
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Table 16.  

Summary Statistics  

Panel A: Perceived Trust in Supervision Quality  Mean Standard Deviation 

Supervised by and Disclosed as AI 7.593 1.205 

Supervised by AI but Disclosed as Human Managers  8.116 1.500 

Supervised by Human Managers but Disclosed as AI 2.697 1.488 

Supervised by and Disclosed as Human Managers 3.636 1.159 

Panel B: Perceived Job Replacement Risk Mean Standard Deviation 

Supervised by and Disclosed as AI 4.281 1.441 

Supervised by AI but Disclosed as Human Managers  2.637 0.840 

Supervised by Human Managers but Disclosed as AI 5.984 0.936 

Supervised by and Disclosed as Human Managers 2.742 0.966 
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APPENDIX L  

RESULTS OF CASUAL MEDIATION ANALYSIS 

    

Table 17.  

From Deploying AI (vs. Human Supervision) to Supervision Quality and then to Employees’ Learning and Performance 

Supervision Breadth Coefficient Supervision Depth Coefficient 

Effect of Deploying AI Supervision on 

Supervision Breadth 

13.136 Effect of Deploying AI Supervision on 

Supervision Depth 

0.743 

(0.599) (0.089) 

Confidence Interval (95%) [11.958, 14.315] Confidence Interval (95%) [0.567, 0.919] 

Effect of Supervision Breadth on # of 

Corrections 

0.520 Effect of Supervision Depth on #  

of Corrections 

2.151 

(0.032) (0.273) 

Confidence Interval (95%) [0.457, 0.583] Confidence Interval (95%) [1.614, 2.688] 

Mediating Route  6.861  Mediating Route  1.620 

Confidence Interval (95%) [5.871, 7.909] Confidence Interval (95%) [1.092, 2.241] 
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Table 18.  

From Disclosing AI (vs. Human Supervision) to Employee Perceptions and then to Employees’ Learning and Performance. 

Trust in Supervision  Coefficient Job Replacement Risk Coefficient 

Effect of Disclosing AI Supervision on 

Trust in Supervision 

 -0.818 Effect of Disclosing AI Supervision on Perceived 

Job Replacement Risk 

 2.457 

(0.333) (0.150) 

Confidence Interval (95%) [-1.474, -0.162] Confidence Interval (95%) [2.162, 2.752] 

Effect of Trust in Supervision on # of 

Corrections 

1.720 Effect of Perceived Job Replacement Risk on # of 

Corrections 

 -1.412 

(0.095) (0.204) 

Confidence Interval (95%) [1.534, 1.907] Confidence Interval (95%) [-2.011, -0.814] 

Mediating Route   -1.397 Mediating Route   -3.432  

Confidence Interval (95%) [-2.631, -0.272] Confidence Interval (95%) [-4.939, -1.997] 
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APPENDIX M 

DYNAMIC EFFECTS OF DEPLOYING AND DISCLOSING THE AI SUPERVISION 

Table 19. 

Dynamic Effects of Deploying and Disclosing the AI Supervision 

  (1) (2) (3) (4) (5) (6) (7) (8) 

 Deployment Effect of AI Supervision on Employee Performance Disclosure Effect of AI Supervision on Employee Performance 

  

Job 

Performance 

1-15 days 

OLS 

Job Performance 

(Difference) 

1-15 days 

OLS 

Job 

Performance 

16-30 days 

OLS 

Job Performance 

(Difference) 

16-30 days 

OLS 

Job 

Performance 

1-15 days 

OLS 

Job Performance 

(Difference) 

1-15 days 

OLS 

Job 

Performance 

16-30 days 

OLS 

Job Performance 

(Difference) 

16-30 days 

OLS 

Supervised by AI 1123.702 1125.277 1738.498 1737.195     

 (47.078) (47.358) (63.884) (63.503)     

Disclosed as AI 

Supervision 

    
-380.238 -378.209 -721.165 -719.675 

 
    

(80.272) (80.103) (116.328) (116.196) 

Prior Job 

Performance 
0.988 

 
1.010                 0.966 

 
0.975                 

 (0.017) 
 

(0.023)                 (0.029) 
 

(0.041)                 

Age 3.467 2.890 0.027 0.505 60.101 58.753 85.583 84.593 

 (36.837) (36.786) (50.340) (50.453) (65.351) (65.466) (95.083) (94.910) 

Education (47.980) (51.416) 35.657  38.502  -71.407 -81.549 12.970  5.525  

 (99.567) (99.073) (129.768) (129.590) (170.673) (170.426) (249.324) (249.198) 

Prior Working -6.213 -5.656 -22.193 -22.654 -182.745 -181.902 -294.187 -293.568 

 (72.903) (71.581) (92.678) (93.236) (145.615) (145.934) (190.748) (191.843) 

Tenure 44.853 43.496 -6.456 -5.333 7.331 3.403 -66.273 -69.156 

 (17.058) (16.844) (23.439) (23.421) (29.912) (29.384) (43.133) (43.102) 



 

135 

 

Control for 

Individual 

Supervisor Effect 

Y Y Y Y Y Y Y Y 

Constant 400.797  305.534  732.988  811.842  377.305  105.858  799.934  600.652  

 (651.969) (634.796) (918.675) (886.089) (1155.225) (1142.503) (1683.505) (1646.114) 

N 265 265 265 265 265 265 265 265 

R-Squared 0.924  0.737  0.914  0.680  0.735  0.085  0.773  0.162  

 Standard errors are reported in the parentheses. 

 


