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ABSTRACT

Traditional multi-class classification problems assume that each instance is

associated with a single label from category set Y where |Y| > 2. Multi-label classifi-

cation generalizes multi-class classification by allowing each instance to be associated

with multiple labels from Y . In many real world data analysis problems, data objects

can be assigned into multiple categories and hence produce multi-label classification

problems. For example, an image for object categorization can be labeled as “desk”

and “chair” simultaneously if it contains both objects. A news article talking about

the effect of Olympic games on tourism industry might belong to multiple categories

such as “sports”, “economy”, and “travel”, since it may cover multiple topics.

Regardless of the approach used, multi-label learning in general requires a suffi-

cient amount of labeled data to recover high quality classification models. However

due to the label sparsity, i.e. each instance only carries a small number of labels

among the label set Y , it is difficult to prepare sufficient well-labeled data for each

class. Many approaches have been developed in the literature to overcome such chal-

lenge by exploiting label correlation or label dependency. In this dissertation, we

propose a probabilistic model to capture the pairwise interaction between labels so as

to alleviate the label sparsity. Besides of the traditional setting that assumes train-

ing data is fully labeled, we also study multi-label learning under other scenarios.

For instance, training data can be unreliable due to missing values. A conditional

Restricted Boltzmann Machine (CRBM) is proposed to take care of such challenge.

Furthermore, labeled training data can be very scarce due to the cost of labeling

but unlabeled data are redundant. We proposed two novel multi-label learning algo-

rithms under active setting to relieve the pain, one for standard single level problem

and one for hierarchical problem. Our empirical results on multiple multi-label data

sets demonstrate the efficacy of the proposed methods.
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CHAPTER 1

INTRODUCTION

Traditional multi-class classification problems assume that each instance is associ-

ated with a single label from category set Y where |Y| > 2. Multi-label classification

generalizes multi-class classification by allowing each instance to be associated with

multiple (possibly related) labels from Y . In many real world data analysis problems,

data objects can be assigned into multiple (possibly related) categories and hence

produce multi-label classification problems. For example, an image for object cat-

egorization can be labeled as “desk” and “chair” simultaneously if it contains both

objects. A news article talking about the effect of Olympic games on tourism industry

might belong to multiple categories such as “sports”, “economy”, and “travel”, since

it may cover multiple topics.

Many approaches have been developed in the literature to address multi-label

classification problems. One standard and simple solution for multi-label classifica-

tion nevertheless is to generalize the “one-vs-all” scheme of multi-class classification.

That is, one decomposes the multi-label problem into a set of binary classification

problems, one for each class, and solves the multi-label classification problem by con-

ducting standard binary classifications [5, 49, 62]. Methods in this style simply ignore

label correlations and assume labels are independent on each other which usually is

not the case in real-world application. Hence instead of learning binary classifiers

independently for each label, many multi-label learning methods have proposed to

exploit label correlations or label dependence to improve multi-label classification

performance [22, 29, 38, 39, 48, 125].
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1.1 Challenges and Motivations

Currently multi-label learning encounters several bottlenecks, which lead to multiple

different scenarios. In this section we are going to discuss these challenges that

motivate our work.

Firstly, a key challenge of standard multi-label classification is label sparsity. That

is, the multiple labels are supported by the training data at different levels and many

rare labels may lack sufficient training supports to be reliably recognized individually.

For example, for image data set people and sky appear a lot but horse and bicycle are

not as common as former two. As a consequence, given an image collection common

categories usually possess plenty of training data while rare categories are short of

training data. Therefore many existing methods consider label correlation instead of

treat each single label independently. Consider the examples in Figure 1. The rare

category objects horse and bike co-occur with common category object people very

often so that they can help each other to be recognized.

Figure 1: Examples of image occlusion and object co-occurrence patterns in object
recognition tasks.

Secondly, there are also intrinsic challenges for some ad-hoc application. On image

classification, multi-label learning also faces the general intra-class variation challenge

of standard multi-class classification which is caused by viewpoint and context vari-

ations and occlusions as shown in Figure 1. From the figure, we can see that the

appearance of the object people can be profoundly different objects and having dif-

ferent occlusion patterns. In such cases, an individual binary classifier may not be
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reliable for recognizing a target object. But other co-occurred objects can likely pro-

vide some useful information. For example, in the image “people riding a bike”, many

parts of the bike are invisible, but people is easy to recognize and can provide infor-

mation about the bike; in the image “people sitting in the car”, each people is severely

occluded but the car can be detected easily and help the recognition of people if they

often co-occur; in the image “people riding a horse”, the objects people and horse can

be helpful to each other as well.

Thirdly, many existing methods typically assume that all the instances in the

training data have complete labels. Such assumption however is impractical in many

real world application domains, where it is difficult to acquire a complete set of

true label assignments from the annotators. For example, annotators for images

or articles may only provide the most obvious labels they found while ignoring the

ambiguous labels or the label concepts they are not familiar with. Ignoring the

missing labels in the training data however can significantly degrade the performance

of the learned multi-label classification model, since it will build negative prediction

patterns between the input instances and their missing labels and further propagate

the mistakes into the prediction phase on new data. This creates a popular scenario

known as multi-label learning with incomplete labels. A key for tackling multi-label

learning with incomplete labels is to automatically and accurately fill back the missing

labels such that a high quality multi-label prediction model can be trained with the

completed labels.

Finally, regardless of the approach used, multi-label learning in general requires a

sufficient amount of labeled data to recover high quality classification models. How-

ever the labeling process of multi-label problems is much more expensive and time-

consuming than single-label problems. In the single label case, the annotator only

needs to identify a single category to complete an instance label, whereas in the multi-

label case, the annotator must consider every possible label for each instance, even if

3



the positive labels are sparse. Given such fact, conducting selective instance labeling

and reducing the label effort of training good prediction models is therefore partic-

ularly important for multi-label classification. Therefore, multi-label active learning

becomes more and more attractive in real application.

1.2 Contributions

Motivated by above observations, in this dissertation, we propose multiple novel mod-

els to tackle these aforementioned challenges.

• For standard multi-label learning scenario, we propose a novel probabilistic la-

bel enhancement model that utilizes the label combination patterns to improve

multi-label image classification performance under standard multi-label learn-

ing scenario. Our assumption is that visual composites can be helpful when

single classifier fails. For example, assume the composite “people riding horses”

often stays in similar poses. A classifier for this visual composite can then cap-

ture the co-appearance of the two objects even though both people and horse

classifiers fail to reliably recognize them separately. We propose to construct

label combinations, in particular label pairs, as auxiliary new labels to augment

the original labels and improve label identification capacity in the original label

space. In particular, we identify a set of informative label combination pairs

by constructing a tree-structured graph in the label space using the maximum

spanning tree algorithm according to the label co-occurrence information in the

training data. This naturally forms a conditional random field framework, un-

der which we perform piecewise training. The label pairs identified by the edges

of the tree are used as auxiliary new labels, and a binary classifier is trained

for each label in the augmented label space. To integrated the augmented mul-

tiple binary classifiers for multi-label prediction in the original label space, we

perform exact inference on the tree-structured conditional random field using

4



max-product message passing.

• For multi-label learning with incomplete label scenario, we develop a condi-

tional restricted Boltzmann machine (CRBM) model to address multi-label

learning with incomplete labels. Different from the typical probabilistic graph-

ical models, e.g.conditional random fields, used for multi-label learning, which

only consider explicit and pre-fixed low-order label dependence relationships

for tractable inference, we build a latent layer above the label layer and form

a restricted Boltzmann machine model in the output space conditioning on the

observed input features. Restricted Boltzmann machines (RBMs) have been

shown to be effective in learning high-level features and capturing high-order

correlations of the observed variables. We hence expect the CRBM model can

effectively encode the high-order label dependence relationships to facilitate

label recovery and multi-label prediction model learning. In particular, we

formulate the label completion and multi-label prediction model learning as a

joint optimization problem, which maximizes the regularized marginal condi-

tional likelihood of the label vectors given the input features under the CRBM

model. We develop a Viterbi style EM algorithm to solve optimization problem

produces, which alternately trains the CRBM model and recovers the missing

labels.

• For active multi-label learning scenario, we propose two novel multi-label active

learning strategies, a max-margin prediction uncertainty strategy and a label

cardinality inconsistency strategy, which exploit the relative multi-label classi-

fication margin structure on each unlabeled instance and the statistical label

cardinality information, respectively, to measure the unified informativeness of

unlabeled instances. Moreover, we further investigate an adaptive integration
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framework of these two strategies by applying a novel approximate generaliza-

tion error measure.

Furthermore, we study active multi-label learning for a high-level visual task,

scene recognition, which is treated as a 3-layer hierarchical problem consisted

by feature level, object level, and scene level. On scene level, it is a multi-class

prediction, that is, each image can only belongs to one scene category. On

object level, it is a multi-label prediction meaning each scene is consisted by

multiple object categories. A novel multi-level adaptive active learning approach

to reduce the annotation effort of learning accurate scene classification models.

This approach is based on a latent object-based hierarchical scene classification

model, which involves both scene classifier and object classifiers. It selects

both instance and label types to query, aiming to reduce the overall prediction

uncertainty of the multi-class scene classification model over all labeled and

unlabeled instances. By default, it performs label query at the target scene class

level and selects instance based on a maximum conditional mutual information

criterion. But whatever an “unexpected” target scene label is returned by the

labeler in a given iteration, it will switch to perform label query at the latent

object class level in the next iteration for once. After querying for a scene label,

only the scene classifier will be updated. But if an object label is queried, both

object and scene classifiers will be updated.

• We incorporate auxiliary knowledge in our optimization formulation to address

incomplete label problem. The multiple labels of the classification tasks typ-

ically have semantic meanings that can expose some relatedness information,

in particular co-occurrence information, between the label concepts, which can

be estimated from a large text corpus such as Wikipedia. The existing works

for multi-label with incomplete labels are still limited in exploring the potential

6



complex label dependence information in label space. None of them have con-

sidered incorporating auxiliary label co-occurrence information into the learning

process to improve the quality of complete labels and prediction models. We

further extend our CRBM model to incorporate such auxiliary label relatedness

information as prior knowledge.

We conduct extensive experiment for all proposed methods. The empirical results

show these proposed approaches can outperform both baselines and the state-of-the-

art methods in their corresponding setting.

1.3 Dissertation Organization

The organization of this dissertation is as follows. Chapter 2 briefly explains an

overview of multi-label learning composing the problem description, related work, and

performance criteria. Chapter 3 presents our probabilistic label enhancement model

that explore the pairwise label correlation. Chapter 4 presents the CRBM model

tailored for multi-label learning with incomplete labels. Chapter 5 introduces our

active learning work for multi-label classification, Chapter 6 concludes the dissertation

and discusses possible directions for future research work.
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CHAPTER 2

BACKGROUND

2.1 Multi-label Classification

Multi-label Classification is such a problem that given the data space X ∈ Rd and

label space Y = {0, 1}L, a mapping function h: X → Y can successfully predict the

corresponding label vectors y ∈ Y for each input data x ∈ X . Multi-label learning is

critical in many real world application domains. For example, one image can contain

multiple objects, such as “person”, “car”, and “road”, and hence belong to multiple

label categories. Multi-label learning focuses on identifying a good mapping function

h from the training data. The most straightforward method is binary relevance (BR)

which assumes labels are independently generated and learns one binary classifier hi

for each label. The output of h is a L-length binary vector

h(x) = (h1(x), h2(x), . . . , hL(x))

The binary classifier hi is trained to minimize different loss functions such as log-loss

and hinge loss.

Here we want to introduce a pertinent concept named label cardinality, which is

the average number of positive labels assigned to each instance in a multi-label data

set [104].

Label Cardinality =
1

N`

N∑̀
j=1

K∑
k=1

I[yjk>0] (1)

where I[·] is an indicator function and it has value 1 when the given condition is true,

0 otherwise. N` is the number of labeled instances and K is the dimension of label

space.
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2.2 Multi-label and Multi-level Active Learning

One fascinating characteristic of human brain is that we can categorize objects with

only few labeled training instances. Is it possible for a computer to achieve this

with the solid support of machine learning techniques? This is the motivation of

active learning research. Active learners aim to develop an effective active learning

method to build a competitive classifier with a limited amount of labeled training

instances. Training a good classifier with minimal labeling cost is a critical challenge

posed in machine learning research. Randomly selecting unlabeled instances to label

is inefficient in many situations, since non-informative or redundant instances might

be selected. Aiming to reduce labeling effort, active learning methods have been

adopted to control the labeling process. In this dissertation we focus on pool-based

active learning which assumes there exists a pool of unlabeled instances as shown

in Figure 2. Since it is easy to collect massive unlabeled data in many practical

problems, pool-based active learning becomes one of the most popular setting.

Figure 2: The pool-based active learning cycle illustrated in [90]

Multi-label Active Learning. Majority of active learners in the literature

are developed for multi-class problems, especially binary classification problems [90].

9



However, in single label case, a human annotator only needs to identify a single cat-

egory to complete an instance label, where as in the multi-label case, the annotator

must consider every possible label for each instance, even if the positive labels are

sparse. Active learning, which aims on conducting selective instance labeling and re-

ducing the labeling effort of training good prediction models, is therefore particularly

important for multi-label classification.

Despite the importance of the problem, current research on active learning for

multi-label classification remains in a preliminary state. The active learning strategies

developed for multi-class classification however mostly are not directly well applicable

in multi-label cases, since instance selection decisions in multi-label cases should be

based on all labels. The main challenge of multi-label active learning is to develop

effective strategies to evaluate the unified informativeness of an unlabeled instance

across all classes rather than treating all labels in an independent way and ignoring

the potential implicit label structure information across all classes.

Multi-level Active Learning. There is a special subgroup of multi-class prob-

lems where a label can be viewed as a semantic concept (e.g., office) comprising of

a set of important mid-level concepts (e.g. desk, computer and chair). One of the

most popular application of this kind is scene classification in computer vision realm.

Different from the classification tasks in other fields such as NLP, where the meanings

of features (e.g. words) are perceivable by human beings, the low-level features of an

image are primarily built on some signal responses or statistic information of mathe-

matical transformations. Though these low-level features are useful and powerful as

proved by numerous works for decades, the semantic gap between the semantically

non-meaningful low-level features are the high-level abstractive scene labels becomes

a bottleneck for further improving scene classification performance. Recent advances

on scene classification [77, 88] and other related tasks such as semantic segmentation

[24, 57, 107] and object detection/recognition [32, 55, 112] have demonstrated the

10



importance of exploiting information and extracting high-level scene label structures.

However, this work requires supervised training of object detectors, which can sig-

nificantly increase the demand for human annotation effort. Moreover, to produce a

good scene classification model, a sufficient amount of target scene labels need to be

acquired as well, which induces expensive human annotation cost.

(a) (b) (c)

(d) (e) (f)

Figure 3: Examples of image occlusion and object co-occurrence patterns in object
recognition tasks.

Active learning is a well studied technique for reducing the cost of manual anno-

tations by performing selective instance sampling. Traditional active learners query

labels for the selected instance at the target prediction label level, which however is

not the best strategy in many cases of semantic classification tasks. Without accu-

rately identifying their high level object-based semantic representations, some scene

labels can be very difficult to be distinguished from each other even by a human

labeler in many scenarios. For example, it is hard to tell for a human labeler whether

the image in Figure 3(b) is indeed a mountain scene or a coast scene; similarly, it is

hard to tell whether the image in Figure 3(f) is the seating area of a mall or an air-

port terminal. The object level labels may successfully infer the scene labels based on

the object-based statistical semantic scene structure induced from the labeled data.
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Actually the mid-level object label inference is a multi-label classification problem.

We develop a novel multi-level adaptive active learning approach to reduce the anno-

tation effort of learning accurate scene classification model, which involves both scene

classifier and object classifiers.

2.3 Mathematical Models

In this section, we are going to briefly introduce some mathematical models as pre-

liminaries for the rest of this dissertation.

2.3.1 Conditional Random Field (CRFs)

Conditional Random Fields (CRFs) are undirected graphical models that model the

conditional distribution of the output labels given an input vector based on undirected

graphs. An undirected graph G = (V,E) in the label space is formed by a collection of

vertices V , each of which represents a label variable, and a set of undirected edges E,

where each edge consists of a pair of vertices (s, t) ∈ E and represents the dependence

relationship between the label variables. The joint probability of an undirected graph

can be factorized as

P (y1, y2, . . . , yL) =
1

Z(x)

∏
c∈C

ψC(yc,x)

where Z(x) is a partition function that ensures a valid conditional distribution given

the input data instance x, C is the set of cliques of the graph, and ψC is the poten-

tial function for clique c, which maps the clique label configuration yc and the input

data x into a positive scalar value. The standard training procedure of conditional

random fields typically involves first-order gradient descent or second-order Newton

methods, which require performing inference over each training instance in each it-

erative parameter update step. For general graphs, performing exact inference in

CRFs is intractable, and approximate inference algorithms are usually used instead.

Moreover, performing inference in each parameter update step can make the training
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Figure 4: Standard RBM model.

process computational expensive, especially for large and densely connected graphs

and large training sets.

2.3.2 Restricted Boltzmann Machine

Restricted Boltzmann machines (RBMs) [96] are special form of undirected graphical

models that use hidden variables to model high-order and non-linear regularities of

the data. In particular, a RBM is a two-layer bipartite graph with two types of units,

the visible units v = [v1, . . . , vI ]
> and hidden units h = [h1, . . . , h

>
J ]. The visible units

in one layer correspond to the components of an observation, while the hidden units

in the other layer model dependencies between the components of observations. The

restriction is that there is no connection between units in the same layer. The RBM

represents probability distributions over the random variables under an energy-based

model. For an energy function that captures the restricted unit interaction patterns,

E(v, h) = −v>Wh−b>v− c>h, the joint probability distribution over (v,h) can be

easily expressed as P (v,h) = 1
Z

exp(−E(v,h)), where Z is the normalization factor.
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After learning, with the learned model parameters, a RBM can provide a closed-

form representation for the distribution underlying the observations. The probability

for any subsets of variables can be easily obtained through conditioning and marginal-

ization. Hence for a partial observation, given the observed visible units, one can

sample the remaining visible units to complete the observation [53]. Recently, RBMs

have received a lot of attention in deep learning networks; in particular, deep belief

networks can be formed by stacking multiple RBMs [45]. Nevertheless, RBMs have

been mostly used in learning feature representations in the input feature space. Its

potential in modeling the regularities in the output label space has only received lim-

ited attention [50, 58, 73] and not yet been well explored to address different learning

problems.

2.3.3 Multi-label SVM Model

Transforming a multi-label classification problem into a set of independent binary

classification problems via the “one-vs-all” scheme is a conceptually simple and com-

putationally efficient solution for multi-label classification. Given a labeled mutli-label

training setD = {(xi,yi)}Ni=1, where xi is the input feature vector for the i-th instance,

and its label vector yi is a {−1,+1}-valued vector with length K, such as K = |Y|.

If yik = 1, it indicates that the instance xi is assigned into the k-th class; otherwise,

the instance does not belong to the k-th class. For the k-th class (k = 1, · · · , K), the

binary SVM training is a standard quadratic optimization problem:

min
wk,bk,{ξik}

1

2
‖wk‖2 + C

N∑
i=1

ξik (2)

subject to yik(w
T
k xi + bk) ≥ 1− ξik, ξik ≥ 0, ∀i

where ξik is the slack variables and C is the trade-off parameter. It maximizes the

soft class separation margin. The model parameters wk and bk returned by this binary
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learning problem define a binary classifier associated with the k-th class: fk(xi) =

wkxi + bk. The set of binary classifiers from all classes can be used independently to

predict the label vector ŷ for an unlabeled instance x̂. The k-th component of the

label vector ŷk has value 1 if fk(x) > 0, and has value -1 otherwise. The absolute

value |fk(x)| can be viewed as a confidence value for its prediction ŷk on instance x̂.

2.4 Related Work

On each challenge we list above, a review of related work will be provided in the

respected chapter. In this section we are going to briefly review the recently published

work on general multi-label classification task.The most straightforward method is

binary relevance [5], which trains a binary classifier for each label. The obvious flaw

of such method is ignorance of correlations among labels. Hence, numerous methods

of encoding label correlation has been proposed.

One group is ranking based methods [22, 29, 115] which rank the relevant labels

higher than the irrelevant ones and capture label correlations implicitly in the loss

function. This technique however relies on a good distance metric and a fine-tuned

threshold determining the number of labels for ranking. [38] hence further eliminates

this drawback by developing a calibrated separation ranking loss function.

Another group is graph-based method, which implicitly incorporate label corre-

lations into label propagation algorithms as either part of the graph weights [51, 11]

or additional constraint [111, 123]. There are also a set of probabilistic graph-based

methods [19, 36, 40, 85, 122, 31]. The method [36] uses directed graphs over the label

variables to capture label dependence under a probabilistic conditional dependency

graphs. [85, 19] integrate multiple classifiers in a chain graph to capture the label cor-

relations. These method share similarities with our proposed approach in capturing

label correlations by integrating probabilistic classifiers on graphs over labels. How-

ever, [85, 19] are limited to chain graphs and they apply greedy heuristics to search
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for the best label vector on each test instance; [36, 40] use cyclic directed graph and

their test phases involve approximate inference.

There are also a set of dimension reduction style methods developed for multi-

label learning including feature space reduction and label space reduction. For feature

space reduction, there exists two different strategies. One is feature selection, that

is, removing irrelevant or redundant features [102, 13, 124]. The other is feature

extraction, meaning that compress dependent variables into a smaller number of

predictors [121, 126]. Recently some label space transformation works are developed

as well [2, 14, 101], which induce alternative label representations and perform multi-

label learning in the new and typically dimension reduced label space.

2.5 Evaluation Metrics

In traditional classification such as multi-class problems, accuracy is the most common

evaluation criteria. Additionally, there exists a set of standard evaluation metrics that

includes precision, recall, F-measure, and ROC area defined for single label multi-

class classification problems. However, in multi-label classification, predictions for an

instance is a set of labels and, therefore, the prediction can be fully correct, partially

correct (with different levels of correctness) or fully incorrect. None of these existing

evaluation metrics capture such notion in their original form. This makes evaluation

of a multi-label classifier more challenging than evaluation of a single label classifier.

Table 1: Summary of major multi-label metrics.

Hamming Loss F1-Micro F1-Macro AUC
Example-Based

√

Label-Based
√ √ √

A number of evaluation metrics specific to multi-label learning are proposed, which

can be generally categorized into two groups, i.e. example-based metrics and label-

based metrics. Let T = {(xi, Yi|1 ≤ i ≤ t} be the test set and h(·) be the learned
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multi-label classifier. Note that Yi ∈ {0, 1}l where l is the label dimension. Example-

based metrics work by evaluating the learning system’s performance on each test

example separately, and then returning the mean value across the test set. Label-

based metrics, however, work by evaluating learning system’s performance on each

class label separately, and then returning the macro/micro-averaged value across all

class labels. Here we introduce some popular metrics that is employed in our later

experiments as summarized in Table 1.

• Hamming Loss [42].

hloss(h) =
1

t

t∑
i=1

|h(xi)∆Yi| (3)

where ∆ stands for the symmetric difference between two sets. The hamming

loss evaluates the fraction of misclassified instance-label pairs, i.e. a relevant

label is missed or an irrelevant is predicted. The lower the value the better the

performance of the classifier is.

• F1-Macro score [105]. F1-Macro that combines precision and recall is defined

as follows.

F1-Macro =
1

l

l∑
j=1

2
∑t

i=1(hj(xi) ∧ Yij)∑t
i=1 hj(xi) +

∑t
i=1 Yij

(4)

where hj(·) is the predictor for the j-th label, ∧ is the logical operand “and”.

F1-Macro gives equal weight to each class, therefore the final F1-Macro score

rarely can be dominated by some common classes i.e. the classes have a lot of

positive samples.

• F1-Micro score [105]. F1-Micro provides a different way to combine precision

and recall.

F1-Micro =
2
∑t

i=1

∑l
j=1(hj(xi) ∧ Yij)∑t

i=1

∑l
j=1 hj(xi) +

∑t
i=1

∑l
j=1 Yij

(5)
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Unlike F1-Macro, F1-micro score gives equal weight to each per-instance clas-

sification decision. Given that true negatives are ignored by F1 score and its

magnitude is mostly determined by the number of true positives, therefore large

classes dominate small classes in F1-Micro measure.

• AUC score [43]. Note that above metrics require h(·) to be a set of binary pre-

dictors. However, when h(·) is able to provide intermediate real-valued outputs,

another popular label-based ranking metric can be derived as

AUC score =
1

l

l∑
j=1

∑t+
i=1

∑t−
k=1 1[hj(xi)>hj(x′k)]∑t

i=1 Yij
∑t

i=1(1− Yij)
(6)

where 1[·] is an indicator function, which equals to 1 if the condition in [·] is

true, 0 otherwise. xi and x′k are a positive sample and a negative sample of

j-th label respectively. t+ and t− indicate the number of positive and negative

samples.

Based on the metric definitions, it is obvious that existing multi-label metrics

consider the performance from diverse aspects and are thus of different natures. In

light of fair and honest evaluation, performance of the multi-label learning algorithm

should therefore be tested on a broad range of metrics instead of only on the one

being optimized.

18



CHAPTER 3

MULTI-LABEL LEARNING BY EXPLOITING PAIRWISE

CORRELATIONS

In this Chapter, we are going to present a Probablistic Label Enhancement model

which captures pairwise correlation between labels. This work [68] is published in

Uncertainty in Artificial Intelligence 2014.

3.1 Related Work

We have given a review of multi-label learning in Section 2.4. Here we will provide a

brief review over the most related work to this paper from the perspectives of image

annotation and object interaction.

Image Annotation. There are 3 major groups of image annotation techniques

[34]: (i) Generative models. Some methods of these kind are based on topic models

such as latent Dirichlet allocation [1], probabilistic latent semantic analysis [74], and

hierarchical Dirichlet processes [116]. They model annotated images as samples from

a specific mix of topics, where each topic is a distribution over image features and

annotation words. Some methods uses mixture models to define a joint distribution

over image features and annotation tags such as [10, 27, 59]. But generative models

are criticized because they maximize the generative data likelihood, which is not

necessarily optimal for predictive performance. (ii) Discriminative models. These

methods view image annotation as a classification problem. [72, 33] treat labels

independently and learn a classifier for each label, on the other hand, [111, 8] improve

the predictive performance by considering the co-existence between different labels.

(iii) Nearest neighbor based models. [34] constructs a similarity graph for all images,
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and propagates the label information via the graph. [28] proposes a regression based

kernel metric learning algorithm for search based methods.

Object Interaction. There are a number of works on object interaction that

share the same intuition as our proposed work, that is, visual composites can be

helpful while single components fail. The work in [41] learns object interactions by

modeling the prepositions and adjectives that relate nouns. The work in [119] models

the interactions between human pose estimation and object recognition together. In

[25] the interactions between objects are modeled implicitly in the context of predict-

ing sentences for images. [89] introduces a complex visual composite concept called

visual phrases for object detection which treats each phrase as a new label. Though

this work shares similarity with our proposed work in exploiting visual composites,

there are significant differences between it and our work. First, their visual phrase

is not automatically discovered but predefined. By contrast, the label combinations

in our work are constructed automatically. Second, it addresses very different prob-

lems from ours. It tackles object detection tasks while we address multi-label image

annotation problems; its goal is to find a bounding box where the visual composites

occurs while our goal is to predict category labels of an image.

3.2 Probabilistic Label Enhancement Model

The straightforward method for multi-label image classification casts the problem as

a set of independent binary classification problems, one for each object label, and

trains one binary classifier for each label using the one-vs-all scheme. Training binary

classifiers is computationally efficient and the one-vs-all training scheme can scale

linearly with the increasing of the label set. However, as we discussed before, such

binary classifiers can fail to accurately recognize the individual objects in an image,

due to label sparsity, intra-class variations, and occlusions. In this work, we propose to

enhance these standard binary classifiers by exploiting the label combination patterns
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which typically present as co-occurred object composites in images of the training

data, as shown in Figure 1. We first identify the informative label combination pairs

by learning a tree-structured undirected graph in the label space, which forms the

structure of a conditional random field. Then we use the label combination pairs

as augmenting new labels and formulate the learning process as a piecewise training

procedure under the framework of conditional random fields. Finally we apply the

trained probabilistic model to predict labels for test images using a max-product

exact inference algorithm.

3.2.1 Learning Tree-Structured Graph

Given the labeled training images D = {(x(i),y(i))}ni=1, where each label vector y(i)

contains {0,1} values with length L, corresponding to the L label classes, we aim to

identify the useful object composites by finding the informative label co-occurrence

patterns. Though in principle we can consider any label combination patterns, for

computational simplicity we focus on second-order patterns, i.e., label pairs. We take

all possible label pairs as candidates by constructing a fully connected graph over the

L label variables. Then we measure the combination strength of each label pair as

the weight of the corresponding edge using an appropriate criterion. One standard

criterion is the empirical mutual information measure, which is popularly used to

measure the dependence strength of two variables and can be computed from the

training data. For example, the empirical mutual information between label variables

Yi and Yj can be computed as

MI(Yi;Yj) =
∑

yi,yj∈{0,1}

P̂ (yi, yj) log

(
P̂ (yi, yj)

P̂ (yi)P̂ (yj)

)

with the empirical probabilities computed from the training data. However, this

measure treats the co-presence of the two labels and the co-missing of them equally,

while we want to find the label composites that have significant co-presence patterns.

Hence we propose a simple new measure, normalized co-occurrence, to use. For two
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label variables Yi and Yj, the normalized co-occurrence of the two labels in the training

data, such that

NC(Yi;Yj) =
count(Yi, Yj)

min(count(Yi), count(Yj))

where count(Yi, Yj) is the number of co-occurrence of the two labels in training data,

such that

count(Yi, Yj) =
n∑
l=1

I[y
(l)
i = 1,y

(l)
j = 1] (7)

and I[·] denotes an indicator function. Similarly, count(Yi) and count(Yj) are the

numbers of occurrences of single labels in the training data. By normalizing the co-

occurrence counts of the two labels with the minimum of their individual occurrence

counts, the measure emphasizes the relative relatedness of the two objects and favors

the less frequently appeared objects. For example, assume there are 15 images con-

taining people and dogs, and 10 images containing people and cars, while there are

totally 100 people images and 80 dog images and 20 car images. The composites of

people and cars can be more important to capture than the composite of people and

dogs, towards the goal of assisting the objects with sparse supports in the training

data. Our proposed measure encodes this principle.

Figure 5: An example of the constructed tree-structured graph over labels.

Given the proposed normalized co-occurrence criterion, we can compute the weights

for all edges between the label variables. Then we use a maximum spanning tree

algorithm to select (L− 1) edges according to the computed weights to form a tree-

structured graph. In our implementation, we used Prim’s algorithm [81] to produce

a maximum spanning tree. Figure 5 demonstrates an example of the constructed

tree graph over the label variables. The label pair connected by each edge on the
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constructed tree graph will be used as a constructed new label Y1∼2, which has binary

values {0, 1}. The label value for Y1∼2 in each instance can be produced based on

that Y1∼2 = 1 is equivalent to Y1 = 1 ∧ Y2 = 1. The for each instance x(i), we set

y
(i)
1∼2 = 1 if and only if the instance has been assigned both label Y1 and label Y2 such

that y
(i)
1 = 1 and y

(i)
2 = 1. Otherwise, we have y

(i)
1∼2 = 0. Thus each constructed

new label can be treated as a new prediction class from the prediction perspective.

The reason that we produce tree graphs instead of densely connected cyclic graphs

is that tree graphs have acyclic structures and permit efficient exact inference in the

test phase to integrate the augmented label classifiers with the binary classifiers in

the original label space.

3.2.2 Piecewise Training of CRFs

The tree-structured graph constructed in the label space actually forms a standard

CRF model that permits label vector prediction from the input data, where we treat

each node and each edge as separate cliques. Based on our motivation of capturing

object composite concept to help the multi-label prediction in the original label space,

we proposed to perform piecewise training for the tree-structured CRF by learning

the potential functions for each node clique and edge edge clique separately. That is,

we train a set of L binary classifiers independently from the data, one for each label

in the original space, as the potential functions for the node cliques, and train a set

of (L− 1) binary classifiers independently from the data for constructed edge cliques.

Piecewise training can effectively avoid the repeated inference required for each step

of parameter updates in the standard CRF training procedure and make the learning

process efficient and scalable. It has been shown in [100] that piecewise training of

a CRF can be justified as minimizing a family of upper bounds on the log partition

function of the data log-likelihood.

To have the outputs of potential functions compatible to each other, we propose to
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use binary probabilistic classifier, in particular binary binary logistic regression clas-

sifiers, for training. Each binary logistic regression classifier can be trained efficiently

by using second-order Newton methods to minimize the regularized log-likelihood.

For the k-th classifier, this is to minimize

min
w

n∑
i=1

log
(

1 + e−ŷ
(i)
k w>x(i)

)
+
β

2
w>w (8)

where β is a trade-off parameter, and ŷ
(i)
k is simply the translation of y

(i)
k from values

{1, 0} to {1,−1}.

Figure 6: The factor graph constructed from the tree graph in Figure 5. The cycle
nodes are variable nodes and the rectangle nodes are factor nodes.

3.2.3 Inference with Max-Product Algorithm

Given the trained tree-structured CRF model, the multi-label prediction on a test

instance can be performed using the max-product inference algorithm [56]. The max-

product algorithm conducts label decoding through message passing which operates

in factor graphs. Given the trained pairwise CRF model, we then first transfer it into

a factor graph by simply keeping all variable nodes and adding a factor node for each

edge clique. For example, the factor graph constructed for the tree-structured CRF

in Figure 5 is given in Figure 6, where each variable node is represented as a circle

and each factor node is represented as a rectangle. For a given test instance x, the

potentials of the two types of nodes in the factor graph can be computed using the

probabilistic binary classifiers produced in the training phase, such as ψ(yi) = P (yi|x)

and ψ(yi,yj) = ψ(yi∼j) = ψ(yi∼j|x).

The decoding process on the test instance x aims to find the maximum a posteriori
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(MAP) label assignment by solving

y∗ = arg max
y

P (y|x) (9)

The max-product algorithm performs this decoding on the factor graph using the

following message passing. First, we randomly select a variable node r as the root of

the tree, and pass messages from leaves until they reach the root. There are two types

of messages: node-to-factor messages and factor-to-node messages. The message from

node i to the factor a (e.g., a = i ∼ j) can be computed as

µi→a(yi) = ψ(yi)
∏

c∈N(i)\a

µc→i(yi) (10)

where N(i)\a represents all the neighboring factor nodes of node i excluding factor

node a. The message from factor a = i ∼ j to the node j can be computed as

µa→j(yj) = max
yi

(ψa(yi,yj)µi→a(yi)) (11)

Back pointers are kept for each value that achieves the maximum at a max operation.

At the root, we multiply all incoming messages to obtain the maximum probability

and the MAP configuration of the root node y∗r

P ∗ = max
yr

ψ(yr)
∏

a∈N(r)

µa→r(yr)

 (12)

y∗r = arg max
yr

ψ(yr)
∏

a∈N(r)

µa→r(yr)

 (13)

We then back trace the pointers and find the complete values y∗ that lead to P ∗. For

tree graphs, this max-product algorithm provides an exact inference solution. But

for an arbitrary graph with loops, it can only provide an approximate solution.

3.3 Experiments

To evaluate our approach, we conducted experiments on several standard multi-label

image classification data set, comparing to a few state-of-the-art multi-label learning

methods and baselines. We report our empirical results in this section.
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3.3.1 Datasets

We used the following three image data sets in our experiments: Pascal VOC 2007

(Pascal07), Corel5K, and SUN 2012. Pascal07 is one of the most famous image data

set for classification and detection containing 20 different object classes. Corel5K

is a standard image set for multi-label classification with 5, 000 instances and 260

classes. To have a fair comparison with a few comparison methods, some of which

are too slow to deal with many classes, we selected two subsets with 50 most frequent

labels and 100 most frequent labels respectively to use. SUN 2012 [114] is a recently

released large-scale image set for object detection with 16, 873 images and 3, 819

labels. Similarly, 50- and 100-label subsets are applied. The properties of all data

sets are briefly summarized in Table 2, where cardinality denotes the average number

of labels assigned to one image. In these data sets, each image is represented by a

512-dimension GIST [75] feature vector.

Table 2: Summary information of the data sets.

images labels cardinality
Pascal07 4168 20 2.26

Corel5K(s50) 4999 50 2.32
Corel5K(s100) 4999 100 2.89
SUN12(s50) 5000 50 8.98
SUN12(s100) 5000 100 11.18

3.3.2 Experimental Results

One each of five datasets, we compared the proposed approach to the following state-

of-the-art multi-label classification methods and baseline method:

• Ensembled Probabilistic Classifier Chain (EPCC). This probabilistic multi-label

learning method is developed in [19] and it integrates base classifiers in a chain

structure in the label space.

• Maximum Margin Output Coding (MMOC). This is a multi-label learning method
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developed in [125], which performs classification on a simultaneously learned

lower-dimensional label space within a maximum margin framework.

• Logistic Regression (LR). This is a baseline method that trains a set of in-

dependent binary logistic regression classifiers, one for each label, to perform

multi-label classification.

For our proposed approach, there is one regularization trade-off parameter β to

set for the logistic regression classifiers. We found that logistic regression classifiers

are not very sensitive to this parameter. In our experiments, we set β as a very small

value around 0.0002. For the comparison methods EPCC and MMOC, we used the

code packages released on the internet1. These packages contain parameter selection

procedures and settings.

On each data set, we perform a 5-fold cross-validation scheme for all approaches

and report the performance on average with standard errors. To evaluate the multi-

label classification results from different perspective, we used five standard criteria:

macro-F1, micro-F1, hamming loss, precision and recall. The average results and

standard deviations in terms of the five criteria for all the four methods are reported in

Table 3. We can see that our proposed method outperforms all the other comparison

methods across all five data sets and in terms of all the five measure criteria. In terms

of hamming loss, the proposed approach produced the best results on four out of the

five data sets. Moreover, the proposed approach significantly outperforms the baseline

LR method across all different settings. This clearly shows that the augmenting new

labels in our model are very effective in assisting identifying the individual labels,

and it is very beneficial to exploit the label co-occurrence patterns. By comparing

the results on the Corel5k(s50) dataset and the Corel5k(s100) dataset, we can see

that with the increasing of the label set size, the performance of all methods in terms

1https://github.com/multi-label-classification/PCC;
http://www.cs.cmu.edu/yizhang1/files/ICML2012_Code.zip
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of the four measures, macro-F1, micro-F1, precision and recall, has the general trend

of decreasing. In terms of the hamming loss, however, the results of all approaches

are even better on Corel5k(s100) than on Corel5k(s50). This seems very strange. But

if we check the two data sets, we can see that though Corel5k(s100) contains 50 more

labels than Corel5k(s50), the difference between their label cardinality values is very

small. This indicates that the labels are even more sparse in Corel5k(s100) than in

Corel5k(s50). By producing similar number of positive labels, the performance of each

approach will automatically get better in terms of hamming loss, with the increasing

of the label set size. This result suggests that hamming loss is not an appropriate

criterion for multi-label classification when the label cardinality is small while the

number of label classes is large. Similar results are observed across SUN12(s50) and

SUN12(s100) as well. Another observation over the table is that EPCC produced

the second best results in most cases. The EPCC method greatly outperforms the

baseline LR almost on all the data sets and in terms of all criteria, except that on

SUN12(s100) in terms of macro-F1 and on SUN12(s50) in terms of precision, where it

produces similar results with LR. The MMOC method is much more time-consuming

than other methods. On the two data sets with 100 labels, it fails to yield any result

within reasonable period of running time. It has inferior performance comparing to

the proposed approach and EPCC in most cases.

Running time To compare the empirical efficiency of the approaches, we have

also recorded the training time and testing time of each approach on a 64-bit machine

with 16GB memory and quad core intel i7 processors. The results of average running

time are reported in Figure 4. We can see the baseline LR is the most efficient

method in terms of both training and testing time, since it only needs to train a set

of binary classifiers and perform classification independently for each label. Among

the remaining three methods, our proposed approach is significantly more efficient

than the other two methods in terms of the testing time. For training time, the
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Table 3: The average results and standard deviations of all the comparison methods
on five data sets in terms of different evaluation criteria. On each data set, the best
result in each criterion across different methods is shown in bold font. ‘-’ denotes the
fact that method fails to run on the corresponding data set due to the large label size.

Measure Methods
Data sets

Pascal07 corel5k(s50) corel5k(s100) Sun12(s50) Sun12(s100)

Macro-F1

Proposed 0.268(0.005) 0.276(0.003) 0.167(0.004) 0.377(0.004) 0.315(0.002)
EPCC 0.252(0.005) 0.245(0.006) 0.158(0.002) 0.355(0.002) 0.210(0.003)
MMOC 0.220(0.003) 0.218(0.002) - 0.318(0.002) -

LR 0.247(0.006) 0.201(0.003) 0.135(0.002) 0.323(0.002) 0.215(0.002)

Micro-F1

Proposed 0.579(0.004) 0.362(0.005) 0.333(0.003) 0.581(0.003) 0.514(0.002)
EPCC 0.567(0.003) 0.351(0.002) 0.327(0.002) 0.563(0.001) 0.507(0.002)
MMOC 0.543(0.006) 0.238(0.003) - 0.514(0.002) -

LR 0.481(0.007) 0.222(0.003) 0.197(0.003) 0.486(0.003) 0.386(0.003)

Hamming Loss

Proposed 0.057(0.003) 0.062(0.002) 0.023(0.002) 0.146(0.003) 0.089(0.004)
EPCC 0.094(0.001) 0.077(0.001) 0.047(0.000) 0.166(0.001) 0.110(0.000)
MMOC 0.089(0.002) 0.057(0.001) - 0.154(0.001) -

LR 0.121(0.002) 0.079(0.001) 0.049(0.000) 0.170(0.001) 0.138(0.001)

Precision

Proposed 0.697(0.013) 0.343(0.003) 0.310(0.005) 0.656(0.003) 0.541(0.003)
EPCC 0.649(0.004) 0.311(0.002) 0.300(0.003) 0.544(0.001) 0.517(0.002)
MMOC 0.689(0.011) 0.225(0.004) - 0.614(0.003) -

LR 0.518(0.010) 0.198(0.003) 0.185(0.004) 0.548(0.004) 0.403(0.003)

Recall

Proposed 0.570(0.010) 0.458(0.014) 0.418(0.008) 0.641(0.002) 0.565(0.005)
EPCC 0.557(0.003) 0.453(0.005) 0.404(0.004) 0.610(0.003) 0.523(0.003)
MMOC 0.482(0.004) 0.184(0.005) - 0.464(0.003) -

LR 0.507(0.006) 0.235(0.004) 0.206(0.003) 0.456(0.002) 0.396(0.002)
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Figure 7: Training and testing time (seconds) for all methods. Note on corel5k(s100)
and sun12(s100), the yellow bar (for MMOC) is missing due to that MMOC fails to
handle these data sets.
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proposed approach is similar to EPCC on the dataset Pascal07 which has small label

set, and is more efficient than EPCC on the other larger scale data sets. MMOC is

the most inefficient one among all the four methods. It even fails to produce any

results on the two data sets with 100 labels.

Illustration of the Results To have an illustrative understanding about the

image annotation problem and the prediction results, in Table 4 we presented the

predicted labels on four testing images from the SUN12(s50) data set by the four

methods. The true positive labels are shown in bold font. We can see that our

proposed approach is in general more accurate than the other methods, though EPCC

has good precision result on the first image as well.

All these results suggest that by capturing the object combination patterns in

newly created labels, the proposed probabilistic label enhancement model provides

an effective and efficient framework for multi-label image classification.

Table 4: The predicted labels on four test images of SUN12(s50) by comparison
methods. The true positive labels are shown in bold font.

Methods
Proposed wall, floor, ceil-

ing, chair, door,
cabinet, table,
vase, bottle,
window

floor, wall, ceil-
ing, door, ta-
ble, person, box,
books, chair

wall, door, road,
car, sky, trees,
person, mountain

door, sky, trees,
grass

EPCC wall, floor, ceil-
ing, chair, ceil-
ing lamp, table,
vase, flowers,
window, plant

wall, floor, ceil-
ing, chair, door,
person, ceiling
lamp, window,
cabinet

sky, window, door,
plant, building,
tree, grass

sky, tree, wall,
floor, window, ceil-
ing, chair, door, ta-
ble, plant

MMOC wall, floor, win-
dow, ceiling,
chair, table, cur-
tain, sofa, window

wall, floor, ceil-
ing, person, win-
dow, ceiling lamp

sky, car, ceiling,
grass, plant, build-
ing, tree, streetlight

sky, tree, wall,
window, plants

LR wall, floor, ceil-
ing, chair, ta-
ble, bottle, win-
dow, curtain, rug,
sofa

wall, floor, ceil-
ing, person

wall, sky, road,
car, plant, build-
ing, tree, grass,
streetlight

sky, tree, grass,
plant, wall
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3.3.3 Experiments with Dense Graphs

Our proposed approach constructs a tree-graph to identify the informative label com-

bination patterns. In order to produce the tree structure, the maximum spanning tree

algorithm needs to ignore the edges with larger (normalized co-occurrence) weights

to avoid cycles. To investigate whether this is problematic, we tried an alternative

version of the proposed approach by constructing a densely connected graph for label

combinations, instead of restricting to singly connected trees. Specifically, we produce

the dense graph by simply keeping a proportion of the existing edges (there is no edge

between label pairs that never co-occur) with largest weights. In the experiments, we

kept the top 30% of the edges. We compared the two variants of the proposed model

across the five data sets. In particular, Figure 5 shows the examples of the dense

graph and the tree graph constructed on the Pascal07 data set. The tree graph only

has 19 edges, while the dense graph has 37 edges. We can see that the two graphs have

many common edges but also capture some very different label combination patterns.

There are some interesting pairs missing in the tree graph. For example, sofa and

tv monitor can be observed in most sitting rooms, but their combination pair is not

kept in the tree graph. On the other hand, the tree graph captured many important

co-occurrence patterns with much less number of edges. For example, the tree graph

captures the frequent co-occurrences between person and many other objects. By

looking at the images in Pascal07, we can find many images containing person in

different classes, which explains why the tree graph is person-centric. Moreover, even

with much more edges, there are two isolated nodes in the dense graph, while none

of nodes can be isolated in the tree graph.

The classification results of these two variants are reported in Table 5, in terms

of macro-F1, micro-F1 and hamming loss. We can see that though the tree graph

sacrificed edges with larger weights to maintain a singly connected tree structure, its

performance is similar or even slightly better than the performance of the dense graph
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Figure 8: The densely connected graph and tree graph constructed on Pascal 07.
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Table 5: The average comparison results between the proposed approach (with tree
graph) and its alternative version with a dense graph.

Measure Methods
Data sets

corel5k(s50) corel5k(s100) corel5k(full)

Macro-F1
Proposed 0.276(0.003) 0.167(0.004) 0.111(0.004)

LR+Dense 0.278(0.005) 0.162(0.003) 0.095(0.004)

Micro-F1
Proposed 0.362(0.005) 0.333(0.003) 0.317(0.005)

LR+Dense 0.360(0.004) 0.330(0.003) 0.305(0.003)

Hamming Loss
Proposed 0.062(0.002) 0.023(0.002) 0.019(0.001)

LR+Dense 0.078(0.001) 0.032(0.001) 0.021(0.001)

Precision
Proposed 0.343(0.003) 0.310(0.005) 0.418(0.004)

LR+Dense 0.348(0.005) 0.319(0.004) 0.396(0.006)

Recall
Proposed 0.458(0.014) 0.418(0.008) 0.280(0.009)

LR+Dense 0.405(0.011) 0.410(0.007) 0.249(0.004)

in most cases. In terms of the three measures, the dense graph only outperforms the

tree graph on Corel5k(s50) and SUN12(s50) in terms of macro-F1, and on Pascal07 in

terms of hamming loss. With cyclic dense graphs, the max-product algorithm in the

test phase can only produce approximate inference results. This can contribute to the

inferior performance of the dense graph in many cases. Moreover, with more edges

kept in the graph, there will be more auxiliary classifiers to train in the training

phase, this makes the dense graph variant to have larger training time. All these

information suggests that the tree graph is a desirable structure.
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CHAPTER 4

MULTI-LABEL LEARNING WITH INCOMPLETE

LABELS

In this Chapter, we present a probabilistic graphical model that uses a restricted

Boltzmann machine model to capture high-order label dependence relationships in

the output label space and perform effective multi-label learning with incomplete

labels. This work [67] is published in AI and Statistics 2014.

4.1 Related Work

Although multi-label learning has been extensively explored, there are however a

limited number of works that tackled the problem of multi-label learning with incom-

plete labels [3, 7, 12, 54, 83, 99, 120]. [3] develops a probabilistic model that exploits

multi-label correlations and handles missing labels. [7] formulates multi-label clas-

sification as a bipartite ranking problem and exploits the group lasso technique to

handle incomplete label assignments. [12] presents a fast tagging method which learns

two linear mapping matrices from both the input space and the original label space

to recover the missing labels. [54] applies stochastic gradient descent to infer miss-

ing labels and then trains a stacked model for the final prediction. [83] exploits the

information pertaining to partially annotated or unannotated images to achieve semi-

supervised learning under a hierarchical Dirichlet process structure. [99] proposes to

infer missing labels under transductive settings. [120] presents a generic empirical

risk minimization framework for large-scale multi-label learning and accommodates

it to missing labels by only training prediction models on known labels and ignoring

unknown ones. Different from these methods, our proposed approach is an inductive
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learning approach. It addresses multi-label learning with incomplete labels by using

a latent layer in the output space to capture high-order label dependence relation-

ships for label imputation while simultaneously permitting label prediction in the

original label space. Moreover, the previous methods do not exploit free auxiliary

resources to infer label relatedness information, while our approach can incorporate

such information as model priors.

4.2 A Conditional RBM Model

Figure 9: Conditional RBM model.

Given training data with incomplete labels for multi-label classification, D =

{(xi, zi)}Ni=1, where xi ∈ Rd is the input feature vector for the i-th instance and

zi ∈ {0, 1}L is the corresponding label indicator vector. We assume that in the label

indicator vector zi, an entry value 1 indicates the existence of the corresponding label,

while an entry value 0 indicates an unknown status with a possible missing label. In

this work, we use Ω to denote the index set of the observed labels in the training data,

such as (i, j) ∈ Ω if and only if zij = 1. The existence of missing labels can greatly

exacerbate the support sparsity of the labels in the training data and increase the

difficulty of learning accurate multi-label prediction models. To tackle this problem,

we propose a conditional restricted Boltzmann machine (CRBM) model for multi-

label classification, which has a label layer y to represent the underlying true label
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vectors and adds another latent layer h above the label layer to form a restricted

Boltzmann machine. In the literature, RBMs have been effectively used to capture

high-order regularities in the input feature space. We expect a conditional RBM in the

output label space can effectively capture high-order label dependence information to

automatically recover the underlying true label matrix [y1, . . . ,yN ] and learn high-

quality multi-label prediction models. The CRBM model is illustrated in Figure 9,

which has three layers: the input feature layer x, the output label layer y and the

latent layer h; conditioning on x, the two layers y and h form a standard RBM. This

CRBM defines a conditional joint distribution over (y,h), P (y,h|x). The conditional

marginal distribution of the label vector y given the observed input feature vector x

is defined as

P (y|x) =
1

Z(x)

∑
h

exp(−Econd(y,x)− Erbm(y,h)) (14)

where Z(x) is the normalization factor, and Econd(y,x) and Erbm(y,h) are two energy

functions such as

Z(x) =
∑
y

∑
h

exp(−Econd(y,x)− Erbm(y,h)) (15)

Econd(y,x) = −y>Wx (16)

Erbm(y,h) = −y>Gh− y>b− c>h (17)

The energy function Econd(y,x) captures the conditional predictive interactions

between the input features and the output labels, while the energy function Erbm(y,h)

captures standard RBM interactions between the label layer and the latent layer.

Assume there are J latent units in the h layer, we have h ∈ {0, 1}J , while y ∈ {0, 1}L.

Then the CRBM model involves the following set of model parameters, Θ = {W ∈

RL×d, G ∈ RL×J ,b ∈ RL×1, c ∈ RJ×1}. Note under this CRBM model, we still have

the conditional independence properties of the standard RBM models such as

P (h|y,x) =
J∏
j=1

P (hj|y,x), P (y|h,x) =
L∏
l=1

P (yl|h,x)
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and the local conditional probabilities can be easily computed as

P (hj = 1|y,x) = σ(y>G:j + cj) (18)

P (yl = 1|h,x) = σ(Gl:h + bl +Wl:x) (19)

where the σ(x) denotes the standard sigmoid function, σ(x) = 1/(1 + exp(−x)).

Given the training data D with missing labels, we will simultaneously learn the

true label vectors and train the CRBM model by maximizing the following regularized

conditional marginal likelihood of the labels given the observed input data

max
Θ

max
{yi}

∑
i

logP (yi|xi)− γw
2
‖W‖2

F −
γg
2
‖G‖2

F − µ
∑
i

‖yi‖1 (20)

subject to yi ∈ {0, 1}L,yij = 1,∀(i, j) ∈ Ω, ∀i

where γw, γg, µ are trade-off parameters, ‖yi‖1 denotes the L1-norm regularizer, and

‖ · ‖F denotes the Frobenius norm. It is easy to note that the label vectors should be

sparse since each instance is typically only assigned very few positive labels from the

overall label set. We hence use the L1-norm regularizer to promote label sparsity for

the recovered label vectors. The constraints enforce the label vectors to take indicator

binary values that are consistent with the label observations in the training data.

4.3 Auxiliary Label Relatedness Information

The multiple labels of the classification tasks typically have semantic meanings that

can expose some relatedness information, in particular co-occurrence information,

between the label concepts. To exploit such relatedness information, we construct a

label correlation matrix Σ ∈ RL×L using the knowledge extracted from free auxiliary

resources such as Wikipedia. In Wikipedia, each article is related to one topic and

hence we can express our label concept in terms of the Wikipedia topics as discussed

in [76]. Specifically, we collect M topics from Wikipedia and represent each label

as a M-dim vector with each entry recording the statistical occurrence information
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(e.g., occurrence counts, tf-idf feature values) of the label phrase in the articles with

the corresponding topic. In our experiments, we used the explicit semantic analysis

procedure in [30], which uses M = 389, 202 Wikipedia articles. Then we compute the

label correlation matrix Σ by setting its entry Σij as the cosine similarity between

the M -dim vectors of the two label concepts, ci and cj , which naturally captures

the co-occurrence information of the labels in the Wikipedia data. Given this label

correlation matrix, we can compute a prior distribution P0(y) over the label vector y

such as

P0(y) ∝ exp(y>Σy) (21)

which encodes the prior probabilities of possible label vector configurations based on

the auxiliary label correlation knowledge.

We incorporate this auxiliary label correlation matrix into our probabilistic learn-

ing model as a regularization term for each label vector yi. This leads to the following

optimization problem

max
Θ

max
{yi}

∑
i

logP (yi|xi) + β
∑
i

logP0(yi)− γw
2
‖W‖2

F −
γg
2
‖G‖2

F − µ
∑
i

‖yi‖1

(22)

subject to yi ∈ {0, 1}L,yij = 1, ∀(i, j) ∈ Ω,∀i

4.4 Learning Algorithm

The learning problem Eq. 22 formulated above has two sets of variables, the set of

model parameters Θ and the latent label vector variables {yi}, and it is not a joint

convex optimization problem. Let L(Θ, {yi}) denote the objective function of Eq.

22. We propose to perform learning using a Viterbi style expectation maximization

(EM) algorithm, which alternately maximizes the objective function L with respect

to one set of variables given the other set fixed. Specifically, there are two steps: the

model parameter learning step (maximization step), where we perform optimization
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with respect to the set of model parameters Θ given the current label vectors {yi};

and the label recovery step (Viterbi expectation step), where given the current model

parameters, we perform optimization to recover the latent label vectors {yi}. We

present these two steps below.

4.4.1 Model Parameter Learning

Given the current recovery of the missing labels in each label vector yi, the CRBM

model is equivalent to an extended standard RBM model; we can see the joint energy

function E(y,h,x) = Econd(y,x) + Erbm(y,x) in Eq. 14 only extends the standard

RBM model parameters by adding a Wx term to the original b parameter vector.

A standard gradient ascent algorithm for learning undirected graphical models can

iteratively update the set of model parameters Θ with θ = θ + ε∆θ for each θ ∈ Θ,

where ε and ∆θ are the learning rate and direction of the update respectively. In the

standard gradient ascent, the update direction ∆θ is simply the partial gradient of

the objective function with respect to the model parameter θ:

∆θ =
∂L
∂θ

=−
∑
i

(∑
h

P (h|yi,xi)∂E(yi,h,xi)

∂θ
−
∑
h

∑
y

P (y,h|xi)∂E(y,h,xi)

∂θ

)

− θ(γgI[θ∈G] + γwI[θ∈W ]) (23)

where I[·] denotes an indicator function which takes value 1 when the given condition

in the brackets is true. However, the second term within the first set of brackets in

Eq. 23 involves exponential complexity of summation. To avoid this computational

difficulty, we hence use the standard k-step contrastive divergence (CD-k) algorithm

[44] to perform model parameter learning in this extended RBM model. The CD-

k algorithm is a stochastic approximate gradient ascent algorithm. For each i-th

instance, it runs the MCMC chain for k steps, starting from the pre-given y(0)i = yi

vector. In each r-th step, it samples {h(r)i
j } given the previous y(r1)i and then samples

{y(r)i
l } given h(r)i according to the individual binomial conditional distributions of hj
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and yl given in Eq.18 and Eq. 19 respectively. Finally it approximates the gradient

ascent direction with the samples obtained at the k-th step, such that

∆θ =−
∑
i

(∑
h

P (h|yi,xi)∂E(yi,h,xi)

∂θ
−
∑
h

P (h|y(k)i ,xi)
∂E(y(k)i ,h,xi)

∂θ

)

− θ(γgI[θ∈G] + γwI[θ∈W ]) (24)

In our experiments, we used CD-1 algorithm with k = 1, which has been shown to

work well in previous studies on standard RBMs.

4.4.2 Latent Label Recovery

Given the current CRBM model parameters θ, the optimization problem in Eq. 22

can be decomposed into a set of N independent sub-optimization problems, one for

each instance label vector yi:

yi = arg max
y

logP (y|xi) + βy>Σy − µ‖y‖1 (25)

subject to y ∈ {0, 1}L,yj = 1,∀(i, j) ∈ Ω

Let L(i,y) denotes the objective function in 25. Note the normalization factor Z(xi)

(see its definition in Eq.15) for computing P (y|xi) is independent of the y variables,

and hence the objective function L(i,y) can be simplified into

L(i,y) =
J∑
j=1

log
(
1 + exp(y>G:j + cj)

)
+ y>b + y>Wxi + βy>Σy − µ‖y‖1 (26)

Moreover, given the constraint that y has nonnegative values, the L1 norm regularizer

‖y‖1 is equivalent to the sum of the vector entries and the objective function is a

smooth function. We then relax the integer constraint y ∈ {0, 1}L into 0 ≤ y ≤ 1,

and use a projected gradient ascent algorithm with backtracking line search to perform

relaxed optimization.
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In each iteration t of the projected gradient ascent algorithm, given the current

point y(t), the next point y(t+1) can be reached by

y(t+1) = Proj(y(t) + η∗∇y(t)L(i,y)) (27)

where ∇y(t)L(i,y) is the gradient vector value at the current point, η∗ is the optimal

step size found by backtracking line search that maximizes the objective function.

The projection operator, Proj(·), projects the input vector into the feasible region

defined by the constraints, and its j-th entry is defined as

Proj(ŷj) =

 1 if (i, j) ∈ Ω

max(0,min(1, ŷj)) otherwise
(28)

After converging to a local optimal solution y∗, we can round it back to {0, 1} values

to recover the label vector yi. In this procedure, the label vector is recovered by

integrating both the predictive information from the input features, the high-order

label dependence information captured in the CRBM model, and the auxiliary label

relatedness information.

Testing Phase In the test phase, given an instance x, and the CRBM model

learned in the training process, we first initialize y = σ(Wx) by only considering

the input feature information. Then we infer the y labels by using the latent label

recovery step above with an empty Ω set.

4.5 Experiment and Results

To evaluate the proposed conditional restricted Boltzmann machine (CRBM) model

for multi-label learning with incomplete labels, we conducted experiments on four

diverse types of real-world multi-label data sets: Corel5K, Mediamill, CLEF2010 and

Delicious. Corel5K [21] is an image data set, which contains 5, 000 instances and

374 labels, with an average of 3.5 labels assigned to each instance. Mediamill [97]

is a video retrieval data set with 43, 907 instances and 101 labels. On average, each
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instance in this data set has 4.4 labels. CLEF2010 [103] contains 10, 000 images and

93 labels, with an average of 11.7 labels for each image. We rescaled each image to

256×256 and then extracted 512-dimension GIST [75] features to use. Delicious [106]

is a text data set, which contains 16, 105 instances and 983 labels, with an average of

19.0 labels assigned to each instance.
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Figure 10: Classification results on the four data sets in terms of the three evaluation
measures: Each row presents the results on each data set; each column presents the
results in terms of each of the three measures.
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We compared the proposed CRBM approach with the following state-of-the-art

multi-label learning methods that are tailored for incomplete label assignment sce-

narios: (1) A multi-label classification method with label correlations and missing

labels (LCML) [3]. (2) A multi-label ranking with group lasso (MLRGL) algorithm

[7]. (3) A fast tagging method (FastTag) [12]. The proposed CRBM model has the

capacity of incorporating auxiliary label relatedness information. In the experiments,

we exploited the auxiliary label information from Wikipedia by computing label con-

cepts with the explicit semantic analysis method [30], as described in Section 4.3. For

each data set, we randomly selected 3, 000 instances as training data while keeping

the rest as test data. We randomly selected a fraction, , of the observed labels on

the training data to drop and simulate the missing labels. To perform parameter

selection for each experimented approach, we further split the training data into a

training set with 2, 400 instances and a validation set with 600 instances. On the

training set, we randomly dropped 10% of the labels to simulate the missing label

scenario for the parameter selection process; we train each method on the training

set and evaluate its prediction performance on the validation set for parameter selec-

tion. For the proposed approach, we fixed γg = γw = 0.01 and performed parameter

selection on µ and β with µ chosen from {0.01, 0.05, 0.1, 0.5, 1} and β chosen from

{0.01, 0.05, 0.1, 0.5, 1, 5}. The number of hidden units, J , was set roughly proportional

to the original label dimension of each data set: We used J = 50 for Corel5K, J = 20

for Mediamill and CLEF2010, and J = 100 for Delicious. For the other comparison

methods, we performed parameter selection for their parameters from the ranges of

values suggested in their original papers. We measured the prediction performance

of all the methods using three standard multi-label evaluation metrics: Macro-F1,

Micro-F1 and the AUC (area under the curve) criteria. All the results reported in

this section are averages on five repeated runs with different random data partitions.

42



4.5.1 Classification Results on the Test Data

To investigate the learning capacity of the comparison methods in the scenario of

incomplete labels, we conducted experiments with a range of different training label

missing rates, σ ∈ {10%, 30%, 50%, 70%}. For each given training label missing rate,

the average test performance over five runs were recorded on each data set for each

comparison method. The comparison results in terms of the three evaluation measures

on the four data sets are reported in Figure 10.

We can see that among the three comparison methods, LCML, MLRGL and Fast-

Tag, each of them exhibits strength on different data sets and with different evaluation

measures. LCML outperforms both MLRGL and FastTag on Corel5K in terms of

MacroF1 and Micro-F1 and on Delicious in terms of MacroF1, across the range of

different training label missing rates, but produces the worst results on CLEF2010

in terms of Micro-F1. MLRGL produces the best results among the three methods

on CLEF2010 in terms of Macro-F1 and Micro-F1 and on Mediamill in terms of

Macro-F1, across the range of different training label missing rates, but produces the

worst results on Corel5K and Delicious across all three measures and on Mediamill

in terms of Micro-F1 and AUC. FastTag outperforms LCML and MLRGL across all

the four data sets in terms of AUC measure and on Mediamill and Delicious in terms

of Micro-F1, but produces the worst results on CLEF2010 and Mediamill in terms of

Macro-F1. On the other hand, the proposed approach CRBM consistently produces

the best results and outperforms all the three comparison methods across different

label missing rates on all the four data sets in terms of almost all the three evaluation

measures, except on Mediamill with σ = 10% in terms of MacroF1 and on Delicious

with σ ∈ {10%, 30%} in terms of AUC. Even in the three cases where CRBM fails

to produce the best results, it produces the second best results that are very close to

the best ones. These results demonstrate the efficacy of the proposed approach on

handling multi-label learning with missing labels in different scenarios. We also noted
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in our experiments that the proposed CRBM has comparable training time with the

other comparison methods.

4.5.2 Label Recovery on the Training Data

For all the comparison methods used in our experiments, we have also investigated

their capacity of recovering missing labels on the training data. Specifically, for

each method, after training a multi-label prediction model on the training data that

have incomplete label assignments, we apply the prediction model on each training

instance to obtain a predicted label vector, which is expected to recover the missing

labels in the original label vector. We then evaluate the performance of missing label

recovery using a missing label recovery accuracy measure, which is defined as the

ratio between the number of correctly recovered missing labels and the number of

total missing labels on the training data.

The average missing label recovery results for all the comparison methods on the

four data sets are reported in Table 6 1. We can see that with the increase of the

label missing rate, the performance of all methods naturally degrades. But in general

all the methods produce reasonably good results, even with σ = 70%. FastTag

demonstrates a good label recovery capacity by consistently outperforming LCML

and MLRGL. But our proposed method, CRBM, consistently outperforms FastTag

and produces the best results across all the data sets and different label missing rates.

4.5.3 Impact of Auxiliary Knowledge

We have also further studied the impact of different auxiliary knowledge within our

proposed model on the image data set Corel5K. In addition to exploiting Wikipedia

data based on the explicit semantic analysis (ESA) technique, which we denote as

CRBM-WikiESA here, we also tested two alternative methods of extracting auxiliary

1Due to space limitation, we only reported the results for missing rates σ ∈ {30%, 70%}. The
comparison results with σ ∈ {10%, 50%} are quite similar to the reported ones.
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Label Missing Rate Methods Corel5K Mediamill CLEF2010 Delicious

30%

CRBM 94.1 ± 1.3 90.2 ± 1.3 90.4 ± 0.1 93.6 ± 1.1
LCML 89.7 ± 1.0 83.9 ± 0.5 80.7 ± 1.3 90.3 ± 0.0

MLRGL 87.4 ± 0.7 86.6 ± 1.0 82.8 ± 1.3 85.2 ± 0.6
FastTag 92.6 ± 0.8 90.0 ± 0.3 89.8 ± 1.1 91.4 ± 0.2

70%

CRBM 88.5 ± 0.7 84.7 ± 1.3 85.5 ± 0.2 88.6 ± 0.1
LCML 80.4 ± 0.3 75.4 ± 0.9 73.1 ± 1.0 84.2 ± 0.9

MLRGL 80.7 ± 0.7 81.9 ± 0.9 76.7 ± 0.2 80.4 ± 0.1
FastTag 87.7 ± 0.9 84.5 ± 1.2 84.7 ± 0.9 85.3 ± 0.1

Table 6: Missing label recovery accuracy result (mean±std) on the four data sets.

Table 7: The classification results (mean±std) on Corel5K with different auxiliary
knowledge.

Measure CRBM-Wiki-ESA CRBM-Wiki-WE CRBM-SUN-CS CRBM-∅

Micro-F1
30% 31.9 ± 0.1 28.8 ± 1.2 30.7 ± 0.2 26.7 ± 1.1
70% 19.2 ± 0.2 16.5 ± 0.5 18.7 ± 0.6 15.3 ± 0.2

Macro-F1
30% 15.9 ± 0.1 13.8 ± 0.2 15.6 ± 0.2 12.5 ± 0.5
70% 13.1 ± 0.2 11.3 ± 0.5 12.7 ± 0.7 9.7 ± 0.5

AUC
30% 62.9 ± 0.1 59.8 ± 0.8 61.7 ± 0.2 57.7 ± 0.2
70% 59.2 ± 0.2 50.5 ± 0.7 58.1 ± 1.1 49.6 ± 0.8

knowledge from Wikipedia and an image resource by learning word embedding and

co-occurrence statistics respectively. The word embedding (WE) method exploits the

Wikipedia resource as well. But different from the explicit semantic analysis method,

we use the neural network word embedding technique in [15] to learn word embedding

vectors from Wikipedia articles, which provides semantic vector representations for

all the labels we have for Corel5K. In particular, we used 50-dimension vectors for the

labels. The label correlation matrix Σ was computed based on the cosine similarity

between the label vectors. We denote this method as CRBM-Wiki-WE. The co-

occurrence statistics (CS) method is used to extract knowledge from a more relevant

auxiliary resource, i.e., a large scale image data set SUN [114], which contains 908

scene categories and 3, 819 object categories. We calculated the label correlation

matrix Σ for labels in Corel5K based on the label co-occurrence information presented

in SUN, such as Σij = nij/(ni+nj), where ni and nj denote the numbers of occurrences

of the i-th and j-th label concepts of Corel5K in SUN, and nij denotes the number of
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co-occurrences of the two label concepts in SUN. We denote this method as CRBM-

SUN-CS. We compared these three variants of the proposed model with a baseline

CRBM-∅ model that ignores the auxiliary label information. The results with two

different label missing rates are reported in Table 7.

We can see that the three variants of CRBM that exploit auxiliary knowledge

all consistently outperform the baseline model. This suggests that the label relat-

edness knowledge extracted from free auxiliary resources is in general helpful for

handling missing training labels and our proposed model provides the proper ca-

pacity of exploiting such knowledge. Among the three variants, the improvements

achieved by CRBM-Wiki-WE over the baseline CRBM-∅ are much smaller than the

other two variant methods. This is reasonable since the similarity between the label

embedding vectors extracted by CRBM-Wiki-WE in some cases may not reflect the

label co-occurrence information. CRBM-Wiki-ESA and CRBM-SUN-CS outperform

CRBM-∅ with large margins across all the evaluations as they both incorporate la-

bel co-occurrence information. Moreover CRBM-Wiki-ESA produces the best results

among all the methods across all the learning scenarios and evaluation measures.

These results again justified our proposed model in incorporating auxiliary label cor-

relation knowledge from Wikipedia.
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CHAPTER 5

ACTIVE LEARNING FOR MULTI-LABEL

CLASSIFICATION

In this chapter, we are presenting multi-label learning methods in active learning

scenario. Two different problems are studied, standard multi-label problem and hi-

erarchical classification problem. Two effective query strategies [64] are designed for

the former problem, which is published in International Joint Conference on Artificial

Intelligence 2013. A multi-level active learning method [65] is proposed for the latter

problem, which is published in European Conference on Computer Vision 2014.

5.1 Standard Multi-label Active Learning

5.1.1 Related Work

The aim of active learning is to reduce labeling effort and cost required for training

a high quality prediction model. Given a large pool of unlabeled instances, an active

learner iteratively selects most informative instances from the pool to query an oracle

(e.g., a human annotator) for labels. Most active learning studies in the literature

have focused on single-label classification problems. One most commonly used active

learning strategy is uncertainty sampling, where the active learner selects the instance

that is most uncertain to label for the current trained classification model. Though

uncertainty sampling methods remain myopic without measuring the future predictive

informativeness of the candidate instance on the large amount of unlabeled data,

they are computationally efficient and have demonstrated good empirical performance

[61, 71, 17, 91]. Some more sophisticated non-myopic active learning methods exploit

unlabeled data to minimize an approximation of the generalization error [35, 37, 87,
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117, 127]. Such methods however are usually computationally expensive because they

require a new prediction model to be retrained for each candidate query.

Active learning for multi-label classification however is still in a preliminary state.

Most multi-label active learning methods decompose multi-label classification into

a set of binary classification problems and make instance selection decisions by ex-

ploiting the binary classifiers independently without considering the label structure

information of an instance revealed across all classes. [6] uses a simple extension of

the uncertainty sampling strategy. It decomposes the multi-label classification prob-

lem into several binary ones using the one-vs-all scheme, and selects the instance

that minimizes the smallest SVM margin among all binary classifiers. [95] simply

takes the average of the uncertainty scores from all SVM binary classifiers as the

instance selection measure. In [66], an SVM active learning method was proposed for

multi-label image classification. It determines the predicted labels of an unlabeled

instance using binary SVM classifiers and make instance selection decision by using

Max Loss (ML) and Mean Max Loss (MML) strategies to count prediction losses of

all binary classifiers. [118] presents a strategy called maximum loss reduction with

maximal confidence (MMC). It uses a multi-class logistic regression to predict the

number of labels for an unlabeled instance and then computes the MMC measure by

summing up losses from SVM classifiers on all labels. Different from these methods

above, [23] exploits a multi-label boosting classification method and tests a number of

strategies that conduct instance selections by combining measures from each class in

an unequally weighted way. In addition, some other multi-label active learners con-

sider selecting both instance and labels for annotations. For example, [82] develops a

two-dimensional active learning algorithm that selects sample-label pairs to minimize

the Bayesian classification error bound. [109] develops a multi-label multiple-instance

active learning approach that selects both an image example and a level of annotation

to request. In this work, we nevertheless focus on the general problem of instance
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selection, and develop two novel multi-label uncertainty sampling strategies and an

approximate generalization error measure to efficiently select the most informative

instance.

5.1.2 Problem Description

In this work we consider pool-based active learning which appears to be the most

popular scenario for applied research in active learning. Assume we have a small

set of labeled multi-label instances L = {(xi,yi)}Nl
i=1, but a large pool of unlabeled

instances U = {(xi)}Nu
i=1. Same as above, the label vector yi is a {+1, 1}-valued vector

with length K. An active learner will iteratively select the most informative instance

from the unlabeled pool U to label, then move it to the labeled set L and retrain

the classification model on the augmented L. We aim to design multi-label active

learning strategies for learning a good multi-label SVM classification model with

fewer labeled instances and hence lower labeling cost. Below we will first present

two novel multi-label uncertainty sampling strategies from the perspectives of label

prediction and label dimension statistics respectively, and then present an adaptive

integration of these two strategies under a novel approximate generalization error

measure. However, the key issue of active learning mechanism is how to decide the

most informative data per cycle.

5.1.3 Max-Margin Uncertainty Sampling

Uncertainty sampling is one of the simplest and most effective active learning strate-

gies used for single-label classification. The central idea of this strategy is that the

active learner should query the instance which the current classifier is most uncertain

about. For binary SVM classifiers, the most uncertain instance can be interpreted

as the one closest to the classification boundary [9]. As we reviewed in previous sec-

tion, many multi-label active learning methods simply extend this binary uncertainty

concept into the multi-label learning scenarios by integrating the binary uncertainty
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measures associated with each individual class in independent manners, such as taking

the minimum over all classes [6], and taking the average over all classes [95, 118].

However, though multi-label classification can be conducted by training a set of

independent binary classifiers, the prediction values produced by the multiple binary

classifiers over the same instance are not irrelevant to each other. Note the training

processes of multi-label classification and multi-class classification via the “one-vs-all”

scheme are exactly the same. However, for a new instance x, multi-class classification

determines its single positive label by comparing the prediction values of all binary

classifiers, such as yk∗ = 1 for k∗ = arg maxk fk(x). [86] shows such a simple “one-vs-

all” multi-class classifier is as accurate as any other multi-class approach, assuming

the underlying binary classifiers are well-tuned regularized classifiers such as SVMs.

This suggests the prediction values of binary SVM classifiers trained using the “one-

vs-all” scheme for multi-label classification are directly comparable as well.

Moreover, inspired by ranking-loss based multi-label classification methods [16,

38], we observe that multi-label prediction is really about the overall separation of

the group of positive labels from the group of negative labels. We thus propose

to use a global separation margin between the group of positive label prediction

values and the group of negative label prediction values to model the prediction

uncertainty of an instance under the current multi-label SVM classifiers. Specifically,

given the set of binary SVM classifiers f1, · · · , fk, the predicted label vector ŷi of an

unlabeled instance xi can be determined by the sign of the prediction values such as

ŷik = sign(fk(xi)). Let ŷ+
i denotes the set of predicted positive labels and ŷ−i denotes

the set of predicted negative labels, the separation margin over instance xi can then

be defined as
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sep margin(xi) = min
k∈ŷ+

i

fk(xi)−max
s∈ŷ−i

fs(xi)

= min
k∈ŷ+

i

|fk(xi)|+ min
s∈ŷ−i
|fs(xi)| (29)

Intuitively, a good multi-label classification model should maximize such separation

margins over all instances to make sure the positive labels and the negative labels

are well separated. The instance that has the smallest separation margin should be

the most uncertain instance under the current classification model. Thus we define a

novel global multi-label uncertainty measure as the inverse separation margin.

u(x) =
1

sep margin(x)
(30)

We call this measure a max-margin prediction uncertainty measure since it aims to

reduce the prediction uncertainty and increase the separation margins of all instances.

5.1.4 Label Cardinality Inconsistency

The separation margin we defined above is computed based on the predicted positive

labels and negative labels. However, when there are mistakes in label prediction, the

predicted separation margin of an instance may not correctly reveal its prediction

uncertainty property. Figure 11 demonstrates such a toy example with five classes,

where the predicted separation margin of the example instance is large, but the pre-

diction mistakes show the instance is in fact very uncertain to predict. Though it is

impossible to identify exact prediction mistakes on unlabeled instances, we observe

that the number of predicted positive labels can shed some useful information over

the possible prediction mistakes and overall prediction uncertainty of an unlabeled

instance according to the statistical dimension of positive labels. The labeled and un-

labeled instances are all drawn from the same underlying distribution, thus not only

their input features, but also their output labels share common statistical properties.
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Figure 11: The ordered prediction values over instance x by binary classifiers across
five classes. The red line marks the predicted separation line between positive and
negative labels. The blue line marks the true separation line between positive and
negative labels.

One observation we have is that the multilabel instances usually have similar number

of positive labels. The average number of positive labels assigned to each instance

in a multi-label data set is called its label cardinality [104]. Thus the number of

predicted positive labels of an unlabeled instance is expected to be consistent with

the label cardinality computed on the labeled data. Based on this observation, we

introduce a novel active selection strategy called label cardinality inconsistency to

measure the prediction uncertainty over an unlabeled instance from the label dimen-

sion perspective. For an unlabeled instance xi, this inconsistency measure is defined

as the Euclidean distance between the number of predicted positive labels and the

label cardinality of the current labeled data:

c(xi) = ‖
K∑
k=1

I[ŷik>0] −
1

Nl

Nl∑
j=1

K∑
k=1

I[yjk>0]‖2 (31)

where I[·] is an indicator function and it has value 1 when the given condition is

true, 0 otherwise. Though very simple, our empirical work presented later shows this

instance selection measure works reasonably well, even better than a few other multi-

label instance selection strategies. To our knowledge, exploiting information from

label dimension perspective for active instance selection has also been exploited in

the MMC method but in an indirect way [118]. It uses a multi-class logistic regression

classifier to predict the number of positive labels, m, for an unlabeled instance and

then compute the loss reduction measure based on this prediction.
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5.1.5 An Adaptive Integration Approach

The two active learning strategies we proposed above can be complementary to each

other in many cases. For the toy example given in Figure 11, if the label cardinality

computed from the labeled data is 2, then the uncertainty of the example instance

x can be captured by the label cardinality inconsistency measure thought it has a

low uncertainty value under the max-margin prediction uncertainty measure. We

thus propose to combine the strengths of the two measures by integrating them in a

weighted form.

q(x, β) = u(x)β · c(x)1−β (32)

where β ∈ [0, 1] is a trade-off parameter that balances the relative importance degrees

of the two measures.

However, it is difficult to pick a fixed weight parameter β that works well in

different phases of active learning process and different active learning scenarios, since

the strength of each component measure may vary in different learning scenarios. It

is important to conduct flexible selections over the β parameter to fit into different

learning scenarios. A previous work [20] tackled dynamic active learning by making

strategy switch across stages of active learning process, which nevertheless lacks a

consistent selection criterion across iterations. To achieve a consistent but flexible

application of the integration criterion 32, we propose to adaptively select the best

integration parameter β∗ in each iteration of the active learning. Though it is hard to

make continuous β value selection, we propose to select β value from a prefixed set of

discretely sampled values, e.g., B = [0, 0.1, · · · , 0.9, 1]. For each β value in the given

set B, we can select one instance from the unlabeled pool U using the integrated

selection measure in 32. After collecting all selected instances (no more than |B|

instances) together into a set S, we then select the best β value from B by selecting

the most informative instance from the set S.
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To make β selection, we propose an approximate generalization error for refined

instance selection from the pre-selected set S, which measures the future prediction

error if the candidate instance and its predicted labels were added to the labeled

training set. Specifically, for each instance x ∈ S, we use the multi-label SVM

classifier F 0 = [f 0
1 , · · · , f 0

K ] trained on the current labeled set L to predict its label

vector ŷ. Then we train a new multi-label SVM classifier F = [f1, · · · , fK ] on the

augmented labeled set L ∪ (x, ŷ). The approximate generalization error of this new

classifier F induced by the candidate instance x is defined as

ε(x) =
Nu∑
i=1

max
k∈ŷ+

i

[1− fk(xi)]+ + max
s∈ŷ−i

[1 + fs(xi)]+ (33)

where [a]+ = max(0, a), ŷ+
i denotes the predicted positive labels of the unlabeled

instance xi by the classifier F , and ŷ−i denotes the predicted negative labels corre-

spondingly. This error is simply the sum of the two hinge losses around the predicted

separation margin on each unlabeled instance. Finally the instance selection on S

can be conducted by

x∗ = arg min
x∈S

ε(x) (34)

It is natural to choose the unlabeled instance that would lead to the greatest reduction

in future prediction error. However, it is computationally expensive to employ such a

strategy directly because it requires retraining the multi-label classification model for

each candidate instance in the unlabeled pool U . Nevertheless, it is a suitable strategy

to make refined instance selection from a pre-selected small set in our algorithm. The

overall adaptive active learning procedure is described in Algorithm 1.

5.1.6 Experimental Results

We evaluate our proposed multi-label active learning approach by conducting exper-

iments on three image data sets, Corel5K [21], MSRC 23-class [93], MIR Flickr [46],

and a text data set, RCV1-S2 [62]. We compared the following approaches in our

experiments:
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Algorithm 1 Adaptive Active Learning Procedure

Input: Labeled set L, unlabeled set U , parameter set B
repeat

Training multi-label SVM classifier F 0 on L
for all xi ∈ U do

Compute u(xi) and c(xi)
end for
for all β ∈ B do

Mark a candidate instance x = arg maxx∈U q(x, β)
end for
Copy all marked candidate instances into a set S
for all xj ∈ S do

Produce ŷ using classifiers F 0

Retrain a new classifier F on (x, ŷ) ∪ L
Compute ε(x) using classifier F and Eq. 33

end for
Select instance x∗ from S using Eq. 34.
Remove x∗ from U , query its label vector y∗.
Add (x∗,y∗) into Y .

until Enough instances are queried

• Random – the baseline using random instance selection.

• SVM – the baseline method that selects the most uncertain instance from

all the uncertainty instances selected by the individual binary SVM classifiers,

following the principle of the work [6].

• MML – The method proposed in [66]

• MMC – The method proposed in [118]

• MMU – the active learning method based on the max-margin prediction un-

certainty sampling strategy we proposed in Section 5.1.3.

• LCI – the active learning method based on the label cardinality inconsistency

strategy in Section 5.1.4.

• Adaptive – the adaptive active learning approach we developed in this paper.
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All these methods use the multi-label SVM classification model for multi-label clas-

sification. We used a fixed trade-off parameter C = 10 in all the experiments.
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Figure 12: The average results over 10 runs in terms of Macro-F1, Micro-F1, and
Accuracy on the Corel5K subset with 15 classes.
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Figure 13: The average results over 10 runs in terms of Macro-F1, Micro-F1, and
Accuracy on the MSRC 23-class data set.

Experimental setting. To conduct our active learning experiments, we sampled

a 15-class subset of the Corel5K data with 2,160 images and a label cardinality value

2.4; a 15-class subset of the MIR Flickr data with 2,301 images and a label cardinality

value 2.3. We used the entire MSRC 23-class data set, which has 591 images over 23

classes and a label cardinality value 2.5. For these image classification tasks, we used

GIST features [75] and SIFT [70] features for image representation. For the RCV1-S2

text data, we sampled a 15-class subset with 2,657 documents in total and a label

cardinality value 2.4.

For each active learning experiment, we first randomly partitioned the data into

56



60 80 100 120 140 160 180
0.17

0.18

0.19

0.2

0.21

0.22

0.23

0.24

0.25

Number of Labeled Instances

M
a
c
ro

 F
1

 

 

Random

SVM

MML

MMC

MMU

LCI

Adaptive

(a) F1-Macro

60 80 100 120 140 160 180
0.21

0.22

0.23

0.24

0.25

0.26

0.27

0.28

0.29

Number of Labeled Instances

M
ic

ro
 F

1

 

 

Random

SVM

MML

MMC

MMU

LCI

Adaptive

(b) F1-Micro

60 80 100 120 140 160 180
0.13

0.14

0.15

0.16

0.17

0.18

Number of Labeled Instances

A
c
c
u

ra
c
y

 

 

Random

SVM

MML

MMC

MMU

LCI

Adaptive

(c) Accuracy

Figure 14: The average results over 10 runs in terms of Macro-F1, Micro-F1, and
Accuracy on the MIRFlickr data set.
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Figure 15: The average results over 10 runs in terms of Macro-F1, Micro-F1, and
Accuracy on the RCV1-S2 subset.

three parts: labeled set, unlabeled pool and test set, under the condition that at

least one positive label appears for each class in the labeled set, and then ran each

comparison approach independently to conduct active learning based on the same

initial setting. The partition settings we used for the four data sets are given as

below: Corel5K (115 labeled images; 1,496 unlabeled images; 690 test images); MSRC

(59 labeled images; 354 unlabeled images; 177 test images); MIR Flickr (70 labeled

images; 1,582 unlabeled images; 708 test images); and RCV1-S2 (132 labeled images;

1,727 unlabeled images; 797 test images). For each active learning approach, we

ran it for 100 iterations, and queried 100 instances in total. In each iteration, after

querying the label of the selected instance, we retrained the multi-label SVM classifier

on the increased labeled set, and evaluated its performance on the test set in terms
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of three performance measures: macro-F1, micro-F1 and accuracy. We repeated each

experiment 10 times and reported the average results.

Results. The experimental results on the four data sets are reported in Figure 12

Figure 15. We can see that the naive random sampling baseline, Random, obviously

demonstrates inferior performance on all data sets, comparing to most other methods.

The SVM method, which selects the most uncertain instance based on independent

selections made by individual binary classifiers, demonstrates poor performance as

well. Especially, on the MIR Flickr data set, the classification performance produced

by SVM even degrades with more instances (possibly outliers) being labeled. The two

specialized multi-label active learning methods, MMC and MML, demonstrate supe-

rior performance over the two baselines in many cases. MMC, originally introduced for

document classification, outperforms both Random and SVM on the multi-label text

classification data, RCV1-S2, in terms of micro-F1 and accuracy, and on the image

data MIR Flickr,in terms of all three evaluation measures. MML, originally developed

for image classification, outperforms the previous three methods, Random, SVM and

MMC on the image data sets, Corel5K and MSRC 23-class, but produces similar

performance as MMC on MIR Flickr and RCV1-S2. Nevertheless, the performance

gains achieved by MMC and MML are small and inconsistent across different data

sets. The proposed two novel active learning methods, MMU and LCI, on the other

hand, demonstrate clear and consistent advantages over the previous four methods,

Random, SVM, MML and MMC. MMU outperforms the previous four baseline meth-

ods on all data sets, and outperforms LCI on two data sets, MSRC 23-class and MIR

Flickr. The simple label cardinality inconsistency based method, LCI, outperforms

all four baseline methods on three data sets, Corel5K, MIR Flickr, and RCV1-S2. On

RCV1-S2, LCI produces similar performance as MMU, and on Corel5K, LCI even

outperforms MMU. This suggests the uncertainty knowledge based on simple label

dimension statistics is very useful. The proposed Adaptive active learning method
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effectively combines the strengths of MMU and LCI, and has demonstrated outstand-

ing superior performance comparing to all the other six comparison methods on all

four data sets across all three evaluation measures.

5.2 Hierarchical Active Learning

For hierarchical task, we focus on a popular computer vision application, scene recog-

nition, in this work. To be more specific, recognition of scene means providing in-

formation about the semantic category and the function of the environment. From

such sense, we can view a scene as a high-level concept, which consists of multiple

objects, e.g. desk, chair, and trees. Therefore, in order to successfully recognize a

scene, it is critical and unavoidable to identify those objects involved in the scene. In

this section, we first review the related literature, and then establish the hierarchical

semantic scene classification model based on latent object level representations in

Section 5.2.2 and afterwards present our multi-level adaptive active learning method

in Section 5.2.3.

5.2.1 Related Work

In this section, we present a brief review over the related scene classification and

active learning works developed in computer vision field.

Scene classification has long gained its popularity in the literature. Previous works

on scene classification can be categorized into two main groups: data representation

centered methods and classification model centered methods. In the first group, mid-

level representations built from low-level features such as SIFT [70] or HOG [18]

features have been exploited for scene classification. For example, [26] introduces a

bag-of-words (BoW) model based on low-level features to represent a natural scene

image. [60] proposes a spatial pyramid matching model to further improve the BoW

model by taking the spatial relationship between the visual words into account. [113]
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proposes a novel holistic image descriptor for scene classification. More recent ef-

forts have centered on representing a scene with semantically meaningful information

rather than statistic information of low-level hand-designed features. [88] proposes

an image representation based on discriminative scene regions detected using a latent

SVM model. [63] proposes an object-centered approach called object bank, where

each image is represented as the response map to a large number of pre-trained

generic object detectors. Our classification model shares similarity with this work

on using the presence of objects as attributes for scene classification. However, the

object bank method requires supervised training of a large number of object detectors

which is extremely expensive in terms of annotation cost, while the object classifiers

in our model are learned on the y in a semi-supervise manner and require very limited

annotations. Moreover, the object detectors of the object bank model take the whole

image as input, while our object classifiers pursue patch-based training. Another

work [80] also proposes an attribute based scene representation which contains bi-

nary attributes to describe the intra- and inter-class scene variations. But similar to

the object bank method, their attribute learning is quite expensive and they predict

the presence of attributes using the sliding window technique which further increases

the computational cost. For methods centered on classification model development,

we would like to mention a few works with widely used techniques [77, 84, 78]. In

[77], a deformable part-based model (DPM) has been applied to address scene cate-

gorization. [84] proposes a prototype based model for indoor scenes that captures the

characteristic arrangements of scene components. [78] proposes a latent structural

SVM for the reconfiguration version of a spatial bag of words model. These methods

also demonstrate the usefulness of exploiting mid-level representations for scene clas-

sification. Nevertheless, all these methods are passive learning methods and require

a large number of labeled instances for training.
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Active learning methods have been widely used in computer vision field to re-

duce human labeling efforts in image and video annotation [52, 117], retrieval [110],

recognition [47, 52] and segmentation [107]. These active learning methods itera-

tively select the most informative instance to annotate according to a given instance

selection criterion. Recently, some researchers have observed that exploiting single

criterion for instance selection lacks the capacity of handling different active learning

scenarios, and an adaptive active learning strategy that integrates strengths of differ-

ent instance selection criteria has been proposed in [64]. Nevertheless, all these active

learning methods are limited to querying labels in the target prediction label space,

and lack sufficient capacity of handling the highly semantic scene classification prob-

lems and exploiting advanced scene classification models, especially when the scene

images are ambiguous to categorize as demonstrated in Figure 3. Our proposed active

learning approach will address the limitation of these current methods by exploiting

a latent object-based scene classification model and performing multi-level adaptive

label querying at both the scene class level and the object class level.

There are a number of existing active learning methods that query the labelers for

information beyond the target image labels. For example, [72] considers attributed

based prediction models and asks users for inputs on the attribute level to improve the

class predictions, while assuming fixed attribute configurations for each give image

class label. [108] treats the overall object classification problem as a multi-instance

learning problem and considers the same type of labels at two levels, instance level

(segments) and bag level (images). These works [72, 108] nevertheless are still limited

to exploiting the same type of standard queries, while another few works [4, 79, 94, 55]

have exploited semantic or multiple types of queries. [4, 79] introduces a new inter-

active learning paradigm that allows the supervisor to additionally convey useful do-

main knowledge using relative attributes. [94] presents an active learning framework

to simultaneously learn appearance and contextual models for scene understanding.
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It explores three different types of questions: regional labeling questions, linguistic

questions and contextual questions. However, it does not handle scene classification

problems but evaluate the approach regarding the region labels. [55] presents an

active learning approach that selects image annotation requests among both object

category labels and the object-based attribute labels. It shares similarity with our

proposed approach in querying at multi-levels of label spaces, but it treats image

labels and attribute labels in the same way and involves expensive computations.

Nevertheless, these active learning works tackle object recognition problems using

pre-fixed selection criteria. Our proposed approach on the other hand uses an adap-

tive multi-level active learning strategy to optimize a latent object-based hierarchical

scene classification model.

5.2.2 Hierarchical Scene Classification Model

Learning mid-level representations that capture semantic meanings has been shown

to be incredibly useful for computer vision tasks such as scene classification and

object recognition. In this work, we treat object category values as high level scene

attributes, and use a hierarchical model for scene classification that has a mid-level

object representation layer. The work flow of our approach has four stages: Firstly,

we preprocess each image into a bag of patches and a bag of low-level feature vectors

can be produced from the patches. For the sake of computational efficiency, we only

used aligned non-overlapping patches. We expect each patch presents information at

the local object level. Secondly, we perform unsupervised clustering over the patches

using a clustering method K-Medoids and then assign an object class name to each

patch cluster by querying the object level labels for the center patch in each cluster.

Thirdly, we train a set of binary object classifiers based on these named clusters of

patches using the one-vs-all scheme. Then for each image, its mid-level object-based

representation can be obtained by applying these object classifiers over its patches.

62



Figure 16: Examples of the mid-level semantic representation employed in our scene
classification model. Each 1 indicates the presence of an object and each 0 value
indicates the absence of an object in a given image.

That is, each image will be represented as a binary indicator vector, where each entry

of the vector indicates the presence or absence of the corresponding object category in

the image. Figure 3 presents examples of this mid-level object-based representation

of images. Finally, a multi-class scene classifier is trained based on the mid-level

representation of labeled images. To further improve the scene classifier, we have also

considered using hybrid features to train the scene classifier. That is, we train the

scene classifier based on both the mid-level representation features and the low-level

features of the labeled images. This turns out to be more robust for scene classification

than using the mid-level representation alone. More details will be discussed in the

experimental section.

Our system uses logistic regression as the classification model at both object and

scene levels. Given the patch labels produced by clustering, for each object class, we

have a set of binary labeled patches {(x̃i, z̃i)}No
i=1 with z̃i ∈ {+1,−1}. We then train

a probabilistic binary logistic regression classifier for each object class to optimize a

`2-norm regularized log-likelihood function

min
u
−C

No∑
i=1

logP (z̃i|x̃i) +
1

2
u>u (35)
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where

P (z̃i|x̃i) =
1

1 + exp(−z̃ix̃>i u)
(36)

For scene classification, given the labeled data L = {(z̃i; yi)}Ni=1, where zi is the

mid-level indicator representation vector for the i-th image Ii, and yi is its scene

class label, we train a multinomial logistic regression model as the scene classifier.

Specifically, we perform training by minimizing a `2-norm regularized negative log-

likelihood function

min
w
−C

N∑
i=1

logP (yi|zi) +
1

2
w>w (37)

where

P (yi = c|zi) =
exp(z>i wc)∑
c′ exp(z>i wc′)

(38)

The minimization problems in both 35 and 37 above are convex optimization prob-

lems, and we employ the trust region newton method developed in [69] to perform

training.

We can see that our hierarchical scene classification model has similar capacity

with the object bank method regarding exploiting the object-level representations

of images. For object-based representation models, one needs to determine what

object classes and how many of them should be used in the model. The object

bank model chooses object classes based on some statistic information drew from

several public data sets and their object detectors are trained on several large data

sets with a large amount of object labels as well. However, our model only requires

object labels for a relatively very small number of representative patches produced

by K-Medoids clustering method to automatically determine the object classes and

numbers involved in our target data set. In detail, for each cluster center patch,

we will seek an object label from a human labeler through a crowd-sourcing system

and take it as the class label for the whole cluster of patches. However, due to the

preferences of different labelers, the labels can be provided at different granularity

levels, e.g., ”kid” vs ”sitting kid”. Moreover, typos may exist in the given labels, e.g.,
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”groound” vs ”ground”. We thus apply some word processing technique [98] on the

collected object labels. When the given label is a phrase, we will not process it as

a new category if one of its component words is already a category keyword. Hence

”sitting kid” will not be taken as a category if ”kid” is already one. After object labels

being purified, we merge the clusters with the same object labels and produce the

final object classes and number for the given data. In our experiments, the numbers

of object classes resulted range from 20 to 50, which fits into the principle of Zipf’s

Law and implies that a small proportion of object classes account for the majority of

object occurrences. Note that we go through this procedure only once, which means

that the object labels are fixed after identified by the above process. Since we assume

the most important object classes will not change that much even though data is

scarce. However, this procedure can be easily extended to incorporate new object

classes dynamically.

5.2.3 Multi-level Adaptive Active Learning

Let zi denotes the mid-level feature vector for image Ii, Y = {1 . . . Ky} denote the

scene class label space, L = {(z1, y1), . . . , (zN , yN)} denote the set of labeled instances,

and U denote the large pool of unlabeled instances. After initializing our training

model based on the small number of labeled instances, we perform multi-level active

learning in an iterative fashion, which involves two types of iterations, scene level

iterations and object level iterations. In a scene level iteration, it selects the most

informative unlabeled instance to label at the scene class level, while in an object

level iteration, it selects the most informative unlabeled instance to label at the object

class level. An adaptive strategy is used to perform switch between these two types

of iterations.

Scene level iteration. In such an iteration, we select the most informative un-

labeled instance to label based on a well-motivated utility measure, named maximum
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conditional mutual information (MCMI), which maximizes the amount of information

we gain from querying the selected instance:

z∗ = arg max
z∈U

(H(L)−H(L ∪ (z, y))) (39)

where the data set entropy is defined as

H(L) = −
|L∪U|∑
i=1

|Y |∑
l=1

PL(yi = l|zi) logPL(yi = l|zi) (40)

which measures the total entropy of all labeled and unlabeled instances. PL(y|z)

denotes the probability estimate produced by the classification model that is trained

on the labeled data L. Note the first entropy term H(L) remains to be a constant

for all candidate instances and can be dropped from the instance selection criterion,

which leads to the selection criterion below:

z∗ = arg min
z∈U

H(L ∪ (z, y)) (41)

Though Equation 41 provides a principled instance selection criterion, it is impossible

to compute given the true label y is unknown for the unlabeled query instance z.

We hence adopt the ”optimistic” strategy proposed in [35] to pursue an alternative

optimistic selection criterion below:

(z∗, l∗) = arg min
z∈U

min
l∈Y

H(L ∪ (z, l)) (42)

which selects the candidate instance z∗ and its a label option l∗ that leads to the

smallest total prediction uncertainty over all instances. Once the true label y∗ of the

selected instance z∗ being queried, we added (z∗, y∗) into the labeled set L and retrain

the scene classifier. This optimistic selection strategy however requires retraining the

scene classifier for O(|U|×|Y|) times to make the instance selection decision: For each

of the |U| unlabeled instances, one scene classifier needs to be trained for each of its

|Y | candidate labels. The computational cost can be prohibitive on large data sets.

To compensate this drawback, one standard way is to use random sub-sampling to
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select a subset of instances and label classes to reduce the candidate set in Equation

42.

Object level iteration. Querying labels at the object class level raises more

questions. First, what, image vs patch, should be presented to the human labeler?

What information should we query? A naive idea is to present a patch to the human

labeler and query the object class label of the patch. However, it will be very difficult

to select the right patch that contains a perceivable and discriminative object. Hence,

instead of presenting patches to the annotators, we present a whole image to the

labeler and ask whether the image contains a particular set of selected objects. Such

specific questions will be easy to answer and will not lead to any ambiguities.

Next, we need to decide which image and what objects to query. We employ a

most uncertainty strategy and select the most uncertain image (with the maximum

entropy) to query under the current scene classification model:

z∗ = arg max
z∈U
−
|Y |∑
l=1

PL(y = l|z) logPL(y = l|z) (43)

For the selected image z∗, we then select the top M most important objects

regarding the most confident scene label l̂∗ of z∗ under the current scene classifier to

query (We used M = 5 in our experiments later). Specifically, l̂∗ will be determined

as l̂∗ = arg maxl PL(l|z∗). Then we choose M objects that correspond to the largest

M entries of the weight parameter vector |wl̂∗| under the current multi-class scene

classifier. Our query questions submitted to the annotators will be in a very specific

form: ”Does object oi appear in this image?” We will ask M such questions, one for

each selected object.

The last challenge in the object level iteration is on updating the scene classifica-

tion model after the selected object labels being queried. If the answer for a question

is ”No”, we simply re-label all patches of the selected image as negative samples for

that object class, and retrain the particular object classifier if needed. On the other
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hand, if the answer for a question is ”Yes”, it means at least one patch in this im-

age should have a positive label for the particular object class. We hence assign the

object label to the most confident patch within the selected image under the cur-

rent particular object classifier. Then we will refine our previous unsupervised patch

clustering results by taking the newly gathered patches into account. Our clustering

refine scheme is very simple. Given the previous clustering result with K clusters, we

set the new labeled patch as a new cluster center and perform K-Medoids updates

with K+ 1 clusters. Note two of these K+ 1 clusters share the same object label and

we will merge them after the end of the clustering process. Finally, all object classi-

fiers will be updated based on the new clustering results. Consequently, the mid-level

representations of each labeled image changes as well, and the scene classifier needs

to be updated with the new mid-level features.

Adaptive active learning strategy. The last question one needs to answer to

produce an active learning algorithm is how do we decide which type of iterations

to pursue. We employ an adaptive strategy to make this decision: By default, we

will perform active learning with scene level iterations, as most traditional active

learners pursued. In each such iteration, an instance z∗ and its optimistic l∗ will

be selected, and its true label y∗ will be queried. However, once we found the true

label y∗ is different from the optimistic guess l∗, which means the strategy in the

scene level iteration has been misled under the current scene classifier, we will then

switch to the object level iteration in the next iteration to gather more information

to strengthen the scene classification model from its foundation. We will switch back

to the traditional scene label iteration after that. The overall multi-level adaptive

active learning algorithm is summarized in Algorithm 2.
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Algorithm 2 Multi-level Adaptive Active Learning

1: Input: Labeled set L, Unlabeled sets U and record set V = ∅;
M : number of objects to query on each image,
K: number of patch clusters.

2: Procedure:
3: Apply K-Medoids clustering on patches {x̃i ∈ L}.
4: Query object labels for each cluster center patch.
5: Merge clusters with the same object labels.
6: Train object classifiers based on the clusters.
7: Obtain mid-level representation for each image z ∈ L ∪ U
8: Train scene classifier on L
9: Set itype = 1. % scene level = 1, object level = 0

10: repeat
11: if itype == 1 then
12: Select (z∗, l∗) from the unlabeled set U based on Equation 42 and purchase

its true label y∗

13: Drop z∗ from U and add (z∗, y∗) into L.
14: Retrain the scene classifier on the updated L.
15: if y∗ 6= l∗ then
16: Set itype = 0.
17: end if
18: else
19: Select z∗ ∈ U\V according to Equation 43.
20: Predict most confident scene label l̂∗ for z∗

21: Query top M most important objects based on the absolute weight values
|wl̂∗| for scene class l̂∗.

22: Update the clustering result if necessary
23: Update object classifiers
24: Add z∗ into V .
25: Update mid-level representation for all images
26: Update scene classifier on L
27: Set itype = 1.
28: end if
29: until run out of money or achieve the aim
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5.2.4 Experimental Results

We investigate the performance of the proposed active learning approach for scene

classification on two standard challenging data sets, Natural Scene data set and MIT

Indoor Scene data set. Natural scene data set is a subset of the LabelMe data set,

which contains 8 scene categories (coast, forest, highway, inside city, mountain, open

country, street, and tall building) and each category has more than 250 images. We

randomly selected 100 images from each category and pooled them together into

a training set and used the rest as the test set. We further randomly selected 5

images per category (40 in total) as the initial labeled set. MIT indoor scene dataset

contains 67 indoor categories and a total of 15, 620 images. The number of images

varies across categories, but there are at least 100 images per category. We randomly

selected 50 images per category to form the training set and the rest are used for

testing. Within the training set, 2 images are randomly selected from each category

as labeled instances and the rest images are pooled together as unlabeled instances.

The natural scene data set has object level annotations available to use and the MIT

indoor scene data set also has object level annotations for a proportion of its images.

We thus simulated the human annotators’ answers based on these available object

level annotations for our multi-level active learning. For the MIT indoor scene data

set, we further preprocessed it by discarding the categories that contain less than 50

annotated images (at the object level). After this preprocessing, only 15 categories

were left. We produced all non-overlapping patches in size of 16×16 pixels that cover

each image.We used the 128-dimension SIFT feature as the low-level features in our

experiments.

In our experiments, we compared the proposed Multi-Level Adaptive active learn-

ing (MLA) method to three baselines: (1) Single-Level Active learning (SLA) method,

which is a variant of MLA that only queries the scene labels; (2) Single-Level Random

sampling (SLR) method, which randomly selects an image from the unlabeled pool
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in each iteration and queries its scene label; and (3) Multi-Level Random sampling

(MLR) method, which randomly selects an image from the unlabeled pool in each it-

eration and then randomly chooses to query its object labels or scene label with equal

probability. Moreover, we have also compared to the method, Active Learning with

Object and Attribute annotations (ALOA), developed in [55]. This ALOA method is

the state-of-the-art active learner that utilizes both attribute and image labels. We

used K = 200 (for the K-Medoids clustering) and M = 5 for the proposed and the

baseline methods. For the trade-off parameters C in Eq. 35 and Eq. 37, we set C as

10 for the object classifiers and 0.1 for the scene classifier, aiming to avoid overfitting

for the scene classifier with limited labeled data at the scene level. Starting from

the initial randomly selected labeled data, we ran each active learning method for

100 iterations, and recorded their performance in each iteration. We repeated each

experiment 5 times and reported the average results and standard deviations.

Figure 17 presents the comparison results in terms of scene classification accuracy

on the MIT Indoor scene data set and the Natural scene data set. For the proposed

approach MLA and the baselines SLA, MLR, SLR, we experimented two different

ways of learning scene classifiers.1 A straightforward way is to learn the scene classifier

based on the mid-level semantic representation produced by the object classifiers.

Alternatively, we have also investigated learning the scene classifier based on hybrid

features by augmenting the mid-level representation with the low-level SIFT features.

Such a mechanism was shown to be effective in [92]. Specifically, we built a 500-

words codebook with K-Means clustering over the SIFT features and represented each

image as a 500-long vector with vector quantization. This low-level representation

together with the mid-level representation form the hybrid features of images for

scene classification. The comparison results based only on mid-level representation

are reported on the left column of Figure 3 for the two data sets respectively; and

1The ALOA from [55] works in a different mechanism with a latent SVM classifier.
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Figure 17: The average and standard deviation results in terms of scene classification
accuracy on both MIT Indoor scene dataset and Natural Scene dataset.

the comparison results based on the hybrid features are reported on the right column

of Figure 17. We can see in terms of scene classification accuracy, our proposed

method MLA beats all other comparison methods, especially the baselines, across

most of the comparison range, except at the very beginning. At the beginning of the

active learning process, ALOA produces the best performance with very few labeled

images. Given that ALOA [55] uses the state-of-the-art latent SVM classifier, and

our approach uses a simple logistic regression model, this seems reasonable. But

the gap between ALOA and the proposed MLA quickly degrades with the active

learning process; after a set of iterations, MLA significantly outperforms ALOA.

This demonstrates that our proposed multi-level adaptive active learning strategy is

much more effective and it is able to collect most useful label information that makes

a simple logistic regression classifier to outperform the state-of-the-art latent SVM
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classifier. Among the three baseline methods, SLA always performs the best. On

MIT-Indoor data set, it even outperforms ALOA when only semantic representation

is used. This suggests the MCMI instance selection strategy we employed in the scene

level iterations is very effective. On the other hand, the random sampling methods

MLR and SLR produce very poor performance. Another interesting observation is

that at the start of active learning, though we only have very few labeled instance

available for each category, the accuracy of our latent object-based hierarchical scene

classification model already reaches around 12% on 15-category MIT indoor scene

subset and reaches around 34% on Natural scene data set. This demonstrates the mid-

level representation is very descriptive and useful for abstractive scene classification.

By comparing the two versions of results across columns, we can see that with hybrid

features, the proposed MLA produces slightly better results, which suggests that

low-level features and mid-level representation features can complement each other.

In addition to scene classification accuracy, we have also measured the performance

of the comparison methods in terms of system entropy (i.e., data set entropy). We

recorded the reduction of the system entropy with the increasing number of labeled

instances. The ALOA method from [55] uses a Latent SVM model, the system entropy

of which is contributed by both the image classifier and the model’s inner attribute

classifiers. However, the entropies of all other methods are only associated with the

target image label predictions, which makes the computed entropy of ALOA and

others not comparable. Therefore, we only consider the other four methods in this

experimental setting. The results are reported in Figure 18. It is easy to see that

the proposed MLA method reduces the entropy much quickly than other baselines,

which verifies the effectiveness of our proposed adaptive active learning strategy.

The curve of MLA is monotone decreasing, indicating that every query is helpful

in terms of entropy reduction. The curves of the other baselines nevertheless have

fluctuations. Among them, SLA is almost always the runner-up except on the MIT
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indoor data set with hybrid features. By comparing the two versions of results across

columns, we can see the system entropy with hybrid features is relatively lower than its

counterpart with mid-level semantic representation alone, which again suggests that

the low-level features can provide augmenting information for the mid-level semantic

representations.
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Figure 18: The entropy reductin results on both MIT Indoor Scene dataset and
Natural Scene dataset.

Finally, we collected the number of queries in each scene category on the two data

sets for the proposed approach and presented the results in Figure 19. We can see,

obviously the instances are not selected according to a uniform distribution across

categories. The total numbers of scene level label queries among the 100 iterations

are 65 and 80 on the MIT Indoor and Natural scene data sets respectively. The

remaining querying effort is on the object-level annotations. On the MIT indoor data

set, the ratio between the numbers of queries on scene labels and object annotations
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Figure 19: Distribution of queried instances in scene label space for the proposed
approach on MIT Indoor and Natural Scene datasets.

is about 2 : 1. In contrast, this ratio is 4 : 1 on the Natural scene data set. This

observation indicates that our model can adaptively switch query levels based on the

complexity of the data. When the object layout is easy, it will put more effort on

querying scene labels; when the scene becomes complicated and ambiguous, it will

ask more questions about object annotations.
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CHAPTER 6

CONCLUSION AND FUTURE WORK

In this chapter, we will conclude this dissertation first and then discuss some possible

future work as well.

6.1 Conclusion

In this dissertation, we study multi-label learning in multiple scenarios, standard

setting, incomplete label setting and active learning setting. For standard setting

high label sparsity is one of the major challenges. For incomplete label setting, it

is the key how to effectively fill the missing labels rather than simply ignore them.

Expensive labeling cost is another major challenge for multi-label learning which

make active multi-label learning setting more and more popular. Motivated by these

challenges, we proposed a learning algorithm for each scenario.

To deal with label sparsity, in Chapter 3, we presented a novel probabilistic label

enhancement model for multi-label image classification. The idea is to us informative

label combination pairs (i.e. the object composite concepts in images) to augment the

original labels which can be difficult to predict individually due to label sparsity intra-

class variations and occlusions, aiming to enhance the overall multi-label prediction

performance. We formulated our model under the conditional random field framework

by first constructing a tree graph in the label space based on the label co-occurrence

patterns in the training data, and then performing efficient piece-wise training. The

learning process of the proposed model only requires training a set of independent

binary classifiers, while its tree structure permits efficient and exact max-product

inference in the test phase. Our experiments on several image classification data sets

showed the proposed approach has superior performance in terms of both prediction
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quality and empirical computational complexity, comparing to the state-or-the-art

comparison methods.

In Chapter 4, we proposed a novel conditional restricted Boltzmann machine

(CRBM) model to capture high-order label dependence relationships and facilitate

multi-label learning with incomplete labels. This model also incorporates label cor-

relation information extracted from auxiliary resources as prior regularization knowl-

edge. Under this model, we formulated the label completion and multi-label predic-

tion model learning as a joint optimization problem, which maximizes the regularized

marginal conditional likelihood of the label vectors given the input features. We devel-

oped a Viterbi style EM algorithm to solve the joint optimization problem produced.

Experiments were conducted over four real world multi-label data sets to compare

the proposed approach with a number of state-of-the-art methods. The experimental

results demonstrated the efficacy of the proposed model on addressing multi-label

learning with incomplete labels.

Chapter 5 introduced active learning techniques to reduce the labeling effort. We

discussed two types of scenarios, standard multi-label active learning and hierarchi-

cal active learning. For the former type, we proposed two novel multi-label active

learning strategies, a max-margin prediction uncertainty strategy that exploits the

relative multi-label classification margin structure of each unlabeled instance, and a

label cardinality inconsistency strategy that exploits the statistical label cardinality

information of the labeled data, to measure the unified informativeness of an unla-

beled instance across multiple labels. Moreover, we further proposed to integrate

the strengths of these two strategies using an adaptive integration framework, which

relies on a novel approximate generalization error for refined instance selection. Our

empirical study on multiple multi-label classification data sets from different appli-

cation areas shows that the proposed multi-label active learning strategies, especially

the integrated active learning approach, greatly outperform a number of multi-label
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active learning methods developed in the literature. The latter type problem consists

multi-label classification as an intermediate step. We developed a novel multi-level

active learning approach to reduce the human annotation effort for training semantic

scene classification models. Our idea was motivated by the facts that latent object-

based semantic representations of images are very useful for hierarchical classification,

and the high-level concepts are difficult to distinguish from each other in many sce-

narios. We hence built a semantic framework that learns scene classifiers based on

latent object-based semantic representations of images, and then proposed to per-

form active learning with two different types of iterations, the scene level iteration

(abstractive high level) and the latent object level iteration (semantic middle level).

We employed an adaptive strategy to automatically perform switching between these

two types active learning iterations. We conducted experiments on two standard

scene classification data sets, the MIT Indoor scene data set and the Natural Scene

data set, to investigate the efficacy of the proposed approach. Our empirical results

showed the proposed adaptive multi-level active learning approach can outperform

both traditional baseline single level active learning methods and the state-of-the-art

multi-level active learning methods.

6.2 Future Work

As we have already discussed in Chapter 1, the major challenges of multi-label learn-

ing are label sparsity, incomplete labels and expensive labeling cost. We proposed in

this dissertation some tentative solutions to address these issues. This dissertation

can be easily extended in the following directions.

• Our PLEM model presented in Chapter 3 constructs a CRF to encode second-

order (pairwise) correlation between labels. An interesting extension of this

work is to consider high-order (≥ 3) correlation. One possible way to do this is

incorporate hyper-graph into the model and we can expected an improvement
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of performance.

• The CRBM model introduced in Chapter 4 incorporate the auxiliary label cor-

relation matrix into our probabilistic learning model as a regularization term.

This is not convenient especially when there are multiple auxiliary resources

available though we can add one regularization term for each resource. How-

ever, this will increase the complexity of the target learning problem. Therefore,

it is interesting to study how to handily make use of multiple auxiliary resources.

For instance, we can formulate the problem in multi-view setting, that is to say,

each auxiliary resource can be treated as a independent view.

• Multi-label learning with incomplete labels is practical in many real-world ap-

plications. Our presented work assumes that there exist some observations for

every label in training data. However, in some extreme cases, a label can be

completely unobserved in training data, which has some overlaps with a recent

popular problem named “zero-shot” learning. However, “zero-shot” learning is

defined as a multi-class problem where each instance is only associated with one

label. Multi-label zero-shot learning has not been explored yet according to the

best of our knowledge. It will be an very interesting and valuable problem to

study.

• As we aforementioned, multi-label active learning is still stuck in the prelim-

inary stage. Unlike traditional active learning, the informativeness of an un-

labeled candidate is extended from feature space to both feature space and

label space. Current active learning techniques in multi-calss setting cannot

be straightforwardly applied to multi-label problem. Given such fact, effec-

tive query strategies that consider both input and output spaces are a great

contribution. Specifically, unlike merely selecting unlabeled instances, multi-

label active learner should be capable to select instance-label pairs instead. To
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achieve this, a meaningful ranking function that can rank all possible pairs is

required. I plan to follow this direction in my future research.
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