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ABSTRACT
Computing education for learning to program has made great strides in the current
century. Exciting educational technologies are now available and active learning
pedagogies are increasingly used. Interest is strong, but the longstanding problem
remains: learning to program as an analytical endeavor is quite frustrating for many. The
purpose of this study is to discover ways to mitigate this frustration. It researches ways to
help students comprehend code by guiding them to take it apart (through reading, tracing,
completing, and debugging) as they learn to write code on their own.
This study contributes to the understanding of learning from errors. It also builds
upon and further develops the emergent pedagogy of de-constructionism. The deconstructionist approach involves taking things apart, practice, and learning from errors.
This study applies a de-constructionist approach in an experiment with ~80
undergraduates learning Python in an introductory programming class. During weekly lab
periods, students engaged with web-based interactive practice problems that emphasize
reading, tracing, completing, and in some cases, debugging code. Students also wrote
code for lab and homework assignments. Approximately half of the students were given
some that involved learning from bugs that were intentionally placed in the provided
code, while the others were not. Learning gains were assessed using pre/post tests and
exams. Surveys were used to measure attitudes. Learning gains and attitudes were
compared according to condition (Bugs, NoBugs), prior experience, gender, minority
status, and class size. This study demonstrates that bugs can be intentionally incorporated
into practice problems that students like to solve, without detrimental effects on learning
or attitudes about computing. It also contributes to the literature on code comprehension.
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CHAPTER I
INTRODUCTION
People attempt to learn how to program computers for a wide variety of reasons in
various educational settings, but many find the analytical aspects of learning to program
difficult. Steve Lohr describes the craft of programming as a “blend of scientific
precision and creative inspiration” (Lohr, 1996). While modern educational technologies
make it possible for people of all ages, including small children, to turn creative
inspiration into programs, teaching and learning the scientifically precise aspects of
programming continues to frustrate teachers and students. Writing a program to spec (to
satisfy a specification) is an analytical endeavor. It is an important skill for computing
professionals, students of computer science (CS), and anyone (including artists,
hobbyists, and children) who wants to write code to realize a creative design.
Programming to spec is difficult compared to programming serendipitously as a creative
endeavor (Guzdial, 2016; Jenkins, 2002; Luxton-Reilly, 2016). For the remainder of this
document, the term programming is used in the sense of programming to spec.
This study explores principles for mitigating the difficulty of learning to program,
with a focus on the de-constructive activities of reading, completing, and debugging
code. Researchers report that learning to program is difficult for people at many levels —
at the high school level (Kurland, Pea, Clement, & Mawby, 1986; Van Merriënboer &
Paas, 1990), in professional settings (Dorn & Guzdial, 2006; E.. Soloway & Spohrer,
1989; E. Soloway & Iyengar, 1986; Trafton & Reiser, 1993), and at the undergraduate
level, where it is a major focus of computing education research (Fincher & Petre, 2004).
Undergraduates typically learn programming along with other topics in introductory
1

computer science courses known as CS1 courses. Dropout and failure rates in CS1
courses are often high (Barker & Hovey, 2014; Bennedsen & Caspersen, 2007; Lahtinen,
Ala-Mutka, & Järvinen, 2005; Robins, Rountree, & Rountree, 2003). Many CS1 students
experience a great deal of frustration while learning to program (Begel & Simon, 2008;
Fitzgerald et al., 2008; Hansen & Eddy, 2007; Jenkins, 2002) and in some cases, fear
(Rogerson & Scott, 2010). Surprisingly, even those who pass a CS1 course are likely to
lack basic programming skills (Lister et al., 2004; E. Soloway, Bonar, & Ehrlich, 1983;
E. Soloway, Ehrlich, & Bonar, 1982; Tew & Guzdial, 2011; Utting et al., 2013). The
multi-national McCracken group concluded: “In analyzing the data from universities in
different countries, we have found that the problems we observed with programming
skills seem to be independent of country and educational system” (McCracken et al.,
2001, p. 24). In summarizing the research on this topic, (Guzdial, 2015) states: “these
studies suggest that most students who take CS1 do not learn the content of CS1” (p. 27).
Why is learning to program difficult? CS education researchers have investigated
this question since the 1980s (Fincher & Petre, 2004; Pears et al., 2007; Robins et al.,
2003). Several explanations related to cognitive factors have emerged. One is that
programming requires understanding an invisible machine — the computational machine
of a programming language (du Boulay, 1986; du Boulay, O’Shea, & Monk, 1981).
Another is that basic programming concepts are densely connected. “It is very difficult to
describe or understand one concept/language element (such as a for loop) independent of
describing or understanding many others (flow of control, statements, conditions,
Boolean expressions, values, operators)” (Robins, 2010, p. 56). Yet another factor is that
beginners often have a fragile knowledge of programming. They may initially understand
2

a concept but without sufficient reinforcement they may forget about it or use it
inappropriately (D. Perkins & Martin, 1989). Some researchers suggest that teachers
typically expect beginners to write programs before they are ready, and that students
should spend more time reading and tracing code as they learn to write code (Lister et al.,
2004; Lister, Fidge, & Teague, 2009; Lopez, Whalley, Robbins, & Lister, 2008; Whalley
et al., 2006).
This study focuses on the cognitive aspects of learning to program, but other
factors that contribute to the difficulty of learning to program should be mentioned. These
include factors related to motivation, identity, policy, and classroom culture. Historically
many students have found typical programming courses uninteresting or unwelcoming,
and did not identify with the geek stereotype (Beyer, 2014; Cuny, 2012; DiSalvo et al.,
2011). Today new educational technologies allow people to program things that are more
exciting than were possible before, such as animations, apps, web sites, games, and
robots. Modern curricula also enable students to explore socially relevant themes such as
social media, cyber-security, and humanitarianism, e.g. (Hal Abelson, Ledeen, & Lewis,
2008). Courses that incorporate such motivating technologies and themes include CS
Principles courses, which are designed to broaden participation in computing at both the
high school and undergraduate levels (Astrachan & Briggs, 2012; Cuny, 2012; Kick &
Trees, 2015). Lack of access to such courses, however, is another barrier to learning
programming. The United States does not have national standards or policies regarding
K-12 CS education. Access to knowledge about computing favors the privileged (Parker
& Guzdial, 2015) and is often influenced by socio-economic status, race, and gender
(Goode, 2008; Margolis, Estrella, Goode, & Nao, 2008; Margolis & Fisher, 2003).
3

Organizations such as the Computer Science Teachers Association and Code.org are
actively formulating standards, and promoting state and local policies, with the goal of
providing equitable access to quality K-12 CS education. At the undergraduate level,
faculty experience barriers when they attempt to adopt innovative curricula, which can
disrupt the culture of a department (Ni, McKlin, & Guzdial, 2010).
Another factor that contributes to the difficulty in learning to program concerns
classroom culture. Numerous empirical studies of active learning pedagogies attest to
better learning outcomes and retention compared to lecture-based courses (Wieman,
2017). For CS education, these pedagogies have undergone considerable research:
•

•

•

Pair Programming (Braught, Wahls, & Eby, 2011; Lewis, 2011; Werner & Denner,
2009; Werner, Hanks, & McDowell, 2004; L. Williams, Wiebe, & Yang, 2002; Zarb
& Hughes, 2015; Zarb, Hughes, & Richards, 2013)
Peer Instruction, originally developed for physics education (Mazur, 1997; Petersen,
Craig, & Zingaro, 2011; Porter, Bailey-Lee, & Simon, 2013; Simon, Kohanfars, Lee,
Tamayo, & Cutts, 2010)
Process Oriented Guided Inquiry Learning (POGIL), originally developed for
chemistry education (Hu & Shepherd, 2013; Kussmaul, 2012; Moog & Spencer,
2008).
Despite the considerable evidence that attests to the efficacy of active learning

pedagogies regarding learning outcomes and retention, faculty and departments resist
adopting them, and lectures remains the norm (Wieman, 2017).Thus, in the current
century teachers and researchers have made considerable progress toward understanding
barriers to learning programming regarding factors such as motivation, identity, policy,
and classroom culture. Evidence-based solutions have emerged for curricula, standards,
policies, and pedagogies, but rates of adoption are low.

4

Purpose
The purpose of the current study is to research principles that facilitate the
cognitive process of learning to program. Several cognitive factors were mentioned
above: students must learn about a machine that is invisible; basic programming concepts
are tightly interconnected; teachers often expect students to write code before they are
ready; and beginners’ knowledge of programming is fragile without reinforcement. This
study researches and develops ways to help students comprehend code and develop a
robust understanding of it through practice problems that guide students to take code
apart (through reading, completing, and debugging code) as they learn to write code on
their own. (Note: The word “problem” has different meanings in the education literature.
In this study, “practice problem” is used interchangeably with “exercise” and refers to a
short challenge that requires the student to take some action. The action can but does not
necessarily involve writing code or solving a problem from scratch. For example the
student may be asked to explain or make a choice.)
Significance of Study
This study contributes to the understanding of how individual practice problems,
and sets of them, can be designed and delivered to help students comprehend code and
develop a robust understanding of it. Although computing teachers routinely create sets
of practice problems, most do not know how to apply cognitive science principles in
order to scaffold the learning process effectively. Many do not have the time to create
practice problems that take advantage of modern educational technologies. Practice
problems for learning to program are useful in numerous settings including K-16 courses,
professional education programs, MOOCs, professional boot camps, hackathons, youth
5

camps and clubs, and tutorials for self-directed learners. They can supplement a wide
variety of curricula. Teachers can assign them for completion during class or lab, as
homework, exam review, or as an optional supplement. Having ample opportunity to
practice is essential for mastery learning. Thus, practice problems can help teachers
manage mastery learning in their courses, which contributes to student success (Block,
1974; Bloom, 1968; Griffin, Pirmann, & Gray, 2016). Practice problems can also help
teachers gauge their students’ progress and adjust their instruction accordingly.
In addition to these practical considerations, this study contributes to an emerging
theory of learning through de-constructing, or taking apart, programs. It researches
techniques from mechanical engineering and mathematics education and incorporates
them into this emerging theory. This study contributes to the understanding of learning
from errors through an experiment in which two groups of students are assigned practice
problems for learning to program, where just one group is given some problems with
carefully designed “intentional” errors.
Definitions of Terms
•
•
•
•
•

•
•
•

Blocked Practice: Practice with topic A, followed by practice with topic B, followed
by practice with topic C, etc.
Code completion: Choosing or writing code to fulfill a specification, or supplying
information that reflects a program’s state.
Code segment: any amount of code, not necessarily a complete program
Coding: used interchangeably with computing and programming to mean
programming to spec
Computing education: Education related to programming and algorithmic thinking
that is relevant to numerous fields such as computer science, information
technology, data science, computational biology, etc.
Deconstruction: Jacques Derrida’s style of literary critique; to take apart something
such as a building
De-Construction: an emerging pedagogy with a focus on learning by taking apart
Execute: To execute a program means to run it.
6

•
•

•
•
•

•
•
•
•

•

IDE: an integrated development environment, which a programmer uses to write,
debug, test, and run code
Lab experiment: In mathematics education research, a lab experiment is one that
takes place in a research laboratory outside of a school or other educational setting.
In contrast, undergraduate CS classes typically have both lecture and lab sessions.
The experiment in this study took place during the lab period of a university course
that has two lectures and one lab period per week
Loop: A section of code that may run multiple times, e.g. for loop, while loop
Novice programmer: a beginner programmer
Practice problem: used interchangeably with exercise to mean a short challenge,
which requires the student to take some action that can but does not necessarily
involve writing code or solving a problem from scratch. (In the worked examples
literature, the terms example and problem are usually distinct, but in this study the
lines between them are blurred due to the interactive technologies used. Thus an
example may involve interactivity on the student’s part.)
Pretest: A pre-test taken by students before a curricular intervention
Posttest: A post-test taken by students after a curricular intervention
Remix code: to change code, often to tweak code written by someone else, often to
tinker or experiment serendipitously, rarely to satisfy a specification
Skeleton code: incomplete “starter code” typically accompanied by a specification
meant for a student to complete, e.g. a function header where the student must write
code for the body of the function to satisfy a spec
Write code from scratch: means to write code on one’s own, without starter code
(unrelated to the Scratch programming language)
Organization
The current chapter described the problem and purpose of the current study, the

research questions, the significance of the study, and definitions of terms. Chapter 2
consists of the theoretical framework for the current study and a comprehensive literature
review. It identifies gaps in the literature and concludes with the research questions for
this study. Chapter 3 describes the methodology and statistical analysis plan for the
current study; instruments and measures discussed in this chapter can be found in the
appendices following the references. Chapter 4 presents an analysis of the collected data.
Chapter 5 discusses the findings, limitations of the study, and future plans.
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CHAPTER 2
LITERATURE REVIEW
Introduction
This chapter contains the literature review for this study. The introduction
presents the theoretical framework, a description of my professional experiences that
inform this study, and the publications that are included in this review. Then the review
of the literature is presented, which is organized by three topics: learning by taking apart,
learning through practice, and learning from intentional errors. Next the emergent
pedagogy of de-constructionism is discussed. In conclusion, gaps in the literature and the
research questions for this study are presented.
Theoretical Framework
The theoretical framework for this study has three guiding principles: learning by taking
apart, learning through practice, and learning from intentional errors – errors that are
intentionally placed in curricula. An overview of each is discussed below.
Learning by Taking Apart. It is common knowledge that people learn about cars,
bicycles, and other machines by taking them apart. This takes place in informal,
professional, and vocational settings. It seems only natural that a bicycle designer would
take apart many bicycles before designing a new one. A programming language is
essentially a machine – a computational machine – but many people find it difficult to
learn to program because the underlying mechanisms are hidden. How can people learn
about programs in ways that are analogous to taking apart physical machines? The
section below on Learning by Taking Apart addresses this question by discussing
research on learning by taking apart example code and physical machines.
8

Learning Through Practice. Learning through practice involves active learning, where
the student is actively engaged rather than being a passive recipient of information (e.g.
while attending a lecture). Practice also involves repetition and variation, ideally in ways
that promote efficient and effective learning. A variety of active learning pedagogies for
learning to program are supported by empirical research. These include Pair
Programming, Peer Instruction, and Process Oriented Guided Inquiry Learning (POGIL)
(Braught et al., 2011; Hu & Shepherd, 2013; Porter et al., 2016). Some types of active
learning involve hands-on learning and other ways that physically engage students.
These include CS Unplugged and embodied cognition for CS (Ahn, Mao, Sung, & Black,
2017; Bell, Alexander, Freeman, & Grimley, 2009; Fadjo, 2012). Despite the efficacy of
these active learning pedagogies, few of them include learning progressions (an exception
is POGIL), or incorporate practice. In contrast, interactive technologies such as intelligent
tutoring systems (ITSs) and web-based practice problems (e.g. Codecademy, CodingBat,
CloudCoder) do incorporate practice, but they typically focus on code-writing rather than
code comprehension activities. The section below on Learning Through Practice reviews
theories of practice with an eye toward developing design principles for practice
problems for “learning by taking apart.”.
Learning from Intentional Errors. It is commonly accepted that people can learn from
their own mistakes, and several pedagogies emphasize the idea of capitalizing on one’s
own errors as learning opportunities, e.g. (Borasi, 1994). While it is common to
intentionally place errors in CS test question, there is not much research on intentional
errors to help students learn new concepts. This review investigates such research in CS
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and mathematics education, as well as theories from cognitive science and education
psychology that support this approach.
My Professional Experience
My experience as a software engineer, teacher, and instructional designer are
conveyed in a few places in the review. I taught programming in a corporate setting for 4
years, at a research university for 10 years, in high school workshops and programs for
~10 years, and in teacher professional development workshops for ~10 years. In addition
to designing and grading thousands of test questions and practice problems, I developed
several educational technologies, some of which are discussed in the review.
Publications Included in This Review
The publisher of many papers included in this review is the Association for
Computing Machinery (ACM), the oldest and largest educational and scientific society
for computing professionals, founded in 1947. The journal ACM Transactions on
Computing Education was reviewed closely for this review, as was the journal Computer
Science Education. Many other journals are represented in this review.
The proceedings of two ACM conferences were reviewed closely: ICER
(International Computing Education Research) and SIGCSE (Special Interest Group for
Computer Science Education). Other ACM conferences represented include ITiCSE
(Innovation and Technology in Computer Science Education), SIGCHI (Computer
Human Interaction), and SIGITE (Information Technology Education). This review
includes papers from the proceedings of several conferences hosted by the IEEE, and
papers from the proceedings of international conferences including ACE (Australasian
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Conference on Computing Education) and the Koli Calling International Conference on
Computing Education Research.
Several books, doctoral dissertations, videos, and articles from newspapers, blogs,
and magazines such as ACM Inroads are included. A few textbooks are included, but
textbooks are not reviewed exhaustively. This review discusses educational technologies
relevant to this study that were discovered during the literature review process, but
educational technologies are not reviewed exhaustively.
Learning by Taking Apart
Taking Apart Computer Programs
Taking Apart the Invisible Notional Machine
Benedict du Boulay and colleagues use the metaphor of a black box inside a glass
box to illustrate the difficulty of learning to program. The black box is the “invisible
machine” of the programming language; the glass box signifies the instructional aids that
can help to make the programming language visible to the student. A programming
language is a computational machine – it has rules of operation, a data management
system that interacts with computer memory, and mechanisms that cause the flow of
execution to operate in discrete time steps. Unlike a physical machine, it is invisible to us.
In this study, programs and program fragments are considered to be computational
machines as well. Du Boulay and colleagues argue that programmers don’t need to know
the details of how a programming language is implemented in hardware and software (the
black box), but they must have a simplified abstract notion of the notional machine that
can accurately predict a program’s behavior as it runs. CS education researcher Mark
Guzdial argues that learning about a notional machine is “significantly different than
11

learning to solve other kinds of STEM problems” (p. 30-31), and that it seems to require
knowledge of both reading and writing programs (Guzdial, 2015). Du Boulay and
colleagues describe two essential design principles for “glass box” instructional aids:
simplicity and visibility (du Boulay, 1986; du Boulay et al., 1981).
Since the early days of computing, professionals and educators have drawn
visualization aids such as flowcharts and “box and arrow diagrams” to help make the
invisible machine visible. People often make sketches on paper while reading code to
make sense of it (Cunningham, Street, Blanchard, Ericson, & Guzdial, 2017). Over time,
technology-based program visualization systems were introduced. These are technologies
that provide diagrams, and in some cases animated simulations, of a program’s data and
processes. They highlight important features and ignore implementation details. The
research of Juha Sorva and colleagues on program visualization systems for beginning
programmers has brought renewed attention to the idea of the notional machine (Sorva,
2012; Sorva, Karavirta, & Malmi, 2013). Sorva links the two theoretic constructs of
mental model and notional machine. He argues that to trace code accurately one must
have an operationally correct mental model of a notional machine, and that program
visualization systems can help programmers develop such a mental model (Sorva, 2013).
Cognitive psychologist Kenneth J. W. Craik introduced the term mental model (Craik,
1967). A mental model refers to a mental construction that helps a person make sense of
some aspect of the world. It may incorporate both static and dynamic qualities. The
concept of a mental model has been used as a general model of comprehension (Gentner
& Stevens, 1983; Johnson-Laird, 1983) and for specific purposes such as to model the
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comprehension of machines (de Kleer & Brown, 1983, 1981) and human language (van
Dijk & Kintsch, 1983).
It is common for a program visualization system called a debugger to be included
in an integrated development environment (IDE). An IDE is an application used by
professional and pre-professional programmers to write, debug, and test programs. A
debugger allows the programmer to step through a program line by line, and pause the
program at each line or at a particular line (at a breakpoint). It allows the programmer to
see the order in which lines of code are executed (run), and see how the program’s data
(its state) changes over time. Professionals use an IDE’s debugger to find bugs (software
errors). Some educators use debuggers to teach students who are learning to program
about the notional machine (Cross, Hendrix, & Barowski, 2002). Increasingly,
educational technologies for beginning programmers include features found in debuggers
such as program visualization, step-wise execution, and breakpoints. Sorva and
colleagues reviewed these educational technologies in 2013 (Sorva et al., 2013) and
others have been introduced since then, e.g. (Lipman, 2014; Nelson, Xie, & Ko, 2017).
While there is evidence that program visualization systems can help students
understand the notional machine, they also have the potential to confuse students. For
example, they may have graphics that are overly complicated or an interface that is
confusing; students may not be taught to use them effectively. For threshold concepts
(key transformative concepts) such as the notional machine, a “less is more” approach is
desirable (Cousin, 2006; Sorva, 2013). Throughout the remainder of the literature review,
program visualization systems are revisited but not as a primary focus because they are
well-reviewed elsewhere (Sorva, 2013; Sorva et al., 2013).
13

Reading and Completing Example Code
From an outsider’s point of view, it might seem natural for programming teachers
to ensure that students know how to read programs before expecting them to write
programs on their own. After all, when it comes to spoken languages, people typically
learn to read before they learn to write (DeFord, 1981). It is understandable that many
teachers believe that students need lots of practice with writing code to succeed (Gomes
& Mendes, 2007; Jenkins, 2002; Lahtinen et al., 2005; Rogerson & Scott, 2010). It is
harder to understand why it is not a common practice for teachers to ensure that students
can read code with understanding. One reason is that teachers often assume that students
understand the examples provided in lectures and assigned readings (Lister et al., 2004),
but students often skim code-reading assignments (Deimel & Naveda, 1990; D. Hoffman,
Lu, & Pelton, 2011) or skip assigned readings altogether (T. Berry, Cook, Hill, &
Stevens, 2010). Teachers find it frustrating that student do not read course materials
thoroughly. In an online survey administered to teachers of the AP Computer Science
Principles course in 2017, (N=141) high school teachers cited “Students do not read the
course materials” as their biggest challenge with teaching the course, chosen by 49.65%
of respondents (“AP CS Survey,” 2017). In a rush to finish assignments, students often
start to write programs without understanding basic constructs. Then they struggle to
debug their code (Fitzgerald et al., 2008). Another reason that teachers do not emphasize
code reading is that they were not taught that way, and the idea is foreign to them.
“In my class, students do not read code – they write code; which is what they
need to learn. It’s best to write, to let them discover algorithms, not to let them
read”, says one computing educator when hearing about the idea of research on
code reading. (Busjahn & Schulte, 2013, p. 3)
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In college introductory programming classes (CS1 classes), students are typically
expected to write code for large programming projects on a regular basis (Kumar,
2003b). Teachers often lack awareness of pedagogies that emphasize code
comprehension, and technologies that facilitate it. Evidence-based curricula, pedagogies,
and education technologies are often under-utilized (Wieman, 2017). At the high school
level, many computing teachers lack professional preparation and professional
development (Philips & Stephenson, 2013). Increasingly, researchers believe that
teachers typically expect students to write code before they are ready, and that teachers’
expectations for students to write code, before they are able to comprehend code, are
unreasonable (Kimura, 1979; Lister et al., 2004).
What does it mean to comprehend code, to read code, to trace code? People
commonly use the phrases code comprehension and program comprehension
interchangeably to mean understanding how code behaves. People say: “we emphasize
code comprehension before code writing” and “these questions assess code
comprehension.” This usage is acceptable as far as this study is concerned, but it should
be mentioned that code comprehension has a special meaning in the cognitive science
literature. Various code comprehension models (a.k.a. program comprehension models)
are cognitive models that describe how people understand programs. These models
conflict; some are top-down and others are bottom-up. Stanley Letovsky’s model
combines approaches; he observed that professional programmers in “think aloud”
studies opportunistically use both top-down and bottom-up approaches (Letovsky, 1986).
As with Letovsky’s studies, cognitive models are typically based on observations of
professional software developers; they are typically used to create professional automated
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tools for software maintenance (Schulte, Clear, Taherkhani, Busjahn, & Paterson, 2010).
Educators and education researchers commonly use the terms code comprehension and
program comprehension without reference to cognitive models.
While it is possible to read code superficially without understanding how it
behaves when it runs, a true understanding of code takes place at several levels. At a high
conceptual level it involves noticing patterns and making inferences about the overall
purpose and structure of the code. At a low level it means understanding code at a
detailed mechanistic level, through the eyes of a debugger. There is general agreement
that mentally tracing code means understanding it at a low level. There is not general
agreement about the meanings of “code reading” or “code comprehension.” People often
use them to mean understanding code at both high and low levels, but some use the terms
differently. For example, some researchers use “code reading” to mean just low-level
reading (tracing). What one researcher or designer describes as comprehension, another
describes as reading, and yet another as tracing. To help disambiguate these terms, an
effort is made during this review to help the reader understand the meanings of these
terms as they arise with respect to the views of the authors of each publication.
With Code completion problems, students are given code that is nearly or partially
complete and are asked to complete it. In this study, completion problems for learning
and reinforcing concepts (rather than for assessment) are of interest. Code completion can
take many forms, from making a multiple-choice selection to writing multiple lines of
code. Teachers often supply skeleton code, or starter code, for students to complete
according to a specification. Van Merriënboer and colleagues’ Completetion Strategy is
aligned with this approach, but it also includes challenges that ask students to make
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modifications and extensions to programs (Van Merriënboer, 1990; Van Merriënboer &
de Croock, 1992). Making modifications and extensions to code are examples of
remixing (Dasgupta, Hale, Monroy-Hernández, & Hill, 2016; Manovich, 2005). Because
this study is focused on programming to spec, code completion in this study is considered
to be an activity that involves choosing or writing code to satisfy a specification, or
supplying information that reflects a program’s state; it does not include remixing.
Pedagogies and Curricula
In this section, pedagogies and curricula relevant to this study that emphasize
code reading and code completion for teaching programming are discussed, roughly in
chronological order. The review is not exhaustive; additional research about this topic
can be found in (Busjahn & Schulte, 2013; Lahtinen et al., 2005; Spinellis, 2003).
The ‘Reading Before Composition’ Approach. Takayuki Kimura (1979)
developed a reading-before-writing approach to teaching programming that he called
Reading Before Composition. It is based on his tenets that 1) program reading skills must
precede program writing skills; and 2) reading a large number of example programs, even
with minimum knowledge of programming, can lead to program reading skill. In an
experience report, Kimura describes how he piloted this approach in an introductory
programming class with approximately fifty undergraduates. The first half of the
semester was devoted to code comprehension (with FORTRAN). Kimura introduced new
constructs primarily through code-reading assignments rather than by lecture. He
assigned a large number of programs (fifty) for the students to read. On a regular basis he
gave students a program that contained a new construct. Students would iteratively
predict the output, run the code, study the output, and revise the hypothesis if necessary,
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until a hypothesis was confirmed. The first midterm assessed reading comprehension
skills only (not code writing skills). The final exam assessed code writing skills.
Kimura’s design guidelines to promote code comprehension with example programs are:
a) Start with simple and move to complex programs.
b) Introduce a new element, one at a time, in the simplest isolated context.
c) Help generalization and discrimination by giving many similar but different
programs.
d) Make programs meaningful by incorporating interesting algorithms or concepts.
e) Present programs in 'good' programming style. (Kimura, 1979, p. 163)
Kimura’s study did not have a control group so it is difficult to determine the efficacy of
this approach. He was encouraged by his own observations and the students’ test scores
to pursue this approach further, despite a few outspoken student critics and the
“extremely difficult and time-consuming task to organize a large set of programs that
satisfied the guidelines” (p. 164).
The ‘Reading Approach’ and ‘The Completion Strategy’. Deimel & Moffat
developed an approach for teaching programming that emphasizes reading code and
modifying code before writing code from scratch (Deimel & Moffat, 1982). Their
approach has four phases, which they implemented with undergraduates: 1) run and
evaluate working programs; 2) read and hand-trace well written code for these programs;
3) modify code: change, complete, extend, or debug code (although debugging is not
emphasized); and 4) write code. Thus, in steps 1-3 students interact with and study
examples. (Deimel, 1985) argues that reading code is an important skill that should be
explicitly taught to pre-professionals for many reasons, in order to: learn how to write
and debug code, develop good programming style, maintain software, participate fully in
code reviews, understand technical literature, learn new languages, and contribute to a
software development team. Deimel & Naveda (1990) convey the roots of this approach:
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As early as 1971 … Gerald Weinberg lamented the decline in the practice of
reading programs brought about by time-sharing [Weinberg71]. He was less
concerned with the role of reading in maintenance than with its potential for
teaching; programmers could learn a good deal from reading the programs of
others, as well as their own. In the preface to their well-known book, The
Elements of Programming Style, Kernighan and Plauger make a similar point
about the educational value of reading programs [Kernighan74]. (Deimel &
Naveda, 1990, p. 6)
Deimel & Naveda discuss code comprehension models (from a cognitive perspective)
and agree with Letovsky (1986) that people are opportunistic and understand code by
taking both a top-down and bottom-up approach. They recommend using both small code
fragments and large programs. Their report includes code-reading exercises for a fairly
large Ada program with 800 statements. Deimel & Naveda report that because their
students are generally disinclined to read example code, at times they provide incentives
such as code-reading scavenger hunts with prizes. They recommend awarding credit for
answering questions about code, writing about code, or modifying example code
provided in assignments and tests. For tests they also recommend using cloze procedures
(Taylor, 1953), fill-in-the-blank questions where students complete short segments of
provided code. Their philosophy about practice with reading code is as follows:
[We] believe that program reading should be discussed and practiced throughout
the curriculum. Because reading programs is a skill, like writing programs, its
mastery requires practice over an extended period. … Students must be
encouraged, by feedback and grading, to use and improve their reading skills.
(Deimel & Naveda, 1990, p. 22)
Similar to Kimura’s observation, they report that designing code-reading exercises
requires “substantial work by the instructor. Writing programs for students to read, and
devising follow-up projects, is not a simple matter” (Deimel & Naveda, 1990, p. 26).
Van Merriënboer and colleagues call Deimel & Moffat’s approach the Reading
approach even though it includes program modification. They found it to be superior to
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the Expert approach or the Spiral approach in their analysis of curricula for high school
students (Van Merrienboer & Krammer, 1987). The Expert approach starts with a
complex but motivating problem; then students design a solution using a top-down
approach with stepwise refinement. The Spiral approach (Schneiderman, 1977) uses a
bottom-up strategy, where students start by writing simple programs and go on to write
increasingly more complex ones. Van Merriënboer and colleagues characterize
assignments in the third phase of Deimel & Moffat’s approach as completion assignments
(Van Merriënboer & Paas, 1990). They conducted research on completion assignments
that provide students with incomplete code for students to complete, modify, or extend.
They call this approach the Completion Strategy. In experiments with high school
students, they found that giving students practice with completion problems promoted
learning more than traditional problem-solving practice (Van Merriënboer & de Croock,
1989; Van Merrienboer & Krammer, 1990). Van Merriënboer & Paas (1990) point out
that both the Reading approach and the Completion Strategy have similarities to worked
examples (discussed below). They advise that instruction should engage learners with the
effortful practice of mindful abstraction while interacting with example programs (Van
Merriënboer & Paas, 1990).
Worked Examples. John Sweller introduced a pedagogy where students learn from
studying worked examples –problems that are completely worked out as an expert would
solve them (Sweller, 1988). Typically, students are shown one or more worked examples
and asked to solve one or more similar problems on their own, in alternating fashion.
Sweller developed cognitive load theory as the theoretical foundation for his research on
worked examples. According to this theory, humans can learn and store many schemas
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(patterns of knowledge) in long-term memory, but have a quite limited amount of
working memory (G. A. Miller, 1956) that can make sense of new information. Learning
can be efficient if the cognitive load is managed; that is, if the student does not
experience cognitive overload due to excessive or confusing information. Scaffolding is
needed to manage cognitive load, and worked examples can provide this support
(Sweller, 1988; Sweller & Cooper, 1985). Some cognitive load is unavoidable because it
is intrinsic to the topic to be learned. Instructional designers should avoid introducing
extraneous cognitive load (e.g. distracting pictures), although introducing germane
cognitive load (e.g. clear diagrams) may promote learning (Clark, Nguyen, & Sweller,
2006). Cognitive load theory from a CS educator’s point of view is well described by
(Caspersen & Bennedsen, 2007).
Contrary to the prevailing belief that students should spend a lot of time solving
problems, Sweller’s research showed that learning is more efficient if students study
worked examples while gradually learning to solve problems on their own. This is the
worked example effect (Sweller, 2006). Although research on teaching the Lisp
programming language informed Sweller’s work (J. R. Anderson, Farrell, & Sauers,
1984), little formal research on worked examples has been conducted for computing
education (Skudder & Luxton-Reilly, 2014). In contrast, mathematics education
researchers on several continents have conducted numerous large-scale experiments to
measure students’ learning gains with worked examples. After decades of research in
laboratory and classroom settings, mathematics education experts recommend that
students study multiple worked examples (Atkinson, Derry, Renkl, & Wortham, 2000)
and spend roughly the same amount of time studying worked examples as they do solving
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problems on their own (Booth, McGinn, Young, & Barbieri, 2015). I call this the half ‘n
half principle. In many cases, learning with worked examples results in more efficient
(quicker) learning than traditional problem-solving without examples (Chen, Mitrovic, &
Mathews, 2016). In some cases students with high prior knowledge may experience an
expertise reversal effect and lose expertise if asked to study too many rudimentary
examples (Kalyuga, 2007; Kalyuga, Chandler, Tuovinen, & Sweller, 2001).
CS education research on worked examples includes research on comparing
different styles of worked examples for learning Lisp (Trafton & Reiser, 1993), learning
CNC programming (Paas, Renkl, & Sweller, 2004), learning programming in general
(Gray, Clair, James, Park, & Mead, 2007), learning algorithms encoded with Java arrays
with an intelligent tutoring system by Sudol-DeLyser and colleagues (2012, 2015), other
work with tutoring systems (Di Eugenio et al., 2015; Harsley & Morgan, 2015), code
comparisons and analogies (Harsley et al., 2016; Patitsas, Craig, & Easterbrook, 2013),
SQL programming (Chen et al., 2016), subgoal labels with video by Margulieux and
colleagues (2012, 2013, 2016, 2017), subgoal labels for learning loops by Morrison and
colleagues (2015, 2016), and the examples+practice approach with electronic books by
Ericson and colleagues (2015, 2016). Most of this research is discussed in greater detail
in various sections below. Worked examples for CS are different than those for
mathematics. In mathematics, worked examples are most often shown as a step-by-step
evaluation process, for example to solve an algebra problem. Worked examples for
learning to program are often shown in the form of completed code; this is a type of
solved worked example (Schworm & Renkl, 2006).
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Although research on worked examples is not common knowledge to CS
educators, teaching with examples is common practice in CS education in the form of
lectures, textbooks, tutorials, and other curricula (Skudder & Luxton-Reilly, 2014).
Several CS education researchers have independently discovered the wisdom of teaching
with examples. Merriënboer & Paas (1990) argue that both the Reading approach and the
Completion Strategy satisfy the goals of worked examples.
Case Studies and Applied Apprenticeship. Linn & Clancy (1992) use case studies
to teach programming. They give students code written by experts, along with expert
commentary that describes the process of producing the code along with alternative
approaches. The researchers conducted a study with (N=121) high school students from
10 different classes who were learning to program with Pascal. Students were randomly
assigned to one of three conditions for an intervention that took place during class time.
In condition A, students wrote code to solve a problem and then studied an expert
solution with expert commentary. In condition B, students did not write any code; they
just studied an expert solution with expert commentary. In Condition C, students wrote
code to solve a problem, and then studied an expert solution without expert commentary.
The researchers conclude that expert commentary is more important to developing
programming design skills than writing code. Students in conditions A and B (with
commentary) performed the same on posttests that involved code writing, and both
performed significantly better than those in condition C (without commentary). (Linn &
Clancy, 1992). One potential downside of this approach is the high volume of material
that a student is required to read, and the question as to whether students will thoroughly
read provided material, especially in unsupervised settings.
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Astrachan & Reed (1995) use an Applied Apprenticeship Approach that has
similarities to the case studies approach. It also promotes the idea that students should
read programs written by experts before attempting to write programs on their own, but it
emphasizes both reading and modifying large programs. Similar to the mechanical
dissection approach, Astrachan & Reed argue in their experience report that students
shouldn’t be expected to master software design after a single course, and that an
effective way for students to learn design skills is by analyzing useful and motivating
programs created by experts (Astrachan & Reed, 1995). Both the case studies approach
and the Applied Apprenticeship Approach incorporate features of the top-down Expert
approach as well as Deimel and colleagues’ Reading/Completing approach. The BlueJ
pedagogy also incorporates the philosophies of these approaches, along with an emphasis
on program visualization (Kölling, Quig, Patterson, & Rosenberg, 2003).
Leeds and BRACElet Research. Since the early 2000s, Raymond Lister and
colleagues have conducted studies about the code comprehension skills of CS1 students.
The “Leeds group” followed up on the “McCracken study” which provided evidence that
students from many countries who complete CS1 courses do not master basic program
skills (McCracken et al., 2001). The Leeds group wondered if the reason was due not to a
lack of problem solving skills as many people thought, but because students were unable
to read and trace code accurately. They hypothesized that to improve student success
rates, students should spend more time reading and tracing code than is typically the case
(Lister et al., 2004).The Leeds groups conducted a mixed methods study with (N=556)
undergraduates from 12 institutions in 7 countries who had recently or nearly completed
a CS1 course. The researchers administered a multiple-choice assessment with twelve
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questions to assess their code reading and tracing skills. Each question came with
example code and asked one of two questions: 1) Choose/predict the outcome of the
supplied code; 2) Choose the code segment that best completes the supplied code so that
it performs a specific task. (These are code reading and code completion questions.) The
researchers also conducted “think aloud” studies with 37 participants to understand their
reasoning process. The researchers found that many students could not analyze short code
segments. Only 51% of the students answered 8-12 questions correctly. The researchers
concluded that many of the students had only a fragile knowledge of programming.
The Leeds Group points out that in the early days of computing, programmers had
to wait long periods of time for their punch cards or batch programs to run. To conserve
time, programmers typically would carefully perform a mental simulation of a program
before running it to test it out. Today programs run with nearly automatic feedback; many
students don’t take the time to mentally simulate their programs before running them to
test them out. The researchers recommend that teachers explicitly teach systematic code
tracing as a basic skill before asking or expecting students to write programs that solve
high-level problems. They also suggest, informed by studies of expert programmers
(Wiedenbeck, 1985), that teachers give students plenty of practice in order to develop
automaticity with basic skills. They will be able to activate these skills later on without
much mental effort when solving high level problems (Lister et al., 2004).
The BRACElet group of researchers from Australia and New Zealand conducted
several follow-up studies to the McCracken and Leeds group studies. They investigated
correlations among students’ abilities to explain, trace, and write code. They designed
and administered test questions informed by and analyzed according to the SOLO
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taxonomy (Biggs & Collis, 1982) and a revised version of the Bloom taxonomy (L. W.
Anderson et al., 2001; Bloom, 1956). The three lower levels of the SOLO taxonomy are
activated when one traces code. At the higher relational level of the taxonomy, one “sees
the forest, not just the trees” and integrates component parts into a coherent whole. Since
both low-level analysis and high-level thinking are important aspects of understanding
programs, people who create exam questions can design them with these levels in mind
(and be careful to help students not waste time with giving a detailed analysis when a
high level one is intended for a question). BRACElet researchers who studied (N=117)
undergraduates from three New Zealand universities concluded that students who are
unable to read and explain short code segments in relational terms are unable to write
code on their own. They also conclude that teachers of beginners may typically
underestimate the cognitive difficulty of their test questions (Whalley et al., 2006).
Several BRACElet studies employ short answer questions that ask students to
“explain the code in plain English” (Lister et al., 2010; Lister, Simon, Thompson,
Whalley, & Prasad, 2006; Lopez et al., 2008; Murphy, McCauley, & Fitzgerald, 2012).
(This is similar to the self-explanation technique used in worked examples research.)
Statistically significant relationships were found among measures of explaining, tracing,
and writing code. Proficiency with both explaining and tracing correlates most closely
with code writing proficiency (Lister et al., 2009; Lopez et al., 2008; Venables, Tan, &
Lister, 2009). The researchers clarify their stance on code reading: “We are not
advocating that students must first be taught to read code […] before they ever write a
line of code, but we do advocate a mix of reading and writing tasks” (Lister et al., 2006).
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The BRACElet group created a framework to categorize questions that assess
code comprehension (See Appendix A). Although the framework is intended for
questions to assess learning, it is also useful as a resource for designing practice problems
to promote learning (Sudol-DeLyser, Stehlik, & Carver, 2012).
Learning From Patterns. The idea of using software design patterns as a
professional practice emerged in the 1990s in the object-oriented programming
community (Gamma, Helm, Johnson, & Vlissides, 1995; Pree, 1994), but it is useful for
educational purposes as well (Freeman, Robson, Bates, & Sierra, 2004; Martin, 2002).
Assigning names to software design patterns – Bridge, Composite, Decorator, Factory,
Singleton – helps people remember them. Names serve as metacognitive cues (Bransford,
Brown, Cocking, Donovan, & Pellegrino, 2000), in this case for algorithmic and software
design patterns that can be implemented in any number of programming languages in a
variety of contexts. Caspersen & Bennedsen (2007) use a pattern-based approach to teach
programming with examples. Their students first learn about useful algorithmic patterns
through repeated exposure to them. Later students use these patterns to design their own
programs (Caspersen & Bennedsen, 2007). This is similar to the mechanical dissection
approach used in mechanical engineering education, discussed in a later section.
Interactive Practice Problems
In much of the research discussed above on reading and completing code,
students worked with paper and pencil, a text editor, or an IDE. Numerous new
educational technologies have emerged for learning to program that deliver interactive
practice problems, where feedback in terms of correctness and hints are provided. Most
of them, e.g. most intelligent tutoring systems (ITSs), have a focus on writing code. This
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section discusses educational technologies that focus on reading or completing code.
First, ones that require no code-writing are discussed, then ones that require minimal
code-writing, then ones that require substantial code-writing. This is not an exhaustive
review of all the educational technologies that incorporate activities for reading and
completing code; readers are encouraged to see (Brusilovsky et al., 2014; Ericson,
Moore, Morrison, & Guzdial, 2015; Kim & Ko, 2017; Pritchard & Vasiga, 2013).
No Code-Writing Required. Some practice problems don’t require students to
write any code. Some ask students to make a choice, or to perform other actions such as
categorize, compare, explain, identify, or reflect.
Since the early 2000s, Amruth Kumar and colleagues have developed problets –
web-based practice problems for learning to program with an ITS system (Kumar &
Singhal, 2000). Kumar states: “Whereas the focus of introductory Computer Science
courses is in general … learning to design and write programs, the importance of
[learning to read and understand programs] cannot be over-emphasized” (Kumar, 2003b,
p. 32). Problets can also be used for assessment. Problets are Java applets that present
students with questions, accept their responses, and provide feedback. The original ones
were designed to help undergraduates learn Pascal and C++. Later, problets for learning
C#, Java, and Visual Basic were created. Like other ITSs, the system has adaptive
capabilities that detects when students struggle and provides assistance in the form of
hints or additional practice. Empirical research demonstrates that problets can promote
learning of programming in comparison to practice with paper workbooks (Kumar,
2003b). Originally there were two kinds of problets. Both provided example code and
multiple-choice questions. One type asks the student to predict the output of code (this
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requires code-reading). The other type asks students to debug code; these are discussed in
a later section: Intentional Errors for Learning to Program.
Kumar and colleagues have continued to develop problets and conduct
experiments with them to this day. Space does not permit a comprehensive review of this
research, but another experiment on problets is included for illustrative purposes.
Kumar’s team designed a new type of problet, with visualization features similar to a
debugger, to help students learn to trace code. They conducted a controlled withinsubjects pretest-intervention-posttest experiment with (N=312) undergraduates in a 30minute intervention. It was designed to discover if practice with tracing loops (sections of
repeated code) can improve students’ skill with writing loops. In the intervention,
students interacted with the visualization technology and answered multiple choice
questions. The questions asked students either to predict the output of a program or to
identify a line of code that caused a certain action. There was no control group. Overall,
students’ skills with writing loops improved (measured by the difference in a pre/post
question). The improvement was significant for those who scored highest (90+%) on the
pre-test (Kumar, 2015). For this intervention, students with high prior knowledge
benefitted the most. For those with low or medium prior knowledge the intervention may
have been too difficult or too short.
Carnegie Mellon University researchers (Sudol-DeLyser et al., 2012) designed
practice problems to promote code comprehension using an online tutoring system
developed with the Cognitive Tutor Authoring Tools (CTAT) system (Aleven, McLaren,
Sewall, & Koedinger, 2009). Unlike the typical usage of a tutoring system for learning
programming, their practice problems did not ask students to write code. Instead they
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asked students to read code and answer questions about it. The researchers posed
questions that are commonly used to assess code comprehension (See Appendix A) but
instead intended for them to be learning events to promote code comprehension. They
conducted an experiment to compare learning gains if contextual information was
included in example code or not (e.g. if code performed a calculation for a specific
purpose such as calculating an electric bill, or not). Although the Context/NoContext
question is not especially relevant to this study, the design of their practice problems is.
In the study (N=113) undergraduates in a CS1 class were assigned practice problems as
part of a larger homework assignment. Students were randomly chosen for one of two
conditions: in the Context condition, the supplied code had a context; in the No-Context
condition the supplied code had no context. All students were shown 10 Java code
segments (solved worked examples). In each, an algorithm was encoded using an array.
Students first were required to explain the code in their own words (self-explanation) by
typing an answer in a free response text box. Then they answered multiple-choice
questions either to predict the behavior of the code or to categorize the algorithm (using
tutor-provided instructional explanations). Students received feedback for each question
and were required to select the correct answer before moving on to the next question. The
researchers analyzed students’ responses to 3 of the 10 questions. Correctness of
responses did not vary significantly by condition (Context/No-Context). The researchers
found that students who are asked to read code with arrays often lose track of the
changing state of variables over time. They also found that students’ incorrect
explanations are useful when designing distractors (wrong answers) for multiple-choice
questions. It would be interesting to see the results of similar experiments that control for
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factors other than context. Of interest to this study is that the researchers, who have over
30 years of experience with teaching in high school and college settings, view code
comprehension problems, realized as worked examples with explanations and feedback,
as valuable learning events for students learning to program.
Robot ON! is a computer game with a focus on developing code comprehension
through reading and completing code (Miljanovic & Bradbury, 2016). It was designed to
help first-year undergraduate software engineering and CS students understand code for a
variety of purposes, especially to enhance their debugging abilities. Miljanovic &
Bradbury cite research which argues that code comprehension is more important for
debugging than knowledge of debugging strategies (Gugerty & Olson, 1986). Robot ON!
requires players to read, but not write, code. In an experience report, Miljanovic &
Bradbury characterize their game as a serious game as it is not designed primarily for
entertainment, but for a serious purpose (Michael & Chen, 2005). They created the game
with the Unity game engine to help students learn C++ after observing that students with
no prior programming experience found their debugging game (RoboBUG) to be too
difficult (Miljanovic, 2015). With Robot ON!, the player acts as a scientist that must
solve challenges in order to activate a mech suit – a mechanical suit of armor for a robot –
at each game level. Players use an avatar to navigate code on the left side of the screen.
They choose tools and solve challenges displayed on the right side of the screen. The
tools help players demonstrate their understanding of flow control, variables, data types,
and comments. The player uses a tool called Un-Commenter to solve completion
problems. The player must un-comment (remove comments from, and thus activate) the
correct code segment to successfully complete a program, while refraining from un31

commenting an incorrect code segment. Miljanovic & Bradbury plan to assess Robot
ON! with respect to understanding code, and enjoyment. It would be interesting to know
if playing the game enhances players’ code-writing skills.
Data analytics is a growing area of education research. Data analytics are useful
for quantifying users’ behavior with technologies including educational technologies.
One study that uses data analytics is reviewed here as an example of how log files (in this
case, files that record how users interact with a technology) can inform instructional
designs. (Okimoto, Matsumoto, Yamagishi, & Kashima, 2017) developed a web-based
tutorial system with code-reading and code-completing practice problems for students
learning to program in C. They piloted it with (N=107) undergraduate Informatics majors
and analyzed the log files to determine which concepts the students struggled with the
most when reading code. The students interacted with the system during 24 class periods
in a 30-week semester. Each set of practice problems had 15-20 questions. The students
had 10 minutes to complete each set (about 4 hours total per student). The system has
several question types. Each displays source code and output, and asks the user to either
choose the correct value of a variable (a code reading problem), choose the proper order
of code statements (a variation of a Parsons problem), or choose a statement to complete
code so it runs correctly (a completion problem). The instructional designer creates
templates for the questions and the system randomly generates isomorphic questions for
each template. The topics addressed are ones that are usually covered in the first half of
an imperative programming course (data types, operators, assignment, conditionals,
loops, and functions). Because the log files revealed that students had particular difficulty
with loops, the researchers advise instructional designers to include activities that require
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students to compare and contrast loops with conditional statements. Because the students
struggled with compound assignment operators (e.g. +=, *=), the researchers advise
refraining from using those operators early on in programming classes for beginners.
Minimal Code-Writing Required. Some practice problems require students to
write only a minimal amount of code, for example to supply the value of an argument
(input) to a function. C-doku is a web-based system for generating quizzes with
interactive practice problems for reading and completing code. Students are asked to
either choose a multiple-choice response, or to supply arguments (inputs) to a function
call. The inventors of C-doku observed that many students do not read textbook or other
reading assignments thoroughly, and view their approach of active reading as a type of
active learning (D. Hoffman et al., 2011). C-doku’s name is derived from the Sudoku
puzzle and the fact that it was originally designed to teach the C language. (It now also
supports C++, Java, and Python.) C-doku has four types of problems: 1) Input/output:
students read code and predict the output; 2) Bullseye: students are given code for a
function with a line that is highlighted; students must supply function arguments to
ensure that the highlighted line is executed; 3) Liar-Liar: similar to Bullseye but students
must supply function arguments that cause a highlighted assertion statement to fail; and
4) Find the Failure: students are given a specification and a faulty implementation and
must supply failure-inducing function arguments. The C-doku system (like problets)
provides templates that allow for the random generation of isomorphic practice problems.
Hoffman et al. (2011) provide an experience report of using C-doku in a
classroom with (N=56) second-year software engineering undergraduates. During each of
five Monday lab periods the students took a 20-question C-doku quiz as many times as
33

they liked, with correctness feedback and multiple re-tries allowed per-problem. On the
following Thursdays, the students took the same quiz as the Monday before with a 30
minute time limit, without correctness feedback. The researchers report that the students
seemed to enjoy the C-doku quizzes and seemed to perform well on similar test
questions, but complained about frequent server crashes that interrupted their practice. A
subsequent report describes an improved system with a minimalist design so that students
can better focus on the supplied code (D. Hoffman, Giannelia, & Lu, 2014).
PLTutor (Programming Language Tutor) is a web-based tutorial system that
focuses on code-tracing activities (with program visualization) to help students develop
code comprehension skills with JavaScript (Nelson et al., 2017). At this writing it is in a
prototype stage. Like Kimura’s approach (1979), PLTutor employs a comprehension-first
pedagogy, which means it emphasizes code comprehension before code writing. Like
other research teams, e.g. (Sudol-DeLyser et al., 2012; Van Merrienboer & Krammer,
1987), Nelson et al. conducted between-subjects experimental research to evaluate a code
comprehension approach. They also introduce a theory of program tracing knowledge.
PLTutor, like a debugger, allows the user to step through code while it provides a
graphical representation of the program’s state at each step. It also provides tutorial
information. Like Philip Guo’s Online PythonTutor, it allows the user to step both
forwards and backwards (Guo, 2013). PLTutor steps through code at a finer grain than
most debuggers or visualizers – at the instruction level, rather than the typical line-ofcode level. Thus it makes more aspects of “the invisible machine” visible. PLTutor has a
fixed curriculum; it starts with a 5-10 minute tutorial, which explains and names key
features of the notional machine (e.g. state, name space) and the learning environment. It
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then presents three types of activities: conceptual steps that instruct the learner; execution
steps that allow the user to step through code; and assessment steps that require the user
to choose appropriate values that reflect the program’s state.
Nelson et al. evaluated PLTutor with undergraduates starting a CS1 course (with
Java) in a pretest-intervention-posttest study in a one-day workshop with a 4.3 hour
intervention. (N=18) students participated in the PLTutor treatment group; (N=19)
students in the control group practiced writing code with the Codecademy online tutorial
system (“Codecademy,” n.d.). The researchers measured code comprehension gains with
a pre-test and post-test using the validated SCSI concept inventory (Parker & Guzdial,
2016; Tew & Guzdial, 2011). Like Kumar’s experiment (2015) they were also interested
in the effect of code-tracing practice on code writing skills. They measured this using
midterm grades. The control group’s pretest scores were higher than the PLTutor group
with marginal significance (p < .058) and its posttest scores were slightly higher but not
significantly. Only the PLTutor group had significant pre/post-test gains, perhaps due to a
ceiling effect. The midterm averages of the groups did not differ significantly. The
PLTutor group outperformed the control group on 37% of the questions and underperformed on 22% of the questions. Despite the short duration of the intervention with a
prototype technology, Nelson et al.’s experiment and theory of code-tracing knowledge
contributes to the understanding of how code-tracing activities may promote code
comprehension and code writing.
Substantial Code-Writing Required. Since the early 2000s, Antonija Mitrovic has
developed web-based practice problems within an intelligent tutoring system for learning
Structured Query Language (SQL), a database programming language (Mitrovic, 2003).
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In addition to using example/practice pairs (the standard approach used in research on
worked examples), Mitrovic’s groups also studied example/tutored-practice pairs (where
students receive feedback) and found them to be superior to both example/practice pairs
and tutored-practice without examples (Shareghi & Mitrovic, 2013). They have also
experimented with providing different kinds of prompts for explanations: procedural
prompts for students to explain solution steps while studying worked examples, and
conceptual prompts after problem solving to promote conceptual reflection. Additional
research by this group is discussed below in Intentional Errors for Learning to Program.
A practice system to realize Van Merrienboer & colleagues’ Completion Strategy
was implemented with an intelligent tutoring system to help students learn BASIC
(Chang, Chiao, Chen, & Hsiao, 2000). The system gives students practice problems for
completing, modifying, and extending programs. The system provides a range of practice
problems – multiple choice questions, cloze problems (fill-in-the-blank), and ones that
allow students to write code to modify or extend a program. In a pretest-interventionposttest randomized control study, (N=21) high school students in the treatment group
practiced with the completion problems for 30 minutes at the end of each class period
throughout a course while (N=24) students in the control group had 30 minutes to “study
the programming by themselves” (p. 218). (The duration of the study or total time spent
on task is not clear.) On the posttest, the completion-problem group performed somewhat
better than the control group on multiple-choice questions and completion problems, and
even better on code design problems, although a statistical comparison is not reported.
BotWorld is a 2D microworld for learning Java that looks like the PacMan arcade
game and is similar to Karel the Robot (Pattis, 1981). Each BotWorld project is a
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completion problem that comes with quite a bit of well-written code. Students are given
directions that guide them to read the code and complete it, usually by writing dozens of
lines of code. Each project targets specific concepts, e.g. objects, inheritance, recursion. I
designed BotWorld in 2005 with Fernando Pereira to give our students a graphical gamelike experience while learning to program with Java. Our university expected us to assign
large programming assignments in our CS1 courses; we created BotWorld to scaffold the
learning process. With the help of Mark Fickett and other teaching assistants we
developed seven BotWorld projects. Over 1,000 undergraduate and high school students
taught by five teachers completed BotWorld projects (Griffin, Fickett, Powell, &
Menezes, 2009; Griffin, Menezes, Chen, & Palsetia, 2010).
Code.org’s K-8 curriculum includes a significant number of puzzle challenges,
where students use a block-based language to accomplish tasks such as navigating mazes
(“Code.org,” n.d.; Kalelioglu, 2015). These may be considered as code-completion or
code-writing problems. Code.org’s high school curriculum engages students with
creating JavaScript apps and games.
WebSheets is an online practice problem system for fill-in-the-blank code
completion problems (Pritchard, 2015). It provides templates that allow instructors to
create problems for learning C++ or Java that provide immediate feedback. Like C-doku,
it allows students to change only limited sections of code. Unlike C-doku, which
typically asks students to supply function arguments, WebSheets problems allow students
to fill in larger sections of code (e.g. the body of a loop or function). As of 2015, over
1,000 students with a half dozen instructors have used WebSheets for in-class activities,
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mandatory homework, and optional practice. It is a free and open-source project that
allows instructors to design and contribute exercises.
BitFit is a web-based practice system designed for undergraduate CS1 students
learning Java. It uses a coding-in-the-browser technology that allows students to write
and test code according to supplied specifications. It was designed to be an optional,
motivating, un-graded way for students to get a lot of practice with coding. Some
questions provide example code that can not be edited; others provided “starter code” for
students to complete. In three 13-week course offerings (N=528) students (over 80% of
652 students overall) opted to interact with BitFit. In response to a survey administered to
the users of BitFit, 92% of respondents said it helped them gauge their progress with
respect to the course content and 89% reported that BitFit helped them understand
concepts with which they had struggled (Estey, Kennedy, & Coady, 2016).
A Multiplicity of Options. Electronic books (e-books) have the capability to give
students a wide variety of ways to practice programming. Most e-book systems allow
authors to include interactive components that give students immediate feedback.
E-books usually contain more text than an intelligent tutoring system and fewer adaptive
features, but the boundaries between these technologies are blurring. Undergraduates are
more likely to engage with e-books than traditional paper textbooks (A. Edgcomb, Haas,
Lysecky, & Vahid., 2015). Several platforms have e-books dedicated to teaching
programming and also allow teachers to design their own interactive exercises. These
include Runestone Interactive (B. Miller & Ranum, 2012), CS Circles (Pritchard &
Vasiga, 2013), and Zyante/ZyBooks (Alex Edgcomb & Vahid, 2014).
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Space does not permit a review of all the educational technologies that have some
relevance to this study. (Brusilovsky et al., 2014) categorize sixty interactive education
technologies for computing education. There is a category for Program Visualization
Tools, and one for Coding Tools that ask students write snippets of code, but no category
with a focus on code comprehension.
Summary
This section discussed over twenty research projects that focus on code
comprehension by having students “take apart” code by reading or completing example
code. The BRACElet studies collectively demonstrate that students who are unable to
explain and trace code are unable to write code accurately. Much of the literature
reviewed in this section consists of experience reports, or reports about curricula or
educational technologies. Some explicitly outline design principles, e.g. (Kimura, 1979),
while others demonstrate a variety of valuable techniques that engage students without
requiring them to write code, for example by asking student to explain, categorize,
consider alternative solutions, identify, predict, and make choices. A few studies
discussed between-subjects experiments that provide evidence that some techniques can
be superior to code writing, such as worked examples with interactive practice problems
(Shareghi & Mitrovic, 2013), and exposing students to expert opinions about the
programming process and considering alternative approaches (Linn & Clancy, 1992).
Some provide evidence in support of reading and completing activities, e.g. (Van
Merrienboer & Krammer, 1987), some have mixed results (Chang et al., 2000; Nelson et
al., 2017), and some results depend on students’ prior knowledge (Kumar, 2015).
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This research demonstrates that code comprehension activities are applicable to
students with a wide range of ages including professionals (Spohrer, 1992),
undergraduates (Caspersen & Bennedsen, 2007; Deimel & Moffat, 1982; Lister et al.,
2004; Spohrer & Soloway, 1986b; Sudol-DeLyser et al., 2012), high school students
(Van Merrienboer & Krammer, 1987) and young children (Pea, 1986). Most emphasize
comprehension-early, e.g. (Deimel & Moffat, 1982; Lister et al., 2006; Sudol-DeLyser et
al., 2012); a few promote comprehension-first, e.g. (Kimura, 1979; Nelson et al., 2017).
Despite the considerable empirical research on learning to program with an
emphasis on interactive reading and completing code, cultural shifts are slow to take
hold. Programming teachers in academic settings still primarily assign textbook reading
along with code-writing assignments.
Taking Apart Physical Machines
The last section discussed the point of view that a programming language is an
invisible computational machine (du Boulay et al., 1981). Individual programs can also
be viewed as computational machines as well. Elliot Soloway, a pioneer in computing
education research, describes key processes for learning to program: “The instructions in
a program turn the computer into a mechanism that dictates how a problem can be solved
… In this view, learning to program amounts to learning how to construct mechanisms”
(Soloway, 1986, p. 850). Program fragments (also known as code segments) can also be
viewed as mechanisms. For example, a function encoded in a programming language is
an input/output machine whose internal state may change with each “turn of the crank” as
its code is executed step by step. Loops and conditional statements may be viewed as
computational machines as well. When considering how to help people learn to program,
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given the mechanistic nature of programs, it is useful to consider how people learn about
concrete, visible machines. That is the topic of this section.
Many mechanics start learning their trade by fixing or taking apart machines with
family members or friends. In job training and vocational education settings, it is a
common practice to ask apprentices to Disassemble, Analyze, and Assemble machines
(DAA) in order to learn about vehicles, appliances, and other machines. Learning by
taking things apart is useful for training not only mechanics but engineers and designers
as well (Seabrook, 2010; Wu, 2008). Historically, many students who pursued
mechanical engineering tinkered with machines for years before attending college. Those
who hadn’t were likely to be at a disadvantage (Lamancusa, Torres, Kumar, & Jorgensen,
1996). Unfortunately, teaching with a hands-on disassembly approach has logistical
challenges in terms of space, time, equipment costs, staffing, and storage. Consequently,
the trend in Mechanical Engineering degree programs has been to de-emphasize hands-on
courses in the early years in favor of theoretical courses. Some educators find this to be
an unfortunate trend. Hands-on disassembly is not only motivating and educational, it
helps bridge the tinkering gap for females and others who lack experience with taking
apart machines (English, Hulme, & Lewis, 2008; Griffin, Brandt, Bickel, Schnittka, &
Schnittka, 2015; Henderson, Desrochers, McDonald, & Bland, 1994).
Formal Education: Mechanical Dissection and Product Dissection
While many mechanical engineering professors have incorporated
disassembly/assembly activities in to their courses to some extent, Stanford University
professor Sherri Sheppard made it the cornerstone of her foundational Mechanical
Engineering course. She developed a pedagogy called mechanical dissection. Mechanical
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dissection is similar to the training that medical students undergo with dissecting
cadavers, but instead students disassemble (and re-assemble) mechanical things such as
bicycles, fishing reels, and drills. The guiding philosophy of Sheppard’s course is to
develop the students’ confidence to pose these questions: “How did others solve a
particular problem?” and “Why does the solution work?” Subsequent courses in
Sheppard’s undergraduate sequence are designed to develop students’ confidence to
answer the questions “How would I (the student) solve a particular problem?” and “What
problems am I (the student) interested in solving?” (Sheppard, 1992). An important goal
of Sheppard’s mechanical dissection course is for students to become familiar with the
terminology of mechanical engineering, and they have multiple opportunities to do so:
they read instructions, converse with a partner while disassembling and re-assembling,
answer closed and open-ended questions, and write reflections. By working with a
partner in a structured setting, students have a moderated team experience and get to
know some of their classmates. Sheppard and colleagues have developed several modules
for mechanical dissection, which have been taught at over thirty institutions including
Cornell University, Stanford University, Tuskegee University, and the University of
California, Berkeley (Agogino, Sheppard, & Oladipupo, 1992; Regan & Sheppard, 1996;
Roschelle & Linde, 1996; Sheppard, 1992; W. H. Wood & Agogino, 1996; Wu, 2008). In
at least one setting, mechanical dissection was used to promote females’ confidence with
working with physical devices (Henderson et al., 1994).
Educators have adapted the mechanical dissection approach to teach students
about products that are not solely mechanical. This is known as product dissection.
Instructors in various academic departments including Engineering Design, Product
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Engineering, and Industrial Design have taught product dissection in American
undergraduate programs at Arizona State University, Drexel University, Pennsylvania
State University, University at Buffalo, University of Puerto Rico-Mayagüez, and
University of Washington (Lamancusa, Jorgensen, Zayas-Castro, & Ratner, 1995;
Lamancusa et al., 1996; Moore-Russo, Grantham, Lewis, & Bateman, 2010; Ogot,
Okudan, Simpson, & Lamancusa, 2008). It was implemented in an undergraduate
program in India (Bhatnagar, 2015), and in an American graduate program (Simpson &
Thevenot, 2005). Examples of disassembly notes for a variety of products can be found
on a web site maintained by Drexel University’s Geometric and Intelligent Computing
Laboratory (“Disassembly Notes,” n.d.).
In the interest of applying lessons learned from mechanical dissection and product
dissection to teaching programming, it is useful to consider how students engage with
dissection activities. The instructional materials that accompany these activities guide
students to disassemble and assemble things in an intentional manner. They prompt
students to answer Sheppard’s guiding question of “How did others solve a particular
problem?” Students answer questions about parts and design choices in their workbooks.
They are guided to study product diagrams and notice labels and categories of parts and
systems. Later, students explain what they learned and generate their own labels and
categories in written reports and reflections. Naming, labeling, and categorizing all serve
as metacognitive cues (Bransford et al., 2000). One group of researchers who observed
students participating in a Toy Dissection module report “We observed most groups
generating a causal chain, in which they traced how a sequence of events propagates from
one part of the device to the next” (Roschelle & Linde, 1996).
43

Many dissection activities ask students to make comparisons by studying multiple
items from the same product family, for example fishing reels, coffee makers, single-use
cameras, or toys made by different manufacturers. Students compare them and evaluate
design tradeoffs. While comparing items, students make generalizations about how and
why things are similar and different. This helps them to think abstractly and develop
design templates and strategies. One student expressed interest in being able to say
“These two are 98 percent the same, but I perceive this to be a very high quality product
and this one to be a very cheap product” (Wu, 2008, p. 58). Sheppard says: “The reality is
that very little design is actually new design. Very good designers have this catalog in
their brains of stuff – of mechanisms, of devices, of machine elements” (Wu, 2008, p.
59).
Informal Education: Tod Phod Jod
An innovative approach to hands-on STEM education in India is Tod Phod Jod. It
is similar to product dissection in many respects, but tailored for children. In the first
phase, middle school aged boys and girls deconstruct and re-construct things such as
ceiling fans, clocks, and irons. Later, they are later encouraged to take apart larger or
more complicated things, and fashion new things. Tod Phod Jod (a.k.a. Tod Fod Jod)
roughly translates to “break and make,” although Jod means more than make: it can mean
re-construct, repair, re-purpose, and create (See Figure 2-1).
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Figure 1-1. Tod Fod Jod Mechanisms
("Tod Fod Jod: To Encourage Students to Discover, Experiment, Innovate," 2012)

Like mechanical dissection, Tod Phod Jod encourages students to work hands-on and ask
questions such as: ‘What’s inside?,” “ How does it work?,” “Who made this?,” “Why?,”
“How?” Also similar to mechanical dissection is the anticipation that discoveries students
make during Tod Phod (dissection) will come in handy later on for Jod (design). Another
similarity is the goal that participants not only learn about physical things, they learn
from “deconstructing the scientific jargon that is usually learned by rote” (Vishnoi,
2012). Tod Phod Jod builds on the lower levels of Bloom’s taxonomy (remembering and
understanding) to engage youth with higher levels of the taxonomy – applying, analyzing,
evaluating, and creating (“Tod Fod Jod: To Encourage Students to Discover, Experiment,
Innovate,” 2012). Unlike mechanical dissection, children who participate in a Tod Phod
Jod workshop (usually several hours long in a series of out-of-school workshops) do not
fill out detailed worksheets and reports. There is more of an emphasis on making the
experience relevant and fun, while giving children opportunities to gain confidence
through overcoming setbacks and creating new things (“Jods”).
Sam Pitroda learned about the ideas of Tod Phod Jod from a friend and promoted
it through India’s National Innovation Council (Bhatnagar, 2015; “Sam Pitroda’s
inspiring message for Vadodara Innovation Council on Tod-Fod-Jod dtd. 21.08.16,”
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2016). India’s national initiative to promote youth interest in STEM education includes
Tod Phod Jod for hands-on, activity-based learning (“Rashtriya Avishkar Abhiyan,”
n.d.). Although no research publications were discovered in this review about Tod Phod
Jod, there are several documentary videos about Tod Phod Jod workshops, e.g. (“Tod
Fod Jod - Supporting Childhood Innovation,” 2012, “Tod Phod Jod Session at NSCD,”
2014).
Reverse Engineering
Learning by mechanical and product dissection involves reverse engineering.
This section gives an overview of people’s differing opinions about the meaning of
reverse engineering, discusses the history of reverse engineering, and provides an
operational definition for reverse engineering that is used in this study.
People generally agree that reverse engineering involves taking apart a humanmade object or system to learn about it. Yet people disagree about what “taking apart”
means. Some think reverse engineering necessarily involves examining component pieces
(Ingle, 1994; Rekoff Jr., 1985); others think it could mean observing the behavior of an
object or system when the component pieces are unavailable or insufficiently
documented (Chikofsky & Cross, 1990). Some think reverse engineering always involves
hardware (Ingle, 1994; Rekoff Jr., 1985); others disagree (Chikofsky & Cross, 1990;
Eilam, 2005). People generally agree that reverse engineering does not necessarily
involve re-assembling a disassembled object or system, but they disagree about the
purpose of reverse engineering. Some think the purpose is necessarily to copy, steal, or
improve upon someone else’s creation (Rekoff Jr., 1985). Others argue that one may need
to reverse engineer one’s own creation, such as an operational computer program for
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which the source code is lost (Chikofsky & Cross, 1990). Some think that the purpose of
reverse engineering is always to create a product, e.g. (Ogot et al., 2008). Others think the
purpose can be to satisfy one’s curiosity or to create a mental catalogue of patterns, which
can be drawn upon later for a variety of purposes (Chikofsky & Cross, 1990).
Throughout human history people have learned about human-made objects such
as tools, weapons, and crafts by taking them apart and using that knowledge to create
new and improved ones. Some of the earliest documents that specifically use the term
reverse engineering are related to work conducted by the United States Army. In the mid1980s, M. G. Rekoff Jr., an electrical engineering professor who researched weapons
systems (at the U.S. Army Redstone Arsenal in Alabama) wrote that the purpose of
reverse engineering is to clone hardware, that it is conducted by people who are not the
original designers and who do not have the design documents (Rekoff Jr., 1985). This is
likely close to the original usage of the term. Around the same time, however, the U.S.
Army conducted a series of what it characterized as reverse engineering studies on four
of its own weapons systems (for missiles, rockets, helicopters, and tanks). Here, the army
used reverse engineering not to copy hardware but to improve their own vehicles with
respect to human factors (Hartel & Kaplan, 1984). The U.S. Army also used the term
reverse engineering in another sense when it instituted the Army Reverse Engineering
Program in the mid-1980s. The purpose of the program was to reduce procurement costs
by inviting commercial manufacturers to bid on contracts to manufacture replacement
parts for defense equipment, where some of these parts had no associated design
documents (Bakhshi & Worthington, 1989).
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Reverse engineering is commonly used in commercial design and manufacturing.
In the automotive industry, reverse engineering for competitive advantage is
commonplace. The competitive teardown is a professional practice where a crew takes
apart a competitor’s vehicle piece by piece and analyzes it meticulously to gather
intelligence about form, function, and cost efficiency (C. Hoffman, 2006). Product
designers perform similar analyses of items such as appliances and electronics (Ingle,
1994). Reverse engineering is used in academic settings as a pedagogy for learning
product design (separate and distinct from product dissection) (Otto & Wood, 1998,
2001; K. L. Wood, Jensen, Bezdek, & Otto, 2001; W. H. Wood & Agogino, 1996). In the
fashion industry, the term reverse engineering is occasionally used to describe the process
of creating a knockoff – a copy of a competitor’s garment or accessory.
Reverse engineering as it applies to software engineering is relevant to this study.
Chikovsky & Cross (1990) point out that reverse engineering does not necessarily
involve generating new software; it is useful for software maintenance and re-use as well.
They acknowledge Rekoff’s definition of reverse engineering (as cloning others’
hardware), and characterize his paper as a landmark article, but propose an alternative
definition. “Reverse engineering is the process of analyzing a subject system to identify
the system’s components and their interrelationships and create representations of the
system in another form or at a higher level of abstraction” (Chikofsky & Cross, 1990, p.
15). This operational definition is adopted for the current study. With this definition,
students of mechanical dissection are reverse engineering. Although they don’t design
new items during the dissection phase, they do develop design abstractions, which they
apply later on to create their own designs (for Sheppard’s students, in later courses).
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Reverse engineering for software can take several forms. Three scenarios are
described here. In Scenario 1 the unit of analysis is source code. Here, a person reads a
computer program to understand how it works. This scenario is relevant to the current
study. In Scenario 2 a person observes the behavior but not the code of a running
program, and reproduces the program by creating a design document and/or writing
source code. Scenario 3 is called binary reverse engineering. In this case a person does
not have access to a program’s human-readable source code but does have access to the
binary code of 1s and 0s that was generated when the source code was compiled into
machine-readable form. In this case, reverse engineering involves deducing the source
code from the binary code (Eilam, 2005). Scenario 1 is most relevant to the current study.
Un-Crafting. Reverse engineering, mechanical dissection, and product dissection
all emphasize learning by taking things apart. A related approach is un-crafting which
emerged recently from the long tradition of crafting and the new field of interaction
design (Murer, Fuchsberger, & Tscheligi, 2017). Crafting involves hands-on work with
tangible materials such as metal, fabric, wood, plastic, and found items. Interaction
design was pioneered in the 1980s by Bill Verplank and IDEO co-founder Bill Morridge
to focus on peoples’ interactions with a variety of physical objects and systems with
digital components. Examples include wearable technologies, toys with embedded
electronics, and museum installations. Unlike user interface design, it does not typically
involve computer screens (Vallgårda, 2014; Vallgårda & Fernaeus, 2015).
Un-crafting with its “learning by taking apart” philosophy counterbalances the
generative disciplines of crafting and interaction design. It is inspired by sources that
span three centuries. From the 1800s, Fröbel’s gifts are a set of five educational toys
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designed by Friedrich Fröbel, the German inventor of the kindergarten system. Fröbel
designed three toys to be disassembled, and re-assembled or re-configured, to satisfy the
child’s creative – and destructive – instincts (EdwardWiebé, 1869). Pedagogies from the
1900s that inform un-crafting include mechanical dissection, product dissection, and
disassembly/analysis/assembly pedagogies. From the current century, Murer and
colleagues (2017) include de-constructionism (a.k.a. deconstructionism) in their
theoretical framework, which emphasizes “learning by taking apart” activities for
exploring, completing, and debugging computer programs and physical devices (Griffin,
Kaplan, & Burke, 2012). De-constructionism complements Seymour Papert’s pedagogy
of constructionism, which promotes learning by creating computational artifacts and
sharing them publicly (Harel & Papert, 1991; Papert, 1980). Murer and colleagues view
the dialectical relationship between constructionism and de-constructionism as a model
for the complementary relationship they envision between crafting and un-crafting
(Murer et al., 2017).
Summary
This concludes the section on learning from taking apart machines. With the
pedagogies discussed – mechanical dissection, product dissection, Tod Phod Jod, and
un-crafting – the learning by taking apart phase is treated as an early phase in a process
that leads towards design. Students engage in reverse engineering practices by taking
apart well-crafted items. They disassemble, analyze, and explain these items. They
compare them, discuss them with others, identify sub-parts, notice patterns, reflect, and in
some cases re-assemble items. Thus, students assimilate patterns of expert knowledge,
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which they can later apply for design purposes. In the scenarios discussed, learning by
taking apart is valued as an educational, pre-professional, or professional practice.
Techniques for Taking Apart Examples
Worked examples were introduced above in the section on Reading and
Completing Example Code. While some of the earliest research on worked examples
pertained to learning programming, considerably more research on worked examples has
been conducted for mathematics education. In the interest of designing effective practice
problems for learning to program with example code, it is worthwhile to review
techniques that are used not only for CS education but for mathematics education as well.
Seven well-researched techniques are discussed in this section: scaffolding, concreteness
fading, explanations, comparisons, metacognition, feedback, and cognitive dissonance.
Koedinger et al. (2013) categorize these and over twenty other techniques according to
three purposes: to support memory/fluency, induction/refinement, and sensemaking/understanding (Koedinger, Booth, & Klahr, 2013).
Scaffolding (supports memory/fluency). Education psychologist Jerome Bruner
and colleagues coined the term scaffolding, which refers to the process of providing
support structures for people learning a subject or skill. Similar to parenting, a tutor
provides scaffolding by first gauging the student’s initial level of knowledge or ability,
and then offers an appropriate level of assistance. Over time, the tutor’s support is
gradually decreased (Bruner, 1966; D. Wood, Bruner, & Ross, 1976). Scaffolding
originally referred to support from a human tutor such as a teacher, parent, or advanced
peer. It can also refer to support from curricula and educational technologies. The
educational philosophy of Lev Vygotsky includes several key ideas that are similar to
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scaffolding: the relevance of prior knowledge, a student’s potential given a range of
supports, and the view of learning as a social process (Vygotsky, 1978).
Concreteness Fading (supports induction/refinement). Concrete representations
and abstract representations are both important for learning. Beginners understand
concrete representations that relate to their own experience more easily than abstract
ones. Concreteness fading is a technique where instruction progresses from concrete
representations to abstract representations, while connections between them are explicitly
made. Evidence from extensive research on worked examples for mathematics suggests
that concreteness fading facilitates the learning of abstract mathematical concepts and the
ability to transfer knowledge (Booth et al., 2017). Fading worked examples are sets of
worked examples organized in a three-step learning progression to realize concreteness
fading. The beginning step has fully worked-out examples; the intermediary step has
partially solved problems that students complete; in the last step students solve problems
on their own. Fading worked examples are more effective than using any of the three
steps in isolation (Alexander Renkl & Atkinson, 2003; Alexander Renkl, Freiburg,
Atkinson, & Maier, 2000). For problems such as solving algebra equations, fading is
typically accomplished through backwards facing (by removing the last step, then the last
two, and so on) or forward fading (by removing the first step, then the first two, and so
on). Fading is not only beneficial for beginners; it helps reduce the potential for an
expertise reversal effect, where students who have gained some mastery of a topic lose
expertise if asked to study too many rudimentary examples (Kalyuga, 2007; Kalyuga et
al., 2001).
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Several CS education research teams explicitly include fading worked examples
in their theoretical framework for curricular designs (Caspersen & Bennedsen, 2007;
Gray et al., 2007); others do so implicitly. For example, Deimel and colleagues’ Reading
approach is a graduated process that progresses from exploring complete programs, to
modifying or completing programs, to writing programs from scratch (Deimel, 1985;
Deimel & Moffat, 1982). In computer science, completion problems can be used to
realize concreteness fading for students learning to program. Unlike mathematics
however, concreteness fading for learning to program rarely takes the form of forward or
backward fading of sequential steps. Instead, typically CS students are first given solved
examples, and later given code where pieces of it are removed, but those piece may be in
the middle of the code, e.g. the body of a loop that is within a function. Thus, completion
problems provide scaffolds for students learning to write code on their own.
[A] particularly powerful route to provoke mindful abstraction is … to confront
the students with useful worked examples that have to be completed; the
examples have the form of incomplete, but well- structured, understandable
computer programs. Then, the students actually have to … design and generate
programming code. (Van Merriënboer & Paas, 1990, p. 283-284)
In addition to completion problems, Caspersen & Bennedsen’s course uses guidance
fading – where students are initially given substantial guidance, which is decreased over
time (Caspersen & Bennedsen, 2007).
Explanations (supports sense-making/understanding). This section discusses the
metacognitive strategy of generating explanations while solving a problem, and describes
instructional designs that prompt learners to do so explicitly. In Elliot Soloway’s paper
Learning to Program = Learning to Construct Mechanisms and Explanations he argued
that the programmer should be able to explain the causal chain that a program activates
(E. Soloway, 1986). In education psychology experiments, students demonstrate
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improved learning and a greater ability to transfer knowledge when they verbalize their
reasoning while solving problems (D. C. Berry, 1983; Gagne & Smith, 1962). A review
of nineteen research studies of students learning mathematics and computer science in
small groups concludes that generating elaborate explanations correlates with higher
learning gains than receiving elaborate explanations (Webb, 1989).
Michelene Chi and colleagues pioneered research on self-explanations, where
students explain their reasoning while studying worked examples (Chi, De Leeuw, Chiu,
& Lavancher, 1994). This approach is different from giving students worked examples
with explanations. Self-explanations are “inferences about causal connections among
objects and events” (Siegler, 2002, p. 37). Students can self-explain in a variety of ways,
e.g. by talking out loud, writing an explanation, or choosing an instructional explanation
from a list of provided ones. In an early study, Chi and colleagues audiotaped physics
students as they talked out loud to explain examples of mechanical systems. The
researchers categorized the students as Good or Poor based on their post-test scores. They
identified differences in the groups’ explanations through qualitative analysis. Compared
to the Poor students, the Good students provided more explanations and more insightful
explanations. They were more likely to identify concepts they didn’t understand and
spent more time trying to understand them. Later, when solving problems on their own,
the Good students spent less time referring to examples than the Poor students. Chi and
colleagues reason that deeply studying one example about a concept helps people develop
inference rules about that particular example, and that deeply studying several examples
about a concept helps the learner develop a generalized understanding of the concept (Chi
& Bassok, 1989; Chi, Bassok, Lewis, Reimann, & Glaser, 1989).
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Experiments have shown that self-explanations improve learning in mathematics
(Nathan, Mertz, & Ryan, 1994; Alexander Renkl, Stark, Gruber, & Mandl, 1998),
computer science (Pirolli & Recker, 1994; Webb, 1989), and other domains (Aleven &
Koedinger, 2002; Chi et al., 1994). Computing education researchers have shown that
students can be trained to generate effective explanations that result in improved learning
(Bielaczyc, Pirolli, & Brown, 1995; Pirolli, 1991). Research has also been conducted on
instructional explanations where students choose an explanation (A. Renkl, 2002;
Schworm & Renkl, 2006; J. J. Williams & Poldsam, 2013), and on the use of
explanations with computer-based intelligent tutors (Aleven & Koedinger, 2002; Conati
& VanLehn, 2000; Crippen & Earl, 2007; Matsuda et al., 2012; Pirolli & Recker, 1994;
Sudol-DeLyser et al., 2012).
A surprising finding is that self-explanations have been shown to promote
learning even when students do not receive feedback on their explanations (Schworm &
Renkl, 2006). Research on self-explanations is often combined with several of the
instructional techniques discussed below (feedback, cognitive dissonance, and sub-goal
labels) and other techniques such as video and multi-media.
Comparisons (supports sense-making/understanding). Experimental research
supports the assertion that comparing and contrasting multiple examples or problemsolving strategies improves learning more than studying them in isolation or sequentially.
Comparing and contrasting requires analogic reasoning, which leads to generalizable
knowledge (Gentner, 1983; Gick & Holyoak, 1980). In psychology experiments,
researchers found that questions that guide students to compare and contrast cases can
help student identify important features, develop differentiated knowledge, and acquire
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deep understanding (Schwartz & Bransford, 1998). Numerous research experiments for
mathematics provide evidence that analogical reasoning promotes learning (Booth et al.,
2017). The research of Rittle-Johnson and Star (2007) is of particular interest to this
study because CS education researchers replicated two of their experiments.
Rittle-Johnson & Star were the first researchers to empirically demonstrate that
students learn mathematics concepts better when they compare two solution strategies
side by side versus studying them sequentially (Rittle-Johnson & Star, 2007). Their
experiment had a randomized control, pretest-intervention-posttest design with (N=70)
7th grade algebra student participants. The intervention employed worked examples with
self-explanations. The treatment group studied two correct solutions side by side. One
was characterized as “Mandy’s solution,” the other as “Erica’s solution.” Students were
asked to explain why both solutions got the same result and why one might prefer using
Erica’s solution (which had fewer steps). The control group saw the same solutions
sequentially on separate pages, also characterized as “Mandy’s” and “Erica’s” solutions;
below each solution, students were prompted to explain why one would use that
approach. The researchers measured students’ procedural knowledge (the ability to solve
mathematics problems), procedural flexibility (the ability to generate, recognize, and
evaluate multiple methods for solving a problem), and conceptual knowledge
(generalizable knowledge). On the posttest, students that compared and contrasted
demonstrated greater procedural knowledge and procedural flexibility than the control
group. The conceptual knowledge of the groups did not differ significantly. The
researchers replicated the study, using an estimation problem that had no correct solution,
with (N=157) participants. Again the treatment group outperformed the control group on
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the posttest with respect to procedural knowledge and flexibility (Star & Rittle-Johnson,
2009).
CS education researchers replicated these experiments by Rittle-Johnson & Star
with students in a CS2 (first-year, second semester) course on data structures and
algorithms (Patitsas et al., 2013). (N=83) undergraduates participated in a pretestintervention-posttest-followup experiment with a randomized control design. The pretest,
posttest, and followup tests were all the same; they consisted of worked examples with
self-explanations delivered over a three-week period. The worked examples were Python
programs. The programs add data to a “lookup table” (a hash table) in such a way that
subsequent search requests for the data can be satisfied quickly, as with a Google search.
Data is added to and retrieved from a hash table according to a hashing algorithm.
Students in the treatment group compared a program that implements a linear algorithm
with one that implements a quadratic algorithm, side-by-side. Students in the control
group studied the same two programs sequentially. To measure learning gains, Patitsas et
al. categorized procedural knowledge as the ability to read and write code. (They
categorized both procedural flexibility and conceptual knowledge as Rittle-Johnson and
Star did). As with the Rittle-Johnson and Star experiments, students in the treatment
group who compared and contrasted the Python programs outperformed those in the
control group with respect to procedural knowledge and flexibility; no difference in
conceptual knowledge was detected between the groups. Patitsas et al. conclude “By
teaching programming in this way, not only can we expect more learning gains, but it is
more likely that students will see programming as a discipline where there is no magical
‘right answer’ to every problem” (Patitsas et al., 2013, p. 152).
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The research above discussed comparing multiple solution strategies in
psychology education, mathematics education, and computing education. This approach
seems to be a promising one for endeavors such as the current study, for teaching
programming. Another mode of comparison is to use metaphors or to otherwise compare
a solution strategy to a familiar but different context. This approach has mixed results in
CS education research (Cao, Porter, & Zingaro, 2016; Harsley et al., 2016).
Metacognitive Cues (supports sense-making/understanding). Instructional
techniques can stimulate and support metacognition in a variety of ways. Some
techniques were discussed earlier (explanations, comparisons). Cognitive dissonance is
discussed in a section below. This section focuses on sub-goal labels.
Research in child development shows that parents and caretakers use labels as
metacognitive cues to help children make sense of the world (Bransford et al., 2000). In
early computing education research, Soloway noticed that much of an expert’s
knowledge about programming is tacit. He argued that it is important for that knowledge
to be taught explicitly to beginners, and that names and labels are an effective means for
doing so. He also pointed out that programs have goals (specifications) and plans (code
templates or patterns). Programs are often comprised of smaller, commonly used goals,
for which “canned solutions” are useful. For example, a common subgoal of a program is
to add a finite sequence of numbers. Soloway suggests teaching names for templates such
as these. Later when students design their own programs, they have a collection of named
templates to choose from, and can more easily combine them in ways to solve complex
problems (E. Soloway, 1986). This approach is similar to giving names to software
design patterns. Unfortunately, the labels Soloway suggests are unwieldy (e.g.
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SENTINEL-CONTROLLED RUNNING-TOTAL LOOP PLAN) and have not been
adopted widely. Despite this limitation, research supports his view that sub-goal labels
promote learning.
In an early CS education research study, Peter Pirolli conducted experiments with
teaching students how to write recursive (self-referencing) functions with a dialect of the
Lisp programming language. Pirolli conducted two randomized control studies: one with
(N=19) the other with (N=29) undergraduates with little to no programming experience.
Students who were taught with an emphasis on the structure of recursive functions (using
goal trees with labeled nodes) learned better than those who were taught with an
emphasis on their process through tracing programs step-by-step (Pirolli, 1991).
Richard Catrambone pioneered research on worked examples that have subgoal
labels. With this approach, a problem is broken down into manageable chunks called
subgoals, and the subgoals are labeled with meaningful names. Catrambone hypothesized
that learners would use these labels while self-explaining an example, become cognizant
of the subgoals, and then use similar subgoals effectively when solving similar problems
on their own. Catrambone conducted four experiments with a total of (N=500)
undergraduates. The students studied examples of probability calculations and
subsequently solved similar problems on their own. His experiments demonstrated
improved learning and transfer with the subgoal model of worked examples, versus
worked examples without subgoal labels (Catrambone, 1998). Catrambone’s approach is
similar to Pirolli’s in that both used labels to provide structural cues to accentuate goal
structure. In contrast, some researchers argue that examples that emphasize process
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promote learning (van Gog, Paas, & Van Merrienboer, 2004). It is possible that
depending on the topic, one approach may be better than another.
Other research on worked examples with subgoal labels investigates different
kinds of labels: conceptually oriented ones versus computationally oriented ones.
(Atkinson, Catrambone, & Merrill, 2003) conducted a randomized control study with
(N=112) undergraduates learning statistics. The treatment group studied examples with
conceptually oriented subgoals labels. The control group studied examples with
computationally oriented ones. The group with the conceptual labels demonstrated more
effective subgoal-oriented strategies while problem solving.
Researchers at The Georgia Institute of Technology (GA Tech) have built upon
Catrambone’s work to research subgoal labels for learning programming. The group has
several lines of research that study how people learn various kinds of programming
languages (block-based, text-based, and pseudocode). Overall, their experiments
demonstrate the value of including subgoal labels with worked examples. One of the GA
Tech projects investigates the use of subgoal labels with both video and textual tutorials.
(Margulieux, Guzdial, & Catrambone, 2012) conducted an experiment with (N=40)
undergraduates learning to program with a block-based language for mobile computing,
MIT App Inventor for Android. All participants studied video-based and text-based
examples. The examples for the treatment group (only) included subgoal labels with both
the video and text. In a post-assessment, the subgoal group performed significantly better
with respect to the number of subgoals attempted, the number of subgoals completed
correctly, and time spent on task (p < .05). In a follow-up study, (N=18) K-12 teachers
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demonstrated even more pronounced learning gains (Margulieux, Catrambone, &
Guzdial, 2013).
Another GA Tech project involves worked examples with loops and subgoal
labels. (Morrison, Margulieux, & Guzdial, 2015) conducted a study with (N=66)
undergraduates. Rather than using a particular programming language, the examples and
problems used pseudocode, which allowed the students to focus on the logic of loops
without worrying about syntactical details. The students studied a worked example of a
loop and then wrote code for a similar loop, in an alternating example/practice fashion.
There were three conditions: the control group studied examples without subgoal labels;
one treatment group studied examples with subgoal labels; the other treatment group
studied examples and were asked to generate their own subgoal labels. Each group was
further partitioned based on the type of problems they were given with their
example/problem pairs. Roughly half of the students in each group were randomly
assigned to get problems with the same context (“cover story”), differing only in
numerical values. The other students got problems that differed both numerically and
contextually from the examples. Following the training period, students were asked to
solve four novel problems: two measured near transfer (using a familiar context); two
measured far transfer (with an unfamiliar context). The researchers measured students’
problem-solving accuracy and time spent on task. Although a detailed report of the
study’s findings is not warranted here, a few of the findings are relevant to this study.
Overall, learning with subgoal labels produced higher learning gains and better problem
solving performance than learning without subgoal labels. Students who were given
examples with subgoal labels paired with problems that differed contextually were
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among the highest performing groups. The researchers were initially surprised that the
group that was given examples with subgoal labels paired with isomorphic problems
performed poorly, but their log file analyses revealed that this group spent relatively little
time on the example/practice pairs. The researchers hypothesize that the students found
the problems to be too easy and didn’t bother to think about them thoroughly. Generally
speaking across all six groups, with one exception, more time spent on the
example/practice pairs correlated with higher performance. Follow-up studies with
(N=100) and (N=120) undergraduates (Morrison, Decker, & Margulieux, 2016) have led
the researchers to suggest that for beginners learning about loops it is advisable to either:
1) supply examples with subgoals paired with contextually different problems, or 2) ask
students to generate subgoal labels for examples that are paired with isomorphic
problems. Essentially, they advise providing scaffolding in the form of subgoal labels,
and making the example/problem pairs “not too easy, not too hard.”
Yet another research team at GA Tech investigates teaching and learning with
electronic books (e-books). Based in part on the empirical research mentioned above,
they incorporated worked examples in their e-book for high school CS teachers, and
included subgoal labels with some of them. Although their usage study with (N=10) high
school teachers did not specifically measure the effect of subgoal labels, their design
principles recommend worked examples + practice with subgoal labels (Ericson, Rogers,
Parker, Morrison, & Guzdial, 2016).
Yet another emergent area of research with subgoal labels (not at GA Tech)
involves generating labels through crowdsourcing, or learnersourcing. The Crowdy
system embeds prompts in instructional videos that ask learners to generate labels for the
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content they are viewing. Not only do the learners benefit from this exercise, their
responses are organized into an outline of the video (Weir, Kim, Gajos, & Miller., 2015).
Feedback (supports memory/ fluency and induction/refinement). Feedback is a
critical aspect of learning. Beyond the behaviorist view of feedback for reinforcement,
constructivists in the tradition of Jean Piaget view feedback as a catalyst for learners to
assimilate new information into their existing mental schemas, or to change their schemas
to accommodate the new information (Piaget, 1985). Rapid advances in educational
technologies have produced many new modes of feedback. Computing education
technologies that provide feedback include IDEs, program visualization systems, ITSs,
e-books, gaming systems, and MOOCs, not to mention physically-based systems such as
circuitry, robots, and other digital devices. When, where, and how to give feedback, and
to what level of personalization, are important areas of investigation.
The timing of feedback as students solve problems is an important concern. Some
researchers found that if students can access solutions to problems too easily, they are
less likely to persist with solving problems, which deters learning (Kulhavy, 1977).
Others have found immediate feedback to be more effective than delayed feedback
(Kehrer, Kelly, & Heffernan, 2013). Another area of concern is the nature of feedback; it
may be general or individualized. The efficacy of feedback techniques is moderated by
the context of the instruction and the learner’s prior knowledge (Booth et al., 2017). The
topic of feedback is revisited in the section below on Learning Through Practice.
Cognitive Dissonance (supports sense-making/understanding). The theory of
cognitive dissonance explains the discomfort people feel when they hold conflicting
viewpoints, and the impetus they feel to reconcile those viewpoints (Festinger, 1957,
63

1962). It stands to reason that when people experience cognitive dissonance, they become
motivated to resolve it (Graesser, 2009). Teachers and instructional designers sometimes
induce cognitive dissonance intentionally. According to constructivist psychologies, not
only is it possible for cognitive conflict to catalyze learning, transitioning from cognitive
disequilibrium to equilibrium is essential to learning (Confrey, 1990b; Piaget, 1980).
A variety of instructional techniques promote cognitive dissonance. One is the use
of discrepant events, for example to ask students to predict the outcome of an event that
is likely to elicit incorrect predictions (Gorsky & Finegold, 1994; Ma, Ferguson, Roper,
& Wood, 2011). In computing education, completion problems promote cognitive
dissonance because there is something missing, which can motivate students to resolve
the deficit. Another technique from computing education is the Parsons problem; this is a
program or partial program that is correct but the code is presented to the student in a
mixed-up order. The student’s job is to reorder it to produce code that runs correctly
(Parsons & Haden, 2006). Empirical research suggests that Parsons problems can help
students learn how to program (Denny, Luxton-Reilly, & Simon, 2008; Ericson, 2014,
2016; Ericson, Guzdial, & Morrison, 2015; Morrison, Margulieux, Ericson, & Guzdial,
2016). Another cognitive dissonance technique is to intentionally incorporate errors or
bugs into instruction. Because this topic is of particular interest to this study, it is
discussed below in its own section, Learning from Intentional Errors.
Learning Through Practice
This section discusses theories of practice, as well as techniques for practice that
are relevant to this study. Most of us are familiar with the proverb practice makes perfect,
but what does education research have to say about practice? The testing effect is a well64

known phenomenon related to practice. Over two thousand years ago, Aristotle wrote that
memory exercises “aim at preserving one's memory of something by repeatedly
reminding him of it” (Aristotle, 350BC). Centuries later, researchers have found that not
only are frequent quizzes useful for assessment, they provide retrieval practice and helps
students learn, retain, and transfer knowledge. The testing is most successful if tests are
distributed (spaced) over time, if they engage learners in effortful recall (rather than rote
memorization), and if feedback is given (P. C. Brown, Roediger III, & McDaniel, 2014;
Dunlosky, Rawson, Marsh, Nathan, & Willingham, 2013; Roediger & Butler, 2011).
Charles Hubbard Judd and Edward Thorndike each conducted research on
practice early in the 20th century. Judd experimented with people throwing darts at a
target under water. He found that teaching abstract principles during practice (such as
refraction) improved a learner’s ability to transfer skills to new contexts (Judd, 1908).
Thorndike’s study of arithmetic lessons mentions several ideas echoed in later research:
the importance of practice in learning a skill; the value of quality over quantity with
respect to practice time; the power of positive reinforcement; the warning that too much
practice may deter learning; and the varying amount of time needed for practice based on
the difficulty of the task and the individual’s abilities, prior experience, interest, and
satisfaction with making progress (Thorndike, 1921).
Anzai and Simon (1979) wrote about their quest to understand how people learn
to solve problems in A Theory of Learning by Doing (Anzai & Simon, 1979). They
observed as people tried to solve the Towers of Hanoi problem by moving stacks of disks
from one peg to another while observing a set of rules. The researchers identified several
ways that people combined prior knowledge with new knowledge to develop subgoals
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and the ability to look ahead. They observed that people used chunking, a term coined by
George Miller (G. A. Miller, 1956). People chunked (grouped) their moves of the disks
into subgoals, and chunked the subgoals together to develop an overall strategy. The
ability to chunk effectively came from both successful and unsuccessful practice.
Newell and Rosenbloom (1981) synthesized abundant prior research on practice
into two ideas (Newell & Rosenbloom, 1981). First, the power law of practice is a
hypothetical mathematical relationship between the time it takes to master a task and the
number of attempts a learner makes. Second, Miller’s chunking theory of learning. They
discuss the importance of practice in developing automaticity – the ability to perform a
task without devoting much conscious attention to it (LaBerge & Samuels, 1974).
Two influential education psychologists who researched practice from a cognitive
perspective in the 1980s are John Anderson and John Sweller. Anderson designed a
software system to simulate the human cognitive process of learning by doing. The
system has two stages: a declarative stage for learning facts and a procedural stage for
performing skills. His system incorporates the power law of practice (J. R. Anderson,
1982). Anderson was also a pioneer of computer-based intelligent tutoring systems (ITSs)
(J. R. Anderson, Corbett, Koedinger, & Pelletier, 1995). John Sweller’s cognitive load
theory and experiments with worked examples are discussed above in Taking Programs
Apart – Pedagogies and Curricula.
Several education researchers in the 1980s viewed practice from a metacognitive
perspective. Palincsar & Brown (1984) introduced the reciprocal teaching pedagogy,
which guides teachers to explicitly teach metacognitive strategies and to encourage
students to practice these strategies (Palincsar & Brown, 1984). Singley & Anderson
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(1989) researched the role of practice to develop the ability to transfer knowledge from
one context to another (Singley & Anderson, 1989).
The 1990s brought fresh perspectives on practice. Deliberate practice became a
new catch phrase (Ericsson, Krampe, & Tesch-Romer, 1993); Schank et al.’s research on
Learning by Doing promoted authentic practice (Schank, Berman, & Macpherson, 1999);
and the first version of How People Learn was published (Donovan, Bransford, &
Pellegrino, 1999).
K. Anders Ericsson and colleagues introduced the idea of deliberate practice in
response to longstanding beliefs that expertise is innate and that experts don’t have to
practice as much as others. They considered domains such as chess, music, sports, and
writing. They found practice to be underspecified in research, that time spent on practice
doesn’t necessarily lead to progress, and that the power law of practice has limited scope.
Deliberate practice is focused and effortful, individualized by a teacher or coach to
address weaknesses and build strengths. It usually is not enjoyable, but people are
motivated to do it to master a domain. With regular deliberate practice, while avoiding
overtraining, it typically takes about ten years to attain an elite level of mastery (Ericsson
et al., 1993). Schank et al. (1999) viewed the role of practice in attaining mastery
differently from the deliberate practice approach. They first identify learning objectives
and important skills, and invent goal-based scenarios (e.g. a crime investigation) to
engage students with motivating, near-authentic practice (Schank et al., 1999).
In 1999 the first How People Learn report was published (Donovan et al., 1999).
The expanded edition included more discussion of experimental research and endorsed
deliberate practice (Bransford et al., 2000). These volumes synthesize much of the
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research on learning, cognition, and teaching without dense academic jargon. Thus, more
teachers and instructional designers became familiar with terms such as active learning,
metacognition, prior knowledge, and transfer. These volumes categorize practice as
skills-based learning.
Many CS teachers structure their courses such that students engage in blocked
practice. For example, topic A is introduced and student practice topic A. Then topic B is
introduced and students practice topic B, and so on. Education psychology researchers
have found that distributing practice over time and interleaving topics is superior to
blocked practice. It is also helpful to scaffold instruction from concrete to abstract,
balance examples with problem solving, provide feedback, and consider the students’
prior knowledge (Dunlosky et al., 2013; Koedinger et al., 2013)
Effective practice addresses the issue of the beginners’ fragile knowledge.
Practice has been found to correlate positively with developing skill with programming
(Douce, Livingstone, & Orwell, 2005; Macnamara, Hambrick, & Oswald, 2014; Ventura
Jr., 2005). Kimura, with his reading-first approach, gave his students practice with
reading fifty programs (Kimura, 1979) before asking them to write programs. The Leeds
group recommends that teachers frequently give students practice problems to develop
automaticity with basic skills (Lister et al., 2004). Kumar states that the norm in CS
classes (at the college level) is to assign large programming assignments, which
emphasize synthesis, rather than a lot of short practice problems. He views practice
problems as complementary to large programming assignments, and states that “students
must solve problems about specific programming constructs just as much as write
comprehensive programs to build their programming and problem-solving skills”
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(Kumar, 2003b, p. 30). Kranch studied novice programmers and argues that they need
plenty of practice with the fundamentals of programming (Kranch, 2011).
“Unfortunately, many beginning students cite a lack of time and motivation to practice”
(Kinnunen & Malmi, 2006).
This section discussed several aspects of practice theory including the testing
effect, learning by doing, deliberate practice, worked examples, authentic practice,
mindful abstraction, metacognition, automaticity, and avoiding blocked practice through
distributed practice and interleaved topics. It also discussed practice with respect to
learning to program.
Learning from Intentional Errors
This section discusses a pedagogical technique that has not been the subject of
extensive research – intentionally putting an error (or bug) into instructional material to
promote learning. Intentional errors can be designed to highlight a key feature, address a
common misperception, or demonstrate a common error. This technique is different from
helping people to learn from their own mistakes, which is already well-supported by
education research (Borasi, 1994; Cherepinsky, 2011; Gick & McGarry, 1992;
Heimbeck, Frese, Sonnentag, & Keith, 2003; Tawfik, Rong, & Choi, 2015). This
technique is different from observing how people fix their own mistakes, e.g. by
debugging programs (Fitzgerald et al., 2008; Katz & Anderson, 1987; Lawrance et al.,
2013; Lieberman, 1997). It is different from teaching people how to fix their own
mistakes, e.g. by debugging programs (Klahr & Carver, 1988; G. C. Lee & Wu, 1999;
McCauley et al., 2008). It is different from assessing learning, e.g. through debugging
exercises (Harel, 1988). It is also different from deliberately encouraging failure, e.g.
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through discovery learning (Bruner, 1960), error training (Frese et al., 1991; Frese &
Altmann, 1989), inducing solution failures (Gick & McGarry, 1992), provoking the
stumble (Zopf, 2010), and failure-based learning (Tawfik et al., 2015). Intentional errors
and intentional bugs are errors or bugs that teachers and instructional designers
purposefully “plant” in examples or practice problems. This section discusses the use of
intentional errors to promote learning. It is organized as follows: Controversy and
Culture, Theories, Usage of Common Misconceptions and Errors, Intentional Errors for
Learning Mathematics, Intentional Errors for Learning to Program, Emotions, and a
Summary.
Controversy and Culture
People can learn from their own mistakes (Duncker, 1945). To some degree they
can be taught to avoid making errors and to recover from their errors. It is debatable
whether instruction should deliberately introduce errors. From a behavioral psychology
perspective, intentionally introducing errors is discouraged because it might introduce or
reinforce misconceptions. B. F. Skinner argues that people learn best from positive
reinforcement (Skinner, 1958, 1961, 1968). Education researchers who experiment with
intentional errors view the behaviorist philosophy as normative in American mathematics
classrooms, and characterize the idea of intentionally introducing errors as controversial
(Isotani et al., 2011; Tsamir & Tirosh, 2003; Tsovaltzi et al., 2010). Regarding computing
education, Seymour Papert viewed bugs as learning opportunities and lamented that
“School teaches that errors are bad; the last thing one wants to do is to pore over them,
dwell on them, or think about them” (Papert, 1980, pp. 113-114).
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Theories
People learn from their own mistakes, but this can be a serendipitous process.
Some students may stumble upon an error that experts are well aware of, while others
remain unaware of it. Can learning be more comprehensive and efficient when instruction
includes intentional errors? This section discusses several theories that support the idea
that intentional errors can promote learning. These include the theory of cognitive
dissonance, discussed above (Festinger, 1957, 1962), the theory of negative knowledge
(Kaess & Zeaman, 1960; Oser et al., 2005, 2012), the theory of impasse-driven learning
(VanLehn, 1988, 1999), the theory of learning from errors (Ohlsson, 1996), the
overlapping waves theory (Siegler, 2002), and the emerging pedagogy/theory of deconstructionism (Griffin, 2016; Griffin et al., 2012).
Negative knowledge refers to knowing information such as an ineffective
approach to solving a problem, an incorrect answer to a question, or a relevant symptom
that is not present when making a diagnosis. The earliest mention of negative knowledge
that was discovered in this review is in a paper by behavior scientists Kaess & Zeaman
(1960). It describes their teaching experiments with a multiple-choice Pressey machine, a
primitive tutoring machine. Kaess & Zeaman experimented with ways to include
plausible but incorrect choices to multiple-choice questions (about psychology terms) to
draw students’ attention to common errors without making wrong-thinking “stick.” They
found that having students read a correct solution (clearly marked as correct) alongside
incorrect solutions (clearly marked as incorrect) was more effective than having students
press a punchboard repeatedly until they chose the correct answer (Kaess & Zeaman,
1960).
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Cognitive scientist Marvin Minsky spoke of negative knowledge and the ability to
gain negative expertise: “We tend to think of knowledge in positive terms -- and of
experts as people who know what to do. But a 'negative' way to seem competent is,
simply, never to make mistakes. How much of what we learn to do -- and learn to think - is of this other variety?” (Minsky, 1994). A computerized medical diagnostic simulation
system incorporates negative knowledge. It uses probabilistic rules to simulate both
positive reasoning and negative reasoning. For example, it may infer that a patient has a
headache but decide, if there is no throbbing, that there is a low probability that the
headache is a migraine (Tsumoto, 2000). The emergent theory of negative knowledge
(Oser, Näpflin, Hofer, & Aerni, 2012; Oser & Spychinger, 2005) is used in the theoretical
frameworks of several research projects discussed below in the section on Intentional
Errors for Learning Mathematics (Heemsoth & Heinze, 2013; Tsovaltzi et al., 2010).
Computer scientist Kurt VanLehn developed a theory of impasse-driven learning
while developing a computerized system to simulate learning. According to the theory,
errors cause impasses, which can trigger reflections that lead to deep learning. He
initially hypothesized that learning only occurs with impasses (VanLehn, 1988). Later,
after conducting observational research with actual students, he acknowledged that
students can learn in other ways as well, by performing other kinds of “self-debugging”
activities such as checking their own work for errors and searching for more efficient
solutions. Still, VanLehn remained convinced that impasse-driven learning is important
to learning. He was dismayed by patterns in observational research, which revealed that
students often miss out on impasse-driven learning opportunities, for example by
neglecting to provide thoughtful explanations when prompted, and by copying examples
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rather than studying them. Figure 2-2 is VanLehn’s model of studying strategies and their
effects on learning. The model conveys that more impasses lead to more rules learned,
which leads to more competence (VanLehn, 1999). Several researchers who refer to
VanLehn’s research in their theoretical frameworks are discussed in the section below on
Intentional Errors for Learning Mathematics, e.g. (Durkin & Rittle-Johnson, 2012; Große
& Renkl, 2007; Heemsoth & Heinze, 2013).

Figure 2-2. Four studying strategies and their effects on learning (VanLehn, 1999, p. 102)

Stellan Ohlsson’s theory of learning from errors was developed for the purposes
of cognitive modeling and vocational training (Ohlsson, 1996). The theory is relevant for
learning tasks that require sequential decision-making. With the postulate that “errors
constitute a major source of information for the learner while practicing an unfamiliar
task” (p. 419), the theory breaks down the process of learning from errors into six
principles: 1) actions are the result of choices made from relevant options; 2) initial task
knowledge is general; 3) incorrect actions cause errors; 4) error-detection requires taskspecific knowledge; 5) error correction requires blame assignment by a) understanding
the cause of an error, and b) fixing it; 6) specialization of task knowledge corrects
erroneous task knowledge. This theory (especially principles 4 and 5) is used in the
theoretical frameworks of several research projects discussed below in the section on
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Intentional Errors for Learning Mathematics, e.g. (Booth, Cooper, et al., 2015; Booth,
Lange, Koedinger, & Newton, 2013; Tsovaltzi et al., 2010).
Robert Siegler’s overlapping waves theory hypothesizes that learning effective
problem-solving strategies depends not only on studying correct strategies, but on explicit
discouragement from using incorrect strategies as well. It models learning as a process
where people go back and forth trying different strategies until eventually more effective
ones are adopted and less effective ones are discarded. This back and forth process (of
overlapping strategies, or waves) is different from a more simplified model of learning as
a stair-step progression (Siegler, 2002). This theory was inspired in part by observational
studies of Japanese classrooms, where both teachers and students spend considerable time
trying to explain how different solutions can generate the same answer, and why
seemingly correct approaches yield incorrect answers (Stigler & Hiebert, 1999). The
overlapping waves theory has been tested with empirical research to discover if
explaining both correct and incorrect examples is more effective than explaining only
correct examples (Siegler, 2002). This research is discussed below in the section on
Intentional Errors for Learning Mathematics.
De-constructionism is an emerging learning theory that complements Seymour
Papert’s constructionism, one of the few learning theories associated with computing
education. Constructionism encourages students to design and build personally
meaningful computational artifacts and share them with others (Papert, 1980).
Constructionism was revolutionary in the 1980s for bringing the power of creative
computing to children with the Logo programming language. Papert’s legacy lives on at
the MIT Media Lab, where engineers continue to invent constructionist technologies such
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as Scratch (Maloney, Resnick, Rusk, Silverman, & Eastmond, 2010), construction kits
for electronic textiles (Buechley, 2006), and MIT App Inventor for Android, for mobile
computing (H. Abelson, 2009). These educational technologies are immensely popular,
especially with youth. Despite its motivational power, constructionism is rarely
mentioned at the post-secondary or professional levels of education for teaching
“serious” computing, where programming to spec is usually emphasized. I am developing
de-constructionism, which is more conducive to programming to spec than
constructionism.
The first iteration of de-constructionism encouraged activities for exploring,
completing, and debugging – with computer programs and physical devices (Griffin et
al., 2012). Despite the fact that Papert viewed debugging as one of the powerful ideas of
computing and that he was dismayed that beginners frequently abandon their code and
start over when they encounter discouraging bugs (Papert, 1980), his constructionist
philosophy does not encourage the use of intentional bugs in instructional designs. The
next iteration was informed by cognitive science principles and findings from research in
mathematics education; it investigates how to scaffold de-constructive activities for
learning to program (Griffin, 2016). The current study contributes to the emerging notion
of de-constructionism, through the literature review and the experiment described in
Chapter 3. The current study develops a framework for de-constructionism along three
dimensions: learning by taking apart, learning through practice, and learning from
intentional errors.
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Usage of Common Misconceptions and Errors
Intentional errors are purposeful; instructional designers incorporate them into
examples to highlight key features and warn of potential difficulties. Potential difficulties
include common misconceptions. (Here, a misconception is meant as an idea that differs
from the truth, inclusive of naïve conceptions and alternative conceptions.) Potential
difficulties also include common errors. Given the maturity of the field, mathematics
education research has a rich literature about misconceptions, e.g. misconceptions about
solving algebra problems (Booth & Koedinger, 2008). Researchers of intentional errors
for mathematics education often refer to this research to inform their designs. For
example, Durkin & Rittle-Johnson argue:
[R]esearch indicates that presenting students with examples of misconceptions
can sometimes be beneficial for correcting them and for improving knowledge of
correct concepts (Eryilmaz, 2002; Huang, Liu, & Shiu, 2008; Van den Broek &
Kendeou, 2008) and procedures (Große & Renkl, 2007; Siegler, 2002). For
example, studying incorrect examples and identifying errors in case-based worked
examples helped improve medical students’ knowledge of diagnostic concepts
(Stark, Kopp, & Fischer, 2011). (Durkin & Rittle-Johnson, 2012, p. 206)
Confrey (1990) identifies three traditional views on misconceptions in STEM education
research literature: 1) Piagetian genetic epistemology; 2) alternative conceptions; and 3)
the information processing tradition. The last tradition includes the learning of
programming, where misconceptions are viewed as unavoidable, necessary to the
development of knowledge, and developmentally primitive (Confrey, 1990a).
Some research on misconceptions is specific to learning programming. In early
research, Elliot & Spohrer (1986) analyzed 158 syntactically correct programs submitted
by Yale University students for an introductory programming class. They observed that a
few “high frequency bugs” account for a lot of the mistakes. They also observed that
students struggled less with programming language constructs (such as the mechanics of
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a loop) than with higher level planning, which requires composing program pieces into a
coherent whole (Spohrer & Soloway, 1986b). Recent studies report similar trends, e.g.
(Kranch, 2011; Veerasamy, D’Souza, & Laakso, 2016).
Pioneering learning scientist Roy Pea collaborated with Soloway and Spohrer
(1987) to understand (or as they say, debug) the novice programmer and categorize
novices’ misconceptions. One type of error is the accidental slip that even experts make
such as forgetting a semicolon (Norman, 1981). They identify three classes of
misconceptions, which they view as bugs in a user’s thinking. The first type are
independent of programming language; these include the superbug misconception that
the computer is all knowing (Pea, 1986), the inability to make plans and compose pieces
of a program into a coherent whole, and insufficient metacognitive activity. The second
type of misconception depends on the programming language and occurs when the
learner lacks knowledge, e.g. if the learner doesn’t understand the notional machine. The
third type also depends on the programming language; it occurs when the programmer
has “fragile knowledge” (Pea, Soloway, & Spohrer, 1987; D. Perkins & Martin, 1989).
Sorva (2012) created a Misconception Catalogue based on 162 misconceptions
from the literature on novice programmers as well as observations made by his local
research group. “What I have lumped together as ‘misconceptions’, the original
researchers have variously called ‘misconceptions‘, ‘partial understandings‘, ‘incorrect
understandings‘, ‘student-constructed rules‘, ‘difficulties‘, ‘mistakes‘, ‘bugs‘, and so
forth” (p. 358). Sorva mentions that the catalogue, included in his doctoral thesis, can
“inspire the design of examples” (p. 380) (Sorva, 2012).
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Several CS education researchers have developed curricula that incorporate
intentional errors that target common misconceptions and errors. Kumar’s team
developed problets to target a common source of confusion with learning C++: dangling
pointers that cause memory leaks (Kumar, 2003b). Ginat “developed and applied a
scheme of class activities, in which initial faulty solutions (due to novice tendencies) are
carefully examined, and their falsifying inputs and characteristics are used for creative
reasoning that yields fruitful outcomes” (Ginat, 2008).
Intentional Errors for Learning Mathematics
Mathematics teachers are often dismissive of errors (Booth, McGinn, et al., 2015)
and some are strongly opposed to dwelling on them (Tsamir & Tirosh, 2003). In Japan,
unlike the United States and Germany, comparing multiple mathematical solution
strategies is valued, and errors are viewed as an integral part of learning mathematics.
Japanese teachers and students discuss incorrect solutions more frequently than American
teachers and students do (Stigler & Hiebert, 1999). This has led some researchers to
wonder if incorporating errors into lessons intentionally might help students be more
successful in mathematics (Booth, McGinn, et al., 2015; Große & Renkl, 2007;
Heemsoth & Heinze, 2013; Siegler, 2002; Tsovaltzi et al., 2010). “Studying errors is …
thought to be beneficial because it provides exposure to multiple perspectives rather than
just one’s own perspective” (Booth et al., 2017, p. 22).
Robert Siegler was among the first to provide evidence that explaining problem
solutions with intentional errors can promote learning of mathematics. His overlapping
waves theory hypothesizes that learning effective strategies for solving problems depends
not only on studying correct strategies but on explicit discouragement from using
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incorrect strategies. He conducted a laboratory study with (N=87) third and fourth
graders learning mathematical equivalence, with three conditions. All students were
asked to solve the same ten problems. For each problem, students in the first condition
explained their own solution and received feedback about its correctness; those in the
second condition explained a hypothetical student’s correct solution; students in the third
condition explained a hypothetical student’s correct solution, and another hypothetical
student’s incorrect solution. Students in the third condition that explained both correct
and incorrect solutions had the highest learning gains. They were better able to solve
problems that involved deep understanding; they were quicker to stop using a common
incorrect solution strategy; they exhibited greater procedural flexibility; and they were
more likely to use an advanced solution strategy (Siegler, 2002).
Several studies have built on Siegler’s research. (Curry, 2004) measured learning
gains with (N=80) undergraduates learning algebra during a directed practice session.
The study had four conditions: C1: explain one’s own solution (with no feedback); C2:
explain one’s own solution and an alternative one; C3: explain a correct solution; and C4:
explain both a correct solution and an incorrect one. Like Siegler’s study, the group that
explained both correct and incorrect solutions (C4) outperformed the other groups. In
Curry’s study, unlike Siegler’s, the effect could not be attributed to studying more
examples because the condition that studied both correct and an alternative (C2) studied
the same amount as (C4). Siegler & Chen (2008) conducted additional research on
explaining incorrect solutions. They experimented with (N=108) 1st-4th graders learning
about water displacement during a two-day procedure. The children observed as a block
was added to each of two containers of water. Students were asked to predict which
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would result in a higher water level, or if the water levels would be the same. After
predicting, students were given feedback. “Asking children to explain both why correct
answers were correct and why incorrect answers were incorrect proved more effective
than only requesting explanations of correct answers, which was more effective than just
receiving feedback on the correctness of answers” (Siegler & Chen, 2008, p. 433).
Cornelia Große and Alexander Renkl (2004, 2007) built on Siegler’s research to
investigate worked examples with errors. They investigated two types of incorrect
worked examples (a.k.a. incorrect examples). With both types, students are told that the
incorrect example is incorrect. With the easier type, the location of the error is
highlighted (shown to the student); the student is asked to explain it and fix it. With the
harder type, the student is asked to find the error as well as explain it and fix it. The
researchers also studied the effects of self-explanation and prior knowledge. They
conducted laboratory experiments with (N=118) undergraduates learning probability with
worked examples. The study had a 2x3 factorial design with six conditions. Factor 1
varied the examples (correct; correct + incorrect (highlighted); correct + incorrect (not
highlighted)). Factor 2 varied the self-explanations (prompt or no prompt). Students with
low prior knowledge benefitted most from studying correct examples. Those with low
prior knowledge who studied highlighted incorrect examples demonstrated a greater
ability to solve near transfer problems compared to those who studied incorrect examples
without highlighting. Thus, for students with low prior knowledge, incorrect examples
facilitated learning only if the examples weren’t too difficult. Students with high prior
knowledge did experience learning gains with the more difficult (non-highlighted)
incorrect examples; they did not experience an expertise reversal effect from studying the
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easier highlighted incorrect examples (Große & Renkl, 2004, 2007). These findings
suggest one possible way to realize concreteness fading with incorrect examples: use
correct examples first, then ones with highlighted errors, then ones without highlighted
errors that require the student to find errors. It is one of several studies that suggests that
scaffolding is important when incorrect examples are used.
Erica Melis extended the work of Siegler and Große & Renkl to incorporate
intentional errors into a computer-based tutoring system called ActiveMath. She
conducted studies with school-age students learning fractions and university student
learning calculus. Melis states: “It is an art to design erroneous examples that include an
obvious inconsistency and provoke conflicts. The most relevant variables for the design
of an erroneous example are the actual error/misconception addressed and the example’s
actual presentation” (Melis, 2005, p. 3). She experimented with four ways to present
erroneous examples, by asking students to: 1) find the first error in a series of solution
steps; 2) provide a solution when they are given a problem and an incorrect answer; 3)
mark a selection of code, or answer a low or high level multiple choice question about
provided code; or 4) decide if a worked solution is correct or not. Unlike Große &
Renkl’s research, problems were not provided where the location of an error is
shown/highlighted. Unlike Große & Renkl, Melis views feedback as crucial, which
ActiveMath provides. Melis noticed that some of the question types were too hard for
students with a low level of achievement (e.g. type 2), and students with a higher level of
achievement liked some question types (e.g. type 4) better than others.
In a follow-up study with ActiveMath, (Tsovaltzi et al., 2010) conducted
experiments with errors, citing medical education research that demonstrates the benefits
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of erroneous examples combined with feedback (Kopp, Stark, & Fischer, 2008).
Tsovaltzi et al. compared learning gains when students were or were not given help with
finding and correcting errors, versus a third condition where students were not shown
incorrect examples. For the two incorrect conditions, ActiveMath was configured to
present problems that asked students to 1) find an incorrect solution step; and 2) correct
it. ActiveMath also provided feedback. Unlike Große & Renkl’s work, problems were not
provided where the location of an error is shown/highlighted. Tovaltzi et al. found that
when and how incorrect examples are presented to students is important, and depends on
students’ achievement level. They conclude that presenting incorrect examples without
help is worse in some cases (when it is too difficult for students) than not presenting
incorrect solutions at al. They recommend that students have exposure to correct
examples before and after interacting with incorrect examples. Although they do not
claim that providing help with incorrect solutions is superior in every circumstance, other
researchers have decided to provide help when presenting incorrect examples based in
part on Tsovaltzi et al.’s research (Adams et al., 2014, p. 402).
Further support for the idea that learning from incorrect examples should be
scaffolded comes from the research of Heemsoth & Heinz (2013). They conducted a
design research study with (N=195) 6th graders learning fractions in a math class over a
3-week period. In a pretest-intervention-posttest format, the intervention had two
conditions: one had correct examples; the other had incorrect examples that required
students to find the errors. There was no condition with highlighted errors. Unlike Große
& Renkl’s study, students did not receive training with correct examples before the
intervention. The research team measured students’ positive knowledge (for solving
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problems with fractions) and negative knowledge (for correcting incorrect solutions to
problems with fractions). Students in the incorrect condition exhibited greater negative
knowledge on the posttest than those in the correct condition regardless of prior
knowledge. Regarding positive knowledge, two findings were similar to Große &
Renkl’s study: 1) students with low prior knowledge learned more with correct rather
than incorrect examples; and 2) students with high prior knowledge benefited from the
incorrect examples (which required finding errors). Heemsoth & Heinz conclude that
introducing incorrect examples that require students to find errors should be saved for an
advanced stage. They also conclude that Große & Renkl’s approach of providing correct
examples first, before incorrect ones, is wise. Although they do not comment on Große &
Renkl’s highlighting technique, they mention that comparing correct to incorrect
solutions (researched by Durkin & Rittle Johnson (2012), discussed below) is likely
appropriate in early stages of learning (Heemsoth & Heinze, 2013).
Julie Booth and colleagues (2013) conducted two experiments involving incorrect
examples for students learning algebra with the computer-based Cognitive Tutor system
(Koedinger, Anderson, Hadley, & Mark, 1997). As is common in mathematics education
research, the researchers designed the experiment to promote and assess both procedural
knowledge (the how) and conceptual knowledge (the what and why). The first experiment
had a pretest-intervention-posttest design and was conducted with (N=138) high school
student participants within eight class sessions. All students engaged with the Cognitive
Tutor to solve guided practice problems. Participants were randomly assigned to one of
four conditions. The control group did not get worked examples. The three treatment
groups got worked examples interspersed with guided practice problems: all Correct
83

examples; all Incorrect examples, or a Combination of correct and incorrect examples.
All worked examples were marked as correct or incorrect; the incorrect ones had an error
in the first step. Thus, students did not have to find errors, similar to the highlighted
condition in Große & Renkl’s experiment. Students in the treatment conditions explained
the worked examples not with their own words but by choosing phrases from drop-down
menus. This kind of explanation is called an instructional explanation (Pirolli & Recker,
1994; A. Renkl, 2002). Pretest scores did not differ significantly by condition. Students in
the three treatment groups collectively demonstrated more gains in conceptual knowledge
than the control group (p < .05) with a trend toward better performance in procedural
skills (p = .07). Posttest scores for the treatment groups did not differ significantly. This
experiment provides evidence that correct and/or incorrect worked examples with
explanations can promote conceptual understanding (Booth et al., 2013).
The second experiment by Booth and colleagues (2013) was similar to the first
but was designed to tease out which treatment group was best; it did not have a control
group. The participants were (N=64) 8th grade students. On the overall posttest score,
controlled for pretest scores, the Combination group scored the best, followed by
Incorrect, followed by Correct. Scores for the Combination group were significantly
higher than the Correct group (p = .05). Other comparisons were not significant.
Regarding conceptual knowledge, collectively the Incorrect and Combination groups
performed better than the Correct group, significantly for the Combination group with
respect to understanding conceptual features (p < .01), and significantly for the Incorrect
group with respect to encoding conceptual features (p < .05). Significant differences in
procedural gains were not detected. An analysis with respect to prior knowledge was not
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reported. The second experiment provides evidence that incorrect worked examples (with
explanations) can promote learning more than correct examples (with explanations). Why
did students in the incorrect conditions do so well? One explanation is that the
researchers provided effective scaffolds for the incorrect examples. These scaffolds
included: providing standard practice along with incorrect examples, marking incorrect
examples as incorrect, not asking students to find errors, having only one error per
incorrect example, and providing instructional explanations.
Although (Booth et al., 2013) does not report findings with respect to the
participants’ prior knowledge, subsequent studies by Booth and colleagues do measure
this factor. In a randomized pretest-intervention-posttest study with (N=395) middle and
high school students learning algebra within class during a 3-4 week unit, those with low
prior knowledge demonstrated more learning gains in the treatment group (that explained
correct and highlighted incorrect examples, along with solving problems) than those in
the control group (that solved similar problems without worked examples) (Booth, Oyer,
et al., 2015). In another randomized pretest-intervention-posttest study, this time with
(N=125) middle school students learning algebra, Barbieri & Booth (2016) had a
treatment group with Incorrect worked examples and two control groups: ProblemSolving, and Correct worked examples. The intervention materials consisted of four
worksheets administered over a 5-7 week period; students spent approximately 20
minutes on each worksheet. Students with high prior knowledge benefitted equally by
condition. Students with low prior knowledge benefitted more from the Incorrect
condition than either the Correct or the Problem-Solving conditions (Barbieri & Booth,
2016). In these studies, why did students with low prior knowledge benefit more from the
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incorrect examples than those with high prior knowledge? One explanation is that the
researchers designed incorrect examples with sufficient scaffolding for students with low
prior knowledge. Perhaps the students with high prior knowledge experienced a ceiling
effect with these kinds of problems and could have benefitted more from incorrect
examples that were more challenging.
More clues about learning from intentional errors can be learned from a series of
empirical studies of students learning decimal magnitude with incorrect examples.
Durkin & Rittle-Johnson (2012) noted that students in Große & Renkl’s study with low
prior knowledge had difficulty learning from incorrect examples. They hypothesized that
comparing incorrect examples to correct ones might serve as a scaffold. Their experiment
supports this hypothesis. Building on prior research where students compared worked
examples (Matthews & Rittle-Johnson, 2009; Rittle-Johnson & Star, 2007, 2009, 2011),
Durkin & Riddle-Johnson studied incorrect examples and comparisons in the same
intervention using paper packets. They conducted a randomized control trial with (N=74)
4th and 5th graders in a brief tutorial intervention using a pretest-intervention-posttestdelayed_posttest design with two conditions. The correct condition compared 12 pairs of
correct examples, where each example was labeled as correct. The incorrect condition
compared 12 pairs of examples: for each pair, one was labeled correct and the other was
labeled incorrect. The incorrect examples were based on common misconceptions. (Both
the correct and incorrect examples involved just one step – marking a spot on the number
line – unlike the examples in Große & Renkl’s study that involved multiple steps, where
the incorrect step was either highlighted or left for the user to find.) All the examples
were presented as another student’s work (e.g. Matt’s solution or Laura’s solution). Both
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groups were prompted to explain their reasoning during the intervention. Students in the
incorrect condition learned correct procedures and key concepts better, with fewer
misconceptions, than those in the correct condition. No correlation with prior knowledge
was found. The researchers conclude that students can learn correct mathematical
concepts and procedures by contrasting incorrect examples with correct ones, regardless
of prior knowledge (Durkin & Rittle-Johnson, 2012).
In contrast to Durkin & Rittle-Johnson’s study which used paper packets, several
other studies of students learning decimal magnitude use a computer-based tutoring
system called CTAT (Aleven et al., 2009) to study how students learn decimal magnitude
with incorrect examples (D. M. Adams et al., 2014; Isotani et al., 2011; McLaren,
Adams, & Mayer, 2015). Collectively these studies contribute to the understanding of
how computer-based tutors can scaffold learning with incorrect examples. They involve
randomized control trial experiments with middle school students with conditions for
incorrect worked examples, correct worked examples, and problem-solving. These
experiments involve various kinds of feedback including hints, opportunities to “try
again,” motivational messages, and prompts for different types of instructional and freeresponse explanations. Some lessons learned from these studies include: potential
learning gains from incorrect examples will more likely be realized if the instructions for
these exercises are easy to read and not too wordy (Isotani et al., 2011); students don’t
necessarily prefer exercises that are more effective than others (D. M. Adams et al., 2014;
McLaren et al., 2015); students may “game the system” with multiple choice questions
that give feedback and allow re-tries (D. M. Adams et al., 2014; Baker, Corbett, &
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Koedinger, 2004); and learning from incorrect examples may be delayed due to “deep
learning” (D. M. Adams et al., 2014; Isotani et al., 2011; McLaren et al., 2015).
The research suggests that students can learn from intentional errors if proper
scaffolding is provided along with attention to students’ prior knowledge. Learning from
intentional errors may promote conceptual understanding, both positive knowledge and
negative knowledge, and deep understanding. Computer-based technologies afford a
variety of means to present intentional errors and provide feedback, but students may try
to game the system with questions that provide feedback and allow retries.
Intentional Errors for Learning to Program
Regardless of expertise, anyone who writes code debugs code because bugs are
inevitable. Debugging involves tracing code – mentally running it according to the rules
of a programming language. Seymour Papert viewed debugging as one of the powerful
ideas of computing and suggests that fixing a bug in one’s code is like correcting a
misconception (Papert, 1980). For professional and pre-professional software developers,
the importance of debugging during training has been a topic of discussion since the early
days of computing education (Spohrer & Soloway, 1986a).
This section describes the technique of giving students code with one or more
carefully designed intentional errors to help students learn or reinforce their knowledge
of programming concepts. This is a debugging-early approach because the bug is one that
the teacher gives to the student early on in the learning process, rather than one the
student encounters after trying to write a program, or one the teacher puts in a test
question for assessment. In CS education, code with intentional bugs is typically used for
assessment. From my own experience as an undergraduate and graduate CS major, and
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teacher of CS for several decades, I observed that teachers assign debugging problems
only occasionally, usually in tests or test-preparation practice problems. Students are
typically asked to both find and fix bugs, and provided code typically has multiple bugs. I
have never seen a case where the student is shown the location of a bug/error, as seen in
mathematics education research.
The discussion below focuses on debugging-early with intentional bugs for
learning to program. Related topics that are not discussed include: pedagogies for
teaching debugging, the kinds of bugs beginners or experts make, how beginners or
experts debug, debugging tools/aides/agents, analytics to measure debugging behavior,
and debugging for assessment. In my search of the literature I did not discover a
comprehensive analysis of how teachers, textbooks, tutorials, tutoring systems, or games
use intentional bugs to teach programming.
The purpose of debugging-early with intentional bugs is to help students focus on
key concepts, disrupt common misconceptions, and raise awareness about common
errors. Introducing a bug when a student is learning a concept is one way to trigger
cognitive conflict, which can foster a deeper understanding of the concept. Although
debugging-early can help students learn how to debug programs better, teaching how to
debug programs is a separate endeavor and not the primary goal of this technique or this
discussion. Nevertheless, the process of learning how to debug is briefly discussed here.
Learning how to debug a program is a systematic process where one must iteratively
detect problematic behaviors, decide which problem to address, find the bug that causes
that problem, understand the bug, and fix the bug. In contrast, debugging-early focuses
on the latter steps first. With debugging-early, students are usually told that there is a
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bug; this relieves them from determining if there is problematic behavior. Students are
sometimes told the location of the bug; this relieves them from the frustration of finding
it. In most cases, students are asked to explain and/or fix a bug. Debugging-early with
intentional bugs helps students acquire positive knowledge (key concepts) as well as
negative knowledge (misconceptions to avoid, bugs to avoid, ways to fix bugs). The
following topics about intentional bugs are discussed below: Wisdom from Early
Research, Curricula and Educational Technologies, and a Summary.
Wisdom from Early Research
A research team from the early days of CS education research recommends using
intentional bugs for instruction, as they do for the purpose of cognitive science research:
We believe bug persistence is in part linked to the infrequency with which they
are explicitly confronted by students and teachers. Teachers can better snare bugs
if they adopt research methods. These include having students do hand-simulation
(line by line) of the predicted outputs of programs designed to elicit specific
misunderstandings, debugging activities with the same aim, and think-aloud
explanations of a program … both as a diagnostic tool for learning and as an
expository method in teaching. (Pea et al., 1987, p. 25)
Lionel Deimel, who with colleagues championed the Reading approach (which includes
modifying and extending supplied code) recommends that “another alternative is asking
students to modify or debug a program … Do not overlook the virtues of showing
students realistic – that is, less than perfect – programs.” Although Deimel mentioned this
technique in passing, intentional errors were not a cornerstone of his Reading approach
(Deimel, 1985, p. 8).
Another CS education researcher team, that of Klahr & Carver (1988), alludes to
the idea that intentional bugs may promote learning, even though they used them for
assessment. Although their research has a focus on teaching how to debug, which is not
the focus of this study, their research is reviewed here because it illustrates several trends
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in early computing education research, shows the typical way that debugging exercises
are used, and provides justification for using bugs to teach programming concepts. Klahr
& Carver’s research illustrates the typical way that debugging exercises are used for
assessment: students are told the supplied code has bugs; they are told or shown the
program’s expected behavior (e.g. a picture that it should draw or a list that should be
generated); and they are asked to both find and fix not just one bug but multiple bugs
(Carver, 1986; Harel, 1988; Klahr & Carver, 1988). A big question in the mid-1980s was
whether learning to program could help people become smarter generally, and better
problem solvers in other domains such as mathematics, science, or everyday life. Most of
the research shows this is not the case, but Klahr & Carver wondered if explicit
instruction on debugging skills, with the goal of transferring those skills to other settings,
could make a difference. In keeping with a trend popular in the mid-1980s, they
experimented with elementary school children learning to program with LOGO in a
guided discovery, constructionist environment that encouraged students to create and
share personally meaningful programs. Based on their prior research and that of others in
professional settings, they reasoned that “in the absence of explicit instruction in
debugging, neither structured lessons nor open-ended ‘discovery’ contexts are adequate
for teaching children or adults anything beyond the most meager debugging skills” (p.
377). They designed a 40 minute “how-to intervention” to teach students how to debug.
The intervention emphasized looking for clues to narrow the search space for finding a
bug. In one experiment with (N=22) 3rd-6th graders in a 50 hour course and another with
(N=34) 6th graders in a 25 hour course, they assessed students’ learning gains with
pretests, interim tests, and posttests that asked students to find and fix bugs “planted” by
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the researchers. Since the students participated in two mini-courses, this meant they
worked with six debugging assessments. The researchers also assessed gains in the
students’ ability to transfer knowledge to novel situations. They did so with
pretest/interim/posttests that asked students to find a bug in various transfer tasks such as
directions for arranging furniture, distributing items, and following directions. Klahr &
Carver’s research supports the claim that students can transfer debugging skills to
problem-solving in other domains, if debugging is explicitly taught in ways that
emphasize skills that can be transferred (Klahr & Carver, 1988). In a surprising twist, the
researchers conclude that the students’ transfer gains were due not only to the how-to
intervention but likely also due to all the practice students had with debugging programs
(intended as assessments). Initially they concluded that the gains in transfer were due to
the how-to intervention. Later they modified their claim:
[(Gick & Holyoak, 1987)] summarize the literature showing that people need at
least two different examples of an underlying strategy or concept in order to
induce a schema sufficiently general to facilitate transfer to a new domain. … A
more accurate rendering, one that is consistent with the Gick and Holyoak
position, views each curriculum as providing not only … [the how-to
intervention], but also numerous and varied examples of the schema in operation
(i.e., all the instances of actual program debugging). Thus, by the time students
encountered our midtest transfer problems, they had constructed a sufficiently
general debugging schema for analogical transfer to occur. (Klahr & Carver,
1988, p. 400)
Thus, Klahr & Carver conclude that the students likely learned transferable skills from
the debugging tasks that were intended as assessments. Although they do not explicitly
recommend using debugging tasks for teaching, their research provides evidence that
supports it.
Curricula and Educational Technologies
Brad Richards’s paper Bugs as Features: Teaching Network Protocols Through
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Debugging describes how to use intentional bugs for teaching versus assessment
(Richards, 2000). In a college upper-level networking course, he uses a debugging-early
with intentional bugs approach in one of three assignments that prepare students to tackle
a large final project. Richards states that the primary purpose of the debugging
assignment is to teach network protocols, with a side effect that students learn debugging
skills. He provides students with well-written but complex code, more complex than the
students are capable of writing on their own. He makes sure that students know the
expected behavior of the code; he even “walks through” a correct version of the source
code in class, pointing out important functions, and describing the flow of control in
general terms. He gives students code that contains one subtle bug that is difficult to find.
The bug causes the program to deadlock (stall) under some conditions. In order to find
and fix the bug, students must become familiar with the complexities of the code.
Richards is glad that in order to find the bug, students typically need to step through the
code with an IDE’s debugger. This provides practice with tracing and debugging as they
study the code. Richards admits that students could cheat by finding out the bug’s
location from someone else, but to earn credit he requires that each student thoroughly
explain the code to him. Richards provides an experience report: students spend
approximately 2-10 hours on the assignment; they learn a great deal; and they are
generally appreciative. He states:
Asking students to debug intentionally flawed code has a number of advantages
over more traditional programming assignments:
• Familiarity: Students must understand how a program works and what it is
supposed to do before they can fix it. While this familiarity could be obtained
by writing programs instead of debugging them, debugging allows access to
larger programs than students could reasonably write.
• Efficiency: Bug-driven assignments are an effective way for students to learn
complex concepts quickly, as they spend time focusing on code illustrating the
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concept rather than getting bogged down in the details of their own design.
• Exposure: If the flawed code is otherwise well written, students can learn
valuable lessons about organization, style, and commenting.
• Debugging experience: Students learn about debugging approaches and
methodologies in a controlled environment. (Richards, 2000, p. 259)
Richards recommends this technique for upper-level courses, but it can be adapted for
introductory courses if sufficient scaffolds are provided.
Some of Kumar et al.’s problets involve debugging. They exemplify the approach
of debugging-early with intentional bugs. Early versions asked students if supplied code
was correct or not, and if not to select a reason from a list of choices. Later versions made
it harder for students to guess by requiring students to identify which line of code had the
bug, and to choose the object and operation involved (Kumar, 2003a). These problets do
not alert the student in advance if the supplied code has a bug; the student is alerted that it
might have a bug. If there is a bug, the student must find it and explain it (not fix it).
Kumar’s research on problets continues to evolve; it is possible that newer versions of
problets for debugging have other options.
Although the research of Lister and colleagues (2004, 2006) does not focus on
intentional bugs, their research sheds some light on this topic. In the process of analyzing
students’ answers to test questions, they asked these questions: “Is an exam question fair
if it asks students to explain or trace code that appears to do one thing but, due to
subtleties in the code, does something else?” and “ What are the implications and
consequences of telling (or not telling) students that code they are asked to explain or
trace may be tricky or have bugs?” In a multi-national study of undergraduates from 12
institutions in 7 countries, (N=556) students who had recently completed or nearly
completed their first programming course were given 12 multiple choice questions to
assess their code reading and code tracing skills. Each question came with supplied code
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and asked one of two questions: 1) Choose/predict the outcome of the supplied code; 2)
Choose the code segment that best completes the supplied code so that it performs a
specific task (Lister et al., 2004). A subsequent study analyzed students’ responses to
exam Question 2, which 65% of the students answered correctly. With Question 2, an
experienced programmer can see at a glance that the supplied code appears to count how
many numbers appear in both of two lists, but a closer look reveals that the first number
in each list is ignored. It can be argued that this is a fair question, or that it is too tricky
(in fact, some CS educators got it wrong.) The researchers conclude that if the goal is to
elicit a correct relational response (seeing the coherent whole), then Question 2 is not a
good question. They suggest a format for a relational debugging question, one designed
to elicit a conceptual response (Lister et al., 2006). It has much in common with the
approaches used by Klahr & Carver, as well as Richards. Such a questions should provide
directions in this format: The supplied code fragment is meant to do X; instead it does Y;
find the bug; explain the bug; fix the bug. Like Klahr & Carver’s approach, students are
informed that the supplied code is incorrect; students are informed of the correct
behavior; and a small amount of code is provided. Unlike Klahr & Carver’s approach, the
supplied code has only one bug vs. six. Like Richards’ approach, students are informed
that the supplied code is incorrect; students are informed of the correct behavior; and the
supplied code has one bug. Unlike Richards’ approach, a small amount of code is
provided (which is appropriate for an exam question). Although the problems used in the
study were used for assessment (Lister et al., 2004), the in-depth analysis with the SOLO
taxonomy (Lister et al., 2006) provides a useful design and evaluation framework for
problems that promote learning from debugging with intentional bugs.
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The research of David Ginat and colleagues (2008, 2013) exemplifies a learningfrom-errors approach to teach algorithms conceptually rather than through programming.
Unlike most CS education researchers who investigate intentional errors, Ginat and
colleagues draw upon a rich theoretical framework. They adopt the constructivist view
that recognizes the learning potential of cognitive conflict/dissonance (Festinger, 1957;
Yerushalmi & Polingher, 2006); they draw upon research on learning from errors in
mathematics and vocational training environments (Borasi, 1994; Ohlsson, 1996); they
notice that students have “concept images” about computing that need to be expanded or
reduced; they value the pragmatic benefits of cognitive apprenticeship (Collins, Brown,
& Newman, 1989); and they view the study of erroneous solutions as a means for
students to consider varying solution strategies and to develop flexibility and creativity in
problem solving (O’Hara & Sternberg, 1999; Polya, 1957).
Ginat introduced examples with intentional errors in an undergraduate algorithms
course, early on as he introduced topics. He used errors that students commonly make
based on observational studies. When introducing various classic algorithms in class
discussions (e.g. for searching and sorting), Ginat usually but not always introduced an
erroneous example. He guided the students to discover whether the algorithm he
presented was correct or not. Although Ginat did not perform a comparative study, his
theoretical framework and instructional designs contribute to the understanding of
learning from intentional errors in computer science (Ginat, 2008).
(Ginat & Shmallo, 2013) used a similar approach to teach an undergraduate CS1
course on object-oriented programming (OOP) with Java. “[We] extend the perspective
of capitalizing on errors, by using errors for developing coherent knowledge in CS1” (p.
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353). They performed a comparative study with undergraduates in two groups, (N=52)
students in a learning-from-errors group and (N=47) in a control group that learned “in
the traditional way.” During a six-week period at the start of the semester, the learningfrom-errors group participated in activities during class time with a focus on learning
from errors (approximately 9 hours total). They were asked questions such as “What will
this code produce?” and “Is the assertion correct that this code will compile and run
successfully and produce the intended output?” The students in both groups took a midsemester 1.5 hour assessment which had three questions: one on code comprehension,
one on code writing, and one on code comprehension and code completion. The
treatment group demonstrated fewer erroneous conceptions than the control group. It is
not clear if the control group was exposed to some of the techniques that the treatment
group was, such as self-explanations, code comparison, reflection, and class discussion.
Although it is unclear how much of the treatment group’s success was due solely to
learning-from-errors, this study demonstrates that the use of intentional errors for
learning programming can be successfully implemented.
Ginat & Shmallo make a distinction between errors and bugs. They think of a bug
in a limited sense as a programming bug (e.g. a syntax error), which they view as
different from an error, which may arise “from limited conceptual understanding, lack of
fundamental notions, or improper problem solving” (Ginat & Shmallo, 2013, p. 353). In
contrast, it is common for the term bug to have a broader meaning – such as logic errors,
semantic errors, and faults in algorithms or designs. Using the broader meaning, Ginat &
Shmallo’s approach is an example of debugging-early with intentional bugs.
I have personal experience with designing educational technologies that use
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debugging-early with intentional bugs. After developing the somewhat difficult
BotWorld completion problems for my CS1 students (discussed above) I created shorter,
simpler challenges for my summer high school students. For this purpose I
conceptualized and coined the term Debug’em (a.k.a. debugem). A Debug’em is a
computational puzzle with an intentional bug that satisfies a certain design aesthetic. I
first developed Debug’ems for learning to program with the Scratch block-based
programming language (Maloney et al., 2010); these Debug’ems were created with
Scratch. I developed Debug’ems with electronic textiles (e-textiles) (Buechley, 2006). I
developed Debug’ems for learning to program with MIT App Inventor (a block based
language for creating Android apps (H. Abelson, 2009)) with the web-based quizly
system (Griffin, 2013; Ralph Morelli, n.d.). I created paper-based Debug’ems for learning
Python (Griffin, 2014). For the experiment in this study I created web-based Debug’ems
for learning Python with the Runestone Interactive e-book authoring system (B. Miller &
Ranum, 2014).
In 2009 I introduced my summer high school students to the Scratch
programming language and invited colleague Quinn Burke to work with me. Burk and his
advisor Yasmin Kafai are qualitative education researchers, and constructionists (Harel &
Papert, 1991; Kafai & Resnick, 1996). My students very much enjoyed making Scratch
animations, but they primarily used the easiest constructs such as “talk bubbles” and
“costumes changes.” I had the idea to create debugging challenges to ensure that the
students learned key concepts such as conditionals, event handlers, loops, and lists. From
my teaching experience with creating thousands of exam questions and lab exercises for
learning Java and C, I knew that intentional errors have the potential to help clarify
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concepts, but they also have the potential to cause unnecessary confusion if they are not
designed well. I hired an undergraduate student who had taken my CS1 course (Eliot
Kaplan) as a teaching assistant, and taught him how to make Debug’ems aligned with
design principles that I developed through my teaching practice.
In a similar pattern of events, when my students worked with e-textiles within a
constructionist curriculum, I noticed that they spent a great deal of time sewing. I thought
their time would be better spent if they could troubleshoot some e-textiles with bugs, so I
devised what I called a physical debugger (an e-textile with a telltale bug such as a short
circuit) with a similar aesthetic to the Scratch Debug’ems, and later called these
Debug’ems. I taught Kaplan to create Debug’ems for e-textiles as well. While working
with students in an economically challenged high school, I noticed that even seemingly
simple Debug’ems were too hard for the students to master early on. To give them a
hands-on code comprehension activity I created Explore’ems, which are like treasure
hunts where students explore and identify features of the code, with no requirement to
debug or complete it. I conceptualized and coined the term Deconstruction Kit as an
umbrella term for well-designed learning-by-taking-apart activities for exploring,
debugging, and completing (Griffin et al., 2012; Griffin, Kaplan, Burke, & Kafai, 2011;
Kaplan, Griffin, Kafai, & Burke, 2011). Design principles for Debug’ems and other
Deconstruction Kits have evolved over time. The first published ones are:
1. Choose an appealing theme and key concepts
2. Dramatic themes are good if appropriate.
3. Create [a] complete, well-built artifact that exemplifies
good style. Aim for “simple and elegant.”
4. Provide clear, concise directions with a uniform interface.
5. Suggest an easy, fun task first to build confidence.
6. For Debug’ems and Complete’ems: Selectively remove
a portion of it. Clearly describe the expected behavior.
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7. For Explore’ems: Guide the learner gradually. Suggest a
variety of open ended and goal specific tasks. (Griffin et al., 2012, p. 4)
We incorporated Scratch and e-textile Debug’ems into camps and workshops in a
research project with a focus on mentoring sponsored by the National Science Foundation
(BPC #0940511), for which I and Kafai were Co-PIs. Kafai enlisted Kaplan to develop
Debug’ems for her own research projects, along with others who later joined her research
team, e.g. (Kafai et al., 2014). In the Creative Coding workbook for Scratch, the
debugging activities found at the end of each section also follow the Debug’em approach
(Brennan, Balch, & Chung, 2011). Thus, several constructionists have adopted the
debugging early with intentional errors aspect of the de-constructionist approach.
In 2016 I had the opportunity to speak with John Sweller in person about
intentional errors. Although he developed cognitive load theory and conducted extensive
research on worked examples, he was unaware of research with incorrect worked
examples. When I described my work with Debug’ems he said he thought that
introducing bugs could be good as long as they don’t confuse the students (J. Sweller,
personal communication, March 3, 2016). I have further developed the idea of learning
from de-constructing to include cognitive science principles and lessons learned from
mathematics education research (Griffin, 2016). These ideas are discussed in the section
below on Learning by De-Constructing.
C-doku, mentioned earlier, has two novel question types that involve debugging
early with intentional bugs. Unlike questions discovered in this review that involve
learning from bugs, they do not require the student to find and fix bugs. With C-doku’s
Liar-Liar questions, students must supply function arguments that cause a targeted
assertion statement to fail. With Find the Failure questions, students are given a
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specification and a faulty implementation and must supply failure-inducing function
arguments.
The DeBugger game (Yoon et al., 2011; Yoon, Kang, & Kwon, 2014) sounds like
a game with a focus on debugging, but killing bugs is the theme of the game. It cannot be
characterized as a system for debugging early with intentional bugs.
Renee Bryce devised a classroom game called Bug Wars. It is an unplugged (off
the computer) collaborative game where teams of students compete to find bugs in code
(Bryce, 2011). Bug Wars was designed to raise students’ awareness about potential bugs
and to give students practice with debugging in a way that is motivating and fun rather
than frustrating and boring. While the game can be used with many computing topics,
Bryce conducted the game with (N=26) undergraduates in a data structures and
algorithms course over two 70-minute class periods. During the first class period, each
team of 3-4 students prepares example code with one bug, along with directions about
how the code should behave. The instructor prepared several such examples, and checked
the teams’ work. During the second class period, papers with buggy code were placed in
the middle of the room, and teams earned points by finding the bug in as many programs
as they could. In a survey administered at the end of the activity ~92% of the students
indicated that the activity raised their awareness about bugs, and all but one
recommended playing the game in the future.
The Gidget debugging game takes not only a debugging-early but a debuggingfirst approach to teaching programming with intentional bugs (M. J. Lee, 2015; M. J. Lee
& Ko, 2011). This online game presents a motivating story with appealing graphics. A
chemical spill has endangered animals; a robot named Gidget wants to clean up the spill
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and save the animals but she is damaged – her code has bugs; if the player fixes them,
Gidget can save the animals. Players debug code written in a Python-like, Gidget-specific
language. Gidget is well-scaffolded; it allows players to step through the code a line at a
time and view graphics that illustrate the state of the program (e.g. values of variables) at
each step. After fixing all the bugs, the player advances to a creative “canvas” discovery
mode to write code and create puzzles. Gidget has been used in formative studies with
teens in laboratory and summer camp settings (M. J. Lee et al., 2014).
Lee & Ko (2015) investigated the efficacy of Gidget with (N=60) students by
conducting a pretest-intervention-posttest study with three conditions: 1) an online
Codecademy tutorial for Python; 2) the Gidget debugging game (without the canvas
discovery mode); 3) the Gidget canvas activity (without debugging). Each condition had
20 participants, ages 18 and older, recruited through Amazon Mechanical Turk. The
pre/post tests covered eight topics: basics, logical operators, conditionals, arrays, while
loops, for loops, function parameters, and function returns. The researchers report that
none of the groups performed very well on the pretest or the posttest. Participants in the
canvas intervention performed comparably to the others on the pretest but performed
significantly worse than the other groups on the posttest. This is understandable given
that this group received little guidance and spent far less time (1.94 hrs) on the activity
than the other groups. The Codecademy group learned from tutorials that alternate
between two modes: 1) instruct the student to type example code into a browser-based
interpreter and observe the results; and 2) give the student practice with writing similar
code and observing the results. Overall the Codecademy group learned more than the
debugging group, but not significantly. The participants supplied estimates for the time
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spent on the intervention. The Codecademy group was told to expect to spend 10 hours;
they reported an average of 9.25 hours. The debugging group was told to expect to spend
5 hours; they reported an average of 4.76 hours (M. J. Lee & Ko, 2015). Given that the
debugging group performed comparably to the Codecademy group while spending less
time on task, this experiment provides evidence that debugging-early with intentional
bugs can be an efficient way to learn to program.
BOT Debugger is another serious game. Although its stated purpose is for
learning debugging skills (vs. learning to program) a research paper about it is included
in this review because its analysis about students’ interactions with it inform the current
study (Liu, Zhi, Hicks, & Barnes, 2017). BOT is a 3D puzzle game (similar to LightBot
and other puzzle games found on the Code.org web site). It is intended for middle school
aged children. Players help bots navigate mazes and accomplish other tasks by writing or
completing programs that consist of short commands (e.g. turn left). The researchers
conducted a study with a tutorial-postsurvey-intervention-postsurvey design with (N=22)
6-8th graders, where students learned to program during a 45 minute BOT tutorial, and
then solved 6 or 7 debugging challenges during a 45 minute intervention. Thus, BOT
Debugger takes a debugging-early with intentional bugs approach. The intervention
includes self explanation prompts. Students have the option to explain each buggy
program before attempting to solve it; they are required to explain it after debugging it.
The postsurveys indicate that the students enjoyed the debugging intervention
comparably to the programming tutorial. Students enjoyed both, which suggests that
gamified environments have the potential to make debugging enjoyable.
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Students had to find bugs for all the debugging challenges. The debugging
challenges were scaffolded. Early ones had one bug (e.g. a line of code was incorrect,
misplaced, or missing), while later ones had multiple bugs. This demonstrates
concreteness fading. Students had the capability to edit or completely change the supplied
code. This differs from some of the approaches discussed above, where students choose
answers, or fill in short answers without changing supplied code. In a behavior that might
seem surprising to many, the researchers noticed that students often started editing the
buggy code before locating its bug(s). Students also frequently deleted large amounts of
code even though fixing a bug usually required only minor adjustments. For programs
with multiple bugs, students often were not aware when they had fixed one of them
(possible because fixing one bug didn’t fix the entire program). These findings suggest
that it may be wise for early debugging challenges to have more scaffolding and/or
constraints on editing the code.
RoboBUG is a game that is being developed to help beginners learn debugging
techniques such as stepping through code, using print statements, setting break points,
and using a divide and conquer strategy to find bugs (Miljanovic & Bradbury, 2017). The
developers characterize it as a serious game because it has fun game-like qualities (e.g.
missions, levels, scorekeeping, and avatars) yet the purpose is for serious learning
(McGonigal, 2011). Although the stated purpose of the game is to teach debugging skills,
RoboBUG might help students learn key programming concepts as well. The intentional
bugs in the supplied code are designed to emphasize code comprehension and raise
awareness of common misconceptions and errors. Miljanovic & Bradbury conducted an
hour-long user study with (N=14) first-year undergraduate CS majors using a pretest104

intervention-posttest design. The pretests and posttests, which were the same, tested
students’ knowledge of debugging techniques and their ability to debug cobe. The
intervention, playing RoboBUG, lasted approximately 30 minutes. The students
performed significantly better on the posttest than on the pretest. Based on their
observations of the players and an attitudes survey the researchers plan to make the game
more enjoyable and less frustrating. They also plan for a longer-term intervention.
RoboBUG exemplifies the debugging-early with intentional bugs approach. It would be
interesting to know if a pre/post concept inventory test would provide evidence that
players of RoboBUG learn key computing topics in addition to debugging skills.
Mitrovic and colleagues researched incorrect worked examples using their SQLTutor intelligent tutoring system (Shareghi & Mitrovic, 2013). They conducted a pretestintervention-posttest study with (N=60) undergraduates taking an introductory database
class, where (N=26) students completed the study. The intervention took place early in
the semester after several lectures, during the second 100 minute lab period. Students
were randomly assigned to one of two conditions. (I use the names ‘Correct’ and
‘Correct+Incorrect’ for these conditions.) Both groups got 10 example/problem pairs,
where each problem was isomorphic to the corresponding example. Both groups were
given feedback on their answers and opportunities to retry. Both groups were also asked
to reflect after each example or problem. Students in the Correct condition got 10 correct
worked examples. Students in the Correct+Incorrect condition got 5 correct worked
examples and 5 incorrect worked examples; they were informed if an example was
correct or incorrect, and were asked to find and fix errors in incorrect examples.
In Shareghi & Mitrovic’s experiment, neither the pretest nor the posttest scores
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differed significantly by condition. The researchers categorized the students as novice or
advanced based on their pretest scores. Both novices and advanced students benefited
from incorrect examples. On the posttest, novices in the Incorrect+Correct condition
demonstrated significant gains in debugging knowledge, while novices in the Correct
condition did not. Advanced students in the Incorrect+Correct condition demonstrated
marginally significant gains in debugging knowledge, while advanced students in the
Correct condition demonstrated significant gains. A log file Analysis revealed interesting
trends. On average, students spent 66 minutes on the experiment with no significant
difference between the groups. Overall, the Correct group made significantly more
attempts and significantly more errors than the Correct+Incorrect group. This was true for
the problems where the Correct+Incorrect group got incorrect examples, but not for the
problems where they got correct examples. The researchers conclude that this provides
evidence that incorrect examples prepare students better for problem solving.
Summary
A brief summary of the research on using intentional errors for learning
programming is presented here. A few early CS education researchers suggested that
intentional errors might be useful for learning programming (Klahr & Carver, 1988; Pea
et al., 1987) but this review did not discover that they tested this hypothesis. This review
discovered approximately a dozen research projects that have studied this topic
(discussed above). Most of the studies are usability studies, pilot studies, and
observational studies. Two are between-subjects studies that compare students who are
given curricula with intentional errors with those who are not (Chen et al., 2016; Ginat &
Shmallo, 2013). Most of the studies involve short interventions of 2.5 hours or less over
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within a day or two. A few studies take place during several sessions over a multipleweek period and involve approximately 5-9 hours of student interaction (Ginat &
Shmallo, 2013; D. Hoffman et al., 2011; M. J. Lee et al., 2014). Participants in the studies
include middle school students, high school students, and undergraduates. Most of the
studies involve educational technologies; a few involve social activities (Bryce, 2011;
Ginat & Shmallo, 2013). Most promote debugging-early; one promotes debugging-first,
before writing code (M. J. Lee et al., 2014). Most of the studies do not provide a
theoretical framework for learning from errors. An exception is Ginat’s group, whose
work is grounded in cognitive science (Ginat, 2008; Ginat & Shmallo, 2013). Some of
the research reviewed takes a constructivist position without mentioning learning from
errors. Some papers cite the fact that debugging is a key computational skill or that their
research is motivated to reduce students’ frustrations with learning to program. Several
draw on their own experience as teachers to argue that bugs can be useful for learning,
e.g. (Richards, 2000). Many of the games are targeted for middle and high school
students and use non-standard programming languages. Interventions targeted for
undergraduates generally have the students program with standard languages such as
C++, Java, Python, or SQL. The games involve a lot of context in the form of stories or
missions, as well as gamification features such as graphics, points and rewards. The other
technologies are more streamlined.
These studies suggest that not only can intentional bugs promote learning (Ginat
& Shmallo, 2013), they can promote efficient learning (Chen et al., 2016; M. J. Lee et al.,
2014) and can be part of a rewarding experience (Bryce, 2011; M. J. Lee et al., 2014; Liu
et al., 2017; Richards, 2000). These studies serve as reminders for instructional designers
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to consider factors such as prior knowledge (Kumar, 2003b) and the potential for
debugging to be frustrating (Liu et al., 2017; Miljanovic & Bradbury, 2017).
Regarding instructional design, several of these studies specifically suggest
supplying well-written code (with intentional bugs) to students. In most, students are
warned in advance that the supplied code is incorrect. In some cases students are asked if
the supplied code is correct or not, e.g. (Ginat & Shmallo, 2013; Kumar, 2003b). Some of
the researchers mention designing bugs to address common misconceptions or errors
while others do not. None mention incorporating syntax errors; some mention that they
do not use syntax errors but instead focus on semantic, logic, or conceptual errors.
Regarding fixing bugs, the technologies reviewed provide a broad range of constraints.
Some greatly constrain the user’s input through multiple choice responses, e.g. (Kumar &
Singhal, 2000); others allow limited input, e.g. through text fields (Chen et al., 2016; D.
Hoffman et al., 2011); others allow the user the latitude to change the supplied code, e.g.
(Liu et al., 2017). In all the studies reviewed (for CS education), students are asked to
both find and fix bugs. Unlike some research in mathematics education, none showed
students the location of a bug. This is curious because finding bugs is usually more
difficult than fixing them (Fitzgerald et al., 2008; Katz & Anderson, 1987; McCauley et
al., 2008). None asked students to categorize bugs. In terms of learning progressions,
several interventions progressed from using easier debugging problems to more difficult
ones, but other than introducing more bugs or longer programs, the research reviewed
provides little guidance for learning progressions, or concreteness fading, for learning
from bugs. In terms of practice, some interventions exhibited retrieval practice by asking
students to explain debugging exercises or reflect on them, but none demonstrated
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distributed practice or interleaving of topics.
Emotions
A student’s learning experience includes affective factors, which interplay with
cognition and shape people’s choices about whether to pursue a subject area. Various
affective aspects of learning include motivation to achieve (Eccles, 1983; Wigfield &
Eccles, 2000), mindset (Dweck, 1986), interest (Renninger, Hidi, & Krapp, 2014), selfefficacy (Bandura, Barbaranelli, Caprara, & Pastorelli, 1996), and stereotype threat
(Aronson, J., Quinn, D., & Spencer, 1998). Researchers have explored the affective
dimensions of learning to program both qualitatively and quantitatively (Kinnunen &
Simon, 2012; Lishinski, Yadav, & Enbody, 2017). Some researchers report that students
frequently experience a significant amount of frustration and stress while learning to
program (Bryce, 2011; Fitzgerald et al., 2008; Jenkins, 2002); some students even
experience fear (Rogerson & Scott, 2010). Other researchers provide insight about the
difficulties of students from underrepresented groups (Cohoon & Aspray, 2006; Margolis
et al., 2008; Margolis & Fisher, 2003) and those who lack privileged access to
participation in computing (Parker & Guzdial, 2015). Although failure experiences can
be valuable for learning, research suggests that recurrent failure early on in programming
classes can be detrimental (Kinnunen & Simon, 2011; Lishinski et al., 2017).
Debugging one’s own program is a common source of frustration for beginners.
Papert expressed concern about children’s attitudes toward bugs: “What we see as a good
program with a small bug, the child sees as ‘wrong,’ ‘bad,’ ‘a mistake.’ School teaches
that errors are bad” (Papert, 1980, p. 114). Researchers describe why errors have a bad
name in professional training settings: “The main reason why they do is because they are
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upsetting. Errors provide feedback but feedback does not only have an informational
side… but also a motivational component. Errors may, therefore, also demotivate the
trainee” (Frese & Altmann, 1989, p. 78). Those who observe undergraduates report
similar observations. One teacher said “And what comes to the errors and such,
computers are cruel. They expect things to be exact and they just don’t work, will not cooperate with you unless you are pretty exact about telling them to what to do” (Kinnunen,
McCartney, Murphy, & Thomas, 2007, p. 64). One team of teachers/researchers reports:
When confronted with a problem or a lack of a clear direction to proceed,
stoppers (as the name implies) simply stop. ‘‘They appear to abandon all hope
of solving the problem on their own’’ (Perkins et al., 1989, p. 265). Student’s
attitudes to mistakes/errors are important. Those who are frustrated by or have a
negative emotional reaction to errors are likely to become stoppers. Movers are
students who keep trying, experimenting, modifying their code. Movers can use
feedback about errors effectively, and have the potential to solve the current
problem and progress. (Robins, Rountree, & Rountree, 2003, p. 155)
Researchers who study intentional errors hypothesize that they may reduce unnecessary
frustration and increase feelings of competency. Yet in some cases, students learn from
errors even if they don’t enjoy it (McLaren et al., 2015). The following statements were
made by mathematics education researchers: “Presenting the errors of others could spare
students the embarrassment and demotivation of confronting their own errors” (Tsovaltzi
et al., 2010, p. 357); “inclusion of incorrect examples may help students realize that
errors are part of the learning process and thus shift their goals toward a mastery focus”
(Oyer, Booth, & Elliot, 2012); and “[studying incorrect examples] may increase focus on
errors as learning tools rather than reflections of ability, potentially normalizing errors as
part of learning” (Barbieri & Booth, 2016).
One research team reflected: “they liked the learning-from-errors activities. Thus,
one of the benefits of our developed activities is that of raising student motivation” (Ginat
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& Shmallo, 2013, p. 6). Another reasoned that “serious games … may be an effective
way to counter the frustration typically associated with debugging” (Miljanovic &
Bradbury, 2017, p. 93). The designers of Gidget personified the robot in various ways to
help make the computing experience more welcoming and to neutralize some of the
negative emotions that usually accompany debugging; Gidget evens takes the blame for
bugs. Despite the potential for games and gamification feature to ease the pain of
debugging, students can still become frustrated by bugs when using these technologies.
More research is needed on instructional designs with intentional errors that promote
learning without introducing extraneous cognitive load or unnecessary frustration.
Learning by De-Constructing
The literature reviewed above investigates learning to program with an emphasis
on code comprehension. It highlights three practices: learning by taking apart, learning
through practice, and learning from intentional errors. I call this a de-constructionist
approach (when realized with design principles informed by cognitive science). Although
“learning by taking apart” alone can be considered “deconstructing,” the pedagogy of
de-constructionism complements constructionism better when all three approaches are
included. (See De-Constructionism & Constructionism below).
Taking apart code involves not only a superficial reading of code, it involves
mentally disassembling its component parts and simulating it. Instructional designers can
prompt the learner to do this through activities such as explaining, comparing, and
labeling. Intentional errors that are well-designed and introduced at an appropriate time
can trigger learning through cognitive conflict. They can give students an alternative
perspective, reinforce positive knowledge, and promote negative knowledge. These “two
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legs of the stool” (taking apart and intentional errors) are helpful for developing
knowledge, but only with practice will learners develop automaticity. Interactive practice
with variation helps learners develop abstract understanding and the capability to transfer
knowledge to novel circumstances.
A Model for Learning by De-Constructing
Figure 2-3 is my model to scaffold learning with a de-constructionist approach for
a single topic (Griffin, 2016). The model is informed by the reviewed literature and is
meant as a rough guide. The middle layer (between the lines) represents actions the
student takes. The top and bottom layers are actions the tutor takes (be it human or
computerized). From left to right, the difficulty level of student tasks increases. From left
to right the tutor’s support decreases. Thus, explaining an example is generally easier
than completing a problem. (Of course there are counterexamples; explaining a
complicated example can be harder than completing an easy problem.)

Figure 2-3. Model for De-Constructing an Individual Topic (easier to harder from left to right)
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Figure 2-4 is my model to scaffold learning with a de-constructionist approach
with collections of practice problems. The left branch applies to a single topic. The right
branch applies to collections of practice problems, either for a single topic or for multiple
topics (Griffin, 2016). The right branch models an alternative to blocked practice. For one
topic it is desirable to progress from concrete to abstract, to provide a range of
scaffolding from fully worked out examples to ones that require more problem solving
(which can, but need not be in the form of example/practice pairs), and to distribute
practice over time. For multiple topics it is desirable to interleave them, for example
intersperse practice with several topics during a given practice session.

Figure 2-4. Model for De-Constructing Multiple Topics With Practice
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Table 2-1 is a rough guide for a learning progression with a de-constructionist
approach. It emphasizes reading, completing, and debugging code as students gradually
learn to write code on their own. It is meant to be used in conjunction with the model
shown above. It suggests tasks to use early on in the learning process, mid-way through,
and later on. Activities are listed from top to bottom roughly from easiest to hardest.
Debugging activities are shaded. The evidence statements are assertions that state what
students can do. Note that writing code from scratch, which is typically dominant in
introductory programming education, is at the end/bottom. It is important to note that the
table does not convey the amount of time to spend on activities. For example, a teacher
may allocate as much time on the last activity – writing code from scratch – as on all the
others combined. The learning progression in Table 1 can be implemented in numerous
ways: without a computer, or with one using any number of educational technologies.
Important instructional design considerations include modes of student input, credit,
motivation, in addition to factors such as prior knowledge, feedback, distributed practice,
and interleaving.
Table 2-1
Sample Learning Progression for Learning to Program by De-Constructing
Timing

Early

Skills

Read &
Trace
Debug

Middle

Later

Read &
Trace

Write &
Debug

Activity

Explore

Explain
Discern
differences,
dissonances
Complete
Create

Evidence Statements
Students can read and trace well-written code. They can identify, label, or explain features,
data, patterns, output, behaviors, etc. They can interact with a code visualizer or watch an
instructional video. They can remix code by changing small sections of existing code and
attempt to explain the consequences.
Students perform categorization, matching, and choice activities to link terms and concepts
with examples. Students compare code segments that accomplish the same task.
Students who are shown the location of a bug can explain it (and/or fix it).
Students can discern differences, e.g. determine if two code segments perform the same tasks.
Students can resolve dissonances, e.g. solve Parsons problems (by re-ordering miss-ordered
code).
Students complete supplied code. Sample progression:
Fill in the blank(s).
Fix a bug (bug location provided).
Find and fix a bug (bug location not provided).
Complete skeleton code (where minimal code provided).
Students write code from scratch.
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De-Constructionism & Constructionism
Building on prior work, this study further develops the emergent pedagogy of deconstructionism (Griffin, 2016; Griffin et al., 2012). This literature review adds a
framework of three dimensions of learning (taking apart, practice, intentional errors).
De-constructionism complements design pedagogies such as constructionism.
Constructionism encourages people to design and build personally meaningful
computational artifacts and share them with others. It has inspired countless people to
explore creative computing, and has ignited the imaginations of numerous instructional
designers. Constructionism is a wonderful pedagogy, but it is not an efficient one
(Guzdial, 2014). Although it was originally intended for youth it is useful for adults, but
it is under-utilized in settings where “serious” programming is taught in part because it
does not address the precise aspects of programming, ensure that students learn
fundamental concepts, or include practice to reinforce learning.
Several topics discussed in this review integrate dialectical relationships with
respect to learning. Positive and negative knowledge both oppose and complement each
other. Top-down learning and bottom-up learning both oppose and complement each
other. In some cases, researchers who focus on one side of a dialectical relationship truly
value the other. Raymond Lister views his focus on code comprehension as
complementary to the constructionist approach. He draws a comparison to learning
natural languages, where learning phonics complements the whole-language approach.
He states “I like a comment in Juha Sorva’s PhD thesis [28]. After surveying the
literature on learning to program from varying warring academic camps, he ends with a
reflective section entitled, ‘Can We All Just Get Along?’” (Lister, 2016, p. 6; Sorva,
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2012). In the spirit of getting along, de-constructionism is meant to complement
constructionism. When both are employed, students enjoy a balance of creative freedom
and analysis with constraints.
Gaps in the Literature
This paper argues that several lines of research support the premise that people
who are learning to program can learn more efficiently if de-constructionist activities
(learning from taking apart, practice, and intentional errors) are employed as students
learn to write code. This theoretical work builds on computing education research on
reading and completing code, reverse engineering, and research on worked examples and
learning from errors. De-constructionism is applicable for learners of all levels and ages.
Little research has been conducted on the use of intentional errors for learning to
program. This review discovered approximately a dozen research groups that do so. Most
of the studies are usability studies, pilot studies, and observational studies. Few are
between-subjects studies that compare learning with and without errors (Chen et al.,
2016; Ginat & Shmallo, 2013). Most of the studies involve short interventions. Most do
not provide a thorough theoretical framework for learning from errors (Ginat and Ginat &
Shmallo are exceptions). None of the research or technologies reviewed use a technique
that is used in mathematics education research to scaffold learning: showing students the
location of a bug and then asking them to explain or fix it. None of the interventions
asked students to categorize bugs. In terms of learning progressions, other than the
general approaches of “easier to harder,” “shorter to longer,” or “one bug to multiple
bugs,” little guidance about learning progressions is provided for learning from bugs.
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Regarding practice, it is not apparent that any of the research or technologies reviewed
use distributed practice or interleaving.
More CS education research is needed that investigates learning from errors and
effective practice for learning to program. This review discussed several pedagogies (e.g.
Expert, Spiral, the Reading approach, the Completion Strategy, learning from cases,
learning from patterns, Constructionism), as well as active learning pedagogies (e.g. Pair
Programming, Peer Instruction, POGIL, Unplugged computing). These do not
incorporate learning from errors or provide guidance about practice, as the deconstructionist approach does. Thus, empirical research is warranted that implements and
assesses de-constructionist approaches.
More CS education research is needed that discovers pedagogies, curricula, and
educational technologies than can help students with low prior knowledge, and those
without a privileged background, learn the basics of programming quickly and
efficiently. Undergraduates from under-represented groups (e.g. students of color,
females, and those with a low socio-economic background) have a distinct disadvantage
in introductory programming classes, even in classes with no pre-requisites. More
research on scaffolding the learning process is also needed because of the cultural norms
in computing education. Teachers trained in traditional academic settings are typically
taught implicitly by their mentors to view scaffolding disparagingly – as “spoonfeeding,” “hand-holding,” and lacking in rigor. Such teachers may think that scaffolding
is only applicable or appropriate for young learners; they may find it difficult to see any
substantive value in awarding credit for demonstrating code comprehension; and they
may find it difficult to imagine that a higher percentage of their students might succeed if
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proper scaffolds are provided. While research on learning is important, it is equally
important for educators and administrators to question the traditional computing culture
and to adopt scaffolding techniques based on scientific research.
Research Questions
The research questions that inform this study are:
1. What are students’ attitudes about learning from intentional bugs?
Hypotheses: Students will enjoy the practice problems with intentional bugs if
credit is awarded for doing them and if students don’t find them to be too
difficult. Students without prior programming experience will be more likely to
think that practice problems with intentional bugs help them learn programming
than those with prior experience.
2. Can intentional bugs help students learn to program?
Hypothesis: If debugging practice problems are introduced to students along with
reading and tracing practice problems as shown in the learning progression in
Table 2-1, the debugging exercises will impact learning positively.
3. Does learning with intentional bugs affect students’ attitudes about computing?
Hypothesis: “Early debugging” exercises will affect student attitudes about
computing positively if the dosage is sufficient (if students interact with them on a
regular basis) and if students don’t find them to be too difficult.
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CHAPTER 3
METHODS
This study has a focus on investigating how errors/bugs may be added to practice
problems in ways that promote learning without introducing confusion or frustration.
This study also investigates how learning with practice problems and attitudes may be
influenced by factors such as prior knowledge, gender, and minority status. This chapter
describes the research design of the current study, its context and participants, timeline,
instruments and procedures, and data analysis plan.
Research Design
The current study is part of a design-based research study. Design-based research
involves iterative experimentation in authentic settings such as classrooms rather than in
research laboratories; it typically involves curricular interventions and the cooperation of
teachers (A. L. Brown, 1992; Collins, Beranek, & Newman, 1990). “Design experiments
have both a pragmatic bent – ‘engineering’ particular forms of learning – and a
theoretical orientation – developing domain-specific theories by systematically studying
those forms of learning and the means of supporting them” (Cobb, Confrey, DiSessa,
Lehrer, & Schauble, 2003, p. 9).
In keeping with the design-based research philosophy, I conducted a series of
experiments with CS1 students in cooperation with their professors, iteratively designed
and implemented curricula in the form of practice problems for learning to program, and
contributed to the emerging pedagogy of de-constructionism. Design-based research is
typically messier than laboratory experiments because it takes place in naturalistic
settings where the researcher has limited control. It rarely involves just one experiment.
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“Design-based research is not so much an approach as it is a series of approaches, with
the intent of producing new theories, artifacts, and practices that account for and
potentially impact learning and teaching in naturalistic settings” (Barab & Squire, 2004,
p. 2). In keeping with this philosophy, I conducted a usability study, two multi-week pilot
studies, and a semester-long study with a quasi-experimental design.
Context and Participants
This study was conducted in cooperation with the CS department of an urban
public research university in the northeast United States. In 2015, the university had
~28.5k undergraduate students: 51% female; 11% Asian; 13% African American/Black;
and 55% White. At the time of the study, introductory CS courses at the university were
in high demand, which placed strains on the department regarding staffing, classroom
space, and lab space; this raised concerns about providing a quality learning experience
for a diversity of students. The CS department hosts several introductory programming
courses. Some are CS0 courses, designed for non-CS majors, e.g. courses that satisfy a
general education requirement. The department offers two CS1 courses, intended for CS
majors and others who desire a rigorous introduction to programming. The “intro course”
generally recommended for CS majors is a Java class. Although its only prerequisite is
Algebra, not prior experience with programming, students without prior experience often
struggle inordinately in the class. I refer to this class as CS1.5-Java (rather than CS1Java) to denote its level of difficulty. The other CS1 course is the CS1-Python course,
which provides a gentler introduction to computer science and programming. I conducted
design-based research with CS1-Python teachers and students.
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The role of CS1-Python within the CS department is undergoing a process of
change. The advisement staff has recently begun to encourage students without prior
programming experience, even those who intend to be CS majors, to take CS1-Python
instead of CS1.5-Java. At the time of this study, CS1-Python did not count towards the
CS major, but there was talk within the administration about changing its status so that it
would. There was also talk about changing the department’s “first language” from Java to
Python, or to explicitly require CS1-Python unless students placed out of it. Thus, the
emerging role of CS1-Python was to give students a solid foundation with programming,
to prepare students for success in CS1.5-Java, and to potentially serve as a model if the
department decided to switch their “first language” from Java to Python.
Students take CS1-Python for a variety of reasons: they specifically want to learn
Python (in some cases because they already know Java); they have not satisfied the
Algebra pre-requisite for CS1.5-Java; or because they have no prior experience with
programming and are advised to take CS1-Python instead of CS1.5-Java. Typically, two
to four teachers teach it each semester on a revolving basis of full-time and adjunct
faculty. In some respects the instructional staff teaches CS1-Python uniformly, but in
other respects they do not. In Fall 2015, all three of the CS1-Python teachers introduced
imperative programming first (vs. object oriented, functional, event-based, or other style
of programming), but they used different textbooks, gave different exams, taught topics
in different orders, and covered different topics. Some teachers but not others taught the
following topics: event handling, dictionaries, recursion, and object oriented design. The
lab activities and lab instruction were additional aspects of the CS1-Python course that
were not standardized. Although the labs were all held in lab/classrooms with
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approximately thirty desktop computers and an overhead projector, in some cases the
professors taught their labs, while in other cases teaching assistants (TAs) taught or
proctored the labs. At the time of this study, the department was investigating how to
provide a more consistent experience for CS1-Python students.
Participants in this study were a convenience sample of CS1-Python professors
and their students. Details about them are discussed in the sections below about the pilot
studies and the Fall 2016 experiment.
Practice Problems Created With Runestone Interactive
One option for delivering practice problems is to use paper. An advantage of
paper is that it limits the user’s attention. In contrast, many computer-based systems
allow students to wander off and browse the web, play games, or engage with social
media. Prior to the current study, I experimented with paper-based practice problems for
learning Python. I designed and delivered sets of them on multiple occasions in two of
my CS1 courses. Generally I found them to be acceptable, but some students said they
associate paper worksheets with high school. Computer-based systems have several
advantages over paper. For students, they can provide real-time feedback, userresponsive program visualizations, and an opportunity to interact with technology. For
teachers, they can store students’ programs, record usage patterns in log files, and provide
grading features. Barbara Ericson and colleagues conducted usability studies of three
computer-based e-book (electronic book) systems that allow authors to create custom
texts with interactive practice problems (Ericson, Moore, et al., 2015). They conducted
usability studies with Runestone Interactive (B. Miller & Ranum, 2012), Zyante/Zybooks
(Alex Edgcomb & Vahid, 2014), and CS Circles (Pritchard & Vasiga, 2013). I decided to
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use Runestone Interactive for the current study based on their findings and the fact that
two of these researchers used Runestone for their dissertation experiments and personally
recommended it to me (B. Ericson, personal communication, August 9, 2015; B. B.
Morrison, personal communication, August 9, 2015). Ericson’s dissertation involves
learning with Parsons problems, where students unscramble code (Ericson, 2016);
Morrison’s involves worked examples with loops (Morrison, 2016). Runestone was
designed primarily to be a textbook authoring tool, but due to popular demand the
developers have added features typically found in course management systems (such as a
gradebook) and tutoring systems (such as hints and re-tries). Unlike tutoring systems, it
has only limited adaptive features to adjust the learning experience to the individual user,
such as providing optional hints and optional practice problems.
Runestone has several features that make it conducive to this study. Most
importantly, it has a unique collection of components that provide interactivity and realtime feedback that are especially suited for learning programming (described below and
illustrated in Appendices B and C). Runestone also gives authors a great deal of control
and flexibility for creating content and it was originally designed for teaching Python.
Runestone has a rudimentary grade book that allows instructors to view and grade student
work and it generates log files that track usage. Runestone provides free web hosting: an
author’s e-book can “live” on the Runestone site and students can use it for free. In order
for students’ work to be saved (and potentially graded), students must create a free
Runestone account and log on to it before using the e-book.
Runestone has several limitations. It is a fairly new beta technology and its lead
developers are fulltime faculty members. At the time of this study, the documentation for
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authors was incomplete and some of the features didn’t work properly. For example, the
gradebook was undergoing revision so I could not rely on this feature. To generate
content, authors must learn the ReStructuredText markup language. Although it is simple
HTML-like language, unlike HTML it is unforgiving about small syntax errors, which
leads to a painstaking authoring process.
Runestone has several interactive components that the author can distribute
throughout the text of an e-book, or present as a collection, e.g. at the end of a chapter.
The most familiar component (mchoice) is for a multiple-choice question. The author can
specify a single correct answer or multiple ones. The author is required to supply textual
feedback for people who choose an incorrect answer.
Appendix B shows several Runestone components that are useful for guiding
students to explore code (e.g. by reading, tracing, comparing, explaining code). The
codeblock component simply displays code; the student can read the code but cannot
change it or run it. This is often paired with one or more multiple choice questions, or
free response questions (e.g. for self-explanations). With the drag ‘n drop component,
users click and drag items from one column to match items in the other, e.g. to match
terms with definitions, or to match programming language expressions with equivalent
values. A program visualization tool called codelens is similar to an IDE’s debugger.
This is a powerful tool that provides both a tactile and visual experience to help students
learn to trace code. As users step through the code a line at a time, it displays an arrow to
indicate the next line of code to be executed, and displays diagrams that reflect the
program’s state. This component instantiates Online Python Tutor (Guo, 2013). The
clickable component is another valuable component for interactive code reading (Cross,
124

Hendrix, & Barowski, 2011). Here, the author supplies code and asks the student to click
on one or more sections of the code to identify key features. For example, the user may
be asked to identify all the function calls, or to identify the line of code that contains a
bug. The clickable component is powerful; to my knowledge Runestone is the only
system that has such a feature.
Appendix C shows several Runestone components that require students to write
code or text. With activecode, users can write and run code. The author may supply
starter code (for the student to complete or change), or ask the student to write code from
scratch. The author may also supply unit tests, which are functions that test the users’
code and supply feedback. Runestone has a component for Parsons problems, where the
user is shown code in mixed-up order and is challenged to reorder it properly (Parsons &
Haden, 2006). The author can determine how the code is chunked, e.g. a chunk may
consist of one line of code or multiple lines of code. Runestone has several components
for writing text, e.g. one for fill-in-the-blank, and one for short answers.
Any of Runestone’s components can be used to create practice problems related
to debugging. For example, students can read code with bugs and answer multiple-choice
question about it e.g. to explain or categorize a bug, identify the line number of the line of
code where the bug occurs, choose a description of the aberrant behavior. Alternatively,
students can be asked to edit code to fix bugs, or to write textual explanations.
Timeline
Fall 2015: Classroom Observations
In Fall 2015 I observed three professors of CS1-Python. I will use the names
Professors Brown, Sharp, and Kip as pseudonyms. I observed one of Brown’s lectures,
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four of Sharp’s, and two of Kip’s. All the professors taught an imperative style of
programming (with an emphasis on variables, conditions, loops, and functions), however
the total set of topics covered across the course offerings was not standard. Topics taught
by some of the professors but not by other others include dictionaries, exception
handling, recursion, and object-oriented design.
Spring 2016: Usability Study
In February 2016 I conducted a usability study to see how people would interact
with the initial set of Runestone practice problems that I created. The participants were
four acquaintances: two 20 yr. olds (one with prior programming experience) and two
40+ yr. olds (one with prior programming experience). I observed as each person in turn
tried to solve the practice problems. All the participants were familiar with multiplechoice questions, but none were familiar with the other kinds of interactive exercises,
such as those that involved clicking or dragging. I designed the questions to be fairly
easy; even though they involved Python code, the answers wouldn’t be too hard to guess
for someone without prior programming experience. The main takeaway of the study was
that the younger participants were much quicker to figure out how to interact with the
practice problems, and were more likely to solve the problems without my assistance.
Based on the older participants’ suggestions, I subsequently added more written
instructions when presenting new kinds of exercises for the first time.
Spring 2016: Pilot Study 1 of 2
In Spring 2016, I conducted Pilot Study 1 with Professor Brown (a pseudonym),
who had (N=28) students. His class had one (2.5 hr) lecture and one (1 hr 50 min) lab per
week. He taught both the lecture and the lab. Brown was a dynamic lab instructor; he
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typically gave a number of demos throughout the lab period while students followed
along and worked with an IDE; he also assigned numerous small code-writing
challenges. I created four sets of Runestone practice problems, which Brown’s students
used during four lab periods. The students spent approximately 15-30 minutes on them
per lab before working on problems that Brown assigned. I observed the students during
these labs, took field notes, and answered students’ questions. Generally, the students
were able to understand the instructions and complete the practice problems. At times,
the Runestone software was slow to give feedback (this problem was not observed later
in the Fall 2016 experiment), but it was stable (it did not crash) and reliable (it
consistently gave correct feedback). I made several observations that shaped the research
design of the current study:
1. There was a wide range in time that students took to complete the exercises.
Brown and I guessed that this was because some of the students had more
programming experience than others. Thus, it takes planning to make sure that
the students who finish early have something else to do or are free to leave.
2. Some students got stuck and spent an inordinate amount of time on certain
questions, especially free response questions that allowed students to re-try
but didn’t provide hints. Subsequently I minimized these kinds of questions,
especially when a topic is first introduced.
3. Some questions were too easy. Some students seemed to give little thought to
questions they perceived to be easy, such as multiple choice questions that
allowed retries.
4. Other questions were too hard. Few students solved a “find the bug” question
(implemented with the clickable component) that required the student to
realize that the bug was simply an incorrect operator (“>” instead of “<”) in a
selection algorithm encoded with Python. I realized that either more
scaffolding was needed for this question or that it should be introduced later
as a challenge problem.
5. Students sometimes ignored or gave little thought to open-ended selfexplanation questions, especially if they learned that credit did not depend on
a correct answer. Later in the Fall 2016 experiment, I limited the number of
these kinds of questions. When I did include them I usually asked students to
ask me, or my teaching assistant, to check their answers.
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6. Runestone worked well with Chrome and Firefox but not Internet Explorer.
7. During the last lab of this pilot study, I gave students on one side of the room
one set of exercises (mostly for reading & tracing code) and those on the other
side of the room another set (mostly for writing code). Professor Brown
thought this presented an awkward situation because some students became
aware of the differences and were concerned about how credit would be
awarded fairly. In subsequent experiments, I avoided this scenario by giving
all the students in a given lab the same exercises.
Spring 2016: Pilot Study 2 of 2
In Spring 2016, I conducted Pilot Study 2 with Professor Sharp (a pseudonym).
He had (N=42) students, two (1 hr 20 min) lectures per week and one (1 hr 50 min) lab
per week. All of Sharp’s students attended the same two lectures per week, and were
given the same homework assignments and tests. Instead of having a common lab,
Sharp’s students chose to attend one of two labs; (N=16) students chose the 9am Tuesday
lab; (N=26) chose the 11am Thursday lab. It is likely that the Thursday lab was more
popular because it started later in the day.
Sharp’s labs were quite different from Brown’s in several respects. Sharp did not
teach his labs; instead they were proctored by graduate student teaching assistants (TAs).
The TAs did not energetically lead the class; instead they were mostly quiet and
answered students’ questions individually. Sharp sometimes assigned lab work, meant for
students to complete during lab. On weeks when there he didn’t, students were expected
to attend lab and work on a homework assignment. Sharp devoted one lab period to
debugging; he provided a long handout, which guided students to learn how to debug
effectively; he also distributed some tricky programs, which he asked students to debug.
Pilot Study 2 had a quasi-experimental design (See Table 3-1). I gave the
treatment group a small kit (set) of practice problems each week for 6 of 7 weeks to be
completed before working on Sharp’s lab assignments, which were primarily
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programming assignments. Students in the control group only worked on Sharp’s lab
assignments. The intervention started after the first midterm. I chose the Tuesday lab as
the treatment lab due to scheduling convenience. Students in the treatment group spent
~15 minutes on each kit before completing Sharp’s lab assignment. I observed the
students in the treatment group, answered their questions, and elicited their verbal
feedback regarding typos or misunderstandings. I re-purposed many of the practice
problems from the first pilot study and created new ones.
Table 3-1
Pilot Study 2 Lab Activities
Treatment (N=16)
Control (N=26)
With Practice Problems
No Practice Problems
7 weeks
labwork
Midterm 1
4 weeks
4 weeks
practice problems & labwork
labwork
Midterm 2
1 week
labwork
2 weeks
2 weeks
practice problems & labwork
labwork
Final Exam

This pilot study provided valuable information that informed the current study. I
learned that it worked better to have the treatment and control groups in separate labs
rather than combined as they were in the first pilot study. I saw that students easily
completed a short set of practice problems in about 15 minutes; longer sets would be
feasible. It worked fine to introduce the kits after the first midterm; that way the midterm
could function as a benchmark. A limitation of this pilot study (rectified in the current
study) was that students in the control group were not given an alternative activity in
place of the practice problems. Due to this limitation, and the low dosage of the
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intervention (1-2 hours total), a detailed statistical analysis of the exam data was not
conducted. The exam data does reveal that the treatment group’s grades were lower on
average than the control group’s on Midterm 1, but 5-7 points higher on Midterm 2 and
the Final, though the difference is not significant.
After Pilot 2, I evaluated the role of Runestone in the pilot studies. Some
disadvantages were that Runestone was still fairly new; neither the instructor interface
nor the grading interface was fully functional; and some students seemed to have trouble
logging on to the system even though they had accounts. On the other hand, Runestone
was quite stable; it never crashed and it always gave correct feedback. I thought that
students seemed to enjoy working with the practice problems. I was happy to see students
interact with code in novel ways with a variety of innovative components. During the
pilot studies I developed a few dozen practice problems which could be re-used. These
considerations influenced the design of the Fall 2016 experiment.
Fall 2016: Experiment
I conducted a semester-long study with a quasi-experimental design in Fall 2016
with a focus on learning with and without errors.
Teacher Participants
The study was conducted in cooperation with a convenience sample of two
teachers of CS1-Python, Professors Town and Park (pseudonyms). Both were full time
faculty members of the CS Department. Town had been a member of the CS faculty for
over a decade, while Park had recently earned a Ph.D. from the CS department. In Fall
2016 both Town and Park were scheduled to teach CS1-Python for the first time, two
sections/classes each. Both were interested in collaborating with each other and with me.
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A fifth section was taught in the evening by an adjunct professor, but the schedule did not
permit the inclusion of his section in the study.
Lab Instructor
I participated in the study as a researcher and also as the lab instructor for four lab
sections – two for Town and two for Park. I had permission from the CS department to
design all the lab activities.
Student Participants
All of Town’s (N=41) students and Park’s (N=46) students were undergraduates.
Of the (N=89) student participants, (N=87) completed a demographic survey (See
Appendix D). Of these, 15% were female; 85% male. 24% of the students identified in
whole or part as a (non-Asian, non-Caucasian) racial or ethnic minority; these students
are referred to as “minority” students for the remainder of the paper. Students’ chose their
level of prior experience according to four levels: Prior-1 has no experience; Prior-4 has a
substantial amount. Roughly half the students are Beginners (49%); the others are
Experienced (51%) and have used a text-based language like Python before. Females are
significantly more highly concentrated in the Beginner group (and less so in the
Experienced group) than males (p <.05*). Racial/ethnic minorities are more highly
concentrated in Prior-1 than non-minorities, though not significantly (p = .06).
Student Demographics by Lab, Condition, and Teacher
The Fall 2016 study had a quasi-experimental design, where the treatment and
control groups were blocked by lab section. (The reasons why a randomized control trial
was not conducted are discussed above in the section about Pilot Study 2.) One of
Town’s labs was chosen to be in the treatment group, the other in the control group;
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likewise for Park. To distribute the groups throughout the week, the first lab was
arbitrarily chosen to be in the Bugs group. After that, the labs were assigned to condition
on an alternating basis.
This section discusses the demographics of the class by lab, condition, and
teacher. Table 3-2 displays information about the labs. The column headers list the day of
the week, condition (Bugs/NoBugs), number of students, and teacher. Underneath are the
ratios of Beginners to Experienced, males to females, and non-minorities to minorities.
The labs roughly have the same number of students (20-25). Each teacher has one lab in
the Bugs group and one lab in the NoBugs group. Recall that while Town lectured to both
of his sections at the same time, Park taught his two sections in separate lectures. His
morning section had lab on Monday; his afternoon section had lab on Friday.
The Friday lab stands out for two reasons. It all male and has a higher percentage
of experienced students than the other labs. Park mentioned during several of our weekly
meetings that his afternoon section (with the Friday lab) was more advanced than his
morning section. He determined this via several data points: by asking for a show of
hands about prior experience, by the type of questions students asked during lecture, by
the students’ declared majors listed in the course management system, and by his
estimation of the students’ grades.
Table 3-3 shows the demographic makeup of the student population by condition
(Bugs/NoBugs) and by teacher. The left side of the table shows the student demographics
by condition. The groups are fairly balanced with respect to the number of students; Bugs
has (N=41) students; NoBugs has (N=46). NoBugs has a higher percentage of
experienced students, and significantly more males (p <.05*). This makes sense given
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that the Friday lab is in the NoBugs group. The right side of the table shows the student
demographics by Teacher. The groups are fairly balanced with respect to the number of
students; Town has (N=41) students; Park has (N=46). Again the influence of Park’s
Friday lab is evident; he has a higher percentage of Experienced students and males,
although the differences are not statistically significant.
Table 3-2
Demographics by Lab (N = 87)
Monday
Bugs
N = 21
Prof. Park (am)
Beg: 52%, Exp: 48%
M: 71%, F: 29%

Tuesday
NoBugs
N = 21
Prof. Town

Thursday
Bugs
N = 20
Prof. Town

Friday
NoBugs
N = 25
Prof. Park (pm)

Beg: 57%, Exp: 43% Beg: 60%, Exp: 40%
M: 87%, F: 13%

Beg: 32%, Exp: 68%

M: 80%, F: 20%

M: 100%, F: 0%

Non: 76%, Min: 24% Non: 81%, Min: 19% Non: 65%, Min: 35%

Non: 80%, Min: 20%

Note:
Beginner/Experienced, Male/Female, Non-Minority/Minority
Shaded cells show that the Friday lab has a high percentage of experienced males.

Table 3-3
Demographics by Condition and Teacher (N = 87)
Condition

Teacher

Bugs
N = 41

NoBugs
N = 46

Town
N=41

Beg: 56%, Exp: 43%

Beg: 43%, Exp: 57%

M: 76%, F: 24%

M: 93%, F: 7%

M: 83%, F: 17%

M: 87%, F: 13%

Non: 71%, Min: 29%

Non: 80%, Min: 20%

Non: 27%, Min: 73%

Non: 22%, Min: 78%

Beg: 59%, Exp: 41%

Note:
Beginner/Experienced, Male/Female, Non-Minority/Minority
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Park
N=46
Beg: 41%, Exp: 59%

Course Planning: Syllabus, Textbook, Grading, etc.
Professors Town and Park coordinated closely to teach the same topics in the
same order. This was key, because it meant that the same practice problems could be
given to both of the professor’s students each week (some with bugs, some without bugs,
as described below). Town and Park agreed to use the same textbook, Think Python: How
to Think Like a Computer Scientist (2nd ed.) (Downey, 2015). Each chapter of this
textbook concludes with a section that discusses debugging. Thus, even though only the
treatment group got some practice problems with bugs (described below), students who
read the book learned important aspects of debugging through the assigned readings.
Town and Park gave similar exams (two midterms and a final) as close together as
possible, and they gave similar exam questions. They awarded the same amount of credit
for exams, homework, and labs. Both advised their students to use the same integrated
development environment, Wing 101. Class time for both primarily consisted of lecture,
aside from in-class quizzes and occasional in-class problem solving activities. All
students had two 80 min lectures per week and one 110-minute lab per week (See Table
3-4). Not all aspects of the courses were coordinated. Each teacher developed his own
lecture slides, quizzes, in-class activities, and homework assignments.
To coordinate our efforts, the professors and I held several planning meetings in
the summer before the fall semester, and weekly meetings during the fall semester
(sometimes twice per week). The design experiment involved assigning kits to all the
students during weekly labs, and iteratively designing the next weeks’ kits based on
students’ interaction (described below). Labs counted for 15% of the course grade for
both teachers. The lab grade was based on attendance. At the beginning of the semester,
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as the lab instructor I engaged students with several collaborative active learning
pedagogies (Peer Instruction, Pair Programming, and POGIL), both as a way to introduce
topics and as a way for students to get to know some classmates. Starting with week 4, I
assigned a kit of Runestone practice problems each week; my goal was for students
without prior experience to be able to complete it within the (1 hr. 50 min.) lab period.
Those who finished early were free to leave, or welcome to stay and work on homework.
Students completed each kit on their own but were free to discuss the material with
classmates, with me, or with my teaching assistant (I had one teaching assistant per lab).
Schedule of Lectures and Labs
Table 3-4 illustrates Town’s and Park’s lecture schedule, and lab schedule
(shaded). Both taught two sections but Town’s students had more consistency. Town
lectured to both of his sections at the same time; Park lectured to one in the morning and
repeated the lecture in the afternoon.
Table 3-4
Schedule of Lectures and Labs
Mon

Tue

Wed

Thu

Fri

Park lab
Section 3
Town lecture
Sections 1 & 2

Park lecture
Section 3

Town lecture
Sections 1 & 2

Park lecture
Section 3

Town lab
Section 1

Town lab
Section 2

Park lecture
Section 5

Park lecture
Section 5

Park lab
Section 5

Note:
The labs are shaded.
The schedule of labs throughout the week was somewhat haphazard. Ideally, all
the students would have had their lab at the end of the week after both lectures, or mid135

week between lectures. That way, the students would have had a consistent experience
regarding the timing of their labs. Instead, one of Town’s labs was between the first and
second lectures; the other was after the second lecture. Park’s schedule was worse; one of
his labs was before the first lecture; the other was after the second lecture. This haphazard
schedule is due to several factors: there were scheduling constraints due to a limited
number of lab classrooms; the CS departmental tried to keep class sizes small; and
perhaps the department did not prioritize giving students a consistent lab experience.
Instruments and Procedures
Table 3-5 (below) shows when the intervention instruments were administered
over the 14-week semester (all during lab periods). The following instruments are
discussed below: pre/post placement test, pre/post survey about computing attitudes,
demographic survey, practice problem kits, exams, post-survey about practice problems,
teacher interview protocol, and my notes (memos, field notes, and reflections).
Demographics Survey
A demographic survey was designed for completion at the start of the semester to
record students’ gender, race/ethnicity, and prior knowledge (See Appendix D). Because
prior knowledge is a key factor in this study and for CS1 courses in general, I asked
students to “Choose the highest number that fits”:
1. I have no prior experience. I have never written any code.
2. I have a little experience (for example creating a web page, writing HTML, or
using a “drag and drop” graphical programming language to create animations or
program robots)
3. I have a little experience writing code with a text-based language such as Java,
Python, C, Visual Basic, or JavaScript.
4. I have more than a little experience with a text-based language such as Java,
Python, C, Visual Basic, or JavaScript. I got this experience from an activity such
as taking a course, attending a camp, learning on my own or with a friend, or
learning from a mentor.
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Table 3-5
Intervention Schedule: Pre/Post Tests, Surveys, Exams, and Kits
Week
1

LAB INTERVENTION
Treatment
Control
pre-placement-test, demographic survey,
computing attitudes survey

2

kit (same for all)

5

kit (same for all)

6
7
8
9
10
11
12
13
14

Icebreakers and overview
Peer Instruction activity; imperative
programming basics with Wing 101 IDE
POGIL activity about functions;
programming basics with Wing IDE
Students sit with Beginner or Experienced
group for rest of semester; Pair
programming; topics: basics, functions
Revisit topics with program visualization
(Python Tutor); students work alone from
this week on; ok to consult with peers

3
4

Notes

midterm 1
kit with bugs
kit with no bugs
kit with bugs
kit with no bugs
kit with bugs
kit with no bugs
kit with bugs
kit with no bugs
kit (same for all)
midterm 2
kit with bugs
kit with no bugs
kit with bugs
kit with no bugs
kit with bugs
kit with no bugs
post-placement-test, computing attitudes survey,
survey about practice problems
final exam

while loops
for loops, break, range
strings
lists
midterm review; focus on code writing
OOP w/turtle graphics
OOP w/turtle graphics; Pair programming
file I/O, tuples, main()
final exam review

Pre/Post Placement Test
The CS1.5-Java instructors created a placement test shortly before the Fall 2016
semester. All their students took the test; those who earned a low score were advised to
take CS1-Python. Town and Park decided to test their students with the same assortment
of questions that the CS1.5 Java instructors had assembled from a variety of sources. The
CS1-Python students took a placement test with 12 multiple-choice questions (See
Appendix E). The questions are programming language agnostic and algorithmic in
nature; people don’t need programming experience to solve them. The CS1-Python
students could take as much time as needed to complete the test and were told that it was
for placement purposes only, not for credit. Those who earned a high score were
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welcome to stay in CS1-Python (especially if they already knew Java and were interested
in learning Python) but were informed that they could take CS1.5-Java if they had the
Algebra prerequisite. I administered the same test again at the end of the semester to
measure students’ learning gains (in addition to exam scores). A better instrument for
measuring learning gains might be a validated concept inventory for CS (Parker &
Guzdial, 2016; Tew & Guzdial, 2011), but it made sense in this case to coordinate with
the CS1.5-Java teachers.
Pre/Post Computing Attitudes Survey (CAS)
Students completed the Computing Attitudes Survey (CAS) version 4 at the start
of the semester and again at the end of the semester (Dorn & Tew, 2015). (See Appendix
F.) They took the survey via an online Google doc during their lab period. The survey is
based on the Colorado Learning Attitudes About Science Survey (CLASS), a validated
instrument originally developed to measure attitudes about physics (W. K. Adams et al.,
2006; K. K. Perkins, Adams, Pollock, Finkelstein, & Wieman, 2004). It was adapted for
both chemistry (Barbera, Adams, Wieman, & Perkins, 2008) and biology (Semsar,
Knight, Birol, & Smith, 2011). Dorn & Tew adapted and validated a version for computer
science (Dorn & Tew, 2015). The CAS survey contains twenty-five Likert scale
statements for which students indicate disagreement, a neutral attitude, or agreement.
Based on factor analyses, Dorn & Tew’s grouped the statements into five factors:
personal interest, real-world connections, problem solving strategies, transfer with respect
to problem solving, and mindset (fixed vs. growth).
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Sample statements for each of the five factors are:
•
•
•
•
•

personal interest: “I enjoy solving computer science problems”
real-world connections: “Tools and techniques from computer science can be
useful in the study of other disciplines (e.g. biology, art, business)”
problem solving strategies: “When I solve a computer science problem, I
break it into smaller parts and solve them one at a time”
transfer with respect to problem solving: “Learning computer science is just
about learning how to program in different languages”
mindset: “To learn computer science, I only need to memorize solutions to
sample problems”

Post Attitudes Survey About Practice Problems
I designed a survey to gauge students’ opinions about the practice problems regarding
their own learning and enjoyment (See Appendix G) to be administered via a web-based
Google doc at the end of the semester. The survey has Likert-scale questions and openended questions. The surveys differ somewhat by condition; students in the Bugs group
got questions about debugging while those in the NoBugs group did not. In the survey,
the terms e-book and exercise are used (rather than practice problem and kit) because that
is the terminology I used with the students. Students in the NoBugs group got 7
questions; those in the Bugs group got the same questions plus 2 additional ones about
debugging. The survey had the following format:
Likert-scale questions about overall learning, difficulty, and quantity of problems
• Questions 1-3 were Likert-scale questions where students expressed their
level of agreement with statements about whether the exercises helped them
learn Python, were the right level of difficulty, and if they recommended the
same or a different amount for future CS1-Python labs.
Likert-scale questions about liking (and learning from) the problems
• Questions 4-5 asked how much students liked code reading/tracing exercises,
and how much they think these exercises helped them learn.
• Questions 6-7 were similar to Questions 4-5, about code writing.
• Questions 8-9 were similar to Questions 4-5, about debugging. They were
given only to the treatment/Bugs group.
Free response Questions
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•
•

Question 10 asked students what they liked best about the lab.
Question 11 invited additional feedback.

Teacher Interview Protocol
I interviewed both teacher participants early in the fall 2016 semester and again at
the end of the semester. The interviews were conducted and audiotaped in each
professor’s office. The interview protocols can be found in Appendix H.
Memos, Field Notes, and Reflections
I took notes during instructional staff meetings, lectures, and labs. Instructional
staff meetings took place several times per month during the Summer of 2016 and at least
weekly, often more frequently, throughout the fall 2016 semester. The instructors and I,
and occasionally a teaching assistant or two, attended the meetings. Regarding lectures, I
attended Park’s morning class regularly throughout the fall 2016 semester and recorded
unstructured field notes. Although I was unable to attend Town’s class regularly due to
scheduling constraints, for the first month I attended his Wednesday lectures, and a
teaching assistant videotaped most of his other lectures. I occasionally took brief notes
during the labs, but because I was busy with teaching, more often I wrote reflections after
the lab, especially about things that did or did not work with the practice problems, “to
do” items for designing or re-designing practice problems for the upcoming week, and
observations about the students.
Practice Problem Kits (With and Without Bugs)
Unlike the pilot studies, where students interacted with Runestone practice
problems for only 10-30 minutes per lab, in the Fall 2016 study I was the lab instructor
and could allocate up to 1 hour and 50 minutes each week for students to work with them.
As Table 6 shows, the kits were introduced in week 4. In the earlier weeks students
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learned the Wing IDE that they used for their homework assignments and some lab
assignments. By week 4, the Course Add period was over.
One kit/set of practice problems was assigned per week during weeks 4-13 of the
14-week semester. Each student who completed all 10 kits interacted with 109 practice
problems, ~11 per lab. Of the 109 practice problems per student, 22 were specific to
condition. There were 22 practice problems with bugs that were only given to the Bugs
group, and 22 similar problems (without bugs) that were only given to the NoBugs group.
These problems were similar in terms of topic and difficulty level but did not necessarily
use the same Runestone components, or the same number of components. Thus ~80% of
the practice problems were common to both groups and ~20% were specific to condition.
All students got identical kits in weeks 4 and 5, which guided them to explore and
complete code. Midterm 1 served as a benchmark. As the schedule shows, for half of the
semester (7 of 14 weeks; weeks 6-9 and 11-13), the treatment group got kits with bugs;
the control group got kits without bugs. Differences in learning gains could be measured
and compared for the groups regarding midterm 2 and the final exam. I re-used a few
dozen of the practice problems that I had developed for the Spring 2016 pilot studies. I
developed most of the practice problems week by week throughout the study. As Table 6
shows, the subject matter of the kits included imperative programming basics (variables,
expressions, statements, assignment, Boolean logic, conditionals); functions; objects with
turtle graphics; keyboard input; iteration; string processing; and lists. Functions were
emphasized throughout the course.
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In some other prior research, students became quite confused or frustrated while
trying to fix code with intentional bugs, e.g. (Liu et al., 2017; Miljanovic & Bradbury,
2017). I tried to avoid these unwanted effects by providing a variety of scaffolds for
debugging activities. For a given topic, I first provided practice problems with wellwritten correct example code (without bugs). Next I introduced practice problems for
students to explore the code e.g. by explaining or categorizing bugs. Later I introduced
activities that asked students to find bugs and/or re-write code to fix bugs.
Generally, I supplied short code segments and programs (rather than long ones),
and used a variety of components. I decided against, using the example/practice pair
approach that is typical in worked examples research. With the Runestone components,
students can interact directly with examples (e.g. by clicking on code); this blurs the line
between examples and practice. (Many of the practice problems I designed could be
considered interactive worked examples.) I used the instructional design model in Figure
2-3 as a guide for scaffolding activities for “taking apart code” (e.g. by explaining,
comparing, and completing code, fixing bugs, finding bugs). I used the model in Figure
2-4 as a reminder to include distributed and interleaved practice. I made a commitment to
regularly include distributed practice and interleaving; this proved to be more difficult
and time consuming than the typical blocked practice approach.
Figure 3-1 illustrates how learning to program by de-constructing code can be
realized with a series of kits that incorporate scaffolding with fading, distributed practice,
and interleaving. The first kit, all in green, has easy introductory practice problems. (It is
labeled Lab1/Kit1 in the diagram; in this experiment this corresponded to lab 4.) Kit2
starts with review problems to realize distributed practice. The review problems are more
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challenging (denoted by the color yellow) than the (green) problems from the week
before. Kit2 introduces new topics (easy, green ones), thus realizing the interleaving of
topics. It also includes challenge problems (orange) that integrate old and new topics. In
subsequent kits, students are asked to solve even more challenging problems (red) that
require writing code from scratch.

Figure 3-1. Design of Multiple Kits

Kit Activities. Appendix I has a detailed list of all the practice problems for each
of the 10 kits. Table 3-6 gives an overview of the number of practice problems that used
each type of activity Each student got 87 practice problems that were the same, and 22
that varied by condition. There were six activities specific to debugging (shaded). As an
alternative to problems with bugs, the NoBugs group primarily got code tracing
problems. Only five of the 23 types of activities involve writing code. (Activities 21-23
involve completing code, extending code, changing/remixing code, or writing code from
scratch. Activities 5 and 6 are debugging activities that involve fixing supplied code.)
The other 18 activities involve exploring code through reading and tracing, and by
performing a variety of analytical activities such as comparing, discerning, explaining,
identifying, matching, predicting, and unscrambling.
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Table 3-6
Kit Activities
Activity
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

bug: categorize (location given)
bug: categorize (location not given)
bug: predict “what if?” consequences
bug: choose fix (location given)
bug: fix (location given)
bug: find & fix
Compare
discern differences
explain (choose an explanation)
explain (free response)
identify features
match term with description
subgoal labels (read/trace w/labels)
subgoal labels (match code w/labels)
trace (by eye), predict, choose answer
trace (by eye), predict, free response
trace (by eye), run code, observe
trace (with visualizer), observe
trace (with visualizer), predict, choose
answer
unscramble Parsons problem
write code (complete supplied code)
write code (extend or remix supplied
code)
write code (from scratch)
Total:

Common
For All
Students
0
0
0
0
0
0
7
3
3
3
9
1
3
2
8
2
1
6
11

Treatment
(Bugs)
Only
1
5
3
1
6
4
1
0
0
0
0
0
0
0
0
0
0
1
0

Control
(NoBugs)
Only
0
0
0
0
0
0
2
0
3
0
2
0
0
0
10
2
0
1
0

9
6
4

0
0
0

0
2
0

9
87

0
22

0
22

Note: Activities with bugs are shaded. Each student had 87+22=109 activities.
Kit Components. Nine types of Runestone components were used in the
intervention; they are listed in Appendix J. The NoBugs group primarily engaged with
code tracing activities as an alternative to debugging. A total of 158 Runestone
components were used; I created 141 of them; the remaining 17 were used in lab 11 when
students used the online version of the Think Python book, available on the Runestone
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Interactive web site. The multiple choice (mchoice) component was used for a variety of
purposes. One common usage was when students were asked to predict the output or
behavior of code, and were given choices. Another common usage was for giving
students instructional explanations when self-explaining. They were also used to provide
choices when students were asked to categorize something, such as a bug or an algorithm.
Exams
Both instructors gave two midterm exams and a final exam. The instructors
coordinated closely to keep the topics on the exams the same. Some of their exam
questions were the same. Others differed, in part to minimize cheating and in part
because the instructors sometimes explaining things differently.
Town’s students had a more consistent exam experience than Park’s. All of
Town’s students took their midterms in class at the same time. In contrast, Park’s
morning and afternoon classes took theirs at different times. (Although Park changed
some details in the afternoon midterms so they would differ somewhat from the morning
ones, he suspected that some of the afternoon students benefited from talking to students
in the morning section based on questions that students in the afternoon section asked
before the midterms.) For the final exams, which took place after classes ended, all of
Town’s students took their final exam in the same room on the same day. In contrast, the
final for Park’s morning section was the day before Town’s final; his afternoon section’s
final was 5 days later. This unfortunate schedule was made before the instructors even
knew they would teach the classes, and could not be changed. Students in Park’s
afternoon section may have benefitted from having 5 extra days to study for the final,
and/or from hearing information from students who took their final earlier.
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Measures To Ensure The Safety Of Participants
Student confidentiality was maintained in all reports of this study. The
practice problems were delivered to students via password-protected accounts.
Computerized records were sanitized so that the reporting of the data would not
be identifiable/ All identifying marks about students were removed from the data
and pseudonyms are used in any and all reporting of the data.
Analysis Plan
For each research question, the corresponding instruments and analyses are reported:
1. What are students’ attitudes about learning from intentional bugs?
•

Post-survey about the practice problems: Descriptive statistics are reported
for students’ responses to Likert-scale survey questions. Multiple linear
regressions are conducted to determine if any of the following factors are
predictive of responses: condition, prior experience, gender, and minority
status. Students’ responses to open-ended questions are categorized and
reported.

2. Can intentional bugs help students learn to program?
•

Placement test: Pre/post score gains are analyzed. Multiple linear
regressions are conducted to determine if any of the following factors are
predictive of gains: condition, prior experience, gender, minority status,
and class size.

•

Exams: With z-scores for Midterm 1 used as a benchmark, changes in zscores are computed from Midterm1 to Midterm 2, as well as from
Midterm 1 to the Final exam. Multiple linear regressions are conducted to
determine if any of the following factors are predictive of gains: condition,
prior experience, gender, minority status, and class size.

3. Does learning with intentional bugs affect students’ attitudes about computing?
•

Computing Attitudes Survey: Pre/post scores are analyzed for changes in
attitudes overall and by each of the five subscales (mindset, personal
interest, problem solving – strategies, problem solving – transfer, and real
world connections). Multiple linear regressions are conducted to
determine if any of the following factors are predictive of shifts: prior
experience, condition, gender, minority status, and class size.
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CHAPTER 4
RESULTS
In this section, results based on the research questions (RQ1-RQ3) are reported.
RQ1 pertains to students’ attitudes about the practice problems; RQ2 addresses learning
gains; RQ3 pertains to changes in computing attitudes over the semester. The analyses
are discussed with respect to condition (Bugs/NoBugs), prior knowledge, gender, and
minority status. RQ2 and RQ3 are also discussed with respect to class size (RQ1 pertains
to the lab experience for which students had a uniform class size). The statistical tests for
this study were conducted with R, supplemented by R functions from the Rallfun-v33
library (Wilcox, 2016).
RQ1: Students’ Attitudes About Learning From Intentional Bugs
This section addresses Research Question #1: What are students’ attitudes about
practice problems with intentional bugs? This section summarizes the responses of the
(N=76) out of 89 students who completed the attitudes survey about the practice
problems in Appendix G. Beginners are considered to be those students who self-reported
their prior experience with programming at level 1 or 2; Experienced are those who selfreported as level 3 or 4 (See Appendix D).
Attitudes About Overall Learning, Difficulty, and Quantity
The results from the first three survey questions are summarized in Table 4-1. Of
the (N=76) survey respondents, 92% agreed or strongly agreed that the practice problems
helped them to learn Python. Most of the students (88%) thought the level of difficulty
was about right, while 8% thought they were too easy, and 4% thought they were too
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hard. 62% of the students recommended the same amount of practice problems for future
courses, while 11% recommended fewer and 28% recommended more. For each
question, a multiple linear regression was conducted using an ordinal variable to code the
survey responses (1-4 for the first question, 1-3 for the second and third questions). The
responses to these questions are not predicted by prior knowledge, condition, gender, or
minority status (See Tables 4-2, 4-3, and 4-4).

Table 4-1
Overall Attitudes About the Practice Problems
1. Helped me learn
Python (N=76)

2. Level of difficulty
(N=76)

3. Amount of practice
problems (N=76)
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Table 4-2
Predictors of Response to “Helped Me Learn Python”
in a Multiple Linear Regression Model
Helped Me Learn Python
Variable
Constant

B
3.33

95% CI
[2.96, 3.70]

Prior (Beginner/Exp)

-0.29

[-0.60, 0.01]

Condition (Bugs/NoBugs)

-0.07

[-0.37, 0.23]

Gender

0.16

[-0.26, 0.58]

Minority Status

0.15

[-0.20, 0.50]

2

0.08

F

1.55

R

Note. N=76. CI = Confidence interval. *p <. 05. **p < .01.
Table 4-3
Predictors of Response to “Level of Difficulty”
in a Multiple Linear Regression Model
Variable
Constant

B
2.04

Level of Difficulty
95% CI
[1.84, 2.23]

Prior (Beginner/Exp)

-0.09

[-0.26, 0.07]

0.03

[-0.13, 0.20]

Condition (Bugs/NoBugs)
Gender

-0.08

Minority Status

[-0.30, 0.15]

-0.05

[-0.24, 0.14]

2

0.03

F

0.46

R

Note. N=76. CI = Confidence interval. *p <. 05. **p < .01.
Table 4-4
Predictors of Response to “Amount of Practice Problems”
in a Multiple Linear Regression Model
Amount of Practice
Problems
Variable

B

Constant

95% CI

2.32

[1.97, 2.66]

Prior (Beginner/Exp)

-0.23

[-0.51, 0.06]

Condition (Bugs/NoBugs)

-0.02

[-0.31, 0.26]

0.02

[-0.38, 0.41]

Gender
Minority Status

-0.03

[-0.36, 0.30]

R2

0.04

F

0.76

Note. N=76. CI = Confidence interval. *p <. 05. **p < .01.
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Attitudes About Liking the Practice Problems
Overall Like of Reading/Tracing. Of the (N=75) students who completed the
question about how much they liked the reading/tracing problems, most students (83%)
indicated that they liked or strongly liked them; 8% disliked them; 9% felt neutral about
them. A logistic regression was conducted to find predictors of liking or strongly liking
reading and tracing. It uses a binomial variable where responses of like or strong like are
coded as 1; negative or neutral responses are coded as 0. The responses are not predicted
by prior experience, condition, gender, or minority status (See Table 4-5).
Table 4-5
Predictors of Like or Strong Like of Reading/Tracing
in a Logistic Regression Model
Factors
Estimate
Std. Error
(Intercept)
2.9611
1.0027
Prior (Beginner/Exp)
-0.5942
0.6720
Condition (Bugs/NoBugs) -0.7629
0.6696
Gender
-1.0842
0.8428
Minority Status
-0.5663
0.8447
Note. N=75. CI = Confidence interval. *p <. 05. **p < .01

Pr(>|z|)
0.00315 **
0.37658
0.25451
0.19830
0.50261
AIC: 75.63

Overall Like of Writing. Of the (N=76) students who completed the question that
asked if they liked the code writing problems, a majority (87%) indicated that they liked
or strongly liked them; 3% disliked them; 8% felt neutral about them. A logistic
regression was conducted to find predictors of liking or strongly liking code writing. It
uses a binomial variable where responses of like or strong like are coded as 1; negative or
neutral responses are coded as 0. Prior experience is a predictor but condition, gender,
and minority status are not (See Table 4-6). Being classified as Experienced predicts a
like or strong like of code writing.
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Table 4-6
Predictors of Like or Strong Like of Code Writing
in a Logistic Regression Model
Factors
Estimate
Std. Error
(Intercept)
2.1867
1.1239
Prior (Beginner/Exp)
2.6446
1.1201
Condition (Bugs/NoBugs) -0.6468
0.7852
Gender
0.8188
1.1674
Minority Status
-0.9681
1.1515
Note. N=76. CI = Confidence interval. *p <. 05. **p < .01

Pr(>|z|)
0.0517
0.0182 *
0.4101
0.4830
0.4005
AIC: 55.08

Attitudes of the Bugs Group About Liking Activities. Table 4-7 shows how the
(N=39) students in the Bugs group responded to survey questions 4, 6, and 8 about liking
reading/tracing, writing, and debugging. (As a reminder, their responses are similar to the
overall responses about liking reading/tracing and writing.) For reading/tracing problems,
a majority (87%) liked or strongly liked them; 10% disliked them; 3% were neutral. For
writing problems, a majority (90%) liked or strongly liked them; 3% disliked them; 8%
were neutral. For the debugging problems, a majority (69%) liked or strongly liked them;
5% disliked them; 26% felt neutral about them. A logistic regression was conducted to
find predictors of liking or strongly liking the problems with bugs. It uses a binomial
variable where responses of like or strong like are coded as 1; negative or neutral
responses are coded as 0. Prior experience is a predictor, but condition, gender and
minority status are not (See Table 4-8). Being classified as a Beginner was predictive of
liking or strongly liking practice problems with intentional bugs.
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Table 4-7
Attitudes of the Bugs Group About Liking Activities
4. Like/Dislike
Reading/Tracing (N=39)

6. Like/Dislike
Writing (N=39)

8. Like/Dislike
Debugging (N=39)

Table 4-8
Predictors of Like or Strong Like of Problems with Bugs
in a Logistic Regression Model
Factors
Estimate
Std. Error
(Intercept)
1.1228
0.8023
Prior (Beginner/Exp)
-1.6675
0.7961
Gender
0.4704
0.9375
Minority Status
0.5214
0.9132
Note. N=39. CI = Confidence interval. *p <. 05. **p < .01

Pr(>|z|)
0.1616
0.0362 *
0.6159
0.5681
AIC: 50.865

Summary of Attitudes About Liking the Practice Problems. The descriptive
statistics reveal that a majority of students liked or strongly each type of practice
problem. The logistic regressions reveal that for the students as a whole, being classified
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as Experienced predicted a like or strong like of code writing problems, and that for
students in the Bugs group, being classified as a Beginner predicted a like or strong like
of practice problems with bugs.
Attitudes About Learning From the Practice Problems
Survey question 5 asked students if they thought reading & tracing code helped
them to learn; question 7 asked the same about writing code. Question 9, given only to
the treatment/Bugs group, asked the same about debugging.
Overall Attitudes Of the (N=76) students who answered the question about
learning with respect to reading/tracing problems, a majority of students (82%) indicated
that they thought the problems were helpful or very helpful; 3% thought they were not
helpful; 16% felt neutral. A logistic regression was conducted to find predictors of the
attitude that reading/tracing problems are helpful or very helpful for learning. It uses a
binomial variable where responses of helpful or very helpful are coded as 1; negative or
neutral responses are coded as 0. This attitude is predicted by gender but not by prior
experience, condition, or minority status (See Table 4-9). Being classified as male
predicts the attitude that reading/tracing is helpful or very helpful for learning.
Table 4-9
Predictors of Attitude that Reading/Tracing is Helpful or Very Helpful for Learning
in a Logistic Regression Model
Factors
Estimate
Std. Error
Pr(>|z|)
(Intercept)
1.9202
0.8011
0.01654 *
Prior (Beginner/Exp)
-0.5681
0.6950
0.41368
Condition (Bugs/NoBugs) 0.3707
0.6663
0.57795
Gender
-2.0210
0.7587
0.00773 **
Minority Status
0.2252
0.7293
0.75747
Note. N=76. CI = Confidence interval. *p <. 05. **p < .01
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AIC: 73.9

About the code writing problems, a majority of students (96%) thought they were
helpful or very helpful for learning; 1% thought they were not helpful; 3% felt neutral. A
logistic regression was conducted to find predictors of the attitude that code writing
problems are helpful or very helpful for learning. It uses a binomial variable where
responses of helpful or very helpful are coded as 1; negative or neutral responses are
coded as 0. This attitude is not predicted by prior experience, condition, gender, or
minority status (See Table 4-10).
Table 4-10
Predictors of Attitude that Code Writing is Helpful or Very Helpful for Learning
in a Logistic Regression Model
Factors
Estimate
Std. Error
Pr(>|z|)
(Intercept)
2.288
1.283
0.0746
Prior (Beginner/Exp)
19.535
4525.573
0.9966
Condition (Bugs/NoBugs) -1.291
1.328
0.3309
Gender
19.039
7682.603
0.9980
Minority Status
0.769
1.373
0.5755
Note. N=76. CI = Confidence interval. *p <. 05. **p < .01

AIC: 28.123

Attitudes of the Bugs Group. Table 4-11 shows how the (N=39) students in the
Bugs group responded to survey questions 5, 7, and 9 about learning from
reading/tracing, writing, and debugging. (As a reminder, their responses are similar to
those of the students in class as whole regarding learning from reading/tracing and
writing.) For reading/tracing problems, 77% found the problems helpful or very helpful.
For the writing problems, 97% found the problems helpful or very helpful. For the
debugging question, an extra response category was added – “Detrimental” – because the
review of the literature showed that some people think intentional errors may be
detrimental to learning. For the debugging question, 38% thought they were helpful; none
(0%) thought they were very helpful; 3% thought they were detrimental; 15% thought
they were not helpful; and 44% felt neutral. A logistic regression was conducted to find
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predictors of the attitude that problems with bugs are helpful or very helpful for learning.
It uses a binomial variable where responses of helpful or very helpful are coded as 1;
negative or neutral responses are coded as 0. Students’ attitudes about learning from bugs
are not predicted by prior experience, gender, or minority status (See Table 4-12).

Table 4-11
Attitudes of the Bugs Group About Learning From Activities
5. Learning from
Reading/Tracing
(N=39)

7. Learning from
Writing (N=39)
No students selected
“Not Helpful”
9. Learning from
Debugging (N=39)

Notes:
Question 7: No student selected Not Helpful
Question 9: This question had an extra choice: Detrimental
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Table 4-12
Predictors of Attitude that Problems with Bugs are Helpful or Very Helpful for Learning
in a Logistic Regression Model
Factors
Estimate
Std. Error
Pr(>|z|)
(Intercept)
0.06308
0.69024
0.927
Prior (Beginner/Exp)
-0.13296
0.67775
0.844
Gender
0.12164
0.77112
0.875
Minority Status
-0.18174
0.76124
0.811
Note. N=39. CI = Confidence interval. *p <. 05. **p < .01

AIC: 61.695

Summary of Attitudes About Learning From the Practice Problems. The
descriptive statistics reveal that a majority of the students overall found the
reading/tracing and writing problems helpful or very helpful for learning, and that 38% of
students in the Bugs group thought debugging was helpful or very helpful for learning.
The logistic regressions reveal that being classified as male predicts the attitude that
reading/tracing is helpful or very helpful for learning; this attitude is not predicted by
prior experience, condition, or minority status. The attitude that writing code is helpful or
very helpful for learning is not predicted by prior experience, condition, gender, or
minority statutes. The attitude that learning from bugs is helpful or very helpful for
learning is not predicted by prior experience, gender or minority status.
Additional Attitudes About the Practice Problems
What Did Students Like Best About the Lab? Question 10 of the survey asked
students what they liked best about the lab. I open coded the responses by reading them
several times and creating categories for similar responses (Miles & Huberman, 1994).
Nine categories emerged from the data. Appendix K lists all the responses. Table 4-13
provides a summary.
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Table 4-13
What Students Liked About the Labs
Category
1
2
3
4
5
6
7
8
9

Practice problems
Hands-On Learning
Miscellaneous
Writing Code
Instructor and TA
Collaboration
Turtle Graphics
No Response
Debugging

N=76

Percentage

18
12
9
9
7
6
6
6
3

24%
16%
12%
11%
9%
8%
8%
8%
4%

The largest category of responses (24%) corresponds to the students who said they liked
the practice problems the best; these students mentioned the variety, feedback, range of
difficulty, interactivity, and the ability to try again. Hands-on learning was the next
largest category (16%); several students mentioned that they learned more in lab than
during lectures. A miscellaneous category captured 12% of the responses; these included
feedback that the lab was relaxed, that it helped with homework or learning, and that
credit was awarded “simply for showing up.” Writing code was mentioned by 11% of the
students; instructor and TA by 9%; collaboration by 8%; turtle graphics by 8%; no
response by 8%, and debugging by 4%.
Table 4-14
Additional Survey Feedback
1
2
3
4

Category
Suggestions
Positive Feedback
Negative Feedback
No Response

N=76
16
12
8
40
157

Percentage
21%
16%
10%
53%

Additional Feedback. Question 11 of the survey was “Please use the space below
to tell us any other feedback you have about the lab work or lab experience.” I open
coded the responses by reading them several times and creating categories for similar
responses. Four categories emerged from the data. Appendix L lists all the responses.
Table 4-14 provides a summary. Over half the students (53%) did not provide a response.
The largest category of responses was for suggestions (21%). I performed a second round
of open coding to categorize them. Half of the suggestions (8 of 16) were to assign more
practice problems (e.g. for homework or exam review) or to have more lab periods per
week. Some students (3 of 16) suggested class projects. The remaining suggestions (5 of
16) were categorized as miscellaneous, e.g. to include more code writing problems, to
assign more credit for labs (more than the 15% credit Town and Park awarded for lab
participation), more partner work, and posting solutions. Positive feedback accounted for
16% of the responses; the 12 students who provided positive feedback generally
expressed enjoyment with the lab experience and found it valuable. Negative feedback
accounted for (N=8) of the responses (10%). I performed a second round of open coding
to categorize this feedback. (N=2) of students said the labs were too hard; (N=2) said
they were too easy; (N=4) responses were miscellaneous: one student wanted to use a
personal laptop instead of a lab computer; one disliked pair programming; one
complained about glitches with Runestone; and one wanted to use the Wing IDE more.
RQ2: Learning With Intentional Bugs
This section addresses Research Question #2: Can practice problems with
intentional bugs help students learn to program? Of the (N=89) students in this study,
(N=78) are included in the grades analyses; (N=11) students were excluded due to
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missing the first or last exam, or attending less than half of the labs. Multiple linear
regressions are conducted to analyze the placement test and exam scores and gains.
Factors in the regression models include condition (Bugs/NoBugs), gender, and minority
status. A factor for class size is also included, where small class size is coded as 0 (Park
taught his sections separately in small classrooms) and large class size is coded as 1
(Town taught his sections together in a lecture hall). Prior experience is included in the
models by having dummy variables for Level 2, Level 3, and Level 4; Level 1 is the
referent. A Teacher/Condition interaction variable is included in the model for placement
test gains and the models for the exams.
Placement Test
(N=70) students completed a placement test at the beginning and end of the
semester (See Appendix E). (N=37) were Town’s students, (N=33) were Park’s. The
questions on the test were logic problems that used pseudo-code; they did not necessarily
require prior programming experience. The maximum score was 12 points. Table 4-15
displays the mean pretest, posttest, and gain scores overall and for the following groups:
level of experience (1-4, as self-reported by students on the demographics survey in
Appendix D), condition (Bugs/NoBugs), gender, minority status, and class size. Gains in
scores (posttest – pretest) are positive overall and for each subgroup.
A multiple linear regression was conducted to find predictors of placement test
pre-scores (See Table 4-16). Prior experience levels predicted pretest scores such that
being categorized as Level 3 (p=.007) or Level 4 (p=.018) predicted higher pretest scores
than being categorized as Level 1. Placement test pre-scores were not predicted by
condition, gender, minority status, or class size.
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Table 4-15
Placement Test Scores (N=70)
Level of Experience
Total

Pre
Post
Gain

Condition

1
2
3
N=70 N=22 N=15 N=20

4
N=13

Bugs
N=35

8.1
(2.4)
9.4
(1.9)
1.3
(2.0)

9.1
(2.1)
9.8
(2.1)
0.8
(1.9)

8.3
(2.1)
9.2
(1.9)
0.9
(1.9)

6.9
(2.4)
8.9
(2.0)
2.1
(2.4)

7.7
(2.1)
8.9
(1.8)
1.2
(1.8)

9.2
(2.1)
10.1
(1.5)
0.9
(1.6)

Gender

NoBugs
M
N=35 N=58
8.0
(2.6)
9.7
(1.9)
1.7
(2.1)

8.3
(2.3)
9.5
(2.0)
1.2
(2.0)

Minority

F
N=12

Non
Min Large
N=55 N=15 N=37

Small
N=33

7.3
(2.4)
9.3
(1.5)
2.0
(1.9)

8.5
(2.2)
9.8
(1.8)
1.3
(1.9)

8.4
(2.3)
9.6
(2.0)
1.2
(2.0)

6.8
(2.5)
8.1
(1.9)
1.3
(2.4)

Note:
Mean scores and standard deviations are reported. Maximum score = 12.

Table 4-16
Predictors of Placement Pre-Test
Placement Pre-Test
Variable
Constant

B
6.14

95% CI
[4.52, 7.75]

Prior Level 2

0.52

[-1.02, 2.06]

Prior Level 3

2.11 **

[0.59, 3.63]

Prior Level 4

1.91 *

[0.34, 3.47]

Condition

-0.75

[-1.89, 0.32]

Gender

0.66

[-0.77, 2.09]

Minority Status

1.10

[-0.28, 2.46]

-0.22

[-1.33, 0.88]

Class Size
R

2

0.25

F

2.98 **

Note. N=70. CI = Confidence interval. *p <. 05. **p < .01.
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Class Size

7.9
(2.4)
9.3
(1.8)
1.4
(2.1)

Table 4-17
Predictors of Pre/Post Placement Test Gain
Placement Test Gain
Variable
Constant

B
1.46

95% CI
[4.52, 7.75]

Prior Level 2

-1.24

[-1.02, 2.06]

Prior Level 3

-1.52 *

[0.59, 3.63]

Prior Level 4

-1.53 *

[0.34, 3.47]

Condition

0.58

[-1.82, 0.32]

TeacherCondition

0.25

[-1.46, 2.39]

Gender

-0.97

[-0.77, 2.09]

Minority Status

0.66

[-0.28, 2.47]

Class Size

0.54

[-1.33, 0.88]

R2

0.16

F

1.49

Note. N=70. CI = Confidence interval. *p <. 05. **p < .01.

A multiple linear regression was conducted to find predictors of pre/post
placement test gain (See Table 4-17). Prior experience levels predicted gains such that
being categorized as Level 3 (p=.04) or Level 4 (p=.04) predicted lower gains than being
categorized as Level 1. The Teacher/Condition interaction is not significant. Placement
test gain is not predicted by condition, gender, minority status, or class size.
Exam Grades
(N=78) students are included in the analysis of exams, (N=40) for Town and
(N=38) for Park. Both teachers administered three exams: Midterm 1, Midterm 2, and a
Final exam. Z-scores are used for the analyses.
A multiple linear regression was conducted to find predictors of Midterm 1 scores
(See Table 4-18). Midterm 1 scores are predicted by minority status, but not by prior
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experience level, condition, gender, class size, or Teacher/Condition interaction. Being
classified as non-minority predicted higher Midterm 1 scores.
Table 4-18
Predictors of Midterm 1 Score
Midterm 1 Score
Variable
Constant

B
0.91

95% CI
[-1.23, 3.05]

Experience Level (1-4)

0.10

[ 0.10, 0.30]

Condition

0.94

[-0.49, 2.36]

Teacher/Condition

0.72

[-1.60, 0.16]

Gender

-0.07

[-0.70, 0.56]

Minority Status

0.83 **

[ 0.29, 1.37]

Class Size

-1.17

[-2.59, 0.24]

R

2

0.16

F

2.24 *

Note. N=78. CI = Confidence interval. *p <. 05. **p < .01.

A multiple linear regression was conducted to find predictive factors for the
Midterm1-Midterm2 (M1-M2) gain, computed for each student as (Midterm2 z-score
minus Midterm1 z-score). The M1-M2 gain is not predicted by prior experience level,
condition, gender, minority status, class size, or Teacher/Condition interaction.
A multiple linear regression was conducted to find predictive factors for the
Midterm1-Final (M1-Final) gain, computed for each student as (Final z-score minus
Midterm1 z-score). The M1-Final gain is not predicted by prior experience level,
condition, gender, minority status, class size, or Teacher/Condition interaction.
In summary, the M1 scores are predicted only by minority status. Neither the M1M2 gains nor the M1-Final gains are predicted by prior experience level, condition,
gender, minority status, class size, or Teacher/Condition interaction. Practice problems
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with intentional bugs as implemented in this study had a null effect on learning gains,
measured by gains in the placement test and exams.
RQ3: Attitudes about Computing
This section reports students’ attitudes about computing at the start of the
semester, and changes in attitudes during the Fall 2016 semester. The changes are
measured by comparing students’ responses to the
Computing Attitudes Survey (CAS) at the
beginning of the semester to their responses to the
same survey at the end of the semester (See
Appendix F) (Dorn & Tew, 2015). The CAS survey
has 25 questions with a maximum score of 25
points. People who earn a high score are those
whose responses have a high rate of agreement with
the answer key, which is based on the typical
responses of computing experts.

Figure 4-1. Computing Attitudes PreScore by Prior Experience

Pre-Computing Attitudes Surveys
Inclusion Criteria and Scores (N=87) of (N=89) students completed the pre-CAS
survey. Following Dorn & Tew’s inclusion criteria (Dorn & Tew, 2015), six surveys
were excluded: two had more than five questions that were left blank; four had a response
to Question 19 that implied that the student wasn’t reading the questions (see Appendix
F). The remaining (N=81) pre-surveys were included in the analysis. Following Dorn &
Tew’s approach, responses to the 5-point Likert scale questions were collapsed to 3
points (a Strongly Disagree response became Disagree; a Strongly Agree response
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became Agree). The surveys were scored as follows. For each of 25 questions, one point
is awarded if the answer agrees with the expert answer. Thus, the range of possible points
for the survey is 0 to 25 points, with 0-100% agreement with expert opinion.
Figure 4-1 and Table 4-19 depict

Table 4-19

the pre-survey scores by the level of

Pre-Computing Attitudes Scores (max=25)

prior experience that students self-

Category

N

Median

Mean (sd)

All Students

81

17.0

16.1 (5.4)

Prior-1

27

13.0

11.2 (4.4)

Prior-2

16

16.0

16.3 (3.9)

Prior-3

23

20.0

19.1 (3.8)

Prior-4

15

20.0

20.3 (3.3)

reported on the demographic survey,
Prior-1 through Prior-4 (See Appendix
D). The mean pre-survey scores
increase with level of prior experience.

A multiple linear regression was conducted to find predictors of Computing Attitudes
Survey pre-scores (See Table 4-20). Prior experienced is included in the model by having
dummy variables for Prior 2, Prior 3, and Prior 4; Prior 1 is the referent. The pre-scores
are predicted by prior experience level, but not by condition, gender, minority status, or
class size. Being categorized as Level 2, Level 3 or Level 4 predicted attitudes that at
pretest were more closely aligned with experts’ attitudes than categorization as Level 1.
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Table 4-20
Predictors of Computing Attitudes Survey Pre-Score
CAS Pre-Score
Variable
Constant

B
10.96

95% CI
[8.48, 13.43]

Prior Level 2 ***

5.09

[2.51, 7.67]

Prior Level 3 ***

8.29

[5.84, 10.79]

Prior Level 4 ***

9.26

[6.66, 11.86]

Condition

0.55

[-1.33, 2.44]

Gender

1.81

[-0.74, 4.38]

Minority Status

-0.44

[-2.62, 1.74]

Class Size

-0.34

[-2.20, 1.52]

R
F

2

0.496
10.25 ***

Note. N=87. CI = Confidence interval. *p <. 05. **p < .01. ***p<.001.

The Computing Attitudes Survey has five sub-scores: problem solving – transfer
(Questions 1, 2, 3, 15), mindset (Questions 6, 18, 20, 21, 22, 23, 24, 25), personal interest
(Questions 4, 11, 13, 26), problem-solving strategies (Questions 5, 7, 10, 12, 16, 17), and
real-world connections (Questions 8, 9, 14, 22). Multiple linear regressions were
conducted to find predictors for each sub-score (See Tables 4-21 A-E). Prior experience
predicted all five sub-scores. None were predicted by condition, gender, minority status,
or class size. Being classified as Level 1 predicted a lower pre-score than Level 4 on one
sub-score (real world connections) and lower than Levels 2-4 on the other four subscores.
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Table 4-21-A
Predictors of Computing Attitudes Pre-SubScore: Problem Solving – Strategies
Variable
B
95% CI
Constant **
1.53
[0.53, 2.54]
Prior Level 2 ***
2.21
[1.16, 3.25]
Prior Level 3 ***
2.95
[1.95, 3.94]
Prior Level 4 ***
2.95
[1.90, 4.00]
Condition
0.70
[-0.69, 0.83]
Gender
0.73
[-0.31, 1.76]
Minority Status
0.05
[-0.83, 0.94]
Class Size
-0.29
[-1.05, 0.46]
R2
0.42
F
7.43 ***
Table 4-21-B
Predictors of Computing Attitudes Pre-SubScore: Problem Solving – Transfer
Variable
B
95% CI
Constant ***
1.59
[0.86, 2.32]
Prior Level 2 *
0.84
[0.09, 1.60]
Prior Level 3 ***
1.38
[0.66, 2.10]
Prior Level 4 ***
1.43
[0.67, 2.20]
Condition
0.25
[-0.30, 0.81]
Gender
0.19
[-0.56, 0.94]
Minority Status
0.02
[-0.62, 0.66]
Class Size
-0.29
[-0.83, 0.26]
2
R
0.25
F
3.39 **
Table 4-21-C
Predictors of Computing Attitudes Pre-SubScore: Personal Interest
Variable
B
Constant ***
2.16
Prior Level 2 *
0.62
Prior Level 3 ***
1.45
Prior Level 4 ***
1.64
Condition
0.28
Gender
0.29
Minority Status
-0.35
Class Size
-0.28
R2
0.37
F
5.996 ***

95% CI
[1.56, 2.75]
[0.005, 1.24]
[0.86, 2.04]
[1.02, 2.26]
[-0.17, 0.73]
[-0.32, 0.899]
[-0.87, 0.172]
[-0.73, 0.16]

Table 4-21-D
Predictors of Computing Attitudes Pre-SubScore: Mindset
Variable
B
Constant ***
3.16
Prior Level 2 *
1.22
Prior Level 3 ***
2.07
Prior Level 4 ***
2.53
Condition
-0.14
Gender
0.54
Minority Status
-0.38
Class Size
0.48
R2
0.35
F
5.53 ***

95% CI
[2.24, 4.08]
[0.26, 2.17]
[1.16, 2.98]
[1.56, 3.49]
[-0.84, 0.56]
[-0.41, 1.48]
[-1.19, 0.43]
[-0.21, 1.16]

Table 4-21-E
Predictors of Computing Attitudes Pre-SubScore: Real World Connections
Variable
B
95% CI
Constant ***
2.52
[1.92, 3.13]
Prior Level 2
0.20
[-0.43, 0.83]
Prior Level 3
0.44
[-0.16, 1.04]
Prior Level 4 *
0.71
[0.07, 1.35]
Condition
0.09
[-0.37, 0.55]
Gender
0.08
[-0.55, 0.70]
Minority Status
0.22
[-0.31, 0.75]
Class Size
0.05
[-0.40, 0.51]
R2
0.09
F
1.05
Note for Tables 4-21A-E: N=87. CI = Confidence interval. *p <. 05. **p < .01. ***p<.001.
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Pre/Post Change in Computing Attitudes
This section examines the students’ change in
attitudes about computing during the semester. (N=67)
matching pre/post survey pairs are included in this
analysis. Students were encouraged to take the post-CAS
during the last labs of semester. It was difficult to collect
post-surveys from all the students for several reasons: lab
participation dropped off at the end of the semester; some
students needed the whole lab period to complete their
work; and email requests to complete the post-survey

Figure 4-2. Computing Attitudes
Shift by Prior Experience

outside of lab were marginally successful. Out of eighty-nine student participants,
thirteen did not complete the post-survey. Of the seventy-nine who did, nine were
excluded: one because the “dummy” question 19 was not answered properly (See
Appendix F); seven because there was no matching pre-survey (e.g. due to exclusion
from the analysis); and one because the answers was aberrant, suggesting that the student
mixed up the Agree and Disagree choices. The change in attitude, which Dorn & Tew
call the shift, is calculated for each student as (post-survey score minus pre-survey score).
The overall post-survey scores (M=18.5, SD=3.8) were significantly higher than
pre-survey scores (M=16.1, SD=5.5) according to a t-test, t(66) = -4.35, p < .001, 95% CI
[-3.53, -1.30]. The boxplot in Figure 4-2 shows that students with the lowest prior
experience had the greatest change in attitude. A multiple linear regression was
conducted to find predictors of the shift (See Table 4-22). The shift is predicted by level
of prior experience but not by condition, gender, minority status, class size, or
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Teacher/Condition interaction. Being classified as Level 1 predicted a higher shift than
being classified as Level 2, 3, or 4.
Table 4-22
Predictors of Pre/Post Computing Attitudes Shift
Pre/Post CAS Shift
Variable
Constant

B
5.28

95% CI
[-4.22, 14.77]

Prior Level 2

-3.84 *

[-6.85, -0.83]

Prior Level 3

-5.74 ***

[-8.73, -2.75]

Prior Level 4

-6.02 ***

[-8.87, -3.16]

Condition

-1.43

[-8.34, 5.48]

TeacherCondition

0.41

[-3.80, 4.62]

Gender

-1.30

[-4.01, 1.41]

Minority Status

0.08

[-2.43, 2.58]

Class Size

1.37

[-5.03, 7.79]

R
F

2

0.33
3.65 **

Note. N=67. CI = Confidence interval. *p <. 05. **p < .01.

The attitude shift was positive for each of the five sub-scales. Multiple linear
regressions were conducted to find predictors of attitude shift for each of the five subscales (See Tables 4-23A-E). Similar to the overall score, prior experience was the only
predictor. It predicted four of the five subscales; the shift for the real world connections
subscore had no predictors. Appendix M contains additional information about how the
scores in this study compare to the five courses in the Dorn & Tew studies.
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Table 4-23-A
Predictors of Computing Attitudes SubScore Change/Shift: Problem Solving – Strategies
Variable
B
95% CI
Constant
-0.12
[-4.16, 3.92]
Prior Level 2 **
-2.22
[-3.50, -0.93]
Prior Level 3 ***
-2.23
[-3.51, -0.96]
Prior Level 4 ***
-3.20
[-4.41, -1.98]
Condition
-1.84
[-4.79, 1.10]
TeacherCondition
1.16
[-0.63, 3.00]
Gender
-0.28
[-1.44, 0.87]
Minority Status
0.25
[-0.82, 1.32]
Class Size
2.15
[-0.58, 4.87]
2
R
0.38
F
4.50 ***
Table 4-23-B
Predictors of Computing Attitudes SubScore Change/Shift: Problem Solving – Transfer
Variable
B
95% CI
Constant
1.36
[-0.71, 3.42]
Prior Level 2
-0.50
[-1.16, 0.15]
Prior Level 3 **
-0.93
[-1.58, -0.28]
Prior Level 4
-0.41
[-1.03, 0.21]
Condition
0.50
[-1.00, 2.01]
TeacherCondition
-0.45
[-1.37, 0.46]
Gender
-0.16
[-0.75, 0.43]
Minority Status
0.09
[-0.45, 0.64]
Class Size
-0.12
[-1.52, 1.27]
2
R
0.19
F
1.70
Table 4-23-C
Predictors of Computing Attitudes SubScore Change/Shift: Personal Interest
Variable
B
Constant
1.24
Prior Level 2
-0.66
Prior Level 3
-0.90
Prior Level 4 *
-1.11
Condition
-0.54
TeacherCondition
-0.001
Gender
-0.68
Minority Status
0.11
Class Size
0.17
2
R
0.16
F
1.35

95% CI
[-2.06, 4.54]
[-1.70, 0.39]
[-1.94, 0.14]
[-2.10, -0.12]
[-2.94, 1.86]
[-1.46, 1.46]
[-1.62, 0.26]
[-0.77, 0.98]
[-2.05, 2.40]

Table 4-23-D
Predictors of Computing Attitudes SubScore Change/Shift: Mindset
Variable
B
Constant
1.21
Prior Level 2
-0.52
Prior Level 3 *
-1.33
Prior Level 4 **
-1.49
Condition
-0.58
TeacherCondition
0.26
Gender
-0.06
Minority Status
0.03
Class Size
-0.07
R2
0.22
F
1.99

95% CI
[-2.49, 4.91]
[-1.70, 0.65]
[-2.50, -0.17]
[-2.60, -0.38]
[-3.28, 2.11]
[-1.38, 1.90]
[-1.12, 1.00]
[-0.95, 1.01]
[-2.57, 2.43]

Table 4-23-E
Predictors of Computing Attitudes SubScore Change/Shift: Real World Connections
Variable
B
95% CI
Constant
1.59
[-0.77, 3.94]
Prior Level 2
0.06
[-0.69, 0.80]
Prior Level 3
-0.34
[-1.08, 0.40]
Prior Level 4
0.19
[-0.51, 0.90]
Condition
1.04
[-0.67, 2.75]
TeacherCondition
-0.56
[-1.60, 0.48]
Gender
-0.12
[-0.79, 0.55]
Minority Status
-0.41
[-1.03, 0.22]
Class Size
-0.75
[-2.34, 0.84]
2
R
0.08
F
0.63
Note for Tables 4-22A-E: N=67. CI = Confidence interval. *p <. 05. **p < .01. ***p<.001.
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CHAPTER 5
DISCUSSION
CS education research suggests that having a primary focus on writing code while
learning to program is not effective and may contribute to the lack of diversity in
computing. This study sought to understand how students can learn to program with
interactive practice problems, some of which have intentional bugs – bugs that are
intentionally placed in example code. It researched their effect on CS1 students’ learning
and attitudes in a 14-week intervention with a quasi-experimental design. Students in the
treatment group solved interactive practice problems that involved example code with
bugs; students in the control group were given similar problems without bugs. All the
practice problems in the study (with and without bugs) were designed with a deconstructionist approach, which promotes learning by taking apart and practice (in
addition to learning from intentional bug). The first section of this chapter summarizes
the findings with respect to the research questions and hypotheses. The next section
discusses the findings. The following section, given the iterative and reflexive nature of
design-based research, presents my reflections as the lab instructor and instructional
designer. Then the implications and significance, limitations, and future work are
discussed.
Summary of Findings
Research Questions and Hypotheses
RQ1: What are students’ attitudes about practice problems with intentional bugs?
Hypotheses: Students will enjoy the practice problems with intentional bugs if
credit is awarded for doing them and if students don’t find them to be too difficult.
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Students without prior programming experience will be more likely to think that practice
problems with intentional bugs help them learn programming than those with prior
experience.
Credit was awarded and students did not find the practice problems to be too
difficult (85% thought they were “about the right level of difficulty”). For the (N=39)
students in the Bugs group who completed the post-survey about the practice problems,
findings were consistent with the first hypothesis. A majority of students (69%) liked the
practice problems with bugs. The second hypothesis was not satisfied; in a logistic
regression, no predictors were found for the attitude that learning from bugs was helpful.
Additional findings: Prior experience predicted a like of debugging problems and
code writing problems, but not reading/tracing problems. For students in the Bugs group,
being classified as a Beginner predicted a like of the practice problems with bugs. For the
Bugs group and the class as a whole, being classified as Experienced predicted a like of
writing code. Neither gender nor minority status predicted a like of any type of practice
problem. Regarding students’ attitudes about which problems were helpful for learning,
being classified as male predicted the attitude that the reading/tracing problems were
helpful; this attitude was not predicted by prior experience, condition, or minority status.
No predictors were found for attitudes about learning from writing code or debugging.
RQ2: Can practice problems with intentional bugs help students learn to program?
Hypothesis: If debugging practice problems are introduced to students along with
reading and tracing practice problems as shown in the learning progression in Table 2-1,
the debugging exercises will impact learning positively.
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Neither the pre/post placement test gains nor the exam score gains (Midterm1Midterm2 and Midterm1-Final) were predicted by condition. It is possible that learning
effects may be delayed or discovered through other instruments such as ones that assess
debugging accuracy or time spent on debugging challenges or code writing challenges.
Additional findings: The placement test pre-scores and gains were predicted by
prior experience, not by condition, gender, minority status, class size, or
Teacher/Condition interaction. Being classified as Prior-3 or Prior-4 (having some or an
extensive amount of experience with a text-based programming language) predicted a
higher pre-test score and lower pre/post gain. Regarding exams, the Midterm 1 score was
predicted by minority status, not by prior experience, condition, gender, or class size.
Being classified as a non-minority predicted a higher Midterm 1 score. Midterm1-Final
and Midterm2-Final gains were not predicted by prior experience, condition, gender,
class size, or Teacher/Condition interaction. Minority students initially had a
disadvantage, but their learning gains were comparable to non-minority students.
RQ3: Do practice problems with intentional bugs affect student attitudes about
computing?
Hypothesis: “Early debugging” exercises will affect student attitudes about
computing positively if the dosage is sufficient (if students interact with them on a
regular basis) and if students don’t find them to be too difficult.
The pre/post change in Computing Attitudes Survey scores was not predicted by
condition. It is unclear if the hypothesis is supported. The students did not find the
practice problems to be too difficult (85% thought they were “about the right level of
difficulty”). Regarding dosage, 20% of the 109 problems with which students in the Bugs
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group interacted had intentional bugs. It is unclear if a higher dosage would result in a
positive effect.
Additional findings: The pre/post change in the Computing Attitudes survey
scores was predicted by prior experience but not by condition, gender, minority status, or
class size. Being classified as Prior-1 (with no programming experience) predicted a
lower pre-score and higher pre/post gain.
Discussion of Findings
Regarding practice problems with intentional bugs, students in the Bugs group
performed comparably to those in the NoBugs group regarding pre/post gains on the
placement test, Computing Attitudes Survey, and exams (where Midterm1 served as the
pre-test). This study demonstrates that 20% of practice problems can include intentional
bugs without a detrimental effect on learning or attitudes about computing. A majority of
students in the Bugs group liked the practice problems with bugs (69%). A lower
percentage thought they were helpful for learning (38%); this may be because the
students were unaware of the value of being cognizant of common bugs (not only for
CS1 students but computing professionals) and that these problems serve to forewarn
them of such bugs. This information was not provided intentionally in the current study
in an effort to retain parity of instruction between the treatment and control groups.
Prior experience figured prominently in this study’s results. This is not surprising;
it is common knowledge that students in CS1 classes typically have a wide range of prior
experience. Although this is portrayed as a challenge within the CS education
community, CS1 teachers do not typically attempt to measure students’ prior experience,
or check to see if students with low prior experience succeed. This is a concern; if only
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students who have prior experience with programming succeed in a CS1 course, then the
course does not broaden participation in computing. This study demonstrates how one
short survey question can measure students’ prior experience (See Appendix D, question
3). This is much quicker than using an instrument such as the 25-question Computing
Attitudes survey (See Appendix F). This measure of prior experience can be used to
interpret learning gains and attitude changes.
Measuring students’ prior experience can also be useful for differentiating
instruction. In the current study, students’ attitudes about the practice problems indicate
some areas where differentiated instruction may be appropriate. Being classified as a
Beginner predicted an attitude of liking the problems with bugs. This suggests that the
debugging problems used in this study were well-suited for Beginners. One way to
differentiate instruction would be to give the Experienced students more challenging
problems with bugs, ideally without giving them an unfair advantage. Conversely, being
classified as Experienced predicted an attitude of liking the code writing problems. The
beginners may have been frustrated by writing code, as recent research suggests (Lister,
2016). One way to differentiate instruction in this case is to provide more hints or other
supports that are more likely to benefit Beginners. Regarding the reading/tracing
problems, Beginners and Experienced students had similar attitudes; this suggests that
differentiation for these problems is less important.
Prior experience also figured prominently with the placement test and Computing
Attitudes Survey, with similar trends. Both had a pre-test that was administered at the
beginning of the semester. For both, pre-scores were lower and pre/post gains were
higher for students with no prior experience. Trends in the exam scores were different.
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Midterm1, which served as a baseline, was administered a month after the start of the
semester. Prior experience did not predict the Midterm1 scores, nor did it predict the
Midterm1-Final or Midterm2-Final gains. This may be because the instructional staff
intentionally structured the course, in particular the exams, so that beginners could
succeed.
The under-representation of racial/ethnic minority students and females in
computing is a concern in the CS education community. In the current study, the only
regression where minority status was a predictive factor was for the Midterm 1 score,
where classification as a racial/ethnic minority predicted a lower score. Minority status
did not predict the Midterm1-Final gain or Midterm2-Final gain. Although this indicates
that the learning gains for the exams were comparable for minority and non-minority
students, it does not mean that both groups necessarily attained the same level of mastery.
The only regression where gender was a predictive factor was for the attitude that the
reading/tracing problems were helpful for learning; this was predicted by being classified
as male. This finding warrants further research; it does not have an obvious explanation.
Class size was not a significant predictor in any of the analyses. In this study, the
large class had ~45 students; the small classes had ~22 students. Class size might figure
more prominently when there is a greater difference in class size. Some universities have
CS1 classes with ~400 students.
According to the survey about the practice problems, students’ attitudes were
generally positive. 92% thought the problems helped them learn python; 88% thought the
level of difficulty was about right; 62% thought the quantity of problems was about right
and 28% recommended more. A majority of students liked each type of practice problem
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(for reading/tracing, writing, and debugging). A majority of students thought that both the
reading/tracing and the writing problems were helpful for learning, though only 38%
thought so about debugging. Only one student complained of a technical problem with
the practice problems. The sections below discuss my reflections as both the lab
instructor and the instructional designer.
Reflections
Reflections of the Lab Instructor
Lab and Lecture Schedules. Having a long lab period of 110 minutes was
beneficial compared to a 60 minute lab period, which is common. This gave the
beginners enough time to master the material. Students who sat on the Experienced side
of the room often finished the lab activities within an hour, while those on the Beginner
side usually stayed longer, roughly an hour and a half. Typically everyone finished by the
end of the lab period. Thus, the practice problems provided a self-paced experience
conducive to mastery learning.
Runestone Practice Problems. Overall, I thought the practice problems worked
well. The Runestone Interactive system was reliable and provided quick, accurate
feedback with few technical glitches. Runestone is free and the students found it easy to
learn. Before teaching with Runestone, I would typically post lab problems on a web
page and ask students to write code with an IDE. In contrast, Runestone provides a
convenient combination of web page and IDE because the components are built into a
web page. In future course offerings I will use the same practice problems and I plan to
develop additional ones. I appreciate that Runestone allows students to interact with
programming topics in a variety of ways other than just writing code. They interacted
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with nine types of Runestone components (See Appendix J) to engage with twenty-three
types of learning activities (See Table 3-6). Students seemed to enjoy having plenty of
opportunities to succeed, due to the numerous practice problems and the ability to make
multiple attempts to solve a problem.
The lab classroom management was generally smooth. Lab attendance was good.
Having collaborative activities in Labs 1-3 helped students meet some of their
classmates. The labs had a friendly atmosphere compared to some labs where students
don’t know each other and are quiet. Having the students sit in either the Beginner or
Experienced section worked well. Students primarily worked alone, but could talk with
their neighbors. They occasionally asked for help from me or from my teaching assistant.
Having numerous short practice problems per lab that are graduated in difficulty seemed
to promote confidence, more so than requiring students to write large programs. I did not
notice any differences in mood or attitudes between the treatment group (Bugs) and
control group (NoBugs).
Overall, students who attended lab seemed motivated to complete each kit.
Students generally persisted with answering questions until they received feedback that
their answers were correct. Students interacted with multiple-choice problems differently
– some took their time and tried to answer correctly the first time; others quickly guessed
and re-guessed without much thought. A positive feature was that when students had to
write code, they could refer to the earlier practice problems because all the problems for a
kit appeared on one web page.
There was an annoying glitch with Runestone that was not solved until midsemester. Seemingly without rhyme or reason, a few students in each lab were unable to
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log on to Runestone. This resulted in a fair amount of consternation, and a collective
effort to determine the cause. Fortunately this problem did not prevent the affected
students from completing the practice problems and getting feedback, but log files for
those students were not recorded and their work was not saved. This meant I could not
review their work or grade it. Instead I graded the labs based on attendance. Midsemester we discovered a work-around and posted the fix on the Runestone listserve
(because other teachers had reported the same problem). This technical difficulty limited
the amount of data available for analysis. Also, during this study Runestone’s instructor
interface and grade-book feature were undergoing revision. Fortunately, these technical
issues did not prevent students from successfully interacting with the practice problems.
Overall I found that the strengths of Runestone outweighed the shortfalls.
Reflections of the Instructional Designer
Instructional Design Model. The model in Figure 2-4 was useful during the
instructional design process, however one section of the model warrants revision because
it does not capture all the activities with which students were engaged during the study.
Figure 5-1 reflects the revision, where the node originally labeled “Compare or Discern”
is replaced with the label “Discern*” and a notation is added that describes Discern as a
variety of activities: categorize, compare, identify, match, pattern match, predict, reverse
engineer, unpack, unscramble, etc.
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Figure 5-1. Revised De-Construction Model

Justification for adding two of these verbs – categorize and unscramble – are
provided here. I designed several types of categorization activities. One type provides
example code with a bug and asks students to choose a category for the bug from a list of
categories. Since all the categories in the list are valid, students learn about a variety of
bug categories (e.g. incorrect operator, off-by-1 error, indentation error). None of the
studies discovered in the review of the literature used this approach. I also designed some
problems that asked students to categorize code according to the underlying algorithm
(e.g. map, reduce, or filter). This approach was also used by (Sudol-DeLyser et al., 2012).
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The verb unscramble is included in the model as a reminder to include Parsons problems
(Ericson, Margulieux, & Rick, 2017; Parsons & Haden, 2006).
The top right part of the model served as a useful reminder to include distributed
practice and interleaving, which I found to be more difficult to implement than blocked
practice. Overall, the model is useful in providing guidelines rather than hard and fast
rules. For example, the model suggests (by the progression from left-to-right with easierto-harder problems) giving students practice with fixing bugs before finding them. In
some cases though, e.g. with short sections of code, finding a bug can be introduced
early-on without confusing students too much.
De-Constructionism As a Framework for Learning to Program to Spec. The
current study was the first controlled study to use de-constructionism as a theoretical
framework. De-constructionism was inspired by a reverse engineering mentality; it was
introduced along with design principles for exploring, completing, and debugging
programs and physical devices (Griffin et al., 2012). De-constructionism was further
developed in (Griffin, 2016), which describes a learning-by-taking-apart philosophy for
reading, tracing, and debugging code. The theoretical framework for this study clarifies
three dimensions of the de-constructionist pedagogy: learning by taking apart, learning
from intentional errors, and learning through practice. Learning by taking apart
encapsulates activities such as exploring, reading, tracing, comparing, completing,
categorizing, explaining, labeling, reverse engineering, unpacking, and unscrambling.
Learning from intentional errors involves well-constructed examples with carefully
designed errors that help students learn key concepts and develop a mental catalogue of
common errors. Learning through practice is best implemented using techniques such as
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effortful practice, retrieval practice, distributed practice, and interleaving. Deconstructionism complements Seymour Papert’s pedagogy of Constructionism, which
engages learners with creating things that are personally meaningful and sharing them
with others. A combination of de-constructionist and constructionist approaches can
provide a balance of analytical and creative activities.
Implications and Significance
CS Education and Code Comprehension. Pedagogies that ease the process of
learning to program are needed. There is a growing awareness in the CS education
community that many teachers expect students to write code before they are ready and
that more attention should be paid to code comprehension. Code comprehension is
typically viewed as the ability to read and trace code. This study supports the idea that the
ability to comprehend code with bugs is also a valuable code comprehension skill. The
intervention in the current study is one of the few controlled between-subjects
experiments, such as (Chen et al., 2016; Ginat & Shmallo, 2013), that compares students
learning to program with intentional bugs to those learning without them. It was designed
in such a way that students would not become frustrated while learning from bugs; 69%
of the students liked the practice problems with bugs. This is notable given that
interacting with bugs is typically quite frustrating for students. This study demonstrated
an approach where 20% of the practice problems had intentional bugs without a
detrimental effect on learning or attitudes about computing.
Learning from Errors. This study draws upon and contributes to the research on
learning from errors in STEM disciplines other than CS. Most of the research on learning
from errors is mathematics education research on worked examples. This research
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suggests that beginners are more likely to learn more from errors if they are shown the
location of errors and asked questions about them, rather than being required to find the
errors (Große & Renkl, 2004). This is not a common practice in CS education. The
intervention in the current study generally took this approach when topics were
introduced, and being classified as a Beginner predicted a like or strong like for the
debugging problems. Although the practice problems used in this study blur the line
between examples and practice, and are not presented in the typical way with
example/practice pairs, they can be viewed as interactive worked examples, an emerging
area of research in computing education, e.g. (Green et al., 2015).
Equity in CS1 Courses. The instructors in this study tried to provide an
environment where all could succeed, including beginners and people typically
underrepresented in CS – female and minority students. Based on the measured learning
gains, that goal was realized. This study demonstrates how to provide a structured,
intellectually rich lab experience that gives students plenty of self-paced practice with a
variety of interactive problems, including ones with bugs.
Innovative Use of Educational Technology. This study demonstrates the
innovative use of an educational technology. Only since ~2010 have AJAX technologies
enabled “programming in the cloud,” which allows people to write and run code using a
web browser rather than an IDE. Currently, Runestone Interactive provides the greatest
variety of components for web-based interaction with code. Runestone was designed to
be a tool for authors to create web-based textbooks interspersed with practice problems
(B. Miller & Ranum, 2014). Several usability studies have utilized Runestone for this
purpose (Alvarado et al., 2012; Ericson, Guzdial, et al., 2015; Ericson, Moore, et al.,
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2015). In contrast, the current study uses Runestone solely for delivering practice
problems (not integrated with textbook content). The current study is the only known
controlled study that uses many types of Runestone components. The only other known
controlled study that used Runestone for teaching programming focused on one
component, for Parsons problems (Ericson et al., 2017).
Limitations
This study had several limitations. The irregular lab and exam schedules may
have affected the parity of instruction. It would be better if all the labs took place midweek or at the end of the week rather than scattered throughout the week. This would
provide students with a more uniform experience and it would simplify the process of
designing the practice problems. It would also be better if all sections of the course took
their final exam at the same time.
While the overall sample size was (N ≈ 80), some of the subgroups were quite
small, e.g. (N ≈ 20) beginners in each teacher’s Bugs group. A larger sample size would
provide more data. A validated CS1 concept inventory might be a better measure of
learning gains than the placement test that was used, which was assembled by colleagues
of Town and Park who taught the CS1.5 course. The lab instructor was a researcher of the
study. This is common with design research, but could raise questions about the parity of
instruction for the treatment and control groups. I did my best to ensure equal treatment
for both groups. Although the final exam may be considered to be a delayed posttest with
problems that involved transfer, this study did not investigate transfer at a fine level of
detail regarding learning gains on a per problem basis. Although the 14-week duration of
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this study was long compared to most research studies on learning from errors, it did not
track longitudinal data such as enrollment or performance in subsequent CS courses.
Future Work
Additional research on learning to program with intentional bugs is warranted.
Studies similar to the current one but with a larger student population are warranted so
that subgroup sizes are larger. One area of investigation is why being a Beginner
predicted a liking for the problems with bugs. This may be because the problems with
bugs in this study were in the easy-medium difficulty range; experienced students might
enjoy more challenging ones. Assessments that measure students’ performance with
debugging challenges regarding accuracy and time on task would be useful. Longitudinal
studies are warranted; it would be interesting to know how students with exposure to
intentional bugs perform on large code-writing assignments and in subsequent courses.
Studies with interventions that include timed tests and/or assessments without re-tries are
warranted. An area of improvement is with students’ perceptions about learning from
errors. While 67% of the students in the Debug group liked or strongly liked the problems
with bugs, a lower percentage (38%) thought they were beneficial to learning. Providing
students with information about the role of debugging in professional practice, and the
benefits of knowing about common bugs, may influence students’ perceptions. This
information was intentionally not provided in the current study in an effort to retain parity
of instruction between the treatment and control groups. Interventions that incorporate
practice problems with bugs in different ways, such as for homework assignments or with
collaborative learning, would improve our understanding about learning from bugs.
Personified agents and incentives for solving debugging tasks such as points, rewards,
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and badges have been implemented in debugging games e.g. (M. J. Lee, 2015; Liu et al.,
2017; Miljanovic & Bradbury, 2017). They could be added to sets of practice problems
such as the ones used in this study.
In future course offerings, instead of having the Experienced students leave the
lab after completing the practice problems (and demonstrating mastery), they could stay
and work on creative projects or research projects that are designed to provide
enrichment but not an unfair advantage over the Beginners (Griffin, Pirmann, & Gray,
2016). In this way, a combination of de-constructionist and constructionist approaches
can provide a balance of analytical and creative activities. This study applied a deconstructionist approach for learning to program computers; this approach can be used
for learning other topics as well.
Conclusion
This study sought to understand the effect of learning from bugs on students’
learning and attitudes. It implemented a 14-week intervention with a quasi-experimental
design where students in the treatment group solved interactive practice problems that
involved example code with intentional bugs; students in the control group solved similar
problems without bugs. The study made innovative use of an educational technology. It
demonstrates that bugs can be incorporated into instruction in ways that students like
without having a detrimental effect on learning or attitudes about computing. This study
further developed the emerging framework of de-constructionism, which complements
the longstanding pedagogy of constructionism.
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APPENDIX A
BRACElet ASSESSMENT FRAMEWORK
(to assess code comprehension)

Source: (Whalley & Robbins, 2007, p. 4)
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APPENDIX B
COMPONENTS FOR EXPLORING (READING & TRACING) CODE
multiple choice (mchoice)
The author specifies a single correct answer or multiple ones.
read-only code (codeblock)
The author supplies code. The user can read it but not change or run it. This is often followed by one or
more multiple choice questions.
drag and drop (dragndrop)
The user drags items on the
right to match items on the
left.

program visualization tool
(codelens)
The user can step through the
code a line at a time; the
arrow shows the next line to
be executed; the diagrams
reflect the program’s state.
An option (not shown) is to
ask the user a question just
before a certain line of code
is run, e.g. to make a
prediction. This component
uses Online Python Tutor
(Guo, 2013).
click on code (clickable)
The author chooses any
number of subsections of
code that the user should
select (e.g. to click on all the
function calls, or to click on a
bug). On the right, the user
clicked a line of code, which
is then highlighted; the users
gets feedback by clicking on
“Check Me.”

219

APPENDIX C
COMPONENTS FOR COMPLETING CODE AND WRITING CODE (OR TEXT)
complete/write/run code
(activecode)
With this component, users
can complete or change
supplied code (or write
code from scratch) and run
the code. The author may
supply starter code (for a
completion problem). The
author may supply unit
tests, which are functions
that test the users’ code and
supply feedback about
errors and correctness.
unscramble code
(parsons)
The user sees code in
mixed-up order (a Parsons
problem) and must re-order
it. The author can
determine how the code is
chunked, e.g. a chunk may
be one line of code or
multiple lines of code.

The image above is from How to Think Like a Computer Scientist: Interactive Edition, on the pythoninteractive.org web site.
This interactive book is a product of the Runestone Interactive Project at Luther College, led by Brad Miller and David Ranum.
There have been many contributors to the project. Our thanks especially to the following: The book is based on the Original
work by: Jeffrey Elkner, Allen B. Downey, and Chris Meyers; Activecode based on Skulpt; Codelens based on Online Python
Tutor; Many contributions from the CSLearning4U research group at Georgia Tech; ACM-SIGCSE for the special projects
grant that funded our student Isaac Dontje Lindell for the summer of 2013; NSF

fill in the blank (fillintheblank)
The user fills in the blank, which should match the answer that the author provides.
short answer (shortanswer)
The user writes a free response (for which there is no correct answer).
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APPENDIX D
DEMOGRAPHICS SURVEY
1. First and last name:
2. [This question asks for the student’s University ID]:
3. Rate your prior experience with writing code. Choose the highest number that fits.
1. I have no prior experience. I have never written any code.
2. I a little experience (for example creating a web page, writing HTML, or using a
“drag and drop” graphical programming language to create animations or program
robots)
3. I have a little experience writing code with a text-based language such as Java,
Python, C, Visual Basic, or JavaScript.
4. I have more than a little experience with a text-based language such as Java, Python,
C, Visual Basic, or JavaScript. I got this experience from an activity such as taking a
course, attending a camp, learning on my own learning or with a friend, or learning
from a mentor.
4. Rate your familiarity with the computing professions. Choose the highest number that fits.
1. I don’t know anyone who programs computers or has taken a computer science
course.
2. I am acquainted with one or more people who either program computers or has taken
a computer science course.
3. I have one or more close family members or friends who either programs computers
or has taken computer science courses.
5. Indicate your agreement with the statement "I am male."
•

Disagree

•

Agree

6. Check all that apply. I am
•

American Indian / Alaskan Native

•

Asian

•

African American / Black

•

Hispanic or Latina/o

•

Native Hawaiian or Other Pacific Islander

•

White

•

Other
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APPENDIX E
PLACEMENT TEST (page 1 of 3)
1.

2.

3.

4.

5.

6.

You want to fence the side of a field. It is 100 yards long. You want the distance between fence posts to be 2
yards. How many fence posts to you need to complete the fence?
a. 48
b. 49
c. 50
d. 51
You have three monkeys. You also have C coconuts. You distribute N of the coconuts to each monkey and
still have H coconuts in your hand. Exactly one of these statements is true. Which is it?
a. 3N > C
b. H can never be zero
c. H = C – 3N
d. There is not enough information to conclude any of these.
At time 0, I have N beans. At the end of each passing second, I eat exactly ½ of the remaining beans. At the
end of 10 seconds, I have 1 bean.
a. At the end of 9 seconds I had 2 beans.
b. N is a power of 2
c. Both a) and b)
d. Neither a) nor b)
Selection statements in programming languages allow decisions to be made during program execution. The
pseudo code below decides which statement to print based on the values of x and y. Only one of the
statements will be printed for each x/y pair. What is printed for the following values for x = 12 and y = 11?
IF x < y
print “x is small”
IF x < (y + 5)
print “x is medium”
ELSE
print “x is large”
END
a. x is small
b. x is medium
c. x is large
d. None of these
Iterative statements or loops in programming languages allow a set of instructions to be executed repeatedly
until a condition is met. The condition to stop the loop execution compares the values of x to the value of y.
The pseudo code below shows a simple loop. If the initial values of x =4 and y = 10, what will be printed by
the code below?
WHILE x < y
print the value of x
x=x+2
END
a. 4 5 6 7 8 9
b. 4 6 8 10
c. 4 6 8
d. None of these
A computer science student finishes writing a paper and then realizes that she reversed the names of Ada and
Charles throughout the paper. Consider the student’s goal of changing all occurrences of Ada to Charles and
all occurrences of Charles to Ada. She knows that the name Sally never appears in the paper. Which of the
following algorithms can be used to accomplish the goal?
a. First, change all occurrences of Ada to Charles, then change all occurrences of Charles to Ada.
b. First, change all occurrences of Ada to Charles, then change all occurrences of Charles to Ada, then
change all occurrences of Sally to Charles.
c. First, change all occurrences of Ada to Sally, then change all occurrences of Charles to Ada, then
change all occurrences of Sally to Charles.
d. First, change all occurrences of Ada to Sally, then change all occurrences of Sally to Charles, then
change all occurrences of Charles to Ada.
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APPENDIX E (cont.)
PLACEMENT TEST (page 2 of 3)
7.

8.

9.

Consider the pseudo code segment below.
IF onTime
DISPLAY “Hello.”
ELSE
IF absent
DISPLAY “Shutting down.”
ELSE
DISPLAY “You are late.”
If the variables onTime and absent both have the value false, what is displayed as a result of running the
code segment?
a. Hello.
b. Shutting down.
c. You are late.
d. Hello. Shutting down.
There are 32 professors in the lounge. Two different algorithms are given for finding the average IQ of the
professors.
Algorithm A:
Step 1: All professors stand
Step 2: A randomly selected professor writes his or her IQ on a card and is seated.
Step 3: A randomly selected standing professors adds his or her IQ to the value on the card, records
the new value on the card, and is seated. The previous value on the card is erased.
Step 4: Repeat step 3 until no professors remain standing.
Step 5: The sum on the card is divided by 32, the result is posted on the wall.
Algorithm B:
Step 1: All professors stand.
Step 2: Each professor is given a card. Each professor writes his or her IQ on the card.
Step 3: Standing professors form random pairs at the same time. Each pair adds the numbers
written on their cards and writes the result on one card; [one] professor is seated. The previous
value on the card is erased.
Step 4: Repeate step 3 until one professor remains standing.
Step 5: The sum on the last professor[‘]s card is divided by 32, the result is posted on the wall.
Which of the following statements is true?
a. Algorithm A always calculates the correct average, but Algorithm B does not.
b. Algorithm B always calculates the correct average, but Algorithm A does not.
c. Both Algorithm A and B always calculate the correct average.
d. Neither Algorithm A nor B calculates the correct average.
Consider the following pseudo code:
a=0
sum = 0
REPEAT UNTIL a = 4
a=1
sum = sum + 1
a=a+1
DISPLAY sum
Which of the following best describes the result of running the code?
a. 0 is displayed

b. 6 is displayed

c. 10 is displayed
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d. Nothing is displayed; there is an infinite loop.

APPENDIX E (cont.)
PLACEMENT TEST (page 3 of 3)
10. Read the following statements and select the correct answer
a = 10
b = 20
a=b
The values of a and b are:
a. a = 30, b = 0
b. a = 30, b = 20
c. a = 20, b = 0
d. a = 20, b = 20
e. a = 10, b = 10
f. a = 0, b = 10
11. Spongebob’s salary at the Krusty Krab is a measly 1,000 clams per year, but Mr. Krabbs has promised a 50%
raise each year. How many years will Spongebob need to work until he’s living large at over 3,000 clams per
year?
a. 2 years
b. 3 years
c. 4 years
d. 5 years
12. How many forty passenger buses are needed for a school field trip, if 156 students and five teachers will be
going on the field trip? (They need to be legal for liability.)

224

APPENDIX F
COMPUTING ATTITUDES SURVEY (Page 1 of 3)
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APPENDIX F (cont.)
COMPUTING ATTITUDES SURVEY (Page 2 of 3)
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APPENDIX F (cont.)
COMPUTING ATTITUDES SURVEY (Page 3 of 3)
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APPENDIX G
POST ATTITUDES SURVEY ABOUT PRACTICE PROBLEMS (Page 1 of 2)
Note: The survey below was given to students in the treatment (Bugs) group. Students in
the control (NoBugs) group got an identical survey except for the shaded items.).
Please give us your feedback on the Interactive Python e-book exercises used in the labs
this semester.
1. Indicate your level of agreement with the following statement: The "Interactive
Python" e-book exercises during lab helped me to learn Python.
•

Strongly Agree

•

Agree

•

Not Sure

•

Disagree

• Strongly Disagree
2. In general, I found the e-book exercises to be
•

About the right level of difficulty

•

Too easy

• Too hard
3. I recommend that in the future [CS1-Python] labs have:
a. About the same number of e-book exercises
b. More e-book exercises
c. Fewer e-book exercises
During lab, you did 3 kinds of things: 1) read and trace code; 2) debug code; and 3) write
code (with the e-book or Wing). We are interested to know if you LIKE doing these
things, and if you think they HELPED YOU LEARN.
4. First: Did you LIKE doing the reading & tracing work (e.g. multiple choice, drag 'n
drop, click on code, unscramble code)?
a. Strong Like
b. Like
c. Neutral
d. Dislike
e. Strong Dislike
f. Detrimental
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APPENDIX G (cont.)
POST ATTITUDES SURVEY ABOUT PRACTICE PROBLEMS (Page 2 of 2)
5. Do you think the reading & tracing exercises helped you to learn Python?
a. Very Helpful
b. Helpful
c. Neutral
d. Not Helpful
6. Did you like doing the debugging work?
a. Strong Like
b. Like
c. Neutral
d. Dislike
e. Strong Dislike
7. Do you think the debugging work helped you to learn Python?
a. Very Helpful
b. Helpful
c. Neutral
d. Not Helpful
e. Detrimental
8. Did you like writing code (with the e-book or Wing)?
a. Strong Like
b. Like
c. Neutral
d. Dislike
e. Strong Dislike
9. Do you think writing code helped you to learn Python?
a. Very Helpful
b. Helpful
c. Neutral
d. Not Helpful
e. Detrimental
10. What did you like best about lab this semester?
11. Please use the space below to tell us any other feedback you have about the lab
work or lab experience.
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APPENDIX H
TEACHER INTERVIEW PROTOCOLS
Protocol for Teacher Pre-Interview
1.
2.
3.
4.
5.
6.

Have you ever taught this class or one like it before?
Why are you teaching this class?
Are you looking forward to teaching it?
In your opinion, what is the purpose of CIS-1051?
What instructional approaches will you use to meet those goals?
I understand that some CIS-1051 students have no prior knowledge with programming,
while others already know a programming language. How might that influence what you
teach and how you teach?
7. What is your opinion of the curriculum materials?
8. What are the biggest challenges for you as a teacher of CIS-1051?
9. What do you think are the biggest challenges for students of CIS-1051?

Protocol for Teacher Post-Interview
1.
2.
3.
4.
5.
6.
7.

Will you teach CIS-1051 or another class like it again?
What would you do differently if you teach it again?
Overall, how was your experience with teaching this class?
In your opinion, what was the purpose of CIS-1051?
What were your particular goals for the course?
What instructional approached did you use to meet those goals?
How did the fact that students have a wide range of prior knowledge influence what you
taught and how you taught?
8. What is your opinion of the curriculum materials?
9. What were the challenges of teaching this course?
10. What do you think were the biggest challenges for the students?
11. Did you focus much on debugging in your class?
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APPENDIX I
KIT COMPONENTS & ACTIVITIES (page 1 of 6)
Key
id: identify
vis: program visualization with Online Python Tutor (Guo, 2013)
f(): function
Practice Problems
Count of Components & Activities
• in order presented to student
• component and brief description
Kit 1 (Lab 4) Topics: operators, conditionals, functions
All Students
dragndrop: match operator w/description
clickable: discern = vs. = = operators
mchoice: trace;predict output of conditional
mchoice: trace;predict output of conditional
dragndrop: match input/output; conditional
mchoice: id features; function input
mchoice: id features; function return
mchoice: id features; function input
mchoice: id features; function return
fillintheblank: id features; function #input
fillintheblank: id features; function #output
activecode: complete f(), unittest (w/hint)
activecode: complete f(), unittest
activecode: complete f(), unittest
Kit 2 (Lab 5) Topics: conditionals

Components
2 dragndrop
1 clickable
6 mchoice
2 fillintheblank

All Students
codelens: trace & observe flow,data; conditional
mchoice: “”
codeblock: compare code; conditional
mchoice: “”
shortanswer: explain (free); conditional
clickable: discern diferences f() definition, call
clickable: discern diferences f() definition, call
shortanswer: explain (free); function
codelens: trace & observe flow,data; function
mchoice: “”
mchoice: ::
codelens&predict: trace&predict; function

Components
3 codelens (visualizer)
1 codeblock
2 clickable
4 mchoice

3 activecode (with unit tests)
Activities
1 match term with description
1 discern differences
3 trace (by eye) & predict output (choose)
6 identify features
3 write code (complete supplied code)

2 shortanswer
Activities
6 trace (w/visualizer)
2 compare
2 discern differences
2 explain (free response)
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APPENDIX I (cont.)
KIT COMPONENTS & ACTIVITIES (page 2 of 6)
Kit 3 (Lab 6) New Topics: while loops
All Students
codelens: trace and compare; if vs. while loop
mchoice: “”
mchoice: “”
codelens: trace code with labels; while
mchoice: “”
codeblock: trace code without labels; loop
dragndrop: label; while
Treatment (Bugs)
Three sets:
codeblock: debug*; loop
mchoice: “”
* students told there is a
bug, not shown where

Components
3 codeblock
3 mchoice

Activities
3 debug (categorize;
location not given)*
Kit 4 (Lab 7) - Review Prior Topics With Effort
Treatment (Bugs)

Components
1 codeblock
2 codelens
3 mchoice
Activities
3 compare
2 read subgoal label
2 choose subgoal label
Control (NoBugs)
Three sets:
codeblock: trace &
predict output (choose);
loop
mchoice: “”

Components
3 codeblock
3 mchoice
Activities
3 trace (by eye) &
predict output (choose)

Control (NoBugs)

activecode: fix bug*
Components
codeblock + mchoice
Components
“”
3 activecode w/unit tests
codeblock + mchoice
3 codeblock
“”
codeblock + mchoice
3 mchoice
* fix bug by changing
Activities
code (location given; can 3 fix bug (location given)
Activities
re-write & re-test code
3 trace (by eye) &
indefinitely). Third one is
predict (choose)
harder; shows 2 possible
locations.
Learn New Topics with Easy Reading & Tracing: for-loops, accumulators, break, range()
All Students
Components
codelens: trace (w/vis)
3 codelens (with vis)
3x mchoice: “”
11 mchoice
codelens: trace (w/vis)
3x mchoice: “”
Activities
codelens: trace (w/vis)
11 trace (with vis) & predict (choose)
2x mchoice: “”
3x mchoice: trace & predict (choose)
Practice New & Prior Topics
Treatment (Bugs)
Control (NoBugs)
Two sets:
codeblock: debug* and
mchoice
* students told there is
bug, asked to choose line
number & category pair.

Components
2 codeblock
2 mchoice

Two sets:
codeblock: trace&predict
(choose) and mchoice

Activities
2 debug (categorize)
(location not given)

All Students
activecode: write code to spec; f() with loop

Components
1 active code (w/unit tests)
Activities
1 write code (from scratch)
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Components
2 codeblock
2 mchoice

APPENDIX I (cont.)
KIT COMPONENTS & ACTIVITIES (page 3 of 6)
Kit 5 (Lab 8) - Review Topics With Effort
Treatment (Bugs)
1. activecode: debug*; f() Components
2 activecode w/unit tests

Control (NoBugs)
1. codeblock & mchoice:
trace; f()

Activities
2 fix bug (location given)

Components
2 codeblock
2 mchoice
Activities
2 trace (by eye) &
predict (choose)

Learn New Topics with Easy Reading & Tracing: strings
All Students
Components
1. dragndrop: match inputs & outputs; range()
1 clickable
2. clickable: match inputs & outputs; range()
1 codeblock
3. codeblock + mchoice: compare; strings
1 dragndrop
4. Parsons problem: unscramble; strings
2 mchoice
1 Parsons problem
Activities
2 trace (by eye) & predict output (choose)
1 compare
1 unscramble
Practice New & Prior Topics
Treatment (Bugs)
1. codeblock & mchoice: Components
debug*; strings
1 codeblock
1 mchoice

Control (NoBugs)
1. codeblock &
fillinblank: trace &
predict; strings

Activities:
1 debug* (categorize;
location given)
Write Code Using Topics Covered So Far
All Students
1. codeblock & activecode: refactor; loops
2. activecode: complete code; loops

Components
1 codeblock
1 fillinblank
Activities
1 trace (by eye) &
predict (free response)

Components
2 active code w/unit tests
1 codeblock
Activities
1 write code (re-write supplied code)
1 complete code (supply missing line)
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APPENDIX I (cont.)
KIT COMPONENTS & ACTIVITIES (page 4 of 6)
Kit 6 (Lab 9) - Review Topics With Effort
Treatment (Bugs)
codeblock: compare
mchoice: debug*
codelens w/vis: trace
activecode: debug*

Components
1 activecode
1 codeblock
1 codelens
1 mchoice

Control (NoBugs)
1. codeblock: compare
2. mchoice: trace
3. codelens w/vis: trace
4. mchoce: identify

Components
1 codeblock
1 codelens w/vis
2 mchoice

* line/location given

Activities
Activities
2 compare
1 compare
1 trace w/vis &observe
1 debug* (choose fix)
1 identify
1 trace (w/vis) &observe
1 debug* (fix)
Learn New Topics with Easy Reading & Tracing: lists
All Students
Components
1. codelens & mchoice: trace & categorize
1 codeblock
2. codelens & mchoice: trace & categorize
3 codelens w/vis
3. codelens & mchoice: trace & categorize
4 mchoice (3 to categorize; 1 for True/False)
4. codeblock & mchoice: identify
Activities
3 trace (w/vis) & observe
3 categorize (an algorithm)
1 identify
Practice New & Prior Topics
Control (No Debugging)
Treatment (Debugging)
1. activecode: debug
(find & fix)
2. activecode: debug
(find & fix)

Components
2 activecode (no unittest)
Activities
2 debug (find & fix)

Write Code Using Topics Covered So Far
All Students
activecode: complete code
activecode: complete code

1. codeblock: trace w/eye
2. fillinblank: trace &
predict
3. codeblock: trace w/eye
4. mchoice: identify
algorithm

Components
2 codeblock
1 fillblank
1 mchoice
Activities
1 trace (by eye) &
predict (free)
1 identify algorithm
(choose)

Components
2 activecode
Activities
2 complete code (tests provided)

Kit 7 (Lab 10)
All Students
6x write code to spec (with Runestone or Wing IDE)

Components
none
Activities
6 write code to spec from scratch; tests provided
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APPENDIX I (cont.)
KIT COMPONENTS & ACTIVITIES (page 5 of 6)
Kit 8 (Lab 11) Learn New Topic: Turtle Graphics Object Oriented Programming (OOP)
Using the Think Python e-book
All Students
Components
1. Think Python (Runestone) Chapter 4.2
3 activecode
activecode: write code (extend/remix)
1 codeblock
mchoice: trace & predict (choose)
5 mchoice
3x Parsons problems: unscramble
7 Parsons problems
activecode: write code (extend/remix)
codeblock: trace code by eye
Activities
3x mchoice: identify (purpose of code segments)
1 compare
1x mchoice: compare (four code segments)
3 identify
2x Parsons: unscramble
1 trace (by eye) & predice (choose)
2. Think Python (Runestone) Chapter 4.8
1 trace (by eye), run code & observe
activecode: trace & run code
7 unscramble
2x Parsons problem: unscramble
2 write code (extend/remix)
Write Code Using Topics Covered So Far
All Students
1. activecode: write code (create emoji)

Components
1 activecode

Activities
1 write code (from scratch; create an emoji)
Kit 9 (Lab 12) Review topic with effort: Object Oriented Programming (OOP)
All Students
1. codeblock: read example with labels

Components Used
1 codeblock
Activities
1 read example with label

Treatment (Bugs)
1. activecode: debug
2. activecode: debug

Components
2 activecode

Control (NoBugs)
Exercises
1. activecode: complete
2. activecode: complete

Activities
2 debug (find & fix,
w/feedback)
All Students
1. shortanswer: explain
2. activecode: write code (from scratch)

Components
2 activecode
Activities
2 complete supplied
code, w/feedback

Components
1 activecode
1 shortanswer
Activities
1 explain (OOP to a younger student)
1 write code (from scratch) (create art/animation)
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APPENDIX I (cont.)
KIT COMPONENTS & ACTIVITIES (page 6 of 6)
Kit 10 (Lab 13) Learn New Topics with Easy Reading & Tracing: file I/O, split(), tuples, main()
All Students
Components
1. Parsons problem: unscramble; file i/o
1 codeblock
2. fillinblank: trace & predict (free); split()
1 fillinblank
3. mchoice: trace & predict (choose); split()
5 mchoice
4. mchoice: trace & predict (choose); split()
1 Parsons problem
5. shortanswer: trace & predict (free); split()
1 shortanswer
6. codeblock and 3xmchoice: explain (choose); main()
Activities
3 explain (choose)
1 unscramble
2 trace (by eye) & predict (choose)
2 trace (by eye) & predict (free)
Practice New & Prior Topics
Treatment (Bugs)
Control (NoBugs)
1. 3x mchoice: debug
Components
1. 3x mchoice: explain
Components
3 mchoice
3 mchoice
Activities
3 predict/choose
consequence of bug
(what if?)
Write Code Using Topics Covered So Far
All Students
1. none: write code (remix)

Activities
3 explain (choose)

Components
none
Activities
1 write code (remix supplied predator/prey code)
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APPENDIX J
COUNT OF COMPONENTS USED IN KITS
Common
For All
Students
13
4
11
11
3
3
40
9
4
98

Runestone Component
1
2
3
4
5
6
7
8
9

activecode (write code; unit tests)
clickable
codeblock (for reading code)
codelens (program visualization)
drag ‘n drop
fill in the blank (free response)
multiple choice
Parsons problem (unscramble)
short answer (free response)
Total:
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Treatment
(Bugs)
Only
10
0
7
1
0
0
10
0
0
28

Control
(NoBugs)
Only
2
0
11
1
0
2
16
0
0
32

APPENDIX K
WHAT STUDENTS LIKED BEST ABOUT THE LABS (page 1 of 2)
Category

Record # - Response

E-book
exercises

1. 01- The way the ebooks were if you got something wrong it tried to help you find out what
your mistakes were.
2. 06- the e book
3. 20- the exercises were interesting to solve
4. 24- I really enjoyed being able to practice programming through constant lab assignments
and practices. It really helped me learn and perform better in programming and prepare me
for the exams.
5. 27- The exercises
6. 29- The e-book exercises.
7. 35- The variety of exercises testing different concepts
8. 38- how interactive python shows you each step and the variables that are changing
especially in loops [the student describes the codelens component]
9. 43- i liked the e book exercises because they helped me understand what i needed to do to
successfully code and they were interactive which helped more than just listening to how
python works.
10. 55- pyhton interactive books
11. 57- The practice sessions
12. 61- Writing, reading and tracing code.
13. 64- Practicing and solving problems
14. 65- The interactive python website was very helpful in explaining python programming.
15. 66- e-book exercises
16. 70- I liked the various exercises given to complete. Some of them were challenging while
some were relatively easy.
17. 73- interactivepython
18. 74- The fact that there were two people who could come help if I was stuck on code was
helpful. The e-book really was a good way to learn code because every problem built on
top of the last problem.
1. 05- Its a hands on learning session that a classroom lecture doesn't provide.
2. 07-The different environment it provided to learn... more hands-on experience rather than
listening to a teacher and watching him do it.
3. 30- very hands on
4. 33- It's hard for me to pick out what I liked best about the class (although playing around
with Turtles was quite fun, and low-stress), but I do feel that the lab was my favorite part of
the class in general. Mr. [Town] teaches well, in my opinion, but the practical use of what
we've been learning, and guidance while we do that, was a more fun/stimulating and
satisfying experience with visible results.
5. 34- It was a hands on experience that we lack during the class
6. 39- I found that getting hands on experience writing code and having other students and the
instructors there to help was very useful in learning python.
7. 41- I found the exercises to be more effective at teaching me the material as I am a more
hands on learner.
8. 42- Personally, I found the lab to be a lot more helpful than the lectures because the lab
included a lot of first-hand interaction with coding and Python.
9. 46- Getting to try out coding first hand and getting help with what did not know how to do.
I find it more effective to learn something like coding by doing it yourself.
10. 47- Being hands-on in lab with the code definitely helped me learn python. I am a hands on
visual person so i need to physically sit down and do practice exercises and code. I learned
a majority of the content in lab and very few things in the lectures.
11. 50- We are able to spend time learning how to code.
12. 51- That I learned significantly more in labs than during lectures.

N=18
24%

Hands-On
Learning
N=12
16%
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APPENDIX K (cont.)
WHAT STUDENTS LIKED BEST ABOUT THE LABS (page 2 of 2)
Students’ responses to the question “What did you like best about the lab?” (N=76)
Category
N, %
Miscellaneous
N=10
13%

Writing Code
N=9
11%

Collaboration
N=6

8%
Turtle
Graphics
N=6
8%
Instructor and
TA
N=6
8%

No Response
N=6
8%
Debugging
N=3
4%

Record # - Response
1.
2.
3.
4.
5.

08- Getting credit for simply showing up
10- No homework, a lot of exercises on class
14- I like the ability to trace code is the best skill about lab this semester
17- The homework because it was independent and consisted of writing your own code completely.
19- the lab helped me alot with homework this semester. Everytime i have question i could just figure
out during class. The professor and the TA are very friendly and helpful as well.
6. 45- I liked how the lab helped me to think what is behind the logic of the structure of coding.
7. 48- It was relaxed
8. 49- Learning the logic of coding
9. 67- everything
10. 71- Our Lab Professor and T.A
1. 04- Writing code
2. 09- I liked writing my own code to perform specified tasks.
3. 23- Coding
4. 25- Writing my code
5. 40- Writing the code in the six exercise lab - it was challenging but was a good exercise. [Student
describes lab focused on writing 6 function.]
6. 56- Writing code
7. 58- Being given a task, then writing the code to accomplish that task
8. 59- Writing code
9. 76- When we would write an original program
1. 16- Paired programming was an interesting approach to programming with interaction.
2. 18- I liked doing the worksheets with a partner. We did it like the 2nd or 3rd lab.
3. 54-The thing I like best is how helpful peers and the instructor are in times of need.
4. 60- I enjoyed working with a partner, and figuring out code together. Writing code with a partner
helped me think through problems in a different way, and develop my interactive abilities.
5. 62- Partner work
6. 75- I liked being able to do my work with people and resources that helped me whenever I was stuck
1. 11- The lab with the turtles was fun
2. 13- using the turtle to make shapes
3. 52- Exploring turtle graphics was fun. Also seeing "PASS" when my code generated the correct output
was satisfying.
4. 63- The Turtle exercises
5. 68- Learning turtle graphics was fun.
6. 72- I learned about Turtle Graphics and it was kind of interesting.
1.
2.
3.
4.

02- I liked that we came in and learned in addition to doing coding exrcises.
28- The teaching approach in both lecture and lab.
31- I was put in an environment where I was able to ask for help and was helped.
37- Our lectures were lead by an individual with a background in mathematics. The subtle differences
in instruction from someone with a computer science background in labs was helpful and gave diverse
insight on a variety of topics.
5. 53- Our instructor is very informative and helpful with our problems, especially when things were
almost obscured during our lecture period.
6. 69- The instructor and TA were very helpful
1. 15
2. 21
3. 22
4. 26
5. 36
6. 44
1. 03- I liked writing code the best, and debugging
2. 12- debugging exercises
3. 32- The thing I liked best about the labs this semester was that the work we were given a topic of what
kind of code we were doing that day, then given multiple different exercises regarding that code where it
works, where it doesn't and how to fix it.
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APPENDIX L
ADDITIONAL STUDENT FEEDBACK (page 1 of 2)
Students’ responses to the prompt: “Please use the space below to tell us any other feedback you have
about the lab work or lab experience.” (N=76)
Category
N, %
Positive
N=12
16%

Negative
N=8
11%

Record # - Response
1.
2.
3.
4.

06- i liked this lab
12- I learned a lot of things about Python doing this lab!
13- Good amount of practice work relating to lecture
33- I would personally have been glad to have more lab time each week. I've even considered this lab to be rather
fun even if things were tough and relatively frustrating at times, finally getting that problem script to work is
satisfying enough (and educational enough) to be worth it. Additionally, I believe that more required time spent on
practical application would be beneficial to most students intending to program. Furthermore I feel the lab
instructor has done her job quite well and is friendly besides and I would be pleased to have her as an instructor
again in the future.
5. 34- Great lab, great professor, hope my future courses will be like that
6. 40- I think that the labs helped me learn more than the lectures.
7. 42- I think that the labs helped me learn more than the lectures.
8. 45- The labs were fun. Some were challenging and most of the time they were very crucial in understanding what is
going on behind the problems presented in the classroom.
9. 46- It was all very helpful and made learning code fun.
10. 59- I enjoyed the labs. They were more enjoyable then the lectures.
11. 68- I find that I learn the most from the interactivity and code writing exercises, so the lab time was very effective.
12. 75- It was all pretty good. The labs were pretty clarifying to what we were learning about at any given time
Too Hard
1. 07- Sometimes the lab work was too difficult and required extra guidance which I don't believe was provided.
Either there be more help going around the room or the questions should be a bit more easier and progress for firsttime learners.
2. 54- Maybe it's just me but sometimes the assignments are really difficult.
Too Easy
3. 72- The lab activities were not really diverse and interesting. Sometimes they were kind of easy and boring.
4. 76- The interactive python may be too much hand holding and should rather have to write code to solve a problem
without changing just one line.
Misc.
5. 04- Working around all the e-book's glitches didn't feel like a productive use of time.
6. 58- I hated doing dual coding because when I code, I don't want to be stopped till I'm done my task. [pair
programming]
7. 61- I would have wanted more exercises that had us use wing a lot more that way we got used to coding better [the
Wing IDE]
8. 65- I do not like how we can't use our own laptops for the lab
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APPENDIX L (cont.)
ADDITIONAL STUDENT FEEDBACK page 2 of 2)
Students’ responses to the prompt: “Please use the space below to tell us any other feedback you have
about the lab work or lab experience.” (N=76)
Category Record # - Response
N, %
Suggestions More Practice Problems (Exercises), More Labs
1.

N=16
21%

N/A
N=40
53%

24- Although the lab assignments are always done in class, it would be great to have more lab assignments to be
done outside of class. Maybe not a mandatory assignment, but extra optional problems outside of class to better
prepare students for exams and quizzes.
2.
32- I think many of these exercises are not just helpful for labs, but could be made into really helpful reviews or
possibly have a different kind of these before tests specifically created as a review.
3.
47- If it is possible for future classes, I think that 2 lab periods and 1 lecture period would be a lot better than 2
lectures and one lab.
4.
50- Have more labs and far less lectures. The lectures are legitimately useless
5.
53- I would have liked if we met for labs twice a week and only once for lectures since I believe hands on
experience is the most important. Sitting around listening to someone speak is not the most helpful for
programming on a computer.
6.
63- More hands on material to make up for the lack of hands on in lecture
7.
16- We need more lab days and perhaps a syllabus to be prepared for what we will be learning in general.
8.
69- I only wish it was more of the class. I took a C++ class at CCP in a large lab where everyone was on a
computer every single day and it was much easier to learn and we got more in-depth. I struggled sometimes this
semester with fairly simple problems because I had little experience dealing with them previously. I suppose I
should've done more at home, but yeah. Just sucks is all.
Projects
9.
05- Would be great if there were more small scale projects towards the end. Making small programs might
actually pike a students interest to pursue CIS further.
10. 70- A final assignment/project would have been nice. Maybe a group project to make an ASCII game of some
sort.
11. 56- I wish we had more freedom over the assignments that we coded.
Misc
12. 41- really enjoyed the lab, could have had a little more weight in the class grade as it is a solid third of the class.
13. 8- I think that there should be more partner work then there is individual work
14. 09- I found the reading and tracing exercises to be less helpful than debugging and writing code. While the
multiple-choice questions served as good introductory exercises to new topics, I only truly grasped the material
when I was forced to write my own code.
15. 25- Add more exercises where students write out similar codes to the exercises from the ebook or class
16. 30- the answers to the exercises should be posted later (with a somewhat detailed explanation to understand) in
the day or the end of the week, so that if someone was stuck on an exercise they can find out the answer.
• 01, 02, 03, 08, 10, 11, 14, 15, 17, 19, 20, 21, 22, 23, 26, 27, 28, 29, 31, 35, 36, 37, 38, 39, 43, 44, 48, 49, 51, 52, 55,
57, 60, 62, 64, 66, 67, 71, 73, 74
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APPENDIX M
COMPUTING ATTITUDES COMPARED TO DORN & TEW STUDIES (page 1 of 3)
This section describes how the pre/post attitudes scores of students in this study
compare to other CS1 populations. Dorn & Tew collaborated with teachers of five
courses at two institutions who piloted the survey with (N=776) students (Dorn & Tew,
2015). Some of those courses are similar to CS1-Python; others are different. CS1Python is a programming-centric course; it attracts more quantitatively oriented students
than a general education course. It is not project-oriented.
Pre-Survey Scores. Table M-1 shows the pre-survey scores for this study and the
Dorn & Tew studies. The data suggest that participants in this study had more prior
experience with computing. Their median and mean scores are higher overall and for
three of the sub-scores (transfer, interest, and strategies). For the two remaining median
sub-scores (real world connections and mindset) are the same.
Changes in Attitudes for This Study Compared to 5 Courses. Table M-2 compares
changes in attitudes (which Dorn & Tew call shifts) for the five subscales. It displays the
data in Table 9 of (Dorn & Tew, 2015), where shifts are measured as changes in mean
percentiles, and pre/post differences are measured with Wilcoxon ranked sum tests. The
last row of the table has data for this study, where measurements of shift and significance
are calculated the same way. Dorn & Tew do not report the pre-scores for these data
points (per factor per course), so it is hard to gauge how much these shifts may be
affected by prior knowledge or lack thereof. They do report that the UBC Non Major
course started out with the lowest overall scores and shifted the most in three factors
(fixed mindset, transfer, and strategies). For the current study, significant shifts are
apparent in three areas: personal interest, problem solving transfer, and problem solving
strategies. For personal interest and problem solving strategies the p value is < .001 (the
Dorn & Tew table data does not distinguish alpha beyond .05 in their table). The personal
interest factor is discussed further below when the results from this study are compared
with Dorn & Tew’s aggregate results.
The data in Tables M-2 and M-3 identify possible strengths and weaknesses of
CS1-Python. Possible weaknesses are highlighted in Table M-2. Dorn & Tew noticed that
courses in their study that were contextualized an/or problem-based (e.g. with media
computation, robotics, or engineering projects), such as UH-CS and UBC-Eng, had
higher shifts in the real world significance factor than programming-centric courses, such
as CS1-Python (the relevant cells in Table 2 are shaded). The data suggest that students
might find CS1-Python more relevant if it had projects or more contextualized learning.
Another area of improvement is with fixed/growth mindset. Many students in this study
agreed with the fixed mindset question (#18) in the pre- and post-surveys about the need
to memorize. To remedy this, instructors can emphasize that one need not memorize so
much to succeed in CS, show students how to look up relevant information, and avoid
test questions that require unnecessary memorization.
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APPENDIX M (cont.)
COMPUTING ATTITUDES COMPARED TO DORN & TEW STUDIES (page 2 of 3)
This section discusses changes in computing attitudes for this study compared the
courses in the Dorn & Tew study. Table M-1 shows pre/post attitude changes for CS1Python compared to the aggregate of the five courses in the Dorn & Tew study (displayed
in Table 8 of (Dorn & Tew, 2015)). Unlike Dorn & Tew’s Table 9 (shown in this
document in Appendix M Table 2), which only has the mean percentile shifts, their Table
8 (shown in this document in Appendix M Table 3) also show both median and mean preand post-scores. These data provide useful information. The overall pre-scores for this
study are higher than Dorn & Tew’s, and the overall shift lower. This may be due to a
ceiling effect. Regarding the factors, for the current study the shift for real-world
connections and transfer are flat; other factors shifted significantly. Students in this study
with the lowest level of prior knowledge (Prior 1) had the greatest shift for each of the
five factors than the other levels combined, significantly so for transfer, interest, and
strategies. A noteworthy post-survey score for this study is the median score for personal
interest. It is 100%, the highest in the table (the relevant cell in Table M-3 is shaded).
(Unfortunately Dorn & Tew’s pre/post median scores are not reported on a per course,
per factor level.) The personal interest statements with which CS1-Python students on the
post-survey had 100% agreement with the experts are:
•
•
•
•

I can usually figure out a way to solve computer science problems
I find the challenge of solving computer science problems motivating
I enjoy solving computer science problems
I am interested in learning more about computer science

A distinguishing feature of CS1-Python in this study is the extensive use of interactive
practice problems during weekly labs. Further investigation is warranted to learn if
students in other courses that use interactive practice problems extensively also
experience high levels of interest, confidence, and enjoyment.
Table M-1
Comparison of Pre-Computing Attitudes Scores for This Study and Dorn & Tew Studies
This Study (N = 81)
Dorn & Tew (N = 776)
Median Mean
Median Mean
Overall
68 64
52 53.2
Real world connections
75 77
75 62.3
Problem solving – transfer
75 61
50 40.3
Problem solving – fixed mindset
62.5 55
62.5 56.0
Personal interest
75 69
50 53.8
Problem solving - strategies
66.7 57
50 53.3

Note:
See Table 7 of (Dorn & Tew, 2015)

243

APPENDIX M (cont.)
COMPUTING ATTITUDES COMPARED TO DORN & TEW STUDIES (page 3 of 3)
Table M-2
Computing Attitudes Shifts for This Study Compared to 5 Courses in Dorn & Tew Study
Real
Fixed
Personal
Course
N
Transfer
world
mindset
Interest
UH-Non Mjr
32 -3.9%
10.9%*
2.3%
3.1%
UH-CS (contextualized)
27 17.6*
12.5m
2.8
4.6
UBC-NonMjr
57 7.9m
19.3*
7.5
22.8*
UBC-Eng (contextualized)
313 6.4*
13.9*
22.1*
14.2*
UBC-CS
347 -.8
8.5*
6.5*
3.6*
This Study
67 1.9
8.8
10.0*
3.0*
Note:

Strategies
9.4%m
10.5m
26.0*
19.8*
13.4*
18.6*

The UH and UBC rows are from Table 9 of (Dorn & Tew, 2015)
* denotes significant Wilcoxon signed-rank test p values for α = .05.
m superscript indicates marginal Wilcoxon signed-rank values for .05 < p <.10
Table M-3
Pre/Post Computing Attitudes: This Study Compared to Aggregate of 5 Courses
Dorn & Tew (N=776)
Data from Table 8 (Dorn
& Tew, 2015)

Median % Agree
Pre

Post

Pre

Post

Shift

Wilcoxon
signed rank
p (2 tail)

Overall
Real-World Connections
Problem SolvingTransfer
Problem Solving-Fixed
Mindset
Personal Interest
Problem SolvingStrategies

52.0
75.0

68.0
75.0

53.2
62.3

64.8
65.5

11.6
3.2

<.001*
.004*

50.0

50.0

40.3

49.5

9.2

<.001*

62.5

75.0

56.0

67.6

11.6

<.001*

50.0

75.0

53.8

66.3

12.5

<.001*

50.0

83.3

53.3

69.8

16.5

<.001*

Overall

68.0

76.0

64.4

74.0

9.6

<.001*

Real-World Connections
Problem SolvingTransfer
Problem Solving-Fixed
Mindset
Personal Interest
Problem SolvingStrategies

75.0

75.0

75.7

77.6

.3

.75

75.0

75.0

62.3

65.3

.4

.32

62.5

62.5

55.8

64.6

2.8

<.001*

75.0

100.0

68.7

78.7

1.6

.03*

66.7

83.3

56.0

74.6

4.5

<.001*

Mean % Agree

This Study (N=67)
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