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ABSTRACT

USING MOLECULAR SIMULATIONS AND STATISTICAL MODELS TO

UNDERSTAND BIOMOLECULAR CONFORMATIONAL DYNAMICS

Yunhui Ge

DOCTOR OF PHILOSOPHY

Temple University, May, 2020

Professor Francis Spano, Chair

Conformational dynamics are important to the function of biological molecules.

While many experimental techniques (e.g. X-ray crystallography and NMR

spectroscopy) have been developed for providing the structure of functional

conformations, it is exceptionally challenging to understand conformational

dynamics from experimental characterization. Molecular dynamics (MD) sim-

ulations is a powerful tool for probing conformational dynamics. The timescale

resolution of MD simulations enables people to investigate intermediate con-

formations and transition pathways in atomic detail. Recent advancements

in computer hardware have increased the timescales accessible to MD simula-

tions. Meanwhile, more accurate and specific force fields have been developed

to accurately model a variety biological system of different sizes. My graduate

research has been focused on using MD simulations to study the conforma-

tional dynamics of proteins. Markov State Model (MSM) based approaches are

extensively applied to investigate a variety of folding and/or binding mecha-

nisms in atomic detail. Another focus of my work has been developing a

Bayesian inference-based approach called BICePs to reconcile experimental

measurements with simulation data to determine conformational ensembles

and to validate force fields.
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4.1 ab initio binding simulations implicate a conformational selec-
tion mechanism for Phe association with ACT domain dimers.
a, the crystal structure of full-length tetrameric mammalian
(rat) RS-PAH (PDB code 5DEN) with two ACT domains shown
in red. The other two ACT domains, uncolored, are in the back.
b, a model of A-PAH (human) prepared using the crystal struc-
ture of the Phe-bound ACT domain dimer (PDB code 5FII).
Again, two ACT domains are colored red, and the two uncol-
ored ACT domains are in the back. c, average distances (Phe-
C)–(Leu48-N), (Phe-Cξ)–(Ile65-Cβ), and (Phe-N)–(Leu62-O)
were used to monitor productive binding events using a thresh-
old of 0.375 nm. d, binding time distribution for 29 observed
binding events shown with a Bayesian estimate of the binding
rate. e and f, example traces for Phe binding trajectories (or-
ange and green) shown with example nonbinding trajectories
(gray). The red line shows the average distance in the crystal
structure (PDB code 5FII). g, histogram of binding events for
initial conformations of the dimer suggests that a crystal-like
dimer pose is necessary for productive binding. Colored stars
mark the starting dimer conformations of the traces shown in
e and f. Only one of the 29 binding trajectories starts from
a dimer pose close to the homology model (orange); this same
trajectory also contains the only unbinding event observed (see
f). h, dimer trajectory data projected to the 2D tICA land-
scape. Circles mark the initial dimer poses with colored traces
and binding events (stars) shown for the trajectories in e and f. 92

4.2 Simulated binding pathways reveal a ligand gating mechanism.
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CHAPTER 1

INTRODUCTION

1.1 Molecular dynamics simulation

Molecular dynamics (MD) simulations, first developed in the 1970s,[1] have

been proved a useful tool to probe conformational dynamics at atomic-level

detail with good agreement with experimental measurements.[2, 3, 4, 5, 6] In

general, there are three main aspects that need to be considered for successful

modeling using MD simulations: (1) force fields, (2) conformational sampling

and (3) analysis methods.

A force field is a classical-mechanical potential energy function describ-

ing the forces acting on all atoms of a molecular system. The development

of force fields have enabled the accurate description of interactions between

particles for different types of systems. [7, 8, 9, 10, 11, 12]. Most force

fields have been studied and implemented using popular simulation suites such

as GROMACS[13], CHARMM[14], Amber[15], NAMD[16], or OpenMM[17].

These successes of these many force fields aside, it is important to keep in mind

that a force field is still a classical-mechanical approximation of quantum-

mechanical reality. More work need to be done to improve the accuracy of the

force fields for more compatible with experimental observations.

Another important consideration in molecular simulation is conformational

sampling. Molecular dynamics is useful for sampling the equilibrium distri-
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bution, but dynamical trajectories are time-correlated, and finite sampling

limits our ability to observe long-timescale behavior in biological systems.

Such events include the dissociation of ligands, which is important to drug

discovery.[18, 19, 20] A number of solutions to this challenge have been de-

veloped. One possible solution is to use enhanced sampling techniques to

overcome the inadequate sampling.[21, 22, 23, 24, 25, 26, 27, 28, 29] Such sim-

ulations may not sample the equilibrium distribution directly, but are instead

designed to more efficiently explore conformational space, and are usually used

alongside methods to compute unbiased thermodynamic and kinetic proper-

ties. Another way to improve conformational sampling is to design specialized

hardware to enhance computational performance of simulations for efficient

sampling, a strategy motivating the development of the supercomputer An-

ton [30, 31], and the development of distributed computing platforms like

Folding@home that can use many idle conventional computers over the world

for simulations.[32] The introduction of graphics processing units (GPUs) for

speeding up MD simulations has improved the performance of molecular sim-

ulation by an order of magnitude.[33, 34, 35]

With the increased efficiency that comes from hardware and software ad-

vances, molecular simulation data can now be collected on a large scale. This

leads to the last challenge mentioned above: What is the appropriate method

to analyze such simulation data? Some key questions we wish to address

are: How can we obtain human-comprehensible results from high-dimensional

simulation trajectory data? How should we interpret experimental measure-

ments using computational modeling results? This dissertation addresses these

questions through the extensive application of Markov state model (MSM) ap-

proaches to extract information of interest from the raw simulation data. A

Bayesian inference based approach (BICePs) is developed to reconcile theo-

retical predictions with experimental measurements for structural ensembles

determination. The theory and conceptions associated with these approaches

will be explained in the following sections.
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1.2 Markov state models (MSMs)

Markov state models are a powerful approach to describe biomolecular

dynamics from simulation data.[36, 37, 38, 39, 40, 41, 42, 43, 44] The first

step to constructing an MSM is to project high-dimensional simulation trajec-

tory data onto a low-dimensional, discrete conformational state space. Once

a state decomposition is obtained, a transition probability matrix (describing

the probabilities of transitions between states within a given lag time) can

be constructed from observed transitions in locally equilibrated simulations.

Assuming the stochastic dynamics is Markovian (i.e. non-history dependent),

the MSM transition matrix can then be used to describe the long-timescale

dynamics of the system. For excellent reviews of MSM methodology, with in-

sightful introduction and discussion, see [45, 46, 47]. Several software packages

are also available for MSM construction.[48, 49]

State decomposition. The essential part of an MSM is the N ×N transi-

tion probability matrix T, where N is the number of metastable states, and

elements Tij contain transition probabilities between state indices i and j. The

transition probability matrix is constructed from transition counts Cij from

state i to j observed in the simulation trajectory data.

The discrete states are determined by partitioning the high-dimensional

continuous space of trajectory coordinates using machine learning approaches,

such as conformational clustering. For example, an RMSD distance metric

might be defined based on the geometric variation between snapshots in the

simulations. In the k-centers clustering algorithm, trajectory snapshots are

grouped into N states such that the longest distance between any snapshot to

its closest center is minimized.

Good state decompositions for MSMs do not necessarily have states that

are geometrically distinct, but rather ones that are kinetically distinct, with

slow-interconverting conformational states well-separated by some kinetic dis-

tance. Additionally, due to the high-dimensionality of the input data, geometry-
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based clustering overemphasizes the spatial variance that arises from fast mo-

tions, whereas we mainly care about a few slow motions like folding and binding

when building MSMs.

To address these issues, another widely used algorithm called tICA (time-

lagged independent component analysis) has been developed.[50, 51] The tICA

method seeks linear combinations of input coordinates that maximize the auto-

correlation function of that projection, while constraining each linear combina-

tion to be uncorrelated to the previous ones. In that way, the input trajectory

data can be projected onto a subspace where slow motions are captured and

ranked based on their time-correlation. According to the variational approach

to conformational dynamics,[52, 53] tICA is the optimal low-rank linear trans-

formation that preserves the slowest-timescale motions. Projection onto the m

tICA components (tICs) with the largest tICA eigenvalues gives a new coor-

dinates in a m-dimensional space, where each tICm represent the mth-slowest

motions present in the input data. A low-rank

When performing tICA, we first select some features that can best distin-

guish conformations in different energy basins, similar to collective variables

(CVs) used in metadyanmic simulations. The tICA components (tICs) are

found by maximizing the objective function〈
αi
∣∣C(∆t)

∣∣αi〉 (1.1)

subjected to certain constraints where |αi〉 are the tICs and C(∆t) is the time-

lagged correlation matrix that can be computed as Cij = 〈xi(t)xj( t + ∆t)〉
for (zero-mean) features xi and xj. To solve for each |αi〉, the problem is

equivalent to finding the solution to the generalized eigenvalue problem

C(∆t) |αi〉 = λiΣ |αi〉 (1.2)

where we can order the eigensolutions by their eigenvalues λi so that the

slowest tIC is |α0〉 and the second slowest tIC is |α1〉, etc. In the new tIC space,

different geometric clustering methods[54, 55, 56, 57] (e.g. Euclidean distance)
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can be used for state decomposition. A state index will be assigned to each

snapshot of the trajectories and then a transition matrix can be constructed.

Transition probability matrix. The transition probability matrix T(τ)

is at the core of a discrete-time Markov model. Its elements Tij(τ) represent

the conditional probabilities of transitions from state i to j in a time lag of

τ , (Tij(τ) = P (i, t|j, t + τ)). Given a vector p(t) of state populations at time

t, we can predict the discrete-time evolution as p(t + τ) = T(τ)ᵀp(t). Thus

the probability of observing the transitions happen between states in the time

interval of τ only depends on the current state. Such process is known as

Markovian (or memoryless).

The analogous continous-time Markov process can be described by an N ×
N rate matrix K, and the master equation,

dp(t)

dt
= Kp(t). (1.3)

The rate matrix K is singular (det(K) = 0), so for at least one eigenvector

ψ, dp(t)
dt

= Kψ = 0. This means that that the system achieves a steady-state

condition and ψ is a vector of steady-state populations.

What is the relationship between the continuous-time rate matrix K and

the discrete-time transition probability matrix T? Given a extremely small

time interval δt (δt → 0 and δt � τ), based on the master equation, the

corresponding population change should be δp = Kp(t)δt. Then the time

evolution of p(t) with after δt is p(t + δt) = p(t) + δp = (1 + Kδt)p(t).

With N intervals so that Nδt = τ (N → ∞), we have p(t + δt) = p(t) +

δp = (1 + Kδt)Np(t) = limN→∞
(
1 + K τ

N

)N
p(t) = exp(Kτ)p(t). Thus, we

get an important equivalence between the transition matrix and rate matrix,

T(τ)ᵀ = exp(Kτ). By writing the matrix exponential exp(Kτ) as an Euler

series, it is easy to show that K and T share eigenvectors ψi, and that the

eigenvalues of T(τ) are:

µi = exp(λiτ) (1.4)
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With λi as the relaxation rates of each eigenmode ψi, it is convenient to define

implied timescales τi = −1/λi. Since each λi is related to the eigenvalue µi of

the discrete-time transition matrix T, it means we can estimate the timescales

of the continuous-time dynamics directly from our matrix of discrete transition

probabilities at lag time τ :

τi = − τ

ln (µi)
(1.5)

Note that τi is different from τ : the τi is the implied timescale of ith

relaxation mode, whereas τ is the time interval (lag time) used to construct

the transition probability matrix. Since τi represents the timescale of a specific

motion, the implied timescale can also be used to validate the Markovianity

of the process by computing τi with different values of the lagtime τ . If the

dynamics is Markovian, the τi should be independent of the lag time. While

this is not a sufficient test of Markovianity, it is a strong indication of the

quality of an MSM. In practice, a plot of the implied timescales versus lag

time should have a “plateau” region where the τi are relatively insensitive to

the lag time chosen.

Estimation of the transition matrix. In practice, the transition proba-

bility matrix elements Tij(τ) are estimated from matrix of observed transition

counts, Cij(τ). The most naive estimate of the transition matrix is simply the

row-normalized matrix of transition counts,

Tij(τ) ≈ Cij(τ)∑
j Cij(τ)

(1.6)

A better estimate can be achieved using a maximum likelihood estimator

(MLE) that enforces detailed balance. The likelihood of observing transition

counts Cij(τ) is given by

LMSM =
∏
i,j=1

Tij(τ)Cij(τ) (1.7)



7

Therefore, the maximum-likelihood estimate of the transition probability ma-

trix Tij(τ) is given by LMSM such that detailed balance in constrained, accord-

ing to πiTij(τ) = πjTji(τ), where πi are the state populations at equilibrium.

The general solution to this problem is not given by a closed-form analyt-

ical expression, but instead can be computed numerically by self-consistent

iteration until convergence.

Key advantages of MSMs. MSM-based approaches provide a kinetic net-

work describing conformational dynamics sampled in MD simulations. MSM

approaches for studying long-timescale behavior of proteins have the following

key advantages:

1. Both kinetics and thermodynamic properties can be extracted from a

well-constructed model.

2. Global equilibration is not required for simulations whereas the local

equilibration is enough for constraints (detailed balance).

3. A perspective of ensemble-averaged dynamics instead of single trajec-

tories. Different starting points of the simulation have little relevance

which increases the statistical significance in resulted predictions.

4. The ensemble-averaged view of dynamics are also compatible with ex-

perimental measurements.

5. MSMs provide an excellent framework for exploring conformational space

using adaptive sampling.

Recent methodological developments further expand the ability of MSMs

to better estimation of thermodynamic and kinetic properties, through the

use of enhanced sampling techniques to overcome the finite sampling issues

[58, 59, 60, 61, 62].
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1.3 Bayesian Inference of Conformational Pop-

ulations (BICePs)

Protein molecules do not exist as a single conformation, but rather un-

dergo conformational fluctuations in the cellular environments, sampling from

a larger protein structural ensemble. To understand biological function, it is

useful and more representative of reality to model protein structural ensembles

rather than a single protein conformation. It is challenging to determine struc-

tural ensembles by using either experimental measurements or computational

modeling alone.[63] Thus, a combination of experimental and computational

methods are used to determine structural ensembles.[64, 65, 66, 67, 68, 69, 70,

71, 72] Many methods exist for this purpose, with advantages and disadvan-

tages. Motivated by this, we developed an algorithm called Bayesian Inference

of Conformational Populations (BICePs). BICePs uses Bayesian inference to

make statistically optimal estimates of conformational populations using com-

bined information from experimental observables and theoretical predictions.

The goal of BICePs is to model a posterior distribution P (X|D) of confor-

mational states X, given some experimental data D. This posterior probability

is proportional to a product of (1) a likelihood function Q(D|X) representing

experimental restraints, and (2) a prior distribution P (X).

P (X|D) ∝ Q(D|X)P (X) (1.8)

Here P (X) represents prior knowledge about conformational states from

theoretical modeling. Normally it is represented by potential energy of con-

formational states based on computational sampling. In BICePs we assume a

normally-distributed error model of the likelihood Q(D|X). Such error model

reflecting how well a given conformation X agrees with experimental measure-

ments:

Q(D|X, σ) =
∏
j

1√
2πσ2

exp
(
−
[
rj(X)− rexp

j

]2
/2σ2

)
. (1.9)
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Here, rj(X) represents computed ensemble-averaged observables from the sim-

ulations and are compared to the experimental values rexp
j where j = 1, ..., Nj

is the number of observables. Eq 1.9 shows that BICePs can be considered

as a way to reweight conformational populations to best agree with experi-

mental restraints. In BICePs, the likelihood function Q(D|X) relates a single

structure to the experimental data. Because of that, the error model reflects

both uncertainty in the experimental measurements and heterogeneity in the

conformational ensemble. These uncertainties are usually not known a priori,

and must be treated as nuisance parameters σ which can be modeled using

some prior model P (σ):

P (X, σ|D) ∝ Q(D|X, σ)P (X)P (σ)

In BICePs, We treat P (σ) as noninformative Jeffreys prior (P (σ) = 1/σ).

Reference potentials. The likelihood function Q(D|X) corresponds to ex-

perimental restraints, where restraint space r is a low-dimensional projection of

some high-dimensional state space X. Because of this, we need to introduce a

reference potential Qref(r) that reflects some reference distribution for possible

values of some observables r in the absence of any experimental measurements.

With this modification, Eq 1.8 becomes:

P (X|D) ∝
[
Q(r(X)|D)

Q ref (r(X))

]
P (X) (1.10)

The negative logarithm of the bracketed weighting function− ln[Q(r|D)/Qref(r)]

is then a potential of mean force.[73, 74, 75] The use of reference potential can

be considered as introducing a reweighting factor to correctly weigh the differ-

ent restraints against each other, by considering how informative they are in

observable space. In our previous work, we showed the importance of properly

applying reference potentials for accurate results of BICePs.[76, 77]. Because

BICePs is designed with sparse/noisy data in mind, the likelihood function

Q(D|X) to enforce experimental restraints is assumed to be coarse-grained.



10

So we are using very conservative reference potentials: uniform (no informa-

tion), exponential (the least-informative distribution if all we know is 〈r〉), and

Gaussian (the least-informative distribution if all we know is 〈r〉 and 〈r2〉).

Sampling of the posterior distribution. Posterior sampling overX and σ

using Markov Chain Monte Carlo (MCMC) can then be used to determine the

conformational populations given the experimental restraints as P (X|D) =∫
P (X, σ|D)dσ. Since X and σ are statistically independent then we have

P (X, σ) = P (X)P (σ). In BICePs, we define the energy function as the nega-

tive logarithm of the posterior probability:

− lnP (X, σ|D) = (Nj + 1) lnσ+χ2(X)/2σ2− lnQref +(Nj/2) ln 2π− lnP (X)

(1.11)

where χ2(X) is the sum of squared errors, which is computed as

χ2(X) =
∑
j

wj
(
rj(X)− rexp

j

)2
(1.12)

where wj is a weight parameter that is designed for equivalent observables.

For example wj = 1/3 can be used for hydrogens in a methyl group.

The Metropolis-Hastings algorithm is used to perform MCMC sampling of

the energy function defined in Eq 1.11, yielding an estimate of the full posterior

distribution P (X, σ|D). The most probable values of σ can be obtained by the

marginal distribution P (σ|D) =
∫
P (X, σ|D)dX, and the state populations

are estimated as P (X|D) =
∫
P (X, σ|D)dσ.

To enhance the sampling of this distribution, we use a free energy pertur-

bation (FEP) method, in which we perform posterior sampling for a series of

models with priors P (k)(X) ∼ exp(−λkf(X)), where k = 1, ..., K, 0 ≤ λk ≤ 1,

and f(X) = − lnP (X) is the free energy of conformational state X estimated

from theoretical modeling. In other words, a series of corresponding interme-

diate ensembles P
(k)
λ (X) ∼ [P (k)(X)]λ/

∫
[P (k)(X)]λdX are used for enhanced
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sampling. Here, λ represents how much theoretical information (priors) is in-

put in the sampling. For example, when λ = 0, P (k)(X) is uniform, and there

is no theoretical prior information included in the sampling When λ = 1, all

the theoretical information is used in the sampling.

Then, the MBAR free energy estimator [78] is used to integrate samples

from each λ-ensemble to make statistically optimal estimates of P
(k)
λ (X|D)

and the posterior likelihood of the model Z
(k)
λ at all λ values. Here,

Z(k) =

∫
P (k)(X, σ|D)dXdσ =

∫
P (k)(X)Q(X)dX. (1.13)

We can think of Z(k) as an overlap integral between the prior P (k)(X) and

a likelihood function Q(X) =
∫

[Q(r(X)|D, σ)/Qref(r(X))]P (σ)dσ. This inte-

gral reaches the maximum when P (k)(X) most closely matches the likelihood

distribution Q(X) specified by the experimental restraints.

The BICePs score. Suppose we have two models (1) and (2) with pri-

ors P (1) and P (2). The ratio of the posterior likelihood of these two models

Z(1)/Z(2) is also known as Bayes factor used in Bayesian statistics. Given the

physical meaning of Z(k) mentioned above, we can compare these two models

and find out the model which is more consistent with the experimental data

(with the best overlap). In BICePs this is done by the quantity called BICePs

score which is defined as a free energy-like quantity:

f (k) = − ln
Z(k)

Z0

(1.14)

where Z0 is some reference model. In practice, we chose a uniform reference

model, i.e. the ensemble when λ = 0, indicating no information from theoret-

ical modeling. The physical interpretation of the BICePs score is a quantity

that tells you how the posterior distribution is improved (or unimproved) when

using a given theoretical model P (k)(X) alongside experimental restraints, ver-

sus a situation with no theoretical model. For different model k (k = 1, ..., K),

each model can be assigned a unique BICePs score where the same reference
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model is selected in Eq 1.14. A lower BICePs score indicates a model having

better agreement with the experimental restraints.

BICePs has been successful in determining structural ensembles of a broad

range of systems [76, 77, 79, 80, 81, 82]. Recent works also explored its poten-

tial in force field validation [77] and an improved predictor of HDX protection

factors from structural observables in simulated ensembles[82].

1.4 Outline

In Chapter 2, both experimental measurements and MD simulations were

used to characterize the folding properties of a series of designed β-hairpins.

Different AMBER force fields were used and assessed based on the accuracy of

predicted ensemble-averaged NMR chemical shifts and other thermodynamic

properties. MSM based analysis was performed to gain microscopic insight

into the folding landscape.

In Chapter 3, the directionality of helical hydrogen bonding on folding ki-

netics was investigated using both T-jump experiments and simulations. MSM

based approach was applied to reproduce the experimental observed kinetic

properties from simulations and confirmed a hypothesis made based on the

experimental measurements.

In Chapter 4, massive parallel simulations were performed to investigate the

binding mechanism of phenylalanine to the regulatory ACT domain dimer of

the enzyme phenylalanine hydroxylase. A conformational selection mechanism

was identified, and key protein motions gating ligand binding were revealed

by MSM analysis.

In Chapter 5, the potential of BICePs was further explored to validate

and parameterize force fields. Potential error sources affecting the accuracy

of BICePs prediction were explored assessed, including experimental noise,

restraint sparsity, and state-space coarse-graining.
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CHAPTER 2

COMPUTATIONAL AND

EXPERIMENTAL

EVALUATION OF DESIGNE

β-CAP HAIRPINS USING

MOLECULAR SIMULATIONS

AND KINETIC NETWORK

MODELS

This chapter is published as: Yunhui Ge, Brandon Kier, Niels H. Andersen and Vincent
A. Voelz. Computational and experimental evaluation of designed beta-cap hairpins using
molecular simulations and kinetic network models. J. Chem. Inf. Model., 2017, 57 (7), pp
1609–1620. DOI: 10.1021/acs.jcim.7b00132
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2.1 Abstract

Molecular simulation has been used to model the detailed folding properties

of peptides, yet prospective computational peptide design by such approaches

remains challenging and nontrivial. To test the accuracy of simulation-based

hairpin design, we characterized the folding properties of a series of so-called

β-cap hairpin peptides designed to mimic a conserved hairpin of LapD, a bacte-

rial intracellular signaling protein, both experimentally by NMR spectroscopy

and computationally by implicit-solvent replica-exchange molecular dynamics

using three different AMBER force fields (ff96, ff99sb-ildn, and ff99sb-ildn-

NMR). A unique challenge presented by these designs is the presence of both

a terminal Trp-Trp capping motif and a conserved GWxQ motif in the hair-

pin turn required for binding to LapG. Consistent with previous studies, we

found AMBER ff96 to be the most accurate when used with the OBC GBSA

implicit solvent model, despite its known bias toward β-sheet conformations

when used in explicit-solvent simulations. To gain microscopic insight into

the folding landscape of the hairpin designs, we additionally performed par-

allel simulations on the Folding@home distributed computing platform using

AMBER ff99sb-ildn-NMR with TIP3P explicit solvent. Markov state models

(MSMs) built from trajectory data reveal a number of non-native interactions

between Trp and other amino acid side chains, creating potential problems in

achieving well-folded hairpin structures in solution.

2.2 Introduction

The development of peptidomimetics –molecules that can mimic the struc-

ture and binding motifs of proteins– has enabled new approaches to disrupt

protein-protein interactions. Unlike small-molecule drugs that typically tar-

get an active-site binding pocket, structural scaffolds mimicking α-helices

and β-hairpins have been used to target relatively large protein interaction

surfaces. Examples include chemically modified peptides (stapled peptides,
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cyclic peptides, N-methylated peptides) as well as nonbiological scaffolds such

as β-peptides, peptoids, spiroligomers, and oligo-(oxopiperazines), many of

which have been discovered and/or improved through computational screen-

ing efforts.[83, 84]

A key challenge in the computational design of peptidomimetics is control-

ling their foldameric properties, as enhancing conformational preorganization

in the unbound state should result in higher binding affinity.[85, 86, 87] De-

spite many several successful examples of engineered β-hairpin mimics,[88,

89, 90, 91, 92, 93] many more examples of α-helix peptidomimetics exist,

perhaps reflecting key obstacles in designing well-folded β-hairpins. Unlike

α-helices, β-hairpin mimics can have numerous alternative hydrogen-bonded

configurations[94] and folding times in the microsecond range.[95] Because of

this, a complete understanding of β-hairpin folding properties -and application

of this information to in silico design of preorganized β-hairpin mimics- may

likely require physics-based simulation models.

A target system for computationally designed β-hairpin mimics is the LapG

periplasmic protease involved in bacterial biofilm formation. LapG cleaves the

N-terminus of a cell-surface adhesion protein called LapA, resulting in the

loss of biofilm formation.[96, 97] In the presence of high cytoplasmic levels

of cyclic-di-GMP, another protein called LapD is recruited to sequester LapG

via direct protein-protein interaction, preventing it from cleaving LapA and

promoting biofilm formation.[98, 99, 100] Disrupting the LapG-LapD interac-

tion is thus an arractive strategy to disperse bacterial biofilms, a major source

of antibiotic resistance in biofilm-forming pathogens.[99, 101, 102] A recent

high-resolution crystal structure of the periplasmic domain of LapD bound

to LapG reveals that a highly conserved haripin epitope from LapD binds to

a pocket of LapG.[101, 103] The LapD haripin contains a highly conserved

GW126xQ motif that is absolutely required for binding. In its unbound state,

W126 protrudes into solvent; thus, its burial in this pocket upon binding with

LapG is expected to contribute significantly to the binding affinity with LapG

(Figure 2.1).
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Can we design small peptide mimics of the LapD hairpin that are stably

folded in solution? A key design challenge to overcome is the difficulty of

maintaining a solvent-exposed tryptophan in the hairpin turn that is required

for function. Recently, the Andersen lab has discovered a linear peptide motif

that results in extremely stable β-hairpins. [104, 105] This so-called “β-cap”

motif uses cross-strand face-to-edge tryptophan interactions to stabilize hair-

pins by about 6-8 kJ/mol. These motifs have been used to stabilize a number

of unique peptide scaffolds that could be used as a starting point for further

development of peptidomimetics.[104, 106, 107] We hypothesized that the β-

cap motif could also be used to design stably folded LapD hairpin mimics and

that molecular simulation methods would be able to accurately predict these

folding properties.

LapG

LapD

LapG with designed mimic (TrpLoop2a)

TrpLoop2a
(RWRTVTIGWKQIRVWY)

A

B

C

Figure 2.1: (A) Crystallographic structure of the LapD-LapG complex (PDB
entry 4u65). (B) Molecular model of the designed hairpin mimic TrpLoop-
2a bound to LapG. (C) Predicted solution structure of TrpLoop-2a from
ROSETTA FoldIt Standalone.

To test these hypotheses, we herein present three main results. First, we

perform NMR spectroscopy to show that linear β-cap peptides can indeed

be designed to mimic the LapD hairpin and fold stably in solution. Second,

we test the ability of implicit-solvent replica-exchange molecular dynamics



17

(REMD) simulations to predict their solution structures. Finally, we perform

large-scale explicit-solvent simulations of these hairpin designs on the Fold-

ing@home distributed computing platform and use the resulting trajectory

data to construct Markov state models (MSMs) of the conformational dy-

namics. The MSMs reveal a number of non-native interactions between Trp

and other amino acid side chains, a consequence of the β-cap design strategy

that potentially complicates the goal of achieving a single well-folded hairpin

structure in solution.

2.3 Materials and Methods

2.3.1 Design, Synthesis, and Characterization of Linear

β-Cap Peptides.

Rationale and Design. In the native LapD structure, the GWxQ motif is

found in the hairpin turn, with the Gly and Trp residues forming a type II’

two-residue β-turn. Because Gly-Trp is a marginal sequence for enforcing this

turn type, we incorporated as many fold-stabilizing features as possible into

the final designs. Residues outside the GWxQ motif are not strictly conserved

and are not crucial to the integrity of the folded hairpin structure. We verified

this in each of our designs by modeling residue substitutions with ROSETTA

FoldIt Standalone[108, 109] and PyMOL,[110] whereby every position in the

hairpin was mutated to all other non-proline amino acids in the context of

the conformation bound to LapG. We examined possible clashing interactions

and/or backbone hydrogen-bond disruption and found that all positions al-

lowed most substitutions. A total of six β-cap peptides were designed and

synthesized, each a result of iterated rounds of experimental assays to test

folding and binding properties (Table 2.1). This family of peptides is named

“TrpLoop”, as all of the designs contain the essential Trp residue in the β-

hairpin turn.

TrpLoop-1a was designed to balance solubility and β-sheet propensity, with
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Table 2.1: Summary of Linear β-Cap Peptides Synthesized and Characterized
in This Work

Name Sequence Tm(K) Fold pop-

ulation at

298K

Binding to

LapG?

TrpLoop-1a RWTTITKGWKQVRKWY 298 ∼47% NO

TrpLoop-2a RWRTVTIGWKQIRVWY 353 ∼96% NO

TrpLoop-2b RWRTKKIGWKQIRVWY 318 ∼85% n.a.

TrpLoop-3 KCTTRGWEQTC n.a. <20% n.a.

TrpLoop-4a RWRTIGWKQIWY 300 ∼55% NO

TrpLoop-4b RWRMIGWKQIWY 290-300 ∼85% NO

a mix of mostly Thr (T), Arg (R), and Lys (K) residues. In addition, it incor-

porated an essential terminal β-cap motif consisting of RW···WE (with Trp

located, crucially, at the non-hydrogen-bonding positions nearest the termini).

TrpLoop-2a was designed as an improvement on TrpLoop-1a, which was found

by chemical shift deviations (see below) to be only ∼47% folded at 298 K. Im-

proved cross-strand hydrophobic interactions were achieved by introduction

of Ile and Val residues and a C-terminal Tyr, resulting in a construct with

significantly higher folded population (∼96% at 280 K by NMR). This pep-

tide was prone to aggregation at neutral and basic pH, a side effect of high

hydrophobicity and exposed β- strands. TrpLoop-2b represented an efficient

stability-for-solubility trade-off. Replacing the Val-Thr (VT) sequence with

Lys-Lys (KK) significantly reduced aggregation while maintaining acceptable

fold stability. TrpLoop-3 was a cysteine-cyclized peptide with significantly

lower fold stability (<20%) than its non-covalently β-capped analogues and

therefore was not further studied. TrpLoop-4a was a shorter variant (four

fewer residues than the TrpLoop2 designs) that retained sufficient fold stabil-

ity for further investigation. TrpLoop-4b substituted the Thr at residue 4 with

Met. Early modeling efforts suggested that this T4M mutation may result in

a more favorable binding interaction; Met is also found at this position in the
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Legionella pneumophila LapD orthlogue bound to LapG in a crystal structure

(PDB entry 4u65). We found this design to have better fold stability than

TrpLoop-4a (which was unexpected as Met has a lower β-sheet propensity

than Thr) and similar solubility. We note, however, that oxidation of the Met

side chain proceeded more rapidly than anticipated, and it was impossible to

obtain an entirely nonoxidized sample.

Synthesis. All of the peptides were synthesized on a CEM Liberty Blue syn-

thesizer, grown from preloaded Wang resins using standard Fmoc solid-phase

peptide synthesis on a 0.1 mmol scale. Removal of side chains and cleavage of

peptides from the resin was accomplished with a trifluoroacetic acid/ triiso-

propylsilane/water cocktail (9.5:0.25:0.25 mL) for 2 h. The resulting filtrate

was concentrated under vacuum, crashed out, and washed with chilled diethyl

ether, giving the crude peptide. When disulfide formation was required, af-

ter the peptide was dried, the pellet was dissolved in the minimal amount of

DMSO (0.5 mL), diluted with water (1 mL), and allowed to stand for 24 h

at room temperature. After it was dissolved in ∼4 mL of water, the solution

was purified using reversed-phase HPLC (C18 column) at 10 mL/min with a

water (0.1% TFA)/acetonitrile (0.085% TFA) gradient. Peaks were visualized

at 220 and 280 nm with verification by mass spectrometry (Bruker Esquire

ion trap with electrospray ionization). The concentrated fractions were then

lyophilized, affording the purified peptide.

NMR Spectroscopy. NMR samples were made at∼1 mM in 50 mM sodium

phosphate buffer with 10% D2O and 4,4-dimethyl-4-silapentane-1-sulfonate

(DSS) as an internal standard. Complete 1H NMR spectral assignments were

made using peptide backbone connectivities determined by 2D TOCSY and

NOESY experiments taken on an AV 700 MHz spectrometer. Structuring-

induced chemical shift changes were analyzed as chemical shift deviations

(CSDs, the observed shifts minus the coil reference values). The CSDs were cal-

culated using the in-house version of the CSDb algorithm, which is also avail-
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able online (http://andersenlab.chem.washington.edu/CSDb/about.php). Fold

stability (percent folded) calculations for the TrpLoop peptides (see Table 2.1)

were based on the CSDs of TrpLoop-2a at 280 K, which was assumed to be 99%

folded at 280 K on the basis of the observed melting of the CSDs and the agree-

ment with those of other β-capped peptides (e.g., the Hε3 and Hβ3 protons

for the “edge” tryptophan of the β-cap were within 2% of the expected 100%

values for generic β-capped peptides), including peptides for which amide H/D

exchange studies have afforded fully quantitative folded populations.

Circular Dichroism (CD) Spectroscopy. CD measurements were taken

at 30 M in 20 mM potassium phosphate buffer at pH 6.5. The concentration

of the stock solution and samples were determined using the UV absorption

of tryptophan at 280 nm. CD spectra were taken on a Jasco J720 spectropo-

larimeter using a 0.1 cm path length and a UV range from 190 to 270 nm.

Spectra were collected from 5 to 95 ◦C in 10 ◦C increments. Melting temper-

atures corresponded to the inflection points of the broadly sigmoidal melting

curves, plotted using the β-cap’s intense 228 nm exciton couplet maximum.

2.3.2 Molecular Simulation of Hairpin Designs.

Implicit Solvent Simulations of Hairpin Designs. For initial screen-

ing of designs, all-atom REMD simulations were performed using GROMACS

4.5.4[13] on the Owlsnest high-performance computing cluster at Temple Uni-

versity. Initial replica conformations came from NMR structures. Twenty-four

replicas with temperatures exponentially spaced from 300 to 450 K were cho-

sen to ensure broad conformational sampling. The total simulation time of

each replica was around 2 µs (∼48 µs in aggregate). Exchanges were at-

tempted every 10 ps with acceptance probabilities between 0.69 and 0.86. For

each peptide design, we performed simulations using the AMBER ff96,[111]

AMBER ff99sb-ildn,[112] and AMBER ff99sb-ildn-NMR[113] potentials, each

in conjunction with the OBC GBSA implicit solvation model.[114] Stochastic
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Figure 2.2: (A) NMR-validated model structure of TrpLoop-2a (RWRTVTIG-
WKQIRVWY), shown with β-capping Trp residues in magenta and conserved
GWxQ residues in orange. (B) HN and Hα chemical shift deviations illustrat-
ing the expected pattern for a well-folded β-hairpin: alternating intensity for
protons pointed toward the inside vs the outside of the sheet and a gap at the
turn.

(Langevin) integration was used with a time step of 2 fs. To examine the

convergence of the REMD simulations, root-mean-square deviation (RMSD)-

to-native distributions were calculated for 200 ns windows over time using

the MBAR algorithm[115] from all of the temperature replicas. The results

showed sufficient convergence after about 1 µs of simulation (Figure 2.12).

Trajectory Analysis. The MDTraj python library[116] was used to analyze

all of the simulation results. The β-sheet content was calculated as the frac-

tional number of residues in a β-sheet backbone conformation, as determined

by Dictionary of Protein Secondary Structure (DSSP) assignments calculated

for each residue. Predicted folded populations were computed using two dif-

ferent structure-based metrics to gauge similarity to the folded structure. One

metric we used was the RMSD of all peptide backbone non-hydrogen (N, Cα,
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C, O) and Cβ atoms from the NMR-validated reference structure (see Figure

2.2). The other metric used was the RMSD of the non-hydrogen backbone +

Cβ atoms of the six turn residues (highlighted in Table 2.1) with respect to

the bound pose of the LapD-LapG cocrystal structure (Figure 2.1A; PDB en-

try 4u65). In both cases, the folded population was computed as the fraction

of the ensemble with RMSDs smaller than 0.2 nm. The β-sheet content and

folded population were calculated as functions of temperature (300 to 450 K)

by analyzing each temperature replica separately. Melting temperatures were

estimated as the temperature at which the plot of folded population versus

temperature showed the largest negative derivative.

Predictions of NMR Chemical Shifts from Simulation Data. The

SHIFTX2 algorithm[117] as implemented in MDTraj was used to calculate

predicted HN and Hα chemical shifts from the simulation trajectory data us-

ing the user-specified parameters pH 2.5 and 280 K. The SHIFTX2 algorithm

has been trained on proteins with known structures, with prediction accura-

cies (average RMS errors) of 1.1169 (N), 0.4412 (Cα), 0.5163 (Cβ), 0.5330

(C), 0.1711 (H), and 0.1231 ppm (Hα). Similarly, SHIFTX2 yields reported

correlation coefficients between experimental and predicted backbone chem-

ical shifts of 0.9800 (N), 0.9959 (Cα), 0.9992 (Cβ), 0.9676 (C), 0.9714 (H),

and 0.9744 (Hα). The predicted chemical shifts we report are the ensemble-

averaged chemical shift values calculated from SHIFTX2 predictions of each

trajectory snapshot.

Explicit-Solvent Simulation on Folding@home. Massively parallel molec-

ular dynamics simulations were performed using GROMACS 4.5.4[13] on the

Folding@home distributed computing platform.[32] The AMBER ff99sb-ildn-

NMR force field[113] was used in combination with the TIP3P explicit solvent

model. NVT molecular dynamics was performed at 300 K, starting from 25

conformations taken from implicit-solvent REMD simulations (generators from

RMSD-based k-centers clustering of the 300 K replica). A 2 fs time step was
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used with a Berendsen thermostat for a cubic periodic box with ions at 100

mM to neutralize the system. A full list of particle numbers and box sizes

can be found in Table 2.3. Hydrogen bonds were restrained using LINCS,

and particle mesh Ewald electrostatics was used with nonbonded cutoffs of 9

Å. Because of the asynchronous availability of distributed computing clients,

Folding@home generates a distribution of trajectory lengths (Figure 2.11).

The average trajectory lengths for TrpLoop-2a, -2b, -4a, and -4b were ∼1034,

316, 536, and 286 ns, respectively. Aggregate simulation times for each design

were ∼167, 54, 55, and 40 µs, respectively. Snapshots were recorded every 100

ps.

Markov State Model Construction. MSM approaches have been used

with great success to model the conformational dynamics of protein folding

as a kinetic network of metastable conformational states.[118, 119, 120, 121,

122, 123, 124] A key advantage of MSMs is the ability to infer complete infor-

mation about folding thermodynamics and kinetics from ensembles of short,

nonequilibirum trajectories. Constructing an MSM involves first identifying

the metastable states, usually through geometry-based conformational clus-

tering. Then, once the states have been defined, the probabilities Tij of tran-

sitioning between metastable states i and j over some lag time τ can be es-

timated from the number of observed transitions in the trajectory data. The

matrix T (τ) (with elements Tji) thus contains full information about the ther-

modynamics and kinetics. The equilibrium populations π are given by the

stationary eigenvector Tπ = π, and the implied time scales τn of each relax-

ation eigenmode are obtained from the eigenvalues µn of T as τn = −τ/ lnµn.

The longest implied time scale corresponds to the folding relaxation rate of

the system.

The MSMBuilder3 software package[48] was used to construct MSMs from

the explicit-solvent simulation trajectory data using protocols similar to those

described in refs [95] and [120]. Time-structure-based independent component

analysis[125, 126] (tICA) was used to find an optimal low-dimensional subspace
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onto which the high-dimensional trajectory coordinate data could be projected

for the purpose of conformational clustering. As inputs to tICA, we used

pairwise distances between backbone + Cβ atoms as structural observables:

496 distances for TrpLoop-2a/2b and 276 distances for TrpLoop-4a/4b. The

outputs of tICA are the set of time-lagged independent components (tICs) that

best capture a low-rank approximation of the time-lagged correlation matrix.

Thus, the tICs represent the degrees of freedom along which the longest-time-

scale conformational dynamics occurs, an optimal subspace for constructing

MSMs by conformational clustering.[127, 128] We used a tICA lag time of 5

ns and performed k-centers clustering over four tICs to identify 18 and 25

metastable states for TrpLoop-2a/2b and TrpLoop-4a/4b, respectively.

The maximum-likelihood estimator (MLE) in MSMBuilder (default set-

ting) was used to estimate the MSM transition matrix from sliding-window

counts. An MSM lag time of 10 ns was chosen for construction of the MSM

model. Plots of implied time scales versus MSM lag time showed convergence

near 10 ns, validating that dynamics was sufficiently Markovian (Figure 2.13).

A unique aspect of this and previous work from our group[95, 120, 122,

129] is the construction of joint MSMs from the combined simulation data

for multiple sequences. Provided that mutational changes present only small

perturbations and the state definitions are sufficiently coarse-grained to be

sampled by both sequences, MSMs can be constructed from the joint data

to obtain a shared definition of macrostates. With this unified set of state

assignments, separate MSMs can be constructed for each sequence to compare

the important differences in conformational dynamics. We built joint MSMs

for TrpLoop-2a and TrpLoop-2b, whose sequences differ by two residues (VT

vs KK), and for TrpLoop-4a and TrpLoop-4b, whose sequences differ by a

single-residue mutation (T4M). Our final MSM for TrpLoop-4a/4b contained

25 states, and our MSM for TrpLoop-2a/2b contained 18 states.
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2.4 Results

A key question we sought to address is whether implicit-solvent REMD

simulations can accurately model the folding properties of designed β-hairpins.

Since implicit solvent models such as GBSA can be implemented extremely ef-

ficiently, especially in modern GPU-accelerated dynamics codes,[130, 131, 132]

accurate predictions would enable fast simulation-based screening of designed

peptides.

To answer this question, we evaluated several AMBER force fields in com-

mon use AMBER ff96,[111] AMBER ff99sb-ildn,[112] and AMBER ff99sb-

ildn-NMR[113] on how accurately they predicted solution-phase folding prop-

erties and NMR observables when used with the OBC GBSA implicit solvation

model.[114] Along with salt-bridge artifacts,[133, 134] a known issue with im-

plicit solvation is a propensity to overstabilize α-helical conformations at the

expense of β-sheet conformations.[135] Thus, while AMBER ff96 is generally

a poor choice for explicit-solvent simulations because of its preference for β-

sheet conformations, its use with implicit solvent models has enjoyed continued

success in folding simulations,[121, 136, 137, 138] likely because of the fortu-

itous cancellation effects of these two competing tendencies. AMBER ff99sb-

ildn and AMBER ff99sb-ildn-NMR are revised versions of AMBER ff99sb[139]

that have also recently been used alongside implicit solvent models with some

success.[140]

2.4.1 Implicit-Solvent REMD Simulations Accurately

Predict Folding Properties of Designed β-Cap Hair-

pins.

To determine the extent to which REMD simulations of each peptide design

sampled folded structures, we computed RMSD distributions from the lowest-

temperature replica (300 K). The distributions reveal two major populations

of structures that are well-separated by RMSD, corresponding to folded and
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unfolded states, typical of two-state folding behavior. For example, the RMSD

distributions for TrpLoop-2a in all three force fields show sampling of highly

native-like structures, with the distribution of the RMSD of the full hairpin

to the LapD crystal structure peaked at 0.94 Å and the RMSD of the turn

residues peaked at 0.78 Å (Figure 2.3). Different force fields, however, predict

different folded-state populations. The AMBER ff96, AMBER ff99sb-ildn, and

AMBER ff99sb-ildn-NMR force fields, when used with GBSA, predict folded

populations of 93%, 65%, and 64%, respectively.

D

B

All-residue

C

A

Turn-residue

RMSD (nm)

RMSD (nm)

Figure 2.3: (A) Histograms of turn-residue RMSDs for TrpLoop-2a simulated
with the AMBER ff96, ff99sb-ildn, and ff99sb-ildn-NMR force fields. (B) His-
tograms of all-residue RMSDs for TrpLoop-2a. (C, D) Representative (C)
folded and (D) unfolded structures from the simulated ensemble using AM-
BER ff96, chosen randomly from each region.

A similar force field trend was found in our analysis of β-sheet content as
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a function of temperature for all of the peptide designs. Except for very high

temperatures, AMBER ff96 + GBSA consistently had the highest β-sheet con-

tent, while AMBER ff99sb-ildn-NMR + GBSA had the lowest (Figure 2.4).

The melting temperature of each peptide in each force field was estimated

from the maximum negative slope of the plot of folded population versus tem-

perature (Figure 2.14). Not surprisingly, the simulated melting temperature is

severely overestimated (375-450 K for all three force fields) because the GBSA

model lacks any description of temperature-dependent solvation and also lacks

dispersion forces contributed by the solvent.[141] That said, the AMBER ff96

force field does the best job of capturing the experimental trend in melting

temperature for each design (Table 2.4).

Figure 2.4: β-Sheet content vs temperature for designed hairpin peptides sim-
ulated using AMBER ff96, ff99sb-ildn, and ff99sb-ildn-NMR.

Next, we compared experimental versus simulated folded populations pre-

dicted by different force fields for each peptide design. Calculated linear cor-

relation coefficients (i.e., R2 values) and RMS errors show that AMBER ff96
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gives the most accurate predictions when coupled with GBSA (Figure 2.5).

To verify the robustness of these results, we performed calculations using two

different RMSD-based definitions of folded population (turn-based vs full hair-

pin) and in each case found the same result. A particular outlier in all of the

comparisons is for TrpLoop-4b. While experimental studies show a high folded

population (85%), simulations predict folded populations less than 50% for all

three force fields.

Figure 2.5: Comparison of experimental (x axis) and simulated folded pop-
ulations (y axis) for AMBER ff96, ff99sb-ildn, and ff99sb-ildn- NMR when
used with OBC GBSA implicit solvent. Shown for each is the RMS error
agreement for fold populations calculated using all-residue RMSD cutoffs (the
value in parentheses is the RMS error agreement when the TrpLoop-4b outlier
is removed).
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2.4.2 Implicit-Solvent REMD Simulations Accurately

Predict NMR Observables.

To more quantitatively assess the force field accuracy, we compared experi-

mentaly measured chemical shifts with predicted chemical shifts from SHIFTX2

[142] (see Materials and Methods) for all of the force fields and designs. As

an example, in Figure 2.6 we present a comparison of experimental HN and

Hα chemical shifts versus predicted shifts from TrpLoop-4a REMD simula-

tions with the three different force fields. Results for the other four simulated

hairpin designs are shown in the Figures 2.16-2.19.

Through evaluation of the RMS differences and coefficients of determina-

tion (R2 values) between the experimental and predicted chemical shifts, we

again found that AMBER ff96 + GBSA most accurately predicts experimental

measurements, while AMBER ff99sb-ildn-NMR + GBSA performs the most

poorly. This force field trend corresponds well with the hairpin fold stability

predictions above, suggesting that in order to quantitatively predict chemical

shift observables, force fields must accurately predict the folded population.

Indeed, while AMBER ff99sb-ildn-NMR has been parametrized to accurately

predict NMR observables in TIP3P explicit solvent, these results suggest that

its weak propensity for stabilizing hairpin structures in implicit solvent leads

to poor prediction of experimental NMR chemical shifts.

Consistent with previous work,[120] we found that the RMS errors for HN

are larger than the RMS errors for Hα over all of the peptide simulations,

reflecting in part the intrinsic accuracy of SHIFTX2. To more quantitatively

assess the overall agreement with experiment in light of this fact, we computed

the χ2 statistic, χ2 = Σi(RMS2
i /σ

2
i ), where i ranges across the two chemical

shift values (HN and Hα) and σi is the expected RMS error of SHIFTX2

predictions for chemical shifts in the RefDB entry (0.397 and 0.197 for H and

Hα, respectively). The χ2 values for all of the peptide simulations uniformly

show the same force field trends (Table 2.2).
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Figure 2.6: Comparison of experimental and predicted HN (left) and Hα
(right) chemical shifts for TrpLoop-4a in (A) ff96 (B) ff99sb-ildn (C) ff99sb-
ildn-NMR. The NMR structure used for these comparisons was obtained using
the same methods as for TrpLoop-2a in Figure 2.2 (see Materials and Meth-
ods). A visualization of the NMR-validated structure for each design can be
found in Figure 2.20.
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Table 2.2: Summary of χ2 Values for All of the Designs with Different AMBER
Force Fields

Name ff96 ff99sb-ildn ff99sb-ildn-

NMR

TrpLoop-1 2.933 4.676 6.688

TrpLoop-2a 4.573 8.968 19.244

TrpLoop-2b 2.742 2.991 12.187

TrpLoop-4a 2.558 3.267 5.296

TrpLoop-4b 6.856 8.666 10.119

2.4.3 REMD Simulations of TrpLoop-4b Reveal a Mis-

folded Trap.

While most of the REMD simulations accurately predict folded popula-

tions and NMR chemical shifts (especially for AMBER ff96 + GBSA), our

results for TrpLoop-4b are an exception, with predicted folded populations

less than 50% and χ2 > 6.8 for all three force fields. This large difference

is surprising considering that TrpLoop-4b differs from TrpLoop-4a by only a

single mutation, T4M. To better understand how this mutation could cause

such different behavior in REMD simulations, we used MSMBuilder3 to per-

form k-centers clustering of the combined trajectory data (TrpLoop-4a and

TrpLoop-4b) using the intermolecular backbone + Cβ RMSD as the distance

metric.

Examination of the relative cluster populations for TrpLoop-4a versus

TrpLoop-4b provided a way to analyze how the T4M mutation affects the

folding landscape of TrpLoop-4b. Projection of population clusters onto an

RMSD-to-native observable shows three main families of conformations: a

folded state (RMSD < 2 Å), an unfolded state (RMSD > 4 Å), and a mis-

folded state (RMSD ≈ 3 Å) (Figure 2.7). Whereas TrpLoop-4a and -4b have

roughly equal native-state populations, the misfolded state is populated by

TrpLoop-4b in a 9:1 ratio with respect to TrpLoop-4a and is predicted to
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account for 17.4% of the total population for TrpLoop-4b. Inspection of the

misfolded state reveals a misregistered hairpin with a close interaction between

Met4 and Trp11. While methionine-aromatic interactions are known to have

stabilizing effects on proteins,[143, 144, 145] the strong stability of this inter-

action in our REMD simulations is likely exaggerated by the GBSA implicit

solvent model, resulting in poorer agreement with experimental observables.

2.4.4 Markov State Models of Hairpin Peptide Dynam-

ics in Explicit Solvent.

We performed massively parallel explicit-solvent simulations at 300 K on

the Folding@home distributed computing platform for all five hairpin designs

using the AMBER ff99sb-ildn-NMR force field, a potential previously shown to

yield excellent quantitative predictions of experimental folding properties.[120,

146] Our purpose was twofold. First, we aimed to use the resulting trajectory

data as a “gold standard” against which to compare the results of implicit-

solvent REMD simulations. Second, by constructing MSMs from the resulting

trajectory data, we sought to gain microscopic insight into both thermody-

namic and kinetic mechanisms of hairpin folding that could potentially be

useful for de novo design.

As described in Materials and Methods, we used pairwise atomic distance

coordinates (all backbone + Cβ atoms) as input to the tICA algorithm to

discover the low-dimensional subspace corresponding to the slowest kinetic

degrees of freedom. Conformational clustering in this subspace was then used

to identify kinetically metastable states. To better compare designs with sim-

ilar sequences, we analyzed the combined trajectory data of TrpLoop-2a and

TrpLoop-2b and the combined data of TrpLoop-4a and TrpLoop-4b to generate

MSMs of 18 and 25 states, respectively. These numbers of states yielded MSMs

fine-grained enough to be Markovian with well-separated implied time scales

(see Figure 2.13) yet coarse-grained enough to be human-understandable.

Projections of the TrpLoop-2a/2b and TrpLoop-4a/4b explicit-solvent tra-
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Figure 2.7: (A) RMSD-to-native distributions sampled in REMD simulations
of TrpLoop-4a and TrpLoop-4b. Clustering of the joint trajectory was used
to identify clusters corresponding to the folded (black), unfolded (blue), and
misfolded (red) states. (B-D) Population ratios between TrpLoop-4a and
TrpLoop-4b for the (B) folded, (C) misfolded, and (D) unfolded states. A
typical structure from the misfolded state is shown in Figure 2.21. (E, F)
Differences in average residue-residue contact probabilities between (E) the
misfolded and folded states and (F) the misfolded and unfolded states. Red
squares correspond to average distances that are closer in the misfolded state,
while blue squares denote average distances that are closer in the other state.
The upper and lower diagonals of each plot show results for Cα and Cβ dis-
tances, respectively. Circled regions highlight non-native interactions between
Met4 and Trp11.

jectory data onto the two largest tICA components show folding landscapes

with features consistent with two-state hairpin folding but also the existence

of many long-lived kinetic intermediates (Figure 2.8). For both sets of de-

signs, the unfolded state (a collection of unstructured conformations near the

center of the tICA landscape) and the folded state are well-separated along
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Figure 2.8: Projections of explicit-solvent simulation data onto the two largest
tICA components for (A) TrpLoop-2a/2b and (B) TrpLoop-4a/4b. Red dots
(indexed by arbitrary state numbers) denote the centers of metastable states
used to construct the MSM, obtained through k-centers clustering.

the tIC1 component, corresponding to the slowest conformational transitions.

Nearly orthogonal to the folding reaction, however, are multiple long-lived ki-

netic “traps” whose distance from the unfolded state in the tICA landscape

indicates relaxation time scales similar to the folding time scale. The non-

native “trap” states are stabilized by alternative backbone hydrogen-bonding
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registrations and competing hydrophobic interactions.
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Figure 2.9: Differences in average residue-residue contact probabilities between
non-native MSM state 12 and the native folded state for simulations of (A)
TrpLoop4a and (B) TrpLoop4b. Blue squares correspond to average distances
that are closer in the folded state, while red squares denote average distances
that are closer in state 12. The upper and lower diagonals of each plot show
results for the Cα and Cβ distances, respectively.

While some of the competing non-native states are structurally well-defined

(e.g., a “flipped” hairpin conformation of TrpLoop-4a/4b in which the strand-

strand plane is inverted), others are diffuse. One such misfolded state in the

TrpLoop-4a/4b system, state 12, is highly populated (see Figure 2.22). To

characterize the structural ensemble of this state, we computed differences

in average residue-residue distances from the folded state (Figure 2.9). The

results reveal specific non-native interactions between residues such as Arg3-

Trp7 and Gln9-Tyr12. We performed similar calculations for other non-native

states (Figure 2.23 and 2.24) and found several kinds of non-native interac-

tions, including (1) hydrophobic interactions between aromatic Trp and Tyr

residues, (2) interactions of Trp with Arg and Lys cationic side chains, and

(3) Trp-Met interactions, as found in our implicit-solvent simulations. These

observations underscore the importance of negative design for improving engi-

neered β-cap hairpins, i.e., considering all of the possible conformers accessible
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to a given designed sequence in an attempt to eliminate undesirable “traps”.

Interestingly, we note that these competing interactions, as well as the

β-cap Trp-Trp interaction, might be modeled more accurately in the future

by polarizable force field models.[147] In previous work,[120] we found that

explicit-solvent AMBER ff99sb-ildn-NMR simulations of tryptophan zipper

(trpzip) hairpins do not fully predict the high folded population (>93%) of

trpzip4,[148] perhaps because of understabilization of highly cooperative face-

to-edge Trp-Trp interactions.

2.4.5 Comparison of Predicted Chemical Shifts from

Implicit- and Explicit-Solvent Simulations.

We calculated HN and Hα chemical shifts from the explicit-solvent tra-

jectory data using the predicted equilibrium populations of each MSM state,

i.e., as a population-weighted average of the ensemble-averaged chemical shift

values calculated for each MSM state. To compare these results to those of the

implicit-solvent simulations, we calculated the overall RMS deviation of pre-

dicted chemical shifts from the experimental values for TrpLoop-2a, -2b, -4a,

and -4b (Figure 2.10). The results show that while AMBER ff99sb-ildn-NMR

performs -as expected- considerably better in explicit solvent than implicit

solvent, AMBER ff96 + GBSA is the most accurate of the force field combi-

nations tested.

2.5 Discussion and Conclusion

It is somewhat surprising that AMBER ff96, now two decades old, so accu-

rately predicts hairpin folding properties and NMR observables when coupled

with GBSA implicit solvent, even outperforming AMBER ff99sb-ildn-NMR in

TIP3P explicit solvent, a force field parametrized to successfully reproduce

experimental NMR observables for peptides.[113, 146] Our force field com-

parisons suggest that key to the success of AMBER ff96 + GBSA, at least
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Figure 2.10: Comparison of RMS errors of chemical shift results for (A) HN
and (B) Hα in simulations with explicit solvent (green), implicit solvent with
AMBER ff96 (red), implicit solvent with AMBER ff99-ildn (blue), and implicit
solvent with AMBER ff99sb-ildn-NMR (yellow).

for β-hairpins, is its ability to stabilize β-sheet conformations, counteracting

the secondary structure bias toward α-helical conformations typical of implicit

solvation models. Having an accurate implicit solvent model of β-hairpin fold-

ing in hand raises the prospect of extremely fast screening and selection of

hairpin designs using GPU-accelerated molecular dynamics algorithms. Our

results suggest proceeding with some caution, however, as some interactions

besides salt bridges like Met-Trp may be artificially stabilized in these mod-

els, especially with respect to aryl/aryl interactions, which may be generally

understabilized in fixed-charge force fields.[120, 149]

Apart from force field testing and validation, we have also learned valuable

lessons about the feasibility of designing β-cap hairpins to disrupt protein-

protein interactions. Four of the six peptide designs (TrpLoop-1a, -2a, -4a,

and -4b) were later assayed for binding; although these designs were well-

folded in solution according to NMR and CD spectroscopy, UV cross-linking

studies showed that they could not specifically bind the LapG target and

induced substantial precipitate upon mixing at high peptide concentrations

(Cooley and Sondermann, personal communication). It is likely that a folded
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hairpin structure alone is not enough to ensure binding and that maximizing

peripheral binding surface interactions will result in improved hairpin designs.

A recent study of cyclic β-hairpin mimics designed to bind to the MDM2

receptor supports this idea: the authors found that the design with the highest

binding affinity was also the one with the lowest propensity to form a β-hairpin

in solution.[150] It also worth noting that very few examples exist of linear

β-hairpin peptides that can bind protein surfaces; instead, most successful

binders are cyclized in some way, such as cysteine disulfides or DPro-LPro

capping groups.[88] Cyclization can reduce the entropy loss upon binding, a

fact that has motivated the design of peptide macrocycles that can bind protein

interfaces.[151] In the case of our disulfide-cyclized TrpLoop-3 design, however,

its linear counterparts TrpLoop-4a and -4b are much better folded, suggesting

that cyclization alone may not be a reliable design strategy.

Another lesson from this work is a recognition of the unique challenge of de-

signing well-folded β-cap hairpins with a functional GWxQ motif requirement.

The inclusion of no less than three Trp residues in the hairpin sequence re-

quires that much of the remaining sequence available for optimization be used

to achieve solubility. Our MSM analysis suggests that non-native conforma-

tional states can be stabilized by competing hydrophobic interactions. Indeed,

the Andersen group recently examined the contributions of various aryl-aryl

interactions (Trp, Tyr, and Phe) to the fold stability of designed hairpins and

found such interactions to provide significant stabilization, although not to the

same extent as the Trp-Trp β-cap motif.[106] Of the many successful β-cap

hairpin designs synthesized and characterized by the Andersen group, few have

aromatic residues in the region between the two tryptophan capping groups.

The designs we have explored in this work contain at least one Trp residue in

the turn and multiple intervening hydrophobic groups.

Finally, this work suggests new ways that molecular simulation methods

can work alongside experiments to screen and select peptides with desired

folding properties. We were able to perform and analyze implicit-solvent

REMD simulations in about 1 week of real-world time. It took nearly the
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same amount of time to synthesize the peptides and characterize their fold-

ing by NMR spectroscopy. Thus, besides being sufficiently accurate, our

simulation-based computation predictions were competitive with the time scale

of experiments; such calculations, performed in parallel, would provide higher

throughput than experimental screening. Moreover, our MSM approach of-

fers an attractive method for estimating folding thermodynamics and kinetics

and the importance of off-target conformational traps. The tICA projection

provides a particularly clear way to visualize and understand otherwise com-

plicated folding and misfolding mechanisms. While for the moment MSM

approaches are more expensive (especially when used with explicit solvent),

we expect that in the future MSM adaptive sampling techniques,[129, 152]

ever-faster molecular simulation hardware (e.g., GPUs), and improved force

field potentials will make these approaches accurate and efficient for the pur-

pose of design. With the recent emergence of MSMs studies that explicitly

model protein-ligand binding,[153, 154, 155] another exciting application of

MSMs will be to use models of coupled folding and binding[156] to guide the

design of high-affinity peptidomimetics. New methods to construct MSMs

from biased ensembles[157] and efficiently predict how mutations and chemi-

cal modifications will perturb binding kinetics[129, 158] will likely make these

approaches possible in the next few years.
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Table 2.3: Number of particles and periodic box sizes for all NVT equilibrium
simulations.

Peptide Na+ Cl− H2O Cubic

box

dimen-

sion

(nm)

Box size

(nm)3

Effective

concentra-

tion

(mM)

TrpLoop-2a 8 11 4207 5.102 132.88 12.5

TrpLoop-2b 9 15 4924 5.372 155.07 10.7

TrpLoop-4a 5 8 2532 4.328 81.06 20.5

TrpLoop-4b 7 10 3996 5.609 125.73 13.2

Table 2.4: Melting temperature (in units K) of simulated peptides in each
force field (Correlation coefficient (R2) for ff96/ff99sb-ildn/ff99sb-ildn-nmr is
0.62, 0.46 and 0.33, respectively)

Peptide ff96 ff99sb-ildn ff99sb-ildn-

NMR

Experiment

TrpLoop-1a 412 412 421 298

TrpLoop-2a 430 430 440 353

TrpLoop-2b 421 440 440 318

TrpLoop-4a 404 396 430 300

TrpLoop-4b 421 404 388 300
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Figure 2.11: Explicit solvent simulation trajectory distribution for (A)
TrpLoop-2a (B) TrpLoop-2b (C) TrpLoop-4a (D) TrpLoop-4b
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Figure 2.12: From the REMD simulations of each design in each implicit-
solvent force field tested, rmsd distributions (with respect to the NMR-
validated reference structure) were calculated for 200-ns windows over time
using the MBAR algorithm from all the temperature replicas. The results
show sufficient convergence after about 1 µs of simulation.
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Figure 2.13: Implied timescales versus lag time for (A) TrpLoop2a/TrpLoop2b
(B) TrpLoop4a/TrpLoop4b.
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Temperature (K) Temperature (K) Temperature (K)

Temperature (K) Temperature (K)

ff96 

ff99sb-ildn
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Figure 2.14: Folded state population changes along with increasing temper-
atures for (A) TrpLoop-1a (B) TrpLoop-2a (C) TrpLoop-2b (D) TrpLoop-4a
(E) TrpLoop-4b. The melting temperature of each peptide in each force field
is estimated from the maximum negative slope of the folded population versus
temperature.
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Figure 2.15: Histograms of turn-residue rmsds (red) and all-residue rmsds
(blue) for each design, from REMD simulations performed using AMBER ff96,
ff99sb-ildn, and ff99sb-ildn-nmr.
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Figure 2.16: Comparison of experimental and predicted HN and Hα chemical
shifts from REMD simulations of TrpLoop-1a.
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Figure 2.17: Comparison of experimental and predicted HN and Hα chemical
shifts from REMD simulations of TrpLoop-2a.
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Figure 2.18: Comparison of experimental and predicted HN and Hα chemical
shifts from REMD simulations of TrpLoop-2b.
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Figure 2.19: Comparison of experimental and predicted HN and Hα chemical
shifts from REMD simulations of TrpLoop-4b.
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Figure 2.20: NMR-validated structures for (A) TrpLoop-1a (B) TrpLoop-2a
(C) TrpLoop-2b (D) TrpLoop-4a (E) TrpLoop-4b.
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Figure 2.21: A typical snapshot from the misfolded state of TrpLoop-4b, taken
from implicit solvent simulations performed in AMBER ff96. Interactions
between Met4 and Trp11 lead to a register shift in beta strands relative to the
desired beta-cap hairpin structure.

Figure 2.22: State 12 of the TrpLoop-4a/-4b MSM.
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Figure 2.23: Differences in average residue-residue contact probabilities be-
tween non-native MSM state 1 and the native folded state, for (A) TrpLoop4a
and (B) TrpLoop4b simulations. Blue squares correspond to average distances
that are closer in folded state, while red squares denote average distances that
are closer in state 1. The upper and lower diagonals of each plot show results
for Cα and Cβ distances, respectively.
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Figure 2.24: Differences in average residue-residue contact probabilities be-
tween non-native MSM state 10 and the native folded state, for (A) TrpLoop4a
and (B) TrpLoop4b simulations. Blue squares correspond to average distances
that are closer in folded state, while red squares denote average distances that
are closer in state 10. The upper and lower diagonals of each plot show results
for Cα and Cβ distances, respectively.
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CHAPTER 3

EXPOSING THE

NUCLEATION SITE IN

α-HELIX FOLDING: A JOINT

EXPERIMENTAL AND

SIMULATION STUDY

3.1 Abstract

One of the fundamental events in protein folding is α-helix formation, which

involves sequential development of a series of helical hydrogen bonds between

the backbone C=O group of residues i and the -NH group of residues i + 4.

While we now know a great deal about α-helix folding dynamics, a key question

that remains to be answered is where the productive helical nucleation event

This chapter is published as: Arusha Acharyya*, Yunhui Ge*, Haifan Wu*, William
DeGrado, Vincent Voelz, Feng Gai. Exposing the Nucleation Site in α-Helix Folding: A
Joint Experimental and Simulation Study. J. Phys. Chem. B., 2019, 123 (8), pp 1797-1807
(* shared first author) DOI: 10.1021/acs.jpcb.8b12220
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occurs. Statistically, a helical nucleus (or the first helical hydrogen-bond)

can form anywhere within the peptide sequence in question; however, the one

that leads to productive folding may only form at a preferred location. This

consideration is based on the fact that the α-helical structure is inherently

asymmetric, due to the specific alignment of the helical hydrogen bonds. While

this hypothesis is plausible, validating it is challenging because there is not an

experimental observable that can be used to directly pinpoint the location

of the productive nucleation process. Therefore, in this study we combine

several techniques, including peptide cross-linking, laser-induced temperature-

jump infrared spectroscopy, and molecular dynamics simulations, to tackle this

challenge. Taken together, our experimental and simulation results support

an α-helix folding mechanism wherein the productive nucleus is formed at the

N-terminus, which propagates toward the C-terminal end of the peptide to

yield the folded structure. In addition, our results show that incorporation

of a cross-linker can lead to formation of differently folded conformations,

underscoring the need for all-atom simulations to quantitatively assess the

proposed cross-linking design.

3.2 Introduction

Protein folding involves precise packing and organization of various sec-

ondary structural elements. This hierarchical structural assembly at the molec-

ular level thus necessitates studying how and on what time scales protein

secondary structures form in order to understand how proteins achieve their

tertiary folds. In this regard, much effort has been devoted to elucidating

the folding dynamics and mechanism of α-helix,[159, 160, 161, 162, 163, 164,

165, 166, 167, 168, 169, 170, 171, 172, 173, 174, 175, 176, 177, 178, 179, 180,

181, 182, 183, 184, 185, 186, 187, 188, 189, 190, 191, 192, 193, 194, 195, 196,

197, 198, 199, 200, 201, 202, 203, 204] the most common structural motif

found in proteins. The interest in studying the mechanism of α-helix for-

mation is also motivated by the effort to design and develop individually
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folded, stable α-helices with novel biological functions and/or therapeutic

utilities.[177, 205, 206, 207, 208, 209, 210, 211, 212]

Within the framework of the one-dimensional Ising model,[159, 160, 168,

169, 184, 185, 186, 187] each residue in an α-helical peptide can be assumed

to adopt either a helical (H) or a coil (C) state and, as a result, the micro-

scopic conformational states of the peptide can be distinguished by the number

and distribution of the H states within the peptide sequence of interest. By

considering the statistical weights of these states, Zimm and Bragg,[213] as

well as Lifson and Roig,[159] were able to calculate the partition function and

hence the thermodynamic properties of the system. A key outcome of this

theoretical treatment is that the formation of the first turn of the helix, stabi-

lized by a hydrogen-bond (H-bond) formed between the amide units of residue

i and i+4 is thermodynamically unfavorable.[169, 213, 214, 215, 216, 217]

In other words, the α-helix folding kinetics and be described by a series of

discrete steps where the nucleation event is the sloest and occurs first, fol-

lowed by a faster elongation process. In this regard, many experimental

studies[162, 163, 165, 166, 170, 171, 172, 174, 177, 178, 181, 183, 184, 185,

186, 189, 192, 193, 196, 199, 200, 217, 218, 219] have focused on the kinetics

of α-helix formation, attempting to resolve those key conformational events.

While taken together, these studies provided many microscopic details into

the folding dynamics of α-helix, we still lack a complete understanding of the

folding mechanism of this simple structural motif. One key remaining question

is whether the productive nucleation event (i.e., the one leading to α-helix for-

mation) occurs randomly or at a specific location within the peptide sequence.

Even for a homopolypeptide, the corresponding α-helix structure is in-

herently asymmetric, due to the specific alignment of the helical H-bonds.

Therefore, it has been hypothesized,[220] and observed in simulations,[161,

173, 179, 197] that the dominant α-helix folding flux arises from an N-to-

C pathway, namely, the α-helical conformation is produced by elongating an

α-helical nucleus formed at the N-terminus. Consequently, the reverse and
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Figure 3.1: Illustration of the α-helix stabilization effect of a bis-thioether
macrocycle at either the N- or C-terminus of a short peptide, where the sulfur
atoms are colored yellow.

unfolding process would run in a C-to-N manner. However, experimentally

it has been difficult to directly validate this hypothesis due to the fact that

there is not a distinct signal that only reports on the nucleation event.[195]

Herein, we aim to provide new insights into the α-helix folding mechanism by

studying the folding kinetics of three cross-linked, alanine-based peptides us-

ing laser-induced temperature-jump (T-jump) infrared (IR) spectroscopy[221]

and molecular dynamics (MD) simulations.

Side-chain to side-chain cross-linking is a commonly used strategy to sta-

bilize the α-helical conformation of short peptides by reducing the entropic

cost associated with folding.[203, 205, 210] However, traditional cross-linking

methods tend to leave flexible helical ends. We recently developed a strategy

to constrain helix caps with bis-thioether macrocycles and have achieved high

helical contents in short peptides (Figure 3.1).[212, 222] Here, we take advan-

tage of this approach and use it to “expose” the productive nucleation site

in an alanine-based peptide.[210] The name and sequence of the cross-linked

peptides studied are given in Table 3.1. Our working hypothesis is that if

the α-helix folding flux proceeds in a preferred direction, the folding rate of

these cross-linked peptides would depend on the position of the cross-linker.

Indeed, our spectroscopic measurements show that the cross-linker position

has a profound effect on the conformational relaxation kinetics of the pep-

tides. This effect is also observed in the MD simulations, which provide an

atomistic view of the folding dynamics of those cross-linked peptides. Taken
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together, our experimental and simulation results support the N-to-C α-helix

folding hypothesis. In addition, an unexpected finding arising from our study is

that cross-linking may promote the peptide in question to populate differently

folded helical conformations, highlighting the need for careful consideration of

the peptide sequence and the cross-linker in designing capped or cross-linked

α-helices.

3.3 Methods

3.3.1 Experimental section

Peptide Synthesis. The details of the peptide synthesis and purification are

given in the Supporting Information. Briefly, the linear precursors of cross-

linked peptides were synthesized using standard 9-fluorenylmethoxy-carbonyl

(Fmoc) chemistry, and peptide cross-linking was achieved via cysteine alkyla-

tion reaction following previously published procedures.[205, 210]

Circular Dichroism (CD) and Fourier Transform Infrared (FTIR)

Measurements. CD spectra were measured on an Aviv 62A DS circular

dichroism spectrometer (Aviv Associate, NJ) using a 1 mm quartz cuvette.

FTIR spectra were collected on a Magna-IR 860 spectrometer (Nicolet, WI)

using a homemade sample holder[223] composed of two CaF2 windows and a 50

µm spacer. All peptide samples were prepared in deuterated 10 mM phosphate

buffer solution (pH 7), and the final peptide concentrations were 4 mM for

static and time-resolved IR experiments and 100 µM for CD measurements.

Infrared Kinetics Measurements. The T-jump coupled transient IR setup

has been described in detailn elsewhere.[224] The only difference is that in the

current setup the 1.9 µm T-jump pump pulse was generated from a Contin-

uum Surelite OPO, which was pumped by the 1064 nm output of a Continuum

Surelite-EX.
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Table 3.1: Name and sequence of the cross-linked peptides studied, where
underlines represent the cysteines with the cross-linker attached and a stands
for D-alanine.

peptide sequence

C-Cap Ac-AAARAARACAAAaC-NH2

N-Cap1 Ac-CAAAACRAARAAAA-NH2

N-Cap2 Ac-CTPAQCRAARAAAA-NH2

3.3.2 Molecule Dynamics Simulation.

Simulation Setup. MD simulations of a total of ∼668 µs were carried

out using GROMACS 4.5.4[13] on the Folding@home distributed computing

platform.[32] The AMBER ff99sb-ildn-NMR[225] force field was used in com-

bination with the TIP3P explicit solvent model. NVT molecular dynamics

was performed at 300 K, starting from 10 conformations taken from implicit-

solvent replica-exchange molecular dynamics (REMD) simulations (Table 3.2

in the Supporting Information).

Figure 3.2: (A) CD spectra of the cross-linked peptides (100 µM) at 5 ◦C, as
indicated, and (B) the corresponding CD thermal melting curves monitored
at 222 nm.

Markov State Model Construction. Markov state model (MSM) ap-

proaches have been used with great success to model the conformational dy-
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Figure 3.3: Representative conformational relaxation kinetics of C-Cap and
N-Cap1 (A) and N-Cap2 (B) in response to a T-jump, as indicated. In each
case, the smooth line corresponds to the best fit of the respective kinetic
trace to a specific decay function: δmOD(t) = 1.78[exp(−t/472ns) − 1] for
C-Cap, δmOD(t) = 1.08[exp(−t/162ns) − 1] for N-Cap1, and δmOD(t) =
1.66[0.66exp(−t/180ns) + 0.34exp(−t/3020ns)− 1] for N-Cap2.

namics of protein folding as a kinetic network of metastable conformational

states.[39, 226, 227, 228, 229, 230] A key advantage of MSMs is the ability to

infer complete information about folding thermodynamics and kinetics from

ensembles of short, nonequilibirum trajectories. Briefly, constructing an MSM

involves first identifying the metastable states, usually through geometry-

based conformational clustering. Then, once the states have been defined,

the probabilities Tij(τ) of transitioning between metastable states i and j over

some lag time τ can be estimated from the number of observed transitions in

the trajectory data. The matrix T (τ) (with elements Tij) thus contains full

information about the thermodynamics and kinetics. The equilibrium popula-

tions π are given by the stationary eigenvector Tπ = π, and the implied time

scales τn of each relaxation eigenmode are obtained from the eigenvalues µn of

T as τn = −τ/ ln (µn). The rate matrix K of continuous-time rates between

metastable states is related to the transition matrix by T = exp(Kτ), and

the implied time scales τn are related to the eigenvalues of the rate matrix

λn through τn = (−λn)−1. The longest implied time scale corresponds to the
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folding relaxation rate of the system.

The MSMBuilder3 software package[48] was used to construct MSMs from

the simulation data. The first 100 ns data were excluded to alleviate potential

bias from nonequilibrated distribution of initial seeding for simulations (see

Figure 3.11 in the Supporting Information for trajectory distribution). Time-

structure-based independent component analysis[50, 231] (tICA) was used to

find an optimal low-dimensional subspace onto which the high-dimensional tra-

jectory coordinate data could be projected for the purpose of conformational

clustering. As inputs to tICA, we used 378 pairwise distances between Cα

and Cβ atoms as input for tICA projection. The outputs of tICA are the set

of time-lagged independent components (tICs) that best capture a low-rank

approximation of the time-lagged correlation matrix. Thus, the tICs repre-

sent the degrees of freedom along which the longest-time scale conformational

dynamics occurs. The MSM transition matrix can similarly be thought of as

a time correlation matrix for orthogonal indicator basis functions;[127] and

therefore, provided that the MSM decomposition is sufficiently fine-grained,

the slowest MSM relaxation eigenmodes should correspond to the same slowest

motions identified by tICA.

The optimal number of metastable states for MSM construction was de-

termined using the generalized matrix Rayleigh quotient (GMRQ) variational

cross-validation method[127] (Figure 3.12 in the Supporting Information). We

used a tICA lag time of 5 ns and performed k-center clustering over four tICs

to identify 500 metastable states for each cross-linked peptide. The maximum-

likelihood estimator (MLE) in MSMBuilder (default setting) was used to es-

timate the MSM transition matrix from sliding-window counts. An MSM lag

time of 20 ns was chosen for construction of the MSM model. Plots of implied

time scales versus MSM lag time showed convergence near 20 ns, validating

that dynamics was sufficiently Markovian.
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Figure 3.4: Temperature dependence of the T-jump induced relaxation rate
constants of C-Cap, N-Cap1, and N-Cap2 peptides, as indicated.

Figure 3.5: Temperature dependence of the folding and unfolding rate con-
stants of C-Cap and N-Cap1 peptides, as indicated. Solid lines are a guide to
the eye.
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3.4 Results and Discussion

3.4.1 Stability Characterization.

The α-helix stabilizing role of the bis-benzylic cross-linker has been demon-

strated previously by Wu et al.[212] Consistent with this notion, the CD

spectra of both C-Cap and N-Cap1 peptides at 5 ◦C are characteristic of

an α-helical conformation (Figure 3.2A). Interestingly, however, the CD spec-

trum of the N-Cap2 peptide shows a distinct difference, suggesting that this

peptide can also sample other conformation(s) besides the expected α-helical

and disordered structural ensembles (see below for further discussion). As

expected (Figure 3.2B), the CD thermal-melting curves (T-melts) of these

peptides, measured at 222 nm, indicate that the position of the cross-linker

and peptide sequence has a profound effect on the thermodynamic stability

of the α-helical structure. In particular, the results obtained for C-Cap and

N-Cap1 peptides, which only differ in the cross-linker position, reveal that

C-terminal cross-linking is more effective in stabilizing the α-helical structure

than N-terminal cross-linking. To further assess this difference, we estimated

the folding-unfolding thermodynamics of these two peptides by globally fit-

ting their CD T-melts to a two-state model, which assumes that the folded

CD baselines of these peptides, or the mean residue ellipticities of their folded

states are identical. As shown (Figure 3.14 and Table 3.3 in the Supporting

Information), this analysis yielded a thermal-melting temperature (Tm) of 8.3

◦C for C-Cap, which agrees with that determined by Wu et al.,[212] and a Tm

of -6.4 ◦C for N-Cap1. Because the thermal unfolding transition of N-Cap2

involves more than two conformational assembles, we did not attempt to fit its

CD T-melt. In addition, it is worth noting that these alanine-based peptides

contain a RAAR segment in the middle of the peptide sequence, which desta-

bilizes the α-helical conformation due to charge repulsion. Therefore, unlike

other α-helical peptides studied previously,[162] which contain Lys residues

that are four residues apart and hence lack such an effect, these short peptides
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do not show any appreciable folding without the cross-linker.[212]

3.4.2 Conformational Relaxation Kinetics.

As shown (Figure 3.15 in the Supporting Information), the amide I’ band

of C-Cap loses (gains) intensity at ∼1630 cm−1 (∼1665 cm−1) with increasing

temperature, which also manifests, as observed with other α-helical peptides,[164]

in the thermal unfolding of the underlying α-helical structure. Therefore, to

assess the kinetics of this conformational transition, we measured the transient

IR absorption kinetics of the peptide in question in response to a nanosecond

T-jump pulse. As shown (Figure 3.3), the T-jump induced conformational re-

laxation kinetic traces of both C-Cap and N-Cap1 peptides, measured at 1640

cm−1, can be satisfactorily described by a single-exponential decay function,

whereas that of N-Cap2 requires a biexponential function to fit. Interestingly,

as indicated (Figure 3.4), the relaxation rate constants of C-Cap and N-Cap1

peptides show quite different dependence on the final temperature. Moreover,

around room temperature the T-jump induced conformational relaxation of

N-Cap1 is significantly faster than that of C-Cap. For example, the relaxation

rate constant of N-Cap1 is ∼(162 ns)−1 at 19.8 ◦C, compared to ∼(472)−1 for

C-Cap at 20.3 ◦C.

The conformational relaxation rate constant (kR) of a two-state system is

the sum of the respective folding (kf ) and unfolding (ku) rate constants. There-

fore, to determine kf and ku from kR measured at a specific temperature, one

would also need to know the corresponding folding equilibrium constant (Keq),

which equals the ratio of kf and ku. For both C-Cap and N-Cap1 peptides,

we were able to further decompose the experimentally determined kR into kf

and ku using the respective folding-unfolding thermodynamics estimated from

their CD T-melts (Table 3.3 in the Supporting Information). As shown (Figure

3.5), the folding and unfolding rate constants of these two peptides not only

differ in values but also exhibit different dependence on temperature. More

specifically, those results indicate, in the temperature range of the experiment,
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a b c

C-Cap N-Cap1 N-Cap2

Figure 3.6: Implied time scale plots for (a) C-Cap, (b) N-Cap1, and (c) N-
Cap2. Shown are implied relaxation times from MSMs built using different lag
times. Six slow motions in total are shown in different colored lines. Uncer-
tainty estimates (standard deviations shown as shaded regions) were calculated
using a bootstrap procedure, whereby 20 different MSMs were constructed by
sampling the input trajectories with replacement.

that (1) the unfolding rate constant of C-Cap is not only slower but also more

sensitively dependent on temperature than that of N-Cap1, suggesting that

the unfolding process of the C-Cap α-helix involves a larger enthalpic barrier;

(2) the folding rate constant of N-Cap1 is essentially temperature independent,

suggesting that its folding process does not encounter a significant free energy

barrier; and (3) around room temperature the α-helix folding rate of N-Cap1

is much faster than that of C-Cap. Taken together, these differences indicate

that the role of an N-terminal cross-linker is to increase the α-helix folding

rate, whereas that of a C-terminal cross-linker is to decrease its unfolding rate

or to prevent it from unfolding. Moreover, it is worthy of mentioning that the

role of the D-alanine residue in C-Cap is to provide further stabilization of the

C-terminal end of the α-helix and that a previous study[232] has shown that

an individual C-terminal D-alanine only marginally affects the folding rate of

helical peptides. Considering the fact that the C-Cap α-helix is more stable

than the N-Cap1 α-helix, these kinetic results also offer practical insight into

the design of stable α-helices, namely, that decreasing the unfolding rate is a

more effective strategy than increasing the folding rate to increase the α-helix

stability.
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The kinetic results obtained with these two cross-linked peptides are also

useful in understanding how linear α-helices fold. A previous study by Serrano

et al.[188] showed that the T-jump induced conformation relaxation rate of an

alanine-based cyclic peptide (i.e., cyc-RKAAAD where the Lys and Asp side

chains are connected via a cyclization reaction), which folds into a single-turn

α-helix, is about (600 ns)−1 at room temperature. Interestingly, this relax-

ation rate is similar to that of C-Cap but is significantly different from that of

N-Cap1 (Figure 3.4). In fact, the conformational relaxation kinetics of C-Cap

are quite similar to those of cyc-RKAAAD in the entire temperature range

of the experiment (Figure 3.16 in the Supporting Information). Therefore,

given the structural similarity between cyc-RKAAAD and the cross-linked re-

gion in C-Cap and N-Cap1 peptides, these results suggest that the T-jump

induced conformational relaxation of C-Cap involves folding and unfolding of

the capped region and hence is slower, whereas that of N-Cap1 does not and

is therefore faster. In other words, the conformational transition of C-Cap

involves a helical and a nonhelical state and, as shown above, its unfolding

process encounters a larger enthalpic barrier. However, the conformational

transition of N-Cap1 takes places between a helical and a partial helical state

where the capped region is still folded and acts as a pre-existing helical nu-

cleus. As such, the folding process of N-Cap1 is expected to be dominated

by helical propagation events, leading to a faster and temperature-insensitive

folding rate, as observed (Figure 3.5). Together, these findings support an

α-helix unfolding mechanism wherein unfolding begins from the C-terminus,

which in turn suggests that the most productive folding pathway begins with

formation of an α-helical nucleus at the N-terminus. However, given the in-

trinsic complexity of the α-helix folding dynamics, there is always a possibility

that the presence of a cross-linker will lead to a fundamental change in the

underlying folding mechanism, hence making our interpretation incorrect.

In comparison to that of N-Cap1, the N-terminal TPAQ motif of N-Cap2 is

designed to further promote helix initiation and also provide additional helix

capping interactions.[212] Therefore, it is expected that the α-helical confor-
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mation of N-Cap2 is more stable than that of N-Cap1 (Figure 3.2B). However,

given the similarity between these two peptides, it is unexpected that the

T-jump induced conformation relaxation process of N-Cap2 occurs in a biex-

ponential manner (Figure 3.3B). Theoretically, such kinetic behavior indicates

that the folding process of N-Cap2 could proceed via one of the following mech-

anisms: (1) a single folding pathway involving an on-pathway intermediate; (2)

a single folding pathway involving an off-pathway intermediate; (3) two con-

nected folding pathways involving one folded state and two unfolded states;

(4) two separate folding pathways involving two folded states and two unfolded

states; (5) two connected folding pathways involving two folded states and one

unfolded state. While distinguishing among these possibilities is difficult, the

unique CD spectrum of N-Cap2 (Figure 3.2A) prompts us to suggest that the

last mechanism is the most probable. In other words, N-Cap2 can fold into

two different conformations, with one being an α-helix that is similar to that

formed by N-Cap1. In support of this notion, as indicated (Figure 3.4), the

rate constant of the fast component of the conformation relaxation kinetics

of N-Cap2 is identical to that of N-Cap1 within experimental uncertainty. In

addition, the fact that the slow relaxation component of N-Cap2 has a smaller

rate constant than that of C-Cap (Figure 3.4) suggests that this kinetic phase

is unlikely to arise from a conformation relaxation process involving unfolding

of the capped region.

To better elucidate these mechanistic hypotheses, we next performed MD

simulations to gain microscopic insight into the conformational relaxation ki-

netics of C-Cap, N-Cap1, and N-Cap2.

3.4.3 MD Simulations.

Comparison with experimental folding relaxation rates provides a stringent

test of the ability of all-atom simulations to accurately predict folding kinetics.

Using the Folding@home distributed computing platform, we obtained more

than 200 µs of aggregate trajectory data for each of the three cross-linked
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Figure 3.7: Comparison between the slowest relaxation time scales predicted
from MSMs and experimentally measured relaxation time scales. Experimen-
tal measurements made at ∼293 and 300 K are denoted by triangles and
circles, respectively. Uncertainties in the predicted values (vertical bars) were
calculated using a bootstrap procedure in which 20 different MSMs were con-
structed by sampling the input trajectory data with replacement. Coefficients
of determination (R2) calculated for the two temperatures are shown on the
lower right.

peptides and analyzed the results by constructing MSMs of the folding kinet-

ics, each comprising 500 metastable conformational states (see Experimental

Section).

3.4.4 Predicted Relaxation Time Scales from MSMs Agree

Well with Experiment.

An MSM is described by a matrix of transition rates Tij(τ) corresponding

to the probability of transitioning from state i to state j in some lag time

τ . Since the accuracy of this coarse-grained description of kinetics depends

on whether the lag time τ is long enough to approximate the dynamics as
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Markovian, it is typical to build a series of MSMs using a range of lag times

to find the best choice. The implied time scales for each cross-linked peptide,

plotted as a function of the MSM lag time, plateau after the lag time becomes

sufficiently long, indicating an appropriate choice of lag time to be 20 ns for

all three MSM models (Figure 3.6).

The slowest implied time scale of the MSM corresponds directly to the

experimentally observed relaxation rate kR = kf +ku. A comparison of exper-

imentally measured relaxation times (i.e., τR = k−1
R ) and the slowest implied

time scales predicted by the MSMs show remarkably good agreement (Fig-

ure 3.7). Absolute comparison of measured and predicted relaxation times at

300 K are, on average, within 0.6 orders of magnitude (i.e., rms deviations of

log10(τR)). The absolute agreement improves to within 0.4 orders of magnitude

if we compare the simulated relaxation times to experimental times measured

at ∼293 K. The larger uncertainty estimates for the slow kinetic phase of N-

Cap2 are due to finite sampling error, as simulated transition times begin to

approach the average trajectory length. Overall, the level of agreement be-

tween simulated and experimental folding times is comparable to the current

state-of-the-art method[191] with the MSMs being able to correctly predict

the rank order of folding times.

3.4.5 MSMs Reveal Non-native Interactions That Con-

tribute to Misfolded States.

Remarkably, the MSMs were able to correctly predict the existence of slow

and fast kinetic phases for N-Cap2 and single kinetic phases for C-Cap and

N-Cap1. A hallmark of two-state folding is a gap between the slowest implied

time scale and the next-slowest time scale, such that time-resolved experiments

may only be able to detect single-exponential relaxation kinetics. Whereas C-

Cap and N-Cap1 exhibit such a time scale gap, N-Cap2 does not (Figure 3.6),

instead showing two slow relaxation time scales in the range detectable by the

T-jump experiment.
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To better understand the microscopic interactions that might contribute

to the folding mechanism, we examined the structural features of long-lived

kinetic intermediates contributing to population flux in the MSM. A powerful

feature of the tICA approach is the ability to project high-dimensional simu-

lation trajectory data to a low-dimensional subspace representing the slowest

motions. Provided that the MSM is sufficiently fine-grained (in our case, 500

states), the most significant tICs should correspond to the slowest relaxation

eigenmodes of the MSM, a fact that has been exploited in much previous

work.[39, 226, 227, 228, 229, 230] Projections onto the two largest tICA com-

ponents show the broad contours of the folding landscape and reveal long-lived

kinetic intermediates.

For the C-Cap peptide, partially folded metastable states are separated

from the native state along largest tICA component (tIC1), indicating that

relaxation from these non-native states to the native folded structure corre-

spond to the slowest folding relaxation (Figure 3.8). These non-native states

are characterized by non-native backbone hydrogen-bonding interaction be-

tween Ala3/Ala4/Ala7 and Cys15/Ala14/Ala13 (upper left panel in Figure

3.8). The next-slowest motion, as seen from projections of the dynamics along

tIC2, is coupled to relaxations from another partially folded state stabilized by

a π-cation interaction between the Arg8/Arg5 side chain and the aromatic ring

on the capping group. Similar non-native interactions were observed in mis-

folded peptides simulated in previous work.[229] As evidenced by the smaller

kinetic barriers along tIC2, the MSM predicts a much faster relaxation time

scale likely to be undiscernible by a T-jump experiment.

For the N-Cap1 peptide, the two slowest folding relaxations are similar in

time scale and are both predicted to be faster than the slowest relaxation of

the C-Cap peptide, consistent with the experimental results. Compared to

the C-Cap peptide, the folding landscape is predicted to be more “downhill”,

with the tICA projection showing multiple partially folded states contributing

to the relaxation kinetics (Figure 3.9). The states most separated from the

native helix structure on the tICA landscape include partially folded structures
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with either a folded N-terminus or a folded C-terminus. Each of these states

has a low kinetic barrier for forming the native helical state, while remaining

kinetically separated from each other. Both the fast relaxation kinetics and

the shape of the tICA landscape are highly consistent with the hypothesis that

the N-Cap1 cross-linker is able to lower the nucleation barrier to folding.
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Figure 3.8: Trajectory data for C-Cap peptide projected to the 2D tICA
landscape, along with average atomic distances Ala3(O)-Cys15(N) (cyan),
Ala4(N)-Ala14(O) (red), and Ala7(Cα)-Ala13(Cα) (blue) as a function of tIC1

(bottom panel). Similarly plotted (left panel) are distances Arg8(Cξ)-capping
group (magenta) and Arg5(Cξ)-capping group (green) as a function of tIC2.
Selected snapshots (rainbow) are shown to represent featured conformation for
typical microstates.
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For the N-Cap2 peptide, the tICA landscape yields structural insight into

the fast and slow kinetic relaxations observed in experiment. As hypothe-

sized from the experimental kinetics and the unique CD spectrum, the slowest

relaxation process (along tIC1) appears to arise from the interconversion be-

tween two competing folded states: one state is the regularly folded α-helix,

while the other is a misfolded state with a hairpin structure stabilized by the

cross-linker (Figure 3.10). Unlike N-Cap1, which has polyalanine between the

N-terminal cysteines, N-Cap2 contains the sequence TPAQ, which is designed

to serve as an effective N-terminal cap of the α-helix. The formation of this

hairpin structure, which we do not observe for the other two peptides, may

be encouraged by the presence of both threonine, an amino acid with β-sheet

propensity, and proline, which can promote tight turns. The next-slowest re-

laxation (along tIC2) is predicted to result from the transitions of unfolded

structures to these two folded states. The time scale for this process is faster

than, and more similar to, the folding relaxation seen for the C-Cap peptide,

consistent with similar barrier-separated two-state folding to each competing

folded state.

3.5 Conclusion

While it has long been recognized that α-helices fold through a nucleation-

propagation mechanism, it remains unclear whether the (productive) nucle-

ation event occurs randomly or at a specific location within the peptide se-

quence. To provide insight into this question, herein we studied the folding

kinetics and mechanism of three cross-linked, alanine-based peptides (i.e., C-

Cap, N-Cap1, and N-Cap2) using T-jump IR spectroscopy and MD simula-

tions. Our T-jump IR measurements revealed that N-Cap1 folds and unfolds

faster than C-Cap. Since these two peptides differ only in their cross-linker

position and both are more stable than their uncross-linked counterpart, these

results demonstrate that a bis-benzylic cross-linker can promote α-helix for-

mation by either increasing the folding flux from the N- to C-terminus or
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Figure 3.9: Trajectory data for N-Cap1 peptide projected to the 2D tICA
landscape, along with average helix content computed using MDTraj algorithm
along tIC1 and tIC2.

deceasing the unfolding flux from the C- to N-terminus. Our MD simulations

not only validated this picture but also provided an atomistic description of

the folding landscape of these peptides. Taken together, these findings support

a folding-unfolding mechanism of linear peptides wherein the folding process

begins by forming a productive helical nucleus at the N-terminus, whereas

the reverse process or unwinding of the helical structure begins from the C-

terminal end of the α-helix. Interestingly, the T-jump induced relaxation

kinetics of N-Cap2, whose sequence is only different from that of N-Cap1 in

the N-terminal region, are more complex than those of N-Cap1 and C-Cap.

Our MSM analysis indicated that this is because this peptide can populate



74

tIC1

tIC
2

he
lix

 c
on

te
nt

 (%
)distance (Å)

unfolded state

folded 
state

misfolded 
state

partial helix and hairpin

T3OG-Q6N
T3N-Q6O

Figure 3.10: Trajectory data for N-Cap2 peptide projected to the 2D tICA
landscape, along with average helix content (blue) as a function of tIC1 and av-
erage atomic distances Thr3(Oγ)-Gln6(N) (red) and Thr3(N)-Gln6(O) (green)
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two folded conformations, with one being a regular α-helix and the other be-

ing a hairpin structure. It is somewhat surprising that N-Cap2 may not fold

uniquely to the intended α-helical state, as expected from the rational de-

sign of this peptide. Therefore, our results show the nontrivial challenge of

designing cross-linked or stapled α- helices, and the need for all-atom simu-

lations to quantitatively assess proposed designs. Another lesson underscored
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by this work is the synergistic nature of combing simulation methods with

experiments to achieve an atomic-level understanding of folding. MSM-based

approaches are a powerful tool for modeling long-time scale folding behavior

and providing a mechanistically interpretable picture of these processes. The

work presented here is further evidence of the level of quantitative predictive

power such models can achieve: not only do the MSM models well predict ab-

solute folding relaxation times, but they also correctly predict the rank order

of folding times of the three different designed peptides, as well as the existence

of slow and fast kinetic phases for N-Cap2. This quantitative accuracy, com-

bined with the ability to rationalize the mechanisms, suggests a much larger

role for all-atom simulation and MSM methods for peptide design, and the

need for developing more robust and efficient MSM-based algorithms for this

purpose.
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3.8 Appendix II: Supporting Information

3.8.1 Linear peptide synthesis.

The linear precursors of cross-linked peptides were synthesized using 9-

fluorenylmethoxy-carbonyl (Fmoc) chemistry. All peptides were synthesized

on a 0.1 mmol scale using a Biotage Initiator+ Alstra peptide synthesizer.

A typical reaction cycle includes Fmoc deprotection, washing, and coupling

steps. The deprotection was carried out for 5 min at 70 ◦C with 4.5 mL 20% 4-

methylpiperidine in DMF. A standard coupling step (for all amino acids except

histidine and cysteine) was done for 5 min at 75 ◦C with 5 equivalents Fmoc-

protected amino acids, 4.98 equivalents HCTU, and 10 equivalents DIPEA

(relative to the amino groups on resin) in DMF at a final concentration of

0.125 M amino acids. For histidine, a coupling reaction was done at room
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temperature for 30 min. Cysteine coupling was conducted at 50 ◦C. Peptide

cleavage was carried out in the presence of TFA/EDT/TIS (95:2.5:2.5, v/v) for

2 h at room temperature. The crude peptide was obtained after precipitation

in cold diethyl ether.

3.8.2 Peptide cross-linking.

Linear peptides (crude) were dissolved in a 1:1 (v/v) mixture of acetonitrile

and 100 mM NH4HCO3 solution (pH 8) at a concentration of 0.5 mg/mL and

then treated with TCEP (1.1 eq.) for 1 h at room temperature. α,α-dibromo-

m-xylene (1.5 eq. in 100 µL DMF) was added. The reaction progress was

monitored by analytical HPLC every 2 h. Extra alkylation agent can be added

if necessary. Upon completion, TFA was added to adjust the pH to 2-3.

3.8.3 Peptide purification and characterization.

Peptide purification was carried out on a Varian Prostar 210 HPLC system

with a Higgins C4 semi-prep column (10 µm, 250 × 10 mm) using solvent A

(0.1% TFA in water) and B (0.1% TFA in acetonitrile). After 5 min equi-

libration with 5% B at a flow rate of 5 mL/min, a gradient of 5–20% B in

15 min followed by 20–40% B in 100 min was used. The mass and purity of

synthesized peptides were verified by a Shimazu AXIMA MALDI-TOF mass

spectrometer and an HP 1100 analytical HPLC system, respectively (Figure

3.16).

3.8.4 Global Fitting of CD T-melts.

To extract folding-unfolding thermodynamics, the CD T-melts of C-Cap

and N-Cap1 were globally fit to the following equation:

θ(T ) =
θF +Keq(T )× θU

1 +Keq(T )
(3.1)

where

Keq(T ) = exp(−∆G(T )/RT ) (3.2)
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and

∆G(T ) = ∆Hm + ∆Cp · (T − Tm)− T · [∆Sm + ∆Cp · ln (T/Tm)] (3.3)

Here, θF and θU are the folded and unfolded CD baseline, respectively, Keq(T )

is the equilibrium constant for unfolding, Tm = δHm/δSm is the thermal melt-

ing temperature, δHm is the enthalpy change at Tm, δSm is the entropy change

at Tm, and δCp is the heat capacity change, which has been assumed here to be

zero. In the fit, both θF and θU were assumed to be temperature independent

and θF was treated as a global fitting parameter.

3.8.5 Molecular Dynamics Simulations

Crosslinked peptides were constructed using the AmberTools tleap pro-

gram. The non-natural amino acids were built using UCSF Chimera and

parameterized using the Generalized AMBER forcefield(GAFF)[233], with

partial charges computed using the AM1-BCC methods.[234] The ACPYPE

program[235] was then used to convert the topology file format for use with

the GROMACS.[13] To generate initial structures of massive explicit solvent

simulation, implicit solvent replica-exchange molecular dynamics (REMD)

simulations were performed using GROMACS 4.5.4.[13] AMBER ff99sb-ildn-

NMR force field[225] in conjunction with the OBC GBSA implicit solvation

model[236] was used. Stochastic (Langevin) integration was used with a time

step of 2 fs. Twenty-four replicas with temperatures exponentially spaced

from 300 to 450 K were chosen to ensure broad conformational sampling.

Each replica was running for 2 µs which yields 48 µs in total for each de-

sign. Exchanges were attempted every 10 ps. 10 conformations were taken

from the lowest temperature replica (300K) using k-centers clustering algo-

rithm in MSMBuilder3[48] based on root mean square deviation (rmsd). Cu-

bic periodic boxes were filled with solvated protein and counterions (∼100 mM

NaCl) to neutralize the system. A full list of particle numbers and box sizes

can be found in Table 3.2. Simulations were minimized and then pressure-

equilibrated at 1 atm for 200 ps using constant-pressure molecular dynamics
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coupled to a Berendsen thermostat with time constant 1 ps and compressibil-

ity 4.5 × 10−5bar−1 . Trajectory data was generated using constant-volume

molecular dynamics at 300 K, a stochastic (Langevin) integration with a 2

fs time step, and friction constant 1 ps−1, coupled to a Berendsen thermo-

stat. Hydrogen bonds were constrained using the LINCS algorithm[237], and

Particle Mesh Ewald electrostatics was used with nonbonded cutoffs of 9 Å.

Snapshots of protein atoms were recorded every 100 ps, and all atoms every 1

ns.

Table 3.2: Number of particles and periodic box sizes for each peptide
simulation.

Peptide Atoms Na+ Cl− H2O Box size

(nm)3

Time

(µs)

C-Cap 9288 6 7 3028 95.38 235.8

N-Cap1 11207 7 8 3667 115.29 228.8

N-Cap2 9273 6 7 3018 95.13 203.5

Table 3.3: Folding thermodynamic parameters obtained from N-Cap1 to a
two-state model (i.e. Eq. 3.1). The reference corresponding thermal melting
temperature (Tm).

C-Cap N-Cap1

∆Hm(kcal mol−1) -11.9 -9.1

∆Sm(cal mol−1 K−1) -42 -34

∆Cp(cal mol−1 K−1) 0 0

Tm(◦C) 8.3 -6.4
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Figure 3.11: Distributions of trajectory lengths shown as M(t), the number of
trajectories that reach a given length of time (t).



81

a b

Number of states

Number of states

G
en

er
al

ize
d 

M
at

rix
 R

ay
le

ig
h 

Q
uo

tie
nt

 (S
co

re
)

G
en

er
al

ize
d 

M
at

rix
 R

ay
le

ig
h 

Q
uo

tie
nt

 (S
co

re
)

G
en

er
al

ize
d 

M
at

rix
 R

ay
le

ig
h 

Q
uo

tie
nt

 (S
co

re
)

c Number of states

Figure 3.12: The generalized matrix Rayleigh quotient (GMRQ) method was
used to optimize the number of states for constructing an MSM of the stapled
peptide. Here, other model construction parameters are held fixed (i.e. 4 tICA
components, tICA lag time of 5 ns).
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Figure 3.13: Global fitting results of the CD T-melts of C-Cap and N-Cap1,
as indicated. The resultant thermodynamic parameters for folding are given
in Table 3.3.
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Figure 3.14: Difference FTIR spectra of the C-Cap peptide, which were gen-
erated by subtracting the spectrum collected at 12.9 ◦C from those collected
at higher temperatures, as indicated.
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Figure 3.15: Temperature dependence of the T-jump induced relaxation rate
constants of C-Cap and cyc-RKAAAD (Caged-P) peptides, as indicated.

Figure 3.16: Analytical HPLC traces and mass spectrometry data of N-cap1
peptide.
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CHAPTER 4

BINDING MECHANISM OF

PHENYLALANINE TO

REGULATORY ACT

DOMAIN OF HUMAN

PHENYLALANINE

HYDROXYLASE

4.1 Abstract

Phenylalanine hydroxylase (PAH) regulates phenylalanine (Phe) levels in

mammals to prevent neurotoxicity resulting from high Phe concentrations as

observed in genetic disorders leading to hyperphenylalaninemia and phenylke-

This chapter is published as: Yunhui Ge, Elias Borne, Shannon Stewart, Michael
R. Hansen, Emilia C. Arturo, Eileen K. Jaffe and Vincent A. Voelz. Simulation of the
regulatory ACT domain of human PAH unveil the mechanism of phenylalanine binding. J.
Biol. Chem., 2018, 293(51), pp 19532-19543. DOI: 10.1074/jbc.RA118.004909
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tonuria. PAH senses elevated Phe concentrations by transient allosteric Phe

binding to a protein–protein interface between ACT domains of different sub-

units in a PAH tetramer. This interface is present in an activated PAH (A-

PAH) tetramer and absent in a resting- state PAH (RS-PAH) tetramer. To

investigate this allosteric sensing mechanism, here we used the GROMACS

molecular dynamics simulation suite on the Folding@home computing plat-

form to perform extensive molecular simulations and Markov state model

(MSM) analysis of Phe binding to ACT domain dimers. These simulations

strongly implicated a conformational selection mechanism for Phe association

with ACT domain dimers and revealed protein motions that act as a gating

mechanism for Phe binding. The MSMs also illuminate a highly mobile hair-

pin loop, consistent with experimental findings also presented here that the

PAH variant L72W does not shift the PAH structural equilibrium toward the

activated state. Finally, simulations of ACT domain monomers are presented,

in which spontaneous transitions between resting-state and activated confor-

mations are observed, also consistent with a mechanism of conformational

selection. These mechanistic details provide detailed insight into the regula-

tion of PAH activation and provide testable hypotheses for the development

of new allosteric effectors to correct structural and functional defects in PAH.

4.2 Introduction

Phenylalanine hydroxylase (PAH; EC 1.14.16.1) functions in humans to

control free phenylalanine (Phe), an essential amino acid that is neurotoxic at

elevated levels. Failure to control Phe, most often due to defects in PAH, re-

sults in hyperphenylalaninemia or phenylketonuria (PKU), which is the most

common inborn error of amino acid metabolism. PAH catalyzes the conver-

sion of Phe to tyrosine at the enzyme active site but also binds Phe at an

allosteric site that sits at a subunit–subunit interface of a PAH tetramer. This

intersubunit interface, which is present in activated PAH (A-PAH) and absent

in resting-state PAH (RS-PAH), lies between ACT subdomains located diago-
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nally across the tetramer (Figure 4.1, a and b). ACT domains, which can serve

in ligand sensing, were named for the first three proteins in which they were

identified.[238] Phe stabilization of A-PAH controls the equilibrium between

RS-PAH and A-PAH and thus allows Phe to regulate PAH activity.[239] The

Phe-stabilized conformational change is coupled to exposure of the enzyme

active site,[240] thus activating the enzyme.

The crystal structure of a Phe-bound ACT domain dimer from truncated

human PAH (Protein Data Bank (PDB) code 5FII)[241] shows key differences

from a homology model of the putative ligand-free ACT domain dimer.[240]

The homology model was constructed using monomeric rat PAH (rPAH; see

Figure 4.5. for sequence comparison) ACT domain (PDB code 1PHZ) as a

template with the dimeric form modeled by threading onto the ACT domain

dimer from phosphoglycerate dehydrogenase (PDB code 1PSD). Unliganded

monomeric ACT domains have identical conformations in most available crys-

tal structures that represent RS-PAH (PDB codes 1PHZ, 2PHM, 5DEN, and

5FGJ).[242, 243, 244] This conformation differs from the Phe-bound crystal

structure (PDB code 5FII) by having a helical turn at residues 61–64 (e.g.

PDB code 5DEN), which, when overlaid on the Phe-bound ACT domain

dimer structure, fills the cavity of the allosteric Phe-binding site. The ho-

mology model and the crystal structure also differ in their β-strand register at

the dimer interface.

Molecular simulations of the homology model and crystal structure, in

monomeric and dimeric forms and in the presence and absence of Phe, offer

valuable insights into the Phe binding mechanism not available by other meth-

ods. Whereas previous experimental studies have estimated binding equilibria

for Phe to the preformed ACT domain dimer,[245] simulations can provide

estimates of Phe binding pathways and rates crucial to understanding the

molecular mechanism of allosteric activation.[246, 247, 248, 249, 250, 251] In

particular, because the putative unliganded homology model represents an

alternative dimer conformation where the monomers are very close to the

RS-PAH conformation, ab initio binding simulations can distinguish between
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conformational selection versus induced fit ligand binding mechanisms. More-

over, the conformational motions seen in molecular simulations can be used

to understand the effects of mutations and to generate testable hypotheses

about alternative conformational states that could be targeted by allosteric

effectors.[252]

Until now, only submicrosecond simulations of the ACT domain monomer

in the absence of Phe have been performed.[253] Here, ∼633 µs of trajectory

data obtained from parallel explicit-solvent molecular dynamics simulations

were performed and analyzed to elucidate 1) the conformational dynamics of

the ACT domain monomer, 2) the conformational dynamics of Phe-binding

encounter complexes of the ACT domain dimer, and 3) pathways and rates

of Phe binding to ACT domain dimer conformations. As described below,

Markov state model analysis of the trajectory data implicates a conformational

selection mechanism for Phe association with ACT domain dimers and reveals

key conformational motions coupled to Phe binding. One of these motions

corresponds to a ligand gating mechanism, whereas another reflects mobility

in a hairpin loop region. Experimental measurements on PAH with a bulky

amino acid substitution in this region do not show a shift in the RS-PAH to

A-PAH equilibrium, corroborating the role of flexibility in the hairpin loop.

4.3 Results

4.3.1 Estimates of binding rates of free Phe to the ACT

domain dimer.

Multiple independent methods were used to estimate Phe binding rates

to the preformed regulatory ACT domain dimer poses: 1) the distribution of

observed binding times, 2) the numbers of binding events, 3) implied timescales

from Markov state models, and 4) binding flux estimates from transition path

theory (TPT).
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Estimates of binding rates from the distribution of binding times.

Bayesian inference was used to estimate the rate of free Phe binding to an ACT

domain dimer from the distribution of binding times. Given N observed bind-

ing events, each with an observed time to binding ti, i = 1, 2..., N , each binding

time ti was assumed to come from a Poisson distribution, P (t|k) = kexp(−kt),
for some unknown binding rate, k. The likelihood of observing the data given

the rate k is P (t1, t2, . . . , tN |k) = ΠiP (ti|k) = kN exp (−k∑i ti). By Bayes’

theorem, the posterior probability of the value of k, given the observed bind-

ing times ti, is P (k|t1, t2, . . . , tN) ∝ P (t1, t2, . . . , tN |k)P (k) where P (k) is a

prior distribution. Two common choices were considered for the prior distri-

bution: the uniform distribution (P (k) ∼ 1) and the noninformative Jeffreys

prior (P (k) ∼ 1/k). Using the N = 29 observed binding times (Table 4.6), the

maximum posterior probability yields an estimate of k = 6.28 × 107s−1M−1

(95% confidence interval, 4.63 − 8.50 × 107s−1M−1) for uniform prior and

k = 6.03 × 107s−1M−1 (95% confidence interval, 4.65 − 8.54 × 107s−1M−1)

using a Jeffreys prior (Figure 4.14).

Estimates of binding rates from the number of binding events. As

described in Shirts and Pande,[254] simulating M parallel trajectories of a

Poisson process results in a probability of observing a binding event after time

t is given by PM(t) = Mk exp(−Mkt). Therefore, for a collection of tra-

jectories of different lengths, the expected number of binding events 〈n〉 is

〈n〉 =
∫
M(t)k exp(−M(t)kt)dt where M(t) is the number of trajectories that

reach a length of t.[121] Because the analysis suggests that only crystal-like

ACT domain dimer poses are competent for binding (see Figure 4.1g), a sub-

set of trajectory data corresponding to crystal-like dimer poses was analyzed

(starting conformations 0–9; Figure 4.15). The 29 binding events that were

observed (assuming ±5.2 from binomial finite sampling error) corresponds to

rates in the range of 2–6× 107s−1M−1 (Figure 4.16).
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Estimates of binding rates from a Markov state model of Phe bind-

ing. The slowest MSM implied timescale, τ1 = 256 ± 65 ns corresponds to

Phe binding (see Figure 4.2 and Figure 4.10). The observed relaxation rate

corresponding to two-state binding is therefore kobs = kon+koff = 1/cτ1 where

c = 99.52 mM is the effective concentration of Phe in the simulations. Because

koff � kon, the estimated binding rate is kon = 1/cτ1 = 3.9 × 107s−1M−1. A

bootstrap estimate of standard error in (ln τ1) yields upper and lower estimates

of 5.1 and 3.0× 107s−1M−1, respectively.

Binding rates estimated using multiple independent methods agree

well. Of the 480 trajectories generated, 29 independent Phe binding events

were observed. Binding was monitored using the average distance between the

Phe ligand and three residues that show close contact to the Phe ligands in

the Phe-bound ACT domain dimer crystal structure: Leu48, Leu62, and Ile65

(Figure 4.1c). From the distribution of observed binding times (Table 4.6), a

binding rate of 6 × 107s−1M−1 to the ACT domain dimer is inferred (Figure

4.1d). This value is corroborated by estimates from the number of binding

events and MSM-based rate estimates (Table 4.3).

Physiologically, the estimated binding rate is slower than the theoreti-

cal diffusion limit (∼ 109s−1M−1) in the range typical for small molecules

binding to protein targets.[255, 256] For comparison, the experimentally mea-

sured binding rate of benzamidine (similar in size to Phe) to trypsin is ∼
2.9 × 107s−1M−1.[257] It should be kept in mind that our rate estimate re-

flects the binding rate to the preformed ACT domain dimer and that ACT

domain dimerization would likely limit the rate of PAH activation at high Phe

concentrations.

Sample binding traces are shown in Figure 4.1 (e and f). Of the 29 binding

events, all but one are found in trajectories started from poses resembling

the liganded crystal structure (Figure 4.1g). The lone exception is found in

a trajectory for which an unliganded homology model–like dimer pose first

transitions to a more crystal structure–like pose before Phe binds (Figure 4.1,
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Table 4.1: Estimates of binding rates of free Phe to the preformed ACT domain
dimer. (The average of all methods is 5± 3× 107s−1M−1.)

Method Rate (×107s−1M−1 ) Uncertainty

(lower-upper bound)

Binding time

distribution

Uniform prior 6.28 4.63–8.50

Jeffreys prior 6.03 4.65–8.54

Numbers of binding

events

4.0 2.0-4.0

MSM implied

timescales

3.9 3.0-5.1

Transition path

theory

6.0 1.0–6.3

f and h, orange trace). This dimer pose may still be suboptimal for binding

because unbinding is later observed. No unbinding events are observed in the

28 other binding trajectories or in any of the simulations starting from the

Phe-bound crystal structure (PDB code 5FII).

The absence of simulated unbinding events is consistent with estimates

of unbinding rates. Zhang et al.[245] have used analytic ultracentrifugation

to estimate a dissociation constant (Kd) of 8.3µM for each Phe molecule’s

association to an ACT domain dimer. Using our estimated kon value, this

implies a Phe dissociation rate koff = kon/Kd of about 500 s−1 and would

suggest that millisecond-timescale trajectories would be required to observe

unbinding, whereas our longest trajectories are around 1 µs.
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Figure 4.1: ab initio binding simulations implicate a conformational selection
mechanism for Phe association with ACT domain dimers. a, the crystal struc-
ture of full-length tetrameric mammalian (rat) RS-PAH (PDB code 5DEN)
with two ACT domains shown in red. The other two ACT domains, uncol-
ored, are in the back. b, a model of A-PAH (human) prepared using the crystal
structure of the Phe-bound ACT domain dimer (PDB code 5FII). Again, two
ACT domains are colored red, and the two uncolored ACT domains are in
the back. c, average distances (Phe-C)–(Leu48-N), (Phe-Cξ)–(Ile65-Cβ), and
(Phe-N)–(Leu62-O) were used to monitor productive binding events using a
threshold of 0.375 nm. d, binding time distribution for 29 observed binding
events shown with a Bayesian estimate of the binding rate. e and f, example
traces for Phe binding trajectories (orange and green) shown with example
nonbinding trajectories (gray). The red line shows the average distance in the
crystal structure (PDB code 5FII). g, histogram of binding events for initial
conformations of the dimer suggests that a crystal-like dimer pose is necessary
for productive binding. Colored stars mark the starting dimer conformations
of the traces shown in e and f. Only one of the 29 binding trajectories starts
from a dimer pose close to the homology model (orange); this same trajectory
also contains the only unbinding event observed (see f). h, dimer trajectory
data projected to the 2D tICA landscape. Circles mark the initial dimer poses
with colored traces and binding events (stars) shown for the trajectories in e
and f.
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4.3.2 ab initio binding simulations implicate a confor-

mational selection mechanism for Phe association

with ACT domain dimers

To visualize the conformational dynamics of the collection of ACT domain

dimer poses seen in the ab initio binding trajectories, time-structure–based

independent component analysis (tICA) was performed to project trajectory

coordinates to a low-dimensional subspace representing the slowest motions of

the dimers. The largest tICA component (tIC1) shows slow interconversion

between crystal structure–like and homology model–like dimer poses, whereas

the next largest component (tIC2) shows motions corresponding to ACT do-

main dimer dissociation (Figure 4.1h). Dimer dissociation is not seen for crys-

tal structure–like poses. Despite the numerous interactions between free Phe

and the ACT domain dimer poses in the simulations, both ligand binding and

dimer association are found to be highly dependent on the dimer pose. This

finding suggests a conformational selection mechanism of Phe binding whereby

formation of a binding-competent dimer is required before association of Phe;

in other words, the formation of the bound dimer is not a Phe-induced con-

formational change.

Simulations of an ACT domain dimer in high concentrations of Phe ad-

ditionally provide a detailed picture of Phe-binding hot spots on the dimer

surface other than the allosteric Phe-binding site. Significant binding propen-

sity between free Phe and Phe80 (Figure 4.17) is observed, which is intriguing

because a somewhat buried Phe80 of RS-PAH participates in stabilizing that

subunit conformation through cation–π interactions with arginine residues on

both the catalytic and multimerization domains on the same subunit.[243] Fur-

ther analysis, however, suggests that the observed binding propensity arises

mainly from the high concentration of free Phe used in the simulations; on-

and off-rates suggest low overall affinity between free Phe and Phe80 of the

ACT domain dimer (Kd ∼ 200 mM; see Figure 4.18, and Table 4.7). Note

that Phe80, which is on the eight-stranded β-sheet of the ACT domain dimer,
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is predicted to be facing inward toward the C-terminal four-helix bundle of

the A-PAH tetramer model (refer to Figure 4.1b).

Simulations of the ACT dimer poses in the absence of Phe show dimer

dissociation for homology-like dimer poses but not for crystal structure–like

poses (Figure 4.1h). This finding is consistent with significant in vitro data

on the isolated PAH ACT domain that suggest spontaneous dimer formation

in the absence of Phe and the stabilization of this dimer in the presence of

Phe.[245, 258, 259] Other studies show that although full-length RS-PAH in

the absence of Phe samples both tetramer and dimer, the addition of Phe

favors a stable tetramer (presumably A-PAH).[240]

4.3.3 Simulated binding pathways reveal a binding gate

mechanism.

To elucidate the mechanism of Phe binding to the ACT domain dimer,

MSMs of the conformational dynamics associated with binding using the co-

ordinates of Phe ligands and the protein residues surrounding a single binding

site were constructed (see Supporting Information). Before doing this, how-

ever, the possibility of any Phe-binding cooperativity was probed by building

MSMs of both binding sites in the Phe-bound dimer (PDB code 5FII). The

results suggest that conformational dynamics in each binding site are inde-

pendent of each other (data not shown). Binding statistics also support non-

cooperative Phe binding to the pre-formed dimer: of the 29 binding events

observed in 480 trajectories, two of those 29 trajectories show double Phe

binding events (Figure 4.19), consistent with a ∼6% independent probability

of observing binding for each site (29/480 ≈ 2/29). Consistent with this result

are experimental measurements of Phe-dependent ACT domain dimerization

in which the model that best fit sedimentation data was the one with identical

and independent Phe binding to the preformed ACT domain dimer[245] as well

as isothermal titration calorimetry studies of the truncated ACT dimer.[244]

We then proceeded to construct an MSM of 75 metastable conformational
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Figure 4.2: Simulated binding pathways reveal a ligand gating mechanism. a
and b, the slowest dynamics (along tIC1) corresponds to a binding gate motion
coupled to Phe association, whereas the next-slowest dynamics corresponds to
a hairpin loop motion. The interresidue distances that change greatly during
these motions are shown in blue and pink, respectively. c, trajectory data are
shown projected to the 2D tICA landscape along with average atomic distances
(Val45-Cα)–(Val60-Cα) (blue) and (Leu72-Cβ)–(Glu78-Cα) (magenta) as a
function tIC1 and tIC2, respectively. Yellow stars denote Phe binding events.
Black stars show the locations of snapshots shown in d and e. Representative
snapshots (tan) are shown of an open binding gate conformation (b) and the
Phe-bound structure after binding (e). For comparison, each are superposed
with the crystal structure of Phe-bound ACT domain dimer (transparent gray)
(PDB code 5FII).
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states for Phe ligands and protein residues surrounding a single binding site.

The results reveal structural intermediates along the Phe binding pathway

coupled to protein dynamics (Figure 4.2). The tICA projections show that

the slowest-timescale motions are coupled to binding events with the most

significant changes in interresidue distances corresponding to residues that

gate the entry of Phe (Glu44/Val45 and Asp59/Val60/Asn61) (Figure 4.2,

blue). Strikingly, the MSM shows that the protein loop containing Val45 must

swing open to allow access to the binding site. In all binding trajectories,

this gate must open before binding can occur. Once the ligand is bound, the

gate closes, helping to stabilize the bound state. More details describing this

motion can be found in Table 4.8 and Figure 4.20 and 4.21. In the absence of

free Phe, the slowest two motions of the dimer are also found to occur within

the same area that functions as the binding gate for Phe binding (Table 4.10

and Figure 4.22). This suggests that this intrinsic motion is independent of

Phe concentration, again consistent with conformational selection.

The next-slowest conformational motion corresponds to bending of the

hairpin loop containing Leu72 (Figure 4.2, magenta). Although this motion

occurs on a timescale (∼100 ns) similar to that of binding, it does not appear

coupled to binding; binding occurs regardless of whether the hairpin loop is

bent. Using transition path theory, it is estimated that about 8% of bind-

ing flux occurs through bent-hairpin pathways (Figure 4.12). The mobility of

this hairpin loop helps explain a number of experimental observations. First,

in the crystal structure of the Phe-bound ACT domain dimer (PDB code

5FII), Leu72 is unresolved in one of the four chains, indicative of high mobil-

ity. Second, hydrogen/deuterium exchange studies on full-length rPAH[260]

showed that a peptide containing residues 67–81, which includes a significant

portion of the β-strands on either side of the hairpin loop containing Leu72,

displays modest hydrogen/ deuterium exchange. There is no difference in hy-

drogen/deuterium exchange for the peptide in the absence or presence of 5

mM Phe, which is consistent with the prediction from the current molecu-

lar dynamics simulations that the hairpin loop’s mobility is inherent to the
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structure and not dependent on Phe binding.

4.3.4 The mutation L72W does not shift the PAH struc-

tural equilibrium toward A-PAH.

To investigate the mobility of the hairpin loop region, the L72W variant

of the rat protein was prepared and tested for the robustness of the RS-PAH

⇔ A-PAH structural equilibrium. In the full-length crystal structure of rat

RS-PAH[243], the hairpin loop containing Leu72 is located between the mul-

timerization domain and a neighboring catalytic subunit. This is in contrast

to an early composite homology model of RS-PAH, made by combining two

two-domain PAH structures, both containing the catalytic domain, which sug-

gested a potential clash between Leu72 of the ACT domain and Ile432 in the

multimerization domain.[243, 261]

The RS-PAH⇔ A-PAH structural equilibrium was characterized via mea-

surements of the enzyme’s kinetics, intrinsic Trp fluorescence, and affinity for

an ion-exchange resin as described below. Taken together, these data are uni-

formly consistent with the notion that position 72 can accommodate a large

bulky amino acid without significantly shifting the RS-PAH ⇔ A-PAH struc-

tural equilibrium.

The first, most straightforward measure of the position of the RS-PAH

⇔ A-PAH equilibrium is the assessment of PAH catalytic activity with and

without preincubation with Phe. It is well established that the initial velocity

of a PAH activity assay is dramatically dependent upon the order of addition of

assay components.[240] This occurs, in part, because the substrate Phe is also

an allosteric activator.[239] Thus, one measure of the position of the RS-PAH

⇔ A-PAH is the -fold activity activation seen when PAH is preincubated with

Phe prior to the assay. Table 4.2 includes the kinetic parameters for rPAH

and L72W. Vmax values for L72W are comparable with the rPAH protein,

whereas the Km values for Phe for L72W are elevated ∼ 2–3-fold. For rPAH

and L72W, the -fold activation values by preincubation with 1 mM Phe are
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comparable and within the range of published values, consistent with L72W

existing predominantly as RS-PAH in the absence of Phe.

Table 4.2: Kinetic parameters for the PAH-catalyzed production of tyrosine
from Phe at pH 7.25 and 25 ◦C. The reported fold activation is the ratio of
Vmax values. The value in parentheses is the ratio of values when the assay
is done at 1 mM Phe. The latter is included because it is the “standard”
approach to reporting activation ratios in the PKU literature.

Variant Preincubation

with Phe

Apparent

Vmax (nmol

tyrosine

min−1

mg−1)

Apparent

Km for

Phe

(µM)

Hill co-

efficient

Fold activa-

tion Vmax (1

mM Phe)

rPAH - 969±163 273±78 1.8±0.7 5.5(6.9)

rPAH + 5383±139 148±8 2.9±0.4

L72W - 1189±33 678±39 1.4±0.1 3.9(4.9)

L72W + 4584±76 532±16 2.1±0.1

The intrinsic fluorescence of mammalian PAH, which also changes dramat-

ically upon allosteric activation, provides a second measure of the position of

the RS-PAH ⇔ A-PAH equilibrium. A red shift is observed upon addition of

Phe to PAH as was first reported by Kaufman and co-workers.[262] The fluo-

rescence change was later determined to arise predominantly from a change in

the environment of Trp120.[263] Trp120 is near the hinge between the regula-

tory and catalytic domains of PAH that is predicted to rotate ∼90◦ during the

RS-PAH to A-PAH transition, thus changing the Trp120 environment. Figure

4.3a shows the intrinsic fluorescence for rPAH and L72W before and after the

addition of 1 mM Phe. It is not surprising that the intrinsic fluorescence of

L72W is not identical to rPAH due to the addition of a tryptophan at position

72. Nevertheless, the similar extent of fluorescence red shift between rPAH

and L72W observed upon addition of 1 mM Phe is consistent with the variant

existing predominantly as RS-PAH in the absence of added Phe and transi-

tioning to A-PAH upon addition of Phe. No additional red shift was observed
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when Phe was increased to 5 mM (not shown).

The third measure of the position of the RS-PAH⇔ A-PAH equilibrium is

the behavior of the protein during ion-exchange chromatography (IEC) with

and without inclusion of Phe in the running buffer. It was previously shown

that inclusion of 1 mM Phe in the column buffer increases the retention of

rPAH to a Q column.[240] Figure 4.3, b and c, illustrate this phenomenon for

rPAH and L72W at 0 and 1mM Phe. As before, 1mM Phe causes a dramatic

increase in protein retention for rPAH (Figure 4.3b). This shift is interpreted

as indicative of the RS-PAH to A-PAH transition. For L72W, whose intrinsic

affinity for the IEC column is greater than rPAH, 1 mM Phe causes a similar

increase in retention on the IEC column (Figure 4.3c).

4.3.5 Simulations of the ACT domain monomer reveal a

spontaneous transition between A-PAH–like and

RS-PAH–like conformations.

Although crystal structures of monomeric ACT domains (e.g. PDB code

5DEN) show a helical turn at residues 61– 64, the recent structure of a Phe-

bound ACT domain dimer (PDB code 5FII) shows these residues in a β-

strand conformation, which likely enables Phe to bind at the dimer interface.

To examine whether these RS-PAH–like and A-PAH–like conformations can

interconvert via intrinsic conformational dynamics of the monomer, over 185

µs of trajectory data were obtained using simulations initiated from the 21

interpolated poses, with and without Phe, according to a similar protocol as

was used for the dimer simulations.

A 2D tICA projection of the trajectory data shows that the slowest motion

corresponds to transitions between RS-PAH–like and A-PAH–like conforma-

tions (Figure 4.4), both in the absence and presence of Phe (Figures 4.23–4.25).

In the RS-PAH–like conformation, Leu62, Thr63, and His64 have an α-helical

backbone conformation, stabilized by a hydrogen bond between Asn61(Oδ)

and Thr63(NH). The His64 side chain is near the backbone carbonyl oxygen



100

Figure 4.3: Evaluation of the RS-PAH N A-PAH equilibrium for rPAH and
L72W. a, intrinsic protein fluorescence for rPAH (black) and L72W (red) in
the absence (solid lines) and presence (dashed lines) of 1 mM Phe. b, ion
exchange behavior of rPAH at 0 (black) and 1 mM (red) Phe. c, ion exchange
behavior of L72W at 0 (black) and 1 mM (red) Phe. mAU, milli-absorbance
units; mS, millisiemens.

of His, preventing cross-strand H-bonding. Transition to an A-PAH–like con-

formation occurs via Leu62 and His64 transitioning to a β-sheet backbone

conformation, allowing Thr63 to form a backbone hydrogen bond with His82
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with rotation of the His64 side chain to form a hydrogen bond with Glu66. In

over 91 µs of trajectory data for the monomer in the absence of free Phe, 35

and 80 independent transitions were observed from RS- to A-PAH–like con-

formations and from A- to RS-PAH–like conformations, respectively, with 10

trajectories containing two interconversions. In the presence of free Phe (over

95 µs of trajectory data), 20 and 6 transitions were observed, respectively.

To estimate the timescales associated with the RS-PAH–like to A-PAH–like

transition, a 40-state MSM was constructed from the trajectory data of the

monomer in the absence of free Phe. Interconversion rates, estimated using

transition path theory and MSM-implied timescales, suggest roughly equal

interconversion rates on timescales ranging from 3 to 14 µs (Table 4.9).

The second-slowest motion identified in the monomer trajectory data cor-

responds to a transition to an off-pathway state in which the His64 side chain

favorably stacks with Phe74, disrupting β-strand pairing (see Figure 4.4). This

conformation is partially stabilized by a salt bridge between Arg71 and Glu78

whose formation is facilitated by the same hairpin loop motions seen in the

dimer simulations. Rates and binding affinities were also estimated for free

Phe binding to both the allosteric binding site and Phe80 on the monomer us-

ing methods similar to the presented analysis of the ACT dimer; in all cases,

similar association and dissociation rates, which are close to the diffusion limit,

were found, and there was negligible binding affinity (Table 4.11).

4.4 Discussion

Our combined simulation and experimental study gives unprecedented in-

sights into the conformational dynamics of the regulatory ACT domain of

PAH and the molecular mechanism by which free Phe binds these domains.

In both the absence and presence of free Phe, simulations of monomeric and

dimeric ACT domains suggest that spontaneous transitions occur between RS-

PAH–like and A-PAH–like conformations. MSM analysis of ab initio binding

simulations suggests that Phe binding is only possible when the ACT domains
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Figure 4.4: Simulations of the ACT domain monomer reveal spontaneous tran-
sitions between RS-PAH–like and A-PAH–like conformations in the absence of
Phe. a, monomer trajectory data projected to the 2D tICA landscape shows
that RS-PAH–like (b) and A-PAH–like (c) conformations are significantly pop-
ulated metastable states. Atomic distances are shown to highlight structural
changes: along tIC1, (His64-Nδ1)–(His82-O) (red), (His64-Nε2)–(His82-O)
(green), and (Thr63-Cα)–(His82-Cα) (black); along tIC2, (Arg78-Cξ)–(Glu78-
Cδ) (pink) and (His64-Cγ)–(Phe79-Cγ) (blue). Ribbon structures (tan) show
selected conformations from the simulation trajectory data superposed with
ACT domain crystal structures (transparent gray) representative of the RS-
PAH state (PDB code 5DEN) and A-PAH state (PDB code 5FII). Key struc-
tural details for RS-PAH–like (d) and A-PAH–like (e) states are shown. f, an
off-pathway conformational state sampled by the simulations.

are dimerized in an A-PAH–like pose, thus following a conformational selection

mechanism.

Our simulations of the PAH regulatory domain are the most extensive to
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date and the first to incorporate information about the ACT domain dimer.

Prior molecular dynamics studies of allosteric Phe binding to PAH considered

a putative allosteric Phe site in RS-PAH.[253, 264] Those studies were initiated

prior to the original suggestion of an allosteric Phe site on A-PAH ACT domain

dimer[240] and completed coincident with the publication of the Phe-bound

ACT domain dimer structure.[241] An allosteric Phe-binding site on RS-PAH

is not supported by recent crystal structures of RS-PAH obtained at high

concentrations of Phe.[244]

A unique aspect of the current simulation work is the opportunity to ob-

serve the statistics of Phe binding events across large data sets of parallel

simulations and compare rate estimates from direct observations (i.e. distri-

butions of binding times and numbers of events) with rate estimates derived

from MSM methods (i.e. implied timescales and TPT). The estimates agree

well with each other, validating the accuracy of the MSMs. The MSMs, how-

ever, provide a wealth of information about how conformational motions of

the ACT domain dimer are coupled to binding, which is difficult to obtain by

other means.

An additional strength of the current study is the comparison of ACT

domain simulations in both the absence and presence of Phe (∼100 mM; to

observe sufficient binding statistics). Although some superficial differences in

simulations performed with and without Phe are observed, there is good reason

to believe that the conformational dynamics of both monomeric and dimeric

ACT domain are mostly independent of Phe concentration. Root mean square

fluctuations of dimer and monomer residues are similar in the presence and

absence of Phe (Figure 4.26). The ACT domain has similar fluctuations in

both monomeric and dimeric forms except for the binding gate region, which

has smaller fluctuations in the dimer (Figure 4.27).

The simulations identify two motions important to PAH function. One is a

“binding gate” motion in which the helices containing Val45 and Val60 on op-

posite subunits must open to allow entry and association of Phe. Remarkably,

it appears that opening of the binding gate is required for binding, which in
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turn may have important functional implications. The disease-associated vari-

ant G46S dramatically reduces allosteric Phe binding and has been recently

found to promote insoluble aggregates in vitro,[241, 265] consistent with the

importance of conformational dynamics in this region. Furthermore, the open

states of the binding gate predicted from the simulations may serve as potential

cryptic binding sites that can be targeted by small-molecule drugs.[252, 266]

For instance, it may be possible to discover allosteric effectors that bind the

dimer interface much like Phe but are better optimized to bind the “open

gate” dimer pose.

Another key motion identified in the simulations is in the “hairpin loop”

region of the ACT domain that is flexible and populates multiple conforma-

tional states in simulations of both dimer and monomer poses. The experi-

mental studies presented here indicate that a bulky mutation at the hairpin

loop does not shift the PAH structural equilibrium toward the A-PAH state;

rather, it is likely accommodated by the loop’s inherent mobility.

Missing from our current mechanistic picture of PAH activation are in-

formation about the rates and pathways by which regulatory ACT domains

dimerize and how this dimerization is coupled to conformational changes in

the PAH tetramer that accompany enzyme activation. In the future, we

hope to gain further insight into this process by using new MSM methodolo-

gies along with biased conformational sampling to estimate rates, pathways,

and affinities of ACT domain dimerization from simulations. Several disease-

associated PAH variants with mutations in the regulatory ACT domain have

been characterized,[267] providing an exciting opportunity to use simulation

studies to determine the extent to which mutations perturb the dimerization

process as opposed to ligand binding.

4.5 Conclusions

In this work, we used over 633 µs of explicit-solvent trajectory data to

assemble a detailed mechanistic picture of how free Phe associates with the
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regulatory ACT domain dimer of phenylalanine hydroxylase. An MSM analy-

sis of ab initio binding pathways and rates strongly suggests a conformational

selection mechanism in which binding can only occur to a pre-formed dimer

in an activated pose. The MSM analysis identifies two important motions in

the regulatory ACT domain dimer: 1) a ligand gating mechanism in which the

opening of a binding gate is required to allow ligand entry and 2) a hairpin

loop motion. We give evidence for the importance of mobility in this hairpin

through experimental studies showing that the L72W variant does not shift the

structural equilibrium of the enzyme toward the activated state. ACT domain

monomer simulations reveal spontaneous transitions between A-PAH–like and

RS-PAH–like conformations. Structural intermediates identified from the sim-

ulations may be helpful in future studies of disease-associated mutations and

provide new directions toward the development of phenylketonuria therapeu-

tics.

4.6 Computational methods

Simulation setup. To test whether Phe could induce tightly bound dimer

con- formations from states other than the crystal structure of the Phe-bound

ACT domain dimer (PDB code 5FII), parallel simulations were initiated from

21 minimized and equilibrated structures. These structures were generated by

interpolation from the crystal structure (with Phe removed) to the unliganded

ACT domain dimer (i.e. the homology model) via a rigid-body morphing

algorithm[268] implemented in UCSF Chimera[269] (Figure 4.6). Simulation

systems were prepared for the following structures: 1) the crystallographic

dimer bound by two Phe ligands, 2) the 21 morphed dimer poses in the absence

of free Phe ligand, and 3) the 21 morphed dimer poses in the presence of 19 free

(unbound) Phe at an effective concentration of 99.5 mM. A similar strategy

was used in a series of monomer simulations including only one chain of the 21

morphed dimer poses (Figure 4.7). A molecular topology for the zwitterionic

Phe ligand was constructed using the AmberTools software package.[270] The
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antechamber program was used to derive partial charges using the AM1-BCC

method[271] (Figure 4.8), and force field parameters were provided by the

general Amber force field (GAFF).[272] The ACPYPE program[235] was then

used to convert the topology file format for use with the GROMACS molecular

dynamics package.[273]

Parallel molecular dynamics simulations were performed using GROMACS

4.5.4 on the Folding@home distributed computing platform.[32] The AMBER

ff99sb-ildn NMR force field[225] was used in combination with the TIP3P

explicit-solvent model. Cubic periodic boxes of (∼7 nm)3 were filled with

solvated protein and counterions (∼100 mM NaCl) to neutralize the system.

A full list of particle numbers and box sizes can be found in Tables 4.3 and 4.4.

Simulations were minimized and then pressure-equilibrated at 1 atm for 200 ps

using constant-pressure molecular dynamics coupled to a Berendsen barostat

with a time constant of 1 ps and compressibility of 4.5×10−5 bar−1 . Trajectory

data were generated using constant-volume molecular dynamics at 300 K, a

stochastic (Langevin) integration with a 2-fs time step, and friction constant

of 1 ps coupled to a Berendsen thermostat. Hydrogen bonds were constrained

using the LINCS algorithm,[237] and particle mesh Ewald electrostatics was

used with nonbonded cutoffs of 9 Å. Snapshots of protein atoms were recorded

every 100 ps, and all atoms were recorded every 1 ns. The average trajectory

length was over 200 ns, and the longest trajectory was over 1.3 µs (Table 4.5).

Time-lagged independent component analysis. tICA was applied to

interatomic distance observables (Figure 4.9) to determine the conformational

degrees of freedom along which the most time-correlated (i.e. slowest) mo-

tions occurred in the simulations.[51, 125, 274] The tICA components (tICs)

are found by maximizing the objective function
〈
αi
∣∣C(∆t)

∣∣αi〉 subjected to cer-

tain constraints where |αi〉 are the tICs, and C(∆t) is a time-lagged correlation

matrix of elements Cij = 〈xi(t)xj(t+ ∆t)〉 for (zero-mean) structural observ-

ables xi and xj. The tICA calculations were performed with MSMBuilder[48]

using a tICA lag time of ∆t =5 ns. Additional details can be found in the
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supporting methods.

Markov state model construction. MSMBuilder[48] was used to con-

struct MSMs from the simulation trajectory data. To adequately capture the

important conformational motions associated with binding, MSMs were con-

structed from 28 trajectories of Phe binding events (∼11.3 µs in total) and 29

trajectories starting from the Phe-bound crystal structure (∼12.3 µs in total)

where the Phe remained bound. The final MSM consisted of 75 metastable

conformational states obtained by k-centers clustering of trajectory data pro-

jected to the four largest tICA components. The matrix of transition probabil-

ities T(τ) between metastable states for a given lag time τ were computed from

the observed numbe of transitions using a maximum-likelihood estimator that

enforces detailed balance. The slowest relaxation timescales of the dynamics,

i.e. the so-called implied timescales, are given by τn = −τ/(lnµn) where µn

are the largest eigenvalues of T(τ). Implied timescales were calculated as a

function of lag time plateau beyond a lag time of 20 ns, indicative of Marko-

vian dynamics (Figure 4.10). Therefore, a lag time of τ = 20 ns was chosen

to construct the final MSM. The optimal number of metastable states (75)

for MSM construction was determined using the generalized matrix Rayleigh

quotient (GMRQ) variational cross-validation method[127] (Figure 4.11).

Transition path theory analysis. TPT[275, 276] was used to estimate

binding pathways, fluxes, and rates using the 75-state MSM of Phe association

constructed as described above. TPT uses the transition probability matrix

T(τ) to solve a set of self-consistent equations to obtain commitor values q+
i

for every state i. The commitor value q+
i is the probability that a trajectory

started from state i will reach a set of sink states (B) before reaching a set

of source states (A). Once the commitor values are determined, the reaction

rate kAB can be computed as follows.

kAB =
F

τ
∑

i πi
(
1− q+

i

) (4.1)
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F =
∑
i∈A

∑
i/∈A

πiT
(τ)
ij q

+
i (4.2)

where F is the total flux and πi is the equilibrium population of state i. The

rate kAB is the expected number of observed A → B transitions per time unit

τ , which can be converted to a predicted rate constant by k
′
AB = kAB/c where

c is the simulated molar concentration (see Figures 4.12 and 4.13 for more

details).

4.7 Experimental procedures

Plasmid construction The rPAH gene was amplified from pERPH5[277]

using primers 5’-AGATTGGTGGCGCAGCTGTTGTCCTGGAGAATGG-3’

and 5’-GAGGAGAGTTTAGACTTACGACTTTATCTTCTGCAG-3’ and in-

serted into pETHSUL (a gift from P. J. Loll) using the ligation-independent

cloning method.[278] The sequence-confirmed construct is named pMRH162.

The L72W mutation was introduced by GeneWiz, resulting in a plasmid named

pMRH162-L72W. The entire PAH gene sequences of both plasmids were ver-

ified (GeneWiz).

Protein expression and purification Work with PAH variants designed

to have a shifted quaternary structure equilibrium required abandoning the

traditional purification of mammalian PAH, which takes advantage of the high

affinity of A-PAH for phenyl-Sepharose resin and the low affinity of RS-PAH

for the same resin.[279] In this method, inclusion/exclusion of Phe from the

chromatography buffer drives effective protein purification. For PAH variants

designed to shift the RS-PAH ⇔ A-PAH equilibrium, a cleavable N-terminal

His6-SUMO purification tag, wherein the cleaved PAH starts at Ala2, was

chosen. In addition, L72W expression was carried out in the presence of the

GroEL/GroES chaperone.[280]

For L72W, the His6-SUMO fusion construct was expressed and purified
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as follows. Escherichia coli BL21(DE3), containing plasmids pGro7[280] and

pMRH162-L72W, was grown overnight at 37 ◦C in 2 × YT medium supple-

mented with 100 µg/ml ampicillin, 25 µg/ml chloramphenicol, and 1% glucose.

The overnight culture was used to inoculate 6 liters of 2 × YT medium sup-

plemented with 100 µg/ml ampicillin, 25 µg/ml chloramphenicol, 3.33 mM

arabinose, 10 µM FeCl3, and 4 mM MgSO4 and grown at 25 ◦C. Protein

expression was induced with 0.5 mM isopropyl 1-thio-β-D-galactopyranoside

once the A600 reached 0.5 and grown overnight at 18 ◦C. Cells were harvested

after 29 h, flash frozen in liquid N2, and stored at -80 ◦C. Expression of rPAH

from the His6-SUMO fusion was carried out similarly in the absence of the

pGro7 plasmid.

Protein purification was as follows. Specifics are provided for L72W. A cell

pellet (20 g) was thawed and resuspended in 92 ml 50 mM Tris-HCl (pH 7.4),

0.5 M NaCl, 50 µM EDTA, 10% glycerol, 20 mM imidazole, and 0.1% Triton

X-100 (Buffer Ni-20). Cells were lysed by passing through a cell press eight

times. Following centrifugation, the supernatant was passed through 0.45-

µm Millex filter (Millipore) and applied onto a prepacked HisTrap HP (GE

Healthcare) 5-ml column pre-equilibrated with Buffer Ni-20. After extensively

washing with Buffer Ni-20, the fusion protein was eluted in 50 mM Tris-HCl

(pH 7.4), 0.5 M NaCl, 50 µM EDTA, 10% glycerol, 0.1% Triton X-100, and

500 mM imidazole (Buffer Ni-500). Fractions (containing ∼120 mg of fusion

protein) were pooled, 120 µg of the catalytic domain of the Saccharomyces

cerevisiae SUMO hydrolase[278] was added, and the mixture was dialyzed

overnight at 4 ◦C against 2 × 2 liter of buffer without imidazole (BufferNi-0).

The digested dialyzed protein (22 ml) was loaded onto the HisTrap column

that was pre-equilibrated with Buffer Ni-20. Detagged protein came out in

the flow-through and Buffer Ni-20 wash. The pooled protein (∼88 mg) was

dialyzed overnight against 30 mM Tris-HCl (pH 7.4) and 15% glycerol.

The dialyzed sample (30 ml; 4.38 mg/ml) was passed through 0.45-µm

Millex filter. Further purification was done in two batches on a 1-ml HiTrap Q

HP column (GE Healthcare) pre-equilibrated with 95% 30 mM Tris-HCl (pH
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7.4) and 15% equilibrated with 30 mM Tris-HCl (pH 7.4), 15% glycerol, 20

mM KCl. Once the protein was loaded onto the column in this buffer, it was

eluted in a 30-column volume linear gradient of the same buffer varying the

KCl from 20 mM to 400 mM. Fractions (2 ml) containing PAH protein were

flash frozen and stored at -80 ◦C.

PAH activity assays PAH activity was measured at 25.0 ◦C by following

tyrosine fluorescence intensity at an excitation wavelength of 275 nm and an

emission wavelength of 305 nm using a PTI Fluorescence System spectropho-

tometer equipped with a USHIO xenon short arc lamp and Felix for Windows

software. The standard assay mixture (2-ml final volume) contained 20 mM

Bistris propane (pH 7.3), L-phenylalanine (at 10 µM, 50 µM, 100 µM, 200

µM, 300 µM, 600 µM, 800 µM, and 1 mM), 10 µM ammonium Fe(II) sul-

fate hexahydrate, 40 µg/ml catalase (Sigma; bovine liver, aqueous suspension,

CAS 9001-05-2, catalogue number C30-100 mg), 75 µM tetrahydrobiopterin

(Sigma), and 75 µM dithiothreitol (Fisher). Approximately 2–8 µg of PAH

protein was preincubated for 60 s in a total of 22 µl of assay mixture without

Phe (for the -Phe condition) or with Phe in a concentration equal to the assay

mixture (for the +Phe condition). That preincubation mixture (20 µl) was

then added to 1980 µl of reaction mixture, and data collection was started af-

ter 20 s. Although hysteresis can be observed, tyrosine production during the

first 50 s is nearly linear and is used to calculate initial velocity. Tyrosine con-

centration was determined from a calibration curve using 10–40 µM L-tyrosine

in assay buffer. Data were plotted using SigmaPlot and fit to a sigmoidal Hill

equation yielding apparent Vmax, Km, and Hill coefficient values.

PAH intrinsic fluorescence determination PAH intrinsic fluorescence

was measured at 25.0 ◦C with an excitation wavelength of 295 nm and an

emission spectrum of 305–400 nm using a PTI Fluorescence System spec-

trophotometer equipped with a USHIO xenon short arc lamp and Felix for

Windows software. PAH, which had been eluted from a preparative HiTrap
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Q run, was diluted to a concentration of 0.5 µM subunit in 2 ml of 30 mM

Tris-HCl (pH 7.4) and 150 mM KCl. Data were formatted for display using

SigmaPlot 10.0.

IEC behavior of PAH Analytical IEC was performed as reported previously[240]

with the exception that all proteins, which had been purified on the HiTrap

Q HP column, were first buffer-exchanged into 30 mM Tris-HCl (pH 7.4), 20

mM KCl, and 15% glycerol. As before, 100 µg of protein at ∼1 mg/ml was

injected onto a 1-ml HiTrap Q HP column and eluted in 30 mM Tris-HCl (pH

7.4) and 15% glycerol using a 20–400 mM KCl gradient containing either 0 or

1 mM Phe in the running buffer. The column was run at 0.5 ml/min using a

10-column-volume gradient. Blank gradients were run between samples.
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4.9 Appendix I: Supporting Information

4.9.1 Molecular Simulation Methods

Simulations of the human PAH ACT domain dimer. Simulations

(Figure 4.5) were prepared from the protein coordinates of the crystal struc-

ture of the Phe-bound human PAH ACT domain dimer (PDB: 5FII).[241]

The crystal structure contains four chains in the asymmetric unit; chain A has

atomic coordinates deposited for 34-109, while chains B, C and D has coordi-

nates for residues coordinates 34-111. Simulations of biological dimers (A+C)

and (B+D) were prepared only for available residues, and therefore we ignored

residues 100 and 111 in our subsequent analysis. The two dimer crystal poses

are virtually identical (0.38 Å root mean square deviation, rmsd-Cα) with the
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exception of some variation in the hairpin loop near residues 71-72, which are

missing for chain C. Loop conformations were reconstructed using the Mod-

eller algorithm.[281] Missing side chain coordinates were reconstructed using

the most probable backbone-dependent rotamer.[282] A series of twenty-one

alternative dimer poses were generated using the rigid-body morphing algo-

rithm of Krebs and Gerstein,[268] interpolating between the crystal pose and a

previously published homology model of the ACT domain dimer[240] (Figure

4.6).

AISLIFSLKEEVGALAKVLRLFEENDVNLTHIESRPSRLKKDEYEFFTHLDKRSLPALTNIIKILRHDIGATVHEL
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Figure 4.5: Sequence differences in human versus rat PAH (rPAH) regulatory
ACT domain (residue 34 to 109).

Simulations of ACT domain dimers were performed according the protocols

described in the main text. System sizes and numbers of particles are described

in Table 4.3. Over 346 µs of aggregate trajectory data was generated (Table

4.5) for three simulation systems: (1) the crystallographic dimer bound by two

Phe ligands, (2) the twenty-one dimer poses in the absence of free Phe ligand,

and (3) the twenty-one dimer poses in the presence of 19 free (un-bound) Phe,

at an effective concentration of 99.5 mM.

Simulations of the human PAH ACT domain monomer. The same

initial twenty-one conformations generated for the dimer simulations were used

as starting points for simulations of the ACT domain monomer in the presence

and absence of Phe. System sizes and numbers of particles are described in

Table 4.4. Over 286 µs of aggregate trajectory data (Table 4.5) was simulated
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Crystal structure of the human PAH 
ACT domain dimer

 PDB:5FII

Homology model of the human PAH
 ACT domain dimer

morphing

Figure 4.6: Interpolation between two structures was used to generate twenty-
one initial structures. The first structure (left) is the crystal structure of the
Phe-bound human PAH ACT domain dimer (PDB:5FII). The second structure
is a previously published (Jaffe, 2013) human PAH homology model of an ACT
domain dimer built from a ligand-free monomeric form of the rat PAH ACT
domain in the RS-PAH conformation. The conformation of each monomer in
the homology is similar to that seen in the full length structure of RS-PAH
(PDB:5DEN). Key conformational differences (residues 61-64) are circled in
magenta.

Table 4.3: Number of particles and periodic box sizes for ACT domain dimer
simulations.

F@h

project

Chains

(5FII)

Atoms Phe

ligands

Na+ Cl− H2O Box

size

(nm)3

p8617 B,D 35966 2 22 22 11094 365.07

p8621 A,C 31308 0 20 19 9570 317.77

p8662 A,C 31247 19 20 19 9404 317.08

for the following systems: (1) ACT domain monomer in the absence of Phe,

(2) the twenty-one dimer poses in the presence of 19 free (unbound) Phe,

at an effective concentration of 96.5 mM, and (3) an ACT domain monomer

in the crystallographic pose of the dimer (PDB: 5FII), with one Phe ligand

“bound” at one of the two binding sites (Figure 4.7). In practice, we found

that simulations initiated with Phe ligands bound at either of the two sites

quickly dissociated, eventually becoming what could be considered “free” Phe
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conditions at a concentration of 5.34 mM.

After obtaining over 30 µs of trajectory data for each ACT domain monomer

simulation, a preliminary analysis indicated that spontaneous transitions were

occurring between A-PAH-like and RS-PAH-like states, although we didn’t

have sufficient statistics to accurately estimate the rates of these transitions.

Therefore, we performed an adaptive seeding procedure, where by a series

of new simulations were initiated from twelve different conformational states

along the transition pathway. These initial states were derived from an rmsd-

based k-centers clustering of the tICA coordinates (see below) from a trajec-

tory that traversed RS-PAH- and A-PAH-like conformations (see an example

in Figure 4.24). From these new simulations, a total of 186.24 µs aggregate

trajectory data were collected, about three times more than the previous data

set. Figure 4.25 shows the locations of initial structures of adaptive sampling

on the tICA plot generated using both old and new data.

Table 4.4: Number of particles and periodic box sizes for ACT domain
monomer simulations.

F@h

project

Atoms Phe

ligands

Na+ Cl− H2O Box size

(nm)3

p13717 30404 0 20 19 9701 309.60

p13718 30406 1 20 19 9694 310.84

p13719 30347 18 20 19 9544 309.60

p14041 30404 0 20 19 9701 309.60

p14042 30347 18 20 19 9544 309.60

4.9.2 Analysis of structural observables.

Calculation of atom distances and solvent accessible surface area (SASA)

was performed using the MDTraj python library.[116]

For the dimer simulations, productive binding events were detected by

monitoring the average of three atomic distances between free phenylalanine
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Table 4.5: Summary of trajectory data obtained by distributing computing.

F@h project Number of

trajectories

Total

simulation

time (µs)

Mean

trajectory

length (ns)

Longest

trajectory

length (µs)

p8617 466 98.430 211.2 1.074

p8621 446 95.735 214.6 1.316

p8662 484 152.175 314.4 1.196

p13717 351 33.530 95.5 0.380

p13718 373 34.027 91.2 0.425

p13719 357 33.161 92.9 0.355

p14041 2226 91.568 41.1 0.210

p14042 2235 94.669 42.4 0.210

(Phe) and ACT domain residues in the hydrophobic core: (Phe-C)—(Leu48-

N), (Phe-Cξ)—(Ile65-Cβ), and (Phe-N)—(Leu62-O). We defined a binding

event to occur when the average distance went below the threshold of 0.375

nm.

For the monomer simulations, productive binding events were detected

by monitoring the average of four (two for each binding site, see Figure 4.7)

atomic distances between free phenylalanine (Phe) and ACT domain residues

in the hydrophobic core. For binding site 1: (Phe-C)—(Leu48-N), (Phe-

Cξ)—(Tyr77-Cβ). For binding: (Phe-Cξ)—(Ile65- Cβ), and (Phe-N)—(Leu62-

O). We defined a binding event to occur when the average distance was less

than then threshold of 0.493 and 0.351 nm, for binding sites 1 and 2, respec-

tively.

Calculation of the root mean-square fluctuation (RMSF) seen in ACT do-

main dimer and monomer simulations was performed using the MDTraj python

library. First each frame of the trajectory was superposed upon the reference
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(PDB: 5FII). RMSF was calculated by:

RMSF =

√√√√ 1

N

N∑
i

[
(xi − x∗)2 + (yi − y∗)2 + (zi − z∗)2] (4.3)

where N is the total number of trajectory frames, (x, y, z) are the coordinates

of atoms in trajectory frame i, and (x∗, y∗, z∗) are the average atomic coordi-

nates. Only backbone and Cβ atoms were selected. In this way, we can assess

the fluctuation of each residue and check mobility of different parts of dimer

and monomer (check more details about how we prepared these dimer and

monomer simulations).

site 1

site 2

a b

Figure 4.7: (a) An example of an A-PAH-like monomer conformation with one
bound Phe. The conformation shown is from the crystal structure of the Phe-
bound human PAH ACT domain dimer (PDB: 5FII). (b) Distances (cyan)
used for binding events monitoring in monomer simulations.

4.9.3 Time-lagged Independent Component Analysis.

Time-lagged independent component analysis (tICA) was performed as

described in the main text. To analyze the slowest motions of the unbound

ACT domain dimer (see Figure 4.1h) we used as structural observables the set

of all 11781 pairwise distances for backbone Cα atoms in both ACT domains.

To analyze the slowest motions of the unbound monomer, we used the set of

all 11175 pairwise distances for all backbone Cα and Cβ atoms in monomer.

To analyze the slowest motions associated with ligand binding (see Figure

4.2), we used the set of all 1829 pairwise distances for backbone Cα atoms
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Figure 4.8: Comparison of atomic partial charges of our PHA residue topology
(free Phe with zwitterions) parametrized using antechamber with other Phe
residue topologies available in the AMBER ff99sb-ildn-nmr force field: (top)
NPHE, the positively charged N terminal Phe residue); (middle) CPHE, the
negatively charged C terminal Phe residue; (bottom) PHE, the neutral non-
terminal Phe residue.

and sidechain Cβ atoms for a selected free Phe ligand and selected residues in

both ACT domains surrounding the binding site (Figure 4.9): residues from

domain 1 are Leu41, Lys42, Glu43, Glu44, Val45, Gly46, Ala47, Leu48, Ala49,

Ile65, Glu66, Ser67, Arg48, Pro69, Ser70, Arg71, Leu72, Lys73, Lys74, Asp75,

Glu76, Tyr77, Glu78; residues from domain 2 are Leu52, Asp59, Val60, Asn61,

Leu62, Thr63, His64.

4.9.4 Markov State Model construction

MSM of the ACT domain dimer in the presence of free Phe. MSMs

were constructed as described in the main text, with additional details pro-

vided here. Implied timescale plots are shown in Figure 4.10, and GMRQ

results are shown in Figure 4.11. For GMRQ analysis, MSM states were de-
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domain 1domain 2

Figure 4.9: Pairwise distances for residues (shown in cyan) selected for tICA
analysis of Phe binding simulations. Shown is the Phe-bound crystal confor-
mation of the dimer (PDB: 5FII), with the Phe ligand in red.

fined by k-centers clustering of trajectory data projected onto the 4 largest

tICA components (tICs), where the tICA correlation time was 5 ns. An MSM

lag time of 20 ns was used. We used five-fold cross-validation, training the

model on 4/5 of the data (training score) and computing the GMRQ score

using the remaining 1/5 of data (testing score). While the training score con-

tinues to increase with the increasing number of states, the test score achieves a

maximum at 75 states (marked with a star). The GMRQ results indicate that

more than 75 states would lead to an MSM potentially affected by overfitting.

Our preliminary MSM results identified an interesting artifact that needed

to be filtered from the final data set we analyzed. Inspection of the deposited

crystal structure of the Phe-bound ACT domain dimer (PDB:5FII) shows that

residue Lys74 in chain B of differs from chains A, C and D; it has a beta-sheet

backbone conformation, while the other chains have alpha-helical backbone

conformations. Only chain A has coordinates deposited for the entire Lys74

sidechain (the rest have only the Cβ atom of the sidechain), indicative of loop

flexibility and/or conformational variation, perhaps due to crystal packing

artifacts. Simulations of bound-state ACT domain dimer (chains B+D) and

unbound ACT domain dimer in the presence of free Phe (chains A+C) show

slow interconversion between these backbone states (Figure 4.28). Therefore,
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Figure 4.10: Implied timescales versus MSM lag time for MSMs constructed of
Phe binding to the ACT domain dimer (Figure 4.2 in main text). A bootstrap
analysis was performed to explore sensitivities to finite sampling of the six
slowest implied timescales (τ1-τ6). The error estimates were calculated using a
bootstrap procedure, whereby 20 different MSMs were constructed by sampling
the input trajectories with replacement.

Figure 4.11: The generalized matrix Rayleigh quotient (GMRQ) method was
used to optimize the number of states for constructing an MSM of the ACT
domain dimer. Here, other model construction parameters are held fixed (i.e.
4 tICA components, tICA lag time of 5 ns).

to construct self-consistent MSMs of the binding site, we limited our selection

of bound-state trajectories to those with a binding site containing Lys74 from
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chain D.

We constructed an MSM of the ACT domain monomer from the ∼91.6-µs

dataset of trajectories collected after adaptive seeding. The final MSM con-

sisted of 40 metastable states obtained by k-centers clustering of the trajectory

data projected to the four largest tICA components. Implied timescales calcu-

lated as a function of lag time plateau beyond a lag time of 20 ns, indicating

Markovian dynamics (Figure 4.29). The optimal number of metastable states

(40) for MSM construction was determined using the GMRQ variational cross-

validation method (Figure 4.30).

4.9.5 Transition Path Theory Analysis.

Transition Path Theory (TPT) analysis was performed as described in the

main text, with additional details provided here.

The effective flux between two states i and j along A → B is given by

f+
ij = max(0, fij − fji), where fij = πi(1 − q+

i )Tijq
+
j . The total flux through

any state i is conserved (the total incoming and outgoing flux must be equal),

which enables the decomposition of fluxes into specific pathways. Consider a

pathway as a sequence of i → j edges. We define the pathway of maximum

net flux as the pathway with the largest “bottleneck flux”, i.e. the minimum-

f+
ij edge. This pathway is not necessarily unique. Regardless, a series of

pathways ranked from largest- to smallest-net flux can be selected iteratively,

by subtracting the bottleneck flux from all edges in the top-ranked pathway,

and repeating the calculation.

To compute Phe binding rates and pathways from our MSM, we chose as

our source (A) a collection of five unbound MSM states (5, 8, 12, 43, 48) and

as the sink (B) a collection of 11 ligand-bound MSM states (13, 15, 28, 32,

39, 41, 54, 58, 63, 67, 68) (see Figure 4.12). Since the source and sink states

are subjective, we estimated uncertainty in TPT rate estimates by calculating

predicted rates as a function of the number of sink states, and examining the

variation across random selections from the 11 sink states (Figure 4.13). We
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found that the TPT rate prediction increases as more states are included in

the definition, reaching 6.0× 107s−1M−1 near 10 or 11 sink states.

To compare the relative flux of pathways involving bent versus non-bent

hairpin loop conformations, we computed the net flux for the subset of path-

ways passing through bent-hairpin intermediate states (24, 39, 49, 57, 67).

The bent-hairpin pathways comprise 7.8% of the total binding flux.

hairpin loop
motion

ligand
binding/gating

M1

M3

M
2

M
4

Figure 4.12: Phe binding trajectory data (28 binding-event trajectories and 29
bound-state trajectories) projected to the 2D tICA landscape, shown with con-
formational clusters used to define MSM states (red circles). TPT was used to
calculate pathway fluxes between an unbound source state (4 states, magenta
labels) and a bound sink state (11 states, yellow labels). The 80 highest-flux
binding pathways (black lines) fall into two groups: one group of pathways
(M1) directly connects unbound and Phe-bound dimers in crystal-like poses
(M1); the other group of pathways is indirect (M2→M3→M4), involving the
opening (M2) and then closing (M3) of the hairpin loop.

4.9.6 Estimates of rates and equilibria of free Phe bind-

ing to ACT domain residue Phe80

Volume density maps computed for free Phe in ab initio binding simula-

tions reveal a “hot spot” of binding propensity at residue Phe80 in both ACT
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Figure 4.13: TPT predictions of Phe binding rates as a function of the number
of sink states considered. Sink states are defined as bound states which at least
one Phe is bound to the dimer. Uncertainties (shaded region) were estimated
using a bootstrap procedure, drawing upon the set of 11 sink states.

Table 4.6: The binding times (ns) for the 29 ab initio biding events observed
in the trajectory data.

15.1 50.6 96.8 196.8 267.8

18.3 68.5 154.4 200.3 289.3

25.9 73.2 164.4 215.7 358.0

43.2 76.7 164.8 242.9 396.5

46.5 84.2 178.5 246.6 399.4

50.1 89.1 181.5 257.2

domains (Figure 4.17a). Inspection of this site shows Phe ligands bound be-

tween Phe80 and Arg68 on the surface of the ACT domain beta sheet (Figure

4.17b). Histograms of (F80-Cγ)-(Phe-Cγ) distances shows a bound population

of Phe that can be distinguished from bulk using a 0.7 nm distance threshold

(Figure 4.17c). Trajectory traces show that multiple free Phe molecules can

bind within 0.7 nm of Phe80 to the site over time (Figure 4.17d). Therefore,

to estimate binding on- and off-rates, we constructed a five-state Markov State
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Figure 4.14: Posterior distribution of Phe binding rates inferred from observed
binding times, using prior and (red) a Jeffreys prior.
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Figure 4.15: Distributions of trajectory lengths for ab initio binding simula-
tions, shown as M(t), the number of trajectories that reach a given length of
time t, for (blue) all trajectory data, and (red) a subset of the trajectory data
initiated from a crystal-like dimer pose (starting conformations 0 through 9)
used for analysis.

Model (MSM) where each state is defined by the number Phe molecules (0,

1, 2, 3 or 4) bound to Phe80 (Figure 4.18a). For a series of lag times τ ,

we compiled a transition count matrix C(τ) from the trajectory dataset with
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Figure 4.16: Expected numbers of binding events given a known binding rate
kon and the distribution of trajectory lengths. Shown are predictions using all
trajectories (blue) and a subset of trajectories starting from crystal-like poses
(RUNS 0-9, red), with uncertainties (shaded regions) of ± 5.2 calculated as the
standard deviation of a binomial distribution with p = 29/480. The dashed
line shows the number of binding events (29) observed in the simulations (480
total trajectories).

elements:

C
(τ)
ij = Σtχi(t)χ((t+ τ) (4.4)

where χi and χj are state indicator functions. We estimate the transition

matrix T (τ) as a row-normalized matrix T
(τ)
ij = Csym

ij /ΣjC
sym
ij , where Csym =[

C(τ) +
(
C(τ)

)T]
/2 is a symmetrized count matrix enforcing detailed balance.

The implied timescales τn are calculated from the eigenvalues µn of T (τ) , as

τn = −τ/(lnµn). The implied timescales plateau for lag times τ > 50 ns,

indicating Markovian dynamics (Figure 4.18c). We chose a lag time of τ =

200 ns to calculate estimated relaxation rates, and used five-fold partitioning

of the trajectory data to compute error estimates.

Equilibrium populations of the five states were estimated from the station-

ary eigenvector of the transition matrix dynamics (Figure 4.18b). The equilib-

rium populations and the eigenvector corresponding to the slowest eigenmode

relaxation (Figure 4.18d) are dominated by 0- and 1-bound states, in accor-
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dance with two-state binding.

Assuming unbound and bound populations of (1 − p) and p, respectively,

(where p is the fractional population of bound states) we estimate binding

and unbinding rates of free phenylalanine (Phe) to Phe80 using (1) the fact

that the observed two-state binding rate is kobs = kon + koff = 1/τ1 where

τ1 is the slowest implied timescale, and (2) detailed balance, which requires

that kon/koff = p/(1 − p), leading to kon = p/τ1, koff = (1 − p)/τ1. Esti-

mated uncertainties in kon, koff and dissociation constant KD = koff/kon are

propagated from uncertainties in τ1 (Table 4.7).
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Figure 4.17: Volume density maps reveal a “hot spot” of binding propensity at
residue Phe80 in both ACT domains. (a) Density isosurface showing prevalent
binding modes. (b) A typical configuration of free Phe molecules interacting
with Phe80 and Arg68 from both ACT domains. (c) Histogram of (F80-Cγ)-
(Phe-Cγ) distances observed in the simulation data. (d) Typical trajectory of
the occupancy number of free Phe bound to F80 over time.
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Figure 4.18: A Markov State Model of free Phe binding to F80. (a) A
schematic drawing of a five-state Markov State Model (MSM) where each
state is defined by the number Phe molecules (0, 1, 2, 3 or 4) bound to Phe80.
(b) Histogram of F80 occupancies. (c) Implied timescale plot of the five-state
MSM. (d) The slowest relaxation eigenmode of the MSM.

Table 4.7: Estimates of binding rates of free phenylalanine (Phe) to residue
PHE80 on the ACT domain dimer

Simulation [Phe](mM) kon(×107s−1M−1) koff (×107s−1) KD(M)

Phe80,

chain 1

99.52 1.9 (1.6-2.2) 0.47 (0.41-0.54) 0.25

(0.18-0.33)

Phe80,

chain 2

99.52 1.95 (1.7-2.2) 0.39 (0.35-0.43) 0.20

(0.16-0.25)

4.9.7 Estimates of transition rates between RS-PAH-

like and A-PAH-like monomer in the absence of

free Phe

Estimates of transition rates from a Markov State Model (MSM).

The slowest MSM implied timescale τ1 = (4.2 ± 2.1µs) corresponds to the

transition between RS-PAH-like and A-PAH-like monomer (see Figure 4.4).

According to a two-state kinetic model, the observed relaxation rate kobs is
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Figure 4.19: Pathways of two trajectories (A and B) showing free Phe associ-
ation with both binding sites of the ACT domain dimer. Traces for binding
to site 1 (green) and site 2 (orange) are shown projected to the 2D tICA land-
scape, along with a heatmap of the total trajectory data (a, c, e, and g). Col-
ored stars indicate trajectory starting points (magenta), trajectory end points
(green), and ligand binding events (yellow). Corresponding distance traces (b,
d, f, and h) are shown for same the Phe binding trajectories (orange, green),
along with an example of a non-binding trajectory (gray).

Table 4.8: Pairwise distances selected to show dimer slow motions along tIC1
and tIC2 (see Figure 4.20).

tIC1 tIC2

distance

index

Domain 1 Domain 2 Domain 1 Domain 2

1 Glu44(Cα) Asp59(Cα) Leu72(Cβ) Glu78(Cα)

2 Glu44(Cα) Val60(Cα) Leu72(Cβ) Leu41(Cα)

3 Glu44(Cα) Asn61(Cα) Leu72(Cβ) Ser67(Cα)

4 Glu44(Cα) Leu62(Cα) Glu78(Cβ) Arg71(Cα)

5 Val45(Cα) Asp59(Cα) Leu72(Cα) Glu78(Cβ)

6 Val45(Cα) Val60(Cα) Leu72(Cβ) Ile65(Cα)

7 Val45(Cα) Asn61(Cα) Leu72(Cα) Ile65(Cα)

8 Val45(Cα) Leu62(Cα)
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Figure 4.20: Changes in inter-residue distances (Table 4.8) for the slowest
(i.e. most time-correlated) motions associated with Phe binding of the ACT
domain dimer. The slowest motion involves the “binding gate” motion along
tIC1. Inter-residue distances that change greatly during these motions are
shown at the bottom of panel (a) and in panel (b) (blue lines). The next-
slowest motions involve the hairpin loop (Leu72) shown in the left of panel
(a) and in panel (c) (magenta lines). Table 4.9 contains the complete list of
inter-residue distances shown.

related to the transitions rates between RS-PAH-like and A-PAH-like states

by kobs = 1/τ1 = kRS→A + kA→RS. Using the equilibrium MSM populations

πRS and πA, and detailed balance, the rates are determined as kRS→A = πA/τ1,

kA→RS = πRS/τ1. Uncertainty estimates come from a bootstrap procedure for

standard error in [ln τ1] (shaded region in Figure 4.29). See Figure 4.31 for our
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Figure 4.21: Changes in solvent accessible surface area (SASA) along tIC1 are
consistent with opening of a binding gate. Residues (shown in magenta) within
5 Å from the ligand (shown in yellow) were selected for SASA calculation.
Residues from domain 1: Glu43, Glu44, Val45, Gly46, Ala47, Leu48, Ala49,
Ser67, Tyr77, Phe79; residues from domain 2: Val60, Asn61, Leu62, Thr63,
His64, Ile65.

Table 4.9: Estimates of transition rates between RS-PAH like monomer and
A-PAH like monomer.

Method log10(kRS→A) log10(kA→RS)

MSM implied

timescales

5.22±0.21 4.84±0.21

Transition Path

Theory

5.59±0.57 5.40±0.27

selection of RS-PAH-like and A-PAH-like states.

Estimates of transition rates from Transition Path Theory. Similar

to what we’ve done for binding rate estimation using TPT analysis, we chose

as our source (A) a collection of seven RS-PAH-like MSM states (4, 9, 16, 20,

22, 29, 35) and as the sink (B) a collection of four A-PAH-like MSM states
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Table 4.10: Pairwise distances selected to show slow motions of the ACT
domain (in the absence of free Phe) along tIC1 and tIC2 (see Figure 4.22).

tIC1 tIC2

distance

index

Domain 1 Domain 2 Domain 1 Domain 2

1 Val45(Cα) Asp59(Cβ) Ala47(Cβ) Thr63(Cα)

2 Val45(Cα) Asp59(Cα) Ala47(Cβ) Leu62(Cβ)

3 Val45(Cα) Leu52(Cα) Gly46(Cα) Val60(Cβ)

4 Val45(Cβ) Val60(Cα) Ala47(Cα) Lys42(Cα)

(Domain 1)

5 Val45(Cβ) Asp59(Cα) Ala47(Cα) Asn61(Cα)

6 Val45(Cα) Val60(Cα) Ala47(Cβ) Thr63(Cβ)

7 Val45(Cα) Leu48(Cα)

(Domain 1)

Ala47(Cα) Tyr77(Cβ)

(Domain 1)

8 Val45(Cβ) Asp59(Cβ) Ala47(Cα) Glu44(Cβ)

(Domain 1)

(0, 12, 28, 33) (see Figure 4.31). As we mentioned above, the source and

sink states are subjective and the predicted rates are dependent of random

selections. Therefore, a bootstrap procedure is performed, whereby randomly

picked up NRS and NA states (NRS = 1, 2, ..., 7 and NA = 1, 2, ..., 4) without

replacement as sink and source states and did the rate estimation. 20 rounds

such calculation was performed. The results are shown in Table 4.9.
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Figure 4.22: Changes in interresidue distances (Table 4.10) for the slowest (i.e.
most time-correlated) motions in simulations of the ACT domain dimer in the
absence of free Phe. (a) Selected pairwise distances (see Table 4.11) change
greatly along tIC1 (blue) and tIC2 (magenta). (b) The slowest motion along
tIC1 involves Val45 (domain 1) moving closer (cyan arrows) to Leu48 and
Leu52. (c) The second-slowest motion along tIC2 involves residues 60-63 on
domain 2 moving closer (cyan arrows) to Ala47. Ribbon structures (tan) show
conformations belong to selected states on the tICA landscape, superimposed
the crystal structure of the Phe-bound ACT domain dimer (transparent grey,
PDB: 5FII). Only a subset of trajectory data (those initiated from the five
starting structures most similar to the crystal structure) were used in this
analysis.
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Figure 4.23: Examples of ACT domain monomer trajectories (in the presence
of free Phe) observed to make RS-PAH- like to A-PAH-like transitions. Top
panels show trajectory traces in the 2D tICA projection, along with a heat map
of the total trajectory data. Magenta and green stars represent the starting
and end points of the trajectories, respectively. Bottom panels show that the
variation of tIC1 of each trajectory over time.
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Table 4.11: Estimates of binding rates of free phenylalanine (Phe) to the ACT
domain monomer.

Simulation [Phe](mM) kon(×107s−1M−1) koff (×107s−1) KD(M)

bound

monomer,

site 1

5.34 47.7 (30.1-75.5) 14.2 (8.9-22.4) 0.30

(0.11-0.75)

bound

monomer,

site 2

5.34 6.6 (3.9-10.9) 5.9 (3.5-9.9) 0.90

(0.32-2.5)

unbound

monomer,

site 1

96.5 16.8 (15.8-17.8) 26.4 (24.8-28.0) 1.6

(1.3-1.8)

unbound

monomer,

site 2

96.5 2.9 (30.1-75.5) 9.0 (4.3-18.7) 3.1 (0.7-13)
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Figure 4.24: A trajectory with transitions between A-PAH-like conformations
and RS-PAH-like conformations (see main text for definition). Colored stars
represent the start (magenta) and end (green) of the trajectory. (left) Selected
RS-PAH-like snapshots of the ACT domain monomer taken from the trajectory
data (tan) are superposed on the RS- PAH crystal structure (PDB: 5DEN).
(right) Selected A-PAH-like snapshots of the ACT domain monomer taken
from the trajectory data (tan) are superposed on the crystal structure of the
Phe-bound ACT domain dimer (PDB: 5DEN). In each case, backbone-rmsd
values to the crystal structures are shown.
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Figure 4.25: Adaptive seeding simulations of the ACT domain monomer. Tra-
jectory data for ACT domain monomers projected to the 2D tICA landscape,
shown with the locations (red circles) of initial structures used for seeding.
Results are shown for simulations performed in absence of Phe (a) and in
the presence of Phe (b). Initial structures were obtained through rmsd-based
k-centers clustering from the initial sampling.
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Figure 4.26: Per-residue root-mean-squared fluctuations (RMSF) observed in
simulations ACT domain monomer and dimer, in the presence and absence of
Phe. (a) RMSF profile of ACT domain monomer in the presence of free Phe.
(b) RMSF profile of ACT domain monomer in the absence of free Phe. (c)
RMSF profile of ACT domain dimer (only one chain shown) in the presence of
free Phe. (d) RMSF profile of ACT domain dimer (only one chain shown) in
the absence of free Phe. (e) Comparison on monomer RMSFs in the presence
and absence of free Phe. (f) Comparison on dimer RMSFs in the presence
and absence of free Phe. Residues corresponding to the hairpin loop region
are shown in pink; binding gate residues are shown in blue.
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Figure 4.27: Comparison between ACT domain monomer and dimer per-
residue RMSFs. (a) and (b): Comparison of per-residue RMSFs for chain
1 and chain 2 of the ACT domain dimer, in the presence and absence of
free Phe. (c) and (d): Comparison of per-residue RMSFs for ACT domain
monomer and dimer simulations, in the presence and absence of free Phe.
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Figure 4.28: The backbone dihedral angles of Lys74 in the Phe-bound dimer
crystal structure (PDB: 5FII) show differences across chains A, B, C, and D.
(a) A visualization of Lys74 (sidechain is incomplete) and its corresponding
dihedral angles (ψ, φ). (b) Distributions of ψ-angle values for AC and BD
dimer simulations show Lys74 on chain B (green) to occupy a β-sheet back-
bone conformation, different from other three chains. (c) Backbone dihedral
distributions for Lys74 in the BD dimer. (d) Backbone dihedral distributions
for Lys74 in the AC dimer.
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Figure 4.29: Implied timescale plots for MSMs of the ACT domain monomer
in the absence of free Phe. Separate panels show implied timescale plot for
the six slowest implied timescales (τ1-τ6). Error estimates were calculated
using a 10-fold bootstrap procedure, sampling the 2226 input trajectories with
replacement.

Figure 4.30: GMRQ plots for MSMs of the ACT domain monomer in the
absence of free Phe.
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Figure 4.31: Annotated heat maps of adaptive seeding trajectory data for
the ACT domain monomer projected to the 2D tICA landscape. Red circles
denote the conformational cluster centers corresponding to the 40 metastable
states of the MSM. (a) RS-PAH-like and A-PAH-like (source and sink) states
selected for TPT analysis. (b) The highest- flux pathways predicted by TPT.
The highest-flux transition pathway (bold black) is between state 16 and state
0.
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CHAPTER 5

MODEL SELECTION USING

BICEPS: A BAYESIAN

APPROACH FOR FORCE

FIELD VALIDATION AND

PARAMETERIZATION

5.1 Abstract

The Bayesian Inference of Conformational Populations (BICePs) algorithm

reconciles theoretical predictions of conformational state populations with

sparse and/or noisy experimental measurements. Among its key advantages

is its ability to perform objective model selection through a quantity we call

the BICePs score, which reflects the integrated posterior evidence in favor

This chapter is published as: Yunhui Ge and Vincent Voelz. Model selection using
BICePs: A Bayesian approach for force field validation and parameterization. J. Phys.
Chem. B., 2018, 122, pp 5610-5622. DOI: 10.1021/acs.jpcb.7b11871
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of a given model, computed through free energy estimation methods. Here,

we explore how the BICePs score can be used for force field validation and

parametrization. Using a 2D lattice protein as a toy model, we demonstrate

that BICePs is able to select the correct value of an interaction energy pa-

rameter given ensemble-averaged experimental distance measurements. We

show that if conformational states are sufficiently fine-grained, the results are

robust to experimental noise and measurement sparsity. Using these insights,

we apply BICePs to perform force field evaluations for all- atom simulations

of designed β-hairpin peptides against experimental NMR chemical shift mea-

surements. These tests suggest that BICePs scores can be used for model

selection in the context of all-atom simulations. We expect this approach to

be particularly useful for the computational foldamer design as a tool for im-

proving general-purpose force fields given sparse experimental measurements.

5.2 Introduction

An overarching goal of computational chemistry and biophysics is to use

theoretical predictions alongside experimental measurements to determine molec-

ular structure and function. This idea underlies most of the biophysical meth-

ods for protein structure determination, as well as NMR structure determi-

nation of non-biological molecules. Recently, there has been a growing need

for new methods that combine theory and experiment to characterize hetero-

geneous structural ensembles.[283] For proteins, this interest has been driven

in part by the importance of intrinsically disordered proteins[284] and con-

formational ensembles in allostery and signaling.[285, 286] For non-biological

molecules, this need has been driven by the interest in characterizing large,

conformationally heterogeneous molecules such as natural products, macrocy-

cles, and bio-inspired foldamers. The main challenge for heterogeneous con-

formational ensembles is that experimental observables (e.g. NMR, FRET,

SAXS) are ensemble-average measurements, and the data is often sparse and

noisy.
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An area of research that would benefit greatly from these developments is

computational foldamer design. We and others have been pursuing all-atom

molecular simulation approaches to designing peptide and peptidomimetic

scaffolds that are sufficiently pre-organized in solution.[227, 287, 288, 289,

290, 291, 292] Such scaffolds may be developed into potent therapeutics that

disrupt protein-protein interactions,[293, 294] or enable the design of new cat-

alysts and bio-inspired materials.[295, 296, 297, 298] While these applications

are promising, using simulation methods to predict conformational ensem-

bles of foldamers is challenging due to the lack of general-purpose force fields

that are accurate enough for computational design. A practical solution to

this problem would be to perform simulations with a reasonably accurate po-

tential that could be augmented with information from sparse experimental

measurements.

Toward this end, we have developed BICePs (Bayesian Inference of Con-

formational Populations), a statistically rigorous Bayesian inference method

to reconcile theoretical predictions of conformational state populations with

sparse and/or noisy experimental measurements. A key advantage of BICePs

is that it can be used to reweight a set of conformational populations without

having to perform additional simulations or modeling. This approach favors

the use of high-resolution modeling efforts, which can then be refined using

sparse experimental data. To date, we have exploited these features of BICePs

to model a number of molecular systems with experimental data from NMR

(e.g. chemical shifts, coupling constants, NOE distance restraints), including

macrolide antibiotics[299], cyclic peptides[300], peptoid pentamers[79].

Another advantage of BICePs–which we explore more in this manuscript–is

that it provides a rigorous statistical framework for model selection that can

be used to quantitatively estimate how a consistent a simulated ensemble is

with the experimental data. As we elaborate below, there is an unequivocal

measure of model quality, herein defined as the ”BICePs score”, that can

potentially be used to perform force field validation and parameterization.

In this manuscript, we first review the theory underlying the BICePs al-
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gorithm and describe its key advantages. We define the BICePs score, show

how it can be used for model selection, and discuss the practical considera-

tions of computing BICePs scores. Then, using a 2D lattice protein as a toy

model, we explore the prospects of using BICePs for force field parameteri-

zation and model selection. Specifically, we explore the robustness of these

model selection results with respect to the coarse-graining of conformational

states, experimental noise and measurement sparsity. Using these insights,

we apply BICePs to perform force field evaluations for all-atom simulations

of designed beta-hairpin peptides against experimental NMR chemical shift

measurements.

5.3 Theory

5.3.1 Bayesian inference.

Bayesian inference approaches for modeling conformational ensembles gen-

erally seek to model a posterior distribution P (X|D) of conformational states

X, given some experimental data D. According to Bayes’ theorem, the pos-

terior distribution is proportional to a product of (1) a likelihood function

Q(D|X) of observing the experimental data given a conformational state X,

and (2) a prior distribution P (X) representing any prior knowledge about

conformational states.

P (X|D) ∝ Q(D|X)P (X) (5.1)

Here, the prior P (X) comes from theoretical modeling, while the likelihood

Q(D|X) corresponds to experimental restraints, typically in the form of some

error model reflecting how well a given conformation X agrees with experi-

mental measurements. One can think of Q(D|X) as a reweighting factor for

the population of each state X, and the BICePs algorithm can be thought of

as a way to reweight conformational populations to agree with experimental

knowledge.
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In BICePs, the error model reflects both uncertainty in the experimental

measurements and heterogeneity in the conformational ensemble, (i.e. how

likely are the observables for conformation X to be away from the ensemble-

average measurement, either due to experimental noise or conformational het-

ergeneity). These uncertainties are usually not known a priori, and must be

treated as nuisance parameters σ which can be modeled using some prior model

P (σ):

P (X, σ|D) ∝ Q(D|X, σ)P (X)P (σ)

Posterior sampling overX and σ using Markov Chain Monte Carlo (MCMC)

can then be used to determine the conformational populations given the ex-

perimental restraints as P (X|D) =
∫
P (X, σ|D)dσ. Similarly, the posterior

distribution of the experimental uncertainty P (σ|D) =
∫
P (X, σ|D)dX gives

information about how well the posterior conformational distribution agrees

with the experimental restraints.

We note that BICePs is not unique in utilizing this Bayesian framework

for inference. Indeed, many similar Bayesian approaches have been devel-

oped, including Inferential Structure Determination (ISD)[64], MELD[65], and

BELT[66], Bayesian Weighting[67] and metainference.[68, 69] In addition, a

number of non-Bayesian algorithms, such as NAMFIS[70] and DISCON[71, 72]

can be used to estimate conformational populations from NMR observables.

In their excellent review,[283] Bonomi et al. make the distinction between

two broad categories of approaches for Bayesian structural inference: those

that use a likelihood function that relates a single structure to the experimen-

tal data, and those that use a likelihood functional that relates an ensemble

of structures to the experimental data (as in maximum entropy methods).

As we will see below, BICePs is in the former category, with the reweighting

factor Q(D|X) specifying how well each conformation X agrees with ensemble-

average experimental observables. BICePs is therefore more suited for use with

more structured ensembles, as opposed to highly disordered and heterogeneous
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ensembles for which maximum entropy methods are more applicable.

With several existing Bayesian inference approaches already available, what

does BICePs have to offer? BICePs uniquely improves upon existing ap-

proaches in two key ways: (1) correct implementation of reference potentials,

and (2) quantitative metrics for model selection.

5.3.2 Reference potentials.

The correct implementation of reference potentials is an importance advan-

tage of the BICePs algorithm. The experimental data used to construct the

likelihood function comes from some set of ensemble-averaged experimental ob-

servables r = (r1, r2, ..., rN). Such observables are low-dimensional projections

of some high-dimensional state space X, and therefore these restraints in the

space of observables need to be treated as potentials of mean force.[74, 301, 302]

P (X|D) ∝
[
Q(r(X)|D)

Qref(r(X))

]
P (X)

The bracketed weighting function is now a ratio, with the numeratorQ(r|D)

being a likelihood function enforcing experimental restraints in the space of

observables, while the denominator Qref(r) reflects some reference distribution

for possible values of the observables r in the absence of any experimental re-

straint information, such that− ln[Q(r|D)/Qref(r)] is a potential of mean force.

Without reference potentials, a great deal of unnecessary bias is introduced

when many non-informative restraints are used.

As an example to illustrate the importance of reference potentials, consider

an experimental distance restraint applied to two residues of a polypeptide

chain (Figure 5.1). In the absence of any experimental information, we as-

sume a reference potential Qref(r) corresponding to the end-to-end distance

of a random-coil polymer with a chain length equal to that of the interven-

ing residues. For residues near each other along the chain, a short-distance

restraint may have [Q(r|D)/Qref(r)] ∼ 1, contributing little or no informa-

tion to refine the conformational ensemble. If the residues are far apart along
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Figure 5.1: A highly informative distance restraint has an experimental likeli-
hood that differs significantly from its reference distribution.

the chain, however, a short-distance restraint can be highly informative, with

[Q(r|D)/Qref(r)] greatly rewarding small distances where the reference poten-

tial Qref(r) is small.

In our previous work on BICePs, we showed that the use of reference po-

tentials yields models superior to those without reference potentials; without

reference potentials, a great deal of the unnecessary bias is introduced when

many simultaneous distance restraints are used.[299] While there may not be

a way to determine the optimal reference potential in advance, there is some

freedom to choose an appropriate reference potential in a problem-dependent

way. For example, for cyclic molecules, we have used a maximum-entropy

distribution parameterized from the average distances seen across the confor-

mational state space. For a linear chain, a Gaussian reference potential may

be more appropriate.

5.3.3 BICePs scores for quantitative model selection.

Another key advantage of the BICePs algorithm is its the ability to use the

sampled posterior probability function to perform quantitative model selection.

This is done through a quantity we will call the BICePs score.

Consider K different theoretical models P (k)(X), k = 1, ..., K, that we
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may wish to use as our prior distribution. Perhaps these models come from

simulations using different potential energy functions. Or perhaps we want to

compare a model shaped only experimental restraints, to a model using both

simulation and experimental information. Which model is more consistent

with the experimental data? To determine this, we compute the posterior

likelihood of the model, Z(k), by integrating the kth posterior distribution

across all conformations X and values of σ:

Z(k) =

∫
P (k)(X, σ|D)dXdσ =

∫
P (k)(X)Q(X)dX (5.2)

total evidence for model P (k) overlap integral (5.3)

The quantity Z(k) can be interpreted as the total evidence in favor of a given

model. Equivalently, we can think of this term as an overlap integral between

the prior P (k)(X) and a likelihood functionQ(X) =
∫

[Q(r(X)|D, σ)/Qref(r(X))]P (σ)dσ.

The overlap integral quantifies how well the theoretical modeling agrees with

the experimental data (Figure 5.2); i.e. the value of Z(k) is maximal when

P (k)(X) most closely matches the likelihood distribution Q(X) specified by

the experimental restraints.

In Bayesian statistics, the so-called Bayes factor, Z(1)/Z(2) is a likelihood

ratio that can be used to choose between competing models (1) and (2), similar

to a likelihood-ratio test in classical statistics. In order to assign each model

a unique score, we define a free energy-like quantity,

f (k) = − ln
Z(k)

Z0

(5.4)

to compare model P (k)(X, σ|D) against some reference model Z0. In practice,

we choose the reference model to be the posterior for a uniform prior P (X),

i.e. no information from theoretical modeling. We call f (k) the BICePs score.

The BICePs score provides an unequivocal measure of model quality, to be

used for objective model selection. The lower the BICePs score, the better

the model (see Figure 5.4). This useful property means that the BICePs
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Figure 5.2: To compute unique BICePs scores f (1) and f (2) for two theoret-
ical models, P (1)(X, σ|D) and P (2)(X, σ|D), each must be calculated using
a common reference state, which we take to be a model of uniform popula-
tions P (X) ∼ 1, i.e. no information from theory. To efficiently and accu-
rately calculate ratios of posterior model probabilities, we use a free energy
perturbation approach, performing posterior sampling for a series of models
P

(k)
λ (X, σ|D) ∼ [P (k)(X, σ|D)]λ for 0 ≤ λk ≤ 1, and then using the MBAR

free energy estimator to calculate the BICePs score as f (k) = − lnZ
(k)
λ=1/Z

(k)
λ=0.

score can be used a metric for force field validation and parameterization. In

addition, the BICePs score has a useful physical interpretation: it reflects the

improvement (or disimprovement) of the posterior distribution when going

from a conformation ensemble shaped only experimental constraints, to a new

distribution additionally shaped by a theoretical model.

5.3.4 Practical aspects of BICePs.

While Bayesian posterior distributions are easy to write down, their prac-

tical calculation requires numerical sampling. The BICePs algorithm does this

through MCMC sampling via the Metropolis-Hastings algorithm, over a dis-

crete set of conformational states X. In this way, conformational states and

their prior distribution P (k)(X) can come from high-resolution modeling ef-

forts that do not have to be repeated in the BICePs calculation. Examples of
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this include: (1) a series of conformational minima and their populations esti-

mated from ab initio quantum mechanical calculations, or (2) conformational

clusters derived from molecular simulation trajectory data, with equilibrium

populations calculated from free energy estimates. In fact, as long as the con-

formational state space is well-defined (and fine-grained enough to be accurate,

more on this below), disparate kinds of models can be objectively compared.

Posterior sampling over X and nuisance parameters σ using MCMC re-

quires special care, due to the potentially rugged prior and likelihood functions.

We have found good results using a free energy perturbation (FEP) method:

posterior sampling a series of models with priors P (k)(X) ∼ exp(−λkF (X))

(where 0 ≤ λk ≤ 1, and F (X) is the free energy of conformational state X

estimated from theoretical models). Enhanced sampling is achieved by MCMC

sampling over a number of intermediate ensembles P
(k)
λ (X) ∼ [P (k)(X)]λ/

∫
[P (k)(X)]λdX

(Figure 5.2), and then using the MBAR free energy estimator of Shirts and

Chodera[115] to integrate samples from each λ-ensemble to make statistically

optimal estimates of P
(k)
λ (X|D) and Z

(k)
λ at all λ values. The final BICePs

score is then calculated as f (k) = − lnZ
(k)
λ=1/Z

(k)
λ=0.

5.3.5 Summary of the key advantages of BICePs.

To put the BICePs algorithm in a larger context, we summarize the its key

advantages as follows:

• BICePs can be used with molecular dynamics (MD) or quantum mechan-

ics (QM) methods. Conformational states can be individual conforma-

tions (like single-point QM minima) or collections of conformations (e.g.

from clustering of trajectory data), as long as experimental observables

can be attached to each conformational state.

• BICePs performs reweighting of conformational states derived from mod-

eling; it is currently a post-processing algorithm (MCMC) with no addi-

tional MD or QM required.
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• Bayesian inference offers a rigorous statistical framework for achieving

the correct balance of theoretical modeling and experimental data.

• BICePs correctly uses reference potentials, which is essential to proper

weighing of experimental restraints

• With proper reference potentials, BICePs scores can be used for unam-

biguous, objective model selection.

5.3.6 Can BICePs be used for force field parameteriza-

tion?

This is the central question we raise in our manuscript. While BICePs

scores in theory provide an unambiguous way to select the best models, there

are several practical issues that need to be addressed in order to make this

approach successful. We would like to understand how several sources of po-

tential error affect the BICePs results, so we can develop an optimal BICePs

protocol for force field evaluation and parameterization. For one, the use of

a set of discrete conformational states introduces some coarse-graining error.

Experimental noise and sparsity affects the accuracy of the BICePs predic-

tions, as does statistical sampling error.

To address these issues, we explore a simple, exact model with which we

can compare BICePs predictions with known results: the 2D HP lattice model

of Dill and Chan[303]. In this ”toy” model of a protein, amino acid residues

are represented as a chain of hydrophobic (H) and polar (P) beads on a two-

dimensional square lattice. We introduce an interaction parameter, ε, quanti-

fying the strength of attraction between hydrophobic residues, and ask under

what conditions can BICePs scores find the correct value of ε given a combi-

nation of ensemble-averaged interresidue distance measurements, and MCMC

sampling for a series of models P (ε)(X). After exploring the robustness of the

BICePs results with respect to conformational state coarse-graining, experi-

mental noise, and data sparsity, we go on to see if BICePs scores can discrimi-
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nate the all-atom force field that best agrees with experimental chemical shift

measurements for molecular simulations of designed beta-hairpin peptides.

5.4 Methods

5.4.1 A toy lattice model of protein folding

As a model system, we consider a 12-residue 2D square lattice model pro-

tein with the following sequence of hydrophobic (H) and polar (P) residues:

HPHPHPHPPHPH (Figure 5.3A). This 12-mer sequence has a total of 15037

unique microstates, defined as non-crossing chain conformations on the lattice

with all rotational and mirror symmetries removed. We define the potential

energy of each chain conformation X to be U(X) = ε · n(X), where n(X) is

the number of non-bonded hydrophobic contacts (HH) for state X and ε is a

bond interaction strength parameter. When ε is sufficiently negative, there is

a single lowest-energy microstate that is also the global free energy minimum,

and the Boltzmann populations are dominated by the folded conformation.

From the Boltzmann populations, we obtain a series of theoretical prior

models for various values of ε, each of which can reconcile against experimental

distance measurements using the BICePs algorithm:

P (ε)(X) =
exp(−β[ε · n(X)])∑
X exp(−β[ε · n(X)])

(5.5)

To obtain simulated experimental distance measurements, we consider all

possible distances between pairs of hydrophobic residues. For a given pair of

residues, indexed by variable j, we compute the experimental measurement

of distance dj as the population-weighted average 〈dexp
j 〉 =

∑
X dj(X)P (ε)(X).

We assume the square lattice is on a 1-Å grid, so the distance is reported in

Ångstroms. For a given conformation X, the sum of the squared deviations

from the experimental measurements are calculated as

χ2
d(X) =

∑
j

(dj(X)− 〈dexp
j 〉)2 (5.6)
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Figure 5.3: (A) The folded state of a 12-residue 2D HP lattice model. High-
lighted in yellow are favorable non-bonded contacts between hydrophobic
residues (black beads). (B) A diagram of the eight distance measurements
used in this work.

Coarse-graining of conformational states To examine the effects of

coarse-graining on BICePs prediction accuracy, the 15037 microstates were

clustered into smaller numbers of macrostates based on structural similarity

(root mean squared deviation of residue positions). Macrostate decomposi-

tions of 1000, 5000 and 10000 states were obtained by performing k-centers

clustering using the MSMBuilder[304] software package. The prior distribu-

tion for a set of macrostates Y is computed as P (ε)(Y ) =
∑

X∈Y P
(ε)(X), where

the P (ε)(X) are computed as in Equation 5.5. The interresidue distance dj(Y )

for a given macrostate Y is modeled as dj(Y ) =
∑

X∈Y dj(X)Ω(Y )−1, where

Ω(Y ) is the number of microstates in macrostate Y .

Reference potentials. In previous work,[299] we developed a simple expo-

nential reference potential for distance observables, and compared its perfor-

mance in relation to a uniform reference potential. The exponential reference

potential was derived as the maximum-entropy distribution given a constraint

on the mean value of the measured experimental distances, which we inferred

from the set of distances corresponding to each microstate X.

Here, we similarly derive a Gaussian reference potential, which we expect

to more realistically model reference distributions for interatomic distances

in chain molecules like proteins. A Gaussian reference distribution is the

maximum-entropy distribution given a constraint on both the mean and the
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variance of the experiment observables, which we estimate from the mean and

variance across the set of microstates X.

The Gaussian reference distribution for a set of observables r = (r1, r2, ..., rJ)

takes the form

Qref,j(r) =
J∏
j=1

Qref,j(rj|µj, σj) =
J∏
j=1

1√
2πσ2

j

exp
−(rj − µj)2

2σ2
j

. (5.7)

We find the reference potential mean µj and variance σ2
j for observable rj

by maximizing the posterior probability of µj and σ2
j given the values of

rj(X) across microstates X. Assuming a uniform prior P (µj) ∼ 1 and a

non-informative Jeffreys prior P (σj) ∼ σ−1, we maximize

P (σj, µj|{rj(X)}) ∝
[∏
X

Qref,j(rj(X)|µj, σj)
]
P (σj)P (µj) (5.8)

with respect to µj and variance σ2
j and find

µj =
1

N

∑
X

rj(X), (5.9)

σ2
j =

1

N + 1

∑
X

(rj(X)− µj)2, (5.10)

where N is the number of microstate conformations X. Here, the 1/(N + 1)

term arises from correcting for bias.

Markov Chain Monte Carlo sampling of the posterior The Metropolis-

Hastings algorithm was used to perform MCMC sampling of the full posterior

distribution

P (ε)(X, σd|D) ∝
[
Q(r(X)|σd, D)

Qref(r(X))

]
P (ε)(X)P (σd).

In this expression, Q(r(X)|σd, D) is a likelihood function enforcing restraints

on J experimental observables D = {〈rexp
j 〉}:

Q(r(X)|σd, D) =
J∏
j=1

(2πσ2
d)
−1/2 exp[−(rj(X)− 〈rexp

j 〉)2/2σ2
d],
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P (σd) ∼ σ−1
d is the prior distribution of the uncertainty in the experimental

measurements, Qref(r(X)) is the reference potential, and P (ε)(X) is the prior

from theoretical modeling. Here, we assume that all measurements have simi-

lar uncertainties, and can modeled using a single value of σd. (While we do not

do so here, we note that our scheme can easily be extended to measurement-

specific uncertainties σd(j) by sampling over scaled values ασd(j) for a series

of constants α).

Several reference potentials Qref(r(X)) were tested: uniform, exponential,

and Gaussian. For the uniform reference potential, Qref(r(X)) ∼ 1. The mean

µj and variance σj of the Gaussian reference potential for each chemical shift

observable was parameterized as described above. Exponential reference po-

tentials for each chemical shift were parameterized as described previously,[299]

using a mean µj = (Nj + 1)−1
∑

i(rj)i, where i is indexed over all conforma-

tional states.

MCMC sampling was performed in the state space ξ = (X, σd) by propos-

ing a randomly selected move ξ → ξ∗, and accepting or rejecting the move

with probability min[1, P (ξ∗|D)/P (ξ|D)] (i.e. the Metropolis criterion). In

practice, we treat − lnP (ε)(X, σd|D) like an energy function, which, ignoring

constant terms, is given by:

− lnP (ε)(X, σd|D) = (J + 1) lnσd +
χ2
d(X)

2σ2
d

−
J∑
j=1

(rj(X)− µj)2

2σ2
j

− lnP (ε)(X).

(5.11)

We considered ε values ranging from 0 to -5.5 kBT , in decrements of 0.5

kBT . For each ε value, 100 rounds MCMC sampling were performed, where

each round consisted of 107 steps, resulting in 109 steps of total sampling.

Such extensive sampling was useful in reducing finite sampling errors. In each

calculation, we perform so-called ”one-shot” FEP, sampling ensembles using

[P (ε)(X)]λ for λ = 1 and λ = 0 (the reference state), and use the MBAR

algorithm to obtain estimates of the BICePs score f (ε) = − ln[Z
(ε)
λ=1/Z

(ε)
λ=0]
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5.4.2 Molecular simulation and BICePs calculations for

designed beta-hairpin peptides

TrpLoop-2a and TrpLoop-2b (Figure 5.4) are peptides designed to fold

to a beta hairpin stabilized by a terminal Trp-Trp capping motif.[305] The

GWxQ turn motif in these peptides are designed to mimic a conserved recog-

nition sequence in bacterial protein LapD, which normally sequesters LapG,

a periplasmic protease able to cleave adhesin protein LapA and disperse bac-

terial biofilms[306]. As part of previous work with experimental collabora-

tors, we have performed extensive molecular simulations of TrpLoop-2a/-2b,

and obtained NMR chemical shift measurements to test the accuracy of these

simulations.[288]

A B

RWRTVTIGWKQIRVWY RWRTKKIGWKQIRVWY

Figure 5.4: NMR structure and sequences of (A) TrpLoop2a and (B) Tr-
pLoop2b. Mutated residues are shown in red.

All-atom molecular dynamics simulation As described in previous work,[288]

all-atom replica-exchange molecular dynamics (REMD) simulations were per-

formed using GROMACS 4.5.4[273] on the Owlsnest high performance com-

puting cluster at Temple University. Twenty-four replicas with temperatures

exponentially-spaced from 300 to 450 K were chosen to ensure broad confor-

mational sampling. The total simulation time of each replica is around 2 µs.

Three different force fields–AMBER ff96[307], AMBER ff99sb-ildn[308] and

AMBER ff99sb-ildn-nmr[225]–were used in conjunction with the OBC GBSA

implicit solvation model[309]. We also performed molecular dynamics simula-
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tions using the AMBER ff99sb-ildn-nmr[225] force field in combination with

the TIP3P explicit solvent model, using the Folding@home distributed com-

puting platform[310]. Aggregate explicit simulation data for TrpLoop-2a and

TrpLoop-2b were 167 µs and 54 µs, respectively. Average trajectory lengths

for TrpLoop-2a and TrpLoop-2b were 1034 ns and 316 ns, respectively.

Conformational state decomposition In order to make force field com-

parisons using BICePs, it is essential to define a unified set of conformational

states. To do this, we first performed time-structure-based independent com-

ponent analysis (tICA).[50, 311] We projected the data to the four largest

tICA components, and then performed k-centers clustering using MSMBuilder

to define a set of conformational states. The implicit solvent simulation data

was projected to tICA coordinates and assigned using these state definitions.

As done in the lattice model analysis, we performed clustering using different

numbers of states (250, 500, 1000, 5000, 10000) to test the effects of con-

formational coarse-graining on the BICePs results. To account for stochastic

variation in the clustering results, multiple clusterings were performed, from

which uncertainties could be estimated. Theoretical predictions of the prior

distribution P (X) come from the populations each cluster. For implicit-solvent

simulations, the lowest-temperature replica was used.

Experimental restraints (NMR chemical shifts) Experimental NMR

HN and Hα chemical shifts were measured in previous work.[288] The SHIFTX2

algorithm[142], using wrapper functions implemented in MDTraj[116], was

used to calculate predicted HN and Hα chemical shifts from the simulation

trajectory data. The predicted chemical shifts used in the BICePs calculation

are ensemble-averaged SHIFTX2 predictions across the snapshots correspond-

ing to each conformational state.

Markov Chain Monte Carlo sampling of the posterior Similar to our

lattice model sampling, multiple runs of MCMC sampling are performed to
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reduce finite sampling errors. Here 20 runs MCMC sampling are performed

with 10 million steps for each run. Instead of distance restraints, we use

chemical shifts in posterior distribution in sampling: The likelihood function

used to enforce restraints on J experimental chemical shift (cs) observables

D = {rexp
j } is:

Q(r(X)|σcs, D) =
J∏
j=1

(2πσ2
cs)
−wj/2 exp[−wj(rj(X)− rexp

j )2/2σ2
cs],

where rj are chemical shifts of protons indexed by j, and wj is a weight factor

(for example, wj = 1/n for n equivalent chemical shifts). This way, there are

J =
∑

j wj independent chemical shifts, with the sum of squared deviations

computed as:

χ2
cs(X) =

J∑
j=1

wj(rj(X)− rexp
j )2. (5.12)

As in the lattice model, several reference potentials Qref(r(X)) were tested:

uniform, exponential, and Gaussian. In practice, all reference distributions

were fairly non-informative (i.e. flat), and we did not attempt to center the

experimental data about random-coil shift values (Figure 5.13 and 5.14). We

treat − lnP (X, σcs|D) like an energy function, which, ignoring constant terms,

is given by:

− lnP (X, σcs|D) = (J + 1) lnσd +
χ2
cs(X)

2σ2
cs

+ lnQref(X)− lnP (X). (5.13)

5.5 Results

5.5.1 Force field parameterization in a toy lattice model.

Can BICePs scores be used for force field parameterization? To test this

idea in a toy model, we set the parameter ε to -2.0 kBT and generated a mock

experimental data set for eight interresidue distances (see Figure 5.3B) from

the resulting conformational distribution P (ε)(X) (see Equation 5.5).
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5.5.2 BICePs scores correctly identify the optimal in-

teraction strength ε.

We tested a series of ε values starting from 0.0 kBT to -5.5 kBT in decre-

ments of -0.5 kBT , performing BICePs calculations using 109 steps of total

MCMC sampling for each value of ε. Three different reference potentials were

tested: uniform, exponential and Gaussian. Each theoretical prior P (ε)(X)

can be considered as a unique model, analogous to different force field param-

eterizations. In this case, the BICePs score should be able to report how well

each model agrees with the experimental measurements, so we can find the

optimal value of parameter ε.

Even though the toy lattice model is relatively simple, we emphasize that

the inference problem here is quite challenging, for several reasons. For one,

the large number of microstates (15,037) in the model requires a substantial

amount of conformational sampling to produce converged statistically con-

verged results. Furthermore, the mock experimental measurements suffer sub-

stantially from ensemble-averaging, and with only eight such distance mea-

surements, it is unclear how much detail can be resolved about the underlying

microscopic ensemble. Complicating matters further is the highly cooperative

folding landscape of the toy lattice model when ε = −2.0kBT , resulting in

correlated distance restraints that do not independently confer useful informa-

tion.

To illustrate this inference challenge, we show an example of the likelihood

and prior distributions calculated for a particular distance observable, d(2,9),

for several values of ε near -2.0 kBT (Figure 5.5). Recall that the optimal

BICePs score occurs when there is the greatest overlap between the likelihood

and prior distributions (see Figure 5.2).

Figure 5.6 shows the average BICePs score for different values of ε, using

uniform, exponential, and Gaussian reference potentials. Remarkably, we find

that the lowest BICePs score corresponds to ε value of -2.0 kBT , computed

using Gaussian reference potential. This suggests that objective model selec-
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Figure 5.5: Likelihood and prior distributions calculated for distance ob-
servable, d(2,9), for several values of ε. In black is shown the prior distri-
bution P (ε)(dj) predicted from the theoretical model. Note that the lat-
tice model gives discrete values of d(2,9). In blue is shown a Gaussian ref-
erence potential Qref(dj), parameterized using the distribution of d(2,9) dis-
tances when ε = 0 kBT . In green is shown the distance restraint poten-
tial Qrestraint(dj) = (2πσ2

d)
−1/2 exp(−(dj − dexp

j )2/2σ2
d), using typical values

of σ2
d sampled with BICePs. One can see that this distribution gets nar-

rower for more negative values of ε as the conformational ensemble becomes
less heterogeneous. The green dotted line shows the location of the exper-
imental measurement dexp

j . In red is shown the overall likelihood function

Q(dj) = Qrestraint(dj)/Qref(dj).
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tion by the lowest BICePs score can successfully be used to perform force field

parameterization. The BICePs score for the best model is near -6, which cor-

responds to a evidence ratio of about 400:1 favoring the ε = -2.0 kBT model

with experimental restraints over a model with only experimental restraints

(i.e. the ε = 0 kBT model).

These results also highlight the importance of choosing an appropriate

reference potential. The uniform reference potential gives a lowest BICePs

score of around -0.4 at an ε value of -1.5 kBT , which is close, but misses the

correct answer. The exponential reference potential gives the worst results,

with positive BICePs scores for all values of ε. The comparison of these three

reference potentials suggests that it is important to choose a reference potential

that accurately represents any a priori knowledge we have about the expected

distribution of experimental observables. Because the 2D lattice model is a

polymer, the Gaussian reference potential is the most physical representation,

while the exponential reference potential is the least physical (Figure 5.12).

Furthermore, these results also reveal the limitations of finite sampling,

especially for highly negative ε values. As the interaction strength increases,

the conformational ensemble P (ε)(X) is increasingly dominated by the folded

state. As a result, there is little discriminatory power to the BICePs score

beyond ε = -3.5 kBT . At the same time, statistical uncertainty increases due

to finite sampling error, as unfolded conformations are sampled more rarely.

5.5.3 Conformational coarse-graining limits the accu-

racy of force field parameterization.

In its current form, BICePs performs sampling over a set of discrete confor-

mational states, X. While in the toy lattice model we can exactly enumerate

and sample individual microstates, this is not possible for most continuous-

space molecular models. In practice, we must choose some discrete partitioning

of conformational states, for example, by conformational clustering, or consid-

eration of discrete energy minima. The resolution of conformational states is
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Figure 5.6: BICePs scores for different ε values (0.0 to -5.5 kBT ) with different
reference potentials. With Gaussian reference potential implemented, BICePs
correctly identifies the optimal interaction strength (ε= -2.0 kBT ). The shaded
region shows the standard deviation of BICePs scores across multiple runs of
the algorithm.

potentially important for several reasons. For one, the state decomposition

determines the integrated posterior probability of reference potential (i.e. Z0,

when P (X) ∼ 1), which will affect the BICePs score. Also, while coarse-

graining of conformational states may improve finite sampling error, useful

information may be lost due to conformational averaging.

What is the effect of coarse-graining on the accuracy of model selection

by BICePs? To examine this, we clustered the 15,037 microstates to 1000,

5000 and 10000 macrostates (see Methods). We still use ε = -2.0 kBT to

compute the experimental distances. Again we performed 109 steps of MCMC

sampling, using a Gaussian reference potential with ε values ranging from 0.0

to -5.5 kBT , and compute BICePs scores as a function of ε (Figure 5.7). The

results show that, for the lattice model, coarse-graining to 10000 macrostates

still retains sufficient information for BICePs to find the correct value of ε =

-2.0 kBT , although this instigates greater statistical uncertainty, as reflected

by the larger error bars (Figure 5.7C).

When further coarse-graining is performed, to 5000 and 1000 macrostates,
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the BICePs score no longer is able to select the correct model. Instead, BICePs

scores keep decreasing with increasingly negative ε values; such that any model

with ε ¡ -3.5 kBT appears to be optimal. This loss of information due to confor-

mational coarse-graining arises when a sufficient number of microstates become

lumped together with the native folded state, making the predicted distance

observables 〈dj〉 for that state much closer to the experimental measurements.

In that case, optimal models will have the largest possible native-state pop-

ulation, make highly negative ε values most favorable. One might imagine

that such artifacts could be improved with different conformation clustering

protocols; for instance, kinetics-based clustering that might more finely parti-

tion conformational states near the native folded conformation.[51] Even with

these improvements, however, there is likely a threshold of conformational

clustering beyond which key information for parameterization is lost. Thus, it

would appear that the accuracy of BICePs benefits from the most fine-grained

decomposition as possible.

5.5.4 BICePs results are robust to experimental noise.

To examine how experimental noise affect BICePs predictions, we intro-

duced random errors in the mock experimental distances measured for the

toy lattice model when ε = −2.0kBT , creating various sets of noisy distance

measurements d′j. We define noise level σ added to the experimental data as

σ =

√∑J
j=1(d′j − dexp

j )2

J
(5.14)

where dexp
j is the jth interresidue distance measurement (J = 8, as shown in

Figure 5.3). For each set of noisy distance measurements d′j, we first perform

BICePs calculations for different values of ε (0.0 to -5.5 kBT ), using Gaussian

reference potentials, and 108 steps of MCMC sampling. We then select the

model P
′(ε)(X) with the lowest BICePs score. To assess how each BICePs

prediction P
′(ε)(X) varies from the theoretical distribution P (ε)(X) (computed

using Equation 5.5 when ε = -2.0 kBT ), we calculate the Kullback-Leibler
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Figure 5.7: BICePs scores for different ε values (0.0 to -5.5 kBT ) from different
degrees of coarse-graining clustering. The shadow parts show the error bars.
The shaded region highlights optimal models selected based on lowest BICePs
scores. Panel D is identical to Figure 5.6

divergence (also known as relative entropy) between the two distributions:

DKL =
∑
X

P
′(ε)(X) ln

P
′(ε)(X)

P (ε)(X)
(5.15)

By repeating this procedure for many different sets of noisy distance mea-

surements d′j, we construct a plot of the Kullback-Leibler divergence DKL as

a function of the noise level σ (Figure 5.8). We find that when the noise

level is lower than about 2 Å, BICePs is able to infer conformational popu-

lations close to theoretical distribution, as reflected by relatively small DKL.

However, higher levels of noise leads to a sharp increase in DKL, indicating

poor predictions from BICePs. The poor predictions are likely due to inaccu-

rate populations predicted for the native conformational state, which greatly
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contributes to the Kullback-Leibler divergence metric. These results suggest

that in the presence of some experimental noise, BICePs predictions of con-

formational populations remains robust. It also suggests that for BICePs to

make successful predictions, sufficiently accurate experimental data must be

obtained.

Noise Level (σ)
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Figure 5.8: The Kullback-Leibler divergence of BICePs prediction P
′(ε)(X)

(made in the presence of experimental noise) with respect to the actual dis-
tribution P (ε)(X) is shown as a function of the experimental noise level, σ.
Blue dots represent averages across BICePs predictions for a given set of noisy
distances d′j; error bars display standard deviations. The red and green star
represent the lower and upper bound of divergence. The dashed magenta line
is to qualitatively guide the eye.

5.5.5 BICePs results are robust to data sparsity.

To test how the sparsity of experimental data affects BICePs predictions,

we first ordered all eight interresidue distances in reverse order of their se-

quence separation; this roughly corresponds to an ordering of most-informative

to least-informative contacts. Then, one-by-one, we removed these distance

measurements from the available experimental data until only three short dis-

tances were left. This generated groups of experimental data with different

levels of sparsity (G0-G5 in Figure 5.9C).
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Next, we performed 108 of MCMC sampling, using Gaussian reference po-

tentials, for each group of experimental data, computing BICePs scores over

range of ε values (0.0 to -5.5 kBT ). The results show that even upon losing

highly informative distance measurements d(0,11) and d(0,9) (groups of experi-

mental data G0, G1 and G2), the remaining distance measurements are suffi-

cient for model selection by BICePs, with the lowest averaged BICePs scores

corresponding to a model using ε = -2.0 kBT (Figure 5.9). Losing more ex-

perimental measurements (groups of experimental data G3, G4 and G5) leads

to incorrect predictions of the optimal model, with the lowest BICePs score

occurring for models with ε = -1.5 kBT . Still, an error of only 0.5 kBT for

a parameterization problem with only three distance measurements is quite

impressive, suggesting that even sparse measurements, if sufficiently accurate,

can be used effectively with BICePs to infer conformational populations.

5.5.6 Application of BICePs: All-atom force field eval-

uation for designed beta-hairpin peptides

Can the BICePs approach work for parameterization of all-atom force field

models? To test this idea, we used BICePs scores to evaluate four AMBER

all-atom molecular force fields against experimental NMR chemical shift data

for two designed β-hairpin mimics, TrpLoop-2a and TrpLoop-2b. The force

fields tested included three combinations used with an GBSA implicit solvent

model (ff96, ff99sb-ildn, and ff99sb-ildn-nmr), and one used with TIP3P ex-

plicit solvent (ff99sb-ildn-nmr). More details can be found in the Methods

section.

As described in Methods, experimental restraints came from NMR chemi-

cal shifts (Hα and HN). As with any experimental data of this type, there is

some uncertainty associated with the experimental values, the extent to which

BICePs is designed to infer. Additional uncertainty comes from the predicted

chemical shifts from simulated conformational ensembles using SHIFTX2. The

sparse number of experimental restraints, as well as the intrinsic sources of er-
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Figure 5.9: (A) BICePs scores for different ε values (0.0 to -5.5 kBT ) calcu-
lated using different degrees of experimental sparsity (G0-G5). (B) The folded
state of a 12-residue 2D HP lattice model and a diagram of the all available
eight interresidue distances. (C) Diagrams of the different sets of experimental
measurements used in each BICePs calculation.

ror, provide an excellent opportunity to test BICePs in a “real-word” situation.

To test the performance of BICePs across models with different extents of

coarse-graining, we constructed models using different numbers of conforma-

tional states (250, 1000, 5000, 10000) obtained by k-centers clustering. Several

rounds of clustering and subsequent BICePs calculations were performed to

account for stochastic variation in the clustering results.

For each force field, we explored three different reference potentials (uni-

form, exponential, Gaussian), performing 2 × 108 total steps of MCMC sam-

pling. The results, shown in Figure 5.10 and Figure 5.11 for TrpLoop-2a and

TrpLoop-2b respectively, reveal a consistent ranking of force field accuracy

for the TrpLoop-2a and -2b systems. The BICePs scores suggest that AM-

BER ff99sb-ildn-nmr, in combination with the TIP3P explicit solvent model,
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most accurately predicts the experimental NMR chemical shifts. This result

is consistent with recent tests of different force fields,[312] and makes sense

given that AMBER ff99sb-ildn-nmr was parameterized specifically to better

reproduce NMR observables.[225, 225]

The BICePs scores also suggest that the least-accurate force field combi-

nation is AMBER ff99sb-ildn-nmr + GBSA. This finding is consistent with

the results of a more conventional force field validation study we published

previously,[288] in which we found that AMBER ff99sb-ildn-nmr + GBSA

also poorly reproduced the experimental NMR chemical shifts and folded-

state populations. We attributed this finding to a well-known tendency of the

GBSA implicit solvent model to overstabilize helical conformations.[313, 314]

Interestingly, while the BICePs scores computed here suggest that AM-

BER ff99sb-ildn-nmr + TIP3P is the most accurate model, our previous

work has suggested that AMBER ff96 + GBSA agrees best with experimental

observables.[288] AMBER ff96 is known to overstabilize beta-sheet conforma-

tions when used with explicit-solvent models. When used with GBSA implicit

solvent models, however, AMBER ff96 benefits from a fortuitous correction of

this bias due to the overstabilization of alpha-helical states by GBSA, result-

ing in a potential that can model small mini-proteins[313] accurately enough

to be used for ab initio protein folding.[36] Despite these favorable attributes,

AMBER ff96 + GBSA suffers from salt-bridge overstabilization and other

artifacts that should ultimately favor the use of explicit-solvent models for

accurate simulation. We suspect that the BICePs approach used here, which

considers conformational populations, can more finely distinguish differences

between force fields than more conventional approaches. In our previous study,

we compared experimental and simulated chemical shift observables ensemble-

averaged over the entire conformational ensemble. This is akin to a BICePs

calculation that only considers only one conformational state.

We also note that, unlike the lattice model results, the trends in BICePs

scores are mostly insensitive to the reference potential used. This is likely

because all three reference potentials tested (uniform, exponential, Gaussian)
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are similarly non-informative (i.e. flat). A plot of the distribution of ensemble

averaged chemical shifts cross all conformational states, superimposed with the

computed reference potentials and it clearly shows this clearly (Figure 5.13 and

5.14). As the number of coarse-grained states increases, BICeP scores tend

to decrease slightly, indicating better models. At the same time, statistical

variance tend to increase slightly; this trend is expected for models with larger

number of states, due to finite sampling and and stochastic clustering effects.
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Figure 5.10: BICePs scores for TrpLoop-2a with (A) uniform (B) exponential
and (C) Gaussian reference potential. Averaged BICePs score for each trial is
shown with error bars.

5.6 Discussion

The main purpose of BICePs is to infer conformational state populations

from a combination of computational modeling and sparse experimental data.
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Figure 5.11: BICePs scores for TrpLoop-2b with (A) uniform (B) exponential
and (C) Gaussian reference potential. Averaged BICePs score for each trial is
shown with error bars.

Here, for the first time, we explore the possibility of using the integrated

posterior model probabilities (i.e. BICePs scores) as a quantitative metric

for parameterization and validation of force field models against experimental

data. The advantage of this approach is the rigorous statistical framework for

model selection provided by BICePs scores, while the potential pitfalls of this

approach lie in its practical application.

For this reason, we have explored the practical aspects of model selec-

tion via BICePs using a toy lattice model of protein folding. The lessons

learned have implications for future work in using BICePs for model selection.

Most importantly, our tests using the toy lattice model demonstrate that the

BICePs algorithm can indeed be used to perform quantitative model selec-

tion, by computing BICePs scores for competing models. For this to work
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well, however, it appears that several practical requirements must be in place.

First, an appropriate reference potential must used; this is a non-trivial and

problem-dependent choice for which we have derived some useful options (uni-

form, exponential, and Gaussian reference potentials) but may require more

detailed consideration. Second, conformational states must be sufficiently fine-

grained, so that valuable informational isn’t lost to conformational averaging.

Our results suggest that if these requirements can be satisfied, then BICePs

can accurately infer optimal models, and do so fairly robustly in the presence

of sparse and noisy experimental measurements.

Using the lessons learned from the lattice model studies, we have applied

BICePs to a example force field validation problem: selecting the all-atom force

field that best agrees with experimental chemical shift data for two designed

beta-hairpin peptides. Here, our results agree with previous assessments of

force field quality, suggesting that BICePs scores are up to the task of model

selection alongside more complicated, all-atom simulation models. An issue

that may require more attention in the future is deriving a unified set of confor-

mational states for all-atom simulations that can be compared across different

models. Our suggest it is important to use a sufficiently fine-grained state

decomposition, but this may be difficult to achieve while also trying to choose

a state decomposition that overlaps well across the different models. While

we found that AMBER ff99sb-ildn-nmr + TIP3P is the most accurate model

for TrpLoop-2a and -2b, an important caveat is that the state decomposition

for model comparison came from conformational clustering of trajectory data

obtained in that force field; it is therefore possible that the favorable BICePs

scores computed for AMBER ff99sb-ildn-nmr + TIP3P are, in part, due to

a more favorable state decomposition. In future work, we hope to look more

closely at the possibility of bias arising from the state decomposition. For

example, other methods of dimensionality reduction and conformational clus-

tering my perform better that the tICA projection scheme used here. We

can also alleviate such bias by implementing a version of BICePs that works

with continuous-space conformational states. For all-atom simulation mod-
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els, this can be performed in practice using bias-exchange molecular dynamics

simulation.

5.7 Conclusions

We have presented a Bayesian inference method to parameterize and vali-

date force fields, based on the BICePs (Bayesian Inference of Conformational

Populations) algorithm. BICePs reconciles computational models with experi-

mental information reweighed by proper reference potentials, by using MCMC

to sample the posterior distribution of conformations and model parameters.

We have shown how the theory underlying BICePs can be used for objective

model selection, by computing a quantity we call the BICePs score, which re-

flects the total integrated posterior probability of a given model. This feature,

along with the implementation of reference potentials, are unique advantages

of the BICePs algorithm.

By studying the performance of this approach in a 2D lattice model of

protein folding, we have shown that the BICePs approach can successfully infer

model parameters, even in the presence of sparse and/or noisy experimental

data, provided that an appropriate reference potential is is used, and that

conformational states are sufficiently fine-grained. As an initial step towards

using BICePs to evaluate potentials used in all-atom molecular simulations,

we used BICePs scores to select optimal AMBER force field combinations for

two designed beta-hairpin peptides against sparse experimental chemical shift

data.

In the future, we hope to improve the ability of BICePs to select op-

timal all-atom simulation models by (1) considering alternative conforma-

tion state decompositions, (2) developing more realistic reference potentials

for particular experimental observables, and (3) incorporating measurement-

specific uncertainties to better account for outliers. We plan to write an im-

proved version of BICePs (v2.0) which will be faster, more flexible and easier

for users. With these improvements, we expect BICePs to be a powerful
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Bayesian inference tool to reconcile molecular models against experimental

data, enabling the development of accurate models for specific purposes (e.g.

foldamers, peptidomimetics, macrocycles) from more general-purpose poten-

tials. The BICePs algorithm is freely available with source code and examples

at http://github.com/vvoelz/biceps.
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5.10 Appendix II: Supporting Information

Gaussian
exponential
uniform

Figure 5.12: Histogram of interresidue distances of 2D HP lattice model (see
Figure 5.3) across all 15037 microstates and three reference potentials (Gaus-
sian, exponential, uniform).
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Gaussian
exponential
uniform

Figure 5.13: An example of reference potentials shown with histograms of
ensemble averaged Hα chemical shifts of 16 residues in TrpLoop-2a across
1000 clustered states. Ensemble averaged chemical shifts are computed using
ShiftX2 based on explicit solvent simulation using AMBER ff99sb-ildn-NMR.
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Gaussian
exponential
uniform

Figure 5.14: An example of reference potentials shown with histograms of
ensemble averaged HN chemical shifts of 15 residues in TrpLoop-2a across
1000 clustered states. Ensemble averaged chemical shifts are computed using
ShiftX2 based on explicit solvent simulation using AMBER ff99sb-ildn-NMR.
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Markov models of molecular kinetics: Generation and validation. The

Journal of Chemical Physics, 134(17):174105–24, May 2011.

[120] Asghar M Razavi and Vincent a Voelz. Kinetic network models of trypto-

phan mutations in β-hairpins reveal the importance of non-native inter-

actions. Journal of Chemical Theory and Computation, 11(6):2801–2812,

June 2015.

[121] Vincent a Voelz, Gregory R Bowman, Kyle Beauchamp, and Vijay S

Pande. Molecular simulation of ab initio protein folding for a mil-

lisecond folder NTL9(1-39). Journal of the American Chemical Society,

132(5):1526–1528, February 2010.



195

[122] Guangfeng Zhou and Vincent a Voelz. Using Kinetic Network Models To

Probe Non-Native Salt-Bridge Effects on α-Helix Folding. The Journal

of Physical Chemistry B, 120(5):926–935, February 2016.
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