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ABSTRACT

Network Update and Service Chain Management in Software Defined Networks
by
Yang Chen
Software Defined Networking (SDN) emerged in recent years to fundamentally change
how we design, build and manage networks. To maximize the network utilization,
its control plane needs to frequently update the data plane via flow migration as the
network conditions change dynamically, which is known as network update. Network Function Virtualization (NFV) addresses the problems of traditional expensive
hardware appliances by leveraging virtualization technology to implement network
functions in software modules (middleboxes). These software modules, also called
Virtual Network Functions (VNFs), are provisioned most commonly in modern networks to demonstrate their increasing importance. The technical combination of SDN
and NFV enables network service providers to pick service locations from multiple
available servers and maneuvers traffic through appropriate VNFs, which is known as
VNF deployment. A service chain consists of multiple chained VNFs in some order.
VNFs are executed on virtualization platforms, which makes them more prone to
error compared with dedicated hardware. As a result, one important issue of service
chain is its reliability, meaning that each type of VNF in a service chain acts properly
on its function, which is known as service chain resilience.
This dissertation lists our research on the above three mentioned topics in order
to improve the network performance. Details are as follows:
1. Network Update: SDNs always need to migrate flows to update the network
configuration for a better system performance. However, the existing literature
does not take flow path overlapping information into consideration when flows’
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routes are re-allocated. Consequently, congestion happens, resulting in deadlocks among flows and link resources, which will block the update process and
cause severe packet loss. We propose multiple solutions with various kinds of
leisure resources in the network.
2. VNF Deployment: We focus on the VNF deployment problem with different
settings and constraints, including: (1) network topology; (2) vertex capacity
constraint; (3) traffic-changing effect; (4) heterogeneous or homogeneous model
for one VNF kind; (5) dependency relations between VNFs. We efficiently
deploy VNF instances and at the same time make sure that the processing
requirement of all flows are satisfied.
3. Resilient Service Chain Management: One effective way of ensuring VNF robustness is to provision redundancy in the form of deploying backup instances
besides active ones. In order to guarantee the service chain reliability, we consider both the server resource allocation and the VNF backup assignment. We
aim at minimizing the total cost in terms of transmission delay and rule changes.
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CHAPTER 1

INTRODUCTION

1.1

Network Management with SDN and NFV

Computer networks play a critical role in modern society. Today, a lot of Internet
services, such as search engines, social networks, and e-commerce, are hosted in data
centers, where hundreds of thousands of computers are connected by large-scale data
center networks. These data centers are interconnected with each other by wide area
networks that span the entire planet. End users use their personal computers, mobiles
phones and tablets to access these Internet services via Ethernets, WiFi networks,
and cellular networks. Managing these networks to provide fast, reliable and secure
network services is a central problem for computer networking research.
Software-Defined Networking (SDN) emerged in recent years to fundamentally
change how we design, build and manage networks [76]. In addition, Network Function Virtualization (NFV) has been proposed to transform the implementation of
network functions from expensive hardwares to software middleboxes, called Virtual
Network Functions (VNFs) [45]. Software middleboxes are most commonly provisioned in modern networks, demonstrating their increasing importance [131]. There
is a tendency to incorporate SDN and NFV in concerted ecosystems [37]. A lot of
interesting research areas arise with an objective of better network management with
SDN and NFV. Fig. 1.1 illustrates the overview of our research. We selectively discuss
several major contributions in the following content of the dissertation.
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Figure 1.1: Research Overview.

1.2

Network Update and Flow Migration

With the development of SDNs [90], there are many causes for a network update:
(1) changes in security policies [81] (e.g., traffic from one subnetwork may have to
be rerouted via a firewall before entering another subnetwork); (2) traffic engineering
in the network [57] (to minimize the maximal link load, an operator may decide
to reroute parts of the traffic along different links); (3) network maintenance works
[78, 77] (e.g., in order to replace a faulty router, it may be necessary to temporarily
reroute traffic); and (4) reactions to link failures [146] (e.g., fast network update
mechanisms are required to react quickly to link failures and determine a failover
path). Key challenges come from the fact that some unexpected events during the flow
migration may happen. These events consist of unpredicted, long switch update times,
and abnormal communication delays between the controller and the switch. Since
each switch updates its flow table independently and asynchronously, the network
state transition may result in serious link congestion and packet loss if it is done
directly from the initial to the final stage. Deadlocks among flows and links may
also block the update process. However, high performance network requirements are
becoming more and more intense [144]. For example, data centers usually claim that
packet loss rates to be around 2% [147], while the requirements for wide area networks
(WANs) and carrier-grade networks are much higher [96]. Specifically, carrier-grade
2
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Figure 1.2: A service chain example.
performance is often associated with the term “five nines”, representing an availability
of 99.999%. Finding a migration plan without congestion, packet loss and deadlocks
is increasingly important.
We pay close attention to elaborately resolving deadlocks with the help of spare
paths during the network update. We prove that the feasibility of the consistent flow
migration can be determined in exponential time. Furthermore, we demonstrate that
even if there are multiple consistent migration plans, finding the optimal one that
occupies the least leisure bandwidth resources is NP-hard. For the case in which no
consistent plan is found, we introduce an efficient method to rate limit flows in order
to reduce the packet loss. Extensive simulations show that our solution achieves
a much smaller traffic loss rate at the cost of affordable spare link resource usage
compared to prior methods.

1.3

Network Functions Deployment

NFV addresses the problems of traditional expensive hardwares [130] by leveraging virtualization technology to implement network functions in software modules
[67]. These software modules, also called Virtual Network Functions (VNFs) [45],
are most commonly provisioned in modern networks to demonstrate their increasing
importance [131], such as firewalls, network address translators, proxies, and deep
packet inspection. In SDNs, flows usually request to be processed by a service chain,
an ordered set of Virtualized Network Functions (VNFs). Fig. 1.2 illustrates an example of service chain, consisting of four VNFs: NAT, Firewall, IDS, and Monitor
[132].NFV is the driving force behind the change in implementing network functions
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from expensive hardwares to software middleboxes, which are deployed at switchconnected servers [21]. SDN allows VNFs to pick service locations from multiple
available servers and maneuver traffic through appropriate VNFs; on the other hand,
traditional purpose-built hardware appliances leave no choice for allocation [133]. The
technical combination of SDN and NFV results in a more flexible architecture and
has the potential to reduce capital and operating expenses, shorten product release
cycles, and improve service agility [76]. We study the topic of VNF deployment with
different constraints and problem settings, shown in the right part of Fig. 1.1
The main challenges of our deployment problem lie in the selection of VNF types
and locations, as well as the processing volume allocation of each deployed VNF.
The limited vertex capacity constraint further complicates the deployment. Another
challenge is that flows have to be fully processed before reaching their destinations.
Additionally, non-uniform VNFs for a single kind of network function offer more
deployment options and make our problem much more complex. We solve the abovementioned challenges in our papers [8], [12] and [13], which are listed in Chapter
7.3, respectively. Besides that, we also study other problems related to service chain,
including grouping and scheduling in our papers [1] and [10] in Chapter 7.3 as well.
Here we only simply discuss about our contributions as follows.
For the service chain grouping, a high performance network always has a strict
requirement of the flow completion time. We build a transmission and processing
delay model to formulate the communication latency behavior of flows being processed
by middleboxes. We aim to minimize the flow completion time in two aspects: the
longest completion time (makespan) and the average completion time. We propose an
optimal solution for each aspect when there are only two middleboxes in the service
chain. With a service chain with an arbitrary length, we first prove the NP-hardness of
our problem in both aspects and then design two corresponding heuristic algorithms,
which are extended from our proposed optimal solutions for a service chain with a
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length of two.
For the service chain scheduling, in order to avoid much slower matching by using
software switches or even packet loss, we can group flows so that all matching rules
can be placed in hardware switches. In such a grouping, all flows in each group match
only one rule and will be forwarded to the same routing path, instead of each flow
matching one rule. This will result in a longer delay because of processing by the
longer newly-grouped service chain. We efficiently group flows to minimize the total
cost while satisfying the capacity constraint of the forwarding tables in hardware
switches. We first prove the submodularity of our objective function and propose a
corresponding performance-guaranteed solution. Additionally, we design an efficient
heuristic solution based on the classic k-means algorithm. Furthermore, we include
discussions on dynamic network situations (insertion, deletion, and update of flows)
and an alternative objective

1.4

Resilient Service Chain Management

The new network paradigm provides intensive scalability and flexibility. However,
these VNF instances based on software implementations are more prone to error and
more vulnerable to security threats, compared with dedicated hardware devices [62].
The VNF failures induce great degradation of service performance and reliability
[103]. These failures may occur due to various reasons, such as connectivity errors
(e.g., link flaps, device unreachability, port errors), hardware failures (memory errors,
defective chassis), mis-configurations (wrong rule insertion, configuration conflicts),
software failures (reboot, OS errors) or excessive resource utilization [62]. Temporary
inability to support network functions can lead to packet drops, reset of connections,
redundant packet delays, and in some cases even security issues [35]. A common
solution of VNF reliability guarantee is providing redundancy, where one or multiple
additional instances of VNFs operate as backups upon a failure [29]. This solution is
5

often referred to as active-standby deployment, where one primary (“active”) instance
handles all the traffic, while its backup (or “standby”) instances are mostly inactive,
until a failure occurs. Once a failure is identified, one of its available backup instances
will be activated at once and execute its functionality. All traffic will start to be
diverted to the active backup VNF instance instead of its corresponding primary one.
Reliability is an important requirement for operators when offering specific network services (e.g., voice call and video on demand), no matter it is through physical
or virtual network appliances [129]. With the probabilistic prior failure information of
VNF instances [45], we take advantage of the flexibility and resource-sharing abilities
in order to allocate and deploy backup instances for service chains. If we do not plan
properly, network performance can be greatly affected, including highly prolonged
transmission time and dramatically increased rule changes. Therefore, we design an
efficient framework with three phases for the backup arrangement of resilient service chains: cost calculation, backup allocation and assignment, and network update.
First, we define a matching cost in terms of network performance when deploying a
backup instance at a server (cost calculation). Next, we guarantee the requested level
of reliability for each service chain through providing backup instances with the lowest possible cost (backup allocation and assignment). Then, we arrange the schedule
by updating the settings of the network devices (network update).

1.5

Contributions

Fig. 1.1 shows an overview of my research during my PHD study. In this thesis,
we mainly include my research on three topics: network update, VNF deployment,
and service chain resilience.
For network update, in order to better resolve deadlocks, we propose three different efficient strategies during the network update. Firstly, with the help of spare
resources, we propose an algorithm to determine the feasibility of the consistent flow
6

migration. We demonstrate that even if there are multiple consistent migration plans,
finding the optimal one that occupies the fewest leisure bandwidth resources is NPhard. An approximation algorithm is proposed to sequentially migrate flows in a
consistent way. Secondly, with the help of SDN switch buffers, a highly efficient
strategy is designed to greedily migrate flows based on the dependency graph of the
network. Finally, with the help of a finer scheduling granularity of links instead of
paths, we update the network consistently in order to reduce the packet loss caused
by deadlocks.
For single network function deployment, we focus on the VNF deployment problem with different constraints, including: (1) tree or line network topology; (2) with or
without vertex capacity constraint; (3) single or multiple kinds of VNFs; (4) heterogeneous or homogeneous model for one VNF kind; (5) dependency relations between
VNFs. The objective of our problem is to minimize the total deployment cost when
the processing requirement of all flows are satisfied. The main challenges of the deployment lie in the selection of VNF types and locations, as well as the processing
volume allocation of each deployed VNF.
For service chain deployment, we formulate the resource usage trade-off between
bandwidth consumption and cost of middlebox placement as a combined cost minimization problem. After proving the NP-hardness of our problem in general topologies, we narrow down to a specific kind of topology: tree-structured networks. We
study two kinds of constraints: traffic-chaining ratio and middlebox dependency relations. With homogeneous flows, we propose optimal greedy algorithms for the
placement of a single middlebox first, and then multiple middleboxes without order.
We also introduce a dynamic programming algorithm for the placement of a totallyordered middlebox set. A performance-guaranteed algorithm is designed to handle
heterogeneous flows.
For resilience of service chains, we focus on ensuring service resilience through
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providing VNF backup instances. Backups are deployed on switch-connected servers
and will be activated when their primary instances fail. In terms of network performance, the deployment plays a crucial role in transmission delay and rule change. To
address the above problem, we introduce a framework including the weight calculation, backup allocation and assignment, and flow migration. We formulate the backup
allocation and assignment part as an optimization problem. For private backup instances, we propose an optimal solution. For shared backup instances, we prove the
NP-hardness of our problem and provide an intuitive solution with discussions.

1.6

Chapter Overview

In the following, the dissertation mainly includes three topics: Network Update,
VNF Deployment, and service chain resilience. Chapter 2 studies the network update
problem, including path-based and link-based update schedules. For the path-based
method, we further discuss about applying two types of resource: the residual link
bandwidth and the switch buffers. We focus on three main properties: consistency,
feasibility, and optimality. Next, we includes three different VNF deployment problems in Chapters 3, 4, and 5. Chapter 3 considers the VNF deployment problem in
a special type of network topology. We discuss both the traffic-changing effect and
the dependency relationship of the VNFs. Chapter 4 focuses the deployment of one
kind of VNFs with homogeneous and heterogeneous configurations. We propose multiple performance-guaranteed solutions for various scenarios. Chapter 5 studies the
traffic-diminishing VNF deployment with a limited total number of instances. Then,
Chapter 6 focuses on the resilience VNF backup problem by applying the activestandby model. Finally, Chapter 7 concludes the thesis with our main contributions,
discuss about the extension of our future work, provide the concluding remarks, list
our publications and the references in biography.
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CHAPTER 2

NETWORK UPDATE: CONSISTENCY,
FEASIBILITY, AND OPTIMALITY

SDNs always need to migrate flows to update the network configuration for a
better system performance. However, the existing literature does not take flow path
overlapping information into consideration when flows’ routes are re-allocated. Consequently, congestion happens, resulting in deadlocks among flows and link resources,
which will block the update process and cause severe packet loss. This chapter resolves deadlocks with the help of spare resources during the network update. An
algorithm is proposed to determine the feasibility of the consistent flow migration.
We demonstrate that even if there are multiple consistent migration plans, finding
the optimal one that occupies the fewest leisure bandwidth resources is NP-hard.
An approximation algorithm is proposed to sequentially migrate flows in a consistent
way. Extensive simulations show that our solution achieves a much smaller traffic loss
rate at the cost of an affordable spare link resource usage compared to prior methods.
The complete version can refer to our publication 14.

2.1

Introduction

Configurations of SDNs are routinely updated in order to achieve shorter transmission latency and better bandwidth utilization [43, 63, 41]. SDN utilizes its centralized controller to configure and execute new update policies [14]. With the rise
and development of SDNs [90], the requirements of high performance networks are
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becoming more and more intense. For example, regarding the packet loss rate, data
centers usually claim it to be around 2% [147], while the requirements of wide area
networks (WANs) and carrier-grade networks are much higher [96]. Specifically, the
carrier-grade performance is often associated with the term “five nines” that means
an availability of 99.999%. However, complex network updates are becoming increasingly common. For example, Microsoft’s SWAN [51] and Google’s B4 [56] run updates
every few minutes, hundreds of times per day. Key challenges come from the fact that
some unexpected events during the update may happen. These unexpected events
will disrupt network functionality and cause traffic congestion as well as packet loss,
resulting in a Quality of Service (QoS) disqualification. These events consist of unpredicted, long switch update times and abnormal communication delays between
the controller and the switch. There are multiple reasons for those chaotic situations,
such as imperfect clock synchronization and transient controller-data plane disconnection. In this chapter, we study the consistent flow migration problem, which requires
moving network flows from their initial routing paths to the target ones in a lossless
way [107].
To prevent the above anomalies, we explore three properties in network flow migration: consistency, feasibility, and optimality. Consistency requires that the bandwidth
demands of all flows be satisfied during the whole migration process and there be no
congestion and packet loss during the update procedure. Because of the demanding packet loss rate, consistency is the most important property of flow migration.
However, due to insufficient bandwidth resources, a consistent flow migration may
not always exist. Therefore, we use feasibility to refer to whether or not a consistent
flow migration exists. Optimality is raised when there are multiple consistent flow
migration. This means finding the plan that takes the least spare resource to finish
the update. This chapter explores the feasibility and optimality of flow migrations
under the consistency constraint in SDN updates.
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Figure 2.1: An example to illustrate migration.
Fig. 2.1 illustrates the flow migration problem with three flows, f1 , f2 and f3 . In
each graph, the nodes represent the switches, and the edges are the links, all of which
are bidirectional. Each directional link has a capacity of 1 Gbps and each flow has a
bandwidth of 1 Gbps. Figs. 2.1(a) and 2.1(b) show the initial and final routing paths
of the three flows. Unfortunately, none of them can be directly migrated to their final
paths, because the initial routing path of each flow overlaps the final routing paths
of the other two flows. Such a deadlock is challenging in terms of flow migrations.
This chapter uses spare resources to achieve consistent flow migration. A feasible flow
migration is shown in Fig. 2.1(c) in which f1 is migrated to an intermediate routing
path on two spare links (v4 to v5 and v5 to v2 ). Such an intermediate routing path
of f1 releases the necessary bandwidth resource for f2 and f3 , and thus, it breaks the
deadlock. Afterwards, f2 can be migrated to its final path and then to f3 , finally f1
moves to its final path. The flow migration is completed without any packet loss.
Due to the complexity of the assistant intermediate routing paths, our problem
becomes challenging. We study the consistent flow migration problem, which requires
that the bandwidth demands of all flows be satisfied during the entire migration
process. Moreover, we want to find the optimal one when several consistent update
plans exist. Existing works focus on the resource dependency between the initial
and final routing paths of flows. They aim at finding a specific migration order of
flows [11? ] or using a two-phase tagging scheme [108, 10] to complete a lossless flow
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migration to the final state. However, when the remaining bandwidth resources in the
flows’ final paths are insufficient, , these methods cannot make any progress except in
reducing flow rates. Consequently, such flow rate limitations will lead to packet loss as
well as QoS deterioration [144]. In contrast, our chapter proposes a generic approach
to consistently migrating flows with the help of spare paths. An algorithm is proposed
to determine the feasibility of consistent flow migration. Furthermore, to efficiently
resolve deadlocks, we demonstrate that even if there are multiple consistent flow
migrations, it is NP-hard to find the optimal one that occupies the fewest bandwidth
resources. Therefore, a greedy algorithm is proposed to consistently migrate flows in
a sequence within a reasonably competitive ratio. If no consistent plan is found, we
also conduct an efficient method to rate limit flows in order to reduce the packet loss.
Our main contributions are summarized as follows:
• We formulate the network update problem as a mixed integer programming and
introduce a new definition of Resource Dependency Graph.
• We design a spare-path-assisted algorithm to determine the feasibility of a consistent flow migration and prove its polynomial time complexity for the case of
unit size flows, unit size edges, and constant-size spare path lengths.
• We prove that it is NP-hard to find the optimal solution that occupies the least
bandwidth resources. An approximation algorithm with a feasible RDG as an
input is then proposed with a detailed time complexity analysis.
• If no consistent solution can be found, we propose a heuristic rate-limiting-flow
approach to resolve deadlocks.
• We conduct extensive real data-driven experiments to demonstrate the significant advantages of our approach with regard to update time.
The remainder of this chapter is organized as follows: Section 2 surveys related
12

works. Section 3 describes the model and formulates the problem. Section 4 discusses
the feasibility and optimality of flow migrations in SDNs as well as an efficient method
of rate-limiting flows. Section 5 includes the experiments. Finally, Section 6 concludes
the chapter and shows potential extensions.

2.2

Related Work

There are two basic mainstream methods for flow migration implementation: ordering [82, 136, 89, 102] and two-phase [109, 108, 64]. The ordering strategy usually updates the forwarding table of the switches one-by-one in a specified order,
which is carefully calculated in order to preserve some required properties, like being
loop-free and blackhole-free. It does not introduce an additional update overhead.
However, this order might not exist when it needs to guarantee both forwarding and
policy demands. The two-phase scheme installs both the initial and final rules on all
switches and tags packets with a rule’s version number. This method is simple and
fast. It ensures the success of the update, but it doubles the number of rules on every switch, which wastes expensive and power-hungry Ternary Content Addressable
Memory (TCAM) memory resources. This chapter performs the two-phase commit
using version numbers for flow migrations.
The major drawback of the basic ordering and two-phase methods of flow migration is that they cannot guarantee consistency as congestion may exist during flow
migrations. To obtain consistent flow migrations, we see that there are mainly three
kinds of approaches: link capacity reservation [51], intermediate state-involvement
[78], and time-awareness update [135, 98, 97]. As a typical link capacity reservation
approach, SWAN [51] has two main results. First, if a fraction of the capacity is
guaranteed to be free on each link of a flow path, SWAN can update the network in
constant steps. Second, in order to solve the problem efficiently, linear programming
is used to check whether a solution with bounded steps exists. However, when there
13

is no slack on some edges, it is unlikely that this algorithm will halt in certain steps,
which will lead to high computation complexity. A representative of the intermediate state-involvement approach, ZUpdate [78], attempts to compute and execute a
sequence of steps to migrate flows in a congestion-free way. However, it stretches
the update time, which makes the chaos of traffic migration last longer. A typical
time-awareness update approach, Dionysus [59], dynamically schedules the process
based on the runtime differences of switches’ update speeds, instead of a previous
static ordering of rule updates. It is a path-based update method, meaning that a
flow is scheduled to be migrated to its final path when all the links along its new
path have enough bandwidth resources. If a single link along the path is not available, this method can only wait and waste a lot of link resources. Another kind of
time-awareness plan is based on time synchronization technology. The timed consistent strategy [98, 97] utilizes time-triggered network updates to achieve consistency.
However, this scheme asks too much of time synchronization. Even with a straggling
switch, the whole following process is likely to be in total disorder.
Many prior works also strive to find a congestion-free update scheme with the
property that there will be no congestion independent of the update order. However, most of the congestion-free update plans require part of the link capacity to be
left vacant, which will decrease utilization of the expensive network infrastructure.
Moreover, a majority of them always involve solving a series of linear programmings
(LPs), which is slow and does not scale well. We are aware that there is little network update research on deadlock tackling even with the high-demanding low packet
loss rate. Dionysus [59] mentions rate-limiting random number of flows until all the
deadlocks are resolved. When a link has not enough remaining bandwidth for several
flows to update at the same time, Dionysus utilizes the migration completion time as
a default order of flow priority. Yet, this kind of opportunistic scheduling is likely to
cause deadlocks where no progress can be made. MCUP [145] proposes a migration
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approach to minimize the transient congestion during the update procedure when
there does not exist a congestion-free update order, or specifically, when there are
deadlocks among update-awaiting flows. [? ] solves the migrating problem by dynamically finding flow paths with a dependency graph. [? ] proposes a innovative
dynamic programming method to migrate flows.

2.3

Framework

2.3.1

Motivation

Networking updates in SDNs consist of hardware upgrades, deployment modifications, and configuration changes. It is necessary to routinely update networks for
better performances in failure recovery, transmission latency, and bandwidth utilization. However, this planned maintenance always puts the paths of network flows in
a state of flux. Flow migration is an important kind of configuration change. It is a
common source of instability in SDNs, leading to update deadlocks, broken connectivity, forwarding loops, and access control violations.
We notice that almost all the current flow migration strategies neglect to discuss deadlocks’ situations or randomly select flows to stub out until all deadlocks
are resolved, which will cause severe packet losses and QoS deterioration. In fact,
deadlocks may frequently occur even when the initial and final traffic states are both
congestion-free and valid, because when the network does traffic engineering to reallocate flow routes, the intertwined extent of different flows’ initial and final paths is
not taken into consideration. Furthermore, inappropriate scheduling order of flows
can also lead to deadlocks [59]. Due to the high demand for packet loss rate, it is
essential to migrate flows with the best effort to preserve the consistency even when
there are deadlocks. Our key observation is that intermediate state involvement in the
form of spare paths can vacate link resources of flows’ initial paths in order to break
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Figure 2.2: An example to illustrate flow migrations.
the deadlocks. With the help of two-phase update commit, modifying the flow path
means adding a new flow entry to each switch along the new path. Moreover, considering the limited and expensive Ternary Content-Addressable Memory (TCAM)
in the switch routing tables, it is better to migrate flow one-by-one, which will not
cause too much redundancy to the network. In addition, by migrating only one flow
each time step, we can also control the network with less temporary disruption and
congestion.
Fig. 2.2 shows a toy example with two flows, f1 and f2 . In each graph, the nodes
represent the switches, and the edges are the links, all of which are bidirectional.
Each directional link has a capacity of 1 Gbps and each flow has a bandwidth of
1 Gbps. Figs. 2.2(a) and 2.2(b) show the initial and final routing paths of f1 and
f2 . Unfortunately, neither f1 nor f2 can be directly migrated to their final paths,
because the initial routing path of f1 overlaps with the final routing path of f2 , and
vice versa. Such a deadlock is challenging in terms of flow migrations. This chapter
uses spare resources to achieve consistent flow migrations. A feasible flow migration
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is shown in Fig. 2.2(c) in which f1 is migrated to an intermediate routing path on
three spare links (v4 to v6 , v6 to v5 , and v5 to v3 ). Such an intermediate routing path
of f1 releases necessary bandwidth resource for f2 , and thus, it breaks the deadlock.
However, the flow migration in Fig. 2.2(c) may not be the optimal one, as shown in
Fig. 2.2(d), since only two spare links can sufficiently fulfill flow migrations. Instead
of migrating f1 to an intermediate routing path on three spare links, we can migrate
f2 to an intermediate routing path on two spare links (v2 to v5 , and v5 to v3 ). Such
a migration breaks the deadlock and uses less spare resources than the migration in
Fig. 2.2(c), which is more desirable among the feasible consistent migrating plans.

2.3.2

Model and Formulation

Our flow migration scenario is based on a directed network, G = (V, E), where V
is a set of vertices (i.e., switches) and E ⊆ V 2 is a set of directed edges (i.e., links).
We use vi to denote the i-th vertex and use eij to denote the edge from vi to vj . Each
edge is capacitated, and we use cij to denote the bandwidth capacity of eij . The
network, G, includes a set, F , of given flows. We use fk to denote the k-th flow, and
its bandwidth demand is dk . The initial and final routing paths of fk are denoted by
pk and p∗k , respectively. A path is an ordered set of edges. For example, in Fig. 2.2a,
we have p1 = {e12 , e23 } and p2 = {e24 , e43 }.
This chapter studies consistent flow migrations which require that the bandwidth
demands of all flows be satisfied during the entire migration process. A round-byround manner is used to migrate flows from their initial to final routing paths. In
each round, only one flow is migrated to another path. Let prk denote the routing
path of fk at the round r. Let brij denote the bandwidth usage of eij during round
r, which is equal to the total bandwidth demands of its passing flows. We have R
rounds in total, i.e., 0 ≤ r ≤ R. Our problem is similar to the Klotski game, and is
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formulated as:

minimize

X
eij ∈E

s.t.

[ max brij ]

(2.3-1)

0≤r≤R

brij ≤ cij

∀ 0 ≤ r ≤ R, eij ∈ E

{ fk | prk 6= pr+1
k } = 1
∗
p0k = pk and pR
k = pk

(2.3-2)

∀0 ≤ r ≤ R

(2.3-3)

∀ fk ∈ F

(2.3-4)

In Eq. 2.3-1, the maximum bandwidth usage of eij among all rounds is maxr brij . The
objective is to minimize the total maximum bandwidth usage among all edges during
flow migrations. We aim to use the minimum spare bandwidth resources to migrate
flows. Two constraints are involved. Eq. 2.3-2 means that the bandwidth usage of
eij is smaller than or equal to its capacity, cij . Eq. 2.3-3 means that only one flow is
migrated in each round, in terms of changing its routing path. Here, { fk | prk 6= pr+1
k }
is the set of flows that change their routing paths. Meanwhile, | · | the denotes set
cardinality. Eqs. 2.3-2 and 2.3-3 represent the consistency requirement during flow
migrations. However, this requirement may not be always satisfied, leading to the
feasibility problem. Finally, Eq. 2.3-4 requires each flow to migrate from its initial
path to its final one.

2.3.3

Resource Dependency Graph

We start with the concept of resource dependency:
Definition 2.1. Flow fk depends on a minimal set of other flows (denoted by Fk )
if fk could be immediately migrated from its current path to its final path after the
removal of Fk , but not after the removal of Fk \ {f } for ∀f ∈ Fk .
Fk may be an empty set, and fk may depend on different minimal sets. If we
map flows to nodes and map dependency relationships to directed edges, a resource
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Figure 2.3: RDG, deadlock, and spare path.
dependency graph can be obtained. An example graph is shown in Fig. 2.3a, which
corresponds to Fig. 2.2a. It can be seen that f1 and f2 depend on each other in terms
of their initial routing paths.
Definition 2.2. Let each flow correspond to one of its minimal dependency sets. The
Resource Dependency Graph (RDG) is defined by mapping flows and their dependency sets to nodes and directed edges, respectively. Given an RDG, a closed walk
without repeated nodes is defined as a deadlock.
Definition 2.2 reveals resource deadlocks in flow migrations. Let li denote the i-th
deadlock and let L denote the set of deadlocks. Note that multiple RDGs can be
obtained for a given network since a flow may depend on different minimal flow sets.
Once the RDG is determined, we have:
Theorem 2.3. If the RDG does not include a deadlock (i.e., L = ∅), a feasible
solution could use the topological order in the RDG to migrate flows. Each flow is
immediately migrated from its initial to final paths.
The major challenge of our problem is to resolve deadlocks while migrating flows.
As previously mentioned, our problem aims to use minimum spare bandwidth resources to break deadlocks by migrating flows. As shown in Figs. 2.2c and 2.3b, three
spare links (e46 , e65 , and e53 ) are used to break the dependency from f2 to f1 . As
shown in Figs. 2.2c and 2.3c, two spare links (e25 and e53 ) are used to break the
dependency from f1 to f2 . These spare bandwidth resources are formally defined as
spare paths with respect to deadlocks:
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Definition 2.4. The spare path is defined for a given flow, f . It is a path that (i)
has enough bandwidth to hold f , (ii) has the same source and destination as f , and
(iii) is different from the initial and final paths of f .
Definition 2.5. Spare path collection is a set of spare paths for flows in a given
deadlock in an RDG. Once flows in the deadlock are migrated to the corresponding
spare paths, then (i) all remaining flows in this deadlock can be migrated to their
final paths following the dependency order and (ii) all flows in the spare paths can
be migrated back.
Note that a deadlock might have multiple spare collections. For example, the
deadlock in Fig. 2.3b includes two spare path collections: one collection includes one
path of {e46 , e65 , e53 }, and another collection includes one path of {e25 , e53 }. The
key idea of the spare path collection is that they can resolve a deadlock, without
considering intersections among different deadlocks. Let Si denote the set of spare
path collections for deadlock li . To reduce the complexity, we limit the size of spare
path collections: The hop length of a spare path is no more than H and the cardinality
of a spare path collection is no more than C. Meanwhile, H and C are pre-determined
parameters. Given an RDG, all spare path collections for each deadlock can be
determined through an exhaustive search. Shorter spare paths are preferred over
longer spare paths as they use fewer total bandwidth resources. Note that H and
C bring a trade-off between accuracy and time complexity. A larger H and C can
explore more possible spare path collections at the cost of an exponentially larger
time complexity.

2.4

Feasibility and Optimality

This section shows that the feasibility of the consistent flow migrations can be
determined with the assistance of spare path collections. However, even if multiple
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Algorithm 1 Feasibility Determination
Input: Network G and flow set F ;
Output: Feasible solution existence;
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

for each flow fk ∈ F do
Compute its minimal dependency set, Fk .
Generate RDGs based on flow dependency.
for each RDG of network, G do
Find the set of deadlocks, L, in this RDG.
for each deadlock li ∈ L do
Find the set of spare path collections, Si , for li .
if Si = ∅ then
continue to the next RDG;
return a feasible solution exists;
return a feasible solution may not exist;

consistent flow migrations exist, searching for the optimal solution that occupies the
fewest bandwidth resources is NP-hard.

2.4.1

Feasibility

This subsection studies the feasibility problem [10], i.e., whether a consistent flow
migration exists or not. The idea is to use spare paths to break deadlocks. As shown
in Theorem 2.3, if the RDG does not include a deadlock, a feasible solution could
use the topological order to migrate flows. Algorithm 1 is proposed to determine
feasibility. For a given network, lines 1 to 3 construct the RDGs. Note that different
RDGs can be obtained for the same network and flows since a flow might depend on
different minimal flow sets. In lines 4 to 10, Algorithm 1 checks each possible RDG.
If there is an RDG in which all deadlocks can be solved by spare path collections,
Algorithm 1 returns that a consistent flow migration exists in line 10. If deadlocks
cannot be broken in all RDGs, Algorithm 1 returns infeasibility in line 11.
Fig. 2.4 shows an example for Algorithm 1. Figs. 2.4a and 2.4b show the initial
and final flow-routing paths, respectively. Links e14 , e34 , and e45 have bandwidth
capacities of 2 Gbps, while all other links have bandwidth capacities of 1 Gbps. Each
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flow has a bandwidth of 1 Gbps. In this scenario, f1 depends on f3 , and f2 does not
depend on other flows. f3 can depend on either f1 or f2 , leading to two different RDGs
as shown in Figs. 2.4c and 2.4d. f3 needs e45 to be migrated to its final routing path.
Meanwhile, e45 can be released for f3 by either f1 (in Fig. 2.4c) or f2 (in Fig. 2.4d).
Algorithm 1 will traverse each RDG in lines 4 to 10. Let us start with Fig. 2.4c,
which includes only one deadlock among f1 and f3 . This deadlock includes two spare
path collections: one has a spare path of {e12 , e25 } to migrate f1 and another one has
a spare path of {e31 , e12 , e25 } to migrate f3 . Therefore, Algorithm 1 terminates.
Algorithm 1 correctly determines the feasibility. If there is an RDG in which
all deadlocks have spare path collections, Algorithm 1 returns that a consistent flow
migration exists. This is simply because, by definition, each deadlock can be broken
by one of its spare path collections. The corresponding flows can be migrated to their
spare paths and can be migrated back after breaking the deadlock. Algorithm 1 is a
conservative approach: a feasible solution can exist but Algorithm 1 cannot identify
its existence. For a given network, the number of RDGs may be exponential with
respect to the number of flows. This is because each flow may depend on different
minimal flow sets. An example is shown in Fig. 2.4, in which f3 can depend on either
f1 or f2 . However, the time complexity of Algorithm 1 can be reduced to a polynomial
through capping the cardinalities of spare path collections. The number of RDGs is
O(|F |C ) and the number of spare paths is O(|E|H ).

2.4.2

Optimality

The previous subsection discussed the problem feasibility, i.e., whether a consistent
flow migration exists or not. However, even if multiple consistent flow migrations
exist, it is NP-hard to find the optimal one that occupies the fewest bandwidth
resources. We start with the problem hardness:
Theorem 2.6. Our flow migration problem is NP-hard.
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Figure 2.4: An example to illustrate Algorithm 1.
Proof: [10] has shown the NP-hardness of the flow migration problem. Here we
prove this through a different reduction of the set cover problem [40]. Given some
elements and a collection of sets of elements, the set cover problem aims to select
minimum sets to cover all given elements. We reduce sets and elements to sparse
paths and deadlocks in RDGs. Let us consider a network G in which the bandwidth
capacity of each edge is one unit and the bandwidth demand of each flow is one unit.
G is constructed as an independent sequence of squares with one diagonal, and each
flow is on one side of the sequence of squares. An example is shown in Fig. 2.5.
Fig. 2.5(a) and Fig. 2.5(b) show the initial and final routing paths of flows on three
squares: flows f1 and f2 are on squares v1 v2 v3 v4 and v4 v5 v8 v9 respectively, and flows
f3 and f4 is on square v4 v6 v7 v9 . Each element in the set cover problem is mapped
to a pair of flows in G, which is a deadlock (e.g., deadlock between f1 and f2 and
deadlock between f3 and f4 in Fig. 2.5). Each set in the set cover problem is mapped
to the spare path in G (e.g., paths {e14 , e49 } and {e49 } in Fig. 2.5). At this time, the
set cover problem is reduced to our problem, which selects minimum spare resources
to break all deadlocks. Since the set cover problem is NP-complete and reduced to
our problem in polynomial time, our problem is NP-hard.
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Figure 2.5: An example to explain NP-hardness.
Since our problem is NP-hard, Algorithm 2 is proposed as an approximation algorithm. In line 1, Algorithm 2 initializes the set of spare path collections to be S = ∅.
In lines 2 and 3, it determines all deadlocks in the RDG and their corresponding sets
of spare path collections. Lines 4 to 6 include a greedy selection until all deadlocks
are broken. In line 5, a spare path collection, s, is selected from the unselected spare
paths, ∪i Si \S. We use |{ li | s ∈ Si }| to denote the number of deadlocks that can be
P
broken by s. On the other hand, we use eij ∈S [maxr brij ] to denote the total spare reP
P
sources used by S. Therefore, eij ∈S∪{s} [maxr brij ] − eij ∈S [maxr brij ] is the marginal
gain of spare resources after adding s into S. Note that spare path collections in S
may overlap with each other.

|{ li | s ∈SP
i }|
r
r
eij ∈S∪{s} [maxr bij ]− eij ∈S [maxr bij ]

P

represents the benefit-

to-cost ratio of spare path collection s, in which the benefit is the number of broken
deadlocks and the cost is the marginal gain of spare resources. Line 6 updates the
deadlocks to be L = L\{ li | s ∈ Si }, i.e., it removes deadlocks broken by s. Lines 5
and 6 are iterated until all deadlocks are broken. Line 7 returns the result. We have:
Theorem 2.7. Algorithm 2 achieves an approximation ratio of O(H ·C · ln |L|) for the
optimal algorithm.
Proof: The proof is done through an intermediate problem, which is defined as
follows: (i) we map each spare path collection to a set, and map each deadlock to an
element; (ii) an element is included in a set if its deadlock can be broken by the spare
path collection; (iii) the intermediate problem is the traditional set cover problem
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Algorithm 2 Spare Path Computation
Input: A feasible RDG for network G and flow set F ;
Output: The set of spare paths if feasible solutions exist;
1:
2:
3:
4:
5:

Initialize the set of spare path collections, S = ∅.
for each deadlock, li ∈ L, in RDG do
Find the set of spare path collections, Si , for li .
while L 6= ∅ do
|{ li | s ∈SP
i }|
from ∪i Si \S, and add s into S.
Set s = max P
[maxr br ]−
[maxr br ]

6:
7:

Update deadlocks to be L = L\{ li | s ∈ Si }.
return S as the set of spare path collections;

eij ∈S∪{s}

eij ∈S

ij

ij

that selects the minimum sets to cover all elements [137]. The cost of a set is the
P
total spare resources of its spare path collection, i.e., eij ∈s [maxr brij ].
A greedy algorithm, which iteratively selects the set with the maximum ratio of
marginal element coverage to set cost, has an approximation ratio of O(ln |L|) for
the traditional set cover problem. |L| is the number of deadlocks (i.e., elements).
However, the set costs should be independent from each other in the traditional set
cover problem. In contrast, spare paths can overlap with each other in our problem,
meaning that:
X

X
X
[maxr brij ] −
[maxr brij ] ≤
[maxr brij ]
eij ∈S

eij ∈S∪{s}

(2.4-5)

eij ∈{s}

The key observation is:
X

X
1 X
[maxr brij ] ≥
[maxr brij ] −
[maxr brij ]
HC
e ∈S

eij ∈S∪{s}

(2.4-6)

eij ∈{s}

ij

This is because the spare path collection, s, has at least H · C edges. Each spare path
has at most H edges and s has at most C spare paths. As a result, Eq. 2.4-6 shows
that Algorithm 2 achieves a ratio of O(H ·C · ln |L|).



Time complexity: In Algorithm 2, the initialization in line 1 takes a constant time.

P
|F |
There are at most |L| iterations in line 2. In each iteration, line 3 takes O( C
·
i=1
i
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(|F | · |E|H )i ), which is the time to generate all possibilities of spare path collection.
We starts with one flow and ends with all flows. We know that the upper bound of

|F |
· (|F | · |E|H )i is O((|F |2 · |E|H )|F | ). Then lines 2-3 takes O(|L| · C · (|F |2 · |E|H )|F | ).
i
Lines 4-6 takes O(|L| · C) time to select the maximum marginal gain. Therefore, the
time complexity of Algorithm 2 is O(|L| · C · (|F |2 · |E|H )|F | ).
Note that our algorithms do not guarantee a consistent flow migration. This
because a consistent flow migration may not exist or be found by Algorithm 1. In
this case, flow migrations can be conducted through other well-known approaches
such as rate-limiting and buffering [20].

2.5

Experiment

Experiments are conducted to evaluate the performances of our proposed algorithms. After presenting the topologies and basic settings, the evaluation results are
shown from different perspectives to provide insightful conclusions.

2.5.1

Experimental Settings

We conduct simulations in two real topologies. The first one is Microsoft’s interdata center WAN topology [59, 61], consisting of 8 switches that are connected as
shown in Figure 2.6a. Each link is two-way and has a capacity of 1-Gbps. The second
one is a fat-tree topology [7] for the data centers, shown in Figure 2.6b. There are 4
core switches, 8 aggregation switches, and 8 edge switches in this network. Each edge
switch connects 2 hosts. Each switch has two 10-Gbps ports, resulting in a network
with a full bisection bandwidth.
The proposed algorithm Network Update through Spare Links is denoted as
NUSL. There are two comparison algorithms in our simulations: One-shot and Dionysus [59]. The One-shot scheme updates the network directly from the initial to the
final stage by cutting off all the current flows and allowing new ones in after the
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Figure 2.6: Network topologies for simulations.
network is vacant. It causes severe packet loss and significantly reduces the QoS. The
One-shot is not able to meet the demanding loss rate requirement in realistic networks even though it only takes one step to update the network. Dionysus has been
specifically introduced in the related work PART. It builds the dependency graph to
describe the relationships among different flow states and uses a topological order to
migrate flows. As for deadlocks, it opportunistically rates limit flows as zero until all
deadlocks are resolved.
We evaluate various aspects under two different topologies in Fig. 2.6a and Fig.
2.6b. Our experiments study the relationships between the traffic load and three
metrics: the number of rate-limiting flows (when a consistent migration plan does
not exist), update steps (time), and traffic loss (the total number of lost packets).
We change the traffic load ratio from 10% to 90% to simulate independent variables.
Metrics related to deadlocks are also evaluated, including the number of deadlocks,
the number of involved flows, the maximum number of deadlocks that a single flow
can become involved in, and the probability of finding a feasible update plan with
spare paths. Then, we test the spare bandwidth resource usage conditions and the
flows involved-in-deadlocks situations. Flows in the network are generated randomly
at the granularity of 1Mbps. We assume the initial and final states of the network are
all valid. There are no more new flows coming into the network during the update.
No flow paths have any loops, and each link load is within its capacity.
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2.5.2

Evaluation Results for the WAN

The experimental results in the WAN topology are shown in Fig. 2.7, Fig. 2.8,
and Tab. 2.1. Algorithm performances are compared with respect to different traffic
load ratios. Fig. 2.7 shows that our algorithm, NUSL, achieves a satisfying result
compared to One-Shot and Dionysus. NUSL limits the fewest flows in Fig. 2.7a and
maintains the highest throughput with the lowest traffic loss in Fig. 2.7c. With a load
ratio of 80%, NUSL limits only 47% of the flows in One-Shot and 78% in Dionysus.
NUSL does, however, have a longer update time . It takes about 33% more steps than
Dionysus with a ratio of 70%. This is because NUSL introduces the intermediate state
of the update flows. It utilizes the leisure bandwidth resources to reduce traffic loss
during the update process by migrating some flows to their alternate paths. In this
way, it vacates some competing link resources to break deadlocks among flows. At
the same time, as shown in Fig. 2.7b, it leads in extra update time. As long as
there is no chaos during the update, it is acceptable to stretch the time when the
controller orderly operates flows one by one. Dionysus performs just fine. It does
not have a good strategy for breaking deadlocks, thus, it experiences more traffic
loss than NUSL. Even in update time, Dionysus has no obvious advantages over our
approach. One-Shot acts as an ideal baseline under both topologies in our simulation
because it represents the most naive solution for updating the network without any
strategies and does not have the limitations of the underneath network situations.
When One-Shot is applied, there is no new traffic coming into the network during the
update. In other words, all flows must be cut off to vacate the link resources they are
occupying. As a result, One-Shot takes the fewest steps to accomplish the network
update at the expense of the throughput.
Deadlock involvement situations with different metrics are described in Fig. 2.8.
As shown in Fig. 2.8a, more flows in the network can increase the traffic load, which
makes more deadlocks emerge. For example, when the load ratio is 90%, the deadlocks
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Figure 2.7: Performance in the WAN topology.
are more than two times of those with a ratio of 80%. The percentage of flows involved
in deadlocks also increases quickly, as shown in Fig. 2.8b. In Fig. 2.8c, we use the
maximum number of deadlocks in which a single flow can get involved, to measure
the complexity of the resource dependency graph. The heavier the traffic is, the
more deadlocks a single flow can become involved in. Fig. 2.8d shows the feasibility
property of our scheme. From the results, we know that with the assistance of spare
paths, it is highly possible to find a lossless update plan when the traffic is light. For
example, when the load ratio is less than 50%, its probability is as high as 85%. From
these four figures and the analysis, we can conclude that deadlocks are not negligible.

2.5.3

Experimental Results for the Fat-tree Topology

The experimental results for the Fat-tree topology in the data centers are shown in
Fig. 2.9. The one-shot approach also acts as an ideal baseline in our simulation. From
the figures, we can see that the basic tendency and relationships are almost the same
as those of the WAN topology. We will focus on the differences between Fat-tree and
WAN. It should be first noted that Fat-tree can hold more than five times the flows
WAN topology can under the same traffic load ratio. By contrast, the number of rate
limiting flows and throughput maintenance with NUSL is better than in the WAN.
This is due to Fat-tree’s excellent load balancing property. The performance of our
algorithms is better than the other two. In the update steps, the difference between
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Figure 2.8: WAN deadlock involvement.
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Figure 2.9: Performance in the Fat-tree topology
NUSL and Dionysus is smaller because the data center is able to achieve a relatively
faster update as a result of its almost fixed path length. In Fig. 2.9c, there is actually
little difference among these three approaches. NUSL less frequently uses spare paths
under the Fat-tree topology than in WAN because this topology always distributes in
a traffic more balanced way and we can update the network consistently without the
help of spare paths when the traffic is light. Moreover, when the traffic is heavy, it
is almost impossible to find spare paths under the balancing network. However, the

30

Flows involved in deadlocks ratio

Number of deadlocks

250
200
150
100
50
0
0.2

0.4
0.6
0.8
Traffic load ratio

1

0.5
0.4
0.3
0.2
0.1

15

0.4
0.6
0.8
Traffic load ratio

1

1

10

5

0
0.2

0
0.2

(b) Flows involved in deadlocks.

Feasibility probability

Max single flow involved deadlocks

(a) The number of deadlocks.

0.6

0.4

0.6
0.8
Traffic load ratio

0.6
0.4
0.2
0
0.2

1

.

(c) Max single flow in deadlocks.

0.8

0.4
0.6
0.8
Traffic load ratio

1

(d) Feasibility probability.

Figure 2.10: Fat-tree topology deadlock involvement
ratio of the number of flows that need to be migrated to their backup paths is also
much smaller, which indirectly proves the advantage of a regular topology. The ability
to predict the performance in the data center is essential for providing a satisfying
service. Consequently, it is worth applying the Fat-tree topology in data centers.
Fig. 2.10 shows that there are comparatively fewer deadlocks in the data centers
because of the regular topology and balanced traffic, which proves the sensibility of
applying a regular topology in the data centers. The number of flows involved in
the deadlocks is greater than WAN’s 30%. This is because if one link is busy, it
will affect a large number of flows that would compete for the bandwidth resources.
The largest number a single flow involved in the deadlocks is smaller than the WAN
topology because it is harder to be intertwined with other flows that are routed in a
tidy pattern. It is also more likely to find a feasible update plan with the Fat-tree
topology. With the same load ratio, the probability is about 24% higher. Thus,
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NUSL is extremely suitable for the patterned topology. Fat-tree is better than WAN
in terms of deadlocks.

2.5.4

Spare bandwidth resources cost comparison

We also study the spare link resource utilization condition under those two topologies in Tab. 2.1. For both of the topologies, it is intuitively easy to find spare resources
within the light traffic network. As traffic becomes heavier, it becomes more and more
difficult to find a spare path for a flow, and a helper path may not even exist. From
the table, we can see that the possibility of finding a spare path decreases significantly
by more than

3
4

as the traffic load ratio increases from 30% to 90%. This explains

the reason that NUSL needs to limit much more flows and suffer more severe losses
under heavy traffic than light traffic. Moreover, in the spare resource cost rows of the
table, we notice that the spare resource usage cost first increases then decreases. This
is because we are not able to obtain enough spare paths in the congested network.
There is little leisure bandwidth available for us to resolve all the deadlocks. Even if
there is one, the cost of the path is so high that the loss outweighs the gain. As a
result, it is necessary to limit the length of helper paths in order to control the cost
and the achievement. We can attribute this phenomenon to the trade-off between
spare resource usage and deadlock resolution possibilities.
A comparison between the WAN and Fat-tree topologies is shown in Tab. 2.1,
and it is usually more likely to find a spare path in the Fat-tree infrastructure. Moreover, because all paths have fixed lengths in the Fat-tree, the cost of each flow with
intermediate state ρ is either 2 or 5. In data centers, most of the traffic is between
different pods [7]. It costs less to use the spare resources, because the Fat-tree topology naturally limits the forwarding path length. The fixed path length also reduces
the number of the available spare paths from an exponential to a polynomial. This
implies that it is better for the data center to apply the spare-path assisted strategy.
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Table 2.1: Spare link resource usage
Topology
setting
WAN
topology
Fat-tree
topology

Comparison
The given traffic load
=
metrics
ϕ 0.3 ϕ=0.5 ϕ=0.7 ϕ=0.9
Flow with int. state 84% 23% 17% 5%
Spare resource cost
9
37
87
52
Flow with int. state 79% 45% 22% 13%
Spare resource cost 11
21
40
31

In conclusion, there are two main reasons for the above results. First, the Fattree topology is more regular than the WAN topology. It can be divided into three
kinds of switches: core, aggregation, and edge. Aggregation and edge switches can
serve as a pod, shown in the Fig. 2.6b, the dotted line square. All the forwarding
paths between servers in different pods follow the same pattern: edge-aggregationcore-aggregation-core, whose length is 5. If the servers are in the same pod but have
different edge switches, the pattern is edge-aggregation-edge. The forwarding paths
between two servers belong to the same edge switch pass through this switch. With
such forwarding paths, the workload is able to be distributed more evenly, which
reduces the possibility of deadlocks. Second, the Fat-tree topology has a hierarchical
structure, but there is no such specific construction for the WAN topology. The
bandwidths in Fat-tree vary from the rank where the links reside. Upper links with
more traffic have larger bandwidths. However, all links in the WAN have almost the
same capacities. Unbalanced flow distribution is more likely to be blocked in WANs.

2.6

Conclusion

This chapter focuses on the network update problem in the setting of SDNs. While
current methods neglect deadlocks, we introduce an efficient approach to consistently
update networks with the help of spare paths. We utilize a resource dependency
graph to describe the relationships among different flow states and link resources. An
algorithm is proposed to determine the feasibility of consistent flow migrations. We
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demonstrate that it is NP-hard to find the optimal scheme using the fewest spare link
resources, even when there are several consistent update plans. An efficient algorithm,
NUSL, is proposed to achieve a reasonably good competitive ratio. Our algorithms
are evaluated in various aspects under different network scenarios. The evaluation
results demonstrate the effectiveness and efficiency of our approach.
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CHAPTER 3

VNF DEPLOYMENT: DEPENDENCY-AWARE
VNFS WITH BALANCED SERVER AND LINK
RESOURCES

Efficiently placing such middleboxes is challenging because of their traffic-changing
effects and dependency relations. Private (used by one single flow) middleboxes can
save more link bandwidth resources while shared (used by multiple flows) middleboxes cut down server resource expenses. This chapter formulates the resource usage
trade-off between bandwidth consumption and cost of middlebox placement as a combined cost minimization problem. After proving the NP-hardness of our problem in
general topologies, we narrow down to a specific kind of topology: tree-structured
networks. We study two kinds of constraints: traffic-chaining ratio and middlebox
dependency relations. We propose multiple corresponding solutions for non-ordered,
totally-ordered, and partially-ordered middlebox sets, respectively. We prove their
optimality or approximation ratios under some certain conditions with a detailed
theoretical analysis. The complete version can refer to our publication 13.

3.1

Introduction

In this chapter, we study the NFV middlebox placement problem in a SDN network with a given set of flows on a given topology. We desire to provide a theoretical
guide of middlebox deployment instead of a chapter with dizzily complex integer programming formulation and only heuristic solutions with little insight. We assume
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Figure 3.1: Middlebox constraints.
that each flow needs to go through a given set of middleboxes, with or without a
particular order. In addition, when a flow passes through a middlebox, its traffic
may expand or diminish depending on the type of middlebox (this phenomenon is
called traffic-changing effect) [85]. Multiple flows can share the same middlebox to
save middlebox setup costs [124]. For simplicity, we omit the performance degration
of middleboxes to share among flows. Our overall objective is to minimize the total
cost of setting up middleboxes and the bandwidth consumption cost by these flows.
However, the flexibility that SDN offers also creates new challenges for appropriate
middlebox placement because of three reasons:
1. Traffic-changing effects of middleboxes [85]
For example, the Bose-Chaudhuri-Hocquenghem encoder used for satellite signaling messages adds 31% to traffic volume due to checksum overhead [95]. The
Citrix CloudBridge Wide Area Network optimizer reduces traffic volume by up
to 80% by compressing traffic [25].
2. Potential dependency relations among middleboxes [92]
Some middleboxes have a serving order. For example, a flow might go through
a Middlebox Intrusion Detection System before the proxy server [106]. An Internet Protocol Security Decryptor must always be placed before a Network
Address Translation gateway [23]. We classify the dependency relations of a
middlebox set into three categories: if all middleboxes must be placed in a
specific sequence, the set is called totally-ordered; if there is no order require-
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Figure 3.2: Multiple flows with shared middleboxes.
ment, the set is called non-ordered; if certain middleboxes requires a placement
sequence, the set is called partially-ordered.
3. Sharing middleboxes
Different flows requesting the same network function can share the processing
volume of a middlebox. We assume no volume limit of a middlebox.
However, most research only focuses on reducing middlebox setup cost by sharing middleboxes without considering bandwidth consumption issue. The middlebox
placement due to the their traffic-changing effect complicates the scheduling policy.
We use a motivating example, shown in Fig. 3.1 and Fig. 3.2, to illustrate the complexity of the placement problem with different constraints. The cases of non-ordered
and totally-ordered middleboxes for one flow are shown in Figs. 3.1(a) and 3.1(b),
respectively, and the case of shared middleboxes among multiple flows is shown in
Fig. 3.2. The cylindrical nodes are switches and the cubical nodes are middleboxes.
Middleboxes are assigned to servers (not shown in the figures) that are attached to
switches. All flows need to be served by two middleboxes: m and m0 . The trafficchanging ratios, which are the proportions of a flow’s traffic rate before and after
being processed by the middlebox, are 0.9 (diminishing traffic) and 1.2 (expanding
traffic), respectively. Their paths are pre-determined, shown in different lines.
Fig. 3.1(a) is the optimal middlebox placement without any order constraint. Our
insight is to place middleboxes that diminish traffic near the source of a flow while
middleboxes that expand traffic are stationed close to the destination. Fig. 3.1(b)
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shows the optimal result of placing a totally-ordered middlebox set including two
middleboxes: m0 must be served before m. Since the product of their ratios is more
than 1 (0.9 × 1.2 = 1.08), we place both middleboxes as late as possible. Fig. 3.1(c)
illustrates a more complicated case where multiple flows may share middleboxes. Flow
f2 monopolizes one m while f1 and f3 share one m. All these flows share one m0 . This
happens when f2 traffic is so large that the reduced cost on bandwidth consumption
before the shared m is more than the cost of setting up a private m.
This chapter is the first to study a middlebox placement optimization problem for
multiple flows with both constraints of middlebox traffic-changing ratios and their
dependency relations. Intuitively, deploying the traffic-diminishing middleboxes as
early as possible and placing the traffic-expanding middleboxes as late as possible,
consumes less link bandwidth resources. However, this simple strategy reduces the
middleboxes’ sharing opportunities and forces the launch of more private middleboxes.
Sharing a middlebox lowers setup costs, but may be non-optimal for some flows in
terms of traffic reduction. Therefore, there is a delicate trade-off between sharing
middleboxes and placing a private middlebox for traffic reduction.
Our main contributions are summarized as follows:
• We prove the NP-hardness of the middlebox placement in a general topology,
even for placing a single type of middlebox. As a result, we narrow down to
tree-structured network topologies.
• We propose three optimal algorithms for homogeneous flows in tree-structured
topologies under three different cases: (1) a single middlebox, (2) a non-ordered
middlebox set, and (3) a totally-ordered middlebox set.
• We design performance-guaranteed algorithms to handle heterogeneous flows
for a single middlebox and a non-ordered middlebox set.
• We introduce two efficient heuristic algorithms to deploy a partially-ordered
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middlebox set with intuitive insights.
• We conduct extensive simulations to evaluate the efficiency of our proposed
algorithms.
The remainder of this chapter is organized as follows. Section II surveys related
works. Section III describes the model and formulates the problem. Section IV
introduces our algorithms for placing a single middlebox. In Section V, we handle
cases with a middlebox set. Section VI includes the experiments. Finally, Section
VII concludes the chapter.

3.2

Related Work

NFV frameworks have recently drawn a lot of attention, especially in the area
of middlebox placement problem. The problem is always challenging, even with a
simplified setting [112]. We give a brief review of state-of-the-art works. For placing
a single middlebox for all flows, Casado et al. propose a placement model and present
a heuristic algorithm to solve the placement problem [15]. Sang et al. in [120]
study the joint placement and allocation of a single middlebox, where flows can be
split and served by several middlebox instances. They propose several performanceguaranteed algorithms to minimize the number of middlebox instances. However,
neither study considers the middlebox traffic-changing effects. Moreover, there is
always a middlebox set of various types that need to be placed. Yang et al. in [18] first
propose different models for the same type of middleboxes with different processing
volumes and different setup costs. Sallam et al. in [119] aim at maximizing the total
amount of flows while satisfying not only the node capacity constraint but also the
resource budget constraint.
For placing multiple types of middleboxes, most research on middlebox placement
focus on placing a totally-ordered set as a service chain [134]. Mehraghdam et al.
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in [92] propose a context-free language to formalize the chaining of middleboxes and
describe the middlebox resource allocation problem as a mixed integer quadratically
constrained program. Rami et al. locate middleboxes in a way that minimizes both
new middlebox setup costs and the distance cost between middleboxes and flows’
paths. They provide near optimal approximation algorithms to guarantee a placement with a theoretically proven performance [27]. Flowtag [36] uses SDN to support
service chaining by redefining certain packet header fields as tags to track flows for
middleboxes. Both [69] and [74] aim to maximize the number of requests for each
service chain. Kuo et al. in [69] propose a systematic way to tune the proper link
consumption and the middlebox setup costs in the joint problem of middlebox placement and path selection. Li et al. present the design and implementation of NFV-RT,
a system that dynamically provisions resources in an NFV environment to provide
timing guarantees so that the assigned flows meet their deadlines [74]. However, none
of these works consider the traffic-changing effects. Rost et al. [111] prove the NPcompleteness and inapproximability of the service chain deployment under different
constraint settings, extended from the virtual network embedding problem. They initiate the study of approximation algorithms and propose a performance-guaranteed
solution under the offline setting (given multiple flows), based on randomized rounding of Linear Programming, to maximize the total profit of satisfied flows in [113].
Ma et al. in [85, 84] are the first to take the traffic-changing effects into consideration. It targets load balancing instead of middlebox setting-up costs. It proposes
a dynamic programming based algorithm to place a totally-ordered set, an optimal
greedy solution for the middlebox placement of a non-ordered set, and proves the
NP-hardness of placing a partially-ordered set. However, this work only processes a
single flow and always builds new, private middleboxes without sharing with other
flows, which excessively increases the setup costs of middleboxes. Sharing middleboxes among multiple flows makes the placement more challenging. In this chapter,
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we consider not only the traffic-changing effects, but also the dependency relations in
the placement of a single middlebox or various types of VNFs for multiple flows.

3.3
3.3.1

Model and Problem Formulation
Network Model

We first present our network model as a directed graph, G = (V, E), where V =
{v} is a set of vertices (i.e., switches) and E = {e} is a set of directed edges (i.e.,
links). We use v to denote a single vertex and evv0 as the edge from vertex v to
vertex v 0 . Each vertex v is connected to a server. We treat the server’s capacity,
Cv , as two conditions: infinite (i.e. Cv = ∞) and finite (i.e. a constant). Since
the network is always over-subscribed, we assume each link is bidirectional and has
enough bandwidth to hold all flows, which eliminates congestion and ensures that the
routing of all flows is successful. The routing failure issue is not the concern.
M = {m} is the set of middleboxes. Each middlebox m ∈ M has a constant setup
cost cm (including the cost of the later server resource occupation) and a pre-defined
traffic-changing ratio λm ≥ 0 that serves as the ratio of a flow’s traffic rate before
and after being processed by m. We use an indicator function, xvm , to represent a
middlebox m placed on v. We express that a middlebox m0 depends on m by using
m → m0 , meaning m must process flows before m0 [85].
We are given a set of unsplittable flows F = {f } because flow splitting may not be
feasible for some applications that are sensitive to TCP packet ordering (e.g. video
applications). Additionally, split flows can be treated as multiple unsplittable flows.
We use f to denote a single flow that has an initial traffic rate of rf , and a required
middlebox set of Mf . In this chapter, we only study the case that all flows request
the same set of middleboxes, i.e., Mf = M, ∀f ∈ F . A flow’s path pf is an ordered
set of edges from the source of f to its destination. All flows’ paths are predetermined
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and valid. We use bef and w(bef ) to denote f ’s traffic rate (consumed bandwidth) and
cost on e. The cost is a function of the flow’s consumed bandwidth, where different
network conditions lead to various formulations. In this chapter, we will only consider
one single function, which will be discussed in the next subsection. Then the total
P
bandwidth cost of f is w(f ) = e∈pf w(bef ). hvf is the hop count from f ’s source to
a vertex v in its path pf , measured by the number of edges. The total hop count of
f ’s path is |pf |. (We use | · | to denote the cardinality of a set.) We introduce another
indicator function, fvm , to express that the flow f uses the middlebox m placed on
the vertex v. In other words, m at the vertex v is effective to f .
We assume each packet in a flow is served by a type of middlebox only once, even
if there are several middleboxes of the same type along its path. This is because
being served by any middlebox will add an extra transmission delay, which should
be avoided as much as possible [104]. The traffic-changing effects of middleboxes
are accumulative. We can generate the relationship between f ’s initial traffic rate
Q
rf and its current rate on e along its path pf as: bef = rf m λm , ∀v, e ∈ pf , v ≺
e, and fvm = 1. The notation v ≺ e means v appears before e in pf . Different weight
values corresponding to the importance of various middleboxes can also be attached
to the traffic-changing ratios. However, such weight factors are not necessary since
we can alternatively scale the cost of setting up new instances cm for simplicity.
For a better understanding, we illustrate the notations using the example in Fig.
3.1(b). There are three vertices along the flow’s path, denoted (from left to right) as
v, v 0 , and v 00 . The flow f has an initial traffic rate rf = 1. Then, the path is expressed
as pf = {evv0 , ev0 v00 }. We have hvf = 0 and |pf | = hv00 f = 2. There are two types
of middleboxes, m and m0 , with traffic-changing ratios as λm = 0.9 and λm0 = 1.2,
respectively. Their setup costs are cm = 0.4 and cm0 = 0.8, respectively. Since m0
must be served before m, f ’s middlebox set is simply represented by {m, m0 |m0 → m}.
From the placement plan in the example, we have xv00 m = 1 and xv00 m0 = 1, and the

42

Symbols
Definitions
V, E, F, M
the set of vertices, edges, flows, and middleboxes
v, f, m
a vertex, a flow, and a middlebox
Cv
capacity of server in v
evv0 , hvf
edge from v to v 0 , hop count from f ’s source to v
rf , pf , Mf ,w(f ) f ’s traffic rate, path, middlebox set, and cost
cm , λm
m’s setup cost, traffic-changing ratio
e
e
bf , w(bf )
e’s bandwidth consumption, cost
xvm , fvm
indicator functions of m on v, f using m on v
Table 3.1: Symbols and definitions.
x values of the rest are all 0. Since f uses both of the middleboxes, fv00 m = 1 and
fv00 m0 = 1. After passing m and m0 , f ’s bandwidth on the last edge e is expressed
e

as bfv0 v00 = rf × λm × λm0 = 1 × 0.9 × 1.2 = 1.08. f ’s total bandwidth cost is
P
e
e
w(f ) = e∈pf w(bef ) = w(bfvv0 ) + w(bfv0 v00 ). For the ease of reference, we summarize
our notations in Tab. 3.1.

3.3.2

Problem Formulation

Based on the above model, we formulate the middlebox placement as an optimization problem for minimizing the cost of link and server resource usage as follows:

min

X X

cm xvm +

w(f )

(3.3-1)

f ∈F

m∈M v∈V

s.t. w(f ) =

X

X

w(bef )

∀f ∈ F

(3.3-2)

e∈pf

bef = rf

Y

λm

∀v, e ∈ pf , v ≺ e, fvm = 1

(3.3-3)

m

X

∀f ∈ F, m ∈ M

fvm = 1

(3.3-4)

v∈pf

X

xvm ≤ Cv

∀v ∈ V, m ∈ M

(3.3-5)

m

xvm = {0, 1}, fvm = {0, 1}

∀v ∈ V, m ∈ M

(3.3-6)

Eq. (3.3-1) is our objective: minimizing the total costs of middlebox setup and
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bandwidth consumption. The cost of middlebox setup is the sum of setting up middleboxes. The cost of bandwidth consumption is the sum of each flow’s bandwidth
cost. A flow’s bandwidth cost equals the sum of its bandwidth cost on each link along
its path, shown in Eq. (3.3-2). Eq. (3.3-3) states the relationship between a flow f ’s
initial traffic rate rf and the bandwidth on e along its path pf . Eq. (3.3-4) requires
that each flow f ∈ F be served by all the required middleboxes in the set Mf once
and only once. Eq. 3.3-5 states that the number of middleboxes placed on each server
can not exceed the server’s capacity. Eq. (3.3-6) shows that xvm and fvm can only be
assigned the values 0 and 1.
From Eq. (3.3-3), we can see that the effect of each middlebox on each link
is multiplicative and cumulative along the flow’s path, which is difficult to handle.
However, a conversion from a non-linear to a linear function can make the problem
more tractable. We observe that the effect is log-linear so we apply the translog
function as the link bandwidth cost function, i.e. w(bef ) = log(bef ). Additionally, the
logarithmic function has promising characteristics such as monotonic as an increasing
function [31]. Logarithmic cost functions like the ones used by the Cisco EIGRP [22],
and OSPF [99] protocols, are common. For the middleboxes, log λ < 0, ∀λ ∈ (0, 1)
implies that the traffic-diminishing middleboxes decrease the bandwidth consumption
cost; log λ = 0 if λ = 1 implies that they do not influence the flow’s consumed
bandwidth; log λ > 1, ∀λ ∈ (1, ∞) implies that the traffic-expanding middleboxes
increase the bandwidth consumption cost. The cost of f ∈ F on the edge e ∈ pf can
be calculated as follows for all m satisfying:

w(bef ) = log(bef ) = log(rf

Y

λm )

fvm =1

= log rf +

X

(log λm )

∀v ≺ e

(3.3-7)

fvm =1

Since log rf and log λm are frequently used, we simplify the notations by replacing
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Figure 3.3: Reduction from our problem to set-cover.
with rf and λm . Then, the above equation is simplified as
w(bef ) = rf +

X

∀v ≺ e

λm

fvm =1

The total bandwidth cost of each flow is calculated as:

w(f ) =

X

X

w(bef ) =

e∈pf

e∈pf ,∀v≺e

= |pf |rf +

X

X

(rf +

λm )

fvm =1

(|pf | − hvf )λm

(3.3-8)

fvm =1

Thus, multiplication calculation is changed into summation by the selection of our
link bandwidth cost function in Eq. (3.3-7), which is a linear function of log λm . From
Eq. (3.3-8), we find that the effects of middleboxes on different edges are independent
of flows and middleboxes, and that they only relate to the hop count hvf between f ’s
source and the effective middlebox. This simplifies our analysis. Note that we can
also add a weight factor to each part in order to show the various importance of each
middlebox.

3.3.3

NP-hardness Proof

In this subsection, we show that in a general network topology, it is NP-hard to
place middleboxes to minimize the total cost.
Theorem 3.1. Middlebox placement for multiple flows is NP-hard in a general topol45

(a) Complete tree.

(b) Hierarchical data center.

Figure 3.4: Tree-structured topologies in data centers.
ogy, even when we place only a single middlebox without any traffic-changing effect.
Proof: We construct a polynomial reduction from the set-cover problem. Assume
we have the network (V, E) and a set of flows F = {f } that each flow only needs to
be processed by one middlebox m, i.e. Mf = {m}, ∀f ∈ F . Middleboxes with no
traffic-changing effects mean that λf = 1 and log λf = 0, ∀f ∈ F . This is the special
case of the middlebox placement problem with no bandwidth consumption cost that
is shown in Eq. (3.3-1). Our objective is reduced to minimizing the cost of setting
up middleboxes. Since there is only one type of middlebox, the total setup cost is
only related to the number of middleboxes. Our problem is simplified to placing the
smallest number of middleboxes m to ensure that each flow passes through at least one
m. This problem is equivalent to the set-cover problem. We use the example shown in
Fig. 5.2 to illustrate it. The elements are all the flows F = {f }, i.e., {f1 , f2 , f3 , f4 }.
A middlebox m on a vertex v in the network can cover a set of flows whose path
passes v, i.e. Sv = {f |v ∈ pf }. In the example, S1 = {f1 , f2 , f4 },S2 = {f1 , f2 } and
S3 = {f3 }. We need to find the minimum number of subsets whose union equals the
universe set, which is S1 and S3 . Then we place one middlebox on v1 and another on
v3 to serve all flows. Since the set cover problem is NP-hard, our placement problem
is also NP-hard.
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3.3.4

Tree Topologies

Since our problem is NP-hard in a general topology, we narrow it to tree-structured
networks, such as the one shown in Fig. 3.4(a). (The vertices are numbered by
Breadth-First Search (BFS).) Tree-structured topologies are extremely common in
streaming services, Content Delivery Networks (CDNs) [127], and tree-based tiered
topologies like Fat-tree [5] or BCube [47] in data centers. More generally, data centers
always use symmetric, hierarchical topologies to balance traffic load [79]. Because of
the bi-directional links, the topology can be abstracted as two connected, complete
trees, as shown in Fig. 3.4(b). The up and down links separate a hierarchical physical
data center topology into two virtual tree-structured networks, whose two parts are
separately shown in Figs. 3.5 (a) and (b). We call this kind of structure a sharedroot-double-tree topology. The connection point of the two triangles is the highest
level node (core switch), and the two side nodes are the same. Each of the triangles
is also a complete tree topology, as shown in Fig. 3.4(a). The source and destination
of each flow are two side nodes.
Here we introduce two classic structure definitions: “fork” and “join” [140]. With
flows from the left-most side to the right-most side, Fig. 3.4(b) can be treated as a
precedence graph with the dependence of flows’ paths. Flows’ transmission process
in the left-most complete tree is the procedure of “join” because all the flows will
merge at its connection point. For example, all flows passing v2 or v3 will meet at
the node v1 . After merging at v1 , flows start to separate consistently until they reach
their destinations; this process is called a “fork”. Since we have already noted that
traffic-diminishing middleboxes should be placed near flows’ sources, we place them
in the left triangle. Similarly, we place traffic-expanding middleboxes in the right
triangle. In the physical network view, either traffic-diminishing or traffic-expanding
middleboxes can be placed in one node, but traffic-diminishing middleboxes process
flows from their sources to the root and traffic-expanding middleboxes process flows
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Figure 3.5: Illustration of variables H and h in two triangles.
from the root to their destinations.

3.4

Placement of a Single Middlebox

In this section, we study the simple case of placing a single type of middlebox for
all flows in a tree-structured topology. We treat all flows with the same source and
destination as a single flow with a traffic rate of the sum of their traffic rates. First,
we discuss the conditions based on two parts of a shared-root-double-tree topology
and middlebox traffic-changing effects. Then we propose optimal solutions of two
non-trivial conditions.
3.4.1

Conditions on Traffic-changing Effects

If the middlebox m is unable to change the traffic rate (i.e. λ = 1), the bandwidth
consumption cost is a constant number |pf |rf , ∀f ∈ F , because log λf = 0. Since all
middleboxes of the same type have an identical unit price, our objective is equivalent
to minimizing the number of m. In tree topologies, we only need to place middleboxes
as closely to the root as possible because the root is the “join” point of all flows. If
there are multiple types of such middleboxes, one optimal solution with the minimum
cost is to sort the unit prices of the middleboxes and then sequentially place each type
of middlebox in decreasing order by unit price. In the following subsections, we only
study the placement of traffic-changing middleboxes.
Based on flow directions and middlebox traffic-changing effects, we classify our
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problem into four cases: (1) If all the flows move from the root to the leaf nodes
(right triangle in Fig. 3.5(b)), it is trivial to place m when λm < 1. The optimal
placement is to place the middleboxes as closely to the root as possible since both
bandwidth consumption and middlebox setup cost are the lowest. (2) If all flows
move from the leaf nodes to the root (left triangle in Fig. 3.5(a)) and λm > 1, the
optimal placement is the same as case (1). (3) In the subsection 4.2, we look at the
placement of middleboxes when all flows move from the leaf nodes to the root and
λm < 1. (4) If all flows move from the root to the leaf nodes and λm > 1, the analysis
of this scenario is shown in the subsection 4.3.

3.4.2

Placing a Traffic-diminishing Middlebox

We propose Left Greedy Algorithm (LGA), shown in Alg. 3, to solve the problem
of case (1) in a level-by-level manner. The insight of LGA is: placing a middlebox at
the root of a subtree can cover all flows passing through it. For each internal node
v, we select a better placement with the lower cost between placing one middlebox
on v and using the placements under the subtrees of its two children. Since tree
topologies are level-structured, we start with the leaf nodes and move in a bottomup manner to check all levels until the root. We denote the minimum total cost
of placing all middleboxes under a node v, shown in the grey area in Fig. 3.5(a),
as LGA(v). In lines 1-2, the cost of placing one middlebox at each leaf node v is
cm + |pf |λm + |pf |rf . In lines 3-4, for each internal node v, suppose H = |pf | and
h = hvf , which is illustrated in Fig. 3.5(a). We have only two choices: (1) place one
m at v with the total cost cm + 2H−h × (H × rf + (H − h) × λm ) or (2) combine the
two placements under the subtrees of its left and right children v 0 and v 00 , whose sum
of costs is LGA(v 0 ) + LGA(v 00 ). The cost of the first choice is generated as: setting up
a middlebox m costs cm ; the bandwidth consumption cost is equal to the bandwidth
cost of each flow w(f ) times the number of flows because all flows are homogeneous
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(a) Calculate level by level.

(b) Total cost based on level.

Figure 3.6: Illustration for the optimality of LGA.
with the same traffic rate. We have w(f ) = H × rf + (H − h) × λm from Eq. (3.3-8).
The number of flows in the subtree of v is equal to the number of leaf nodes, which
is 2H−h . The worst time complexity of Alg. 3 is O(|V |) because we go through all
nodes (|V | in total) and the cost calculation of each node needs a constant time.
Note that Alg. LGA is not optimal for an arbitrary traffic distribution in tree
topologies. A multiple “covered” situation such as Fig. 3.1(c) happens when traffic is
so heavily unbalanced that adding extra private middleboxes to some flows decreases
the cost of the bandwidth consumption more than setting a new middlebox. However,
the following content states that it is optimal in some special cases.
Theorem 3.2. LGA is optimal in perfect trees for placing a single kind of trafficdiminishing middlebox with homogeneous flows.
Proof: In a perfect tree, when there are only homogeneous flows from each leaf
to the root, the optimal placement will be on all nodes in a same level, illustrated
in Fig. 3.6(a). This is because the traffic is symmetric and no multi-cover situation
may happen. Then there is only one placed middlebox along each flow’s path. Thus,
the optimal service location for each flow is the same, resulting in a placement of all
nodes in a same level. Our objective function of the total cost first decreases and
then increases with the variety of level. And the optimal placement plan has the
global minimum total cost value as well as the local minimal value. The relationship
is shown in Fig. 3.6(b). Specifically, all levels in the perfect tree are full. If all flows
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Algorithm 3 Left Greedy Algorithm (LGA)
In: Sets of vertices V , edges E, flows F and middleboxes m
Out: The placement plan;
1: for each leaf node v do
2:
Cost of placing one m at node v is LGA(v) = cm + H × λm + H × rf
3: for each non-leaf node v with depth h from bottom up do
4:
Select the placement plan with LGA(v) = min{cm + 2H−h × (H × rf + (H −
h) × λm ), LGA(v 0 ) + LGA(v 00 )}
5: return The placement plan of the root.
have the same traffic rates and are generated from leaf nodes that are forwarded to
the root, the optimal placement plan is obviously symmetric. Specifically, placements
of any internal node’s two subtrees are identical. Middleboxes should be placed at
all the vertices in the same depth. All flows can be served with the minimum cost
of the whole-level placement. Therefore, there is no need to place two middleboxes
along any flow’s path. LGA goes through all the possible plans of the whole-level
placement situations and selects the one with the lowest cost, which is optimal. 
Based on Theorem 3.2, we further prove its optimality situation to a more relaxed
situation.
Theorem 3.3. LGA is optimal in complete tree for placing a single kind of trafficdiminishing middlebox with homogeneous flows.
Proof: Every level of a complete tree, possibly except the last level, is completely
filled. All leaf nodes are as far left as possible. We first prove that each flow passes
only one middlebox m in the optimal solution, even in the most unbalanced traffic.
The most unbalanced traffic happens to a complete tree topology with homogeneous
flows when: the left and right subtrees of the root are perfect binary trees, but one
subtree has a depth that is one level deeper than the other. The numbers of flows in
two such subtrees are the least equal because the difference between their numbers
of leaf nodes is the largest. From the view of the root vertex, we have two choices:
(1) If we do not place one m on the root, the placement plan combines the place51

ments of its two subtrees. Theorem 3.2 proves that the optimal placement for a
perfect tree places middleboxes at all the vertices with the same depth. It ensures
that the twice-covered situation does not exist.
(2) If we place one m on the root, we prove the twice-covered impossibility by
contradiction. As long as one flow passes two m, all flows in the same subtree should
also pass two m on the same level in an optimal solution due to the symmetry of the
perfect tree. Then, m on the root is only used by the other subtree. We can move
m at the root one level lower in the subtree, which is able to reduce the bandwidth
consumption cost without changing the server’s resource cost. Thus, placing m on
the root is not optimal, which contradicts our assumption. Then, there is no need to
place two middleboxes along any flow’s path. LGA is optimal because it checks all
possible combinations of placements and selects the one with the minimum cost. 
3.4.3

Placing a Traffic-expanding Middlebox

A traffic-expanding middlebox should be placed in a right triangle, which is illustrated in Fig. 3.5(b). All flows are from the root to each leaf node. We propose an
algorithm, Right Greedy Algorithm (RGA), shown in Alg. 4. We denote the minimum cost of placing all middleboxes above a node v as RGA(v). In line 1, the cost
of placing one middlebox at root v is RGA(v) = cm + 2H × (H × λm + H × rf ). In
lines 2-3, for each internal node v, suppose H = |pf | and h = hvf , which is illustrated
in Fig. 3.5(b). We have only two choices: (1) place one m on v with the total cost
cm + 2h × (H × rf + (H − h) × λm ) or (2) combine the placements of the subtrees of
its left and right children v 0 and v 00 ,, whose sum of costs is RGA(v 0 )) + RGA(v 00 ). The
reasons are similar to the last subsection. Setting up a middlebox m costs cm ; the
bandwidth consumption cost is equal to the number of flows times the cost of each
flow. The cost of each flow is H × rf + (H − h) × λm from Eq. (3.3-8). The number
of flows is equal to the number of leaf nodes in the subtree of v, which is 2h shown in
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Algorithm 4 Right Greedy Algorithm (RGA)
In: Sets of vertices V , edges E, flows F and middleboxes m
Out: The placement plan;
1: Placing one m at root v costs RGA(v) = cm + 2H (Hλm + Hrf );
2: for each non-root node v with depth h from bottom up do
3:
Select the placement plan with RGA(v) = min{cm + 2h × (Hrf + (H −
h)λm ), RGA(v 0 ) + RGA(v 00 )};
4: return The placement plan of the root.
the grey area in Fig. 3.5(b). We select a better placement with the lower cost each
time. The time complexity of Alg. 4 is also O(|V |) because we go through all nodes
(|V | in total) and the cost calculation of each node needs a constant time.

3.5

Placement of a Middlebox Set with Homogeneous Flows

Based on the dependency relations among multiple types of middleboxes, we classify them into three situations: the non-ordered middlebox set, the totally-ordered
middlebox set, and the partially dependent middlebox set.

3.5.1

Non-ordered Middlebox Set Placement

All types of middleboxes are independent in a non-ordered set. For placing a
non-ordered middlebox set, we propose an algorithm, called Combined Local Greedy
Algorithm (CLGA), which is extended from our LGA and RGA algorithms. CLGA
applies LGA for all traffic-diminishing middleboxes in the left triangle and RGA for all
traffic-expanding middleboxes in the right triangle, and combines all the placements.
We have:
Theorem 3.4. CLGA is optimal for placing a non-ordered middlebox set in a complete tree topology with the infinite server capacity and homogeneous flows.
Proof: We can place each type of middlebox optimally by applying LGA and RGA.
Because of the infinite server capacities, each type of middlebox can be placed in its
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optimal location independently. The placement with the lowest cost is the integration
of each middlebox’s optimal placement. All middleboxes are placed optimally, which
indicates CLGA’s optimality.

3.5.2



Totally-ordered Middlebox Set Placement

Flows are likely to pass through several middleboxes in a particular order, known
as the service chain [69]. A service chain is a totally-ordered middlebox set, whose
placement will be discussed in this subsection. We propose a Dynamic Programming
(DP) algorithm to achieve the optimal placement plan with a finite server capacity
(infinite as a special case). Each vertex is numbered sequentially by BFS and each
middlebox is numbered in service chain order. Suppose n = |V |. OPT(i, j) denotes
the minimum cost of the placement in tree with the root vi when we have placed the
first j middleboxes for all paths from leaf nodes to vi . If the capacity is not enough
to place j middleboxes, the cost is ∞. The optimal substructure gives a recursive
formula in the left triangle: OPT(i, j) =



min {OPT(2i, k) + OPT(2i + 1, k)



0≤k≤j



P
P



1 ≤ i ≤ b n2 c.
+ cl + blog ic λl },



k<l≤j
k<l≤j





 P
P
cl+blog icrf +blog ic λl , b n2 c < i ≤ n.

1≤l≤j
1≤l≤j









∞
if not enough node capacity.









 0
otherwise.

(3.5-9)

After placing in the left triangle, we place the remaining middleboxes in the
totally-ordered set in the right triangle in the reverse order of the service chain.
The nodes are also numbered by BFS. The recursive formula for the placement in the
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Figure 3.7: The insight of the dynamic programming solution.
right triangle is shown in Eq. (3.5-10). Little difference exists between Eq. (3.5-9)
and Eq. (3.5-10). For simplicity, we only discuss Eq. (3.5-9) in the following.


P


min
{OPT(2i,
k)
+
OPT(2i
+
1,
k)
+
cl


0≤k≤j

k<l≤j




P


+(blog nc − blog ic) λl }
1 ≤ i ≤ b n2 c.
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OPT(i, j) =
0≤l≤j









∞
if not enough node capacity.










 0
otherwise.

(3.5-10)

We illustrate the the insights of the dynamic programming methods in Fig. 3.7.
For each leaf node vi , as b n2 c ≤ i ≤ n, OPT(i, j) is simply the cost of placing the
P
first j middleboxes on the vertex vi , whose newly middlebox setup cost is
cl ,
1≤l≤j

base bandwidth consumption is blog icrf and changing bandwidth consumption is
P
blog ic
λl . . For an internal node vi , the optimal placement of the tree with the
1≤l≤j

root vi is selected from all its subtrees’ possible placements. If we place the first j
middleboxes in the subtree with the root vi , we can place the first k ∈ [0, j] middleboxes in vi ’s left and right subtrees, whose costs are OP T (2i, k) and OP T (2i + 1, k),
respectively. And we place the following j − k middleboxes on the exact node of vi ,
P
whose newly middlebox setup cost is
cl and changing bandwidth consumption
k<l≤j
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P

is blog ic

λl . If there is not enough server capacity to place the first j middle-

k<l≤j

boxes, the OP T (i, j) value is ∞. For the rest cases, the OP T (i, j) value is 0. For
example, OP T (i, j) = 0, if i > n.
To better understand the DP algorithm, we use the topology in Fig. 3.4(a) to
illustrate the placement procedure in the left triangle. There are 5 switches on 3
levels. There are 3 homogeneous flows with the same initial traffic rate r = 1, whose
sources are the leaf switches and whose destinations are v1 . Suppose we have the
same service chain for all flows with 3 middleboxes m1 , m2 , and m3 for each flow.
λ1 = 0.8, λ2 = 1.5, and λ3 = 0.5. c1 = 0.2, c2 = 0.1, and c3 = 0.8. The dependency
constraint is m1 → m2 → m3 .
Tab. 3.2 lists the value of OP T (i, j). The first value in each cell is a case with an
infinite server capacity; the second is one with a finite capacity. In the second case,
the first level node can hold 1 middlebox and other level nodes are able to hold 2
middleboxes. OP T (4, 0) = blog 4c × rf = 2. Similarly, we can calculate OP T (3, 0)
and OP T (5, 0). OP T (2, 0) = OP T (4, 0) + OP T (5, 0) and OP T (1, 0) = OP T (2, 0) +
OP T (3, 0). Without the constraint of servers’ capacity, OPT(2, 1) equals the smaller
cost between OPT(4, 0) + OPT(5, 0) + c1 + log λ1 and OPT(4, 1) + OPT(5, 1) + 0 + 0.
The cost of the optimal placement is OPT(1, 3). According to the result of the DP
algorithm, the optimal placement places m1 for each leaf node and places m2 and
m3 on v1 . In the second case with the servers’ capacity constraint, since v2 , v4 ,
and v5 can hold at most 2 middleboxes, OPT(2, 1) equals the smaller cost between
OPT(4, 0) + OPT(5, 0) + c1 + log λ1 and OPT(4, 1) + OPT(5, 1) + 0 + 0. However,
OPT(3, 3) is ∞ due to inefficient node capacity. The optimal placement of the second
case is to place m1 for each leaf node and m2 and m3 on v1 .
Theorem 3.5. The DP algorithm is optimal for placing the same chain of middleboxes for homogeneous flows in complete topologies with or without server capacity
constraint.
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OP T (i, j)
i=1
i=2
i=3
i=4
i=5

∅
5.00/5.00
4.00/4.00
1.00/1.00
2.00/2.00
2.00/2.00

Placed middlebox number j
m1
m1 → m2 m1 → m2 → m3
4.12/4.12
5.62/5.62
5.59/5.42
4.19/4.19
3.98/3.98
4.89/4.89
0.23/0.23
2.09/2.09
0.89/∞
1.56/1.56
2.83/2.83
2.63/∞
1.56/1.56
2.83/2.83
2.63/∞

Table 3.2: An example of calculating OP T (i, j) values.
Proof: Theorem 3.3 states that each flow is “covered” only once, when we need to
place a single type of middlebox. As a result, if both of the subtrees of vi have placed
the first q middleboxes, we do not need to place these middleboxes again. It breaks
the complex problem down into a collection of simpler sub-problems. The detailed
proof is omitted due to the optimality of the dynamic programming method.



In the infinity server capacity case, the time complexity of the DP is O(|V ||M |3 ).
We separate the chain into two parts to be placed in two triangles, which have |M |
possibilities. The dynamic programming table has |V | rows and |M |columns. It takes
up to O(|M |) time to calculate each table entry. Suppose the largest server capacity
is c. In the limited server capacity case, the dynamic programming table at most
has |V | rows and c columns, and it takes up to O(c) time to calculate each table
entry. If c ≥ |M |, its time complexity is O(|V ||M |3 ); Otherwise, its time complexity
is O(c2 |V ||M |).

3.5.3

Partially-ordered Middlebox Set Placement

Ma et al. [85] prove that placing a partially dependent middlebox set with the
minimum cost is NP-hard even for a single flow. Based on our previous solution for
placing a non-ordered middlebox set, we propose a heuristic algorithm to transform
the partially-ordered middlebox set into a non-ordered one. And then we can directly apply our CLGA algorithm. Simply speaking, the transformation treats the
middleboxes with dependencies as a single middlebox whose traffic-changing ratio is
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the product of all their ratios. For multiple dependency relations, all of them with
dependency relations treated as one single middlebox that will be placed on one single
node. Then we use the greedy method CLGA discussed in subsection 5.1 to achieve
an efficient placement. The time complexity of this algorithm is O(|V ||M |), which is
the same as Alg. CLGA.
Based on our previous solution for placing a totally-ordered middlebox set, we
propose a heuristic solution to transform a partially-ordered middlebox set into a
totally-ordered one. Simply speaking, the transformation treats the middleboxes
with dependencies as a single middlebox whose traffic-changing ratio is the product
of all their ratios. If there are two middleboxes dependent on the same middlebox,
the order of the two is in the non-increasing order of traffic-changing ratios. For
multiple dependency relations, we generate a topological order with non-increasing
ratios. We sort ratios of the new middlebox set in a non-increasing order leading
to a totally-ordered set. We use the dynamic programming method DP discussed in
subsection 5.2 to achieve an efficient placement. The time complexity of this algorithm
is O(|V ||M |3 ), which is the same as Alg. DP.
For the transformation part, we provide an example, shown in Fig. 3.8. We have
6 middleboxes m1 , m2 , m3 , m4 , m5 , and m6 for each flow. Their traffic changing ratios
are λ1 = 0.8, λ2 = 1.5, λ3 = 0.5, λ4 = 1.1, λ5 = 0.5, and λ6 = 1.4. The dependency
constraints are m2 → m3 and m4 → m5 → m6 . Since m2 is dependent on m3 , the
new middlebox has a traffic-changing ratio of 1.1 × 0.8 = 0.88. Similarly, since m4
is dependent on m5 and m5 is dependent on m6 , the other new middlebox has a
traffic-changing ratio of 1.1 × 0.5 × 1.4 = 0.77. The final transformation result to
a non-ordered middlebox set is {m1 , m4 → m5 → m6 , m2 → m3 }, which has three
middleboxes with the traffic-changing ratios 0.7, 0.88 and 0.77. Since 0.7 < 0.7 < 0.88,
the final transformation result to a totally-ordered middlebox set is {m1 → m4 →
m5 → m6 → m2 → m3 }.
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(a) Transform to a non-ordered middlebox set.

(b) Transform to a totally-ordered middlebox set.

Figure 3.8: Insights for the partially-ordered set transformation.

3.6

Placement of a Middlebox Set with Heterogeneous Flows

The last two sections study homogeneous flows. This section explores middlebox
placement under the flows’ initial traffic rate heterogeneity. We only discuss the
placement of a non-ordered middlebox set M in details; its optimal solution, CLGA,
is discussed in Section 5.1. For placing a single middlebox, the method is similar
except for calling LGA instead of CLGA.
The main idea for handling heterogeneity is to group flows according to their
initial traffic rate, i.e., flows with similar initial rates are grouped together. In each
flow group, initial rates are approximated to be the same. Then, CLGA algorithm
places the middleboxes in this group. The subtle design is the group criterion in
line 1 of Alg. 5. b.c is the round down operator. Let min rf and max rf be the
minimum and maximum flow initial traffic rate in F , respectively. The i-th flow
group consists of flows with initial rate from 2i−1 × min rf to 2i × min rf , i.e., flows
are grouped exponentially with respect to their rates in line 2. Note that each flow
belongs to exactly one flow group. In line 3, the traffic rates of flows in the i-th
group are approximated to their lower bound, 2i−1 × min rf . Flows in the i-th group
are approximated to have identical initial rates that can be converted in the flows’
homogeneity case. Consequently, CLGA algorithm is called to place the required
middlebox in line 4. Finally, the placement plans in all flow groups are returned
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Algorithm 5 Group Flows by Initial Bandwidths (GFIB)
In: V, E, F and M ;
Out: The placement plan;
max r
1: for i = 1 to blog2 min r f c + 1 do
f
2:
Find the i-th group of flows that satisfy:
{f ∈ F |2i−1 × min rf ≤ rf < 2i × min rf }.
3:
For flows in the i-th group, approximate all of their initial traffic rates to be
2i−1 × min rf (convert to homogeneity).
4:
Call CLGA to place M for all flows in the i-th group.
5: return The placement plan in all flow groups.
together in line 5.
Note that the time complexity of Alg. 5 is max{O(|V | log |V |),
O(|V |(blog2

max rf
c
min rf

+ 1))}. This is because the group mechanism in line 2 takes

O(|V | log |V |) for all groups by sorting all flows’ initial rates (O(|V |) = O(|F |)).
We have determined that the time complexity of LGA is O(|V |). Line 3 only needs
a constant time for each group. Line 4 costs O(|V |(blog2

max rf
c
min rf

+ 1)) for all groups.

If a group does not include a flow, it is ignored.
Theorem 3.6. Alg. 5 guarantees an approximation ratio of
blog2

max rf
c
min rf

+ 1 to the optimal algorithm.

Proof: Let GFIB and OPT denote the costs of setting up middleboxes and bandwidth consumption taken by Alg. 5 and the optimal algorithm, respectively. Let
GFIBi denote the cost of placing the middleboxes in the i-th flow group of GFIB.
P
By definition, we have GFIB = i GFIBi . Let OPTi denote the cost of the optimal algorithm for only flows in the i-th group. Since OPTi does not ensure that
all flows will be served by the required middleboxes, OPTi ≤ OPT. We claim that
GFIBi ≤ OPTi . This is because CLGA algorithm is optimal. Since Alg. 5 has at
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Middlebox types m
m1 m2 m3 m4
Traffic-changing ratio λm 0.7 0.8 1.1 1.2
Setup cost cm
0.4 0.6 0.2 0.8
Table 3.3: Middlebox settings.
most blog2

max rf
c
min rf

+ 1 groups, we have:

GFIB =

X

GFIBi ≤

X

i

≤ (blog2

OPTi ≤

X

i

OPT

i

max rf
c + 1) × OPT
min rf

(3.6-11)

The proof completes.



The key insight of Theorem 3.6 is that flows are divided into a limited number
of groups. Flows in the same group have similar initial bandwidths, and thus can be
resolved by CLGA algorithm . Theorem 3.6 can be further improved by incorporating
the flows’ initial traffic rate distribution, which enlarges its range of application. For
example, if di is exponentially distributed, then blog2

max di
c
min di

+ 1 becomes a constant.

To better understand Alg. 5, we propose a concrete example. For all given flows
f ∈ F , min rf = 1 and max rf = 64. Then, we divide all flows into blog2

max rf
c+1
min rf

=

blog2

64
c
1

+ 1 = 7 groups. If there is one flow f with rf = 10, it belongs to the

blog2

10
c
1

+ 1 = 4 group. The approximation ratio of Alg. 5 is 7. Note that Alg.

GFIB can also be applied to place a totally-ordered middlebox set. We only need to
call DP in line 4 instead of call CLGA. Additionally, the approximation ratio holds.

3.7

Experimental Evaluation

Simulated experiments are conducted to evaluate the performances of our proposed algorithms. After we present the network and flow settings, the results are
shown from different perspectives to provide insightful conclusions. The simulation
results show that our proposed greedy algorithms and the dynamic programming
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algorithm empirically perform very well in a tree network topology.

3.7.1

Settings

Our experiments are divided into five parts to evaluate the six proposed algorithms: LGA, CLGA, DP, ParCLGA, ParDP and GFIB. (ParCLGA and ParDP are
for the partially-ordered middlebox placement, where ParCLGA transforms the set
into a non-ordered one and ParDP transforms the set into a totally-ordered one.) We
do simulations in a perfect five-layer binary tree with 31 switches for LGA and GFIB.
All flows’ sources are leaf nodes and all destinations are the root. The simulations
for CLGA, DP, ParCLGA and ParDP are in a shared-root-double-tree topology, as
shown in Fig. 3.4(b). The shared-root-double-tree is symmetric so that each side is
a perfect five-layer binary tree with 31 switches in total.
We adopt the flow size distribution of Facebook datacenters, which is collected
in 10-minute packet traces of three different node types: a Web-server rack, a single
cache follower and a Hadoop node [114]. More than 80% flows are less than 6 Mbps.
As a result, the traffic rate ranges from 1 to 6 Mbps with a stride of 1 Mbps in
this chapter. The sources of all flows are the leaf nodes and their destinations are
the root. We assume each link is bidirectional and has enough bandwidth to hold
all flows, which eliminates congestion and ensures that the routing of all flows is
successful. This is because routing failure is not the concern in this chapter. The
selections of the parameters are based on [46].
For most cases, the capacities of all servers are infinite since the numbers of
middleboxes are relatively small compared to the servers’ volumes. When we test the
influence of server capacity, the capacity constraint is set to 2 for each server. We use
two performance metrics, the cost of middlebox placement and server’s utilization, for
benchmark comparisons. The cost of middlebox placement is measured as the value
of our objective function in Eq. (3.3-1). We also evaluate the server’s utilization by
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(b) Middlebox setup cost.

Figure 3.9: Single middlebox under bandwidth homogeneity.
using the cost of setting up new middleboxes as the metric. For each setting, we run
10 times and use their average as our final result.
The setting is in accordance with our previous discussion. For homogeneous flows,
we change the variability of the initial bandwidth. We test the totally-ordered cases
with and without the node capacity constraint. For heterogeneous flows, the initial
bandwidth of each flow is generated randomly. Internet Engineering Task Force
(IETF) non-exhaustively list 10 middlebox types and show the service chain length is
usually small (3 to 5) [24]. As a result, we adopt from [85] a single type of middlebox
with a traffic-diminishing ratio of 0.7 and a setup cost of 0.4, and the set of multiple
types of middleboxes with a traffic-diminishing ratio of 0.7, 0.8, 1.1, and 1.2 and setup
costs 0.4, 0.6, 0.2 and 0.8. For anything but a totally-ordered set, we assume the
dependency relation is 0.8 → 1.1 → 0.7 → 1.2. The middlebox settings are listed in
Tab. 3.3.

3.7.2

Comparison Algorithms

There are few existing works that study middlebox placement with traffic-changing
middleboxes, and we include two benchmark schemes in our simulations:
(1) Ma et al. propose NOSP for the non-ordered case and TOSP for the totallyordered case in [85]. NOSP sorts the middleboxes based on their traffic-changing
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ratios; it applies traffic-diminishing middleboxes near the flow’s source and trafficexpanding middleboxes near the flow’s destination. TOSP is a dynamic programming
method.Since NOSP and TOSP are for single flows, we assume they only handle flows
one at a time. For each, we select one flow and run the algorithms until all flows have
been selected.
(2) Random-fit randomly places middleboxes on random nodes on the paths until
all flows are “covered”. The middleboxes are sorted by their traffic-changing ratios.

3.7.3

Evaluation for Single Middlebox

We start with homogeneous flows. The independent variable in x-axis is the unified
bandwidth for all flows. First, we evaluate a single type of middlebox placement
using LGA in Fig. 3.9. All curves in Fig. 3.9(a) are increasing because heavier traffic
consumes more bandwidths. LGA achieves the lowest cost value, and on average, it
costs about 20.3% less than NOSP and 35.1% less than Random-fit. In the analysis
in Section IV, we state that LGA is optimal when placing a single type of middlebox
for homogeneous flows in complete tree topologies. In terms of middlebox setup,
the cost of NOSP is a constant because it places a required middlebox in the source
of each flow. If there are 16 leaf nodes, NOSP needs 16 middleboxes, which costs
16 × 0.4 = 6.4. This is the largest number of middleboxes needed to ensure that all
flows are “covered”. Hence, the middlebox setup cost of NOSP is the largest. The
middlebox setup of Alg. LGA is the smallest because it considers not only bandwidth
consumption, but also middlebox setup cost.

3.7.4

Evaluation for Non-ordered Middlebox Set

Second, we evaluate a slightly more complicated case of independent middleboxes
using CLGA in Fig. 3.10. As described in the last subsection, all flows need to be
served by all middleboxes in the non-ordered middlebox set {0.7, 0.8, 1.1, 1.2}. Be-
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Figure 3.10: Non-ordered middlebox set.
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Figure 3.11: Totally-ordered set without node capacity.
cause of the infinite server capacity and the independence of the middleboxes, we
apply LGA to each type of middlebox and the final optimal solution is the combination of the optimal placement of each middlebox. As a result, CLGA performs best in
both total cost and middlebox setup cost. The superiority of CLGA is more obvious
in Fig. 3.9 than that of LDA. This is because our algorithms perform better when
the setup cost is relatively large compared to NOSP, which only considers the bandwidth consumption. The advantages of LGA and CLGA lie in not only bandwidth
consumption, but also in middlebox setup cost. The performance of the Random-fit
algorithm is not smooth enough. When the traffic load is heavy, the total cost of
Random-fit is 27.0% more than that of CLDA.
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Figure 3.12: Totally-ordered middlebox set with node capacity.
3.7.5

Evaluation for Totally-ordered Middlebox Set

Next, we show the placement of a totally-ordered middlebox set using DP with
and without the node capacity constraint in Fig. 3.11 and Fig. 3.12. In both cases,
with the desired optimality property of the dynamic programming, our proposed DP
has the lowest cost in both metrics. The cost is a little larger than that of the
non-ordered middlebox set. This is because the dependency relations make it more
difficult to place a single type of middlebox at its optimal location. We also find
that when the traffic becomes larger, the Random-fit algorithm performs much worse
than it does with the independent set. The dependency relations limit the placement
more, so the random placement needs more middleboxes. Random-fit performs a
little better in the second case. The limitation of the server capacity eliminates
the location possibilities of Random-fit’s middleboxes. Therefore, the performance
difference among these methods is decreased, especially when the traffic rate is large.
We also test the first case with no node capacity constraint under different dependency relationships, as shown in Table I. The table illustrates that the dependency
truly affects both of the metrics. The set with the lowest cost is 0.7 → 0.8 → 1.1 →
1.2. In the case of the non-ordered middlebox set, the optimal placement sequence
is also 0.7 → 0.8 → 1.1 → 1.2, which verifies the correctness of our DP. The largest
total cost belongs to the sequence 1.2 → 1.1 → 0.8 → 0.7, but its middlebox setup
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Totally-ordered middleboxes Total cost Set-up cost
0.8 → 1.1 → 0.7 → 1.2
20.9
10.4
1.1 → 0.7 → 0.8 → 1.2
23.7
12.0
0.7 → 1.2 → 1.1 → 0.8
22.8
9.6
0.7 → 0.8 → 1.1 → 1.2
11.9
4.4
1.2 → 1.1 → 0.8 → 0.7
24.7
10.2
Table 3.4: Different dependencies with rf = 3 Mbps.
cost is not the largest. This is because our objective is related not only to middlebox
setup cost, but also to bandwidth consumption.
3.7.6

Evaluation for Partially-ordered Middlebox Set

In this subsection, we show the placement of a partially-ordered middlebox set by
in Fig. 3.13 and Fig. 3.14. In Fig. 3.13, the independent variable in x-axis is also
the unified bandwidth for all flows. ParDP always has the minimum total cost value
among these three algorithms, but it has a higher middlebox set-up cost than ParCLGA. This result clearly illustrates the tradeoff between the bandwidth consumption
and the middlebox setup cost. As for the total cost value, NOSP has a much larger
total cost than the other two, especially when the traffic rate becomes larger. Relatively speaking, the performance difference between ParCLGA and ParDP is steady.
As for the middlebox setup cost, NOSP still has the same value. ParCLGA has the
minimum setup cost, which indicates the non-ordered middlebox set consuming less
middleboxes. It also proves the correctness of our experiments in last two subsections.
Additionally, we evaluate the effect of the number of middleboxes in the partiallyordered middlebox set, whose result is shown in Fig. 3.13. We change the number
from 1 to 32 in a logarithmic scale with a base of 2. All curves are increasing with the
increment of the number of middleboxes in the set. ParDP has the lowest total cost
but has a little bit higher middlebox setup cost than ParCLGA, whose tendency is
the same in Fig. 3.13. The difference between our two proposed heuristic algorithms
becomes larger than in Fig. 3.13(a). In Fig. 3.13(b), their differences are quite small.
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Figure 3.13: Partially-ordered set under bandwidth homogeneity.
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Figure 3.14: Partially-ordered set under varied set sizes.
3.7.7

Evaluation for Heterogeneous Flows

We show the case under flow bandwidth heterogeneity with GFIB in Fig. 3.15.
The bandwidths of the flows are generated randomly with an average of 1 to 6 Mbps
and a stride of 1 Mbps. Each time, we generate 300 flows. The results show that
GFIB consistently achieves the smallest total cost and smallest middlebox setup cost.
On average, the total cost is saved about 36.9% and 34.0% compared to the NOSP
and Random-fit algorithms, respectively. This is because the dependency relations
make it more difficult to place a single type of middlebox at its optimal location.
Additionally, the middlebox setup cost of GFIB is much lower than that of the other
two due to it addressing the middlebox-sharing issue. Though it is not optimal, GFIB
is still worth applying to the middlebox placement. It demonstrates the efficiency and
effectiveness of our algorithms.
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Figure 3.15: Non-ordered set under bandwidth heterogeneity.
In summary, the experiments verify the correctness and efficiency of our proposed
algorithms in the complete tree topologies and in the shared-root-double-tree topology. They also show that only considering bandwidth consumption is too one-sided
because sharing middleboxes among flows saves a lot of server resources. Taking
both the bandwidth consumption and the server resource usage into consideration, it
is worth mentioning that our LGA and CLGA can be used as efficient, greedy algorithms with significant insights in all kinds of tree topologies and traffic distributions.
Additionally, our shared-root-double-tree can be embedded in tree-structured data
centers using the up-and-down process. The simulation results show that our greedy
and dynamic programming algorithms empirically perform excellent in trees.

3.8

Conclusion

We study the middlebox placement with the constraints, including traffic-changing
effects and dependency relations of middleboxes. Private middleboxes save more flow
bandwidth while shared middleboxes cut down the middlebox setup cost. We first
formulate the dilemma as a cost minimization problem. We prove it is NP-hard to
optimally place even a single middlebox in general topologies and then narrow down
to tree-structured networks. With homogeneous flows, we propose three optimal algorithms for several special cases: a single middlebox, a non-ordered middlebox set,
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and a totally-ordered middlebox set. We design two efficient heuristic algorithms to
deploy a partially-ordered middlebox set with intuitive insights. With heterogeneous
flows, we introduce a performance-guaranteed algorithm. Extensive simulations show
efficiency and effectiveness of our algorithms.
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CHAPTER 4

VNF DEPLOYMENT: NON-UNIFORM VNF
CONFIGURATIONS

Each network function offers non-uniform VNF models (types) with different configurations of processing volumes and costs. This chapter focuses on minimizing the
total cost of deploying VNFs for providing a specific network function to all flows in
tree-structured networks. First, we prove the NP-hardness of non-uniform VNF deployment in a tree topology and propose a dynamic programming based solution with
a pseudo-polynomial time complexity. Then we narrow it down to three simplified
cases by focusing on either uniform VNFs or the linear line topology. Specifically,
three algorithms are introduced: an improved dynamic programming based algorithm
for deploying uniform VNFs in a tree topology, a performance-guaranteed algorithm
for deploying non-uniform VNFs in a linear line topology, and an optimal greedy
algorithm for deploying uniform VNFs in a linear line topology. Additionally, we
generalize our approach to a case of deploying a service chain, which consists of multiple network functions applied to flows in a specific order. We propose two solutions:
one is optimal but time-consuming while another is heuristic but efficient. The complete version can refer to our publication 12.

4.1

Introduction

In this chapter, we study the VNF deployment problem [3] with a given set of
flows in tree-structured networks, whose switch-connected servers have limited ca-
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pacities (the maximum number of deployed VNFs). Tree-structured topologies are
quite common in streaming services and Content Delivery Networks (CDNs) [126].
Additionally, it is proven NP-hard to minimize the total number of VNFs to deploy
even one single kind of network function with uniform VNFs (each VNF has the
same processing volume and setup cost) in a general topology [122]. Thus, we narrow
it down to tree-structured networks and provide stronger algorithmic results in this
chapter. We assume that all flows are upstream (i.e., the destination is closer to the
tree root than source) and require to be processed by identical network functions
(later extended to an identical service chain, consisting of multiple kinds of network
functions serving in a specific order [19]). We initially include non-uniform VNF types
for a single kind of network function, which has different configurations of processing
volumes and setup costs [32]. The processing volume of a VNF instance (simplified
as VNF in the rest of chapter) can be shared by multiple flows. A flow can also be
fractionally processed by several VNFs before its destination [72]. Our objective is
to minimize the total setup cost of deploying VNFs subject to that all flows can be
fully processed with their traffic rates when they reach their destinations.
To the best of our knowledge, most existing work on VNF deployment frequently
formulate complex IP problems with no efficiency-guaranteed solvers or are limited
to design with heuristic solutions. Few proposed solutions can provide provable performance guarantees. Additionally, none of existing work considers the non-uniform
VNF types for one function. Here we use an example in Fig. 4.1 to show the VNF
deployment problem that considers non-uniform VNFs and limited vertex capacities.
The topology of the toy example is a binary tree with six vertices {v1 , v2 , v3 , v4 , v5 , v6 }.
We are given four flows, f1 , f2 , f3 , and f4 , whose traffic rates are 3, 3, 4, and 2, respectively. Their paths are given in Figs. 4.1 (a-c) as the shortest ones, which are
{v4 , v2 , v1 }, {v5 , v2 }, {v2 , v1 }, and {v6 , v3 , v1 }, and are arbitrary in Fig. 4.1 (d). All
flows request to be processed with a network function m. There are two types of
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Figure 4.1: A motivating example with four flows f1 (rate 3), f2 (rate 3), f3 (rate 4),
f4 (rate 2), small square VNF with volume 4 and cost 2, and large square
VNF with volume 8 and cost 3.
VNFs for m: a small square VNF with processing volume of 4 and setup cost of 2,
and a large square VNF with processing volume of 8 and setup cost of 3. We aim
at minimizing the total cost of deploying VNFs subject to that all flows can be fully
processed when reaching destinations.
In Fig. 4.1(a), we are given only one type (uniform) of VNF, the small square one
(volume 4 and cost 2). With unlimited vertex capacities, one optimal deployment
shown in Fig. 4.1(a) can be achieved by applying the algorithm in [122]. All traffic
of f1 and 1 unit of traffic of f2 are processed by the deployed VNF on v2 , while the
rest of the traffic is processed by the two VNFs deployed on v1 . The total setup cost
is 6 because three VNFs are deployed. As for the limited vertex capacity case, if each
server can place at most one VNF (vertex capacity is one), one optimal deployment
with a minimum cost of 8 is shown in Fig. 4.1(b). Compared to Fig. 4.1(a), one
more VNF is deployed since v1 can deploy only one VNF. In order to fully process all
flows when they reach their destinations, both VNFs on v1 and v4 waste 1 processing
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volume while the one deployed on v3 wastes 2. This waste is unavoidable in order
to satisfy all flows’ service requirements of function m; at the same time, it does not
violate the vertex capacity constraint as well. In Fig. 4.1(c), if the vertex capacity is
also one, we are given non-uniform types of function m: small (volume 4 and cost 2)
and large (volume 8 and cost 3) square VNFs. One optimal deployment shown in Fig.
4.1(c) has a total cost of 5, which is less than that in Fig. 4.1(b). The existence of
non-uniform VNFs adds more choices for the deployment, which further complicates
our problem. When the paths of flows are not given in Fig. 4.1(d) with the same
setting in Fig. 4.1(b), we can avoid to waste the processing volume of deployed
instances by detouring f2 first to v4 (through v2 ) and then back to its destination v2 .
This results in a deployment with a total cost of 6, which is less than that of Fig.
4.1(b).
The main challenges of our deployment problem lie in the selection of VNF types
and locations, as well as the processing volume allocation of each deployed VNF.
The limited vertex capacity constraint further complicates the deployment. Flows
have to be fully processed before reaching their destinations. Intuitively, if VNFs are
deployed too close to the tree root, the processing volume is more likely to be used
up; however, flows with destinations far from the root may not be processed because
no VNFs are deployed along their paths. If VNFs are deployed too far from the root,
the opportunity to share the processing volume of one VNF is scarce, and thus, some
volume will be wasted and more VNFs are needed, resulting in a higher total setup
cost. Additionally, non-uniform VNFs for a single kind of network function offer more
deployment options and make our problem more complex.
In this chapter, we initially focus on the deployment of a single kind of network
function and include several interesting solutions with provable performance by narrowing down our focus to some special settings. We first solve the non-uniform VNF
deployment problem in a tree topology with a dynamic programming based method.
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Because of the NP-hardness of the problem, the solution is pseudo-polynomial and its
time complexity is not tractable. We then study a special case of uniform VNF deployment and improve the dynamic programming solution to have an acceptable time
complexity. Additionally, the non-uniform VNF deployment problem in a linear line
topology can be transformed to the classic submodular set cover problem so that we
introduce a performance-guaranteed greedy strategy. An optimal greedy algorithm is
designed for a simple case: uniform VNF deployment in a linear line topology. We
then extend our problem more generally to deploy a service chain with limited vertex
capacities in a tree-structured network.
Our main contributions are summarized as follows:
• We prove our non-uniform VNF deployment problem is NP-hard in tree-structured
networks even when there is only one kind of network function. We also demonstrate that if the routing paths are not determined, our VNF deployment problem can be reduced to the classic Unbounded Knapsack problem, which has
been studied with numerous solutions.
• When there is only one kind of network functions, we propose four pseudopolynomial algorithms in different topology settings and VNF configurations, as
shown in Tab. 4.1 along with their properties and time complexities1 (|V |: total
number of vertices). Since |M | (total number of VNF types of configurations)
and cmax (largest vertex capacity) are small and integer-valued, while wmax
(largest single VNF setup cost) is in arbitrary precision and order of magnitude,
the first algorithm is computationally hard, and the complexities of other three
algorithms are dramatically improved.
• We formulate the service chain deployment problem in a tree-structured network
1

An algorithm has a pseudo-polynomial time if its running time is a polynomial in the numeric
value of the input (the largest integer present in the input) (e.g., cmax in Tab. I), instead of the
length of the input (the number of bits required to represent it) (e.g., V in Tab. I), which is the
case for polynomial time algorithms.
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Table 4.1: Our proposed solutions and time complexities.
HH
H Type
Topo HHH

Tree

Non-uniform
DP

Uniform

Optimal
4

DP
3

O(|V |4×(cmax )3 )

O(|V | ×(cmax×wmax ) )
Line

Greedy

Approximate

Optimal

Greedy

O(|V |2×|M |×cmax )

Optimal
O(|V |×cmax )

with non-uniform VNFs and propose two solutions: one is optimal but timeconsuming and another is heuristic but efficient.
• We conduct extensive simulations to evaluate the efficiency of our proposed
algorithms.
The remainder of this chapter is organized as follows. Section 4.2 describes the
model, formulates the problem, and shows the hardness of the VNF deployment problem. Section 4.3 introduces our deployment algorithms in tree-structured topologies.
In Section 4.4, we handle cases in line topologies. Section 4.5 discusses the service
chain deployment. Section 4.6 includes the experiments, and Section 4.7 concludes
the chapter.

4.2
4.2.1

Model and Formulation
Network Model

We first present our model of the directed tree-structured network, T = (V, E),
where V = {v} is a set of vertices (i.e., switches), and E = {e} is a set of directed
edges (i.e., links). We use v to denote a single vertex and vertices are labelled as
1, 2, ..., |V | by the Breadth-First-Search (BFS). We use | · | to denote the cardinality
of a set. Each vertex vi is connected to a capacity-limited server. The vertex capacity,
denoted as ci , represents the maximum number of VNFs that can be deployed on vi .
For each location on vi , we can deploy one VNF with any type of configuration. We
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use two definitions of tree data structure to simplify our discussion.
Definition 4.1 (height, subtree). The height of a vertex is 1 plus the difference
between the depth of the tree and the depth of the vertex. A subtree Ti of a vertex
vi in a tree T is a tree consisting of vi and all its descendants in T .
Take the tree in Fig. 4.1(a) as an example. The height of v1 is 3 and the heights
of v3 and v4 are 2 and 1, respectively. The subtree T2 consists of v2 , v4 , and v5 .
We are given a set of flows F = {f }, all of which request to be processed by an
identical network function (Section 6 extends it to an identical service chain consisting
of multiple kinds of network functions applied to flows in a specific order). All flows
are upstream flows, i.e. the source of a flow is a descendant of its destination. We
make this assumption for ease of presentation only. Our results can be immediately
generalized to cases where the flows are either upstream or downstream. We use f to
denote a flow with a source of srcf , a destination of dstf , and an initial traffic rate of
rf . We say that a flow is satisfied when its initial traffic rate is fully processed before
reaching its destination.
We define M = {m} as the set of VNF types with different configurations for
the requested kind of network function. Each VNF type m has a processing volume
αm , which is the maximum total traffic rate that one m VNF can process. There
is also a setup cost wm for setting up one VNF of type m. Different VNF types
of configurations for a single kind of network function provide the same network
service, but have various processing volumes and setup costs. We simplify the types
of different configurations as different types as follows.
Definition 4.2. [non-uniform, uniform] VNFs are called non-uniform if the number
of VNF types (for a single kind of network function) is more than one; otherwise,
they are called uniform.
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Table 4.2: Symbols and Definitions.
Symbols
Definitions
V, E, F, M
set of vertices, edges, flows, and VNF types
v, f, Ω
a vertex, a flow, and a deployment plan
Ωv , cv
the deployment plan and vertex capacity of v
srcf , dstf , rf source, destination, initial traffic rate of f
m(v, j)
the jth VNF placed on v
α(v, j), w(v, j) processing volume and setup cost of jth VNF on v
λfm(v,j)
traffic rate of f processed by m(v, j)
We assume each flow can be fractionally processed by several VNFs of any type
deployed at vertices along its path. We introduce the definitions of the deployment
plan and its feasibility as follows.
Definition 4.3 (deployment plan, feasibility). A deployment plan of v, denoted as
Ωv , is a set of VNFs with different types that are deployed on v. These VNFs are
labeled by 1, 2, ..., |Ωv |. A deployment plan of the tree T , denoted as Ω, is the union
set of Ωv , ∀v ∈ V , i.e. Ω = {Ωv |v ∈ V }. We call a deployment plan feasible if all
flows are fully processed when reaching their destinations.
Note that we can check the existence of a feasible deployment plan by deploying all
the VNFs with the maximum processing volume in all available locations of servers.
If this deployment plan is still not feasible, then no feasible deployment exists.
We use m(v, j) ∈ Ωv to record the jth VNF placed on v after the labelling. The
processing volume and setup cost of m(v, j) are expressed as α(v, j), and w(v, j),
respectively. Let λfm(v,j) denote the amount of f ’s traffic rate processed by the jth
VNF deployed on v. Here each packet of flows should only be processed by VNFs
once, because being processed by any VNF will add an extra transmission delay,
which should be avoided. In the following, we use the superscript max to denote the
maximum value in a set such as wmax = maxm∈M wm and cmax = maxv∈V cv . For ease
of reference, we summarize the notations in Tab. 4.2.
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4.2.2

Problem Formulation

In this chapter, we study the VNF deployment problem: given a set of flows F in
a tree-structured network T , we deploy non-uniform VNFs with the minimum total
cost to satisfy all requests of flows.
Definition 4.4 (total cost). The total cost of a deployment plan Ω is the summed-up
cost of setting up all VNFs, denoted by cost(Ω), which satisfies
X X
cost(Ω) =
w(v, j)
v∈V m(v,j)∈Ωv

Our problem can be formulated as:
minΩ

cost(Ω)

(4.2-1)

v∈V

|Ωv | ≤ cv
P f
j λm(v,j) ≥ rf

f ∈F

λfm(v,j) ≤ α(v, j) ∀m(v, j) ∈ Ωv , v ∈ V

s.t.
P
P

∀v ∈ V

(4.2-2)

∀f ∈ F

(4.2-3)
(4.2-4)

Our objective is to minimize the total cost of deployed VNFs in Eq. (4.2-1). The
decision variables are Ωv , ∀v ∈ V , which form the deployment plan Ω. Eq. (4.2-2)
states that the total number of deployed VNFs of each vertex is within its capacity.
Eq. (4.2-3) guarantees that each flow is fully processed with its initial traffic rate.
Eq. (4.2-4) requires that the sum of all processed traffic rates of each VNF on each
vertex is no more than its processing volume.
4.2.3

Problem Hardness Analysis

In a general topology with uniform VNFs, [122] proves that it is NP-hard to
minimize the total deployed VNF number, which is equivalent to minimizing the total
cost of the deployment. Here we study the hardness of deploying the non-uniform
VNFs and we have:
Theorem 4.5. The non-uniform VNF deployment with the minimum cost is NP-hard
even to deploy a single kind of network function in a line topology.
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Proof: Here we prove our theorem 1. First, we check the feasibility of a deployment
plan is in a polynomial time, since we can check in O(|F |) time to make sure that all
flows are fully processed when reaching their destinations.
Second, we show that Unbounded Subset Sum [44] can be reduced to the nonuniform VNF deployment. Consider a case of Unbounded Subset Sum with n numbers
W = {w1 , w2 , ..., wn } and a target w. To construct a case equivalent to the nonuniform VNF deployment, we simplify the deployment problem by having a line
topology with unlimited-capacity vertices. We are given a set of flows F , all of
whose source and destination are the leftmost and rightmost nodes in the line. Each
flow has an initial traffic rate rf and requests the same network function. We assume
P
the total traffic rate f ∈F rf is equal to the target w of the Unbounded Subset Sum,
P
i.e. f ∈F rf = w. We are given a set of VNF types M with n types for the requested
network function. The setup costs of the VNF types are w1 , w2 , ..., wn , and their
processing volumes are the same as the setup costs, meaning αi = wi . The sum
of the processing volumes of the deployed VNFs should be no less than w since all
flows needs to be fully processed. When there is no processing volume wasted in a
deployment plan, the sum of the processing volumes is exactly w. The total cost of
P
P
the deployment is
αj = wj = w, which is also the minimum. If we can find such
a deployment of VNFs with the costs of w10 , w20 , ..., wk0 adding up to the total cost w,
then the corresponding numbers in the Unbounded Subset Sum VNF can also add up
to exactly w.
Conversely, if there are numbers w10 , w20 , ..., wk0 ∈ W adding up to exactly w in
the Unbounded Subset Sum, then we can deploy the corresponding VNFs with setup
costs w10 , w20 , ..., wk0 ; this is a feasible deployment plan with the minimal total cost
w. Consequently, since the Unbounded Subset Sum is an NP-complete problem, our
non-uniform VNF deployment is NP-hard. The theorem holds.



It is worth mentioning that we can apply the PTAS solutions in [87] if all flows

80

have the same path, i.e., the topology is a line. However, whether there exists PTAS
solutions for the case with general topologies remains an open question. In the following parts, we first focus on deploying a single kind of network function to all flows
under different conditions in Sections 4 and 5. In Section 6, we extend to the more
general case of deploying a service chain.
Additionally, if the paths of each flow are not given as a priori, we need to route
flows beyond finding a deployment plan Ω with the minimum total cost. As the link
bandwidth has no constraint in this chapter, we tend to use up the processing volumes
of deployed VNF instances subject to minimizing the total cost. We can formulate
the problem as:
minΩ
s.t.

cost(Ω) =
P
Pj
v∈V

P

v∈V

Pj

m(v,j)∈Ωv w(v, j)

(4.2-5)

P

(4.2-6)

j)
m(v,j)∈Ωα(v,
v

≥

f ∈F

Eq.(4)

rf

(4.2-7)

Since there is no flow path limitation, flows can be routed to VNF instances
with remaining processing volume. As long as the deployment Ω is feasible, the
vertex capacity constraint in Eq. (4) has no influence and can be omitted. The
above formulation can be reduced to Unbounded Knapsack problem [58]: We multiple
both sides of the inequalities 4.2-5 and 4.2-6 by −1 and do corresponding changes to
symbols as:
maxΩ
s.t.

P
−cost(Ω) = jm(j)∈Ω −w(j)
P
Pj
f ∈F −rf
m(j)∈Ω −α(j) ≤

(4.2-8)
(4.2-9)

−w(j) and −α(j) are the value and the weight of one item. There are several
solutions for the classic problem such as dynamic programming and PTAS [58]. After
we have found the deployment plan Ω, we can deploy all instances randomly on
vertices as long as the total number of deployed instances at any vertex is no more
than its capacity. Then we route flows to get processed by deployed instances no
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matter their paths are longer or have cycles. The insight of the above solution for the
case with unknown flow paths is that the influence of network topology is vanished.
This is because the routing path of each flow does not affect our objective. However,
in practical, a longer routing path will incur a larger transmission delay, which directly
influence the network performance. In this chapter with a tree topology, we assume
all flows are upstream with the shortest path, which complicates the deployment of
VNF instances.

4.3

VNF Deployment in a Tree Topology

This section studies the deployments of non-uniform and uniform VNFs for a
specific kind of network function in tree-structured topologies.

4.3.1

Non-uniform VNF deployment in a tree topology

First we handle the most general case. We propose a dynamic programming based
solution for the non-uniform VNF deployment problem in a tree topology, called the
Non-uniform Dynamic Programming algorithm (HeteDP).
Before the recurrence, we define some notations. Let OP T (i, w) denote the minimum total unprocessed rate going out of node vi by deploying VNFs with a total
cost w in the subtree of vi . If we are unable to fully process flows having dstf ∈ Ti
by a total cost w, we have OP T (i, w) = ∞. This is because the destination is the
last chance for a flow to be processed. We prioritize processing flows with smallerheight destinations since their chance of being processed is lower. We use l(i) and
r(i) to denote the roots of vi ’s left and right subtrees, and w(l) and w(r) to denote
the allocated costs of vi ’s left and right subtrees, respectively. Deploy(i, w) denotes
the maximum total processing volume by deploying VNFs with a total cost w on vi .
The relation of the minimum total unprocessed traffic rates out of vi and its children
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can be formulated as:
OP T (i, w) = max{0, min

X
{ rf + OP T (l(i), w(l))+

w(l)+w(r)≤w
w(l),w(r)≥0 srcf =vi

OP T (r(i), w(r))−Deploy(i, w − w(l) − w(r))}}

(4.3-10)

Eq. (4.3-10) states that OP T (i, w) equals 0 if there is a deployment plan able to
process all unprocessed rates by deploying VNFs with a total cost w in the subtree
of vi ; otherwise, it equals the minimum total unprocessed traffic rate out of node vi .
We combine all possible allocations of the total cost w among vi ’s children and itself
by changing w(l) and w(r).
To prove its optimality, let’s consider one of the optimal deployments as Ω∗ when
given a VNF deployment problem. Here are some observations of Ω∗ : (i) If Ω∗ deploys
VNFs with a fixed total cost w in the subtree of a vertex v, it should process as much
traffic rate as possible. In other words, the total unprocessed traffic rate going out
of v (upwards to its parent) should be minimized with the allocated cost w. This is
because the higher the unprocessed traffic rate is when coming out of v, the larger
cost the deployment of v’s ancestors is likely to have. (ii) The unprocessed traffic
rate passing through v comes from two kinds of flows: flows with srcf = v (flows
that start at v) and flows with some unprocessed traffic rates and srcf ∈ Tv \ v (notfully-processed flows coming up from its subtrees). (iii) The total deployment costs
of all subtrees of v’s children must be no more than w. Suppose each child vertex vi
deploys VNFs with a total cost wi in the optimal deployment Ω∗ , then VNFs with a
P
total cost w − vi ∈Tv wi ≥ 0 will be deployed on vertex v. (iv) With a fixed value
of wi for the subtree of vi , its deployment plan should also have the minimum total
unprocessed traffic rate going upward out of vi in order to lower the potential cost
of deployed VNFs of vi ’s ancestors. (v) As the optimal deployment should have the
minimized unprocessed traffic rate going out of v, the deployed VNFs on v with a
P
total cost w − vi ∈Tv wi should have the maximum total processing volume.
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With the insights above, the objective of our deployment problem is equivalent to
finding the minimum cost of making the unprocessed traffic rate out of v1 as low as 0.
Moreover, the optimal deployment of a tree T with the root v1 is able to be separated
into a polynomial number of subproblems in its children. The optimal solutions of its
children with different allocated cost combinations yield an optimal deployment to
v1 , and we can build up solutions to these subproblems using a recurrence. It is worth
mentioning that there are exponential combinations of the costs that are allocated to
the vertex itself and all subtrees of its children when the total cost is fixed. In order
to generate the optimal deployment plan, we need to list all such combinations, which
is exponential of the number of v’s children and w. In this chapter, we only discuss
the binary tree topology to reduce the number of combinations to polynomials of w.
As a result, we can generate an optimal solution with an acceptable time complexity.
As for the item Deploy(i, w − w(l) − w(r)) in Eq. (4.3-10), we should maximize
it in order to minimize the total unprocessed traffic rate out of vi . This means that
the maximum total traffic rate is processed by deploying VNFs on vi with a cost of
(w − w(l) − w(r)), which can be formulated as following:
P
maxΩ
m(i,j)∈Ωi α(i, j)
P
s.t.
m(i,j)∈Ωi wi (j) ≤ w − w(l) − w(r)
|Ωi | ≤ ci

(4.3-11)
(4.3-12)
(4.3-13)

The formulation is the same as the classic knapsack problem [88] except for the
second constraint. In the knapsack problem, we are given a set of items, each of which
has a non-negative weight and a distinct benefit. We need to find a subset with the
maximum total benefit subject to the constraints such that the total weight of the
subset does not exceed specific values. The processing volume αm and the setup cost
wm correspond to the benefit and weight in the knapsack problem, respectively. We
slightly modify the dynamic programming solution of the knapsack problem proposed
in [65]. We use vol(w) to denote the maximum total processing volume that can be
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Algorithm 6 Non-uniform DP (HeteDP)
In: Sets of vertices V , edges E, flows F , VNFs M ;
Out: The minimum total cost of deployed VNFs and the deployment plan Ω;
1:
2:
3:
4:
5:
6:
7:
8:

Initiate the array of OP T ;
Generate the array of Deploy;
for each nodeP
vi from bottom-up do
for w ∈ [0, v∈Ti cv × wmax ] do
Use the recurrence Eq. (4.3-10) to compute OP T (i, w);
if OP T (i, w) = 0 then break;
Find Ω with the minimum w making OP T (1, w) = 0;
return The deployment plan Ω.

attained with a total deployment cost no more than w. The value of vol(w − w(l) −
w(r)) is the solution to our problem. Suppose vol(0) = 0, then the recurrence can be
justified as vol(w) = maxm∈M {αm +vol(w−wm )}. When the number of selected items
reaches cv , the total processing volume vol(w) remains unchanged by not adding more
items even when the weight w is not used up. This is because we need to control not
only the total cost to be less than w − w(l) − w(r), but also ensure that the number
of selected items is less than the vertex capacity. Thus, we list all combinations
of possible deployments on vi and find the feasible one with the largest processing
volume as Ωv .
Lemma 4.6. The worst time complexity for generating the Deploy array is O((cmax )2 ×
wmax ).
Proof: The modified knapsack problem can be solved in O(cv × (w − w(l) − w(r)))
time complexity. We find that the solution to our modified knapsack problem is
independent of the deployment plan. In order to lower the time complexity of HeteDP,
we can calculate the Deploy array in advance and refer to its values when applying
the HeteDP algorithm. The worst time complexity of the modified knapsack problem
is O(cmax × (cmax × wmax )) = O((cmax )2 × wmax ) because the maximum deployment
on a vertex is to deploy the most expensive VNF on all available locations.



We propose the HeteDP algorithm in Alg. 6. We initiate all values of OP T (i, w)
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as 0 in line 1. We calculate the recurrence in Eq. (4.3-10) for each vertex from bottomup in lines 3-5. Whenever OP T (i, w) = 0, we break the current loop and continue
to do the next loop in line 6. We find the minimum w making OP T (1, w) = 0 in
line 7 and return the corresponding deployment plan Ω by tracing back in line 8. We
analyze the time complexity of our algorithm as follows.
Theorem 4.7. The worst time complexity of HeteDP algorithm is O(|V |4 × (cmax ×
wmax )3 ).
Proof: HeteDP algorithm is a pseudo-polynomial time algorithm using a dynamic
programming method. First, all |V | vertices need to be traversed so that the algorithm
has |V | iterations. Second, in each iteration of a vertex from bottom-up, we try all
P
possibilities of the cost value w. The maximum cost value is O( v∈V cv × wmax ) =
O(|V | × cmax × wmax ). Next, for a fixed cost value w for the subtree of a vertex
v, we need to list all combinations of allocating the cost w to itself and its two
children while ensuring w(l) + w(r) ≤ w. There are at most O((|V | × cmax × wmax )2 )
combinations. Then for each combination, we need a constant time to calculate the
P
value of srcf =vi rf +OP T (l(i), w(l))+OP T (r(i)+1, w(r))−Deploy(i, w−w(l)−w(r))
by referring to the OP T array as well as the Deploy array. As discussed in Lemma 4.6,
the generation of all values in the Deploy array takes at most O((cmax )2 × wmax ) time
and we only need to calculate it once. We determine the minimum value by traversing
the values of all combinations in a O((|V |×cmax ×wmax )2 ) time and calculate the value
of OP T (i, w). Finally, the worst time complexity is the number of iterations, times
the maximum number of cost value, times the maximum number of combinations of
a fixed cost value, which is O(|V | × (|V | × cmax × wmax ) × (|V | × cmax × wmax )2 ) =
O(|V |4 × (cmax × wmax )3 ). In real systems, the largest server capacity cmax is integervalued and relatively not too large. The tough case is to handle the cost factor (wmax )2
with arbitrary precision and order of magnitudes, which is likely not tractable.



Note that in order to improve the efficiency of our algorithm, we can lower its
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time complexity by stopping increasing w of OP T (i, w) in two cases: the first case is
when the smallest w for the vertex vi appears, meaning OP T (i, w) = 0; the second
P
case is when w reaches v∈Ti cv × wmax . This is because OP T (i, w) = 0 when there
is no unprocessed traffic rate out of vi , meaning that VNFs with cost w can process
all flows in the subtree of vi . A larger w is unable to process any more flows, since
no unprocessed flow exists. In addition, finding the minimum value of w to make
OP T (1, w) = 0 is our objective. The second case states the natural upper bound of
w that all available locations in subtree Ti are deployed by the most expensive VNF.
Theorem 4.8. HeteDP is optimal for non-uniform VNF deployment in trees.
The detailed proof is omitted due to the optimal property of the dynamic programming method.

4.3.2

Uniform VNF deployment in a tree topology

In this subsection, we discuss the uniform VNF, which has the same processing
volume and setup cost. First we present a lemma to transform our objective into a
simpler equivalent form when there is only one type of VNFs.
Theorem 4.9. Minimizing the total cost of deployed VNFs with uniform VNFs is
equivalent to deploying the minimum number of VNFs.
Proof: As there is only a single type of VNF m, our cost function can be converted
P
to cost(Ω) = v∈V |Ωv | × wm = |Ω| × wm . Since wm is a constant, it is the same as
minimizing |Ω|, which is the total number of deployed VNFs.



Our objective is transformed to minimizing the total number of deployed VNFs
when there is only a single type of VNF m. Inspired by HeteDP, we also propose a
dynamic programming based algorithm, called HomoDP, which is simpler and more
tractable than HeteDP. We replace the total cost w by the total number of deployed
VNFs n in each subtree of vertices. We use OP T (i, n) to denote the minimum total
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Algorithm 7 Uniform DP (HomoDP)
In: Middlebox m and sets of vertices V , edges E, flows F ;
Out: The minimum number of deployed middleboxes and the deployment plan Ω;
1:
2:
3:
4:
5:
6:
7:

Initiate the array of OP T ;
for each node vi from
P bottom-up do
for n = 0, 1, ..., v∈Ti cv do
Use the recurrence Eq. 4.3-14 to compute OP T (i, n);
if OP T (i, n) = 0 then break;
Find Ω with the minimum n that OP T (1, n) = 0;
return The deployment plan Ω.

unprocessed traffic rate going out of node vi by deploying n VNFs altogether in the
subtree of node vi . Our target is to find the minimum n, making OP T (1, n) = 0. If
flows with destinations within the subtree of vi are unable to be fully processed by
deploying n VNFs, we have OP T (i, n) = ∞. We also prioritize processing flows with
smaller-height destinations. We use l(i) and r(i) to denote the roots of vi ’s left and
right subtrees, and n(l) and n(r) to denote the deployed VNFs in vi ’s left and right
subtrees, respectively. There are n − n(l) − n(r) VNFs to be deployed on vi . We
replace the Deploy(i, w − w(l) − w(r)) by (n − n(l) − n(r)) × αm . Then we justify
the recurrence formula of HomoDP in Eq. (4.3-14).
Lemma 4.10. The relation of the minimum total unprocessed traffic rates out of vi
and its children can be formulated as:
OP T (i, n) = max{0, min

{

X

rf
n(l)+n(r)≤n
src
=v
i
f
n(l),n(r)≥0

+ OP T (l(i), n(l))+

OP T (r(i), n(r)) − (n − n(l) − n(r)) × αm }}

(4.3-14)

Proof: Eq. (4.3-14) states that OP T (i, n) equals 0 if there is a deployment plan
able to process all traffic rates by deploying n VNFs altogether in the subtree of vi ;
otherwise, it equals the minimum total unprocessed traffic rate out of node vi . We
combine all possible allocations of the n VNFs among vi and its children by changing
values of n(l) and n(r).
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The detailed HomoDP algorithm is proposed in Alg. 7. We initiate all values
of OP T (i, n) as 0 in line 1. We calculate the recurrence in Eq. 4.3-14 for each
vertex from bottom-up in lines 3-5. Whenever OP T (i, n) = 0, we break the current
loop and continue to do the next loop in line 5. We find the smallest n that makes
OP T (1, n) = 0 in line 6 and return the corresponding deployment plan Ω by tracing
back in line 7.
To better understand Alg. 7, we use the topology in Fig. 4.1(b) with the same
settings as an example to show the deployment procedure. The tree has six nodes
with capacities cv = 1, ∀v ∈ V . There are four flows f1 , f2 , f3 , and f4 with initial
traffic rates r1 = 3, r2 = 3, r3 = 4, and r4 = 2. There is only one type of VNF
m with αm = 4. We aim to find the smallest n such that OP T (1, n) = 0. For
ease of reference, we list the values of OP T (i, j) in Table 4.3. We traverse vertices
from bottom-up by first calculating OP T (5, 0) = r2 − 0 = 4. We have OP T (5, 1) =
max{0, r2 − 1 × αm } = max{0, 3 − 4} = 0. As c5 = 1, more than one VNF is
unable to be deployed resulting in OP T (5, n) = 0, ∀n≥2. Similarly, we can calculate
OP T (3, n) and OP T (4, n), ∀0≤n≤4. Since f2 with dst2 = v2 is not processed by not
deploying any VNF in the subtree of v2 (n = 0), we have OP T (2, 0) = ∞, indicating
the infeasibility of the deployment. The detailed calculation of OP T (2, 1) is that
OP T (2, 1) = max{0, min{r3 + OP T (4, 1) + OP T (5, 0) − 0 × αm , r3 + OP T (4, 0) +
OP T (5, 1) − 0 × αm , r3 + OP T (4, 0) + OP T (5, 0) − 1 × αm }} = max{0, min{4 + 3 +
0 − 0, 4 + 3 + 0 − 0, 4 + 3 + 3 − 4} = 6. Similarly, we calculate other values of OP T
array in Tab. 4.3. The smallest n making OP T (1, n) = 0 is 4. By tracing back the
table, the optimal deployment Ω is as shown in Fig. 4.1(b).
Note that we can also lower the time complexity of Alg. HomoDP by stopping
increasing n in two cases: the first one is when the smallest n (which is 4) for node vi
P
appears making OP T (i, n) = 0; the second one is when n ≥ v∈Ti cv . The reasons
are similar to the explanation for Alg. HeteDP.
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Theorem 4.11. The worst time complexity of the HomoDP algorithm is O(|V |4 ×
(cmax )3 ).
Proof: Here we analyze the time complexity of the worst case. All the |V | nodes
need to be traversed so that the algorithm has |V | iterations. In each iteration of
a node vi from bottom-up, we try all possibilities of the value n. The largest n is
P
v∈V cv = O(|V | × cmax ). For a fixed value n, we need to list all combinations of
allocating n VNFs to vi and all subtrees of its children by changing the values of n(l)
and n(r). When n(l) = 0, n(r) can be 0, 1, ..., n; and when n(l) = n, n(r) could only
be 0. We have (n+1)+n+...+1 = (n+1)(n+2)/2 = O(n2 ) combinations, which is at
most O((|V |×cmax )2 ). For each combination, we only need a constant time to calculate
P
the value of srcf =vi rf + OP T (2i, n(l)) + OP T (2i + 1, n(r)) − (n − n(l) − n(r)) × αm
in the recurrence of Eq. 4.3-14 by referring to the OP T array. Next we determine the
minimum value in at most O(|V | × cmax ) time by traversing values of all combinations
and calculating the value of OP T (i, n). Thus, the worst time complexity is the
number of iterations, times the maximum number of n, times the maximum number
of combinations of a fixed n, which is O(|V | × (|V | × cmax ) × (|V | × cmax )2 ) = O(|V |4 ×
(cmax )3 ), which is a polynomial of |V |. Because of the term cmax , it is qualified as a
P
pseudo-polynomial time algorithm. Since n is integer-valued, and v∈V cv is not too
large in a real system, the time complexity of HomoDP algorithm is acceptable.



Theorem 4.12. HomoDP is optimal for uniform VNF deployment in a tree topology.
The detailed proof is also omitted due to the optimal property of the dynamic
programming method.

4.4

VNF Deployment in a Line Topology

In this section, we simplify the tree-structured topologies into lines in order to
generate more efficient algorithms.
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Table 4.3: The values of OP T (i, n) of Fig. 4.1(b).
HH
HH n
0
1
2
3
4
i
HH
1
∞ ∞ ∞ ∞ 0
2
∞
6
2
0
0
3
2
0
0
0
0
4
3
0
0
0
0
5
3
0
0
0
0
6
2
0
0
0
0
4.4.1

Non-uniform VNF deployment in a line topology

In this subsection, we simplify the tree topology into a line and propose a performanceguaranteed algorithm of deploying non-uniform VNFs. We are given a line topology
L = (V, E) with |V | nodes (vertices), which are labelled 1, 2, ..., |V | by a line coordinate axis. For simplicity, we say that one vertex is smaller (or larger) than another
vertex if its coordinate is smaller (or larger) and vice versa. Assume the source of
each flow is smaller than its destination no matter where its source and destination
reside in the line. This means that flows transfer from left to right. When deploying
one new VNF of type m on v, we omit the sequence number of the jth VNF m(v, j)
by denoting the VNF as m(v). The new deployment plan is expressed as Ω ∪ m(v).
Before proposing our solution, we introduce two definitions.
Definition 4.13 (benefit function). The benefit function, denoted as b(Ω), indicates the total processed traffic rate of a deployment plan Ω, which satisfies b(Ω) =
P
P
P
f
v∈V
m(v,j)∈Ωv
f ∈F λm(v,j) .
Definition 4.14 (marginal benefit). The marginal benefit, denoted as bΩ (m(v)) =
b(Ω∪m(v))−b(Ω), indicates the marginal contribution of processing flows by deploying
a new VNF of type m on v beyond the current deployment Ω.
We analyze the property of the benefit function b(Ω). A function f is submodular if
and only if ∀S ⊆ T ⊆ N, ∀e ∈ N \T , fT (e) ≤ fS (e). Then we prove that ∀m(v) ∈
/ Ω0 , if
Ω ⊆ Ω0 , the submodular property holds, i.e., b(Ω∪m(v))−b(Ω) ≥ b(Ω0 ∪m(v))−b(Ω0 ).
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Algorithm 8 Non-uniform VNF deployment in Line
In: Sets of vertices V , edges E, flows F and VNFs M ;
Out: The deployment plan Ω;
1:
2:
3:

Ω = ∅;
while not all flows are fully processed do
Select m(v) with minm∈M cost(m(v))/bΩ (m(v)) to handle superior flows;

4:
5:

Ω = Ω + m(v);
return The deployment plan Ω.

v∈V

Theorem 4.15. b(Ω) is a submodular function.
Proof: b(Ω) is a non-decreasing monotone function. Suppose we have two deployments Ω and Ω0 with Ω ⊆ Ω0 . It is intuitive that the more VNFs are selected,
the fewer unprocessed traffic rates remain, since the newly added m can only process
the unprocessed rate. The maximum marginal benefit of a VNF m is αm because of
its processing volume limitation. If the newly added VNF processes no traffic rate
in both Ω and Ω0 , then b(Ω ∪ m(v)) − b(Ω) = b(Ω0 ∪ m(v)) − b(Ω0 ) = 0. As long
as m processes some flows in Ω0 , it will process no less traffic rate in Ω. We have
b(Ω ∪ m(v)) − b(Ω) ≥ b(Ω0 ∪ m(v)) − b(Ω0 ). Thus, b(Ω) is a submodular function. 
Here we explain that our problem formulation in Section III(B) can be transformed
to the classic submodular set cover problem [139]. Our objective cost(Ω) in Eq. (4.21) is a non-decreasing function. The two constraints in Eqs. (4.2-2) and (4.2-4)
are included in the definition of our b(Ω) function. Specifically, the ground set of
the benefit function b(Ω) limits the available deploying locations within each vertex’s
capacity, and the marginal benefit limits the largest contribution of one VNF no
more than its processing volume. b(Ω) is the non-decreasing, submodular set function
proved in Theorem 4.15. The constraint in Eq. (4.2-3) corresponds to the covering
requirement of the set cover problem that each flow needs to be fully processed. Then
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Table 4.4: The values of cost(m)/bΩ (m(v)) of Fig. 4.2.
m(v)
HH
m(1)m(2)m(3)m(4)m(5)m(6) m0 (1)m0 (2)m0 (3)

HH

Ω

HH

∅
\
{m00 (2)}
2
{m00 (2), m00 (3)} ∞
HH
m(v)
HH
Ω
HH

2
∞
∞

2
2
∞

2
2
2

2
2
2

2
2
2

3
3
∞

1.5
∞
∞

1.5
1.5
∞

m0 (4)m0 (5)m0 (6) m00 (1)m00 (2)m00 (3)m00 (4)m00 (5)m00 (6)

∅
1.5
{m00 (2)}
1.5
{m00 (2), m00 (3)} 3

1.5
1.5
3

3
1.5
3

4
4
∞

1
∞
∞

1
1
∞

1
1
4

2
2
4

2
2
4

our problem can be transformed as:
minΩ
s.t.

cost(Ω)
P
b(Ω) ≥ f ∈F rf

(4.4-15)
(4.4-16)

Before introducing the solution, we sort flows in alphabetical order of a tuple
< dstf , srcf > (the ascending order of destination and the descending order of source).
We include two new definitions.
Definition 4.16. (prior, superior ) A flow f is prior to a flow f 0 if: (1) dstf < dstf 0 ;
(2) dstf = dstf 0 and srcf > srcf 0 . A flow f is superior if no flow is prior to f .
The priority of flows indicates their order of achieving the processing volume of one
VNF, and superior flows should be processed first because of their small destinations
or shorter path lengths. We propose a greedy algorithm in Alg. 8, called Non-uniform
VNF deployment in Line algorithm (HVPL) to solve the deployment problem. We
initiate the deployment plan as an empty set in line 1. In lines 2-3, we iteratively
select m(v) with the minimum value of wm /bΩ (m(v)) to handle superior flows. Then
we add the deployment of the new VNF to the current plan Ω until all flows are fully
served. The deployment plan Ω returns in line 4.
Theorem 4.17. The worst time complexity of HVPL algorithm is O(|V |2 × |M | ×
cmax ).
93

v1

f1

v2

f2

m''

v3

f3

f4

v4

m''

v5

v6
m

Figure 4.2: Illustration of the HVPL algorithm, where r1 = 1, r2 = 4, r3 = 2, r4 = 2,
α = 1, α0 = 2, α00 = 4, and w = 2, w0 = 3, w00 = 4.
Proof: In each round, we have at most |V | vertices and |M | types of VNFs.
The maximum number of rounds is to place VNFs in every available location in
P
servers, which is
v∈V cv = O(cmax × |V |). Thus, the worst time complexity of
HVPL is the maximum number of rounds times the choices in each round, which is
O(|V | × |M | × (cmax × |V |) = O(|V |2 × |M | × cmax ).



To better understand Alg. 8, we use an example shown in Fig. 4.2 to illustrate
the deployment procedure. In this example, the line topology has six vertices with
cv = 1, ∀v ∈ V . We are given a set of non-uniform VNFs, M = {m, m0 , m00 }. Their
processing capacities are α = 1, α0 = 2, and α00 = 4, and setup costs are w = 2, w0 = 3,
and w00 = 4, respectively. There are four flows f1 , f2 , f3 , and f4 , whose paths are
shown in Fig. 4.2 and initial traffic rates are r1 = 1, r2 = 4, r3 = 2, and r4 = 2,
respectively. The alphabetical order of flows is f2 > f3 > f1 > f4 . For each round,
we calculate wm /bΩ (m(v)), ∀v ∈ V, m ∈ M . The algorithm is then conducted as
follows: (1) we list all possible deployments over the current empty deployment plan
Ω = ∅ in the second row of Tab. 4.4. The smallest one is w00 /b(m00 (2)) = 1. As a
result, we deploy an m00 VNF on v2 . We prioritize processing the superior flowf2 . (2)
referring to the third row of Tab. 4.4, the smallest one is w00 /b{m00 (2)} (m00 (3)) = 1.
As a result, we deploy an m0 VNF on v3 to process f1 and f4 . (3) referring to the
fourth row of Tab. 4.4, the smallest is w/b{m00 (2),m00 (3)} (m(6)) = 2. Thus, we deploy
an m VNF on v6 and so all flows are satisfied. We return the feasible deployment
plan Ω = {m00 (2), m00 (3), m(6)}.
Theorem 4.18. The proposed Alg. 8, HVPL, can achieve a deployment with at most
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Algorithm 9 Greedy VNF Placement (GVP)
In: VNF m and sets of vertices V , edges E, flows F ;
Out: the deployment plan Ω;
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

Sort flows in the alphabetical order;
for each vertex v from 1 to |V | do
while the sum of unprocessed traffic rate of superior flows passing v is no less
than αm and cv > 0 do
Allocate one new VNF on v;
if the superior flow f with dstf ≤ v have some unprocessed traffic rate then
if cv0 ≤ 0, ∀srcf ≤ v 0 ≤ v then
return Non-existence of a feasible plan;
else
Allocate one VNF on max v 0 , ∀cv0 > 0, v 0 < v;
Reallocate the processing volumes of all deployed VNFs from left to right for
flows in alphabetical order;
return The deployment plan Ω.

H(maxm(v) b∅ (m(v))) times of the minimum cost, where H(d) =

Pd

1
i=1 i .

Proof: Our VNF deployment problem has the same formulation as the submodular
set cover [139] and the chosen deployment plan Ω exactly corresponds to its greedy
algorithm in Section 2 in [139]. Hence, the approximation ratio follows from Theorem
1 in [139]. maxm(v) b∅ (m(v)) is the maximum benefit of only deploying a specific VNF
m. (∅: empty set)

4.4.2



Uniform VNF deployment in a line topology

In this subsection, we discuss the uniform VNF deployment in a line topology.
First we present a lemma to transform our objective into a simpler equivalent form
based on Theorem 4.9.
Theorem 4.19. Minimizing the total cost of deployed VNFs with uniform VNFs is
also equivalent to minimizing the total amount of wasted processing volume.
P
Proof: From Theorem 4.9, |Ω| is minimized. Because f ∈F rf is a fixed value
P
and αm is also a constant, |Ω| × αm − f ∈F rf , which is the total wasted processing
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Figure 4.3: Illustration of the GVP algorithm, where r1 = 1, r2 = 4, r3 = 2, r4 = 2,
and αm = 2.
volume of deployed VNFs, is also minimized.



Here we further simplify the settings by deploying a uniform VNF in a line topology. We propose a greedy algorithm called Greedy VNF Plan (GVP), and prove its
optimality for minimizing the deployment cost. The algorithm is shown in Alg. 9.
The insight of GVP is to minimize the total processing volume waste based on Theorem 4.19 when all flows are satisfied. Superior flows are the first to be processed, and
GVP only deploys VNFs when no processing volume is wasted or the superior flow
reaches its destination. In GVP, we sort flows in an alphabetical order in line 1. In
lines 2-10, we traverse vertices from left to right. When the vertex v has remaining
capacities and the total unprocessed traffic rate of superior flows passing v can use
up a new VNF’s processing volume αm in line 3, we deploy one new VNF on v in line
4. In lines 5-9, we handle the case where superior flows cannot use up the processing
volume of a new VNF. We reallocate the processing volumes of deployed VNFs in
line 10 while the deployment plan Ω is returned in line 11.
Theorem 4.20. The worst time complexity of GVP algorithm is O(|V | × cmax ).
Proof: We deploy VNFs at |V | vertices, and for each vertex v, we place at most
cv VNFs. In each loop we place at least one VNF in a constant time. The maximum
P
number of loops is v∈V cv = O(|V | × cmax ). Thus, the worst time complexity of Alg.
9 is the maximum number of loops O(|V | × cmax ).



For a better understanding, we use an example shown in Fig. 4.3 to illustrate the
deployment procedure. Each vertex has a capacity of 1, i.e. cv = 1, ∀v ∈ V . There
are four flows f1 , f2 , f3 , and f4 whose initial traffic rates are r1 = 1, r2 = 4, r3 = 1,
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and r4 = 1, respectively. There is only one type of VNF m with a processing volume
αm = 2. The alphabetical order of flows is f2 > f3 > f1 > f4 . First, we deploy one
VNF on v2 because f2 is the superior flow and its unprocessed traffic rate is larger
than αm . The same happens to v3 so we also deploy one new VNF to process the
remaining traffic rate of f2 . Then f2 is satisfied and f3 becomes the superior flow.
We place one new VNF on v4 because f3 ’s unprocessed traffic rate is larger than αm .
After that, f1 is the superior flow. Since v2 , v3 , and v4 have no remaining capacities
and v1 is the largest vertex with c1 > 0 along the path of f1 , one VNF has to be
deployed on v1 even when 1 processing volume is wasted; otherwise, f1 cannot be
fully processed when reaching its destination v4 . Afterwards, f4 becomes the superior
flow and we deploy one VNF on v6 . All flows are satisfied and the final deployment
plan is {v1 , v2 , v3 , v4 , v6 } shown in Fig. 4.3.
Lemma 4.21. By applying Alg. 9, a VNF at v has remaining volume only when:
suppose f has the lowest priority among all satisfied flows, then no flow f 0 with
srcf 0 ≤ v and dstf 0 ≥ dstf has any unprocessed traffic rate. All flows prior to f 0
certainly use up the capacity from next vertex of v to dstf .
Proof: Alg. 9 deploys a new VNF on a vertex v only when: (1) the unprocessed
traffic rate of superior flows passing v is larger than the processing volume of a VNF;
(2) one flow f has some unprocessed rate and there is no capacity left from the next
vertex of v to dstf . The first situation has no processing volume waste. In the second
situation, the last VNF with the remaining processing volume has to be deployed;
otherwise, the flow f cannot be satisfied before reaching its destination since no vertex
capacity is available from v to dstf .



Theorem 4.22. Alg. 9 is optimal for deploying the uniform VNF in a line topology.
Proof: We prove the optimality of Alg. 9 by induction. In Theorem 4.19, we
demonstrate that the objective is equivalent to minimizing the total waste of de97

ployed VNFs. We list all situations where VNFs have remaining processing volumes.
Suppose v1 is the smallest vertex with such one VNF, then all the other VNFs deployed on and before v1 have no remaining volume. From Lemma 4.21, the VNF has
to be deployed and no more unprocessed traffic rate goes right from the vertex v1 .
Thus, there is no deployment that has the waste less than Ω. Assume it is true for all
vertices less than vk , which indicates that no more superior unprocessed traffic rate
can go right from the vertex vk . Then the situation of the next vertex, having one
VNF with some remaining volume, is the same as the situation of the first vertex v.
This is because there is no unprocessed traffic rate of a flow f with srcf ≤ vk , and so
we are able to treat the next vertex of vk as the new origin. Repeatedly, we find the
smallest v > vk with one VNF having the remaining capacity. Additionally, we have
proven that it is true for the smallest v. So it is also true for the vk+1 with one VNF
having the remaining capacity. To sum up, Alg. 9 has the least amount of wasted
volume, which is equivalent to deploying the least number of VNFs.

4.5



Service Chain Deployment in a Tree Topology

In this section, we extend our model to study a more general case: the service chain
deployment in a tree topology. First, we mathematically formulate the service chain
deployment problem based on Section 3.2. Next, we propose one optimal but timeconsuming solution and one heuristic but efficient solution, indicating the tradeoff
between the performance and the time efficiency.
Before proposing our solutions, we need to introduce some notations. We are
given a service chain M = {Mi } with multiple network functions, each of which
consists of several VNF types, i.e., Mi = {m}. We use the subscript i to indicate
the ith required function in the chain, meaning that the chain has a serving order of
M1 → M2 → ... → M|M| . Each flow needs to be processed by the same service chain
M. We define t(v, j) as the type of the jth placed VNF on node v. Our problem can
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be formulated as:
minΩ

cost(Ω)

s.t.
P

|Ωv | ≤ cv

(4.5-17)
∀v ∈ V

λfm(v,j) ≤ α(v, j) ∀m(v, j) ∈ Ωv , v ∈ V
P
P
f
f
v 0 ∈Tv λm(v 0 ,j) ≥
v 0 ∈Tv λm(v 0 ,j) if p < q, ∀v ∈ V
0
0
t(v ,j)=Mp
t(v ,j)=Mq
P
P
f
∀f ∈ F
v∈V
j:t(v,j)=M|M| λm(v,j) ≥ rf
f ∈F

(4.5-18)
(4.5-19)
(4.5-20)
(4.5-21)

Our objective in Eq. (4.5-17) is the same as in Eq. (4.2-1): minimizing the total
cost of deployed VNFs. The decision variables are also Ωv , ∀v ∈ V , which form the
deployment plan Ω. Eq. (4.5-18) states that the total number of deployed VNFs of
each vertex is within its capacity. Eq. (4.5-19) requires that the sum of processed
traffic rate by each VNF is no more than its processing volume on all vertices. Eq.
(4.5-20) ensures the serving order constraint for the service chain. It indicates that
if function Mp must be served before Mq in the service chain (p < q ≤ |M|), then
for a flow f along its path from its source srcf to the current node v, all processed
traffic rates of f by Mp should be no less than all its already-processed traffic rates
by Mq . Note that any node v 0 along the path of an upstream flow f from its source
srcf to the current node v resides in the subtree of v, and thus, we use the expression
of v 0 ∈ Tv . Eq. (4.5-21) guarantees that each flow f ∈ F is fully processed with its
initial traffic rate rf by the last function of its required service chain.
The formulation is an integer program problem. Its optimal solution can be found
by using the brute force method to list all deployment plans. We solve the problem
by applying the Integer Programming Solver Cplex [21]. For simplicity, we call this
result OPT. However, we find that when the network scale is large, the execution
time is too long, which shows that it is time consuming. This is not acceptable in real
systems even though it can find the optimal solution. As a result, we also propose
an efficient heuristic algorithm called Sevice Chain Deployment in Tree (SCDT), as
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Algorithm 10 Service Chain Deployment in Tree (SCDT)
In: Sets of vertices V , edges E, flows F and VNFs M ;
Out: The deployment plan Ω;
Ω = ∅;
for each function Mi ∈ M in the serving order do
while not all flows are fully processed do
Select m(v) with minm∈Mi cost(m(v))/bΩ (m(v)) to handle superior flows (feasibility check);
5:
If multiple m(v) have the same minimum value, v closer to leaf nodes is
preferred;
6:
Ω = Ω + m(v);
7: return The deployment plan Ω.
1:
2:
3:
4:

shown in Alg. 5.
Alg. SCDT is based on Alg. HVPL, proposed in Section 5.1. Line 1 initiates the
deployment plan as an empty set since none of the VNFs are deployed. In lines 2-6,
we select each network function Mi ∈ M in the service chain one by one, strictly
following their serving order. For each network function Mi , Alg. SCDT extends
from Alg. HVPL to deploy non-uniform types of VNFs. We select the type of VNF
and its deployed position (vertex) with the minimum value of wm /bΩ (m(v)) to handle
superior flows. Note that we need to do the feasibility check because the traffic
must be processed by the previous VNFs in the chain so that the current VNF can
process it. In order to reduce the infeasible situation, we prefer the vertex closer
to leaf vertices when several m(v) have the same smallest value. Line 7 returns the
deployment plan Ω.

4.6
4.6.1

Evaluation
Settings

Topology: We test the impact of the topology scale with a fixed flow number of
1000 and basic settings as follows, and the results are shown in Fig. 4.4. All their
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total costs have little variance with the vertex number increment. Thus, we only
conduct our simulations in a line topology and a random-generated tree topology,
both of which empirically have fixed 20 vertices. Each switch vertex is connected to a
server with an identical capacity of 10, i.e. cv = 10, ∀v ∈ V . Additionally, traditional
data center networks and WAN design over-provision the network with 30−40% of
the average network utilization in order to handle traffic demand changes and failures
[55]. As a result, we assume each link has enough bandwidth to hold all flows. This
assumption eliminates link congestion and ensures that the transmission of all flows
is successful, since routing failure is not the concern in this chapter.
VNFs: We conduct the simulations with two sets of VNFs, M and M 0 . The first
set M only includes one type of VNF m, i.e. M = {m}. Its required server resource
is 2, i.e. wm = 2. The processing volume of one m VNF is 8, i.e., αm = 8. The
second set M 0 includes three types of VNFs, i.e. M = {m, m0 , m00 }. Their processing
volumes are α = 6, α0 = 8, and α00 = 10, and costs are w = 1, w0 = 2 and w00 = 3.
Traffic: All flows’ paths are fixed and their traffic rates are also known a priori.
Under the tree topology, the source of each flow is a descendant of its destination.
We adopt the flow size distribution of Facebook data centers, which is collected in
10-minute packet traces of three different node types: a Web-server rack, a single
cache follower, and a Hadoop node [115]. More than 88% flows are less than 7 Mbps.
As a result, the traffic rate ranges from 0.1 to 6 Mbps with a granularity of 0.1 Mbps
and is generated randomly in this chapter.

4.6.2

Comparison algorithm and performance metrics

We include two benchmark schemes in our simulations:
• Sang et al. [122] propose the algorithm GFT for deploying only one type of
VNF without the constraint of vertex capacity. VNFs are not deployed until
the destinations of some flows need to be served.
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Figure 4.4: The impact of topology scale.
• Random-fit randomly deploys non-uniform VNFs on random nodes on the paths
until all flows are fully served.
GFT is only designed for deploying the uniform VNFs. When we need to deploy
non-uniform VNFs, we randomly select a single type of VNF each time and apply
GFT to deploy it. Additionally, if the vertex capacity is not enough, we simply deploy
the VNFs in its nearest descendants with enough remaining capacities until all flows
are fully served.
We use three performance metrics: the total number of deployed VNFs, the total cost (non-uniform VNFs), and the average server utilization (uniform VNF) for
benchmark comparisons. The total number of deployed VNFs is the sum of deployed
VNFs of each type. We also evaluate the total cost corresponding to our objective
function as shown in Eq. (4.2-1). Since all vertex capacity settings are identical,
the average required server volume is equivalent to the total consumed server volume
divided by the total number of servers.

4.6.3

Results of the VNF deployment in a line topolgy

4.6.4

Results of the VNF deployment in a tree topology

Fig. 4.5 shows the results of the non-uniform VNF deployment in a tree topology.
We have tested the algorithms with 350 to 2010 flows. All their sources and desti-
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Figure 4.5: Non-uniform VNF deployment in a tree topology.
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Figure 4.6: Uniform VNF deployment in a tree topology.
nations are randomly generated. As for the total number of VNFs, HeteDP deploys
the fewest VNFs and significantly outperforms the other two as shown in Fig. 4.5(a).
The numbers of deployed VNFs by the three methods are approximately 3 times the
numbers when we only need to deploy a single type of VNF. In Fig. 4.5(b), HeteDP
has the smallest average server utilization ratio. When there are 2100 flows, HeteDP
uses 19.8% less of the total cost than Random-fit and 17.8% less than GFT. This
is because HeteDP checks all possible deployment cases and selects the optimal one
with the minimum cost. Note that the execution time of HeteDP is ten times that of
GFT and Random-fit because of DP’s optimality.
Fig. 4.6 is the result of uniform VNF deployment in a tree topology. We use
the same flow set as the one in Fig. 4.5. The results are shown in Fig. 4.6(a) and
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Figure 4.8: Uniform VNF deployment in a line topology.
Fig. 4.6(b). The number of deployed VNFs by HomoDP ranges from 11 to 53, which
is always much smaller than the other two. When there are 2100 flows, HomoDP
deploys 18.5% less VNFs than Random-fit and 16.7% less than GFT. The gap among
these three methods becomes larger as more flows involved in the network. We also
notice that GFT has a much more similar performance to Random-fit in the general
topology. This is because that GFT is designed for the tree topology and requires
no constraint on vertex capacity. In terms of the average server utilization, HomoDP
is at least 17.1% less than the other two no matter how many flows are generated
because HomoDP considers the allocation of the vertex capacity resources.
Fig. 4.7 shows the results of the non-uniform VNF deployment in a line topology.
Alg. HVPL also performs better than GFT and Random-fit. We have tested the
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algorithms with 350 to 2100 flows. The advantage of our algorithm becomes sharper
when there are more flows in the network. This is because it is less likely to waste the
spare processing volumes in the deployed VNFs. With more flows, the traffic load is
so heavy that the total cost increases significantly. This illustrates that the capacities
in all servers are almost used up and more processing volumes of deployed VNFs are
wasted. When there are 2100 flows, the total cost of our HVPL algorithm is 32.0%
less than Random-fit.
Results of the uniform VNF deployment in a line topology are shown in Fig.
4.8(a) and Fig. 4.8(b). In Fig. 4.8(a), the numbers of deployed VNFs by the three
methods are approximately one third of the numbers when we only need to deploy
non-uniform VNFs. As the capacity in the server is relatively sufficient, the increasing
tendencies of the results are gentle. Our GVP method has the best performance both
in the number of deployed VNFs and the average server utilization. The difference
is more obvious when the number of flows is larger. This is because GVP is optimal
for deploying a single type of VNFs with the constraint of vertex capacity while the
other two are not. When there are 2100 flows, GVP deploys 21.6% fewer VNFs than
Random-fit and 14.4% fewer than GFT. In terms of server utilization, GVP always
has the lowest ratio.

4.6.5

Results with a larger vertex capacity

To evaluate the impacts of vertex capacity, we enlarge each vertex’s capacity from
10 to 20, i.e., cv = 20, ∀v ∈ V , and other settings remain unchanged. Due to space
limitation, we only list the results of the total cost in all four cases of topologies
and VNF types of configurations in Fig. 4.9. The basic tendencies of all curves are
similar to the results with cv = 10, ∀v ∈ V . Our algorithms and GFT improve their
performances with a smaller total cost. It’s worth mentioning that the difference
between GFT and each of our algorithms is reduced. This is because a larger vertex
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Figure 4.9: Total cost.
capacity is closer to the case without the vertex capacity constraint, where GFT is
the optimal solution. However, we find that Random-fit performs even a little worse
because there are more available locations.

4.6.6

Results of the service chain deployment

Fig. 4.10 shows the results of the service chain deployment in a tree topology.
We apply the same topology setting. The service chain has a length of 6 and each
network service has 3 types of VNFs. We enlarge the server capacity to 20, i.e.
cv = 20, ∀v ∈ V . Additionally, we evaluate an extra metric: the execution time of
algorithms.
Fig. 4.10(a) evaluates the execution times of the four algorithms. Alg. OPT runs
for the longest time while it always has the best performances on other metrics in
Figs. 4.10(b)-(d). It is worth mentioning that our Alg. SCDT has a longer execution
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Figure 4.10: Service chain deployment.
time than the other two. This is because it has the selection procedure among all
nodes, which requires us to calculate all values. In Fig. 4.10(b), Alg. OPT has the
lowest number of deployed VNFs and Alg. SCDT has the second lowest. It indicates
the high performance of our proposed algorithms. Fig. 4.10(c) shows the results of
comparing the objectives of our chapter. On average, the total cost of Alg. SCDT
is only 14.6% more than that of Alg. OPT while the other two have at least 29.5%
higher cost than Alg. OPT. The result of the average server required volume is shown
in Fig. 4.10(d). The difference between Alg. SCDT and Alg. GFT is not obvious
since both of them are based on selecting local minimum values to deploy VNFs. Alg.
Random-fit always requires the highest volume because the random selection wastes
a lot of the processing volumes of deployed VNFs, which in turn requests more VNFs
to be deployed in order to meet all flows’ requirements.
In summary, the simulations verify the correctness and efficiency of our proposed
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algorithms in the tree and line topologies. They also show that only considering a
single type of VNF deployment is too one-sided, because all types of VNFs need to
share the limited server resources. It is worth mentioning that our HVPL and GVP
can be used as efficient, greedy algorithms with significant insights in all kinds of tree
topologies and traffic distributions. Additionally, the general topologies can also be
transformed to the combination of several trees by grouping flows and then applying
our algorithms. The results also verify the necessity of the vertex constraint.

4.7

Conclusion

We study the joint VNF deployment and flow allocation problem. We aim to
minimize the total cost of deploying VNFs when all flows are fully processed. Initially,
we assume that all flows request one same network function. We study the nonuniform VNF deployment in tree topologies. First, we prove the NP-hardness of
the deployment and propose a DP solution. Then we introduce an improved DP
solution for uniform VNFs in a tree topology. We reformulate the deployment of nonuniform VNFs in a line and propose a performance-guaranteed strategy. An optimal
greedy solution is designed for uniform VNF deployment in a line. Then, we study a
more general model in which all flows request a service chain, consisting of multiple
network functions serving in a specific order. Extended trace-driven simulations prove
the correctness and efficiency of our algorithms.
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CHAPTER 5

VNF DEPLOYMENT: BANDWIDTH
CONSUMPTION WITH
TRAFFIC-DIMINISHING VNFS

In this chapter, we address the placement problem of a single type of trafficdiminishing middlebox (e.g., spam filters), where the objective is to minimize the total
bandwidth consumption when the total number of placed middleboxes is limited. We
prove the NP-hardness of checking the feasibility of our problem in general topologies.
Then we propose a greedy solution and prove that it is performance-guaranteed when
it generates a feasible deployment. Next we narrow down to tree-structured networks
and propose an optimal dynamic programming based strategy. In order to improve
the time efficiency, we also introduce an efficient greedy solution with an intuitive
insight. Extensive simulations are conducted on a real-world dataset to evaluate the
performance of our algorithms. The complete version can refer to our publication 8.

5.1

Introduction

The choice of middlebox service location is complicated by not only the availability of multiple hosting servers but also the traffic-changing effect of middleboxes [86].
Middleboxes with traffic-diminishing capability are quite common. For example, the
Citrix CloudBridge Wide Area Network Optimizer reduces traffic volume by up to
80% by compressing traffic [2]. Redundancy Eliminator would reduce the difference
between peak and minimum traffic more significantly by 25% for the university and
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Figure 5.1: A motivating example.
by 52% for the data center [49]. Spam filters intercept all suspicious flows by cutting
down 100% spam rates. Link bandwidth is a valuable resource in most networks such
as data centers [80], WANs [8], and LANs [42]. Efficiently placing such kind of trafficdiminishing middleboxes is important for today’s high-performance networks/systems
[48]. Additionally, server resources for running middleboxes, such as CPU and memory, are also valuable and finite in today’s networks [1]. Then there is usually a
constraint on the total number of middleboxes that we can deploy [116].
In this chapter, we aim at minimizing the total flow bandwidth consumption by
placing a limited number of a single type of traffic-diminishing middleboxes with a
given number of copies. The flow bandwidth consumption is defined as the sum of a
flow’s occupied bandwidth on each link along its path. A middlebox does not have
a capacity limit. Note that even under a simplified assumption of only one type of
middleboxes, our formulated problem is non-trivial (Section V). There is a delicate
trade-off between saving more link bandwidth and sharing more middleboxes among
flows. Intuitively, deploying traffic-diminishing middleboxes as close to flows’ sources
as possible along all paths consumes less link bandwidth resources. However, this
simple strategy reduces middleboxes’ sharing opportunities and forces the launch of
more middleboxes. Similarly, when a middlebox is deployed on the vertex of a flow’s
source, the traffic rate of the flow diminishes in its earliest position and the bandwidth
consumption of the flow is the minimum. However, more middleboxes are needed if
we deploy one on each flow’s source.
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We illustrate the complexity of deployment by showing an example in Fig. 5.1,
where circles and squares represent switches and middleboxes, respectively. Middleboxes are assigned to servers (not shown in the figures) that are attached to switches.
All flows need to be served by a middlebox m before reaching their destinations. The
traffic-diminishing ratio, which is the ratio of a flow’s traffic rate before and after being
processed by the middlebox, is 0.5. There are four flows: f1 , f2 , f3 , and f4 , and their
initial traffic rates are 4, 2, 2, and 2, respectively. All flow paths are pre-determined,
shown in different types of lines. Fig. 5.1(a) shows the optimal deployment with only
two middleboxes allowed. A middlebox is deployed on v5 to process f1 , and another
one on v2 processes f2 , f3 , and f4 . Take f1 as an example of a flow’s bandwidth consumption calculation. Its initial traffic rate is 4 and its consumed bandwidths on both
links (v5 to v3 and v3 to v1 ) are 0.5 · 4 = 2 because of the deployed traffic-diminishing
middlebox at its source v5 . Then the bandwidth consumption of f1 is 2 + 2 = 4. The
total bandwidth consumption of all flows is calculated as 0.5 · 4 · 2 + 2 · 2 + 2 + 2 = 12.
If we are allowed to deploy three middleboxes, shown in Fig. 5.1(b), we should deploy
one on each flow’s source, which reduces the bandwidth consumption in the earliest
locations for all flows. Additionally, the total flow bandwidth consumption is reduced
to 0.5 · (4 · 2 + 2 · 2 + 2 + 2) = 8, which is the minimum.
Most existing works focus on multiple middlebox deployment, but frequently formulate as a complex Integer Programming problem with no efficiency-guaranteed
solvers, or are limited to design no performance-guaranteed heuristic solutions. Additionally, we find that when it comes to security inspection or analytic services,
only one kind of middleboxes is needed for each flow, such as spam filters, Intrusion
Detection Systems (IDSs), Intrusion Prevention Systems (IPSs), Deep Packet Inspection (DPI), and network analytics/ billing services [121]. Thus, we narrow down
to the deployment problem of one single type of middleboxes per flow, and propose
performance-guaranteed solutions for middleboxes with traffic-diminishing effects in
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order to minimize the total flow bandwidth consumption. Our main contributions
are summarized as follows:
• We formulate a new optimization problem, called Traffic-diminishing Middlebox
Deployment (TDMD), where the objective is to minimize the total bandwidth
consumption in a given network using a fixed number of middleboxes. The
solution of TDMD is particularly useful in allocating spam filters to minimize
the total spam traffic using a fixed number of spam filters.
• We prove the NP-hardness of the middlebox deployment in general topologies in Section 4 (Theorem 5.1). A heuristic algorithm with a complexity of
O(|V |2 log |V |) of oracle queries is proposed, which has a performance-guaranteed
ratio of (1 − 1/e) based on k middleboxes derived from the algorithm.
• We propose one optimal dynamic programming based algorithm and one efficient greedy algorithm for the tree-structured networks. Their time complexities
are O(|V | · (log |V |)3 · rmax ) and O(|V |2 log |V |) respectively, where V is the vertex set, and rmax is the integral largest flow rate. When flows have the same
rate, the time complexity is reduced to O(|V |3 (log |V |)2 ). We also present a
time-efficient greedy solution with complexity of O(|V |3 log |V |).
• We conduct extensive simulations to evaluate our algorithms’ efficiency with
the CAIDA data set [12].

5.2

Related Work

NFV frameworks have recently drawn a lot of attention, especially in the middlebox deployment[33, 101, 30]. For placing a single type of middleboxes for all flows,
Casado et al. [16] propose a deployment model and present a heuristic solution. Sang
et al. [121] study the joint deployment and allocation of a single type of middleboxes,
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where flows can be split and served by several middleboxes. They propose several
performance-guaranteed algorithms to minimize the number of middleboxes. Sallam
et al. [117] maximize the total amount of network flows that are fully processed
by certain nodes while respecting deployment budget and node capacity. However,
none of them considers middlebox traffic-changing effects or focuses on the bandwidth
consumption objective.
For placing multiple types of middleboxes, most research on middlebox deployment focuses on placing a totally-ordered set, which is known as a service chain [142].
Mehraghdam et al. [93] propose a context-free language to formalize the chaining of
middleboxes and describe the middlebox resource allocation problem as a mixed integer quadratically constrained program. Rami et al. [28] locate middleboxes in a
way that minimizes both new middlebox setup costs and the distance cost between
middleboxes and flows’ paths. Both [70] and [75] aim to maximize the total number of requests for service chains. Kuo et al. [70] propose a systematic way to tune
the proper link consumption and the middlebox setup costs in a joint problem of
middlebox deployment and path selection. Li et al. [75] present the design and implementation of NFV-RT, a system that dynamically provisions resources in an NFV
environment to provide timing guarantees so that the assigned flows meet their deadlines. Fei et al. [38] propose a proactive approach to provision new middleboxes in
order to minimize the cost incurred by inaccurate prediction of middlebox deployment. However, none of the above mentioned works on service chain considers the
traffic-changing effect.
Ma et al. [86] are the first to take the traffic-changing effects into consideration.
They target load balancing instead of middlebox setting-up costs. They propose a
dynamic programming based algorithm to deploy a totally-ordered set, an optimal
greedy solution for the middlebox deployment of a non-ordered set, and prove the
NP-hardness of placing a partially-ordered set. However, this work only processes a

113

single flow and always builds new, private middleboxes without sharing with other
flows, which excessively increases the number of located middleboxes. Chen et al. [17]
consider both traffic-changing effects and multiple flows. However, their results only
can apply to a special restrictive network called the double-tree structure network
when flows have the same rate.

5.3

Model and Problem Formulation

We first state our network model and then formulate our traffic-diminishing middlebox deployment (TDMD) problem.

5.3.1

Network model

Our scenario is based on a directed network, G = (V, E), where V is a set of
vertices (i.e., switches), and E ⊆ V 2 is a set of directed edges (i.e., links). We
use v and e to denote a vertex (node) and an edge (link). We assume each link is
bidirectional and has enough bandwidth to hold all bypass flows with their initial
traffic rates, which eliminates congestion and ensures that the routing of all flows is
successful. Middlebox m has a pre-defined traffic-changing ratio λ ≥ 0, serving as
the ratio of a flow’s traffic rate before and after being processed by m if the flow
requires to be processed by m. We focus on the deployment of a single type of trafficdiminishing middleboxes, whose traffic-changing ratio is λ ≤ 1. We use an indicator
function, mv , to represent whether there is a middlebox of m deployed on v. If a
middlebox is deployed on v, mv = 1; otherwise, mv = 0.
We are given a set of unsplittable flows F = {f }. Because flow splitting may
not be feasible for applications that are sensitive to TCP packet ordering (e.g. video
applications). In any case, split flows can be treated as multiple unsplittable flows.
We use f to denote a single flow that has an initial traffic rate of rf . Its path pf
is an ordered set of edges from f ’s source, srcf , to its destination, dstf . All flows’
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Symbols
V, E, F
v, e, f, m
srcf , dstf , pf , rf
λ
mv
fv
lv (f )
P, F
b(f ), b(P, F)
k

Definitions
the set of vertices, edges, and flows
a vertex,an edge, a flow, and a middlebox
source, destination, path, initial rate of f
traffic-changing ratio of middlebox m
indicator function of placing m on v
indicator function of f using m on v
minimum number of edges from v to srcf
deployment and allocation plans
consumed bandwidth of f and the solution
the maximum number of middleboxes

Table 5.1: Symbols and definitions.
paths are predetermined and valid. We introduce the indicator function, fv , for flow
f using the middlebox m deployed on the vertex v. We define lv (f ) as the minimum
number of edges from a vertex v to srcf . We use b(f ) to denote f ’s total bandwidth
consumption on all edges along its path. If f requires to get processed by m, its
traffic rate (occupied bandwidth) on e equals to rf before a flow f is processed by m
and λ · rf after the processing; otherwise, its traffic rate remains unchanged as rf . We
assume that each packet in a flow is served by the middlebox only once, even if there
are several middleboxes along its path. This is because being served by middleboxes
will add an extra transmission delay, which should be avoided as much as possible,
in order to improve the network performance.
The problem consists of two sub-problems: the middlebox deployment, which
vertices to deploy middleboxes; and the flow allocation, which middlebox to process
each flow. Note that the flow allocation is trivial once the middlebox deployment is
determined because assigning each flow f with the first deployed middlebox along its
path always minimizes its total bandwidth consumption. We use P and F to denote
the deployment and allocation plans. b(P, F) is the total bandwidth consumption of
all flows being processed by the plans. We have P = {v | mv = 1, ∀v ∈ V } where P is
a subset of V , i.e., P ⊆ V , which contains all vertices with deployed middleboxes. The
allocation plan consists of indicator values for all flows, meaning F = {fv |∀f ∈ F }.
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The decision variables include fv and mv for all flows and all vertices. We are given
a priori the maximum number of middleboxes that are allowed to be deployed in the
whole network, denoted by k. For ease of reference, we summarize notations in Tab.
I.

5.3.2

Problem formulation

Based on the above model, our Traffic-Diminishing Middlebox Deployment (TDMD)
problem includes two properties: feasibility and optimality. The feasibility of our
TDMD problem is whether we are able to use k middleboxes to ensure all flows being
processed. For the optimality of middlebox deployment and allocation, we formulate it as a mathematical optimization problem on minimizing the total bandwidth
consumption in the following:
X
X
rf (|pf |−(1 − λ)lv (f ))
min b(P, F) = b(f ) =

{mv ,fv |v∈V }

f ∈F

(5.3-1)

fv =1,f ∈F

s.t. P = {v | mv = 1, ∀v ∈ V }
X
|P| =
mv ≤ k
v∈V
X
fv = 1
v∈pf

fv ≤ mv , F = {fv |∀f ∈ F }
mv = {0, 1}, fv = {0, 1}

(5.3-2)
∀m ∈ M
∀f ∈ F
∀v ∈ V
∀v ∈ V

(5.3-3)
(5.3-4)
(5.3-5)
(5.3-6)

Eq. (5.3-1) is our objective: minimizing the total bandwidth consumption, which
is the sum of all flows’ bandwidth consumption. A flow’s bandwidth consumption is
the sum of its occupied bandwidths on each link along its path. We mathematically
define P in Eq. (5.3-2) as a set of vertices with middleboxes deployed on them. Eq.
(5.3-3) states that the total number of deployed middleboxes is no more than k. (| · |
denotes the set cardinality.) |P| is the total number of selected vertices with deployed
middleboxes, which equals the sum of mv , ∀v ∈ V . This is because mv = 1 when a
middlebox is deployed on v; otherwise, mv = 0. Eq. (5.3-4) requires that each flow
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Figure 5.2: Reduction from feasibility check to set-cover.
f ∈ F be served by the middlebox once and only once. Eq. (5.3-5) ensures that a
flow only can be processed on v when one m has been deployed on v. Eq. (5.3-6)
shows mv and fv can only be either 0 or 1.

5.4
5.4.1

Solution for General Networks
Problem hardness in a general topolgoy

Theorem 5.1. The feasibility of the TDMD problem is NP-hard to check in a general
topology.
Proof: The TDMD problem’s feasibility is whether a deployment with k middleboxes ensuring all flows being processed exists or not. First, the feasibility of a given
deployment can be verified in a polynomial time as it takes O(|F |) time to check that
all flows are processed when reaching their destinations.
Second, we show that the set-cover decision problem is reducible to the feasibility
of our TDMD problem. Consider a case of set-cover decision: given a set of elements
{1, 2, ..., n} (called the universe) and a collection S of |S| sets, whose union equals the
universe, we need to identify whether there is a sub-collection of S with k sets, whose
union equals the universe. We can always construct an equivalent case of the TDMD
problem: we construct a flow f corresponds to each element, then the universe equals
their universal set F = {f }. Each flow requires to be processed by a same type
of traffic-changing middlebox m. For each set and its elements in collection S, we
construct a set of corresponding flows and assume it is the set of flows that can be
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Algorithm 11 General Topology Placement (GTP)
In: V, E, F and traffic-changing ratio λ;
Out: Deployment and allocation plans P and F;
1: Initialize P as an empty set ∅;
2: while not all flows are processed do
3:
deploy S
one m on the vertex v ∈ V \P with max dP (v);
4:
P = P {v} and mv = 1;
5: ∀f ∈ F, fv = 1, if lv (f ) = max{lv0 (f )|mv0 = 1, ∀v 0 ∈ pf }.
6: return P and F = {fv |∀f ∈ F } .
processed by deploying a middlebox m on a vertex v. Intuitively, the union of all such
sets equals to F . The topology of the TDMD instance consists of all these vertices and
is designed as fully-connected between every pair of vertices. The path pf of each flow
f is a directed line connecting each vertex that can process f . We claim that there
is a sub-collection of S with k sets, whose union equals the universe, if and only if
there exists k vertices to deploy middleboxes, which can process all flows. For suppose
there is a sub-collection of S with k sets whose union equals the universe, then we can
deploy middleboxes on k vertices with their corresponding sets of processed flows. We
illustrate the reduction using an example in Fig. 5.2. The elements are all the flows
F = {f }, i.e., {f1 , f2 , f3 , f4 }. In the example, S1 = {f1 , f2 , f4 }, S2 = {f1 , f2 } and
S3 = {f3 }. We need to find the minimum number of subsets whose union equals the
universe set, which is S1 and S3 . Then we deploy one middlebox on v1 and another
on v3 to serve all flows.
Conversely, if we can deploy k vertices to process all flows, then we can select
their corresponding sets of elements from S. As all flows are processed, the union
of the sub-collection sets of S equals the universe. Consequently, since the set-cover
decision problem is a NP-complete problem, the TDMD problem is NP-hard.
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5.4.2

Performance-guaranteed solution

Since the feasibility is NP-hard to check in a general topology, we propose a greedy
but feasible solution that uses k middleboxes derived from the solution. We prove
that it is performance-guaranteed for the k. The greedy algorithm, called General
Topology Placement (GTP), is shown in Alg. 11. Line 1 initiates the deployment
plan as an empty set. Lines 2-4 iteratively select v ∈ V with the maximum value of
max dP(v) until all flows are fully served. In each round, we add the new middlebox
to the current plan P. Line 5 generates the allocation plan The deployment plan P
returns in line 6.
We also use Fig. 5.1 to illustrate the process of applying GTP. The settings are
the same. The initial traffic rates of flows are r1 = 4, r2 = 2, r3 = 2, and r4 = 2,
respectively. We list the values of marginal decrement for all vertices in Tab. II.
In the first round, d∅ (v5 ) has the maximum value so that we deploy a middlebox
on v5 and P = {v5 }. In the next round, d{v5 } (v6 ) has the maximum value, but the
deployment plan is not feasible. We can only deploy a middlebox on v2 because of
k = 2 and P = {v2 , v5 }. If we are given k = 3, the result is shown in Fig. 5.1(b). In
the first round, d∅ (v5 ) has the maximum value so that we deploy a middlebox on v5
and P = {v5 }. In the next round, d{v5 } (v6 ) has the maximum value so P = {v5 , v6 }
and . Then, d{v5 ,v6 } (v4 ) has the maximum value so the final plan is {v4 , v5 , v6 }.
Definition 5.2 (decrement function). The decrement function, denoted as d(P),
indicates the decrement of the total bandwidth consumption by a deployment plan
P
P, which satisfies d(P) = f ∈F rf · |pf | − b(P).
Definition 5.3 (marginal decrement). The marginal decrement, denoted as dP (S) =
d(P ∪ S) − d(P), indicates the additional bandwidth decrement of processing flows
by deploying middleboxes on a new subset S ∈ V beyond vertices in the current
deployment P.
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v
d∅ (v)
d{v5 } (v)
d{v5 ,v6 } (v)

v1
0
0
0

v2
0
0
0

v3
3
1
0

v4
1
1
1

v5
4
—
—

v6
3
3
—

Table 5.2: Marginal decrement values.
Lemma 5.4. (1) d(∅) = 0 and d(V ) = (1 − λ) ·
P
(1 − λ) · f ∈F rf · |pf |; (3) min d(P) = 0.

P

f ∈F

rf · |pf |; (2) max d(P) =

Proof: (1) A flow f ’s bandwidth consumption is the sum of its occupied bandwidth
on each link along its path, which is rf · |pf |. When we deploy no middlebox, i.e.,
P = ∅, the traffic rates of all flows remain unchanged. Then we have d(∅) = 0.
Similarly, when there is a middlebox deployed on each vertex, i.e., P = V , the
traffic rate of each flow f changes from rf to λ · rf as early as its source. The
bandwidth consumption of a flow f is decreased to λ · rf · |pf |. The total bandwidth
P
P
consumption becomes b(V ) = f ∈F λ · rf · |pf | = λ · f ∈F rf · |pf |. We have d(V ) =
P
b(V ) − (1 − λ) · f ∈F rf · |pf |. (2) The total bandwidth consumption is the smallest
when all flows are processed as early as their sources because all flows’ traffic rates are
P
diminished from the first edges along their paths. We have min b(P) = λ· f ∈F rf ·|pf |
P
and max d(P) = (1−λ)· f ∈F rf ·|pf |. (3) Similarly, the total bandwidth consumption
is the largest when all flows are not processed because their traffic rates are not
P

diminished. Thus, we have max b(P) = f ∈F rf · |pf | and min d(P) = 0.
Next, we analyze the properties of the decrement function d(P). It is known that a
function d is submodular if and only if ∀P ⊆ P 0 ⊆ V, ∀v ∈ V \P 0 , dP ({v}) ≥ dP 0 ({v}),
i.e., d(P ∪ {v}) − d(P) ≥ d(P 0 ∪ {v}) − d(P 0 ).
Theorem 5.5. d(P) is a submodular function.
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Proof: We assume P 0= P

S

S. From definitions 2 and 3, we have
X
X
d(P 0 )−d(P) = ( rf · |pf |−b(P 0 ))−( rf · |pf |−b(P))
f ∈F

= b(P)−b(P 0 ) =

X

f ∈F

rf (1 − λ)lv0 (f ) −

fv0 =1,f ∈F

=

Xf ∈F
fv0 =1,fv =1

X

rf (1 − λ)lv (f )

fv =1,f ∈F

rf (1 − λ)[lv0 (f ) − lv (f )].

We know fv = 1 if v has lv (f ) = max{lw (f )|mw = 1, ∀w ∈ pf }. As more
middleboxes are deployed in P 0 beyond P, flows must be processed no later than in
P. Then ∀f ∈ F , we have lv0 (f ) ≥ lv (f ) when fv0 = 1 in P 0 and fv = 1 in P. Thus,
d(P 0 ) ≥ d(P) and d(P) is a non-decreasing function, which is monotone. Suppose a
vertex u satisfies u ∈ V \P 0 . If we deploy a middlebox on u, fu becomes 1 if u has
lu (f ) = max{lw (f )|mw , ∀w ∈ pf }, resulting in a smaller b(f ); otherwise, fu still is 0
and b(f ) remains the same. Then we have lu (f ) > lv0 (f ) ≥ lv (f ), ∀f ∈ F.
S
Pf ∈F
From above, we get d(P {u}) − d(P) =
fu =1 rf (1 − λ)(lu (f ) − lv (f )). As
∀f ∈ F, (lu (f ) − lv0 (f )) ≤ (lu (f ) − lv (f )), we have:
f ∈F
f ∈F
X
X
rf (1 − λ)(lu (f ) − lv0 (f )) ≤
rf (1 − λ)(lu (f ) − lv (f )).
fu =1

Then we have d(P

fu =1
0

S

0

{u}) − d(P ) ≤ d(P

Thus, d(P) is submodular.

S
{u}) − d(P), meaning dP 0 {v} ≤ dP {v}.


Theorem 5.6. The proposed GTP can achieve a deployment with at most (1 − 1/e)
times of the maximum decrement. Its time complexity is O(|V |2 log |V |) of oracle
queries.
Proof: Our TDMD problem has the same formulation as the set cover problem
and the deployment P follows its greedy algorithm in [52]. Hence, the approximation
ratio (1 − 1/e) follows from Proposition 6 in [52]. Also, Feige [39] proved that unless
P = NP, no polynomial time algorithm can achieve an approximation ratio better
than (1 − 1/e) for the cardinality constrained maximization of this kind of set cover
problem. We run k rounds for placing each middlebox and k = O(|V |) as we at
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most place one middlebox on each vertex. In each round, it takes a constant time
to calculate dP (v), ∀v ∈ V \ P. Sorting all such dP (v) takes at most O(|V | log |V |).
The function calculation itself is usually assumed to be conducted by an oracle, and
thus its complexity is not taken into account. So the algorithm complexity is O(|V | ·
|V | log |V |) = O(|V |2 log |V |) times oracles.

5.5



Solutions for Tree Networks

Because of the NP-hardness of our TDMD problem in general topologies, here
we narrow down to tree topologies, which are common in streaming services [110],
content delivery networks (CDNs) [128], and tree-based tiered topologies like Fat-tree
[6] or BCube [48] in data centers. We require that the sources of all flows are leaves
and their destinations are the same as the root of the tree. As long as the middlebox
number constraint k ≥ 1 and the destinations of all flows are the root, we can process
all flows by placing a middlebox on the root so that there does not exist infeasibility.

5.5.1

Optimal DP-based solution

We introduce the optimal dynamic programming (DP) based solution for the treestructured networks. Note that the solution works for general trees with an arbitrary
number of branches. For simplicity, we only discuss the solution for the binary tree.
Before introducing our optimal DP solution, we define two notations for the fully
and partially served situations, respectively. Let F (v, k) denote the minimum total
occupied bandwidth of all flows with k deployed middleboxes in the subtree Tv rooted
at v when all flows have been fully processed. Let P (v, k, b) denote the minimum
total occupied bandwidth of all flows with k deployed middleboxes in the tree Tv
when flows with a total bandwidth consumption of b have been processed. Then we
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v
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F

vr
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F

P

(a) Subtree fully served.

q

k-q-1

vr
P

(b) Served on current node v.

Figure 5.3: Illustration for fully served situation.
have the following formulations. The formulation for the full served case is:
F (v, k) = min{ min {F (vl , p) + F (vr , k − p)}+
0<p<k

λ

X
f ∈Tv

b(f ), min {P (vl , q, bl ) + P (vr , k − 1 − q, br )

+ λbl + λbr +

0≤q<k

X
f ∈Tv

(b(f ) − bl − br )}}.

(5.5-7)

Here is the explanation. When all flows have been fully processed, there are only two
served situations in Fig. 5.3:
(a) In Fig. 5.3(a), the left and right subtrees of v have already been served by
totally deploying k middleboxes before v. The minimum total occupied bandwidth in
the tree of v, is selected from all combinations of allocating the total k middleboxes.
If the left subtree deploys p (0 < p < k) middleboxes, then the right tree deploys the
remaining k − p ones. The sum of the minimum total occupied bandwidth inside v’s
two subtrees is min0<p<k {F (vl , p) + F (vr , k − p)}. The total consumed bandwidth on
P
the two uplinks from its two subtrees to v, is λ f ∈Tv b(f ). This is because all flows
have already been processed inside its two subtrees. The minimum total occupied
bandwidth in the tree of v, F (v, k), is the sum of the two parts.
(b) In Fig. 5.3(b), its two subtrees are partially served. So we deploy one middlebox on v to make sure all flows through v have been served. The minimum total
occupied bandwidth in the tree of v is selected from all combinations of allocating the remaining k − 1 middleboxes in its subtrees. If the left subtree deploys q
(0 ≤ q ≤ k − 1) middleboxes, then the right tree deploys the remaining k − q − 1
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ones. Here each subtree can deploy no middlebox as we do not require all flows to be
served. The sum of the minimum total occupied bandwidth inside v’s two subtrees
is min0≤q≤k {P (vl , q, bl ) + P (vr , k − 1 − q, br )}. The total consumed bandwidth on the
P
two uplinks from its two subtrees to v, is λbl + λbr + f ∈Tv (b(f ) − bl − br ). This
is because its left subtree has flows with a total bandwidth of bl processed while the
right has flows with a total bandwidth of br processed. Additionally, there are flows
P
with a total bandwidth of f ∈Tv (b(f ) − bl − br ) that are not processed inside its both
subtrees and will be processed by the middlebox deployed on v.
The formulation for the partial served case is:
P (v, k, b) = min {P (vl , p, bl ) + P (vr , k − p, br ) + λbl
0≤p≤k

+ λbr +

X
f ∈Tv

(b(f ) − bl − br )}.

(5.5-8)

We have b = bl + br . Here is the explanation. When flows are partially processed
with a total served bandwidth b, there is only one served situation, illustrated in Fig.
5.4: The left and right subtrees of v are both partially served. The minimum total
occupied bandwidth in the tree of Tv is selected from all combinations of allocating
the total k middleboxes. If the left subtree deploys p (0 ≤ p ≤ k) middleboxes, then
the right tree deploys the remaining k − p ones. Here each subtree can deploy no
middlebox as we do not require all flows to be served. The sum of the minimum total
occupied bandwidth inside v’s two subtrees is min0≤p≤k {P (vl , p, bl ) + P (vr , k − p, br )}.
The total consumed bandwidth on the two uplinks from its two subtrees to v, is
P
λbl + λbr + f ∈Tv (b(f ) − bl − br ). The reason is the same as the second served
situation of F (v, k). Then the total served flow bandwidth is the sum of the served
ones in each subtree, which is b = bl + br . Here we need to mention that F (v, k) is a
special case of P (v, k, b) when all flows in Tv are processed and b is the smallest.
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Figure 5.4: Illustration for partial served situation.
The initial value of F (v, k) for each leaf node v is:



0
k ≥ 1,
F (v, k) =


∞
otherwise.

(5.5-9)

There is no bandwidth consumption inside a leaf node if any middlebox is deployed. If no middlebox is deployed (k ≤ 0), there is no feasible deployment then the
value of F (v, k) is set as ∞. The initial value of P (v, k, b) for each leaf v is:


P

0
k ≥ 0 and b ≤ f ∈Tv bf ,
(5.5-10)
P (v, k, b) =


∞
otherwise.
P
The upper-bound of the total processed bandwidth is f ∈Tv bf , which is the sum
of all flows’ initial traffic rates. Even when no middlebox is deployed (k = 0), P (v, k, b)
is 0.
In order to reduce bandwidth consumption, flows are always processed by the
middlebox that is nearest to their sources, i.e., farthest to their destinations. It means
that fv = 1 if v has the value lv (f ) = max{lw (f )|mw = 1, ∀w ∈ pf }. For a flow f , if
a vertex v ∈ pf has fv = 1, we have (|pf | − lv (f )) edges consuming rf bandwidth and
lv (f ) edges consuming λ · rf bandwidth. Then b(f ) = (|pf | − lv (f )) · rf + λ · rf · lv (f ) =
rf |pf | − rf (1 − λ)lv (f ). Thus, when P is decided, the optimal allocation plan is also
decided. For simplicity, we omit F in b(P, F) as b(P).
Theorem 5.7. The dynamic programming based solution (DP) is optimal for our
TDMD problem in tree-structured topologies.
Proof: The detailed proof is omitted due to the optimal property of the dynamic
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programming method.



We use an example in Fig. 5.5 to explain the details of applying our DP formulation. There is a binary tree with eight vertices and four flows f1 , f2 , f3 and f4 with
their initial rates as r1 = 2, r2 = 1, r3 = 5 and r4 = 1, respectively. The traffic changing ratio of the middlebox is λ = 0.5. We list the values of F (v, k) and P (v, k, b) for all
combinations of feasible k and b for each vertex in the tables of Fig. 5.6 and Fig. 5.7.
When all flows have been processed in the root v1 , b = r1 +r2 +r3 +r4 = 2+1+5+1 = 9,
and we have F (v1 , k) = P (v1 , k, 9) for all k. Take k = 3 as an example. We have
F (v1 , 3) = P (v1 , 3, 9) = 13.5 from tables in Fig.5.6 and Fig. 5.7(a). For finding
the corresponding, we trace back. If no middlebox is deployed on v1 , all flows have
been processed inside both subtrees of v1 . Then we can calculate the total consumed
bandwidth inside both subtrees as 13.5 − 0.5 · (2 + 1 + 5 + 1) = 9, which is exactly
the sum of F (v2 , 1) = 3 and F (v3 , 2) = 6. Our assumption is correct. Then F (v2 , 1)
is selected, which means that we deploy only one middlebox to fully serve all flows
in the tree T2 . The only feasible position is v2 . For the right subtree, F (v3 , 2) is
selected. Since there are only two leaf nodes in the tree T3 , we deploy one middlebox
on each leaf node. Then the optimal deployment for k = 3 is {v2 , v7 , v8 }. Similarly,
the optimal deployment for k = 2 is {v1 , v7 } or {v2 , v6 }. As for partially processing
with k = 3, if only 1 rate of flows is not processed, we have b = 9 − 1 = 8. For
minimizing the total bandwidth consumption, we should deploy a middlebox on v4
instead of v2 , resulting in P (v1 , 3, 8) = 13 < P (v1 , 3, 9). Due to space limits, we omit
calculation of other values in Figs. 5.6 and 5.7.
Theorem 5.8. Time complexity of Alg. DP is O(|V | · (log |V |)3 · rmax ), where rmax =
maxf ∈F rf . (We assume rmax is an integer.)
Proof: This is because there are |V | vertices and we need to traverse each vertex.
For each vertex v, we need to calculate values of F (v, k) and P (v, k, b) for all combinations of feasible k and b. The largest value of k is the number of leaves, which
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Figure 5.7: Values for P (v, k, b).
is O(log |V |) for a binary tree. Additionally, the largest value of b is the sum of all
P
flows’ initial traffic rate f ∈F bf , which is less than |F | · rmax . Additionally, for flows
from the same leaf source, we can treat them as a single flow because of their same
path to the root. As a result, the maximum number of flows is the same number
of the leaf nodes, i.e., O(|F |) = O(log |V |). rmax is the largest flow rate after the
merge. When calculating the value of F (v, k) for a group of fixed values v and k, we
need to select the minimum value from all its combinations for two served situations,
whose total number is less than O(k + k · |F | · rmax ) = O((log |V |)2 · rmax ). When
calculating the value of P (v, k, b) for a group of fixed values v, k and b, we need to
select the minimum value from all its combinations, whose total number is less than
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k · |F | · rmax = O((log |V |)2 · rmax ). The selection takes a constant time. As a result,
the worst time complexity is O(|V | · log |V | · ((log |V |)2 · rmax + (log |V |)2 · rmax ) =
O(|V | · (log |V |)3 · rmax ).



When all flows have the same initial traffic rate, the time complexity becomes
O(|V |(log |V |)2 (|V |2 + (log |V |)2 ) = O(|V |3 (log |V |)2 ), which is polynomial. When
flows have various initial traffic rates , the DP algorithm is pseudo-polynomial. It is
not trivial to transform our proposed DP algorithm into a polynomial-time approximation scheme (PTAS) [138] because the placement at the current vertex does not
have a obvious relationship or direct impact with its parent. When the traffic rates
of flows are in an arbitrary precision and order of magnitude, the DP algorithm is
computationally hard. This motivates us to propose an efficient algorithm with a
lower time complexity in the next subsection.
5.5.2

Efficient greedy solution

We study a fast, sub-optimal greedy solution, but first introduce a definition from
graph theory.
Definition 5.9 (LCA). Lowest common ancestor (LCA) of two vertices v and w in
an acyclic graph G is the lowest vertex that has both v and w as descendants.
We define each vertex to be a descendant of itself. Thus, if v has a direct connection from w, w is the lowest common ancestor [125]. Take Fig. 5.5 as an example.
LCA of vertices v4 and v5 is v2 and LCA of vertices v1 and v6 is v1 .
Next, we define ∆b(i, j) as the difference in the total bandwidth value when we
delete two middleboxes on vi and vj and deploy one middlebox on LCA(i, j). The
process of the deletion and deployment is called merge. We propose our solution
as Heuristic Algorithm for Trees (HAT), shown in Alg. 12. Line 1 initiates the
deployment plan by placing a middlebox on every leaf vertex. Line 2 calculates the
value of ∆b(i, j) for each pair of vertices. Line 3 constructs the first min-heap. Lines
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Algorithm 12 Heuristic Algorithm for Trees (HAT)
In: Sets of vertices V , edges E, and flows F , traffic-changing ratio λ and middlebox
number constraint k;
Out: The deployment plan P;
Initialize P as a set of all leaf vertices;
Calculate ∆b(i, j), ∀vi , vj ∈ P (i 6= j);
Construct a min-heap of ∆b(i, j), ∀vi , vj ∈ P (i 6= j).
while |P| > k do
Merge the two middleboxes with the minimum ∆b(i, j), ∀vi , vj ∈ P(i 6= j).
Update the heap by deleting pairs with vi or vj and inserting pairs with
LCA(i, j).
S
7:
P = (P \ {vi , vj }) {LCA(i, j)};
8: return The deployment plan P.
1:
2:
3:
4:
5:
6:

4-7 iteratively select the pair with the minimum value of ∆b(i, j) and merge the two
middleboxes by placing one on their LCA until the number of middleboxes reaches
k. In each round, we do merge to reduce the number of middleboxes by one. The
min-heap is updated by deleting pairs with vi or vj and inserting new pairs with
LCA(i, j). We also delete two vertices vi and vj from P and insert their LCA into P.
The deployment P returns in line 8. Note that HAT is not optimal for some cases,
especially when traffic has a heavily unbalanced distribution.
We show steps of running HAT in Fig. 5.5 with the same setting in the last
subsection. Initially, P = {v4 , v5 , v7 , v8 }, which has the minimum bandwidth consumption for all possible deployments. This is because the traffic rates of all flows
are diminished from their sources and the bandwidth consumption of each flow is the
smallest. If k ≥ 4, since the while loop does not need to run, the deployment plan
returned by Alg. HAT is P = {v4 , v5 , v7 , v8 }. If k = 3, one round of the while loop

needs to run. There are 42 = 6 pairs. We calculate the value of ∆b(i, j) for each
pair. For example, ∆b(4, 5) = 1.5, ∆b(7, 8) = 3 and ∆b(4, 7) = 9.5. After calculating
these six pairs, we find that ∆b(4, 5) has the minimum value, 1.5. We delete v5 and
v6 from P and insert their LCA v2 into P. Then the deployment plan returned by
Alg. HAT is P = {v2 , v7 , v8 }. If k = 2, two rounds of the while loop need to run.
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(a) The Archipelago (Ark) Infrastructure.

(b) Tree topo (subgraph of (a)).

(c) General topo (subgraph of (a)).

Figure 5.8: Simulation topologies.
The first round is the same as k = 3. In the second round, there are

3
2



= 3 pairs.

We have ∆b(2, 7) = 9, ∆b(2, 8) = 3, and ∆b(7, 8) = 3. ∆b(2, 8) = 3, and ∆b(7, 8) = 3
have the same minimum value. If we select to delete v7 and v8 from P and insert
their LCA v6 into P. Then the deployment plan returned by HAT is P = {v2 , v6 }.
Otherwise, P = {v1 , v7 }. Similarly, P = {v1 } when k = 1.
Theorem 5.10. The time complexity of Alg. HAT is O(|V |2 log |V |).
Proof: There are O(|V |/2) = O(|V |) leaf vertices and O(|V |2 ) pairs. The time
of building a min-heap costs O((|V |2 ) · log(|V |2 )) = O(|V |2 log |V |). For the while
loop, we need to run O(|V |/2 − k) = O(|V |) rounds in order to reduce the number
of middleboxes from O(|V |/2) to k. In each round, it at most takes O(|V |) time to
delete pairs with vi and vj and insert pairs with LCA(i, j). Thus, the total time
complexity is O(|V |2 log |V | + |V | · |V |) = O(|V |2 log |V |).
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5.6
5.6.1

Evaluation
Setting
Topology: We conduct simulations by MATLAB on the Archipela-go (Ark)

Infrastructure topology [12] in Fig. 5.8(a), which is CAIDA’s active measurement
infrastructure serving the network research community since 2007. The tree and
general topologies are reduced from Fig. 5.8(a). Additionally, traditional data center
networks and WAN design over-provision the network with 30−40% average network
utilization in order to handle traffic demand changes and failures [53]. Thus, we
assume each link has enough bandwidth to hold all flows. This assumption eliminates
link congestion and ensures that the transmission of all flows is successful, since
routing failure is not our concern.
Middlebox: We only has one kind of middlebox for each deployment. The traffic
changing ratio has a range from 0 (e.g., spam filters) to 0.9 (e.g., traffic optimizer)
with an interval of 0.1. We do additional simulations for the spam filter, which cuts
down the traffic after flows being served by them.
Traffic: All flows’ paths are fixed and their traffic rates are also known a priori.
We use the flow size distribution of the CAIDA center, which was collected in a 1-hour
packet trace. Under the tree topology, the destination of all flows is the root of the
tree. As for changing the flow density variable, we randomly select flows from the
dataset in order to make our experiments more general. Here we mention that our
simulations only study feasible deployments. If the algorithm can not find a feasible
solution, we choose to regenerate a traffic distribution.

5.6.2

Metrics and comparison algorithms

We use two performance metrics for our benchmark comparisons: the total bandwidth consumption, which is our objective in Eq. 5.3-1, and the execution time of
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Figure 5.9: Middlebox number constraint k in tree.
each algorithm in seconds. We test the relationships among these two metrics and
five variables: middlebox number constraint k (only for trees), traffic-changing ratio,
flow density, topology size and topology type. The flow density is defined as the ratio
of the total traffic load to the total capacity of the network. Each simulation tests
one variable and keeps other variables constant. The default values of these variables
are: (1) The middlebox number for the tree is k = 8 and for the general topology is
k = 10; (2) The traffic-changing ratio is λ = 0.5; (3) The flow density is 0.5; (4) The
topology size is 22 for the tree topology (shown in Fig. 5.8(b)), and 30 for the general
topology (shown in Fig. 5.8(c)); (5) We have a tree topology and a general topology.
Destinations are shown as red nodes. The root of tree topology is colored red, shown
in Fig. 5.8(b). The topology size changes by randomly inserting and deleting vertices
in the network. The independent variable in each figure is shown as the caption.
We include two benchmark schemes in our simulations: one is Random, which
randomly deploys middleboxes until it deploys k middleboxes; another one is Besteffort, which deploys one middlebox on the vertex, which can reduce the bandwidth
of flows mostly, until it deploys k middleboxes. Our proposed Alg. DP and Alg. HAT
are for the tree, and Alg. GTP is for both the tree and the general topologies. We
only discuss feasible solutions. We run each algorithm multiple times and show the
error bar of each point to evaluate fluctuating situations.
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Figure 5.10: Traffic-changing ratio in tree.
5.6.3

Simulation results in a tree topology

Simulation results in a tree are shown in Figs. 5.9, 5.10, 5.11, and 5.12. Fig.
5.9(a) shows the relationship between bandwidth consumption and k ranging from 1
to 16 with an interval of 3. Alg. DP always has the lowest bandwidth consumption as
well as the smallest error bars, which verifies its optimality. When k = 1, there is only
one feasible deployment plan so all bandwidth consumptions are the same. When k
becomes larger, all their total bandwidth consumptions become lower since more flows
can be processed nearer to their sources. Alg. HAT has the second lowest bandwidth
consumption, while Alg. GTP has the third lowest. The error bars of Alg. Random
are always the largest because its randomness of deployment results in an unsteady
performance. Fig. 5.9(b) shows the execution time result of the five algorithms, which
verifies the time complexity analysis of our proposed algorithms. When the middlebox
number constraint k increases, the execution time of Alg. DP increases vastly while
other four algorithms only have moderate increment. This is because the relationship
between k and V is k = O(log |V |) as we discussed in Section V. It indicates the
trade-off between the performance and the efficiency of this algorithm. Alg. HAT
has the second longest execution time because its complexity is O(|V |2 log |V |) larger
than others, although its bandwidth consumption performance is the second best.
Alg. Best-effort has a close execution time with the Alg. GTP. In the following

133

1.8
1.6

105

400

Random
Best-effort
GTP
HAT
DP

Execution time/s

Bandwidth consumption

2

1.4
1.2

300

Random
Best-effort
GTP
HAT
DP

200
100

1
0.8
0.3

0.4

0.5
0.6
Flow density

0.7

0
0.3

0.8

(a) Bandwidth consumption.

0.4

0.5
0.6
Flow density

0.7

0.8

(b) Execution time.

Figure 5.11: Flow density in tree.

2.5
2

105

600

Random
Best-effort
GTP
HAT
DP

Execution time/s

Bandwidth consumption

3

1.5
1
0.5

15

20
25
Topology size

400

200

0

30

(a) Bandwidth consumption.

Random
Best-effort
GTP
HAT
DP

15

20
25
Topology size

30

(b) Execution time.

Figure 5.12: Topology size in tree.
discussion, since some results and analysis are similar, we omit the details because of
limited space.
Fig. 5.10(a) indicates the result of the bandwidth consumption on the trafficchanging effect ranging from 0 to 0.9 with an interval of 0.1. Alg. DP still achieves
the lowest bandwidth consumption for all the time. Alg. HAT has the second lowest
bandwidth consumption, while Alg. GTP has the third lowest. The difference between every two algorithms becomes larger with the increase of λ. When λ = 0.8, the
bandwidth consumption of Alg. HAT is only 75.4% of Alg. Best-effort and 66.1% of
Alg. Random. We find the traffic-changing ratio has little influence on the execution
time of all greedy algorithms, shown in Fig. 5.10(b). This also confirms that the time
complexity is almost irrelevant of the traffic-changing ratio.
The bandwidth consumption with the flow density changing from 0.3 to 0.8 with
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an interval of 0.1 is shown in Fig. 5.11(a). The basic tendencies of all five lines are
linear with the increase of the flow density. When the density increases from 0.5 to
0.7, the advantage of our Alg. HAT is so obvious that its consumption is at most
72.1% of the consumption of Alg. Random. When the density is high, the bandwidth
consumption of Alg. Random becomes larger at a faster rate because more flows
need to be handled and randomly selecting locations is much far from optimality.
The execution time, shown in Fig. 5.11(b) has a similar tendency with Fig. 5.9(b).
When the flow density grows, the execution time of Alg. DP increases vastly while
other four algorithms only have moderate increment. When the flow density reaches
the largest value as 0.8, the execution time of Alg. DP is more than 4 times than
that of any of other algorithms.
Fig. 5.12(a) is the result of the bandwidth consumption as the topology size goes
from 12 to 32 with an interval of 4. The performance of Alg. Best-effort is also
good and has little difference with the bandwidth consumption of our Alg. GTP. The
difference between Alg. HAT and Alg. GTP is ignoble when the topology has 20 − 25
vertices. On average, the bandwidth consumption of our Alg. DP is 10.3% less than
that of Alg. GTP and 18.6% less than that of Alg. Best-effort. The tendency of the
execution times in Fig. 5.12(b) is also similar to that in Fig. 5.9(b). Besides that,
the increment speed with the growth of the topology size is faster than those of the
previous three variables in Figs. 5.9(b), 5.10(b), and 5.11(b). Alg. Best-effort has a
close execution time with the Alg. GTP.

5.6.4

Simulation results in a general topology

The simulation results in a general topology of Fig. 5.8(b) with k derived from
Alg. GTP are shown in Figs. 5.13, 5.14, 5.15, and 5.16. Fig. 5.13(a) shows the
relationship between bandwidth consumption and k ranging from 12 to 22 with an
interval of 2. We compare our proposed Alg. GTP, with Algs. Random and Best-
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Figure 5.13: Middlebox number k in a general topology.
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Figure 5.14: Traffic-changing ratio in a general topology.
effort. The bandwidth consumption is around three times of that in Fig. 5.9(a).
The possibility of an infeasible deployment plan is higher than in the tree. This is
because the general topology has a larger diversity in the flows’ paths and serving all
flows becomes more difficult. Additionally, the error bars are smaller than in the tree.
From Fig. 5.13(b), Alg. GTP has the longest execution time, indicating the delicate
tradeoff between the bandwidth consumption performance and the time efficiency.
Fig. 5.14(a) indicates the result of the bandwidth consumption as the trafficchanging effect goes from 0 to 0.9 with an interval of 0.1. The bandwidth consumption
increases faster when the traffic-changing ratio is from 0.4 to 0.6. The advantage of
our Alg. GTP is less obvious as its bandwidth is only 17.3% less than that of Alg.
Random and 8.3% less than that of Alg. Best-effort. The lines are not so smooth,
especially when the ratio is around 0.3 to 0.6. Fig. 5.14(b) shows the execution
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Figure 5.15: Flow density in a general topology.
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Figure 5.16: Topology size in a general topology.
time results. The tendency is almost linear, which is different from Fig. 5.10(b),
because the general topology has more choices and is more likely to generate infeasible
solutions.
The bandwidth with flow density changing from 0.3 to 0.8 with an interval of
0.1 is shown in Fig. 5.15(a). When the flow density is lower than 0.4, there is
little bandwidth difference among the three algorithms. It may be due to the nonoptimality of our Alg. GTP and the NP-hardness of our problem in a general topology.
When the density is larger than 0.5, the bandwidth of our Alg. HAT is on average
91.4% of the bandwidth of Alg. Random and 93.5% of the bandwidth of Alg. Besteffort. From Fig. 5.15(b), Alg. GTP has the longest execution time, indicating
the delicate tradeoff between the bandwidth consumption performance and the time
efficiency.
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Fig. 5.16(a) is the result of bandwidth consumption as topology size goes from
12 to 52 with an interval of 8. The lines are almost linear with the increment of
topology size. The bandwidth consumption is nearly three times of the one in Fig.
5.12(a). The advantage of Alg. GTP becomes larger when topology size increases.
Fig. 5.16(b) is similar to Fig. 5.15(b).

5.6.5

Simulation results with spam filters

We additionally do simulations with spam filters, whose traffic-changing ratio is
λ = 0. It illustrates that flows are cut off after being processed by spam filters. We
test the total bandwidth consumption of Alg. GTP with the relationship of flow
density and k in the tree and general topologies. Results are shown in Figs. 5.17 (a)
and (b). In order to describe the importance between k and flow density, we draw
3-D plots. From both sub-graphs, we know that flow density plays a more important
role in affecting the total bandwidth consumption. This is because the slope of flow
density is larger than the slope of k. Additionally, the result increases gently with
flow density and decreases gradually with k. In Fig. 5.17(a), when the flow density
doubles from 0.3 to 0.6, the total bandwidth consumption in trees increases 30.2%,
while the increment is 25.6% in the general topology in Fig. 5.17. We find that when
k is large, the bandwidth drops quickly, especially with a high density, since more
flows are intercepted from sources.
Consequently, the results demonstrate the delicate trade-off between the performance and the time efficiency of our proposed algorithms. The five variables have
different extents of impacts on the results while k has the largest impact on the performance of bandwidth consumption. We find that when k grows large, the bandwidth
drops quickly, especially with a high flow density. The comparison Alg. Random
does not have a steady enough performance, and its error bars are always the largest
compared to the other four algorithms.
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Figure 5.17: Spam filters.

5.7

Conclusion

In this chapter, we address the deployment problem of one single type of middleboxes with traffic-diminishing effect (e.g., spam filters). We aim at minimizing
the total bandwidth consumption of all flows by placing a pre-determined number
of middleboxes to serve flows. First, we formulate the traffic-diminishing middlebox
deployment problem as an optimization problem. We prove that it is NP-hard to
check the feasibility of our problem in a general topology. Then a greedy algorithm
is proposed and prove it is performance-guaranteed when it generates a feasible deployment. Next we narrow down to the tree-structured networks, and propose both
an optimal dynamic programming based strategy and an efficient heuristic strategy.
Extensive simulations on CAIDA data set are conducted to evaluate the performance
of our proposed algorithms in various scenarios. We believe that our results provide
important insights in practice. In the future, we will design algorithms with provable
performance guarantees for the general deployment of service chains and middleboxes
with traffic-changing effects of both expanding and diminishing.
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CHAPTER 6

RESILIENT SERVICE CHAIN MANAGEMENT

One important issue of network services is reliability, which means that each
type of VNF in a service chain acts properly on its function. The effective way
to guarantee the reliability is to use sufficient redundancy through providing VNF
backup instances. Backups will be activated when their primary VNF instances fail.
If backup instances are not allocated and deployed efficiently on switch-connected
servers, the network performance may be greatly affected, including highly prolonged
transmission time and dramatically increased rule change. To address such an issue,
we design a framework including three phases: cost calculation, backup allocation and
assignment, and network update. We formulate the backup allocation and assignment
as a cost optimization problem. We present an optimal algorithm for private backup
instances. Additionally, a performance-guaranteed solution is included while there
is backup location constraint. For shared ones, we prove the NP-hardness of our
problem and provide an intuitive solution, which is proven optimal for the fullyconnected sharing model with a predefined priority. The complete version can refer
to our publication 2.

6.1

Introduction

The new network paradigm provides intensive scalability and flexibility. However,
these VNF instances based on software implementations are more prone to error and
more vulnerable to security threats, compared with dedicated hardware devices [62].
The VNF failures induce great degradation of service performance and reliability
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[103]. These failures may occur due to various reasons, such as connectivity errors
(e.g., link flaps, device unreachability, port errors), hardware failures (memory errors,
defective chassis), mis-configurations (wrong rule insertion, configuration conflicts),
software failures (reboot, OS errors) or excessive resource utilization [62]. Temporary
inability to support network functions can lead to packet drops, reset of connections,
redundant packet delays, and in some cases even security issues [35]. A common
solution of VNF reliability guarantee is providing redundancy, where one or multiple
additional instances of VNFs operate as backups upon a failure [29]. This solution is
often referred to as active-standby deployment, where one primary (“active”) instance
handles all the traffic, while its backup (or “standby”) instances are mostly inactive,
until a failure occurs. Once a failure is identified, one of its available backup instances
will be activated at once and execute its functionality. All traffic will start to be
diverted to the active backup VNF instance instead of its corresponding primary one.
Reliability is an important requirement for operators when offering specific network services (e.g., voice call and video on demand), no matter it is through physical
or virtual network appliances [129]. With the probabilistic prior failure information of
VNF instances [45], we take advantage of the flexibility and resource-sharing abilities
in order to allocate and deploy backup instances for service chains. If we do not plan
properly, network performance can be greatly affected, including highly prolonged
transmission time and dramatically increased rule changes. Therefore, we design an
efficient framework with three phases for the backup arrangement of resilient service chains: cost calculation, backup allocation and assignment, and network update.
First, we define a matching cost in terms of network performance when deploying a
backup instance at a server (cost calculation). Next, we guarantee the requested level
of reliability for each service chain through providing backup instances with the lowest possible cost (backup allocation and assignment). Then, we arrange the schedule
by updating the settings of the network devices (network update).
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Figure 6.1: A motivating example with squares for f (VNFs) in a service chain and
circles for nodes (servers) for f backups.
We use a motivating example in Fig. 6.1 to show the challenges of the reliable
service chain problem. We use a shaded square to denote a VNF instance and a
“→” to specify the dependency order among VNFs in a service chain. There are
two service chains in the network (denoted as cloud): one is f1 → f2 → f3 ; the
other is f1 → f4 → f2 . Suppose all primary VNF instances have been deployed.
(The deployment of primary VNFs are out of scope of this chapter.) Three switchconnected servers (denoted as cycle nodes), v1 , v2 and v3 , are provided to deploy
backup instances for both service chains. Each node has a capacity, which is the
maximum number of backup instances it can hold. The backup instance of various
VNF belonging to different service chains can only be deployed to a specific set of
nodes, due to the limitation of security or communication, which is called the backup
location constraint. Here we use an edge between a primary VNF instance f and
a server v to illustrate the allowance of deploying the backup instance f at v. For
example, the backup instance of f1 can only be deployed at nodes v2 and v3 . There
is an edge cost in terms of network performance; for example, there might be extra
transmission delay or a higher number of forwarding rule changes in switches if the
backup instance is activated when a failure happens. Each VNF instance has a
distinct availability and each service chain has a requirement of reliability. How can
we allocate the number of backup instances for each primary VNF? How can we
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deploy backups over all nodes? Both problems are challenging if we need to optimize
a specific objective such as minimizing the total matched edge cost and at the same
time meeting the reliability requirement. Not only the capacity of nodes but the VNF
backup location constraint also complicates our problem.
The main contributions of this chapter are listed as follows:
1. We design a novel framework including there phases: cost calculation, backup
allocation and assignment, and network update.
2. We formulate the backup allocation and assignment as a cost optimization problem and aim to minimize the total cost in terms of network performance.
3. For private backup instances, we present an optimal algorithm, which is extended from Munkres’ Assignment Algorithm [100]. When there is backup location constraint, we provide a performance-guaranteed solution with detailed
explanation. For shared ones, we prove the NP-hardness of our problem and provide an intuitive solution, which is proven to be optimal for the fully-connected
sharing model with a predefined priority.
4. Extensive simulations are conducted to evaluate our proposed solutions compared to multiple algorithms.

6.2

Related Work

Service chain has drawn a lot of attention, especially in the areas of VNF deployment and service chain resilience. Various objectives with different backgrounds are
conducted in recent years. We give a brief review of state-of-the-art works.
Service chain deployment: The problems of efficient resource management for
NFV, including VNF placement, resource allocation, and flow routing, have been
extensively studied in the literature with broader surveys on such topics [94, 71].
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Several studies consider the placement of a minimum number of VNF instances to
cover all the flows. While the case of a single type of network function is considered in [123], the case of multiple types of network functions is addressed in [118].
The work of [83] considers the placement of middleboxes to keep the shortest path
between communicating pairs below threshold, but this work does not consider multiple network functions. For placing multiple types of VNFs, most research on VNF
placement focus on placing a totally-ordered set as a service chain. Mehraghdam
et al. [91] propose a context-free language to formalize the chaining of VNFs and
describe the VNF resource allocation problem as a mixed integer quadratically constrained program. Rami et al. [26] locate VNFs in a way that minimizes both new
VNF setup costs and the distance cost between VNFs and flows’ paths. They provide
near optimal approximation algorithms to guarantee a placement with a theoretically
proven performance. Both [68] and [73] aim to maximize the number of requests for
each service chain in terms of network service provision. Kuo et al. [68] propose a
systematic way to tune the proper link consumption and the VNF setup costs in a
joint problem of VNF placement and path selection. Li et al. [73] present a system
that dynamically provisions resources for selective network flow requests in an NFV
environment. It aims to provide timing-guaranteed services so that the assigned flows
can meet their deadlines.
Service chain availability: Most of the existing work on resilience design for NFV
is focused on the standby deployment model [143, 105, 9]. This model requires at
least one standby VNF instance for each primary VNF instance so as to ensure certain availability when failure occurs. Instead, [66] considers the hot-standby resilience
design, where each standby instance is also active and is consistently synchronized
with the primary instance. In contrast to backing up instances of the same type of
network functions, [62] takes into account the inherent resource-sharing property of
the virtualized resources and considers models where each backup server can be pro-

144

visioned for multiple types of VNFs, and the backup server can be up and running as
a certain type of VNF when failure occurs at some instances of the corresponding network function. Taking a different path, [141] studies the problem of VNF recovery by
dynamically reallocating the processing resource of VNF instances. Instead of having
one primary instance and one backup instance, both instances are actively functioning and have their states synchronized with each other. When one instance fails, the
other instance will dynamically adjust its processing resource to accommodate the
traffic that is supposed to be processed by the faulty instance. Taking advantage of
the cloud networks, [129] minimizes the backup cost with edge resource constraints
when considering the availability requirements. It also studies both the static and
dynamic backup situations.

6.3

Overview of the Framework

In this section, we first discuss the cost calculation method. Next we introduce
the main structure of our deployment matching problem. Then flow migration and
network update are included.

6.3.1

Cost Calculation

We take the importance of network performance into account by defining a cost for
allocating a backup instance of a VNF to a server. In terms of network performance,
there are two common metrics: transmission delay and resource usage[131]. When
a VNF instance failure occurs, its backup instance will be activated and all traffic
will be directed to the backup, which incurs extra transmission time and changes the
forwarding rules in switches along the detour route. Both of these can be treated as
“cost”. Here we need to mention that this chapter uses the increased transmission
time as the cost for ease of our explanation below. The additional rule changes can
be treated in the same way. We illustrate the calculation of cost in Fig. 6.2. All
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Figure 6.2: Illustration of cost calculation.
primary VNF instances of the given service chain have been deployed in the network
as shown in the figure. From the first VNF to the third VNF, the transmission delay
through the second primary VNF is assumed to be d = d1 +d2 . However, if it fails, we
will activate its corresponding backup instance. If that backup instance is chosen to
be deployed as in the figure, we can apply the Dijkstra’s shortest path algorithm [60]
to obtain the updated delay as d0 = d01 + d02 . Then we denote the cost of allocating
the backup instance as the difference between the two delays, which is d0 − d. The
definition of cost demonstrates consideration of the network performance.

6.3.2

Backup Allocation and Assignment

Each VNF instance has a distinct availability and each service chain has a requirement of reliability. We need to allocate the number of backup instances for
each primary VNF in order to meet the reliability requirement of the service chain.
Additionally, we need to assign the backup instances of VNFs to servers. Both allocation and assignment problems are challenging to optimize a specific objective such
as minimizing the total matched edge cost when we need to meet the reliability requirement. Not only the capacity of nodes but the VNF backup location constraint
also complicates our problem.
After we get the cost of deploying each backup instance at each available server,
we can get a bipartite graph. One set of vertices consists of all the primary VNFs that
need to have a backup instance. The other set of vertices consists of all servers with
capacity of holding VNF instances. We aim at matching all vertices to one vertex
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in the server set while the number of connections of each vertex in the right set is
no more than its capacity. Thus, we formulate the backup allocation and assignment
part as an optimization problem, which is an integer programming problem.

6.3.3

Network Update

In this chapter, we apply the two phase method so that we are always able to
find a feasible update strategy. We allocate and assign the backup instances in our
second phase. After we have deployed the backup instances at the servers, if a failure
of a primary VNF instance happens, its available backup instance with the smallest
matching cost will be activated at once. The response time directly influences the
network performance. If the response is too late, the service chain will be not available
or there will be traffic congestion because of too much packets waiting to be processed.
We still use Fig. 6.2 as an example. If the backup instance of f2 has been deployed
as in Fig. 6.2, when its primary instance fails, the controller will insert a new version
tag to all new-coming packets, which require to be processed by the service chain.
Additionally, the controller will insert a new forwarding rule of the switch, which is
connected to the server where f1 is deployed. The rule is to forward all packets with
the new tag to the below route instead of its original route through the primary f2
instance. All switches in the below route will also be inserted the forwarding rules
with the new tag by the controller. After that, those packets will follow the below
route and be processed by the backup instance of f2 . If the primary instance is
recovered, the controller can utilize the same strategy to change back the route.

6.4

Network Model and Problem Formulation

In this section, we focus on the network model for the deployment matching phase
and formulate it as a mathematical optimization problem.
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6.4.1

Network Model

The network consists of some commodity servers and switches, which are wired
up and serve as a data center. We are given the set of backup server nodes by V ,
satisfying |V | = n, where V = {v1 , v2 , ..., vn }. (| · | is the cardinality of a set.) Each
backup node vi ∈ V has a limited backup capacity of up to ci VNF instances.
The given set of service chains is denoted as S. Each service chain s ∈ S consists
of a sequence of ordered VNFs. When all VNF instances of a service chain s are
active, s is called available. If no failure happens, all the active VNF instances of a
service chain are called primary. When failure happens, the VNF instances that will
be activated are called backups. We suppose the primary instance of each VNF in s
has been deployed in the network, which is actively serving the corresponding flows.
In order to ensure resilience against failure and improve the availability of the
required service chain, we allocate backup instances of the same type of network
function in addition to its primary instance. We assume the deployment of all primary instances of all service chains is already determined. Let pi (p0i ) ∈ [0, 1] be the
availability probability of a primary (backup) VNF instance of network function fi ,
let p(s) ∈ [0, 1] be the availability probability of the service chain s, and let ρ(s) be
the requested availability of s. We use ni to be the total number of backup instances
deployed across all nodes. We classify the behaviour of VNF backups into two types:
private and shared.
Definition 6.1 (Private, Shared). The private backup instance of a VNF means that
it can be activated if one and only one primary VNF instance of a specific service
chain fails. The shared backup instance of a VNF means that it can be activated if
one of the primary VNF instances of multiple specific service chains fails.
If there are only private backup instances, when we are given the number ni
of each VNF fi allocated backup instances in a service chain s, the availability is
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p(s) =

Y
i

[1 − (1 − pi ) × (1 − p0i )ni ].

For the case of shared backup instances, if all backup instances of the same type
VNF are shared by all primary instances, it can provide the highest availability for
each primary VNF [50]. Simply speaking, this is because for one primary VNF fi , the
more backup instances it has, the larger availability of fi is. However, when a backup
instance is shared by several primary VNF instances, if multiple of them fail at the
same time, the order to use the backup needs to be set in advance. This requires
the network synchronization of failures with little delay, which is still significantly
challenging now. As a result, some network decides to share a backup instance with
partial primary instances of the same type of VNF. In Section 6.7, we will discuss the
sharing model in more details.
We define an indicator parameter Xij to show whether the backup instance of
VNF fi is deployed at the node vj . If yes, Xij = 1; otherwise, Xij = 0. We define the
set of VNFs that have their backups at a node vj as Dj . We refer to the sequence
D = (D1 , D2 , ..., Dn ) as a backup deployment of VNFs to nodes.
A deployment is represented by a bipartite graph G with a vertex set F

S

V . Its

m left-side nodes are associated with the VNFs while its n right-side nodes with the
backup nodes. For 1 ≤ i ≤ m and 1 ≤ j ≤ n, an edge (fi , vj ) exists if and only if
fi ∈ Dj , namely the VNF fi has a backup instance deployed at the node vj . The cost
is wij if fi is deployed at vj . For the private backups, each left-side node can only has
at most one out-degree. We define the weight of an edge as the cost of changing the
primary VNF instance to its backup instance. Here we need to mention that the cost
can be the number of rules that need to be changed, or the increment of the routing
path, or the increment of the total latency. We also take the resource contention into
consideration. For balanced or optimized resource sharing, it is not the focus of our
chapter. For simplicity, we use the increment of the routing path (hop number) as
the weight and assign the resources such as bandwidth and the forwarding table entry
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Symbols
fi , F
vj , V
wij , W
cj
s, S
pi , p0i
p(s), ρ(s)
Dj , D
ni
Xij

Definitions
the i-th VNF and the set of all VNFs
the j-th backup node and the set of all backup nodes
the cost of deploying a backup of fi at vj and the set of wij
the capacity of backup instances of the node vj
a service chain and its union set
the availability of a VNF fi ’s primary and backup instances
the availability and its requested availability of s
the set of VNFs with backups at vj and a deployment
the number of backup instances for VNF fi
indicator parameter if fi is deployed at vj
Table 6.1: Symbols and Definitions.

in the increasing order of primary VNF availability. We aim at minimizing the total
cost of allocating and assigning backup instances to servers. The deployment plan is
denoted as X = {xij , ∀fi ∈ F, vj ∈ V }. For ease of reference, we list the notations
in Tab. 6.1.

6.4.2

Problem Formulation

We aim at minimizing the total weight of a function-backup allocation and assignment. We can formulate our optimization problem in a mathematical way as
follows. Eq. 6.4-1 shows the objective of the optimization problem. The constraint
in Eq. 6.4-2 illustrates that for each VNF primary instance, there is one and only
one backup instance deployed at one backup node across all nodes. In Eq. 6.4-3, we
require that the total number of deployed backup instances on each node is within its
capacity. Eq. 6.4-4 describes that if there is a backup instance of VNF fi deployed
at the node vj , then fi is an element in the set of Dj . We provide the availability
guarantee in Eq. 6.4-5. Eq. 6.4-6 requires the indicator parameter to be assigned a
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Algorithm 13 Private VNF Backup Matching Algorithm (PVBM)
In: Sets of backup VNF instances F , servers S, and deploying costs W ;
Out: The deployment plan X;
1:
2:
3:
4:
5:
6:

Duplicate cj copies for server node vj and remove the original node vj ;
Add an edge from each copy to each backup instance fi with the same cost as
wij . P
Add v cv − |F | fake backup instances;
Add an edge from each fake backup instance to each server node with a cost of
w = 0.
Apply the Munkres’ Assignment Algorithm to the transformed bipartite graph;
Return the deployment plan X;

value of 0 or 1.
min

X

s.t.

X

X

i,k

j

X
i

wij × Xij

(6.4-1)

Xij = 1

∀fi ∈ F

(6.4-2)

Xij ≤ cj

∀vj ∈ V

(6.4-3)

if Xij = 1

(6.4-4)

∀s ∈ S

(6.4-5)

∀fi ∈ F, ∀vj ∈ V

(6.4-6)

fi ∈ Dj
p(s) ≥ ρ(s)
Xij = {0, 1}

6.5

Private VNF Backup Deployment Matching

In this section, we study the private VNF backup deployment matching problem.
We propose a solution, called Private VNF Backup Matching Algorithm (PVBM)
in Alg. 13, which is extended from Munkres’ Assignment Algorithm [100]. Then
we provide an example by applying the algorithm and prove its optimization of our
objective.
Private backup means that each deployed backup instance can only be activated
by one and only one corresponding VNF in one service chain. Private backup instances are commonly used in local area networks. For the backup instance allocation problem, we apply the solution in [34], which has already studied the same
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problem: find the minimum number of backup VNFs in order to guarantee a certain degree of availability of a service chain. Here we use a motivating example to
illustrate our backup allocation problem. We are given a service chain which consists
of 4 primary VNFs. Their availability probabilities are 0.9, 0.8, 0.9, and 0.85. We
suppose the availability requirement of the service chain is 0.75. Then the availability
of all primary instances of the service chain is 0.9 · 0.8 · 0.9 · 0.85 = 0.5508, which
cannot meet its requirement. As a result, we need to induct redundancy in order
to mask failures. Here we use the traditional active/standby (i.e., 1+1) redundancy
model [62] such that the primary VNF can be failed over to the standby entity in
case it fails. The availability probabilities of their backup instances are 0.9, 0.95,
0.7, and 0.9, respectively. Suppose we have two backup allocation strategies: one
is to provide backups for all VNFs except the second one; the other is to provide
backups only for the second and the fourth VNFs. Their availability probabilities
are calculated as (1 − 0.1 · 0.1) · 0.8 · (1 − 0.1 · 0.3) · (1 − 0.15 · 0.1) = 0.7567 and
0.9 · (1 − 0.2 · 0.05) · 0.9 · (1 − 0.15 · 0.1) = 0.7898. While both strategies can achieve the
availability requirement, it is clear that the second strategy uses fewer backup VNFs,
and may save resources for other chain requests.
After we obtain the number of backup instances for each primary VNF in each
service chain, we start to assign the instances to servers with the residual capacity
and apply our Alg. 13. In Alg. 13, line 1 duplicates each server v ∈ V with cv
copies. Line 2 adds the edge from each newly-added copy to each backup instance fi
and mark the cost as wij . Next we add the fake backup instances in order to make
the number of backup instances equal to the total number of server nodes in line 3.
Line 4 adds the edge from each newly-added backup instance to each server node and
marks the cost as zero. We apply the Munkres’ Assignment Algorithm in line 5. Line
6 returns the deployment plan.
We use Fig. 6.3 as an example to illustrate the insights of our proposed Alg.
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Figure 6.3: A motivating example.
PVBM. Initially, we get a bipartite graph in Fig. 6.3(a). Squares are the backup
instances and circles are the servers, whose capacities are shown in its center. To
keep the figure brief, we write down only one edge cost and omit all the other edge
costs. There are two servers with a unit capacity, which do not need to be duplicated.
There is one server v with a capacity of two. According to line 1 in Alg. 13, we
duplicate the server with two copies and remove the original server with a capacity
of 2, shown in Fig. 6.3(b). Then we add three edges in total because there are three
backup instances. The cost of each edge is the same as that from each backup to
the server v. Here we use the edge between the duplicate and the first backup as an
example. Fig. 6.3(a) shows its edge cost is w = 2, so we mark the newly-added edges
to the first backup with a cost of 2 as well. Next we count the total numbers of server
and backup nodes, which are 4 and 3, respectively. So from line 3, we add 4 − 3 = 1
fake backup node, shown in 6.3(c). The fake node is connected to each server node
by a newly-added edge with a cost of w = 0. After that, we get a bipartite graph
with two sets of nodes, whose capacities are the same. Then we are able to apply the
Munkres’ Assignment Algorithm and return the deployment plan.
Time complexity: In Alg. 13, lines 1-4 and 6 spend a constant time. Line 5 runs
the Munkres’ Assignment Algorithm, whose time complexity can be O(n3 ) [100],
where n is the cardinality of one set. In our problem, since the deployment is feasible
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(the servers can support all the backup instances), we have

P

v∈V

cv ≥ |F |. The

P
cardinality of one set in our transformed bipartite graph is
v∈V cv . We denote
P
the maximum server capacity as cmax , so O( v∈V cv ) = O(cmax × |V |). Then line 5
P
spends O(( v∈V cv )3 ) = O((cmax × |V |)3 ) = O(c3max × |V |3 ) time. As a result, the
time complexity of Alg. 13 is O(c3max × |V |3 ).
Theorem 6.2. Our proposed PVBM in Alg. 13 is optimal.
Proof: It has been proven that the Munkres’ Assignment Algorithm is optimal to
find a perfect matching of a bipartite graph of two sets having an equal size with the
minimum total edge cost, when each node in a set can only be matched to one node in
the other set [100]. Now we just need to prove that the transformed bipartite graph
has the same optimal deployment plan with that of the original bipartite graph. In
lines 1-2 of our proposed Alg. 13, deploying one backup instance at one of the newlyadded copies of a server v has the same cost as deploying one at v in the original
graph because the newly-added edge costs with v’s copies are the same with its edge
cost. After adding the copies, we make each “new” server node with a capacity of
one in order to only match one backup, which is the same requirement for applying
the Munkres’ Assignment Algorithm. We add fake backup nodes in order to make
the sizes of both sets equal, which is another setting of the Munkres’ Assignment
Algorithm. We mark the edges to these fake backups zero, which has no influence on
the total matching cost. The Munkres’ Assignment Algorithm works for the bipartite
graph with identical edge costs. As a result, the original bipartite graph has the same
optimal deployment plan as that of the transformed bipartite graph. And the plan
can be obtained by applying the Munkres’ Assignment Algorithm, which is optimal.
Thus, our proposed PVBM is optimal.
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6.6

VNF Matching with VNF Location Constraint

In this section, we study the VNF backup allocation and assignment problem with
the VNF location constraints. The location constraint of a VNF instance means that
it can only be deployed at a certain set of servers. The constraints come from the
privacy of communities and safety consideration. We first show the problem hardness
with a detailed proof. Then we propose an efficient solution with an approximation
ratio.

6.6.1

Problem Hardness

Theorem 6.3. The VNF backup allocation and assignment problem is NP-hard with
locality constraints.
Proof: First, VNF backup allocation and assignment problem is in NP: given an
instance of the problem and a matching,we can check in a polynomial time whether
all instances are deployed on its allowed backup nodes, and whether all vertices are
within their capacities.
Second, we show that set cover decision problem is reducible to the VNF backup
allocation and assignment problem. Consider an instance of Set Cover with a universe
set U = {u1 , u2 , ..., un }, a collection S containing subsets of U , and an integer k. The
question is whether there is a set covering of size k or less. In constructing an
equivalent instance of the VNF backup allocation and assignment problem, we are
given a set of VNFs, U (each element corresponds to one VNF), and a set of backup
nodes, V . Each backup node v ∈ V can only deploy VNFs in a specific set, denoted
as Sv . Here each Sv corresponds to one subset in collection S. We mark the edge
of u ∈ Sv and v with a weight of 1/|Sv |. In VNF backup allocation and assignment
problem, we are trying to find a matching with the minimum total weight of k.
If we can find a deployment matching with a total weight of k in the VNF backup
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Algorithm 14 Constrained VNF backup allocation and assignment Algorithm
(CVBM)
In: Service chains S and sets of vertices V , edges E;
Out: The deployment plan X;
1:

Duplicate each server node with copies whose number is the same as its capacity;

2:
3:

Add virtual nodes to make the numbers of VNFs and the server nodes the same;
Apply the maximum flow algorithm with the objective of the minimum total cost;

4:

Return the deployment plan X;

allocation and assignment problem, then we can select the corresponding k subsets
in S, whose union set is exactly U . Conversely, if there exist k sets whose union set
is exactly U in the set cover decision problem, then we can deploy the corresponding
VNF instances on backup nodes; this is a feasible deployment matching with a total
weight of k. Consequently, since the set cover decision problem is an NP-complete
problem, our VNF backup allocation and assignment problem is NP-hard.

6.6.2



Solution

After proving the NP-hardness of our problem with the location constraint, we
propose our effective solution. It is worth mentioning that the formulation of our
problem is an Integer Programming (IP) problem, whose optimal solution can be
obtained by using IP solver such as CPlex. We will compare the deployment plan obtained by our algorithm with that of the optimal solver in the evaluation part. When
we need to add backups for their requested service chains with location constraints,
our problem becomes much more complicated because of the resource competition.
In Alg. 14, line 1 duplicates each server v ∈ V with cv copies. Next we add the fake
backup instances in order to make the number of backup instances equal to the total
number of server nodes in line 2. We apply the maximum flow algorithm with the
objective of the minimum total cost in line 3. Line 4 returns the deployment plan. For
future work, we would like to try to generate more effective performance-guaranteed
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solutions.
We use a demonstration example of the backup allocation and assignment problem
with location constraints in Fig. 6.1. We are given three servers, v1 , v2 and v3 , to
deploy the backup instances for the primary VNFs in service chains. Each server has
a capacity, the maximum number of backup instances it can hold. There are two
service chains: one is f1 → f2 → f3 ; the other is f2 → f4 . We use a gray-scaled
square to denote a VNF primary instance and a “→” to specify the dependency
order among VNFs. Each function can only be deployed to a specific set of nodes due
to the security or communication cost issue, which is known as the backup location
constraint. In Fig. 6.1, we use an edge between a primary VNF instance f and a
server v to illustrate the allowance of deploying the backup instance f at v. For
example, the backup instance of f3 can only be deployed at nodes v2 and v3 . If
there is no edge between a VNF and a server, it means the backup instance of the
VNF cannot be deployed at the server. Both the capacity of backup nodes and the
VNF location constraint complicate our deployment. We need to find the matching
between VNFs and backup nodes.
Time complexity: In Alg. 14, lines 1, 2 and 4 spend a constant time. Line 3 applies
the maximum flow algorithm with an objective of minimizing the total link cost, whose
time complexity is O(rmax ×|E|). rmax is the maximum flow rate, which is the number
of matched edges as well as the number of backup instances |F | in our problem. |E|
is the total number of edges in the graph, which is O(|F | × |V |) in our problem.
Therefore, the time complexity of Alg. 14 is O(|F | × |F | × |V |) = O(|F |2 × |V |).
Theorem 6.4. The proposed solution has a total cost at most (1 + maxv∈V cv × |V |)
times that of the optimal solution.
Proof: Our problem has the same formulation in [4] and the CVBM algorithm
is chosen exactly corresponding to its greedy algorithm in Section 4 in [4] When
the server capacities are different and the total number of servers is |V |, the result
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Figure 6.4: A motivating example.
returned by line 3 in our Alg. 14 is at most (1 + maxv∈V cv × |V |) times that of the
optimal solution. As a result, the total matching cost of the deployment plan is with
an approximation ratio of (1 + max cv × |V |) to that of an optimal solution.

6.7



Shared VNF Backup Deployment Matching

In this section, we study the shared VNF backup deployment matching problem.
First, we discuss the sharing model of backup instance. Then we prove the NPhardness of the problem and then propose an effective heuristic solution.

6.7.1

Sharing Options

We use Fig. 6.4 to discuss the sharing model of backup instances. If any of the
primary instances fails, the network will directly activate its available backup instance
with the smallest edge cost. We will also give all service chains a distinct priority. In
the case where multiple primary instances of an identical VNF type fail at the same
time, the network will allocate the backups in the priority order.
In Fig. 6.4, we use squares with different shades of the color grey to denote
different types of VNFs. We have two primary instances of VNF f1 that need to
deploy backup instances and the same of VNF f2 . The total capacity of servers is 3,
where each circle denotes one server with a capacity of 1. In Fig. 6.4(a), we deploy
two backup instances of f1 and one of f2 . The fully-connected sharing model means
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that all primary instances of the same VNF type can share the backup instances of
that type. In the figure, both f1 primary instances connect to both backup instances
of f1 and both f2 instances connect to the only backup of f2 as well. Fig. 6.4(b)
shows the partially-connected sharing model. With the consideration of privacy and
safety, VNF instances have location constraints as in the discussion in Section 6.6.
Take Fig. 6.4(b) as an example. We deploy two backup instances of f2 and one
backup instance of f1 , If the upper VNF f2 is not allowed to deploy any backup on
the second server, then there will be no edge between its primary instance and the
second server. The availability of the upper VNF f2 will be decreased as well as its
service chain. Additionally, the partially-connected sharing model also complicates
the probability analysis of each type of VNF and each service chain.

6.7.2

Problem Hardness

We prove the NP-hardness of our shared VNF backup allocation and assignment
problem with a fully-connected sharing model.
Theorem 6.5. The shared VNF backup allocation and assignment problem is NPhard.
Proof: When there is only one service chain to deploy backup instances and all
edge costs are unit, the objective of our VNF backup allocation and assignment
problem is simplified to minimize the total number of backups while the availability
of the service chain satisfies its requirement. When the backups are fully shared,
our problem can be reduced to the model in [34]. The formulations are the same,
which requires that the availability is higher than a given threshold. What is more,
our problem with shared backups is more complex with other sharing models.The
model in [34] is a special case of a simplified sharing setting. Since it is NP-hard, our
problem is also NP-hard.
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Algorithm 15 Shared VNF Backup Matching Algorithm (SVBM)
In: Service chains S and sets of vertices V , edges E;
Out: The deployment plan X;
Deploy one private backup for each function of each service chain;
Combine all same VNFs to share all backups;
Select the backup with the maximum availability to delete if the capacity is used
up;
4: Apply the Hungarian Algorithm to do the matching;
5: Return the deployment plan X;
1:
2:
3:

6.7.3

Solution

Due to the space limitation, we only apply the fully connected sharing model of the
VNF backup instances. We only allow sharing backup instances of an identical VNF
type. The deployed backup instances cannot be activated with multiple types. We
propose one solution for the model, called Shared VNF Backup Matching Algorithm
(SVBM) in Alg. 15. In Alg. 15, line 1 deploys one private backup for each function
of each service chain. Next we combine all instances with the same type of VNF to
share all backup instances in line 2. Line 3 selects the backup with the maximum
availability to delete if the capacity of a server is not enough to hold all backup
instances. We apply the Hungarian Algorithm to do the matching in line 4. Line 5
returns the deployment plan.
Time complexity: In Alg. 15, lines 1, 2 and 5 spend a constant time. Line 3
needs to check each server with a time of O(|V |) and spends a constant time on
deletion. Line 4 applies Hungarian Algorithm, whose time complexity can be O(n3 )
[100], where n is the cardinality of one set. Similar to the time complexity analysis
for Alg. 13, the time complexity of Alg. 15 is O(c3max × |V |3 ), which is the same as
that of Alg. 13.
Theorem 6.6. The proposed solution Alg. 15 is optimal for the fully-connected sharing model when service chains have a predefined distinct priority.
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Proof: With the fully-connected VNF sharing model, when there is a backup instance deployed at a server, all the feasible primary instances with the same type can
connect to the backup instance. Additionally, when each service chain has a predefined distinct priority, it is intuitive to let the primary VNF instance with the highest
priority to take precedence to select the available corresponding backup instances.
This results in a greedy minimal cost, which is also globally minimal. Then the total
cost can be determined and minimized, which is optimal.



In the future, we will try to propose effective solutions with approximation ratios
for the fully-connected sharing model in a more general problem setting. Additionally,
we will include the mathematical analysis of different sharing model of VNF backup
instances.

6.8

Simulations

Simulations are conducted and numerical evaluations are presented to demonstrate
the efficiency of our solutions. After we present the network and flow settings, the
results are shown from different perspectives to provide insightful conclusions.

6.8.1

Experimental Settings

Topology: We conduct simulations by MATLAB on the Archipela-go (Ark) Infrastructure topology [13], which is CAIDA’s active measurement infrastructure serving
the network research community since 2007. Additionally, traditional data center
networks and WAN design over-provision the network with 30−40% average network
utilization in order to handle traffic demand changes and failures [54]. Thus, we assume each link has enough bandwidth to hold all flows. This assumption eliminates
link congestion and ensures that the transmission of all flows is successful, since routing failure is not our concern. We calculate the edge cost for the matching as the
increment of the physical distance.
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Figure 6.5: The Archipelago (Ark) Infrastructure.
VNFs: There are 20 types of VNFs. The availability of active and backup instances for each type is a random number ranging from 0.7 to 0.9, respectively.
Service chain: Each service chain has a length ranging from 3 to 7, all of whose
VNFs are selected from the 20 types. The availability requirement of each service
chain is a random number ranging from 0.6 to 0.8. The variable is the number of
incoming service chain ranging from 3000 to 8000 with a stride of 1000.

6.8.2

Comparison Algorithms and Performance Metrics

We have three settings of our evaluation: private backups, location-constrained
backups, and shared backups. We include three comparison algorithms to evaluate
each of our proposed solutions from different perspectives in each setting. The first
algorithm for all three settings is called Greedy, which greedily allocates each function
of each service chain to its corresponding location with the minimum cost. For both
private and location-constrained backup cases the second algorithm is called Besteffort, which allocates all backups of each service chain to the locations with the total
minimum cost. The third algorithm for the private backup case is called Random,
which randomly deploy the backup instances to any available server. The third algorithm for the location-constrained backup case is the optimal solution, called OPT,
which is obtained from directly solving the integer programming problem with the
solver. For the shared backup case, we include other two comparison algorithms:
2-shared and 4-shared algorithms, which share a backup with 2 and 4 identical VNF
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from different service chains. For each parameter setting, we run each algorithm
multiple times and use the average as our final result into the simulations.
We use four performance metrics for our benchmark comparisons: the total cost,
the maximum service chain cost, the average service chain cost, and the total number
of backup instances. The total cost is our objective in Eq. 6.4-1, which is the most
important evaluation indicator. The maximum (average) service chain cost is the
largest (average) total cost among all service chains. The total number of backup
instances is the sum of all backup instances of all service chains.

6.8.3

Results of Private Backups

The cost distribution on the length of each input service chain is shown in Fig.
6.6. We randomly select 2000 input service chains and draw their (length, cost ) tuple
as one point in a scatter plot. As the length of all service chains ranges from 3 to 7,
the x-axis is set as 3 to 7. The cost of service chains ranges from 20 to 279. More than
80% of service chains have a length no more than 5. For all service chains, more than
60% of service chains have a cost less than 150. Only several service chains have the
cost larger than 250. The density of the dots also shows that shorter service chains
are more likely to have a smaller cost.
We use Fig. 6.7 to show the results for private backups. Fig. 6.7(a) shows the
result of the total cost. Our proposed Alg. PVBM has the best performance with the
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Figure 6.7: Results for private backups.
minimum total cost while Alg. Best-effort has the second smallest total cost. When
the number of service chains changes from 3000 to 8000, the cost of Alg. PVBM is
at least 28.3% less than that of Alg. Best-effort. Alg. Random has the largest total
cost because deploying each backup instance to its corresponding location without
considering the residual backups is only a local optimal solution. In Fig. 6.7(b), it
shows the largest cost of a single service chain when we change the number of service
chains. When the number of service chains increases, the upper bounds of the largest
cost for all algorithms become larger. This is because more backup instances need to
be deployed and the resource competition becomes more intense. More backups will
be allocated to a server with a larger cost. Alg. Random has the worst performance
with the largest upper bound of the cost. The result for the average cost is shown
in Fig. 6.7(c). The basic tendency of the results is similar to Fig. 6.7(a), For our
Alg. PVBM, the increment is 35.3% when the number of service chains changes from
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Figure 6.8: Results for location-constrained backups.
3000 to 8000. Fig. 6.7(d) shows the result of the number of backup instances with
the changing number of service chains. More service chains result in more backup
instances because each backup instance is private and cannot be shared among the
same network functions from different service chains. Alg. PVBM has the smallest
number, which indicates its optimality and efficiency. It is worth mentioning that
the execution times of all algorithms are quite close while the performance of our
proposed Alg. PVBM is much better than others.

6.8.4

Results for Location-constrained Backups

We use Fig. 6.8 to show the results for location-constrained backups. Fig. 6.8(a)
shows the result of the total cost. The basic tendency of the results is similar to Fig.
6.7(a), but the cost is a little bit higher because of the extra location constraint. OPT
has the best performance with the minimum total cost while our proposed CVBM
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has the second smallest total total cost. When the number of service chains changes
from 3000 to 8000, the cost of Alg. CVBM is at most 13.1% more than that of
the optimal solution, which is better than that in Fig. 6.7(a). Alg. Greedy has the
largest total cost because deploying each backup instance to its corresponding location
without considering the residual backups is only a local optimal solution. Fig. 6.8(b)
shows the largest cost of a single service chain when we change the number of service
chains. The upper bounds of the largest cost for all algorithms become larger with
the increment of the number of service chains. The upper bound of values is larger
than that in Fig. 6.7(b). This is because the extra location constraint makes it
difficult to deploy a backup instance with a smaller cost. The result for the average
cost is shown in Fig. 6.8(c). For our Alg. CVBM, the increment is more than 17.3%
when the number of service chains changes from 3000 to 8000, which is much smaller
than that in 6.7(c). Alg. Greedy always has the worst performance with the largest
average cost. Fig. 6.8(d) shows the result of the number of backup instances with
the changing number of service chains. Alg. CVBM has the closest performance with
Alg. OPT, which indicates its efficiency. Different from Fig. 6.7(d), the increments
of all four lines are steeper and the number of backup instances is larger with the
same number of service chains. With the location constraint, it is more difficult to
allocate a backup instance with a smaller cost.

6.8.5

Results for Shared Backups

Fig. 6.9 shows the results for shared backups. The result of the total cost is in
Fig. 6.9(a). Compared to the Fig. 6.7(a),the total costs of all algorithms are lower
with the same number of service chains. This is because backup instances are shared
with the same network functions and fewer backup instances are needed in order to
meet the availability requirement of the service chains. The total cost of Alg. SVBM
is always the lowest among four algorithms, which is at least 30.4% less than that
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Figure 6.9: Results for shared backups.
of the Alg. Greedy for all numbers of service chains. Algs. 2-shared and 4-shared
algorithms have a close cost, meaning no obvious advantage of a fixed number of
shared backup instances. Fig. 6.9(b) shows the results of the largest cost of a single
service chain. Similar to 6.7(b), when the number of service chains increases, the
upper bounds of the cost for all algorithms become larger. However, with the same
number of service chains, the cost is smaller than those in 6.7(b) and 6.9(b). Algs.
2-shared and 4-shared algorithms also have a close largest single service chain cost.
Alg. Greedy still has the worst performance with the largest upper bound of the cost.
The result of the average cost is shown in Fig. 6.9(c). The basic tendency of the
results is similar to Fig. 6.9(a). For our Alg. SVBM, the increment is more than
42.9% when the number of service chains changes from 3000 to 8000. Fig. 6.9(d)
shows the result of the number of backup instances with the changing number of
service chains. When the number of service chains changes from 3000 to 8000, the
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number of total backup instances increases to 10 times of our Alg. SVBM. Different
from 6.7(d), the increments of all four lines are steeper and the number of backup
instances is smaller with the same number of service chains.
To sum up, our proposed algorithms perform outstandingly in their corresponding
settings from multiple perspectives, not just for the objective in this chapter. The
performance of the optimal Alg. PVBM indicates its correctness and effectiveness.
Alg. CVBM has a much shorter execution time and a close performance to the optimal
solution, indicating its efficiency. Its total cost is larger than that of Alg. PVBM with
the same number of service chains because the location constraints further limit the
number of allocatable servers, resulting in an increment of matching cost. Alg. SVBM
has a smaller total cost than that of Alg. PVBM with the same number of service
chains because of the sharing property of backup instances.

6.9

Conclusion

One important problem of the network service provision is to provide reliable and
resilient network services, which usually requires multiple types of VNFs to be chained
together in some order and all of them are available. This chapter focuses on ensuring
service resilience through providing VNF backup instances. Backups are deployed on
switch-connected servers and will be activated when their primary instances fail. In
terms of network performance, the deployment plays a crucial role in transmission
delay and rule change. To address the above problem, we introduce a framework
including the weight calculation, backup allocation and assignment, and flow migration. We formulate the backup allocation and assignment part as an optimization
problem. For private backup instances, we propose an optimal solution. Additionally, a performance-guaranteed solution is included while there is backup location
constraint. For shared backup instances, we prove the NP-hardness of our problem
and provide an intuitive solution, which is proven optimal for the fully-connected
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sharing model with a predefined priority. Extensive simulations are conducted to
evaluate our proposed solutions and compare to multiple algorithms from different
performance prospectives.
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CHAPTER 7

CONCLUSION

My research mainly focus on three aspects in SDNs: network update, network
function deployment, and service chain resilience.

7.1

Summary of Contributions

For network update, in order to better resolve deadlocks, we propose three different efficient strategies during the network update. Firstly, with the help of spare
resources, we propose an algorithm to determine the feasibility of the consistent flow
migration. We demonstrate that even if there are multiple consistent migration plans,
finding the optimal one that occupies the fewest leisure bandwidth resources is NPhard. An approximation algorithm is proposed to sequentially migrate flows in a
consistent way. Secondly, with the help of switch buffers, a highly efficient strategy
is designed to greedily migrate flows based on the dependency graph of the network.
Finally, with the help of a finer scheduling granularity of links instead of paths, we
update the network consistently in order to reduce packet loss caused by deadlocks.
For network function deployment, we focus on the VNF deployment problem with
different constraints, including: (1) tree or line network topology; (2) with or without
vertex capacity constraint; (3) single or multiple kinds of VNFs; (4) heterogeneous or
homogeneous model for one VNF kind; (5) dependency relations between VNFs. The
objective of our problem is to minimize the total deployment cost when the processing
requirement of all flows are satisfied. The main challenges of the deployment lie in
the selection of VNF types and locations, as well as the processing volume allocation
170

of each deployed VNF. For service chain deployment, we formulate the resource usage trade-off between bandwidth consumption and cost of middlebox placement as a
combined cost minimization problem. After proving the NP-hardness of our problem
in general topologies, we narrow down to a specific kind of topology: tree-structured
networks. We study two kinds of constraints: traffic-chaining ratio and middlebox dependency relations. With homogeneous flows, we propose optimal greedy algorithms
for the placement of a single middlebox first, and then multiple middleboxes without
order. We also introduce a dynamic programming algorithm for the placement of a
totally-ordered middlebox set. A performance-guaranteed algorithm is designed to
handle heterogeneous flows.
For resilience of service chains, we use sufficient redundancy through providing
VNF backup instances in order to guarantee the reliability. Backups will be activated when their primary VNF instances fail. If backup instances are not allocated
and deployed efficiently on switch-connected servers, the network performance may
be greatly affected, including highly prolonged transmission time and dramatically
increased rule change. To address such an issue, we design a framework including
three phases: cost calculation, backup allocation and assignment, and network update. We formulate the backup allocation and assignment as a cost optimization
problem. We present an optimal algorithm for private backup instances. Additionally, a performance-guaranteed solution is included while there is backup location
constraint. For shared ones, we prove the NP-hardness of our problem and provide
an intuitive solution, which is proven optimal for the fully-connected sharing model
with a predefined priority.

7.2

Future Work

Our work is an attempt to improve the network performance and management.
We have the following open issues and directions for future work.
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7.2.1

Network Update and Flow Migration

We can extend the network link capacities and flow bandwidth demands to multiple units, where inappropriate bandwidth allocation will cause more deadlocks. A
second direction involves applying a finer granularity of flow migration such as linkbased schemes. Specifically, the link-based scheduling approaches will reduce the
possibility of deadlocks to a great extent as a result of better utilization of link
bandwidths. However, the approaches should not induce a much higher computation
complexity and should not require the excessive time synchronization accuracy. A
third interesting research direction is to migrate flows in parallel, which will accelerate
the process of network update.

7.2.2

Service Chain Deployment

Currently, we assume there is only one type of resource at VNF nodes. In the
future, we can discuss about several types of resource at VNF nodes (e.g., memory
and CPU). Additionally, the vertex capacity constraint in terms of the maximum
number of VNFs can be extended to a constraint on the total resource capacity.
Setting up each type of VNF needs different amounts of the vertex resource besides
different setup costs. Hence, our DP solution needs to include one more dimension
of the available resource in the current vertex. In this case, the Deploy item in the
DP formulation becomes a 2-D knapsack problem. Although the extension can still
be addressed in a DP formulation, we leave detailed treatment to our future work.

7.2.3

Resilient Service Chain Management

Our current model only talks about the resilience case of only software failures.
However, the hardware servers can also fail occasionally, though hardware failure
probability is much lower than that of software network functions. With both software and hardware failures, the failure probability analysis becomes more challenging,
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because of not only a larger number of failure cases, but also the complex combined
failure condition, such as a software failure and a hardware failure happen at the
same time. For this task, we plan to devise an elegant solution based on a more
complex probabilistic analysis. Additionally, there is a novel approach to provide
backup instances by maintaining only a few backup servers, where each can serve one
of multiple functions when corresponding middleboxes are unavailable. It adds an
extra challenge of determining which network functions to implement in each of the
backup servers in order to have a higher availability of the provided service chains.
We can rely on the graph theoretical model to propose efficient strategies.

7.3

Concluding Remarks

This thesis has (1) presented an efficient flow migration strategy that can quickly
and consistently distribute policy updates to a distributed collection of switches;
(2) proposed performance-guaranteed network function deployment plans in different
settings; (3) developed a resilient network service management architecture that can
guarantee service reliability through providing redundancy.
At a high level, the goal of this thesis is to design and build efficient strategies
to simplify network management, which is notoriously complicated today because of
a diverse set of management tasks, prevalent network events, and complex configurations of devices in networks. We leverage the emerging SDN and NFV technology
to solve these challenges with efficient algorithms and solid theoretical analysis. We
believe this is a fruitful research area, and are excited about future work on designing new effective algorithms with solid theories and advanced system technologies
including next-generation switches and high-performance devices.
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