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ABSTRACT

Despite the significant investments over the last few decades to enhance and
improve road infrastructure worldwide, the capacity of road networks has not kept pace
with the ever increasing growth in demand. As a result, congestion has become endemic to
many highways and city streets. As an alternative to costly and sometimes infeasible
construction of new roads, transportation departments are increasingly looking at ways to
improve traffic flow over the existing infrastructure. The biggest challenge in
accomplishing this goal is the ability to sample traffic data, estimate traffic current state,
and forecast its future behavior.
In this thesis, we first address the problem of traffic sampling where we propose
strategies for frugal sensing where we collect a fraction of the observed traffic information
to reduce costs while achieving high accuracy. Next we demonstrate how traffic estimation
using deterministic traffic models can be improved using proposed data reconstruction
techniques. Finally, we propose how mixture of experts algorithm which consists of two
regime-specific linear predictors and a decision tree gating function can improve shortterm and long-term traffic forecasting.
As mobile devices become more pervasive, participatory sensing is becoming an
attractive way of collecting large quantities of valuable location-based data. An important
participatory sensing application is traffic monitoring, where GPS-enabled smartphones
can provide invaluable information about traffic conditions. We propose a strategy for
frugal sensing in which the participants send only a fraction of the observed traffic
information to reduce costs while achieving high accuracy. The strategy is based on
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autonomous sensing, in which participants make decisions to send traffic information
without guidance from the central server, thus reducing the communication overhead and
improving privacy. To provide accurate and computationally efficient estimation of the
current traffic, we propose to use a budgeted version of the Gaussian Process model on the
server side. The experiments on real-life traffic data sets indicate that the proposed
approach can use up to two orders of magnitude less samples than a baseline approach with
only a negligible loss in accuracy.
The estimation of the state of traffic provides a detailed picture of the conditions of
a traffic network based on limited traffic measurements and, as such, plays a key role in
intelligent transportation systems. Most often, traffic measurements are aggregated over
multiple time steps, and this procedure raises the question of how to best use this
information for state estimation. Reconstructing the high-resolution measurements from
the aggregated ones and using them to correct the state estimates at every time step are
proposed. Several reconstruction techniques from signal processing, including kernel
regression and a reconstruction approach based on convex optimization, were considered.
Experimental results show that signal reconstruction leads to more accurate traffic state
estimation as compared with the standard approach for dealing with aggregated
measurements.
Accurate traffic speed forecasting can help in trip planning by allowing travelers to
avoid congested routes, either by choosing alternative routes or by changing the departure
time. An important feature of traffic is that it consists of free flow and congested regimes,
which have significantly different properties. Training a single traffic speed predictor for
both regimes typically results in suboptimal accuracy. To address this problem, a mixture

iii

of experts algorithm which consists of two regime-specific linear predictors and a decision
tree gating function was developed. Experimental results showed that mixture of experts
approach outperforms several popular benchmark approaches.
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CHAPTER 1
INTRODUCTION
Despite the significant investments over the last few decades to enhance and improve
road infrastructure worldwide, the capacity of road networks has not kept pace with the
ever increasing growth in demand. As a result, congestion has become endemic to many
highways and city streets. As an alternative to costly and sometimes infeasible construction
of new roads, transportation departments are increasingly looking at ways to improve
traffic flow over the existing infrastructure. In order to solve these emerging problems,
transportation departments increasingly rely on systems for real-time traffic control and
management known as the Intelligent Transportation Systems (ITS). In addition to the realtime operations management, the ITS inform travelers about current and future traffic
conditions and help them plan their trips in order to avoid congestion areas and could also
be very valuable for transportation planning. The biggest challenge that ITS systems are
facing is the ability to efficiently sample vast amounts of traffic data, estimate traffic
current state in entire traffic network, and forecast its future behavior.
In this thesis, we first address the problem of traffic sampling where we propose
strategies for frugal sensing where we collect a fraction of the observed traffic information
to reduce costs while achieving high accuracy (Coric, 2014). Next we demonstrate how
traffic estimation using deterministic traffic models can be improved using proposed data
reconstruction techniques (Coric, 2012). Finally, we propose how mixture of experts
algorithm which consists of two regime-specific linear predictors and a decision tree gating
function can improve short-term and long-term traffic forecasting (Coric, 2011).
1

1.1 Traffic Sampling
To acquire traffic data, traditional traffic monitoring systems require installation of
expensive traffic sensors and the supporting infrastructure. The most common traffic
sensors are loop detectors, sensors buried in the road pavement which report traffic volume
and traffic speed. However, loop detectors are very expensive to deploy and maintain, and
are typically installed only on major highways or on critical intersections monitored by
traffic lights.
About a decade ago, an idea to use probe vehicles was introduced (Srinivasan, 1996).
This involved installation of specialized GPS-enabled devices in vehicles such as buses
and taxis to monitor position of the vehicles and their speed. The collected traffic data from
multiple vehicles was integrated and used to provide estimates of traffic conditions on
roads on which probe vehicles operated. However, this approach required installation of
specialized hardware and software, and real-time traffic estimation was hampered by
networking issues and low road coverage. A few years back, the Mobile Millennium
project heralded the era of participatory sensing for traffic monitoring (Hofleitner, 2012).
This project allowed volunteers to install monitoring software on their GPS-enabled
cellular phones to gather traffic information sent to a centralized server that performed
traffic speed estimation.
Many participatory sensing projects, including the Mobile Millennium, have been
suffering from the participation problem (Lee, 2010), where they either could not attract
enough users or because the existing users stopped providing data. For people to
participate, they need to be incentivized either by receiving valuable services (e.g.,
navigation, social networking) or by rewards such as coupons (Albers, 2013) and virtual
2

credits (Chou, 2012). In (Lee, 2010) and (Mendez, 2012) auction-based systems were
proposed to determine appropriate pricing for data provided by participants. While those
systems focused on motivating users to continue sharing their data, they paid less attention
to minimizing their operational costs, either through reductions in communication and
computational overhead or through reduction in the number of received samples.
The objective of this thesis is to evaluate all variants of traffic sensing, autonomous,
semi-autonomous and directed in the terms of operational cost, communication overhead
and location privacy protection of participants.

1.2 Traffic Estimation
The success of the ITS greatly depends on the ability to measure traffic conditions and
estimate traffic state at a fine spatial and temporal scale. Due to importance of traffic state
estimation, transportation research community developed and evaluated many algorithms
for estimation of traffic variables, such as traffic flow (number of cars per hour), speed
(miles per hour) and density (number of cars per mile). These traffic quantities are modeled
using powerful deterministic traffic models and estimated using Kalman filter (Kalman,
1960) algorithm and its extensions. For instance, one of the most often used traffic models
used in conjunction with the Kalman filter methods is the cell transmission model
(Daganzo, 1994), (Daganzo, 1995), the first-order traffic model which can be used for
estimation of traffic density (Sun, 2003) or traffic speed (Work, 2008). Since the traffic
models are typically highly nonlinear, the basic Kalman filter, designed for linear
problems, cannot be used. This prompted development of methods for nonlinear state
estimation based on the Kalman filtering idea. For instance, the extended Kalman filter
3

(Jazwinski, 1960) was successfully implemented in Renaissance, a real-time freeway
traffic network surveillance tool (Wang, 2006), as well as in the second-order traffic flow
model METANET (Papageorgiou, 1990). In the case when the traffic model is highly
nonlinear, the Extended Kalman filter achieves poor performance, further leading to
development of more advanced filtering techniques for state estimation, such as unscented
Kalman filters (Ngoduy, 2008), mixture Kalman filters (Sun, 2003), particle filters
(Mihaylova, 2004) and ensemble Kalman filters (Work, 2008).
All Kalman filter-based approaches for traffic state estimation comprise two phases –
the prediction and the correction phase. In the prediction phase traffic state is predicted
using the traffic model every few seconds, while in the correction stage the predicted traffic
state is adjusted (i.e. corrected) with the available measurements. However, the problem is
that the traffic measurements provided by many types of sensors, including the ubiquitous
loop detectors, are most often aggregated across multiple time steps, creating a problem of
how to use them for the state estimation. A standard way to address this issue is to use the
aggregated measurements only at the time steps when they become available to correct the
current predicted state, and leave the previously predicted states unchanged. However, this
approach causes the uncertainty of predictions of Kalman filter to increase and results in
decreased accuracy of state estimation.
In this thesis, we recognize that using the aggregated measurements to reconstruct the
measurement at the scale of individual time steps can be treated as the signal reconstruction
problem. In this thesis we explore several signal reconstruction algorithms with increased
complexity, ranging from linear interpolation to spline approximation to treating signal
reconstruction as a convex optimization problem.
4

1.3 Traffic Forecasting
The transportation research community developed and evaluated numerous statistical and
machine learning methods for predicting traffic quantities such as traffic volume, speed,
and travel time. The baseline approaches for traffic forecasting are random walk and
historical predictions. The random walk method predicts the future traffic to be equal to
the current traffic and is quite accurate for prediction horizons of up to few minutes ahead.
The historical prediction uses the average historical traffic under the same conditions, such
as location, day of the week, and time of the day, and is quite competitive for time horizons
of over one hour ahead. As a generalization of historical prediction, k-nearest neighbor
method has been used (Robinson, 2005) to search for the most similar traffic patterns in
historical data to the current traffic state. Parametric models that include linear regression
(Huang, 2008), (Kwon, 2005), (Zhang, 2003) and autoregressive integrating moving
average (ARIMA) (Lee, 1999), (Nihan, 1980) have also been popular thanks to their
simplicity and reasonable accuracy. Machine learning models such as neural networks
(Van Lint, 2002) and support vector machines (Wu, 2004) have also been used with
success, indicating that the nonlinearities in traffic behavior could be exploited.
Traffic flow can often be characterized as being in one of the several regimes. Typical
two regimes are free flow, in which density of cars is low enough to allow uninterrupted
flow of traffic near the speed limit, and congestion, in which high density of cars causes a
significant drop in traffic speed. Learning a single predictor on data with regimes could
require powerful nonlinear methods and result in an overly complicated model prone to
overfitting (Pesaran, 2004). As an alternative, it might be more reasonable to train simpler
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predictors on each regime separately. This idea can be implemented through the mixture
of experts framework (Jordan, 1994).
In this thesis, we propose new mixture of experts design where experts are linear
regression models and gating function is a decision tree. Such design alleviates the
overfitting problem, retains modeling flexibility, and allows easy interpretation of the
resulting model.

6

CHAPTER 2
FRUGAL TRAFFIC MONITORING WITH AUTONOMOUS
PARTICIPATORY SENSING
2.1 Introduction
In this thesis, we define three variants of traffic sensing; Autonomous in which participants
make decisions to send traffic information without guidance from the central server; SemiAutonomous, in which participants consult central server before making decision and
Directed, where central server explicitly decides which participants will provide their
traffic information.
In autonomous participatory sensing, client software in the cars to decide whether to
send a sample based on the observed traffic conditions, without guidance from the
centralized server. Samples are send only when they cross virtual sensors placed sparsely
on the roads within a region of interest. In this thesis we show that autonomous sensing
can guarantee location privacy and decrease communication overhead while providing
accurate estimation of the current traffic conditions. However, since client software does
not receive feedback from central server, autonomous sensing can over-sample in certain
situations. In this paper we evaluate four different autonomous sensing strategies and
demonstrate how traffic theory can be used to overcome over-sampling issues.
In contrast, in directed participatory sensing the central server actively seeks samples
from participants only when they are needed and thus reduce number of samples. Central
server provides list of locations from which needs samples to the third-party server (e.g.,
cell phone provider), which contacts vehicles at selected locations and collects their
7

location and speed. While this strategy minimize operational costs, it drastically increases
communication between third-party server and client app. Furthermore such strategy is
highly privacy intrusive toward participants since clients movements needs to be constantly
monitored. In this thesis we implemented direct sensing strategy from (Krause, 2008) and
compared with other sampling strategies.
In semi-autonomous participatory sensing client software app sends samples based on
both current traffic conditions and traffic speed estimated by central server - combining
strengths of both autonomous and direct sensing. While crossing virtual sensors, app
compares current speed with estimated speed for virtual sensor and sends samples only if
there is significant discrepancy between speeds. Therefore, semi-autonomous sensing
sends traffic speed samples only when they are needed and thus reduce operational cost.
This strategy increases communication load compared to autonomous sensing since client
app needs to frequently download estimated traffic speeds from central server. However,
since this download can be done without reveling participants’ current location, such
strategy is privacy protective. In this thesis we propose a novel semi-autonomous strategy
and compare it with other sensing strategies.
After samples are received, traffic estimation server estimates traffic speed in entire
traffic network. Interest in traffic estimation in the data mining community has increased
in the last few years, with two recent competitions (Kaggle website; Tunedit website) and
several related papers (Pan, 2012; Liu, 2013). Transportation research community
developed and evaluated many algorithms for estimation of critical traffic variables (e.g.,
speed, volume), modeled using physically-based traffic flow models (Daganzo, 1994) and
estimated using Kalman filter (KF) algorithms. However, Kalman filters suffer from
8

several limitations such as low accuracy for small penetration rates, as well as cumbersome
calibration of parameters that could lead to overfitting (Hofleitner, 2010). One of the most
appropriate alternatives to Kalman filtering is the Gaussian Process (GP) algorithm
(Krause, 2008; Liu, 2013), which we use for traffic speed estimation in this work. However,
the original GP algorithm can be computationally costly in online settings such as traffic
estimation. In addition, autonomous and semi-autonomous strategies can result in long
intervals when no samples are sent to the central server. The open challenge is how to
estimate current traffic conditions given the samples produced by such clients. In this thesis
we propose a modified GP algorithm in order to address these shortcomings.

2.2 System Architecture
In this section we explain three class of participatory sensing together with their
implications to user privacy.

9

Figure 2.1 Participatory traffic sensing: Directed (left), Autonomous (middle) and SemiAutonomous (right).

2.2.1 Directed participatory Sensing
In directed sensing, the central server actively seeks samples from participants. A
representative system architecture proposed in (Krause, 2008) is shown in Figure 2.1 (left).
The central server estimates the best locations in the traffic network from which to sample,
provides a list of these locations to a third-party server (e.g., cell phone provider), which
contacts vehicles at selected locations and collects their location and speed. The third-party
server reports the collected information back to the central server while preserving user
anonymity, which then employs traffic estimation algorithm such as KF or GP to estimate
traffic for the entire region of interest. A major drawback of directed sampling is that it
requires clients to continually broadcast their location to the third-party server and listen to
its requests. This adds a significant communication overhead and could also pose a

10

significant privacy problem if the third-party server becomes compromised (e.g., see
security breach at Adobe (Konrad, 2013) and similar incidents).

2.2.2 Autonomous Participatory Sensing
In autonomous sensing, the central server passively collects samples sent by the clients
who decide when the samples are sent. A representative system architecture called VTLs
was proposed in (Hoh, 2008) and is shown in Figure 2.1 (middle). VTLs are placed along
a traffic network, and when a car with the participatory sensing client app crosses a VTL
(VTLs need to be stored in the smartphone app), the current car speed and direction are
recorded. The recorded information can be transmitted to the ID proxy server, which deidentifies the sample and forwards it to the central server. Under this setup, and assuming
the VTLs are sufficiently far apart from each other (i.e., no closer than 0.15 miles), it has
been shown that VTLs provide a significant level of location privacy (Hoh, 2010). VTLs
improve privacy, but they could produce more samples than necessary, thus resulting in
large operational costs. In this paper we argue that it could be possible to significantly
reduce number of samples submitted by the clients while maintaining advantages of the
VTL approach.

2.2.3 Semi-Autonomous Participatory Sensing
Semi-autonomous sensing represents a combination of two above sensing strategies as
shown in Figure 2.1 (right). Similarly to the autonomous sampling, in semi-autonomous
sensing client app transmits recorded traffic speed to the central server only when
11

participatory car crosses a VTL. However, recorded speed is transmitted only if
significantly differs speed that central server predicted for crossed VTL. To compare car
speed with predicted speed, client app needs to download predicted speeds for all VTLS in
the region of interest. This is done such that central server sends all predicted speeds to the
public sever which in turn push speeds to the client app. Since client app does not need to
reveal vehicle position while downloading predicted speeds from public server, this
sensing strategy has same level of privacy protection as autonomous sensing. However, by
constantly

downloading

predicted

speed,

this

strategy

significantly

increases

communication load compared to autonomous sensing.

2.3 Problem Statement
In this section we describe the problem of autonomous and semi-autonomous participatory
sensing illustrated in Figures 2.1 (middle) and 2.1 (right). Let us consider a road network
R within a geographical region of interest, and assume that M locations along the road
network, li, i=1,…,M , are selected to represent VTLs. We denote the set of all VTLs as ζ,
where ζ = {li, i=1,…,M}. Let us assume that a certain fraction r of all cars currently driving
along the road network R have a working mobile app capable of sensing current location
and speed of a car, as well as sending this information to the central server. We call such
cars the participating cars and r the penetration rate. Further, let us assume that the
participating cars only send their speed to the estimation server at the moment when they
drive over one of the VTLs. We denote a data set of all VTL samples observed by the
participatory cars up to time t as Dt = {si = (ti, li, vi), ti ≤ t, i= 1,…,Nt }, where ti is the time
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when a participating car drives over a VTL, li is its location at time ti, vi is its speed at time
ti and Nt is the number of samples collected until time t. Lastly, we assume that the client
app can decide autonomously from the server which of the observed samples to send to the
server. We denote a subset of those samples that are sent as Dtsent = {si, i = 1, … , Ntsent },
Dtsent ⊆ Dt.
In this thesis, we address two questions: (1) how should client app decide which
samples to send to the central server, and (2) how should the server use the received
samples to accurately estimate current traffic speed at any location along R. For the first
question, we want to explore whether a strategy could be designed to reduce the number of
samples sent to the server while maintaining accuracy of the traffic estimation. This is an
important objective if we assume that each submitted sample has a monetary cost to the
participatory sensing system. To simplify presentation, we assume that each sample sent
to the server incurs the same cost. Since, to the best of our knowledge, there is no prior
work done on cost-effective autonomous and semi-autonomous sensing for traffic
estimation, in the remainder of this paper we will propose several sampling strategies. For
the second question, we need to design a computationally efficient algorithm that is
appropriate for real-time traffic estimation and is robust in the presence of missing
observations. To that end we will propose several modifications to the well-known GP
model.
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2.4 Sampling Strategies for Autonomous Sensing
In this section we propose three strategies that the client app can use to select which sample
to send to the server. The first strategy will be used as a baseline, while the remaining two
result in frugal sampling which adopts to the current traffic conditions.

2.4.1 Random Sampling (RS)
In the RS strategy, the participating cars decide whether or not to send a sample to the
server probabilistically. Each time a participating car passes a VTL, a sample is sent with
some probability Prand.
This sampling might be useful in scenarios where the number of participating cars is
so large that every VTL is sampled unnecessarily frequently. This would happen, for
example, if the penetration rate is near 1 and if VTLs are on congested highways or
arterials. Given the current state of the technology, the assumption of such a high
penetration rate may be too optimistic. More importantly, since within any region there
may be a wide variety of roads (e.g., highways, arterials, side streets) where some are used
heavily and others infrequently, using a fixed sampling rate for all roads equally might be
suboptimal. Due to its simplicity, RS should be considered as a baseline approach.

2.4.2 Threshold Sampling (TS)
The main idea behind TS is to send samples to the server only when traffic conditions
deviate from normal conditions. For example, during nights or weekends the traffic is
typically "free-flowing" at speed limit speeds. During these periods, there is practically no
14

need for the participating cars to send data, because the central server could accurately
predict traffic speed simply as the speed limit. Thus, cars should send traffic samples only
when their speed is significantly far from the expected speed. We propose two variants of
the threshold sampling: speed limit sampling and historical sampling.
Speed Limit Threshold Sampling (SL-TS). SL-TS represents a strategy where vehicles
send information about their speed only when their current speed is below the traffic speed
limit. More formally, in SL-TS, sample si ∈ Dt is added to Dtsent only if (vsl - vi) > θ, where
vsl is the speed limit at the corresponding VTL and θ is a set threshold (e.g., θ = 5mph).
Note that in order to implement this proposed strategy, the client app must be preloaded
with the speed limits for all VTLs. In addition, it is clear that speed limit sampling may be
combined with random sampling, thus further reducing the number of sent samples.
Historical Threshold Sampling (H-TS). Similarly to speed limit sampling, historical
sampling is a strategy where the participating cars send their samples only when the
difference between their current speed and the average historical speed at the given time
and location is larger than a set thresholdθ. Main difference between speed limit and
historical sampling is that in cases where congestion is expected at certain VTLs, such as
during morning or afternoon rush hours, historical sampling might decrease the number of
samples sent to the estimation server compared to speed limit sampling. On the other hand,
historical sampling can be inefficient when the traffic patterns are highly volatile. Similarly
to speed limit sampling, averaged historical speeds for all VTLs at different times of day
would need to be preloaded to the participatory sensing mobile app.
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2.4.3 Fundamental Diagram Threshold Sampling (FD-TS)
FD-TS is a sampling strategy which utilizes traffic flow theory to calculate the appropriate
sampling probability for each observed sample. Desired sampling rates can differ
significantly depending on the time of day and location. For example, for a 2-lane highway
during a workday the traffic volume (i.e., number of cars per unit of time) can occasionally
exceed 60 cars per minute. Interestingly, during the congestion conditions characterized by
severely reduced traffic speed, the traffic volume tends to drop significantly.

Figure 2.2 Example of a fundamental diagram, showing traffic volume as a function of traffic
speed.

This behavior is well-known in traffic engineering and is typically described by the
fundamental diagram (Daganzo, 1994), which represents traffic volume as a function of
traffic speed. In Figure 2.2 we show a typical fundamental diagram fitted to the actual
(speed, volume) data pairs obtained from single loop detectors on a typical highway lane
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in downtown Minneapolis, MN. We can observe that the largest traffic volumes are
observed when the speed is around the speed limit. As traffic speeds drop due to
congestion, the volume decreases until it eventually reaches zero at speed zero. Congestion
is typically triggered during the bottleneck conditions when there are more cars than what
the particular road can sustain. Conversely, when the number of cars on the road is below
congestion-inducing, we have the so-called free-flow traffic behavior during which traffic
speed is typically at the speed limit or slightly above.
The fundamental diagram can be very useful in determining an appropriate sampling
rate. For example, if the penetration rate is r = 1 and the traffic speed observed by a
participating car at a VTL on a one-lane highway is 40mph, by considering Figure 2.2 it
could be concluded that the traffic volume per minute is somewhere between 25 and 35
cars, with the mean about 30.
Therefore, if a desired sampling rate to allow accurate traffic speed estimation is one
per minute, the client app in the participating car could decide to send its current speed
with probability of 1/30. Thus, knowledge of traffic speed during the congested conditions
can lead to an accurate estimation of traffic volume and be very useful for determining the
sampling rate. Conversely, as can be seen from Figure 2.2, during the free-flow conditions
the correlation between traffic speed and volume is much weaker. However, since freeflow can be considered as normal traffic state, we can borrow the idea from SL-TS
described in the previous subsection and not send any samples during free-flow conditions.
To summarize, if we assume the penetration rate r is known, that the desired number
of samples received from a VTL every minute is ndesired, and that the current traffic speed
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vi corresponds to the congested conditions (i.e., vsl - vi > θ), the client app can send its
sample si with probability ℙ
ℙ

calculated as
= min 1,

∙

∙

,

(2.1)

where fd(vi) is the expected traffic volume according to the fundamental diagram when the
current speed is vi, and nli is the number of lanes at the given VTL.
If, on the other hand, the conditions are free-flowing (i.e., vsl - vi < θ), the sample is not
sent. In order to implement the proposed fundamental diagram sampling, the client app
would need to know the fundamental diagram, number of lanes at each VTL, the desired
number of samples per VTL per minute, and the penetration rate. We note that the
fundamental diagram is a fundamental property of traffic and is quite stable. In the next
section, by proposing the modification to the GP algorithm, we demonstrate how to provide
fast and accurate traffic speed estimates using samples collected with the proposed
sampling strategies.

2.5 Sampling Strategies for Semi-Autonomous Sensing
Semi-Autonomous Sampling (SAS). SAS is strategy where participating cars send
information about their speed only when difference between their current speed and speed
predicted by estimation server at given time and location is larger than a set threshold θ.
Formally, samples si ∈ Dt is added to Dtsent only if (v- vi) > θ, , where v is predicted speed
for the corresponding VTL and θ is a set threshold. In order to work, this strategy requires
that participatory sensing mobile app download predicted speed from public server at set
time intervals TD (e.g. TD = 1 min).
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Predicted traffic speed can be rounded to nearest integer and easily compressed and
thus reduce communication burden between mobile app and public server. Similarly to the
autonomous sampling strategies, SAS can be combined with other strategies (e.g. Speed
Limit and Fundamental Diagram) in order to further reduce number of sent samples.

2.6 Traffic Speed Estimation
Here we describe a server-side of the traffic-speed estimation system, which employs
Gaussian Process (GP) algorithm to infer current speeds over the entire region of interest
$R$. We give an overview of GP, and point out its deficiencies for large-scale, online speed
estimation due to its high computational overhead. We then propose a novel GP algorithm
with near-constant time and space complexity, called k-Nearest Neighbors GP. Finally, we
propose a modification to the GP algorithm that can handle missing data caused by the
proposed client-side sampling algorithms.

2.6.1 Gaussian Process
Let us assume the current time is t and the server has historical data set Dtsent = {si, i = 1,
… , Ntsent } available to estimate the current traffic speed along the road network R. For
notational convenience, in the following we will use N instead of Ntsent. We assume that si,
the i-th sample from the data set, contains information about traffic speed vi and a
corresponding feature vector xi with features related to the i-th measurement, such as
timestamp and location. We further assume that the measured traffic speed equals the true
traffic speed νi corrupted by Gaussian noise

~

0,

"
!

, as
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(2.2)

vi =vi +ϵi ,

where σ2noise denotes the noise variance. It follows that the conditional probability of
samples ℙ

|$ follows Gaussian distribution

~

,

"
!

. Further, we assume that

the noise for each vi is independent, such that we can write conditional distribution of
samples v = [v1, … , vN] given the true labels ν = [ν1, … , νN],
ℙ v|ν ~

ν,σ-1
noise ∙ IN ,

(2.3)

where IN is an N × N unit matrix.
Let us introduce a prior over true labels ν, and choose the Gaussian distribution defined
by prior mean µ = [µ1, … , µN] and prior N × N covariance matrix K. Then, it follows
ℙ . ~

/, 0 ,

(2.4)

where prior covariance matrix K is defined through user-defined kernel function k(·,·), with
elements Kij = k(xi,xj). Given the conditional probability of samples ℙ 1|. and a prior
over true labels ℙ 2 , the marginal distribution of v follows normal distribution,
ℙ 1 = 3 ℙ 1|. ℙ . .~

4, 5 ,

(2.5)

where C is an N × N covariance matrix with elements equal to C 7 = 89x , x7 ; +

"
!

∙

= 7 , with binary indicator variable = 7 returning 1 if i and j are equal, and 0 otherwise.
For a new x>?@ (e.g., comprising current time and road segment location), the task is to
estimate unknown label

>?@ .

Conditional distribution of

>?@ ,

given all previously

observed samples v, is equal to
ℙ

>?@ |1

~

A>?@ ,

"
>?@

,

(2.6)
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where mean and variance of

>?@

can be found as

A>?@ = B C ∙ C D@ ∙ 1 − / + 4>?@ ,
"
>?@

= 8 F >?@ , F >?@ +

"
!

−B ∙G
C

D@

∙ B,

(2.7)

with k = [k(x1, xN+1), … , k(xN, xN+1)], and where 4>?@ is the prior mean for the (N + 1)-th
example.
A drawback of GP is that the memory and time required to use Equation 2.7 for a single
prediction are H I " and H I J , respectively. In fact, using the Sherman-Morrison
formula, time for prediction on all $N$ examples can scale as H I J . This scaling is
unacceptable in an online setting, where estimation should be provided frequently and the
historical data grow without bounds.
There are several existing approaches that can be used to lower the time and space
requirements of the described GP model. For example, authors of (Csató, 2002) proposed
an online GP on a fixed budget B ≤ N, which observes a new example, stores it into a set
of the so-called basis vectors, and updates the kernel matrix and other parameters as
necessary. The proposed online method requires H I ∙ K " time and H K "

memory to

provide predictions for all N examples. However, although this method allows significant
time and space gains, it is not suitable for traffic estimation as it attempts to model the
distribution of all historical traffic conditions, which is suboptimal for real-time, online
traffic estimation systems whose sole objective is to predict current traffic conditions.
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2.6.2 K-Nearest Neighbor Gaussian Process
In this section we propose a novel, efficient GP algorithm suitable for real-time traffic
estimation. In traffic domain, the traffic conditions of two neighboring road segments and
two neighboring time steps are very similar, and grow dissimilar as the time and space gap
widens (Min, 2011). This motivates another approach to lower the time and memory
requirements of GP, which we term k-Nearest Neighbors GP (GPk-NN). The approach
maintains the most recent B samples. In addition, when computing GP prediction for a new
example xN+1, we consider only its k-nearest neighbors in space and time in the training set,
and find prediction and uncertainty for the new point as
D@
A>?@ = B CLDMM ∙ GLDMM
∙ 1LDMM − /LDMM + 4>?@ ,
"
>?@

= 8 F >?@ , F >?@ +

"
!

−

B CLDMM

∙

D@
GLDMM

∙ B LDMM ,

(2.8)

where kk-NN = [k(xNN(1), xN+1), … , k(xNN(k), xN+1)], Ck-NN is k × k matrix with element in the
i-th row and the j-th column equal to 8 F MM , F MM 7 +

"
!

∙ = 7 , with function NN(i)

returning an index in the training set of the i-th nearest neighbor of the new example.
The computational saving of the proposed approach as compared to (Csató, 2002) is
that there is no need to maintain the kernel matrix for all B examples. Instead, each VTL
maintains its own kernel matrix with k neighbors. Thus the memory scales as H N ∙ 8 " ,
where L is the number of VTLs. The time of the method scales as H I ∙ 8 " because for
each prediction we only have to consider the k-neighbors of the corresponding VTL.
Considering the spatial and temporal ordering of incoming traffic data, note that we do not
have to search through the entire training data set to find the k nearest neighbors. In
particular, we can significantly speed up the search by considering only the most recently
22

received samples in the spatial neighborhood of a given VTL, and disregard samples
received too far in the past.

2.6.3 Traffic estimation robust to missing data
The autonomous and semi-autonomous sampling techniques proposed in Sections 2.4 and
2.5 make sampling decisions based on current traffic speed, which might result in long
intervals without samples. However, in the case when the central server did not receive a
sample, it is not obvious if it is because of low traffic volume or because the traffic
conditions are free-flowing. In this subsection we propose a method for adjusting speed
estimations of GP algorithms that makes them robust to missing samples.

Figure 2.3 Bayes network for speed correction.

Let us consider a situation when, for a particular VTL, the server did not receive a
sample from the participants during the last time step. In that case, one of the following is
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true: either there were no participating vehicles that crossed over the VTL during the last
time step, or there were participating vehicles that did not send samples because the speed
was free-flow. We model this situation using a simple Bayes network shown in Figure 2.3,
where event C stands for "VTL not observed by participating cars", event S stands for
"traffic speed is free-flow", while event M stands for "no sample received by the server".
Ultimately, we are interested in ℙ O|P , a probability that the conditions are free-flow
given that the server did not receive any samples. Considering the Bayes net from Figure
2.3 and following simple derivation, we can obtain the following expression,
ℙ O|P =

ℙ O
ℙ O + 1−ℙ O

∙ℙ 5

.

(2.9)

In order to estimate ℙ O|P using Equation 2.9, we need to compute marginal
probabilities of events C and S. To calculate ℙ 5 , we model the number of participating
vehicles using a Poisson distribution, with λ parameter equal to the expected count
according to historical data. The probability ℙ O equals ℙ

R

−

>?@

< T which can be

calculated using Equation 2.8.
Once the probability ℙ O|P is computed, we can adjust the estimate mN+1 of the GPkNN

algorithm when the server did not receive a sample for the corresponding VTL in the

previous time step. Intuitively, high ℙ O|P would indicate that the current speed is very
likely to be near the speed limit, regardless of what GP estimate might be. More formally,
in the case of speed-limit sampling, we estimate the current traffic speed at the VTL as
>?@

where

>?@

= 91 − ℙ O|P ; ∙ A>?@ + ℙ O|P ∙

R

(2.10)

is the adjusted speed estimate.
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Let us now consider the case when the server did not receive a sample from a VTL
server during previous q time steps. As q increases, the probability that none of the
participating cars observed it drops, and it becomes more likely that the traffic is free-flow.
To account for this, we need to replace Equation 2.9 with
ℙ O|P =

ℙ(O
ℙ(O + (1 − ℙ(O

∙ ℙ(5

U

.

(2.11)

2.7 Sampling Strategies for Directed Sampling
In contrast to autonomous and semi-autonomous sensing, in directed sensing, estimation
server actively seeks locations from which to sample. The simplest sampling strategy for
this type of sensing it is to request from third-party server one sample per time step (if
available) from each location in the traffic network. However, this strategy can result in
large number of samples during time periods while nothing interesting is happening (e.g.
nights and weekends).
Another directed sampling strategy which takes into consideration current traffic
conditions is strategy where estimation server will request samples only from locations
where traffic speed is below speed limit. Since this strategy results can result in long
intervals without samples similarly to some of the previous sampling strategies, data needs
to be imputed using method in Section 2.6.3.
Finally, the Gaussian process model from section 2.6.2 in addition to its speed
estimation purposes, can also be utilized as a directed sampling strategy (Krause, 2008).
Model can estimate the best locations in the traffic network from which to sample in order
to achieve best estimation. The locations ls are chosen in turn such that they maximally
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reduce variance at all locations lM in the traffic network. Achieved reduction in variance
for GP can be expressed in closed form as
VW (

X

− VW ( X |

D@
= B CLDMM ∙ GLDMM
∙ B LDMM .

(2.12)

To guarantee that this GP model produces the most accurate predictions, locations with
high traffic volume are weighed more heavily. This is done by introducing demand process
DM over all locations M. Demand process DM is modeled with Poisson distribution with
mean λM. Then we have demand-weighted variance reduction F(s) as
Y(

X

= Z [\]X ^[\VW (
`@

_

− VW (

X|

^
(2.13)

X

D@
= Z aX ∙ B CLDMM ∙ GLDMM
∙ B LDMM .
`@

Finally, the goal of this model is to select an optimal number of locations, s, within the
budget, B, such that
= argmax Y( .
e

(2.14)

Intuitively, this algorithm works as follows; for each time step iterates through all
locations and using Equation 2.13 select best possible location - location that will
maximally reduce variance of the system. Then, again iterates trough all remaining
locations to select next best location. It follows this pattern until reaches maximum allowed
number of locations B for that time step.
The main drawback of this algorithm is that in every time step selects B locations not
taking into consideration current traffic conditions. This means that it will always blindly
select B locations even when traffic is free-flow at all locations.
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2.8 Experiments
2.8.1 Experimental setup
We used a real-life data set obtained from the Minnesota DOT (Minnesota Department of
Transportation, [Online]). The data were collected between 7am and 8pm from March 1st to

March 10th, 2003 over a highway network in Minneapolis, MN. There are 750 locations
along the traffic network (called the traffic stations) where traffic sensors (called the single
loop detectors) are installed on every lane. The stations are typically 0.2 to 0.6 miles apart
and the single loop detectors report volume (number of cars) and occupancy (how long the
sensor was occupied) every 30 seconds, resulting in more than 327 million samples during
the considered 10-day period. Since the single loop detectors did not measure traffic speed
directly, we used a standard approach from (Coifman, 2001) to estimate traffic speed vi.
We set all speeds higher than 55mph to 55mph (speed limit in Minneapolis), since we were
mostly interested in speeds during congestion periods. These preprocessed speeds are then
used as ground truth. In addition to the 10 test days from March, we also used data from
January and February in order to determine historical averages and fit parameters for the
GP algorithm and the fundamental diagram.
We assumed that VTLs are placed at the locations of the actual loop detectors. We also
assumed that the time step for traffic estimation is 30 seconds. If we assume that the
penetration rate is 1 and that every observation is sent to the server, the server would collect
exactly the same data as the Minnesota DOT loop detector system. To simulate a range of
participatory sensing scenarios, we experimented with penetration rates going from 1% to
100%. To simulate those penetration rates, we used a random numbers generator from the
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binomial distribution, where we used actual traffic volume as the number of trials and
penetration rate as the probability of success for each trial.

2.8.2 Accuracy measure
To calculate the accuracy of the proposed sampling strategies, we used a mean absolute
total travel time error (MAEtt), defined as
Pfghh =
where

and

3600
1
Zl
−
I
+m

1
l,
+m

(2.14)

are estimated and ground truth speed in miles per hour, respectively. The

number 3,600 in the formula is used to give the following meaning to MAEtt: it is
approximately the difference in seconds between the predicted travel time needed to
traverse one mile and the actual travel time for that distance. MAEtt is not exactly such a
difference because constant c = 5 was added for robustness of the measure, which would
be otherwise dominated by errors incurred during heavy congestion events when speed
approaches 0.
Intuitively, the MAEtt measure penalizes inaccurate traffic speed estimates during
congestion periods more harshly than during free flow. For example, if traffic speed was
50mph and we estimated it to be 40mph, the absolute travel time error in MAEtt will be 15
seconds, while if traffic speed was 20mph and we estimated it as 10mph, the absolute travel
time error will be 96 seconds.
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2.8.3 Parameter estimation for Gaussian Processes
The parameters for GP algorithm described in Section 2.6.2 were estimated using crossvalidation based on the training data from January and February. We used noise parameter
σ2noise = 0.001 and budget B = 2,000, which retained in average about three most recent
samples from each of the 750 VTLs.
As features x in GP algorithm we used time, latitude, and longitude. The most important
task in the GP parameter estimation was how to determine spatial and temporal kernel
widths for kernel function. As a first approach we tried to learn parameters using the
marginal likelihood as suggested in (Williams, 1996). However, this approach failed
because the proposed sampling strategies resulted in bursty sampling with long periods of
missing data. An alternative solution was to use the fact that temporal density of the
available samples has a significant impact on accuracy and that the kernel width should be
tuned to reflect the density. For temporally sparse sampling, kernel should be wider in both
spatial and temporal direction to be robust to large periods of missing data. For temporally
dense sampling, the kernel width should be small, such that GP should focus on the closest
samples in both time and space. Instead of setting kernel widths to constant values for both
sparse and dense sampling, we made the kernel width dependent on the number of received
samples. Table 2.1 summarizes the kernel width in temporal and spatial dimensions, as
learned from data in January and February.
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Table 2.1 Gaussian Processes kernel width sizes for different number of samples.

Number of samples
> 2 in last 2 min
> 5 in last 5 min
> 5 in last 10 min
> 5 in last 20 min
> 5 in last 30 min
> 5 in last 40 min
> 5 in last 50 min
otherwise

Spatial kernel (miles)
0.001
0.1
0.2
0.4
0.6
0.8
1
1.2

Temporal kernel(sec)
100
1000
2000
4000
6000
8000
10000
12000

As the parameter k for the proposed GPk-NN, we used all VTLs within a radius of 1
miles from the given VTL, since we observed that the correlation between two VTLs that
are more than 2 miles apart is very small. In the following experiments we used proposed
sampling strategies together with the k-NN Gaussian Processes.

Figure 2.4 Speed correction example for sensor 1.

We investigated whether the method for correction of speed estimation in the presence
of missing data described in Section 2.6.3 improves the accuracy. To illustrate the
difference, in Figure 2.4 we show the estimated speed for sensor 1 during a free-flow period
on March 5th with and without correction. Since the results clearly show the advantages of
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speed correction, in the following experiments we will show only results with the
correction.

2.8.3 Comparison of autonomous sampling methods
In the next set of experiments, we measured performance of autonomous sampling
strategies coupled with Gaussian Process:
GP with Random Sampling (GP + RS). Random sampling with ℙ

n

=1

GP with Speed Limit Threshold Sampling (GP + SL-TS). Speed limit sampling with
T = 5Apℎ.
GP with Fundamental Diagram Threshold Sampling (GP + FD-TS). Fundamental
diagram sampling with T = 5Apℎ and

= 1.

We compared these methods to the following baselines:
Speed limit estimator (SL). The speed limit estimator which assumes that traffic speed is
always equal to the speed limit.
Historical estimator (MEAN). The historical estimator which assumes that traffic speed
is equal to average historical speed at a given time and location.
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Figure 2.5 MAEtt for Autonomous sampling strategies; Sunday, March 2nd (top), Monday,
March 3rd (middle), Tuesday, March 4th (bottom).
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We varied the penetration rate from an extremely small rate of 1% to an extremely high
rate of 100%, which resulted in highly differing number of samples for each sampling
strategy. Figure 2.5 demonstrates results for three representative days. MAEtt was unusually
high on Monday due to a severe snowstorm causing many traffic jams during that day,
explaining large difference between results for Monday and Tuesday. We can observe that
SL-TS was more successful than RS sampling and that it appeared similar to FD-TS
sampling. The advantage of SL-TS as compared to RS is due to RS sending information
about every vehicle, while SL-TS sampled only congested traffic. However, when the
penetration rate becomes high SL-TS starts over-sampling, since there may be multiple
vehicles sending information for the same VTL at every time step. Compared to other
strategies, FD-TS successfully reduces the number of samples during congested traffic to
the desired sampling rate of one sample per location. As a result, FD-TS is able to minimize
the number of samples while retaining high accuracy of traffic estimation.

2.8.4 Comparison of autonomous and directed sampling
In next set of experiments we compared performance of autonomous (RS and FD-TS) with
following directed sampling strategies:
GP with Directed Sampling (GP + DS). Central server requests maximum one sample
per time step per location.
GP with Directed Sampling and Speed Limit (GP + DS-SL). Central server requests
maximum one sample per time step per location only if vehicle current speed is less that
45mph.
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GP with Budget Directed Sampling (GP + BDS). Central server requests B samples from
all locations per time step using Equation 2.13. We set B = 300 in our experiments.

Figure 2.6 MAEtt for Autonomous and Directed sampling strategies; Sunday, March 2nd (top),
Monday, March 3rd (middle), Tuesday, March 4th (bottom).
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In Figure 2.6 we can observe that directed sampling DS over-samples for smaller
penetration rates due to property that requests one sample per location even when traffic is
in free-flow. For higher penetration rates achieves same accuracy compared to RS but with
significantly less samples. However, compared to FD-TS is less optimal for regular days
(Sunday and Tuesday) while produces better results for Monday. This can be explained
such that during bad weather fundamental diagram relationship does not hold. On the other
hand, budget version of DS fails to estimate traffic correctly for all days since Equation
2.13 select samples blindly, not taking into account current traffic conditions at the desired
locations. For example, it can happen that it selects sample from location where is freeflow over location where is congestion and thus significantly reduce estimation accuracy.
Finally, DS with speed limit DS-SL achieves best results compared to all other strategies.
DS-SL selects only one sample per location and only when current traffic speed is less that
speed limit and thus select samples only when they are needed.

2.8.5 Comparison of autonomous, semi-autonomous and directed sampling
In the final set of experiments we compared performance of autonomous (RS and FD-TS)
and directed sampling (DS-SL) with following semi-autonomous sampling strategies:
GP with Semi-Autonomous Sampling (GP + SAS-FD). SAS combined with FD strategy
where T = 5 and

= 1.

GP with Semi-Autonomous Sampling and Speed Limit (GP + SAS-FD-SL). SAS
combined with FD and SL strategies where
T(

=r

0, if
5, if

= 1 and θ estimated as

< 45Apℎ.
≥ 45Apℎ.

(2.15)
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Figure 2.7 MAEtt for Autonomous, Semi-Autonomous, and Directed sampling strategies;
Sunday, March 2nd (top), Monday, March 3rd (middle), Tuesday, March 4th (bottom).
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In Figure 2.7 we showed performance of two proposed semi-autonomous strategies
compared with several previously introduced strategies. We can observe that SAS-FD
strategy results in poor performance. This can be explained by high value for threshold,
where this method is not able to capture speed variations in congestion and free-flow
regimes. On the other hand, SAS-FD-SL strategy produces results comparable to the FDST strategy for higher penetration rates, while for lower, it surpass FD-SL. This is
explained by fact that SAS-FD-SL method is able to compare current traffic speed with
predicted speed and produces samples when traffic suddenly shifts from congestion to freeflow opposite to autonomous sampling strategies in which sample will be not sent since
traffic is normal. Table 2.2 summarizes performance of all sampling strategies.
Table 2.2 Travel time MAEtt and number of samples at pr = 100% for all test days for all
sampling strategies.
MEAN SL
day

err

err

Random
err

sam

Speed Limit
err

sam

Historical
err

sam

Fundam.
Diag.
err
sam

Directed
err

sam

Directed + Budget Dir SAS +FD+SL SAS+ FD
SL
err sam err sam err
sam
err sam

Sat.

6.04 4.53 0.51 33055005 0.99 2335935 3.49 3191910 1.03 295965 0.51 1170675 1.03 59745 2.27 468750 1.08 307065 2.45152640

Sun.

10.01 8.32 1.81 27189750 2.16 1241835 4.73 2375115 2.24 224775 1.81 1169670 2.19 43590 3.54 468720 2.32 234180 4.22 86955

Mon. 60.60 62.84 5.37 29435760 6.33 12748650 7.08 13010130 7.67 1991595 5.38 1169955 6.49 506910 16.84 468750 7.96 2050905 18.93616395
Tue.

8.37 10.49 1.35 36215790 2.00 4920525 2.83 4375410 2.09 618465 1.35 1170750 2.10 133140 5.22 468750 2.36 662805 5.35324060

Wed. 12.25 14.52 2.85 36720720 3.67 5455305 4.44 4827525 3.80 721695 2.85 1169535 3.77 155580 7.46 468750 4.00 761265 7.53356400
Thu. 23.44 24.85 14.92 36746580 15.70 5475255 17.02 5149905 15.77 672375 14.92 1158435 15.76 134220 18.72 468750 15.92 706065 18.58297525
Fri.

18.73 20.82 2.00 38165895 3.50 8684490 4.34 8254875 3.60 1141920 2.00 1170750 3.59 216420 8.92 468750 3.78 1179270 8.19548820

Sat.

11.03 11.14 3.81 27984165 4.14 4814325 6.00 5299185 5.27 502845 3.83 1168830 4.32 225945 7.49 468750 5.62 544062 8.04280680

Sun.

4.98 2.31 1.01 27074940 1.12

Mon.

5.94 6.60 1.05 35258880 1.50 2789430 3.01 3767220 1.57 387585 1.06 1170735 1.58 87300 3.90 468750 1.77 433890 4.44226755

726555 4.19 2563815 1.19

88965 1.01 1170105 1.14 22590 1.70 468750 1.26

97295 1.92 51630
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Figure 2.8 True and estimated traffic speed with selected samples for four strategies (top-left:
random; top-right: speed limit; bottom-left: fundamental diagram; bottom-right: directed) for
Monday, March 3rd.

Finally, Figure 2.8 shows how GP with RS, SL-TS, FD-TS and DS strategies estimate
traffic speed using samples that were available for two hour period on Monday March 3rd
and penetration rate 20%. The RS, clearly over-samples for both congestion and free-flow
periods by producing multiple samples on the same time period, sometimes even more than
10 samples. An improvement to RS, SL-TS strategy does not select any samples for freeflow period however still over-samples for congestion periods. Using fundamental
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diagram, FD-TS strategy solves this issue by selecting expected of samples to one.
However we can see that this strategy is not perfect, it still sometimes produces multiple
samples for same time periods due to variance in fundamental diagram. Finally, DS, selects
only one sample per time period but even when traffic conditions are normal.
To conclude, we compare performance and give recommendations when each of the
sampling strategies should be used. If communication load and user privacy do not
represent an issue, then directed sensing DS-SL should be used as a primarily sampling
method. It outperforms other strategies in the terms of number of samples while achieving
comparable estimation accuracy and thus reducing cost of entire system. On the other hand,
if user privacy represents an issue but not increased communication load, then semiautonomous strategy SAS-FD-SL might be the best choice. It has comparable performance
as autonomous FD-TS strategy and even further decreases system cost for lower
penetration rates. Finally, if all factors system cost, communication load and user privacy
are equally important, autonomous FD-TS strategy represents best choice.
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CHAPTER 3
TRAFFIC STATE ESTIMATION FROM AGGREGATED
MEASUREMENTS USING SIGNAL RECONSTRUCTION
TECHNIQUES
3.1 Introduction
The success of the ITS greatly depends on the ability to measure traffic conditions and
estimate traffic state at a fine spatial and temporal scale. One of most important challenges
that ITS is facing, is the problem that the traffic measurements provided by many types of
sensors, including the ubiquitous loop detectors, are most often aggregated across multiple
time steps, creating a problem of how to use them for the state estimation. A standard way
to address this issue is to use the aggregated measurements only at the time steps when
they become available to correct the current predicted traffic state, and leave the previously
predicted states unchanged. However, this approach causes the uncertainty of predictions
of Kalman filter to increase and results in decreased accuracy of state estimation. To solve
this problem, the authors of (Schreiter, 2010) recently proposed a method to use the
aggregate measurements to estimate measurements at all time steps during the aggregation
period, by postulating that measurements at all time steps are equal to the corresponding
aggregated measurements. While this approach can be very successful when traffic is in
the free-flow regime, it is not the best choice during the congested regime or during
transitions between the regimes.
In this thesis, we recognize that using the aggregated measurements to reconstruct the
measurement at the scale of individual time steps can be treated as the signal reconstruction
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problem. In this light, the approach proposed in (Courant, 1967) can be interpreted as
stepwise reconstruction. In addition to this, in this thesis we explore few more signal
reconstruction algorithms with increased complexity, ranging from linear interpolation to
spline approximation to treating signal reconstruction as a convex optimization problem.
Finally, we evaluate all these approaches on the high-quality NGSIM traffic data.

3.2 Problem Description
We consider the following nonlinear dynamical system,

xt = M (xt −1) +ηt

(3.1)

zt = H (xt ) + ξt ,
where xt is a vector of state variables and zt is a vector of observations at time step t.
Mapping M represents the state transition model, H the observation model, ηt the state
process Gaussian noise with zero mean and covariance Qt and ξt the observation Gaussian
noise with zero mean and covariance Rt. In traffic domain, vector x represents a vector of
traffic variables such as speeds, densities or flow, and vector z represents sensor readings,
in most cases of speed or flow. According to the cell transmission model (Papageorgiou,
1990; Ngoduy, 2008) which we use in this paper, roads in the traffic network are divided
into spatial cells of arbitrary, but preferably same or similar lengths. In case of Eulerian
traffic sensors, such as fixed loop detectors, cells are typically positioned in such a way
that the sensors are located at their downstream end, and only a small subset of cells
contains a sensor. The time is discrete, divided into time steps whose length is constrained
by the Courant-Friedrichs-Lewy conditions (Courant, 1967), stating that a moving vehicle
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cannot traverse more than one spatial cell during one time step. For example, if the freeflow speed equals 60 km/h and a stretch of freeway is discretized into spatial cells of length
100 meters each, the time step must not be longer than 6 seconds.
The traffic state estimation problem is to estimate a sequence of true states x, which are
not directly observable, given a sequence of observations z. If we choose functions M(·)
and H(·) to be linear, we can use the well-known Kalman filter closed-form solution for
this problem (Kalman, 1960); otherwise there are many approaches that have been
proposed to deal with the nonlinearity of transition and/or observation functions, such as
Extended Kalman Filter (Jazwinski, 1970), Ensemble Kalman Filter (Work, 2008), and
Unscented Kalman Filter (Ngoduy, 2008). All Kalman filter methods work in a similar
way, by iteratively performing prediction and correction steps. In the prediction step, the
next state xt is predicted given knowledge about the current state xt-1, while in the correction
step, observations zt of the current system state are used to re-estimate (i.e. correct) the
prediction. Note that, for various reasons, observations might not be available at every time
step, in which case we can only predict the current state without the correction step.
Dynamical system introduced above implies that the observations zt are obtained
during time step t. However, traffic measurements are usually aggregated over a period of
time to account for the inherent signal noise or to allow easier transmission and storage of
large amounts of measured data. The aggregated measurements are reported every ∆ time
steps, where ∆ is referred to as the aggregation period. As a result, instead of the
observations zt, we have available the aggregated measurements yT only at time steps that
are multiples of ∆, T ∈ {∆, 2∆, …}. Vector yT available at time T is aggregation of zt values
during the previous ∆ time steps, T − ∆ < t ≤ T. In case of the volume measurement, the
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aggregated volume is the sum of all volume measurements during the aggregation period,
while in the case of the speed measurement, the aggregated speed can be the average speed
during the aggregation period. Let us consider the second case in some more detail. There,
T

1
yT =
zt .
∆ t =T − ∆ +1

∑

(3.2)

By combining Equations 1 and 2, we obtain
T

yT =

T

1
1
H (x t ) +
ξt ,
∆ t = T − ∆ +1
∆ t = T − ∆ +1

∑

∑

(3.3)

where, by assuming that the observation noise ξt is sampled IID (independent identically
distributed), it follows that the noise variance drops by a factor of 1/∆ as compared to the
original measurements. During the free-flow, this has a positive effect since H(xt) is stable
and measurement noise is reduced. On the other hand, during the transition or congestion
periods, the gain in measurement noise is offset by a loss of information about the finescale changes in the traffic state.
Figure 3.1 illustrates the measurement aggregation. Note that, instead of the true
measurement signal during period ∆, we are only given its mean value yT at the end of that
period.
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Figure 3.1 Problem description.

The main question when dealing with the aggregated measurements is how to use them
for state estimation. Problem with missing and aggregated measurements was also
recognized in other fields such us hydrology and meteorology (Georgakakos, 1986) where
Kalman filter equations are modified in order to incorporate aggregated measurements. In
economy, disaggregation of time series is important problem for univariate (Harvey, 1984)
and multivariate (Moaruro, 2005) economic time series, where every aggregation step is
modeled as additional system state. In this case dimensionality of state vector is
significantly increased and it is impractical to implement in traffic domain, where we
already have a large number of states represented as cells and only few of those cells that
have available measurement. Another problem is that these methods use traditional Kalman
filter and it is question how well these methods work for nonlinear systems.
In the following section, we intend to show that the existing approaches basically
attempt to reconstruct the measurements zt from the aggregated measurements yT and then
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use the standard Kalman filtering for traffic state estimation. Let us denote the
reconstructed signal at time step t by ẑ t , and the reconstruction function by A(·), such that
zˆ t ≡ A(y, t ),

(3.4)

where y is the set of aggregated measurements until time T, y = {y1, …, yT}, such that t ≤ T.
The reconstructed measurements ẑ t are used in Kalman filter correction step instead of
unknown true measurement zt defined in Equation 1. Depending on the form of the function
A(·), we obtain different reconstructions of the measurement signal, and in the following
two sections we describe several different choices for the reconstruction function.

3.3 The Existing Methods
A typical way of dealing with the aggregated measurements is to apply the correction step
only at the time steps when the aggregate measurements become available and to use them
directly as the measurements, ẑ t = yT, t = T. Consequently, the aggregated measurement is
used to correct the system state at the end of the corresponding aggregation period, while
during the remaining ∆−1 time steps, only the predictions steps are used. We refer to this
as the classic approach, as it is the most commonly used approach in the existing traffic
state estimation algorithms. For this approach, the reconstruction function is defined as
 y t , if t = T
A(y , t ) = 
 NaN , otherwise.

(3.5)

There are several issues with this method. First, zt at time steps t = ∆, 2∆, …, K∆ in general
does not equal yT. Second, information about yT is used in only one of the ∆ steps, although
yT contains information about the aggregated values at all ∆ steps. As a result, the state
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estimation will be suboptimal, characterized by sudden jumps in the estimates and with the
increasing uncertainty at time steps after the correction step.
To address this problem, the authors of (Schreiter, 2010) recently proposed a method
to reconstruct all zt vectors during the aggregation period. Specifically, instead of using the
aggregated measurements yT to correct only the predicted state at time step T, as in the
classic approach, the method corrects all previously predicted states. The reconstruction
function in (Schreiter, 2010) is defined as

A( y , t ) = y T , T − ∆ < t ≤ T ,

(3.6)

and represents a stepwise reconstruction of the aggregated signal (see Figure 1). The
authors showed experimentally that this approach outperforms the classic approach from
(Work, 2008). The stepwise reconstruction from (Jazwinski, 1970) is characterized by
potentially large discontinuities after every aggregation period. This could lead to
suboptimal traffic state estimation, especially during the transition periods, when the traffic
undergoes regime changes, or within the congested periods. It is also important to mention
that this method, unlike the classic approach, exhibits estimation delay of one aggregation
period, since it waits until the new aggregated measurement is acquired yT at time T to
reconstruct the measurements zt and estimate the traffic states xt at time steps T − ∆ < t ≤
T. We refer to this method as the stepwise approach.
The idea to reconstruct the original measurements and use it in the correction step of a
Kalman filter can be further improved by employing more sophisticated signal
reconstruction techniques. In this paper, we will study several different approaches to
signal reconstruction and study how they impact the accuracy of traffic state estimation
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from the aggregated measurements. We describe several of the explored approaches in the
following section.

3.4 Signal Reconstruction from Aggregated Measurements
The stepwise approach from (Jazwinski, 1970) is the simplest measurement reconstruction
scheme from the aggregated data. Here, we will consider several more sophisticated signal
reconstruction approaches, including three standard piecewise interpolation techniques
(linear, cubic spline, and cubic Hermite spline interpolation), as well as kernel regression,
and a convex optimization approach. During the interpolation process for all approaches
other than the convex optimization, the aggregated measurement yT will be assumed to be
in the middle of the aggregation period (Figure 3.2 (top)). More formally, when at time
step T, we assume yT was obtained at time step T − ∆/2. With this assumption, yT can be
treated as a sample from the measurement time series {zt} filtered with a centered window
of length ∆. We propose the following signal reconstruction techniques:
Piecewise linear interpolation. Linear interpolation approximates measurements by a
straight line between the aggregated measurements (Figure 3.2 (bottom)),

47

linear interpolation approach
35

yT-∆

true state
linear reconstruction
stepwise reconstruction

∆

yT+∆

speed [km/h]

30

yT

25

T-∆
20

40

50

T+∆

T
60

70

80

90

time step

linear interpolation approach
35

yT-∆

true state
stepwise reconstruction
linear reconstruction

∆

yT+∆

speed [km/h]

30

yT

25

T-∆
20

40

50

T+∆

T
60

70

80

90

time step

Figure 3.2 Piecewise linear interpolation approach - measurement in time T available (above
measurement in time T+Δ available below).
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A(y , t ) = y T − ∆ + (y T − y T − ∆ )

(t − T + 3∆ / 2)
3∆
∆
, for t ∈ (T −
, T − ].
∆
2
2

(3.7)

For values t ∈ (T − ∆ / 2, T ] , the reconstructed signal can be approximated using the same
formula (Equation 7). It should be observed that when yT+∆ gets available, the signal
reconstruction in the interval t ∈ (T − ∆ / 2, T ] will be changed (see Figure 2b) and result in
a more accurate reconstruction. This distinction will be important when we discuss the
delay allowed in the traffic state estimation in the following section.
Piecewise cubic spline interpolation. As an alternative to interpolation by a straight
line, cubic spline interpolation models measurements as piecewise cubic splines. Spline
interpolation uses low-degree polynomials (of degree 3, in the case we evaluated
experimentally) in each of aggregation intervals and chooses them such that they fit
smoothly together. Given T aggregated measurements, the spline function fits these points
with the spline curve such that it is made out of T−1 cubic polynomials of the form

f i (t ) = a i + bi t + ci t 2 + d i t 3 , i = 1, 2, ..., T − 1,

(3.8)

where ai, bi, ci and di are coefficients of the i-th polynomial found during training. The
reconstruction function is given by

A(y, t ) = f i (t ), if t ∈ (i ⋅ ∆ −

∆
∆
, i ⋅ ∆ + ),
2
2

(3.9)

where i is defined as in Equation 8. It is interesting to note that the stepwise method is a
special case of this approach, obtained by the piecewise 0-degree polynomials.
Furthermore, note that, similarly to the linear interpolation technique, interval of t can be
estimated using Equation 9.
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Cubic Hermite spline interpolation. Cubic Hermite spline interpolation is similar to the
previously introduced cubic spline interpolation, with the difference that the polynomials
(8) are in the Hermite form (Fritsch, 1980).
Kernel regression approach. Kernel regression is a common smoothing technique
(Nadaraya, 1964), which reconstructs a signal as a weighted average of the neighboring
aggregated measurements,

y k (i, t )
∑
i i
A( y , t ) =
, i ∈ {∆,2∆...T∆},
∑i k (i, t )

(3.10)

where k(·,·) is a kernel function. Common choice for the kernel function is the Gaussian
kernel (which we use in this paper), defined as

k (i, t ) =

1

σ 2π

−

e

(3.11)

(i − t ) 2

σ2

,

where σ is a kernel width parameter. For smaller values of σ only the closest neighbors are
considered, whereas for larger σ the weights of all available measurements become almost
uniform.
Convex optimization approach. Finally, we define the interpolation problem as a
convex optimization problem. Convex optimization relates to a class of nonlinear
optimization problems where the objective to be minimized and the constraints are both
convex. Convex optimization problems are attractive because a large class of these
problems can now be efficiently solved (Boyd, 2004). Given the set of aggregated
measurements y, we find smooth measurement estimates ẑ by solving the following
convex problem
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T ∆ −1

min
zˆ

∑ (zˆ t − zˆ t +1 ) 2
t =1
j ⋅∆

1
subject to :
zˆ t = y j , j = 1,..., T .
∆ t = ( j −1) ⋅ ∆ +1

(3.12)

∑

The objective function ensures that the approximation is as smooth as possible, while the
constraint ensures that the mean value of estimated measurements within every aggregation
interval is equal to the corresponding aggregated measurement. In this case, there is no
analytical form for the reconstruction function A(·), rather the solution of the optimization
problem is used instead,

A(y , t ) = zˆ t ,

(3.13)

where, with a slight abuse of notation, ẑt is the t-th element of the solution of convex
problem (Equation 12).

3.5 The Algorithm
Let us discuss the technical details of traffic state estimation algorithm based on Kalman
filtering, which employs the proposed signal reconstruction techniques. We will assume
that the newest aggregated measurement was received at time T, and that we have
reconstructed the measurement vectors zt up to time point T. We will also assume all the
estimated states xt up to time point T are saved. Once the aggregate at time T + ∆ becomes
available, we repeat the reconstruction of the entire measurement sequence up to time point
T + ∆, thus obtaining a better approximation (see Figure 2). Since the states xt during time
period [T − ∆, T] were estimated using the old reconstructed signal, we back up in time and
re-estimate the states for period [T − ∆, T] using the new reconstructed measurement. This
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re-estimation of the states is done to better prepare the Kalman filter for the next estimation
period [T, T + ∆], and the results are not reported to the user. Once the state re-estimation
phase is completed, we proceed with the state estimation by using the reconstructed
measurements in period [T, T + ∆]. The outline of the algorithm is summarized in Table 1.
Note that the algorithm requires an estimation delay of one aggregation interval, ∆.

Table 3.1 Outline of the proposed algorithm (one-interval delay mode).

Kalman filter with proposed signal reconstruction techniques
Assume we are at time step T, and further assume that we stored the state of Kalman
Filter (KF) at time step T – ∆ in memory.
Repeat
1. Wait until aggregated measurement yT+∆ becomes available.
2. Reconstruct the measurement up to time step T + ∆ using all available aggregated
measurements.
3. Load from memory the KF state at time step T – ∆.
4. Re-estimate the states using KF from time step T – ∆ + 1 to T.
5. Store to memory KF state at time step T.
6. Estimate system states from time steps T + 1 to T + ∆ using KF (and report this
to the user).
7. Set T ← T + ∆.

It should be noted that, depending on the allowed delay in making traffic state estimation,
we can obtain several versions of the algorithm. In addition to the one-interval delay
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algorithm in Table 1, it is interesting to consider the off-line version of the algorithm that
allows an arbitrary delay in the state estimation. We call this mode of operation the analysis
mode. In this mode, we assume that a sequence of historical aggregated measurements is
given, and that the goal is to estimate the sequence of historical traffic states. This mode is
useful when analyzing the historical data, and is also used as a benchmark for the oneinterval delay mode, since we expect better results using the analysis mode.
Algorithmically, the difference between this mode and the algorithm from Table 1 is that
only Steps 2, 6 and 7 are iterated.

3.6 Velocity Cell Transmission Model (CTM-v)
In order to test the proposed signal reconstruction approaches for dealing with aggregated
measurements, we employed the CTM-v model (Work, 2008). It is based on the Lighthill,
Whitham and Richards (LWR) model (Lighthill, 1955; Richards, 1956) and is defined as
∆t
xti = xti−1 − ( g ( xti−1 , xti−+11 ) − g ( xti−−11 , xti−1 )), i = 1,2,...L,
∆x

(3.14)

where xti is speed at i-th cell at time step t, L is the total number of cells, and g is the
numerical flow function defined as
R( x2 )

 R ( xc )
g ( x1 , x 2 ) = 
 R( x1 )
max( R( x 2 ), R( x 2 )

if x1 ≤ x 2 ≤ xc
if x1 ≤ xc ≤ x 2
if xc ≤ x1 ≤ x 2
if x1 ≥ x 2 ,

(3.15)

where xc = xmax / 2 , R ( x ) = x 2 − x max x , and xmax is the maximal speed allowed by the CTMv model. Boundary conditions before the first cell and after the last cell modeled by
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Equation 3.14 are modeled as random walk (Wang, 2006), such that two ghost cells are
added to the beginning and the end of the road segment,
xt0 = xt0−1 + ξ t0
xtM +1 = xtL−+11 + ξ tL+1.

(3.16)

The CVM-v model represents the model transition function M(·) from Equation 3.1 by
combining Equations 15 and 16.
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Table 3.2 The Ensemble Kalman filter.
n

1. Generate N ensemble members of system states s 0 , by drawing N samples from
Gaussian distribution, where n = 1, 2,..N, and index 0 denotes initial time step.
2. Make a prediction using the CTM-v model
sˆtn = M ( stn−1 ) + η tn .

3. Compute the mean of the ensemble
xt =

1
N

N

∑ sˆ

n
t

.

n =1

4. Use the mean of the ensemble to compute the covariance of the predicted state

Pt =

1
Et ( Et ) T ,
N −1

where matrix

Et

ˆ1
ˆN
is defined as Et = [st − xt ,..., st − xt ].

5. Calculate the Kalman gain as
K t = Pt ( H ) T [ H Pt ( H )T + R ]−1 .

6. Use the measurement to obtain a new ensemble
stn = sˆtn + K t [ z t − Hsˆtn + ξ tn ].

7. Go to step 2

In CTM-v model, it is assumed that sensors are measuring speed (e.g. they are double loop
detectors) at a subset of cells. As a result, the observation matrix H from Equation 1 is a
linear function of system variables, since the state of the system is directly measured. The
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measurement noise variance Rt is assumed to be constant in time and is denoted simply by
R.

3.7 Ensemble Kalman Filter
The ensemble Kalman filter (EnKF) was first introduced in (Evensen, 2006) as an
alternative to the extended Kalman filter, which performs poorly when the state transition
function is highly nonlinear. The EnKF belongs to a group of suboptimal estimators which
use Monte Carlo or ensemble integration. The EnKF uses collection of state vectors (called
the ensemble members of system states) to propagate state forward in time and to compute
mean and covariance needed for the correction step. The covariance estimated in this way
is used to compute the Kalman gain, while the correction step equation stays the same as
in the traditional Kalman filter. The EnKF algorithm employing the CTM-v model is
summarized in Table 2. In Step 1, samples that are generated represent the prior knowledge
about the initial state and this step represents initialization of the system. Steps 2 through
4 represent the prediction phase, while steps 5 and 6 represent the correction phase.

3.8 Data Set
The EnKF with the described signal reconstruction approaches was tested on the NGSIM
data set (FHWA, Next Generation Simulation, website) collected at the American Interstate
I-101 (Hollywood Freeway) located in Los Angeles, California. This stretch of highway is
640 meters long and consists of 5 lanes and one on and off ramp. Trajectories of all vehicles
were collected on June 15th, 2005, between 7:50am to 8:05am. To collect such high-quality
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data, 8 video cameras were used to monitor this section of highway, and from the recorded
video data coordinates for each vehicle were extracted every 0.1 seconds.
Compared to the typical double loop detector data, where length of highway is usually
several kilometers, and distance between detectors is in hundreds of meters, the portion of
the highway in NGSIM data set is very short both in time and space. To make this data set
more suitable for traffic state estimation, the leftmost lane was divided into 32 cells of
length 20 meters with virtual detectors placed at every 100 meters. As a result, starting
with the cell number 2, every fifth cell contains a virtual sensor that provides speed
measurements. The whole 15-minute time interval was divided into time steps of duration
0.6 seconds, which is consistent with the Courant-Friedrichs-Lewy conditions. The first
100 time steps were discarded due to presence of missing data. As a result, the final
discretization of time and space amounts to 32 spatial cells and 1400 time steps. To
simulate the aggregation, it was assumed that sensors report aggregated speed every ∆ time
steps. The reported yT aggregated values were obtained as the average speed during the ∆
time steps plus a random Gaussian noise with mean zero and variance 1.

3.9 Experimental Setup
Our objective was to estimate the true traffic state available in the original NGSIM data,
given the aggregated measurements and preprocessing them using various signal
reconstruction approaches detailed in the previous sections. The reported performance
measure is Mean Absolute Error (MAE), defined as
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MAE =

1
xiestim
− xitrue
,t
,t ,
L ⋅ K i ,t

∑

(3.17)

where xiestim
and xitrue
,t
,t are estimated and true speed, respectively, for i-th spatial cell at time
step t, where t = 1,2,…,K, and i = 1,2,…, L. Variables K and L represent the total number
of time steps and spatial cells, respectively. We use the embedded Matlab implementations
for linear, cubic spline and cubic Hermite spline interpolations (interp1 function), kernel
regression was implemented in Matlab, while convex optimization approach was solved
using CVX, Matlab toolbox for disciplined convex programming (Grant, 2011). The
experiments were repeated 5 times, and we report the average MAE and the standard
deviation.
The initialization of EnKF was done such that the ensemble members are sampled from
Gaussian distribution with mean 60 km/h and variance 10 km/h. The mean and the variance
were chosen based on the documentation provided with the data set. The maximum speed
on this stretch of highway was determined to be 105 km/h and the ensemble size was EnKF
is set to 200. We set the remaining parameters of EnKF model to the following values:
measurement noise variance is 1 km/h, state noise variance is 100 km/h for ghost and 5
km/h for all other cells. These parameter values were obtained by model calibration.

3.10 Results
For the first part of the experiments, we compared the performance of two existing signal
reconstruction methods (classic and stepwise) to the five proposed reconstruction
techniques. We run separate experiments for different lengths of the aggregation interval
∆, where ∆ ∈ {1, 2, 4, 10, 20, 40}. Note that, when ∆ = 1, the aggregation is not performed
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and the original, virtual loop detector measurements are used in the correction step.
Although this is not a realistic setting, it is very useful as a benchmark. Results for the oneinterval delay and the analysis mode are presented in Table 3.3. Confirming the results
from (Schreiter, 2010), the stepwise approach consistently achieves better performance
than the classic approach, demonstrating the benefits of the measurement reconstruction.
However, although the stepwise and classic approach achieve reasonable results for shorter
aggregation intervals in both modes of operation, for longer intervals the proposed signal
reconstruction methods work better. For example, when aggregation interval ∆ is set to 40,
the reconstruction approach based on convex optimization achieves 10% improvement
over the stepwise reconstruction.
When comparing the analysis and the one-interval modes, it is interesting that the
reported MAE is nearly the same for all interpolation methods, except for cubic spline
interpolation The reason is due to poor interpolation of cubic spline method for interval

t ∈ (T − ∆ / 2, T ] , stemming from the use of higher-degree polynomials. On the other hand,
in the analysis mode, only interpolation is performed, which leads to improved
performance. Interestingly, performance of convex optimization approach and linear
interpolation approach are very similar in all settings.
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Table 3.3 MAE for different aggregation intervals.
Linear

Analysis mode

One-interval delay mode

∆

Classic

Spline

Hermite

Stepwise

Kernel
Optim.

interp.

interp.

interp.

regression

1

4.73±0.07

4.73±0.07

4.73±0.07

4.73±0.07

4.73±0.07

4.73±0.07

4.73±0.07

2

4.90±0.05

4.74±0.01

4.74±0.06

5.02±0.08

4.82±0.05

4.75±0.07

4.92±0.03

4

5.30±0.07

4.79±0.06

4.80±0.05

5.05±0.04

4.83±0.07

4.79±0.06

4.93±0.02

10

6.10±0.05

4.96±0.04

4.87±0.03

5.12±0.02

4.88±0.02

4.86±0.06

4.85.±0.03

20

7.12±0.03

5.11±0.06

4.89±0.02

5.29±0.02

4.97±0.02

4.95±0.04

4.95±0.03

40

9.06±0.06

5.73±0.06

5.26±0.04

5.84±0.03

5.31±0.01

5.24±0.03

5.49±0.02

1

4.73±0.07

4.73±0.07

4.73±0.07

4.73±0.07

4.73±0.07

4.73±0.07

4.73±0.07

2

4.90±0.05

4.74±0.01

4.74±0.04

4.72±0.04

4.79±0.04

4.68±0.05

4.85±0.04

4

5.30±0.07

4.79±0.06

4.73±0.04

4.69±0.06

4.69±0.04

4.72±0.03

4.81±0.04

10

6.10±0.05

4.96±0.04

4.80±0.03

4.82±0.05

4.83±0.03

4.80±0.05

4.83±0.03

20

7.12±0.03

5.11±0.06

4.91±0.05

4.90±0.02

4.90±0.05

4.96±0.02

4.96±0.06

40

9.06±0.06

5.73±0.06

5.27±0.03

5.26±0.02

5.34±0.03

5.26±0.04

5.57±0.02

For the remaining experiments, we fixed the aggregation interval to ∆ = 20. To get
better insight into the state estimation performance, Figure 3.3 shows the reconstructed
measurement signal for cell with a sensor obtained using different reconstruction methods.
The difference between the proposed approaches and the stepwise approach is clearly
visible, as they follow the true (unobserved) measurement much closer and without sudden
jumps.
To gain a further insight into behavior of different signal reconstruction techniques,
Figure 3.4 demonstrates difference in speed estimation between stepwise and cubic
Hermite interpolation approaches on two representative types of cells, namely one with
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and one without a virtual sensor. When applied to the cell with a sensor, we can conclude
that step function in the stepwise approach does not model traffic speed well during the
transition periods, while the cubic approach handles these situations well. Notice that both
approaches fail to model short sudden jump in speed at time step 1.100 due to aggregation
of measurements. However, when we apply the approaches on the cell without a sensor,
they are both less accurate since measurements are not available for this cell, and the
correction step is never performed.
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Figure 3.3 True state and reconstructed measurements for different interpolation approaches
for cell with sensor.
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Table 3.4 reports MAE for different types of spatial cells. More specifically, “Cell 1”
column represents error for all cells that have virtual detectors, ”Cell 2” for all cells that
are located immediately downstream of the cells with detectors, while “Cell 5” is for cells
located immediately upstream of the cells with sensors. From this table, we can conclude
that most approaches achieve the lowest error on cells with detectors and the highest error
on the cells located the furthest from the detectors. Interestingly, cells that are located
downstream of sensors have lower error that cells located upstream of sensors. This can be
explained by the fact that there are several backward shocks in the data set which CTM-v
model reproduces well. The classic approach has a very high error on all cells, even on
cells where the detectors are located. It is important to mention that the ghost cells modeling
boundary conditions are not taken into consideration for this analysis.

Table 3.4 Reported MAE for different types of cells.

Cell 1

Cell 2

Cell 3

Cell 4

Cell 5

Classic

6.2644

6.1148

6.5151

6.0258

5.9105

Stepwise

2.8099

4.8487

5.8010

5.2290

4.2147

Linear interp.

2.5477

4.5713

5.4521

4.8191

4.0003

Spline interp.

3.3407

4.7495

5.5812

4.9976

4.2339

Hermite interp.

2.7161

4.5584

5.4618

4.9266

4.0393

Optimization.

2.4729

4.5551

5.4806

4.8766

4.0037

Kernel regress.

2.6487

4.6113

5.3968

4.7949

4.0145
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Figure 3.4 True and estimated speed for stepwise and cubic interpolation approaches for cells
with sensor (above) and without sensor (below).
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CHAPTER 4
TRAFFIC SPEED FORECASTING BY MIXTURE OF EXPERTS
4.1 Introduction
Traffic flow can often be characterized as being in one of the several regimes. Typical two
regimes are free flow, in which density of cars is low enough to allow uninterrupted flow
of traffic near the speed limit, and congestion, in which high density of cars causes a
significant drop in traffic speed. Learning a single predictor on data with regimes could
require powerful nonlinear methods and result in an overly complicated model prone to
overfitting (Pesaran, 2004). As an alternative, it might be more reasonable to train simpler
predictors on each regime separately. This idea can be implemented through the mixture
of experts framework (Jordan, 1994) which is illustrated in Figure 4.1. The figure depicts
two experts that produce predictions y1 and y2 for the given input x and a gating function
that decides how much to trust each expert at any given time.
There are two major classes of mixture of experts models for time series forecasting,
depending on the functional form of gating function. In first, inputs to the gating function
are the same as inputs to the experts. If, in addition, both the experts and the gating function
are feedforward neural networks, the whole mixture of experts model can be represented
as a feedforward neural network (Weigend, 1995). In second, the gating function is a
Markov chain that models transitions between regimes probabilistically, and is leads to the
regime switching model that has been popular in time series analysis (Hamilton, 1994).
The problem with the first approach is that it can still result in an overly complex model
that is prone to overfitting and difficult to interpret. The problem with the second approach
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is that Markov chain can be too slow to adapt to changing traffic conditions. In our
proposed design experts are linear regression models and gating function is a decision tree.
Such design alleviates the overfitting problem, retains modeling flexibility, and allows easy
interpretation of the resulting model.

y
+
π1(x)
×
×
f1(x)
EXPERT 1
(Free flow
regime)

π2(x)

f2(x)
EXPERT 2
(Congested
regime)

GATING FUNCTION
(Decision tree)

x
Figure 4.1 Mixture of experts architecture.

It is worth mentioning that two related approaches were studied in the traffic
forecasting literature. One accounts for regime change by detecting shifts in the process
mean and updating the intercept term of an ARIMA model (Cetin, 2006). This approach
can be treated as a simplified heuristic version of the mixture of experts approach. An
approach that has been popular in traffic forecasting consists of fitting a separate linear
predictor at different times of a day and ensuring the smooth transition of predictor weights
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during the day (Zhang, 2003). This approach can be treated as an extreme version of
mixture of experts model where there are many experts and gating function is a
deterministic function of the time of day.
In this thesis, we consider traffic speed forecasting and we evaluate the proposed and
benchmark predictors on real-life traffic data from a highway segment in Minneapolis,
MN. It should be noted that our approach can also be applied to other traffic forecasting
problems such as prediction of traffic volume and travel time and also to similar time series
forecasting problems in other domains.

4.2 Methodology
In this section we describe the proposed mixture of experts approach for speed forecasting.
Let us denote with xi a set of attributes at time ti and with yi the target variable representing
traffic speed at time ti+δ, where δ is the forecasting horizon. We assume that target variable
is generated as,
yi = hk ( xi ) + εi

(4.1)

,

where hk is the unknown regression function for k-th regime and εi is the target noise. If the
noise is Gaussian, ε i ~ N (0, σ k 2 ) , the probability of target yi given xi can be written as
pk ( yi | xi ) = N( yi | hk ( xi ),σ k 2 ).

(4.2)

Using the mixture model the target probability is
K

K

k =1

k =1

p( yi | xi ) = ∑ p( yi | regimek , xi ) = ∑ πik pk ( yi | xi ) ,

(4.3)
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where π ik = p(regimek | xi ) is the prior probability that i-th example is generated by the kth regime and p k ( yi | xi ) is the target probability when the i-th example is generated by
the k-th regime. The target of i-th example can be calculated as the expected value of the
mixture model,
K

yˆ ( xi ) = E[ yi | xi ] = ∑ πik Ek [ yi | xi ] .

(4.4)

k =1

The learning problem is to determine π ik and p k ( yi | xi ) . We assume that they are
parametric functions expressed as π ik (θ g ) and p k ( y i | xi , θ p ) . The mixture model from

Equation 4.3 can now be rewritten as
K

p( yi | xi , θ) =

∑ πik (θ g ) pk ( yi | xi , θ p ),

(4.5)

k =1

where θ = (θ g , θ p ) are the model parameters.
To facilitate model optimization, we consider the regime assignment as the unobserved
data and introduce a latent binary indicator variable zik, where

1 , if xi ∈ regimek
zik = 
0, otherwise,

(4.6)

Denoting z i = [ z i1 ... z iK ] , the complete probability for xi is
K

p( yi ,z i | xi , θ) = ∏ ( p( yi , z ik = 1 | xi , θ)) zik .

(4.7)

k =1

By denoting X = { x i , i = 1 ... N } , Y = { y i , i = 1...N } and Z = {z i , i = 1...N } , the log-likelihood
of the complete data Dcomplete = {(xi, yi, zi), i = 1...N} is given by
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N K

ln p(Y , Z | X , θ) = ∑ ∑ zik ln(π ik (θ g ) p( yi | xi , θ p ))

(4.8)

i =1 k =1

To find θ that increases the complete log-likelihood Equation 4.8, the expectationmaximization (EM) algorithm is used. EM starts with an initial guess of θ and updates it
by alternating between expectation (E) and maximization (M) steps until convergence.
In the E-step, the algorithm evaluates the expected value of the log-likelihood, with
respect to the current estimate of the posterior probability of Z given X and Y. By denoting
the current parameter estimate as θc, the expectation can be expressed as
N K

Q(θ, θ ) = ∑ ∑ γ ik (θ c )(ln π ik (θ g ) + ln p( yi | xi , θ p ))
c

(4.9)

i =1 k =1

where
c

c

π ik (θ cg ) pk ( yi | xi , θ cp )

γ ik (θ ) ≡ p( zik = 1 | xi , yi , θ ) =
K

∑ πij (θcg ) p j ( yi | xi , θcp )

(4.10)

j =1

is the posterior that i-th example is from k-th regime.
In the M-step, the algorithm updates the model parameters θ to maximize Q,

θ ( new ) = arg max Q (θ, θ ( old ) )

(4.11)

θ

To optimize Equation 4.11 we have to define the parametric functions π ik (θ g ) and
p k ( y i | x i , θ p ) . This will be discussed in the following section.

Model optimization. Let us discuss how to solve the optimization problem Equation
4.11 depending on how π ik (θ g ) and p k ( y i | xi , θ p ) are defined. Starting from the
assumption Equation 4.2, we can define
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ln pk ( yi | xi , θ p ) =
where f k ( xi , w k )

( yi − f k ( xi , w k ))2
δ 2k

2

(4.12)

+ ln 2πδk .

is a predictor for k-th regime and

the parameter set is

θ p = {( w k , δ k ), k = 1...K } . In this work, we will use linear regression functions
T

f k ( x, w k ) = x i w k .

Instead of using a parametric gating function π ij (θ g ) we will use decision tree. Since
decision tree is nonparametric, we will use notation π ij instead of π ij (θ g ) . As a result,
direct maximization Equation 4.11 of Q from Equation 4.9 by gradient descent approaches
is not possible. Instead, we will use a generalized expectation maximization procedure that
is guaranteed to increase value of Q at each M step, instead of maximizing it. We
accomplish the M step in two stages.
In the first stage, for a fixed decision tree from the previous M step, we find θp that
maximizes Q from Equation 4.9. Since optimization of wk does not depend on δk, we first
optimize wk while treating δk as constant. For regime-specific function fk, the resulting
problem is equivalent to minimizing the weighted squared error,
N

Ek = ∑ γik (θc )( yi − f k ( xi , w k ))2 .

(4.13)

i =1

To minimize Ek, by remembering that fk is a linear regression function, we can obtain wk
in a closed-form by solving the weighted regression problem,
wk = ( X T Γk X ) −1 X T Γk Y ,

(4.14)
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where Γk is a diagonal matrix with entries { γ ik ( θ c ) , i = 1…N}. Given wk, the remaining
step is to optimize δk. By setting the derivative of Q with respect to δk to zero, the optimal

δk is obtained in the closed-form as
N

N

i =1

i =1

δ k 2 = ∑ γ ik (θ c )( yi − f k (x i , w k )) 2 / ∑ γ ik (θ c )

(4.15)
.

In the second stage, we train a decision tree with probabilistic outputs to predict γ ik
defined as

γ ik =

πik c pk ( yi | xi , θ p c )
K

,

(4.16)

∑ πij p j ( yi | xi , θ p )
c

c

j =1
c

c

where πik is the decision tree from the previous M step, and θ p are newly learned
parameters from Equations 4.14 and 4.15. The justification for the second stage comes
from the first term on the right hand side of Equation 4.9, which is maximized by
approximating the posterior γ ik . Both stages guarantee decrease in the objective function
Q and, thus, the convergence of the generalized EM procedure to a local maximum.
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Table 4.1 Outline of the proposed mixture of experts algorithm.

1. Partition the data set D into K candidate regimes
2. Train one predictor fk on each regime
3. Assign all prior values πik to be a constant
4. repeat
a. Estimate noise variance δk from (15)
b. Calculate posteriors γik (from (10), where pk is defined in (2))
c. Train a decision tree to learn the prior πik
d. Train regime predictors fk (using (14))
5. until convergence
6. Predict using (17)

Let us briefly discuss technical details of training the decision tree with probabilistic
outputs. The idea is to treat all examples assigned to k-th regime as class k. Since the
assignment of examples to regimes in the EM approach is probabilistic (depending on γik
values), we sample with replacement training set of size N from the original training set
based on the probabilities γik. Probabilistic outputs π ik are obtained simply as a fraction of
all examples from class k in the leaf node. To improve robustness, we use the Laplace
correction in estimation of π ik .
Following Equation 4.4 and given the trained linear experts fk and decision tree that
provides π ik values, label of i-th example is predicted as
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K

yˆ ( xi ) =

∑ πik xiT w k .

(4.17)

j =1

Outline of the proposed mixture of experts algorithm is summarized in Table 4.1.

4.3 Experimental Setup
Data description
To evaluate the proposed mixture of experts algorithm and compare it with alternatives,
we used traffic data collected over a 5 mile stretch of I-35W highway in Minneapolis, MN
as shown in Figure 4.2. This part of Minneapolis highway network is located near the city
center on which congestion periods are regularly occurring during both morning and
afternoon rush hours (see Figure 4.3). This very congested segment contains 10 traffic
measurement stations in each direction, with spacing of about half a mile. Each station
measures traffic at every lane by the single loop detectors that are installed right beneath
the pavement. Every single loop detector reports volume (how many cars pass over the
sensor) and occupancy (how long the sensor was occupied) during each 30-second interval.
The data covered 3 months, from March 1st to Jun 1st of 2003, during periods between 7am
and 7pm. In this study we considered only traffic measurements at the second lane from
left because it is a representative of typical traffic conditions.
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Figure 4.2 Traffic speed on sensor 8 during March 2003.

Data preprocessing. For our experiments, we removed holidays and weekends because
their traffic behavior is significantly different from weekdays (as seen in Fig. 4.2). In
addition, we also removed several days with a large number of missing or corrupted
measurements. For example, all measurements during Tuesday, March 18th, are missing,
while on Monday, March 3rd, estimated speed is unusually low during early morning hours.
Both days were treated as outliers and were removed from data set. After removal, a total
of 58 days remained in our data set.
Starting from the raw 30-second volume and occupancy data, an important step is to
estimate traffic speed. This is a nontrivial problem because relationship between speed and
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occupancy depends on lengths of vehicles passing over the sensor. We used the following
standard approach (Coifman, 2001) to estimate speed as
speed = length ×

volume
,
occupancy

(4.18)

where length is the average vehicle length estimated as
 occupancy 
length = 60 mph × median 
,
 volume


(4.19)

where median is calculated over all 58 days in our data only during the non-congested time
intervals and assuming that (1) free flow speed is 60 miles/hour (equal to the speed limit
on this part of highway) and (2) average vehicle length does not change significantly during
the day. Because speed estimation using this approach can be quite unreliable, we
aggregated speed to 5-minute increments.
Experimental setup. The objective of our evaluation was to predict traffic speed in a
range from 5 minutes to one hour ahead. The evaluated mixture of experts predictor
consisted of two linear regression experts and a decision tree gating function, as described
in Section 2. While our approach allows using a larger number of experts, we decided to
experiment with two to allow testing a hypothesis that the EM algorithm will be able to
discover free flow and congested regimes. Both experts and decision tree shared the same
input attributes, although our approach is general enough and allows using a customized
set of attributes for each component.
Out of the 58 days in our data set, we used the first 40 as training set and the last 18 as
test set. We trained a separate mixture of experts model for each of the 10 sensors and each
of the time horizons ranging from 5 minutes to one hour ahead in increments of 5 minutes.
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Results are reported as Mean Absolute Errors (MAE). For all experiments we used the
following 21 attributes: (1) Current speed (at time t) from all 10 sensors along the stretch;
(2) Average historical speed at time t+δ from all 10 detectors on the stretch, where δ is the
prediction horizon; (3) Current volume at sensor on which speed is predicted. For linear
regression models, we also added the intercept term as the first attribute.
We compared our approach with random walk, historical average, linear regression,
regression tree, time varying coefficient regression (TVC), and Markov switching model.
1. (RW) Random walk method predicts traffic speed by using current speed as
prediction.
2. (HIS) Historical average method calculates average historical speed at given time
of the day and uses it for prediction.
3. (LR) Standard linear regression predictor is the special case of the mixture of
experts approach with a single regime.
4. (RT) Regression tree is a standard data mining algorithm. To train the right sized
tree, we used a subset of the training data for pruning.
5. (TVC) Linear regression with time varying coefficients (Hastie, 1993) has been
popular in traffic forecasting (Zhang, 2003). The main idea is that regression
coefficients w can vary gradually with time (t) and prediction horizon (δ). For given
t and δ, TVC is trained by minimizing

∑ ∑ ( yd ,t +δ + s − f ( xd ,t , wt ,δ ))2 K (s)
d∈D s∈T

(4.20)
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where D are days in training data, T is length of a window centered around (t+δ), K
is the kernel function that imposes smoothness. For our experiments, following
(Kwon, 2005), K(s) had values 0.3, 0.6, 1, 0.6, 0.3 at s = −2, −1, 0, 1, 2, respectively.
6. (MS) Markov switching model (Hamilton, 1994) is similar to the proposed
approach, the only difference being that the gating function is modeled as the
Markov chain.

4.4 Results
Table 2 summarizes accuracies of various predictors for different time horizons. The
abbreviation ME is used for the proposed mixture of experts model. The MAE results
shown are average MAE over the 10 I-35W sensors. We can see that random walk predictor
works better than historical predictor for horizons of up to 30 minutes ahead. Interestingly,
although the two predictors behave very differently, their overall performance is similar.
Both baseline predictors are inferior to the remaining approaches that use current speed
and historical speed as attributes. Accuracy of TVC and linear regression method is similar,
with TVC being slightly less accurate for short horizons and slightly more accurate for
longer horizons.

Markov switching model is competitive for shorter horizons, but

deteriorates for longer ones because its transition matrix cannot accurately capture regime
changes over longer time periods. The proposed mixture of experts approach that uses
regression tree as gating function achieves the best overall results. As compared to the
Markov switching model, it is evident that regression tree is more appropriate than the
Markov chain and that it is better capable of predicting the traffic regimes. It also produces
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more accurate results than the regression tree, which indicates that using linear experts is
more beneficial than using constants at the leafs of a tree.

Table 4.2 Reported MAE for 12 prediction horizons.

Hor.
5
10
15
20
25
30
35
40
45
50
55
60
Total

HIS
7.67
7.67
7.67
7.67
7.67
7.67
7.67
7.67
7.67
7.67
7.67
7.67
7.67

RW
4.43
5.38
6.12
6.72
7.23
7.74
8.18
8.63
8.98
9.33
9.63
9.94
7.69

TVC
4.24
5.03
5.58
6.00
6.31
6.59
6.78
6.97
7.12
7.25
7.35
7.41
6.39

LR
4.02
4.89
5.50
5.93
6.27
6.59
6.83
7.04
7.21
7.35
7.45
7.54
6.39

MS
4.04
4.89
5.63
6.08
6.29
7.07
7.17
7.63
7.87
7.97
8.16
8.58
6.78

RT
3.95
4.93
5.56
5.92
6.32
6.51
6.72
6.84
7.05
7.13
7.21
7.31
6.29

ME
3.76
4.69
5.33
5.70
6.09
6.30
6.59
6.76
6.91
7.07
7.15
7.24
6.13

In Table 3 we report overall (over all forecasting horizons) MAE for each of the 10 sensors
used in our study. Sensors 4, 5, 6 and 7 have larger MAE than the first and last three sensors.
The possible explanation is that there are 3 on and 3 off ramps that are located between
sensors 4 and 8 and that their influence causes larger deviations on traffic speed and that
they are more difficult to predict.
To get a better insight into the forecasting performance, Figure 4.3 illustrates true and
predicted speed 5 minutes and 1 hour ahead by the mixture of experts method. As expected,
5-minute ahead accuracy is much better. In the 1-hour ahead prediction, we can observe
that accuracy during the congested regime is larger than during the free-flow regime. We
can also observe a slight delay in recognizing the regime change. However, the mixture of
experts approach is more successful in both than the competing predictors.
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Table 4.3 Reported MAE for all 10 sensors on the highway stretch.

Sens.
1
2
3
4
5
6
7
8
9
10
Total

HIS
6.68
6.64
7.38
8.82
9.75
9.00
8.42
6.93
6.04
7.09
7.67

RW
5.93
6.25
7.09
7.78
8.31
8.56
9.19
7.88
7.49
8.44
7.69

TVC
5.18
5.46
6.17
6.87
7.30
7.13
7.34
6.09
5.74
6.58
6.39

LR
5.57
5.73
6.11
7.01
7.45
7.08
7.05
5.96
5.55
6.34
6.39

MSE
5.66
5.61
6.39
7.26
7.92
7.83
7.82
6.59
5.86
6.88
6.78

RT
5.33
5.42
5.87
6.98
7.03
6.85
7.14
5.99
5.66
6.63
6.29

ME
5.18
5.27
5.77
6.79
6.86
6.79
6.99
5.82
5.47
6.39
6.13

In Figure 4.4, we analyze the resulting two speed forecasting experts on sensor 1 – one
specialized for congested and another for free flow regime. Each column in the figure
shows importance of each of the 22 attributes (the intercept term, 10 current speeds, 10
historical speeds, and volume) where black dots indicate that the given attribute is
significant (absolute value of its t-statistics is above 3). We can notice that the interception
term (the first attribute) was important in all experts, other than in the congested expert for
5 minute ahead forecasting, which used the current speed. Congestion regime expert relies
on current and historical speed of downstream sensors. The free flow expert found a larger
range of attributes to be useful.
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Figure 4.3 Predictions of mixture of experts for 5 minutes and 1 hour ahead for one of test
days.

In Figure 4.5 we show the top portion of the trained regression trees in the mixture of
experts model trained for speed prediction at sensor 1. The tree for 5 minute ahead
forecasting gives the highest importance to the current speed at sensor 1 and it also uses
current speed at the immediate downstream sensors. On the other hand, the tree for 1 hour
ahead forecasting gives higher importance to historical speed (it is the second most
important attribute) and to current speed at sensors downstream, which give better
information about upcoming regime changes.
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Figure 4.4 Comparison of t-statistics for different regime predictors.
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Figure 4.5 Top of decision trees for sensor 1 for 5 min (left) and 1-hour (right) ahead
predictions.

Figure 4.6 shows comparison between actual traffic speed (in miles/hour) at sensor 1 and
prior probabilities for expert 1 given by the regression tree gating function. As can be seen,
prior probability of expert 1 is tightly related with the actual speed, clearly indicating that
expert 1 is specialized for the free-flow regime. This result confirms that the proposed
mixture of experts model was successful in uncovering the major two traffic regimes.
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Figure 4.6 Comparison of actual speed and free flow prior for one of test days.
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CHAPTER 5
CONCLUSIONS
The biggest challenge that ITS systems are facing is the ability to efficiently sample
vast amounts of traffic data, estimate traffic current state in entire traffic network, and
forecast its future behavior.
In this thesis we proposed and evaluate several traffic sampling strategies for
autonomous, semi-autonomous and directed participatory sensing. Proposed sampling
strategies are designed such to reduce the number of samples sent to the server, while
maintaining high accuracy of traffic estimation. Since such sampling is biased and results
in missing data, we also proposed an approach for correction of the GP algorithm. As a
result, proposed approaches allowed us to reduce sampling rates by almost two orders of
magnitude as compared to the baseline approaches, while incurring only a small loss in
accuracy.
In traffic estimation domain, measurements at every time step are typically not
available; instead we are only given the aggregated measurements over pre-defined
aggregation intervals. This can pose a problem when estimating traffic states, as popular
Kalman filter methods achieve state-of-the-art performance only when the measurements
are available without gaps. To solve this issue, we proposed to reconstruct the highresolution measurement using several approaches. We further demonstrated how the
reconstructed signal is used with the Ensemble Kalman filter employing velocity cell
transmission model in two different modes of operation, online one-interval delay mode
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and offline analysis mode. The results show the benefits of the proposed approach, which
outperformed the existing methods and improved accuracy of the underlying traffic model.
Finally, to solve traffic forecasting problem, in this thesis we presented a mixture of
experts approach that uses linear regression predictors as experts and regression tree as
gating network. This relatively simple and computationally efficient approach managed to
automatically discover free-flow and congested regimes and was more accurate than
several competing algorithms, including regression trees, time varying regression, and
Markov switching model. The structure of the proposed model, where both regression tree
rules and linear forecasting experts can be easily interpreted by humans, can make it very
attractive for traffic engineers. The proposed approach allows use of more than two experts,
which could be useful in modeling of other traffic regimes, such as traffic accidents or
harsh weather conditions. If human interpretation of the resulting forecasting model is not
a primary objective, the proposed approach allows replacing linear predictors with more
powerful neural networks.
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