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ABSTRACT

Multiple Testing in Grouped Dependent Data
by
Nicolle T. Clements

Chair: Sanat K. Sarkar

This dissertation is focused on multiple testing procedures to be used in data that are naturally grouped or possess a spatial structure. We propose ‘Two-Stage’ procedure to control
the False Discovery Rate (FDR) in situations where one-sided hypothesis testing is appropriate, such as astronomical source detection. Similarly, we propose a ‘Three-Stage’ procedure to control the mixed directional False Discovery Rate (mdFDR) in situations where
two-sided hypothesis testing is appropriate, such as vegetation monitoring in remote sensing NDVI data. The Two and Three-Stage procedures have provable FDR/mdFDR control
under certain dependence situations. We also present the Adaptive versions which are examined under simulation studies. The ‘Stages’ refer to testing hypotheses both group-wise
and individually, which is motivated by the belief that the dependencies among the p-values
associated with the spatially oriented hypotheses occur more locally than globally. Thus,
these ‘Staged’ procedures test hypotheses in groups that incorporate the local, unknown
dependencies of neighboring p-values. If a group is found significant, further investigation
is done to the individual p-values within that group. For the vegetation monitoring data, we
extend the investigation by providing some spatio-temporal models and forecasts to some
regions where significant change was detected through the multiple testing procedure.
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CHAPTER 1

INTRODUCTION

1.1 Motivation
In recent years, a growing amount of statistical research has been devoted to multiple
testing, motivated by a variety of applications in genomics, brain imaging, bioinformatics,
satellite remote sensing, astronomical surveys, etc. Research in this area is focused on
developing powerful procedures that can be used even when the data dimension is quite
large. When there are a large number of parameters or hypotheses to be studied, large scale
multiplicity concerns are raised involving various types of error rates. Recent multiple
testing methodologies have been developed with the idea of controlling the specific error
called a false discovery. A false discovery transpires when a hypothesis is falsely rejected
or ‘discovered’. This is known to statisticians as a type I error. A type II error occurs
when the test fails to reject a false null hypothesis. A type III error, otherwise known as
a directional error, is defined as the rejection of a false null using a two-sided alternative,
but where the sign of true parameter of interest, say βi , is opposite of its estimate, say β̂i .
Ideally, statisticians want to develop testing procedures that minimize the probability of
making these errors without sacrificing power.
Often in the context of testing high dimensional data, hypotheses can possess a spatial
structure (e.g. remote sensing, brain imaging, or astronomical data). Dealing with spatially structured data from a multiple testing framework is the primary inspiration for this
1

research. If the hypotheses are spatially oriented, they are likely correlated with neighboring hypotheses. In other words, if one hypothesis is false, the nearby hypotheses are
also likely to be false. The motivation behind the present research is to develop multiple
testing methodologies that incorporate the spatial structure of hypotheses and potentially
make improvements over existing methods.

1.2 Error Rates
An introduction to some multiple testing error rates measuring type I and type III errors
is described below. Among these error rates, the following will be discussed in detail in
this dissertation: the Familywise Error Rate (FWER), the False Discovery Rate (FDR),
and the mixed directional False Discovery Rate (mdFDR). The FWER is the probability of
making one or more type I errors, while the FDR is the expected value of the proportion of
rejected true null hypotheses among all of the rejected hypotheses. If there are no rejected
hypotheses, the FDR is defined to be zero. Comparatively, the FDR is less conservative
than the FWER, meaning FWER control ensures FDR control. However, a multiple testing
procedure with FDR control will not necessarily maintain control of the FWER.
There are two common variants to deal with both type I and type III errors in the FDR
framework. First is the pure directional FDR (dFDR) first studied in Benjamini and Yekutieli (2005), which is the expected proportion of directional errors among rejected hypotheses. Second is the mixed directional FDR (mdFDR), which is the expected proportion of
type I and type III errors among rejected hypotheses (Guo et al. (2009) and Benjamini and
Yekutieli (2005)). Part of this research will focus on the mdFDR. Several methods controlling the FWER, FDR, and mdFDR have been proposed in the literature and will be
discussed in Chapter 2. First, an overview of the basic concepts and notation in multiple
testing is presented.
Testing a single hypothesis typically involves making a choice between two complementary statements about a population parameter, referred to as the null and alternative
2

hypotheses. The decision to accept or reject the null hypothesis is based on the information
gathered from a sample, which is a subset of the population. Since information from the
entire population is infeasible, it is possible that the data can lead to erroneous decisions
regarding the null and alternative. Specifically, type I, type II and type III errors are of
concern. The goal of statisticians is to develop testing procedures that minimize the probability of making these errors without sacrificing the power to detect false nulls. Actually, it
is impossible to minimize these errors simultaneously, since reducing one type of error will
inflate the other errors. Controlling type I error has traditionally been the focus of testing
methods.
Recently, instead of single hypothesis testing, researchers are being confronted with
testing n hypotheses together, where n can be very large. One cannot employ the same
testing procedures used for a single hypothesis because the probability of making an error
compounds as n gets large. This is called the multiplicity eﬀect. Multiple testing procedures
are necessarily diﬀerent than single testing procedures because they take into account the
number of hypotheses being tested to ensure simultaneous control of error. When testing
several hypotheses together, called a family of hypotheses, one must define an appropriate
compound error measure. Then, a procedure is developed that allows one to control this
error rate at a desired level.
Table 1.1 gives the various outcomes when testing n hypotheses simultaneously, where
Hi0 : θi = θi0 is the null, and Hi1 : θi , θi0 is the two-sided alternative, for i = 1, 2, . . . , n. Of
these quantities in Table 1.1, only n, A, and R (where R = R1 + R2 ) are known after applying
a particular multiple testing procedure. Here, V = V1 + V2 is the number of type I errors
and T = T 1 + T 2 is the number of type II errors. FWER and FDR testing procedures focus
on controlling V in some sense. The number of type III errors is S = S 2 + S 3 .
We now describe several diﬀerent notions of type I and type III error rates in the context
of multiple testing. In Chapter 2, there is a discussion on various methods that provide
control of the FWER, FDR, and mdFDR. However, this research will primarily focus on

3

Table 1.1: Multiple Testing outcomes from testing n hypotheses
Truth
θ = θ0
θ > θ0
θ < θ0
Total

Accept H0
U
T1
T2
A

Reject H0(+)
V1
S1
S3
R1

Reject H0(−)
V2
S2
S4
R2

Total
n0
n+
n−
n

controlling the FDR and mdFDR. Note that since the FWER is more conservative, methods
that control the FWER automatically control the FDR.
1. The Per-Family Error Rate (PFER) is the expected number of falsely rejected null
hypotheses. In terms of Table 1.1, PFER = E(V) = E(V1 + V2 ).
2. The Per-comparison Error Rate (PCER) is the expected proportion of falsely rejected
hypotheses. In terms of Table 1.1, PCER =

E(V)
n

=

E(V1 +V2 )
.
n

3. The Familywise Error Rate (FWER) is the probability of at least one falsely rejected
null hypothesis. In terms of Table 1.1, FWER = P(V ≥ 1) = P(V1 + V2 ≥ 1).
4. The Generalized Familywise Error Rate (k-FWER) is the probability of at least k
falsely rejected null hypotheses. In terms of Table 1.1, k-FWER = P(V ≥ k) =
P(V1 + V2 ≥ k). When k = 1, the k-FWER reduces to the FWER.
5. The False Discovery Rate (FDR) is the expectation of the proportion of falsely rejected hypotheses among all the rejected hypotheses. In terms of Table 1.1, FDR =
)
(
V
.
E max(R,1)
6. The Generalized False Discovery Rate (k-FDR) is the expected proportion of k or
more false rejections among all rejected hypotheses. In terms of Table 1.1, k-FDR =
( V I(V≥k) )
E max(R,1)
. When k = 1, the k-FDR reduces to the FDR.
7. The (pure) directional False Discovery Rate (dFDR) is the expected proportion of
type III errors among all rejected null hypotheses. In terms of Table 1.1, dFDR =
4

E

(

S
max(R,1)

)

=E

(

S 2 +S 3
max(R1 +R2 ,1)

)

.

8. The mixed directional False Discovery Rate (mdFDR) is the expected proportion of
type I and type III errors among all rejected null hypotheses. In terms of Table 1.1,
(
)
( +V +S +S )
V+S
1
2
1
2
mdFDR = E max{R,1}
= E Vmax{R
= FDR + dFDR.
1 +R2 ,1}
It is also important to note that there are two kinds of error rate control, strong or
weak. The error rate is said to be controlled weakly if one must assume that all of the
null hypotheses are true. On the other hand, a procedure that controls the error under
all combinations of true and false null hypotheses is said to have strong control. Unless
otherwise stated, a method that controls a particular error rate is assumed to have strong
control.

1.3 Notations
Notations and assumptions that are used throughout this dissertation are now detailed.
Firstly, one-sided tests are assumed to be right tailed tests. The total number of hypotheses
being tested is n. The set of null hypotheses are written as H1 , H2 , ..., Hn and the corresponding alternative hypotheses are H̄1 , H̄2 , ..., H̄n . Also, the analogous test statistics,
critical values, and p-values are T 1 , T 2 , ..., T n , c1 , c2 , ..., cn , and p1 , p2 , ..., pn respectively.
Many multiple testing procedures use ordered p-values, which are denoted by subscripts in
parentheses: p(1) ≤ p(2) ≤ · · · ≤ p(n) . The ith ordered p-value, p(i) , corresponds to the null
hypothesis H(i) , which is not necessarily the same as Hi .
Multiple testing procedures can be categorized into single-step tests or multi-step tests,
also called stepwise procedures. Single step procedures define one critical value to which
all p-values are then compared, while stepwise procedures compare each p-value to a diﬀerent threshold. There are two types of multi-step tests, step-up and step-down, as described
below. For procedures using the same set of critical values, a step-up test will be as or more
powerful than a step-down test.
5

• Single Step Procedure: To test the hypotheses, compare each p-value with the same
critical value. Suppose the common critical value is c, then the procedure rejects all
hypotheses Hi if the corresponding pi < c.
• Step-up Procedure: Consider the set of ordered p-values p(1) ≤ p(2) ≤ · · · ≤ p(n) and
the corresponding set of critical values c1 , c2 , ..., cn . A step-up procedure rejects H(i)
corresponding to p(i) ≤ p(k) , where k = max{i : p(i) ≤ ci }.
• Step-down Procedure: Consider the set of ordered p-values p(1) ≤ p(2) ≤ · · · ≤
p(n) and the corresponding set of critical values c1 , c2 , ..., cn . A step-down procedure
rejects H(i) for which p(i) ≤ p(k′ ) , where k′ = max{i : p( j) ≤ c j ∀ j ≤ i}

1.4 Dependence Property
Many of the results discussed in subsequent chapters require that the test statistics
are either independent, or satisfy the Positive Regression Dependence on Subset property
(PRDS). This property, first defined by Benjamini and Yekutieli (2001), is stated in the first
definition. A slightly weaker condition of positive dependence has often been used; see,
for example, Sarkar (2008a) and is stated in the second definition.
Definition 1.1. PRDS: E[ψ(p1 , p2 , ..., pn )|pi = u] is non-decreasing in u for each i ∈ I0 , and
for any coordinatewise non-decreasing function ψ, where I0 is the set of indices of true null
hypotheses.
Definition 1.2. E[ψ(p1 , p2 , ..., pn )|pi ≤ u] is non-decreasing in u for each i ∈ I0 , and for
any coordinatewise non-decreasing function ψ.
Definition 1.1 and 1.2 are satisfied by a number of multivariate distributions, for example, multivariate normal test statistics with positive correlations, absolute values of studentized independent normals, and multivariate t and F, arising in many multiple testing
situations (Benjamini and Yekutieli (2001); Sarkar (2002)).
6

1.5 Common Issues
Although multiple testing procedures have many complications depending on the data
context, two specific reoccurring issues are: (i), methods can be too conservative controlling type I error at a value much less than the specified α, and (ii), maintaining control of
that error becomes diﬃcult when the hypotheses are not independent.
Regarding the first issue, many procedures which are built to control the type I error
rate at level α, can actually be shown to have an upper bound on the control at π0 α. This
π0 =

n0
n

is the proportion of true null hypotheses in the data, which is unknown and π0 ≤ 1.

Therefore, when π0 is small (most of the hypotheses are false), the error control is extremely
conservative. As an improvement, the idea of adaptive control has been introduced into the
literature. The idea of the adaptation is to estimate the unknown proportion, say πˆ0 , and
integrate this estimate into the original procedure. For instance, an adaptive multiple testing
procedure would use πˆ0 pi instead of pi when comparing to the critical values, as a way of
shrinking the p-value to account for the number of true nulls in the data. This would be
potentially more powerful. The mathematical challenge is to prove that the resulting error
rate is still controlled at α, despite the added variability of the estimate.
The second reoccurring issue in multiple testing relates to the lack of independence
among the p-vlaues associated with the hypotheses. Many FWER, FDR, and mdFDR procedures are developed under the notion of independence between the tests, or assuming
that they satisfy the PRDS property. However, in practice, the test statistics often have an
unknown dependence structure. When these independence assumptions are violated, some
procedures can lose control of the desired error rate and make many more of these errors
than the desired level α. Thus these procedures need to be modified to account for the
dependence.
Benjamini and Yekutieli (2001) (BY) have developed the most commonly used procedure under unknown dependence, but it can often be too conservative. The works by
Genovese et al. (2006) and Benjamini and Heller (2007) showed that incorporating de7

pendence information into a multiple-testing procedure can greatly improve the eﬃciency.
However, these approaches are either based on resampling the p-values or rely on prior information, such as well-defined clusters or prespecified weights, which are often subjective
or unknown. This dissertation will focus on multiple testing scenarios where the data have
spatial structure and unknown dependence, propose methods that account for dependency,
and introduce adaptive versions of these methods.

8

CHAPTER 2

LITERATURE REVIEW

In this chapter, the focus is on reviewing some frequently used FWER, FDR, and
mdFDR controlling procedures. An introduction to adaptive methods is given, including
adaptive counterparts to the mentioned procedures.

2.1 FWER Controlling Procedures
2.1.1

The Bonferroni Procedure

The Bonferroni Procedure is one of the most common adjustments used by researchers
dealing with multiplicity because it is easy to use. It controls the FWER, which implies
FDR is also controlled. Bonferroni is a single step procedure, meaning all p-values are
compared to the same critical value for every hypothesis tested. The critical values are
ci =

α
,i
n

= 1, 2, ..., n. That is, hypothesis Hi is rejected if pi <

α
.
n

Using this procedure,

FWER is controlled at level π0 α under any arbitrary dependence structure, however it is
too conservative with large n. Sidak (1967)’s procedure provides slight improvement to
this method under independence or positive dependence by using single step critical values
1

ci = 1 − (1 − α) n , i = 1, 2, ..., n.

9

2.1.2

The Holm Procedure

The Holm (1979) is a step-down procedure which also controls the FWER under any
dependence structure. The critical values are ci =

α
(n−i+1)

for i = 1, 2, ..., n. To implement

this procedure, compute and order the p-values p(1) ≤ p(2) ≤ ... ≤ p(n) . For i = 1, 2, ..., n, if
p(i) ≥

α
,
(n−i+1)

then accept H(i) , H(i+1) , ..., H(n) ; otherwise, reject H(i) and increment to i + 1,

while i < n. Under independence or positive dependence, this can be enhanced by using
1

the critical values ci = 1 − (1 − α) (n−i+1) , i = 1, 2, ..., n, which was shown to control FWER
by Holland and Copenhaver (1987).

2.1.3 The Hochberg Procedure
The Hochberg’s Procedure (1988) is a step-up method that is based on the same critical values as the Holm’s procedure, but is more powerful. Hochberg’s method maintains
control of FWER under independence or positive dependence of the p-values, proved by
Hochberg (1988), Sarkar (1998), and Sarkar and Chang (1997). The procedure rejects all
p(i) ≤ p(k) , where k = max{i : p(i) <

α
}.
(n−i+1)

2.2 FDR Controlling Procedures
2.2.1 The Benjamini and Hochberg Procedure
The Benjamini and Hochberg (1995) method, known as the BH method for short, was
proposed at the same time when they introduced the notion of the FDR error metric. This is
a step-up method defined using the ordered p-values for all n hypotheses: p(1) , p(2) , ..., p(n) .
Then, let k = max{i : p(i) <

iα
}
n

and reject all hypotheses whose p-values are less than or

equal to p(k) . This procedure will control the FDR at level n0 α/n, under the assumption of
independence of the null p-values. Benjamini and Yekutieli (2001) later showed that the
BH method would control the FDR if the p-values have positive regression dependency
(PRDS); see also Sarkar (2002). Since n0 α/n ≤ α, the FDR is conservatively controlled

10

with this procedure. If n0 is known, then the Oracle BH method would use the optimal
critical values iα/n0 and control the FDR at exactly α under independence. However, the
Oracle BH is usually unfeasible since n0 is generally unknown.
Also, note that the BH procedure’s critical values ci =

iα
n

were first introduced by Simes

(1986). Since the notion of FDR was introduced in 1995 along with the BH procedure to
control the FDR, there have been numerous extensions of the results including adaptive
methods, as discussed in section 2.3.

2.2.2

The Benjamini and Yekutieli Procedure

The Benjamini and Yekutieli (2001), abbreviated as the BY method, was developed
to control the FDR under any arbitrary dependence assumption among the test statistics.
The BY method adjusts the BH method’s k with k∗ = max{i : p(i) < Ciαn n }, where Cn =
∑n −1
≈ ln(n) when n is large. Then, reject all p(i) ≤ p(k∗ ) . Although this method gives
i=1 i
the user freedom of use under any dependence structure, the downfall is that it can be
quite conservative in many situations. The work of Sarkar (2008b) extended this result by
proposing a diﬀerent stepwise method to control FDR under arbitrary dependence using
critical values ci =

i(i+1)α
.
2n2

Blanchard and Roquain (2009) also proposed a stepup test to be

used in arbitrary dependence by using the critical values ci =
2.2.3

i(i+1)(2i+1)
.
3n(n+1)

The Hopkins Procedure

Specifically in the context of astronomical data applications, Hopkins et al. (2002) suggested a way of improving the BY method by incorporating local dependencies. They argue
that spatial data, such as astronomical images, show some degree of correlation between
hypotheses, but are not fully correlated. In other words, a given hypothesis is not influenced
by all other n − 1 hypotheses, rather it is only partially correlated with a smaller number
(n∗ ) of hypotheses neighboring it. They propose to use the BY method with Cn replaced
∑∗
by Cn∗ = ni=1 i−1 to account for the local dependencies around the hypotheses, where n∗ is
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a measure of the number of neighboring hypotheses with dependencies. Determining the
value of n∗ can be suggested with scientific expertise, but as with any tuning parameter,
there is debate on the value to be chosen. However, after n∗ is selected, one can see that
Cn∗ ≤ Cn , resulting in a more powerful procedure than the original BY method. However,
such adjustment to the BY method may fail to control the FDR when π0 ≈ 1, as shown in
Appendix A.

2.2.4 Storey’s Alternative Approach
Storey (2002) proposed a new approach to controlling the FDR. Instead of fixing α
and then estimating the rejection region, he suggested fixing the rejection region and then
investigating its FDR. The FDR was studied under a mixture model with independent pvalues and using a conservatively biased point-estimate. A class of conservatively biased
point estimates of the FDR when Hi is rejected using a single step test (i.e., reject if pi ≤ t)
was obtained under the following mixture model:
Definition 2.1. Mixture Model: Let Hi = 0 or 1 indicate whether the hypothesis Hi is true
or false, respectively, and let (pi , Hi ), for i = 1, 2, ..., n, be independently and identically
distributed with P(pi ≤ u|Hi ) = (1 − Hi )u + Hi F1 (u), where u ∈ (0, 1), for some continuous
cumulative distribution function F1 (u), and Hi ∼ Bernoulli(1 − π0 )

The FDR of such a single step procedure with common critical value t under the mixture
model, is given by:
FDR(t) =
where R(t) =

∑n

i=1 (pi

π0 t
P(R(t)
F(t)

> 0),

< t) and F(t) = P(pi < t) = π0 t + (1 − π0 )F1 (t). Storey (2002)

considered the following class of point estimates of the FDR(t):
ˆ λ (t) =
FDR
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nπ̂0 (λ)t
,
max{R(t),1}

where λ ∈ [0, 1), and π̂0 (λ) =

n−R(λ)
.
n(1−λ)

The estimate of π0 was originally suggested by Schweder and Spjotvoll (1982), which
ˆ λ (t)} ≥ FDR(t) for
will be further discussed in the next section. Storey proved that E{FDR
all λ and π0 , thus providing a conservatively biased estimate. Storey suggested thresholding
ˆ λ ), where
the p-values based on a new estimate of FDR as follows: Reject Hi if pi ≤ tα (FDR
ˆ λ ) = max{0 ≤ t ≤ 1 : FDR
ˆ λ (t) ≤ α}.
tα (FDR
Storey also made a connection between his approach and the Benjamini Hochberg
method. In a step up procedure, if H(1) , H(2) , ..., H(l(λ))
is rejected with
ˆ
ˆ = max{1 ≤ j ≤ n : FDR
ˆ λ (p( j) ) ≤ α}
l(λ)
then it is equivalent to a BH method at level α when λ = 0. This is because when λ = 0,
ˆ reduces to: l(λ)
ˆ = max{1 ≤ l ≤ n : p(l) ≤ (l/n)α} since FDR
ˆ λ (p(l) ) =
π̂0 = 1 and l(λ)

π̂0 p(l)
,
l/n

which is the lˆ for a BH procedure.
Storey’s ideas opened new possibilities for developing methods other than the BH
method involving this point-estimate and has been one of the main motivations behind
much of the methodological developments taken place in modern multiple testing. These
are generally referred to as adaptive methods, which will be further discussed in the next
section. Adaptive methods are designed to improve the FDR control of multiple testing
methods by incorporating an estimate of n0 based on the set of p-values. If there is evidence of many false nulls in the data, adaptive methods act like a ‘shrinkage estimator’
for the p-values, as if taking into account some of the potential data dependency. These
adaptive methods have been shown to control the FDR under the independence of the pvalues. Mathematical proof of FDR control under dependence structures is still needed, but
simulation results are encouraging.
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2.3 mdFDR Controlling Procedures
Often, it becomes essential for researchers to determine the direction of significance,
rather than significance alone, when testing multiple null hypotheses against two-sided
alternatives. In other words, for each test, researchers have to decide whether or not the null
hypothesis should be rejected and, if rejected, determine the direction of the alternative.
Typically, this direction is determined based on the test statistic falling in the right- or
left-side of the rejection region. Such decisions can potentially lead to one of two types
of error for each test resulting in rejection of the null hypothesis - the type I error if the
null hypothesis is true or the directional error, also known as the type III error, if the null
hypothesis is not true but the direction of the alternative is falsely declared (i.e. a rejection
of a false null using a two-sided alternative, but where the sign of the true parameter, say
βi , is opposite of its estimate β̂i ).
Two variants to deal with type I and type III errors have been introduced in the literature.
First is the pure directional FDR (dFDR), which is the expected proportion of directional
errors among rejected hypotheses. Second is the mixed directional FDR (mdFDR), which
is the expected proportion of type I and type III errors among rejected hypotheses. To deal
with both errors in an FDR framework, the notion of mixed directional FDR (mdFDR) was
been introduced by Benjamini et al. (1993).

2.3.1

Benjamini and Yekutieli’s augmented BH Procedure

Benjamini and Yekutieli (2005) gave a method with independent tests that controls the
mdFDR when testing multiple simple hypotheses against two-sided alternatives. They
proved that the original BH method controlling the FDR at α can be augmented to make
directional decision upon rejecting a null hypothesis according to the value of the corresponding test statistic without causing the mdFDR to exceed α, an idea that was conjectured in Benjamini and Hochberg (2000); Shaﬀer (2002); and Williams et al. (1999). This
so-called augmented method is referred to as the directional BH procedure.
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2.3.2

Guo, Sarkar, and Peddada: Multidimensional parameters

Guo et al. (2009) extended Benjamini and Yekutieli (2005) mdFDR procedure to allow
for multidimensional parameters for time-course microarray data by using a Bonferroni adjustment. They formulated the problem of identifying trends in mean response over ordered
categories as a multiple testing problem involving successive comparisons and further directional decisions on the multidimensional parameter of each gene. Guo et al. (2009)
suggested a general multidimensional BH-type directional procedure using the Bonferroni
test for controlling the mixed directional FDR (mdFDR), and theoretically proved that the
proposed procedure controls the mdFDR at a pre-specified level when the underlying test
statistics are independent across the genes.

2.3.3

Controlling the Bayesian dFDR

Sarkar and Zhou (2008) give a procedure controlling the Bayesian directional false
discovery rate (BDFDR) as an alternative to Lewis and Thayer (2004). By starting with
a decision theoretic formulation of multiple testing null hypotheses against two-sided alternatives, the procedure is developed through controlling the posterior directional false
discovery rate (PDFDR). They also propose a corresponding empirical Bayes method in
the context of one-way random eﬀects model.

2.4 Adaptive Methods
Since π0 is typically unknown and often influences the control of the FWER, FDR,
or mdFDR for a given procedure, a suitable estimate of it, obtained from the data, can
potentially improve the original methods. This has been the rationale behind developing
adaptive procedures through an estimation of π0 . A few popular adaptive methods are
described next.
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2.4.1

Schweder and Spjotvoll’s Graphical Estimator

Schweder and Spjotvoll (1982) were the first to propose a simple informal graphical
procedure to estimate the number of true null hypotheses n0 . If W(λ) denotes the number
of p-values greater than λ, then E[W(λ)] = n0 (1 − λ) since the p-value should be large
for a true null hypothesis. Thus, a plot of W(λ) against 1 − λ should therefore indicate
a straight line with slope n0 for large λ. The plot will tend to show a linear behavior for
larger p-values, the slope of which gives an estimate of the number of true nulls. The points
deviating from the straight line will most likely correspond to false nulls. Thus, by looking
at the plot, one can get a visual estimate of the number of true null hypotheses.

2.4.2

Storey, Taylor and Siegmund’s Adaptive Estimator

The Adaptive BH Method of Storey et al. (2004) is among the most often used of the
(λ)+1
, n} for any fixed tuning parameter
adaptive methods. Their estimate is n̂S0 T S = min{ Wn1−λ
∑
λ ∈ (0, 1) and Wn (λ) = ni=1 I(pi ≥ λ), which is the number of p-values greater than or equal

to λ. The adaptive BH method that corresponds to this new estimate rejects all hypotheses
whose p-values are less than or equal to p(kS T S ) , where kS T S = max{i : p(i) <

iα
n̂S0 T S

}. This

STS adaptive BH method controls the FDR under independence of the p-values [Benjamini
et al. (2006) and Storey et al. (2004)], as well as under certain form of asymptotic weak
dependence.

2.4.3

Benjamini, Krieger, and Yekutieli’s Adaptive Estimator

The Adaptive BH Method of Benjamini et al. (2006), abbreviated BKY, provides a
diﬀerent estimate of the number of null hypotheses to be used in the BH method. Unlike
the estimate described above, where n̂S0 T S is estimated based on the number of significant
p-values in a single step test with arbitrary tuning parameter λ, Benjamini, Krieger, and
Yekutieli considered estimating n0 using the BH method at level
procedure is implemented by the following steps:
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α
.
1+α

This adaptive BKY

1. Apply the BH method at level β =

α
.
1+α

Let r1 be the number of rejections. If r1 = 0,

accept all of the null hypotheses and stop; if r1 = n, reject all the null hypotheses and
stop; otherwise continue to step 2.
2. Estimate n0 as n̂0BKY =

n−r1
1−β

= (n − r1 )(1 + α).

3. Apply the BH method with critical values ci =

iα
n̂0BKY

for i = 1, 2, ..., n.

As Benjamini et al. (2006) showed in their paper, the BKY estimate in the adaptive
BH method controls the FDR at α under independence of the p-values, but is less powerful than the STS. However, simulation studies show that the BKY out performs the STS
when p-values are generated from a multivariate normal distribution with common positive
correlations (ρ > 0) by being able to still control the FDR.
In addition to the three adaptive methods described above, the ideas of improving the
BH method have led to many other adaptive methods that incorporate information about
π0 or take an estimate based approach (Benjamini and Hochberg (2000); Blanchard and
Roquain (2009); Gavrilov et al. (2009); Sarkar (2008b); and Storey (2002)). Other ways to
improve the BH method include incorporating information about correlations or utilizing
the dependence structure into the BH method (Efron (2007); Romano et al. (2008); Sun
and Cai (2009); and Yekutieli and Benjamini (1999)), or generalizing the notion of FDR to
k-FDR by relaxing control over at most k − 1 false rejections (Sarkar (2007); Sarkar and
Guo (2009); and Sarkar and Guo (2010)).

2.5 Grouped Hypothesis Testing
In modern multiple testing scenarios, data are collected from heterogeneous sources,
thus forming intrinsic groups of hypotheses. In this situation, hypotheses are no longer
exchangeable, and utilizing the group structure can improve testing procedures. Recent
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work in multiple testing has been dedicated to studying ways to test groups of hypotheses.
Often, these procedures rely on prior information about the groups or clusters. Recent work
involves oracle methods or procedures with only asymptotic error control. This section
serves to outline some of these procedures.

2.5.1

The Benjamini and Heller Procedure

Benjamini and Heller (2007) addressed the problem of multiple testing for data with
spatial signals at varying locations. They suggest rather than testing hypotheses individually for signal presence, testing in terms of known a-priori clusters, thus increasing strength
of the signal within the unit tested as well as reducing the number of hypotheses tests conducted. Then, they apply appropriate FDR controlling methods, or weighted FDR methods
based on the size of the cluster.
Their method can be described as follows: Let C1 , C2 , ..., Cm be a given partition of the
n hypotheses into m components, called clusters. Let D0 be the set of true null hypotheses
and D1 be the set of false null hypotheses, both of which are unknown. Then, a cluster Ci is
said to be a null cluster if the signal is absent in all subsets of Ci , i.e. Ci ⊂ D0 . They suggest
using any test statistic of choice for testing the collection of m clustered hypotheses. For
example, a spatial summary measure of the cluster data could be appropriate as long as a
valid p-value can be computed. Next, apply an appropriate FDR or weighted FDR on the
m clusters, for i = 1, 2, ..., m.
This method controls the FDR on clusters; i.e. the proportion of clusters rejected erroneously out of all clusters rejected, or the size weighted FDR on clusters, which captures the
size of erroneously rejected clusters out of the total size of clusters rejected. This ‘clusterwise’ control can sometimes be more appropriate than individual control, but not always.
This notion is discussed further in Chapter 6, involving suggestions for future work.
Benjamini and Heller’s cluster-wise testing include procedures to control the FDR and
the weighted FDR, strictly under independence of the cluster’s test statistics. The proce-
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dures are based on the known size of the cluster and knowing the proportion of cluster area
where the signal is absent out of the area rejected. However, in many applications, cluster
size and proportion of true and false nulls within each cluster is generally unknown.

2.5.2

Grouped BH Procedure

Hu et al. (2010) provide an alternative multiple testing method and an adaptive version
to be used in spatial data, called the Grouped Benjamini-Hochberg Procedure (GBH). They
consider grouping the p-value into known groups, or, if groups are unknown, using a kmeans cluster analysis to determine them. Within the groups, they compute an oracle
weighted p-value based on each groups’ known ratio of null-to-false null hypotheses. Then,
apply the BH method to these weighted ordered p-values at a weighted level of αw =

α
.
1−π0

Under the two stringent conditions of p-value independence and prior knowledge of π(g)
0
for each gth group, the GBH method controls FDR. If π(g)
0 is unknown, they propose using
an adaptive method to estimate it. Since rigorous FDR control of adaptive methods are still
unproven, the adaptive GBH oﬀers asymptotic control of FDR under weak dependence.
The asymptotic notion assumes N → ∞ while the number of groups k is finite, meaning
that the groups approach an infinite size. In many spatial applications, groups are unknown
in size and location, and often are not large enough to meet the asymptotic requirement.
In addition, there is always ambiguity in cluster analysis, such as choosing the number of
clusters (k), the initial starting points, and interpretation of each cluster.

2.5.3 Cai and Sun Procedure
Cai and Sun (2009) introduce a compound decision theoretic framework for testing
grouped hypotheses as well as an oracle procedure that minimizes the false non-discovery
rate (FNR) subject to a constraint on the FDR. They also propose a data-driven procedure
that mimics the oracle procedure by plugging in consistent estimates of the unknown parameters. They show that the data-driven procedure controls the overall FDR at a nominal
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level and attains the FNR in an asymptotically optimal sense. However, both an oracle procedure with assumed known parameters and asymptotic results are often unlikely in real
data applications, thus such procedures are not ideal.
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CHAPTER 3

TWO-STAGE PROCEDURES TO CONTROL THE FDR

In this chapter, we consider the idea of using two-stage procedures to control the FDR
of multiple hypotheses with one-sided alternatives. Our methods aim to incorporate local
spatial dependencies of the nearby tests or p-values corresponding to the hypotheses (i.e.
hypotheses that are ‘close by’ in some sense, should have p-values with higher correlations
than those further apart). The ideas are based on the argument that if the dependencies
among the hypotheses occur more locally than globally, then by grouping them using an
appropriate group size, we can make these groups nearly independent of each other. This
would be the best scenario where we can apply the BH (more powerful than the BY) method
to detect the so called ‘potentially significant groups,’ which we refer to as the groups containing at least one false null hypothesis. Once a ‘potentially significant group’ is identified,
we can go back to that group to detect which of the group’s individual hypotheses should
be rejected. Based on this general idea of hypothesis grouping, we propose the following
two procedures: Two-Stage BH and Adaptive Two-Stage BH. Importantly, we make no
assumption on the dependence structure within the groups.

3.1 Two-Stage Procedure
Suppose you want to simultaneously test n hypotheses, that possess a spatial structure
(e.g. an ‘image’ consisting of a data point at every pixel). Using an appropriate test on all
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hypotheses, the resulting p-values can be written in a spatial data matrix, which may be
complete or incomplete. Note, if the p-values do not form a complete matrix (i.e. the data
are observed from a non-rectangular region or some sub-regions are non-observable), the
matrix of p-values may have some missing values in any (r, c) row/column entry, which is
acceptable in both proposed methods.
Suppose that the data can be divided into groups or sub-regions of a pre-determined
size of D × D, and let D2 be the size of each group. Often, the application at hand may
have a natural size to select (e.g. Hopkins’ choice of n∗ ). Let m be the number of such
group and ni be the number of non-missing pixels in the ith group.
For each pixel, let T i j and pi j being respectively the t-test statistic and the corresponding
p-value for the ith group/sub-region and jth pixel, where i = 1, . . . , m, j = 1, . . . , ni . We
define the p-value for the ith sub-region as pi = ni min1≤ j≤ni pi j . With Hi j representing
i
the null hypothesis corresponding to pi j , we consider Hi = ∩nj=1
Hi j as the null hypothesis

corresponding to ith sub-region.
The following procedure tests the Hi j ’s against their respective one-sided alternatives.
i
It operates in two stages, by testing Hi = ∩nj=1
Hi j , i = 1, . . . , m at the first stage and Hi j ,

j = 1, 2, . . . , ni for each i such that Hi is rejected, at the second stage. More specifically,
our first procedure is defined as follows:
The Two-Stage BH Procedure:
Stage 1. Apply the BH method to test Hi , i = 1, . . . , m, based on their respective
p-values p1 , . . . , pm as follows: Consider the (increasingly) ordered versions of the
pi ’s, p(1) ≤ · · · ≤ p(m) , find S = max{i : p(i) ≤ iα/m}, and reject the Hi ’s for which
the p-values are less than or equal to p(S ) , provided this maximum exists, otherwise,
accept all Hi .
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Stage 2. For every i such that Hi is rejected at Stage 1, consider testing Hi j , j =
1, . . . , ni , based on their respective p-values pi j , j = 1, . . . , ni , as follows: Reject Hi j
if pi j ≤ S α/mni .

Theorem 3.1. The Two-Stage Procedure in 3.1 controls the FDR at level α if the subregions are independent or have the positive regression dependence on subset property, as
defined in definition 1.2.
The proof of this theorem is given in Appendix B.

3.2 Adaptive Two-Stage Procedure
The next procedure is based on the idea of adapting the above method to the data
through estimating πi0 , the unknown proportion of null hypotheses in the ith sub-region.
Note that an adaptive p-value is like a ‘shrunken p-value’, which gets shrunk towards a
smaller value, if there is evidence of more false nulls in the data, as mentioned in Section
1.5. So, when the p-values are locally dependent, they tend to have similar local behaviors
in terms of being either significant or non-significant. One can do an adaptation separately
for each sub-region by estimating πi0 as seen in the proof in Appendix B, which is the
number of true sub-region specific null hypotheses, to utilize the dependence within each
sub-region and potentially improve Procedure 3.1. With that in mind, the second procedure
is proposed as follows:
The Adaptive Two-Stage BH Procedure:
Consider the Two-Stage BH Procedure with pi j replaced by π̂i0 pi j , where

 ∑ni




 j=1 I(pi j > λ) + 1 
,
1
π̂i0 = min 
,





ni (1 − λ)
for any λ ∈ (0, 1).
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(3.1)

Notice that the Adaptive Two-Stage Procedure can also be easily modified to choose
another estimator π̂i0 in each sub-region, such as Adaptive methods discussed in section
2.3.
Rigorous proof of FDR control using an adaptive method is not yet available. However,
performance of these methods are examined in the next section through simulation studies.

3.3 Simulation Study
We ran several simulation studies to examine the FDR control property and the power
of our proposed procedures compared to existing methodology. One of the main advantages of the proposed procedures is that there is no dependence assumption of the p-values
within each group (sub-region). Thus, we compare our procedures with existing methodology that has such relaxed assumptions (i.e. Benjamini-Yekutieli). We also compare the
simulations to the method of Hopkins’ especially in the presence of astronomical data,
where this method was introduced. However, keep in mind that Hopkins’ procedure does
not provide theoretical proof of FDR control, as seen in Appendix A.
Since the proposed procedures were developed to control the FDR under arbitrary dependence assumptions within each group (sub-region), the simulation studies were done
under two diﬀerent dependent scenarios. In the first scenario, each group’s p-values are
generated from a multivariate normal distribution with common correlation (0 < ρ < 1) in
steps of 0.05.
Second, the p-values were also generated from a multivariate normal distribution, but
with an autoregressive type of correlation structure within each group, separately for each
of the m groups (sub-regions). An autoregressive correlation structure indicates that data
collected in a close spatial proximity tend to be more highly correlated than observations
taken further apart. For example, let Xrc denote an observation in a particular group located
in the rth row and cth column. Then, the correlation between two observations in that
′

′

particular group can be written as Corr(xrc , xr′ c′ ) = ρmax (|r−r |,|c−c |) , for any 0 ≤ ρ ≤ 1. In
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other words, the correlation between two observations decreases in value as the absolute
spatial distance between (r, r′ ) or (c, c′ ) increases.
Under these two correlation structures, we generated ni dependent standard normal random variables independently for each of the m groups. Three of the m groups were chosen
randomly for each simulation and one of the values 2, 3 and 4 is added to the variables
in each of these three groups. In other words, only three groups were assumed to contain
all the signals. Simulation studies with varying number of signal groups (1 group to 10
groups, instead of 3 groups) were also computed, but since they yielded similar results, we
have decided to restrict the discussion of our simulation studies to 3 signal groups. The
group size ni was chosen to be 25, using 5 × 5 groups (D = 5). The number of groups is
m = 900, totaling N = 22, 500 individual hypotheses per simulation. Since each simulation
contained a fixed 3 groups of signal each of size 25, the proportion of true null hypotheses
π0 = 1 −

75
22,500

= 0.996. Using both correlation structures, we repeated this 1,000 times at

each value of ρ.
Four methods were compared: Benjamini-Yekutieli, Hopkins’, the proposed Two-Stage
BH Procedure, and proposed Adaptive Two-Stage BH Procedure. In this simulation study,
the Adaptive Two-Stage Procedure uses Storey et al. (2004) estimate for π̂i0 with λ = 0.5.
At each simulation, we estimate FDR by the proportion of falsely rejected hypotheses ( VR ,
using the notation from Table 1.1) using level α = 0.05. The power at each simulation
is estimated by proportion of correctly rejected hypotheses ( SR , notation from Table 1.1).
The average proportion of correctly and falsely rejected hypotheses over all simulations is
shown in Figure 3.1 for the fixed group correlation and Figure 3.2 for the autoregressive
case.
When examining the simulated power in the right side of Figure 3.1, both the TwoStage BH and Adaptive Two-Stage BH Procedures outperform the BY method with the
fixed group correlation structure. In other words, these proposed two-stage procedures
correctly identify a higher proportion of signals. The Adaptive Two-Stage Procedure has

0.20

Estimated Power

0.14

0.16

0.18

Benjamini−Yekutieli
Hopkins
Two−Stage
Adaptive Two−Stage

0.10

0.12

Proportion of Correctly Identified Signals

0.02

0.04

0.06

0.08

0.10

Benjamini−Yekutieli
Hopkins
Two−Stage
Adaptive Two−Stage

0.00

Proportion of Falsely Identified Signals

0.12

Estimated FDR

0.0

0.2

0.4

0.6

0.8

0.0

Correlation within Groups

0.2

0.4

0.6

0.8

Correlation within Groups

Figure 3.1: Simulated FDR and Power for the Two-Stage Procedures using a fixed group
correlation structure
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Figure 3.2: Simulated FDR and Power for the Two-Stage Procedures using an autoregressive correlation structure
competitive power with Hopkins’ procedure and surpasses it when the within group fixed
correlation becomes large (ρ > 0.5).
The simulated FDR in the left side of Figure 3.1, reveals a stable Two-Stage Procedure,
with the estimated FDR < 0.05 across all fixed group correlations. However, the Adaptive
Two-Stage Procedure seems to lose control of the FDR with moderately correlated data
within groups (0.5 < ρ < 0.8). Although unfortunate, this result is not surprising. Other
adaptive methodology also become unstable with large correlation among hypotheses.
Next, we look at the performance of the proposed procedures under the autoregressive
within group correlation structure. When examining the simulated power in the right side
of Figure 3.2, both Two-Stage Procedure and Adaptive Two-Stage Procedure outperform
the BY method under this group correlation structure. The simulated FDR in the left side

of Figure 3.2, reveals stable Two-Stage Procedure as well as the Adaptive Two-Stage Procedure, with the estimated FDR < 0.05 across all autoregressive group correlation values
of ρ.
In conclusion, the simulation study confirms that between the proposed Two-Stage Procedure and the BY method, both of which are theoretically known to control the FDR under
arbitrary dependence within the groups, the former is clearly the better choice in terms of
controlling the FDR under this dependence situation. Moreover, it is competitive with Hopkins’, even though Hopkins’ may not control the FDR. The simulation study also seems to
indicate that the Adaptive Two-Stage Procedure controls the FDR when the correlation is
fixed and small (0 < ρ < 0.5), but may become unstable as correlation gets more extreme.
Impressively, the Adaptive Two-Stage Procedure under the autoregressive correlation scenario, seems to control the FDR over all positive values of ρ, which is yet to be proved
theoretically.
Other multiple testing procedures discussed in Chapter 2 were not directly compared
to the proposed methods because they depend on apriori clusters/groupings; require known
information about π0 ; or have more stringent dependence assumptions among the hypotheses. This research is dedicated to applications where this information is unknown or there
is an arbitrary dependence structure, making most existing spatial multiple testing methodology unfeasible.

3.4 An Application to Astronomical Data
In this section, we apply our new two-stage procedures to an astronomical source detection data set. We give brief introductions to the data and its importance to the scientific
community, as well as the results and implications of our findings.
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3.4.1

An Acclimation to Source Detection

One goal of astronomers is to detect bright flashes of light, called a transient source in
the night sky, specifically Type la supernovae transients. Astronomers do so by scanning the
sky nightly by telescope, and searching the resulting images for yet-undiscovered objects.
Astronomical images represent the intensity of light, or roughly a count of the photons at
every pixel. However, the number of pixels in each image can be several millions in size,
which makes manual source detection impossible.
The term source pixel is commonly referred to as a pixel in an image that is above some
threshold and thus is part of a true source (transient object). A source is a collection of these
source pixels that correspond to an astronomical object of interest. The term background
pixel is an image pixel that does not come from a source. A source, like a supernova
transient, is a stellar explosion in the sky that can last for several weeks before fading away.
If the host galaxy is reasonably close, then the supernova becomes quite bright. While there
is no diﬃculty in detecting it at peak brightness, the scientific goal is to pick it up as it has
just begun to rise and is still very faint. Also, there are many more distant galaxies than
bright galaxies, so there are numerous supernovae that will just barely be seen even at peak
brightness.
Typically, the data each night are assumed to come from a mixture Gaussian distribution. The background pixels (or correspondingly a true null hypothesis) from the ith night
are assumed to be normally distributed with mean µi and variance σ2i . The source pixels
(alternative hypothesis) from the ith night and the jth source are normally distributed with
mean µi + θ j , where θ j is the signal strength, which can be very small. To detect these
sources, we want to test the hypothesis H0 : θ j = 0 vs. the alternative H1 : θ j > 0. One
concern is that the mean and variance of this Gaussian distribution diﬀers from night to
night, due to varying observing conditions, such as cloud coverage and moonlight. To get
around the ith nightly diﬀerences, astronomers standardize the data, also known as computing the signal-to-noise ratio (SNR). Once the image is standardized and converted to a
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p-value, then one can search for transient sources that exceed some SNR threshold.
It is of great importance for any source detection algorithm to limit the number of false
detections. This is because to follow up new detections is timely and costly. Astronomers
want to spend as little of their time as possible viewing what turn out to be vacant regions of
sky. Currently, there are several publicly available algorithms for source detection based on
sliding cells, Voronoi tessellation, wavelets, and signal-to-noise filtering. Although these
algorithms provide some limit to the number of false detections, they cannot provide proof
or an upper bound to the number they falsely detect. To give astronomers a source detection procedure that controls a meaningful measure of statistical type I errors would be
a great asset. Thus, the proposed Two-Stage procedures in 3.1 and 3.2 can be applied to
astronomical data.

3.4.2

Results of the Two-Stage BH Procedures

We applied our new procedures to an astronomical data set gathered by the Palomar
Transient Factory (PTF), one of the mid-size wide-field survey projects currently underway. To implement the proposed procedures, the user must decide on the size of the subregion such that neighboring groups are nearly independent. We have argued that spatially
structured data are locally correlated, so the group size must incorporate local correlations.
Hopkins’ has a similar standpoint in choosing Cn∗ , as discussed in section 2.2.3. In astronomical applications, a transient signal should have the spatial shape of a star covering
some tens of adjacent pixels, which is called the telescope ‘point spread function’ (PSF).
Hopkins argues to select n∗ as the number of pixels representing the PSF of the telescope.
Following this same argument, we propose to choose the sub-region size in a similar fashion (i.e. D2 = PSF of the telescope).
The data in Figure 3.3 is a display of a subset PTF data that is 130 × 130 pixels in
dimension. The data are approximately normally distributed with mean x̄ = 721.7 and
variance s2 = 476.1. Using these estimated parameters, the data were standardized and

converted to p-values.
By recommendation of an expert in the field of astronomy, we chose the sub-region size,
relative to the PSF, to be D2 = 25. Thus, the data matrix consisting of 130 × 130 = 16, 900
pixels (hypotheses) were divided into m = 676 sub-regions of size D2 = 25. We applied
the Two-Stage BH Procedure defined in section 3.1, followed by the Adaptive Two-Stage
BH Procedure defined in section 3.2 with the tuning parameter λ = 0.5.
Using the Two-Stage BH Procedure, seven significant sub-regions are found to have 17
rejected pixels and the Adaptive Two-Stage rejects 18 from those seven sub-regions. In
Figure 3.4, the red boxes represent a significant ‘sub-region’ and the blue points represent
a rejected pixel within that sub-region.
In this chapter, we’ve applied the two proposed procedure (Two-Stage BH and Adaptive
Two-Stage BH) to an astronomical source detection dataset. We’ve found that the procedures work well to identify transient sources while maintaining control of a meaningful
type I error rate, which is an important contribution to the field of astronomy.
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Figure 3.3: Astronomical Image from the Palomar Transient Factory
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CHAPTER 4

THREE-STAGE PROCEDURES TO CONTROL THE
MDFDR

4.1 Three-Stage Procedures
Often in scientific data applications with two-sided alternative hypotheses, researchers
additionally want to determine the direction of significance when testing multiple null hypotheses. In other words, for each hypothesis test, researchers have to decide whether or
not the null hypothesis should be rejected and, if rejected, determine the direction of the
alternative. Typically, this direction is determined based on the value of the underlying test
statistic. Such decisions can potentially lead to one of two types of errors for each test
resulting in rejection of the null hypothesis - the type I error if the null hypothesis is true or
the directional error, also known as the type III error, if the null hypothesis is not true but
the direction of the alternative is falsely declared.
Also, in some instances, the researcher may want to test more than one hypothesis at
a given location in a spatial application. The hypotheses may have a dependence structure
at each location, which could be diﬀerent from the dependency of neighboring locations.
Expanding the methods introduced in chapter 3 to allow for both type III error control and
more than one hypothesis at a given location, would be an important contribution.
As mentioned in Section 2.3.1, Benjamini and Yekutieli (2005) gave a directional BH
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procedure to control the mdFDR. This directional BH procedure is extended in this research
to be used in situations where the p-values are not all independent but can be grouped
in such a way that these groups can be reasonably assumed to be independent. In some
applications, the group size can be chosen by an expert (e.g. Hopkin’s choice of n∗ in
the astronomy application). However, if a recommended size of the group/sub-region is
not available, it can be estimated from the data, as suggested below through the idea of a
variogram plot.

4.1.1 Background in Variograms
In many spatial applications, researchers implicitly assume that the dependency among
observed data values is localized. In fact, the first law of geography states that ‘Everything is related to everything else, but near things are more related than distant things’
(Tobler (1970)). By estimating the amount of spatial correlation in neighboring image
pixels through a variogram, we can choose appropriate group sizes to capture the local dependency in the sense that the data values are mostly dependent within but not between
these groups.
The variogram is an important statistical function describing the degree of spatial dependence of a spatial random field or stochastic process {Z(s) : s ∈ D}. It is defined as
2γ(s, h) = Var [Z(s) − Z(s + h))] = E [Z(s) − Z(s + h))]2
(Cressie and Wikle (2011)), if the spatial field has a constant mean. The function γ(s, h)
itself is called the semivariogram. The variogram (or the semivariogram) becomes a function of h if the process is stationary, and of ∥h∥ if it is also isotropic. For a second-order
stationary process that is isotropic, the (theoretical) semivariogram rises from the origin
monotonically to the upper asymptote Var[Z(s)] which is called the sill of the semivariogram. The distance at which this asymptote is reached is called the range of the semivariogram. Thus, spatial autocorrelations exist only for pairs of points separated by less than
the range.
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Given data Z(si ), i = 1, . . . , n, on Z(s), the empirical semivariogram is given by γ̂(h) =
1 ∑
2
(i, j)∈Nh [Z(si ) − Z(s j )] , where Nh is the set of pairs of observation at locations si and s j
|Nh |
such that ∥si − s j ∥ = h, and |Nh | is the cardinality of this set (Cressie and Wikle (2011)).
The range can be estimated by plotting the empirical semivariogram against h. When extrapolated to zero distance, the empirical semivariogram reaches a non-zero value, called
a nugget, even though this value should be theoretically zero. This is due to the sampling
error resulting in dissimilar values for samples at locations close to each other. See Figure
4.2 for illustration in a vegetation application.
In some applications, it is implicitly assumed that the dependency among the spatially
collected data is localized. The range, estimated from the empirical semivariogram based
on the data values, can provide an idea of the size of neighborhoods or sub-regions capturing this local dependency. For instance, let r̂ be the estimated range. Then, one may
consider creating sub-regions of size D × D grid of land, where D is the number of pixels
greater than or equal to r̂. The local dependency will be mostly concentrated within these
sub-regions. Although spatial autocorrelations would still be present to some extent among
the data values for pixels in both sides of the boundaries, we will ignore them for the time
being in order to theoretically develop our proposed procedures in the next sub-section.

4.1.2

Three-Stage Directional BH and Adaptive Three-Stage Directional BH Procedures

For data that is collected in a pixilated ‘image’ format, we refer to each pixel as a ‘location’ and consider the possibility of testing more than one hypothesis at each location.
It is important to note that the proposed procedures implicitly assume that the dependency
among the data values is localized and caused by those that come from the locations in
close proximity. By grouping these locations using appropriate group sizes, this local dependency can be captured in the sense that the data values are mostly dependent within
but not between these groups. Our procedures aim to incorporate such local dependency
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among the data values, while maintaining control of the mdFDR.
Suppose that the image of pixels can be divided into sub-regions of a pre-determined
size of D × D, where D the number of pixels which could be determined by the range of the
semivariogram plot, as described above. Referring to each pixel as a ‘location’, we note that
some locations in a sub-region could be missing. However, we will only consider the subregions with at least one non-missing location. Let m be the number of such sub-regions, ni
be the number of locations in the ith sub-region, and K be the number of hypotheses being
tested at every location.
Consider T i jk and Pi jk representing the test statistic and the corresponding p-value for
the ith sub-region, jth location, and kth hypothesis within the location, where i = 1, . . . , m,
j = 1, . . . , ni , and k = 1, . . . , K. Assume that T i jk comes from a symmetric null distribution
with mean 0. Using a Bonferroni correction, we define the p-value for the jth location in
the ith sub-region as Pi j = K min1≤k≤K Pi jk . The p-value for the ith sub-region is defined
as Pi = ni min1≤ j≤ni Pi j . With Hi jk representing the null hypothesis corresponding to Pi jk ,
K
i
we consider Hi = ∩nj=1
∩k=1
Hi jk as the null hypothesis corresponding to ith sub-region, and

Hi j = ∩kK Hi jk as the null hypothesis corresponding to the jth location in the ith sub-region.
We propose a procedure that tests the Hi jk ’s against their respective two-sided alternatives and detect the directions of the alternatives for the rejected Hi jk ’s. It operates in three
stages, by testing Hi , i = 1, . . . , m, at the first stage; Hi j = ∩kK Hi jk , j = 1, . . . , ni , for each
i such that Hi is rejected, at the second stage; and Hi jk , k = 1, . . . , K, for each (i, j) such
that Hi j is rejected, at the third stage. More specifically, our first procedure is defined as
follows:
Three-Stage Directional BH Procedure
Stage 1. Apply the BH method to test Hi , i = 1, . . . , m, based on their respective
p-values P1 , . . . , Pm as follows: Consider the (increasingly) ordered versions of the
Pi ’s, P(1) ≤ · · · ≤ P(m) , find S = max{i : P(i) ≤ iα/m}, and reject the Hi ’s for which
the p-values are less than or equal to P(S ) , provided this maximum exists, otherwise,
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accept all Hi .

Stage 2. For every i such that Hi is rejected at Stage 1, consider testing Hi j , j =
1, . . . , ni , based on their respective p-values Pi j , j = 1, . . . , ni , as follows: Reject Hi j
if Pi j ≤ S α/mni .

Stage 3. For every (i, j) such that Hi j is rejected at Stage 2, first consider testing
Hi jk , k = 1, . . . , K, based on their respective p-values Pi jk , k = 1, . . . , K, as follows:
Reject Hi jk if Pi jk ≤ S α/Kmni ; then, for each rejected Hi jk , decide the direction of
significance based on whether T i jk falls on the right or left-hand side of the critical
region.
Remark 4.1. The first two stages in the Three-Stage Directional BH Procedure identify
the locations of significance, while the third stage allows one to make a more detailed
analysis for each significant location by specifying the hypotheses within the location that
contribute to those changes as well as the directions in which these changes have occurred.
Theorem 4.1. The Three-Stage Directional BH Procedure controls the mdFDR at level α
if the sub-regions are independent.
A proof of this theorem is given in Appendix C.
Remark 4.2. We should point out that our assumption of dependence within, but not between, the sub-regions is made only to provide a theoretical framework for the development
of our procedure in Theorem 4.1, even though, as said above, there is some dependence
among the sub-regions. It is important to verify that this procedure can continue to control
the mFDR under certain types of positive dependence condition among the sub-regions,
like the one that would be similar to the positive regression dependence on subset (PRDS)
condition (Benjamini and Yekutieli (2001),Sarkar (2002)) in the present context. We will
do that numerically, since it seems extremely diﬃcult to do theoretically.
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It is seen while proving the above theorem in the appendix that the mdFDR of the
∑ ( i0 )
Three-Stage Directional BH Procedure is ≤ mα mi=1 1+π
, where πi0 is the proportion of
2
true Hi jk ’s (out of the Kni null hypotheses) in the ith sub-region. If πi0 were known, one
(
)
i0
would have used 1+π
Pi jk , instead of Pi jk , in the Three-Stage Directional BH Procedure,
2
to get a tighter control over the mdFDR at α. In reality when πi0 is unknown, one can
consider estimating it from the data. With that in mind, we propose our next procedure as
an adaptive version of the Three-Stage Directional BH Procedure by estimating πi0 using a
Storey et al. (2004) type estimate.
Adaptive Three-Stage Directional BH Procedure. Consider the Three-Stage Directional BH Procedure with Pi jk replaced by

1+π̂i0
Pi jk ,
2

where

 ∑ni ∑K



I(
P̃
>
λ)
+
1


i
jk
k=1
 j=1

π̂i0 = min 
,
1
,





Kni (1 − λ)

(4.1)

for any λ ∈ (0, 1).
It is important to note how each Pi jk is being adjusted in this adaptive test based on the
∑ i ∑K
information shared by the other p-values in each sub-region. If nj=1
k=1 I(Pi jk > λ) gets
larger (or smaller) indicating more (or less) non-significant (or significant) p-values in the
ith sub-region, then Pi jk moves further away from (or gets shrunk towards) zero making it
more likely to be non-significant (or significant) also. Also notice that the Adaptive ThreeStage Directional BH Procedure can also be easily modified to choose another estimator
π̂i0 in each sub-region, such as Adaptive methods discussed in Section 2.3.
Rigorous proof of mdFDR control using an adaptive method is not yet available. However, performance of these methods are examined in the next section through simulation
studies.
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4.2 Simulation Studies
We ran a number of simulation studies to examine the mdFDR control property and
the power of our proposed Three-Stage procedures. Note that one of the main advantages
of the proposed procedures is that there is no dependence assumption of the ni locations
within each sub-region, nor between the K p-values at each location. Keeping in mind that
the proposed procedures were developed assuming arbitrary dependence among locations
within each sub-region ( j = 1, . . . , ni ) and among the K hypotheses at each location (k =
1, . . . , K), we did the simulation studies under the following dependence scenario.
For each sub-region (i = 1, . . . , m), the p-values arise from Kni test statistics X jk ∼
N(Z jk µ, 1), j = 1, . . . , ni , k = 1, . . . , K, given Z jk , j = 1, . . . , ni , k = 1, . . . , K, that are iid
Bernoulli (1 − π0 ). These normal random variables are dependent with a block correlation
matrix Γ = ((Γ j j′ )), with

Γ j j′




′
′


 (1 − ρ1 )IK + ρ1 1K 1K for j = j
=


(|r( j)−r( j′ )|,|c( j)−c( j′ )|)

 ρmax
for j , j′ ,
2

(4.2)

for some −1/3 < ρ1 < 1, ρ2 > 0, 1K = (1, . . . , 1)′ , and (r( j), c( j)) representing the cell in the
D × D array of pixels defining the sub-region that contains the jth location. This is a block
autoregressive correlation matrix indicating that between two observations, the correlation
′

′

is ρ1 , if they are from the same pixel (i.e., location), and is ρ2max (|r−r |,|c−c |) , if they are from
two diﬀerent pixels (i.e., locations), one falling in the (r, c)th pixel and the other falling in
the (r′ , c′ )th pixel in the larger D × D array of pixels defining the sub-region. Thus, the
observations from two diﬀerent pixels in a close spatial proximity tend to be more highly
correlated than observations taken from those that are further apart in a sub-region. Lastly,
we considered various levels of correlation between sub-regions, say ρ3 , to investigate the
robustness of the Three-Stage Directional BH and Adaptive Three-Stage Directional BH
Procedures when the independence assumption is violated.
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We simulated both mdFDR and (average) power, the expected proportion of correctly
rejected among all the false null hypotheses, for both the Three-Stage Directional BH and
Adaptive Three-Stage Directional BH Procedures (with λ = 0.5, as often considered) by
choosing µ = ±2, ±3, or ±5; Kni = 10 or 400; π0 = 0.9 or 0.99; ρ1 = −0.7 or 0.4; ρ2 = 0,
0.3, or 0.8; and ρ3 = 0, 0.2, or 0.5.
The simulated values were obtained based on 1,000 simulation runs using α = 0.05.
Table 4.1 compares the Three-Stage Directional BH (3S-DBH) and Adaptive Three-Stage
Directional BH (A3S-DBH) Procedures in terms of these simulated mdFDR and power
at several combinations of the aforementioned chosen values. We also investigated and
discussed but did not show, the simulated mdFDR and power of the Benjamini-Hochberg
(BH) for comparison.
As seen from Table 4.1, the simulated mdFDR of the Three-Stage Directional BH Procedure remains stable controlled across all correlation combinations (ρ1 = −0.7, 0.4; ρ2 =
0, 0.3,0.8; ρ3 = 0, 0.2, 0.5). The Adaptive the Three-Stage Directional BH Procedure can
outperform the Three-Stage Directional BH Procedure in terms of both mdFDR control and
power with weakly to moderately correlated data within sub-regions. However, if the data
are moderately to largely correlated with small group sizes (Kni = 10), the Adaptive the
Three-Stage Directional BH Procedure can lose control of the mdFDR. Although unfortunate, this is not surprising, knowing that this type of adaptive procedures considered in the
contexts of FDR or FWER control also become unstable with large correlations among the
underlying test statistics. We can also see that as the sub-region size increases (Kni from
10 to 400), the power decreases. This can, however, be attributed to the fact that Bonferroni
type combination of p-values had to be considered, because of arbitrary dependence, to define sub-region and location specific p-values. In comparison, the BH Procedure was also
used under these simulation studies (results not shown). The BH Procedure, designed only
to control the FDR not mdFDR, had higher power in every scenario. However, in many
cases the BH failed to control the mdFDR at the desired level α, particularly with negative
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correlation ρ1 = −0.7.

4.3 An Application to Vegetation Data
As an application for our Three-Stage procedures, we investigate vegetation monitoring data collected in Eastern Africa. The importance of this data and the results of our
procedures are described in the subsequent sections.

4.3.1

Importance of Vegetation Monitoring and Change Detection

The need to understand the Earth’s ecology and land cover is increasingly important
as the impacts of climate change start to aﬀect animal and plant life, which ultimately affects human life. Knowledge of current vegetation patterns and the ability to make accurate
predictions is required for sustainability issues such as: management of conservation areas
and wildlife habitats, environmental monitoring, and optimizing the use of farmland for
crops and livestock to minimize times of food scarcity in under developed countries (e.g.
Eastern Africa). Assessment of changes in an area’s vegetation structure is challenging,
especially in topographically diverse areas. Forecasting future vegetation becomes particularly diﬃcult when unknown structure changes have occurred. However, the areas that
are experiencing changes in vegetation patterns are often the areas of most interest to land
use managers. For example, if a previously undeveloped region is experiencing increasing
trends in vegetation growth, meaning the land is able to sustain plant growth, local farmers
could utilize this area to grow crops or raise livestock.
The estimation of vegetation changes requires tedious time series modeling, using
change-point analysis, intervention analysis, GARCH modeling, or other labor intensive
methodology to make accurate predictions after estimating the structure changes. Since
these methodologies often cannot be automated, government and land use managers would
like to screen regions that have experienced such changes in vegetation, in order to make
decisions on how to best utilize the land. We propose to use our Three-Stage multiple test42

ing methodology to screen regions having significant vegetation changes. After regions are
detected to have changes in vegetation structure, a more rigorous investigation can be done
to model and forecast the vegetation pattern for future land use management.

4.3.2

East African NDVI Data

Data collection on vegetation and land cover are typically done through satellite remote
sensing. The remote sensing imagery is used to convert the observed elements (i.e., the
image color, texture, tone, and pattern) into numeric quantities at each pixel in the image.
The image pixels correspond to a square grid of land, the size of which depends on the
satellite’s resolution. One such numeric value is the normalized diﬀerence vegetation index
(NDVI). The NDVI has been shown to be highly correlated with vegetation parameters such
as green-leaf biomass and green-leaf area and hence is of considerable value for vegetation
monitoring (Curran (1980), Jackson et al. (1983)). The NDVI standard scale ranges from
-1 to 1, indicating how much live green vegetation is contained in the targeted pixel. An
NDVI value close to 1 indicates more abundant vegetation. Low values of NDVI (say 0.1
and below) correspond to scarce vegetation consisting mostly of rock, sand, and dirt, for
example. A range of moderate values (0.2 to 0.3) indicates short vegetations such as shrub
or grassland; larger NDVI values can be found in rainforests (0.6 to 0.8). Often, negative
NDVI values are consolidated to be zero since negative values indicate non-vegetation and
is of little use for vegetation monitoring.
East Africa spans a wide variety of climate types and precipitation regimes which is
reflected in its vegetation cover. To capture this, satellite imagery was collected over a subSaharan region of East Africa that includes five countries in their entirety (Kenya, Uganda,
Tanzania, Burundi, and Rwanda) and portions of seven countries (Somalia, Ethiopia, Sudan, Democratic Republic of Congo, Malawi, Mozambique, and Zimbabwe). This roughly
‘rectangular’ region extends from 27.8°E to 42.0°E longitude and 15°S to 6.2°N latitude.
Also included in the region are several large East African Great Lakes such as Lake Victo-
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ria, Lake Malawi, and Lake Tanganyika.
The remotely sensed images were recorded twice-a-month from 1982-2006 and then
converted to NDVI values. Hence, the spatial-temporal data set consists of approximately
50,000 sites (pixels), each with 600 time series observations (24 observations per year
over 25 years). The satellite’s resolution corresponds to each pixel spanning an 8km ×
8km grid of land. This Global Inventory Modeling and Mapping Studies (GIMMS) data
set is derived from imagery obtained from the Advanced Very High Resolution Radiometer
(AVHRR) instrument onboard the NOAA satellite series 7, 9, 11, 14, 16 and 17. The NDVI
have been corrected for calibration, view geometry, volcanic aerosols, and other eﬀects
not related to vegetation change (Tucker et al. (2005)). This Michigan State University
research project, namely the ‘Dynamic Interactions among People, Livestock, and Savanna
Ecosystems under Climate Change’ project (Award No. BCS/CNH 0709671), is funded by
the National Science Foundation Biocomplexity of Coupled Human and Natural Systems
Program.
Figure 4.1 (A) indicates the periodicity, or periodic pattern, which is the cyclic/seasonal
behavior of the NDVI values. For example, some regions have a unimodal periodic pattern
each year (periodicity of 12 months) while other regions have a bimodal pattern (periodicity of 6 months). Figure 4.1 (B) indicates the average NDVI values for each grid point
(site) over the region. Blue areas indicate regions containing only water (Indian Ocean,
Lake Victoria, etc.), and thus no vegetation index was recorded. The light and dark green
areas have more green vegetation on average compared to the drier areas, represented with
yellow, orange, and red. In this figure, one can see how this East African region spans
the NDVI scale. Desert regions (with low NDVI) are within a few hundred kilometers of
wetlands and rain forests (with extremely high NDVI), illustrating the large variability of
climate types and precipitation regimes in this region.
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Figure 4.1: A plot of the East African rectangular region, showing the periodicity and average NDVI.
4.3.3

Preliminary Statistical Analysis

All negative NDVI values were consolidated as zero and then rescaled the remaining
values by 1000. This is because negative values indicate non-vegetation areas so it is of
little use for our purpose. Prior to the analysis, we examined the data for quality assurance
and eliminated a small number of pixels that were found to have several consecutive years
with identical data values, which may be due to data entry errors or machine malfunction.
Interestingly, this data was first examined by Vrieling et al. (2008) who studied several
phenology indicators, including start of the season, length of season, time of maximum
NDVI, maximum NDVI, and cumulative NDVI over the season. After extracting these indicators for every year, trend tests were conducted to detect regions of significant changes
in phenology indicators. The percentage of areas with the trend test p-value less than 0.05
and the percentage less than 0.10 with both positive and negative slopes for each phenology
indicator were reported. Results indicate that much of the region has ‘significant’ vegetation change. For example, the cumulative NDVI indicator detected 44.2% of pixels with
p-values less than 0.10. However, this study fails to address the important statistical issue
of multiplicity when making these claims about significant vegetation changes and their
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directions simultaneously for all the regions based on hypothesis testing.
In this part of the dissertation, we revisit the work of Vrieling et al. (2008) to adequately
address the multiplicity issue. To test each 8km × 8km grid of land for vegetation change,
we use the cumulative NDVI phenology indicator for each season (which is the same as
using the average NDVI per season), as this indicator resulted in the most ‘significant’
trends for Vrieling, et. al. Since the East African region straddles the Equator, ‘seasons’
are classified by precipitation changes rather than temperature, and it is quite probable that
a particular site can have vegetation changes in one season and not another. This region
receives rain in two distinct seasons, locally referred to as the ‘long rains’ (April-June) and
the ‘short rains’ (November-December). The long rains provide more rainfall than the short
rains, but generally the arrival of the short rains is more predictable. In hopes of capturing
any seasonal changes, trend tests were conducted on the seasonal NDVI averages at each
site for: the first dry season (January-March), long rain season (April-June), second dry
season (July-October), and short rain season (November-December).
To test for significant trend in each of the four seasons, we apply the monotonic trend
test proposed in (Brillinger (1989)) for a time series consisting of a signal and stationary
autocorrelated errors. We use each year’s season average as the observed series. This
change-point test examines the null hypothesis that the series has a signal that is constant
in time against the alternative hypothesis that the signal is monotonically increasing or
decreasing in time. The test statistic is a standardized version of a linear combination of
the time series values, with coeﬃcients given in (Abelson and Tukey (1963)). This statistic
is approximately normal with the mean that is zero if and only if the null hypothesis is true.
Letting ȳi jk,t represent the NDVI average for the ith sub-region, jth location, and kth
season in the tth year, where i = 1, . . . , m, j = 1, . . . , ni , and k = 1, . . . , 4, we consider, for
each fixed (i, j, k), the following model:
ȳi jk,t = S i jk (t) + Ei jk (t), for t = 0, . . . , 24,
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(4.3)

where ȳi jk,t are the NDVI averages for the 25 years, S i jk (t) is a deterministic signal, and
Ei jk (t) is a zero mean stationary noise series, for t = 0, 1, . . . , 24. The test statistic is the
∑
ratio of the linear combination 24
t=0 c(t)Y(t), with
{
(
)} 1
1
{ (
t )} 2
t+1 2
c(t) = t 1 −
− (t + 1) 1 −
,
25
25
t = 0, 1, . . . , 24, and the estimate of the standard error of this linear combination. The hypotheses of interest are the null H0,i jk : βi jk = 0 and the two-sided alternative H1,i jk : βi jk ,
∑
0, where βi jk = 24
t=0 c(t)S i jk (t). Negative test statistics provide evidence of a monotonic
decreasing trend while positive test statistics suggest an increasing monotonic trend.
This test can be similarly applied for testing the vegetation trend for all four of the
precipitation seasons. These tests were implemented by adapting R code written by Dr.
Vito Muggeo, found at https://stat.ethz.ch/pipermail/r-help/2002-December/027669.html.
Thus, for each pixel (8km × 8km grid of land), we have four p-values, each providing
an evidence of vegetation change occurring over the years in that particular season - the
smaller the p-value, the higher is the evidence of a significant vegetation change. Our
goal is to do the following for each site: (i) Combine the four seasonal p-values to form a
yearly p-value, (ii) decide based on this yearly p-value if a significant vegetation change
has occurred over the years at that site, and, (iii) if vegetation change is found significant,
detect the season(s) that contribute to this change as well as the direction in which this
change has taken place. We wish to accomplish this goal simultaneously for all pixels
(≈ 50, 000) in the East African region in a multiple testing framework designed to ensure a
control over a meaningful measure of statistical type I and type III errors.

4.3.4 Applying the Three-Stage Directional BH Procedures
To choose the grid size for each sub-region, we used the semivariogram plot to estimate
the spatial correlation between pixels at various distances apart. In Figure 4.2, the range
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is approximately 15 pixels, meaning locations more than 15 pixels apart have constant
variance that is independent of the distance between them. Thus, it would be appropriate
to choose the group size D ≥ 15, so that the dependence between groups is minimized. In
particular, each sub-region’s minimum p-value (Pi ) are used to represent the group in Stage
1 using the BH method. Thus, if Pi and P j are at least 15 pixels apart, the semivariogram
suggests they are independent.

10000 15000 20000 25000 30000

sill

range
nugget

0

5000

semivariance

Semivariogram for NDVI

0

5

10

15

20

25

Distance (# of pixels)

Figure 4.2: The semivariogram representing the spatial correlation between pixels that are
0 to 25 pixels apart.
After carefully considering various group sizes of D ≥ 15, we choose D = 20 yielding
G = 150 groups, each with ni ≤ 400 locations. Using D = 20 to group the locations, only
1.37% of the group minimums were closer than 15 pixels to another group minimum. Thus,
we are satisfied that each group, represented by the group minimum, is nearly independent
from the others.
This region has several bodies of water, including the African Great Lakes and part of
the Indian Ocean, where there is no vegetation. Thus, the remote sensing pixels covering
entirely water will correspond to a missing location in sub-region’s grid; that is, the subregions that straddle land and water will have ni < 400.
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The results of the Three-Stage Directional BH Procedure and Adaptive Three-Stage
Directional BH Procedure for each of the four seasons are shown in Figures 4.3 and 4.4,
respectively. Pixels with a significant seasonal increasing change in vegetation are plotted
in green. Pixels with significant seasonal negative vegetation change are plotted in red.
The non-significant pixels are represented by tan. Using the Three-Stage Directional BH
Procedure, 42, 40, 95, and 375 pixel’s p-values were found to have significant increasing or
decreasing changes in their respective seasonal NDVI averages (first dry season, long rainy
season, second dry season, and short rainy season). The second dry season has concentrated
locations in coastal and central Tanzania with increasing average NDVI and the short rainy
season has concentrated decreasing vegetation changes directly South of Lake Victoria,
both of which are potentially important findings for land use managers. Using the Adaptive
Three-Stage Directional BH Procedure, the number of pixel’s with significant p-values
increase to 44, 42, 99, and 417 in their respective seasonal NDVI averages in generally the
same regions as found from the Three-Stage Directional BH Procedure.
Overall, the results show increasing vegetation trends in the Northern hemisphere as
well as coastal Eastern Tanzania. Decreasing vegetation trends are mostly concentrated
directly South of Lake Victoria. Another noticeable finding is that the second dry season
and short rainy season (which make up the last 6 months of the calendar year) are the
seasons that contain the majority of the significance. These findings are consistent with
historical evidence and other climate change investigations done in this region; however,
this is the first study to reach these findings while maintaining control of a meaningful level
of type I and type III errors.
Several other studies of the East African area validate our findings. Confirming the
generally increasing Northern hemisphere NDVI patterns, Usongo and Nagahuedi (2008)
shares land-use planning for areas of the Congo Basin. The paper explains that the northern Democratic Republic of the Congo (directly above Lake Victoria) was one of 12 high
priority conservation zones designated by the Congo Basin Forest Partnership starting in
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Figure 4.3: Results of applying the Three-Stage Directional BH Procedure to the NDVI
data.
2000. Meaning, Northern DR Congo was being monitored by a forest partnership which
had several eﬀorts to reforest the area, thus increasing NDVI. In another study, Cole et al.
(2000) identifies the coast of Kenya (North East region of map), during its rainy season
(November-December), to have experienced increased precipitation due to elevated sea
surface temperatures (SST). Unusually warm SST caused from various tropical climate
phenomena (e.g. El Niño-Southern Oscillation (ENSO)), are generally associated with
greater coastal rainfall, which is undoubtedly related with the findings of increased NDVI
values along the Northern hemisphere coast. Our results present harmonious findings with
both studies in the Northern DR Congo and coastal Kenya.
For decreasing changes, it is noticeable that most shifts from higher to lower NDVI
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Figure 4.4: Results of applying the Adaptive Three-Stage Directional BH Procedure to the
NDVI data.
(meaning less vegetation) happen roughly below the equator. These decreasing mean shifts
are particularly dense below Lake Victoria. Other land coverage studies in this region
have reached analogous findings. Duveiller et al. (2007) discusses deforestation Central
Africa, overlapping with the Western region of our data. The study found that areas to the
South and West of Lake Victoria seem to be undergoing deforestation at an average rate
of 0.21 percent deforestation per year combined with forest degradation rate around 0.15
percent per year. Deforestation can happen in several ways; one of them could be a result
of anthropogenic events such as urbanization. Specifically, Duveiller notes that Tanzania
has undergone rapid urban expansion from 1985-2000, explaining some of the decreasing
area south of Lake Victoria.
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Our findings, in terms of the proportion of regions with discovered vegetation change,
are notably a smaller subset of the conclusions from other studies in this region. First to
analyze this data, Vrieling et al. (2008) used trend tests on several phenology indicators at
every location in the region and found a substantial proportion of ‘significant’ changes in
all indicators-as high at 44%. However, their conclusions failed to address any control on
the error rate while testing thousands of hypotheses simultaneously. By augmenting the
two-stage procedure in Chapter 3 to include directional errors, we are still able to detect
important vegetation changes in all 4 precipitation seasons in the East African region, while
maintaining control of the mdFDR at level α.
Utilizing the information gleaned after applying the Three-Stage Directional BH and
Adaptive Three-Stage Directional BH Procedures, more sophisticated modeling techniques
can be applied to the locations with seasonal changes. Specifically, spatio-temporal modeling and forecasting is of interest to land use management to optimize utilization of the land
based on projected NDVI. Spatio-temporal models, applied to detected regions of change
in East Africa, are presented in Chapter 5.
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Table 4.1: Simulation studies of the mdFDR control and power of the Three-Stage Procedures under various dependence scenarios
Num.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36

ρ1
-0.7
-0.7
-0.7
-0.7
-0.7
-0.7
-0.7
-0.7
-0.7
0.4
0.4
0.4
0.4
0.4
0.4
0.4
0.4
0.4
-0.7
-0.7
-0.7
-0.7
-0.7
-0.7
-0.7
-0.7
-0.7
0.4
0.4
0.4
0.4
0.4
0.4
0.4
0.4
0.4

ρ2
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8
0
0.3
0.8

ρ3
0
0
0
0.2
0.2
0.2
0.5
0.5
0.5
0
0
0
0.2
0.2
0.2
0.5
0.5
0.5
0
0
0
0.2
0.2
0.2
0.5
0.5
0.5
0
0
0
0.2
0.2
0.2
0.5
0.5
0.5

Kni
10
10
10
10
10
10
10
10
10
10
10
10
10
10
10
10
10
10
400
400
400
400
400
400
400
400
400
400
400
400
400
400
400
400
400
400

mdFDR/Power (3S-DBH)
0.0312 / 0.4496
0.0335 / 0.4594
0.0292 / 0.4486
0.0331 / 0.4457
0.0316 / 0.4589
0.0292 / 0.4597
0.0217 / 0.4480
0.0303 / 0.4475
0.0254 / 0.4523
0.0411 / 0.4594
0.0313 / 0.4577
0.0288 / 0.4425
0.0340 / 0.4588
0.0317 / 0.4689
0.0281 / 0.4497
0.0251 / 0.4507
0.0313 / 0.4564
0.0228 / 0.4499
0.0059 / 0.2024
0.0060 / 0.2012
0.0057 / 0.2018
0.0057 / 0.2016
0.0060 / 0.2028
0.0061 / 0.2007
0.0052 / 0.2006
0.0054 / 0.2013
0.0060 / 0.2015
0.0061 / 0.2014
0.0060 / 0.2013
0.0053 / 0.2021
0.0058 / 0.2011
0.0051 / 0.2020
0.0061 / 0.2020
0.0057 / 0.2027
0.0051 / 0.2021
0.0054 / 0.2024
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mdFDR/Power (A3S-DBH)
0.0677 / 0.4911
0.0755 / 0.4989
0.1090 / 0.4848
0.0584 / 0.4859
0.0610 / 0.5020
0.0761 / 0.4995
0.0362 / 0.4872
0.0469 / 0.4875
0.0438 / 0.4916
0.0639 / 0.4989
0.0582 / 0.4982
0.0718 / 0.4824
0.0551 / 0.4988
0.0583 / 0.5025
0.0561 / 0.4884
0.0363 / 0.4902
0.0465 / 0.4907
0.0436 / 0.4878
0.0064 / 0.2093
0.0066 / 0.2083
0.0066 / 0.2097
0.0061 / 0.2085
0.0064 / 0.2100
0.0067 / 0.2080
0.0056 / 0.2073
0.0056 / 0.2080
0.0064 / 0.2086
0.0065 / 0.2083
0.0064 / 0.2080
0.0062 / 0.2094
0.0064 / 0.2081
0.0056 / 0.2088
0.0067 / 0.2091
0.0060 / 0.2097
0.0054 / 0.2092
0.0058 / 0.2096

CHAPTER 5

SPATIO-TEMPORAL MODELS

Univariate ARIMA models are widely utilized for a single time series, such as the modeling of one pixel’s NDVI values over the 1982 - 2006 years, the application discussed in
Section 4.3. Univariate modeling can be extended to incorporate the influence of one or
more external factors, such as Intervention Analysis when there is a known external factor
within the ARIMA model or Transfer function models that combine information of other
related time series to model the underlying disturbance or relationship. However, in the application discussed in 4.3, where given pixel’s NDVI series is likely correlated with neighboring pixel’s NDVI, it is more appropriate to consider modeling several pixel’s jointly to
understand the structure of the NDVI values over time and space. Thus, in this chapter,
we consider spatio-temporal auto-regressive moving average (STARMA) models that can
be used in monitoring and forecasting. We modified the STARMA model for a highly seasonal processes with temporal trends. We propose to use multiplicative STARMA models
to estimate and forecast NDVI values for sub-regions that have previously been detected
to have temporal trends. Particularly, we are interested in modeling and forecasting in the
regions in which the Three-Stage Directional BH procedure detected significant increasing
or decreasing changes in NDVI.
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5.1 Introduction
Vegetation activity is a continuous space-time process and NDVI data provide a spacetime lattice system, in the sense that observations are available over an equally spaced
regular grids. Often, the spatial resolution ranges from 1 to 8 kilometers, while the temporal
one ranges from 7 days to 1 month.
Time series models are tempting for representing such processes. Univariate ARIMA
models are widely utilized for a single time series, such as the modeling of one pixel’s
NDVI series. Univariate modeling can be extended to incorporate the influence of one or
more external factors, such as Intervention Analysis when there is a known external factor
within the ARIMA model or Transfer function models that combine information of other
related time series to model the underlying disturbance or relationship.
However, in the present application where given pixel’s NDVI series is likely correlated with neighboring pixel’s NDVI, it is more appropriate to consider modeling several
pixels jointly to understand the structure of the NDVI values over time and space. To do so,
space-time auto-regressive (STAR) models or space-time auto-regressive moving average
(STARMA) models can be used. STAR and STARMA are a class of linear models suitable where each observation is placed in linear relationship with previous and surrounding
values and errors to produce forecasts.
These models, however, are limited by stationarity and thus must be adapted to possible non-stationarity (e.g. temporal trends) and to include their seasonal patterns. This
chapter proposes to use multiplicative vector STARMA models for sub-regions of lattice
data that have previously been detected to have temporal trends. The temporal trends will
be represented by a deterministic trend term in the model and the seasonal patterns will
be modeled by multiplicative seasonal auto-regressive or seasonal moving average components, if needed, after seasonal diﬀerencing.
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5.2 Notation and Background in STARMA Models
First, we shall introduce basic notation and background information about STARMA
models and how they pertain to the East African vegetation application. Please refer to
Section 4.3 for a detailed data description.
If one thinks of the entire dataset, denoted as Z, organized as a three-dimensional ma}
{
trix, then Z = Zi, j,t is of size 290 × 196 × 600, where i, j, t indicate latitude, longitude, and
time respectively. Taking the approach based on Tiao and Box (1981), a simple example
of a first-order dependence in time and second order dependence in space STAR model for
Zi, j,t is:
Zi, j,t = µi, j + ϕ1 Zi, j,t−1 + ϕ2 Zi−1, j−1,t−1 + ϕ3 Zi−1, j,t−1 + . . . + ϕ9 Zi+1, j+1,t−1 + ai, j,t
= µ + ϕ′ xi, j,t + ai, j,t ,
iid

where {ai, j,t } ∼ N(0, σ2a ) is a white noise process, ϕ is a vector of parameters, and
x′i, j,t = [Zi, j,t−1 , Zi−1, j−1,t−1 , Zi−1, j,t−1 , · · · , Zi+1, j+1,t−1 ] is the vector of ‘regressors’.
To define a more general STARMA model, let the order of space dependency be denoted by S , the auto-regressive order by p, and the moving average order by q. The
STARMA(S , p, q) model for Zi, j,t takes the form:

Zi, j,t

q ∑
p ∑
S
S {
S
S {
∑
∑
∑
} ∑
}
= µi, j +
ϕghl Zi−g, j−h,t−l +
θghm ai−g, j−h,t−m + ai, j,t
l=1 g=−S h=−S

m=1 g=−S h=−S

We consider ‘stacking’ the series of the neighboring pixels to form a (2S + 1)2 -dimensional
time series vector, say Zt . By letting K = (2S + 1)2 , the dimension of the vector, for
convenience, we can write the model in matrix notation and model the series jointly. Using
the backshift operator B to define BZi, j,t = Zi, j,t−1 , we can write STARMA(S , p, q) as
ϕ(B)Zt = µ + θ(B)at
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where
ϕ(B) = I − ϕ1 B − · · · − ϕ p B p
θ(B) = I − θ1 B − · · · − θq Bq
are the matrix polynomials in B, the ϕ’s and θ’s are K × K matrices, µ is a K × 1 constant
vector, and at is a sequence of K × 1 random shock vectors identically and independently
distributed as a normal distribution with zero mean and covariance matrix Σ.
For example, consider the model of order (S , p, q) = (1, 1, 1) with µ = 0. The model
reduces to
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(5.1)

In this model, the diagonal elements of the parameter matrices indicate how an individual series is aﬀected by its own past data (temporal dependency). The oﬀ-diagonal
elements in each lag matrix represent the influence of one series on the other series (spatial
dependency).
Often in environmental data applications, the series will have a strong seasonal pat57

tern that can dominate the model. These patterns can be accounted for in the model by
taking seasonal diﬀerences, for instance if D is the length of the seasonal pattern, then
(Zt − Zt−D ) = (1 − BD )Zt . For example, D = 4 for quarterly data, D = 12 for monthly
data, etc. Additionally, multiplicative seasonal auto-regressive and seasonal moving average terms may be needed in the model. For convenience, we will denote ϕ p (B) and θq (B)
the regular auto-regressive and moving average factors and ΦP (BD ) and ΘQ (BD ) the seasonal auto-regressive and moving average factors of order P and Q respectively. This leads
to a multiplicative STARMA(S , p, q) × (P, Q)D model of the form:
ΦP (BD )ϕ p (B)(1 − BD )Zt = µ + θq (B)ΘQ (BD )at , where
ΦP (BD ) = I − Φ1 BD − Φ2 B2D − · · · − ΦP BPD
ΘQ (BD ) = I − Θ1 BD − Θ2 B2D − · · · − ΘQ BQD
and at ’s are K-dimensional white noise random vectors with zero mean and covariance
matrix structure





′
 Σ k=0
Cov[at , at+k ] = E[at at+k ] = 



 0 k,0
where Σ is a K × K symmetric positive definite matrix. In general, for a series involving diﬀerencing of order D (i.e. (1 − B)D Zt ), Wei (2006) shows the non-zero constant µ
corresponds to the dth derivative coeﬃcient of the deterministic trend model
Z t = α0 + α1 t + . . . + α D t D .
When diﬀerencing is needed in the model (D > 0), µ is known as the deterministic trend
term and can dominate the series, forcing it to follow a deterministic pattern. Thus, µ is
usually assumed to be zero, unless it is clear from the data that a deterministic component
is really needed.
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In the case of NDVI modeling and forecasting, the deterministic trend term is indeed
needed for the pixels we will select from the screening process of the Three-Stage Procedure. The nonstationarity in the mean NDVI is expected for these selected pixels since
they were detected to have a significant increasing/decreasing trend pattern in the seasonal
averages using the Three-Stage Directional BH multiple testing procedure to control the
mdFDR prior to the modeling.

5.3 Model Identification
Similarly to univariate time series, to determine the order (p, q) and (P, Q) in the
STARMA(S , p, q) × (P, Q)D model, the cross covariance and cross correlation matrices
(CMM) are employed. For a stationary vector time series Zt , the lag l cross covariance
matrix is defined as
Γ(l) = E[(Zt − µ)(Zt+l − µ)′ ] = {γi, j (l)}, for l = 0, 1, 2, . . . and i, j = 1, 2, . . . , K.
The corresponding cross correlation matrix (CCM) is ρ(l) = V−1 Γ(l)V−1 , where V is a
diagonal matrix containing γi,i (0)1/2 as its ith diagonal element. The (i, j) element of the lag l
matrix is an indication of how series i is influenced by series j at lag l. The cross covariance
∑
and correlation matrices can be estimated from the data by Ci, j (l) = 1n nt=l+1 (Zi,t −Z̄i )(Z j,(t+l) −
Z̄ j ) and ρ̂i, j (l) = Ci,i (l)/[Ci,i (0)C j, j (0)]1/2 respectively, where Z̄i and Z̄ j are the means for the
ith and jth series . The cross correlation matrices are interpreted parallel to the univariate
ACF, where an AR model is indicated by a ‘die oﬀ’ pattern and an MA model will ‘cut oﬀ’
after a particular lag.
When a vector time series has both AR and MA components, the model cannot be
easily identified. Tiao and Tsay (1983) introduced the extended cross correlation matrices
(ECCM) method, a multivariate analogue to the EACF in univariate modeling. The ECCM
does well to identify the order (p, q) and (P, Q) for STARMA models when the number
of series, K = (2S + 1)2 , is small (e.g. one to four series). The ECCM gives strongest
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consideration to lower order models, since the number of parameters to estimate can be
quite large. The general STARMA(S , p, q) × (P, Q)D model contains K 2 (p + q + P + Q) + K
parameters (excluding the covariance matrix, Σ).

5.4

Estimating Parameters

After the STARMA model is tentatively identified using ECCM, the constant vector µ,
and matrices ϕi (i = 1, 2, . . . , p), θ j ( j = 1, 2, . . . , q), Φi (i = 1, 2, . . . , P), Θ j ( j = 1, 2, . . . , Q),
and the covariance matrix Σ can be estimated by maximizing the corresponding likelihood
function.
Two useful simplifying approximations to the likelihood function are the ‘conditional’
likelihood function, proposed by Wilson (1973), and the ‘exact’ likelihood function, proposed by Hillmer and Tiao (1979). The exact approach is more computationally intensive,
but it can drastically reduce the biases in estimating the moving average coeﬃcients especially when some of the roots are near the unit circle.
Once the parameters are estimated, the next step is diagnostic checking of the residuals
to determine the adequacy of the model fit and to search for potential improvements. In
multivariate models, diagnostic checks can include plotting the residuals and examining
the cross correlation matrices (CCM) to determine if at is a white noise process. If the
model is adequate, it can be used to forecast the series for future lags.

5.5

Examples of STARMA models using East African NDVI

In this section, we build multiplicative STARMA models for selected NDVI series.
Since the number of parameters can be too large to estimate in higher ordered models, we
seek a parsimonious model, on which to interpret parameters and do short-term forecasting. We select small East African sub-regions that have been found to have significant
vegetation temporal trends using a Three-Stage Directional BH procedure controlling the
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mdFDR, discussed in 4.3. This screening procedure operated by grouping the pixels into
suitable D × D groups to capture local spatial dependency through the so-called grouped
p-values. Thus, we follow a similar approach in selecting the spatial dependency parameter S = 1 and form K = 5 dimensional STARMA models. The following two examples of
modeling and forecasting were done using the SCA Statistical System, version 8.1.

5.5.1

Modeling and Forecasting for Terkaka, South Sudan

For the first example, a selected city, Terkaka, South Sudan (coordinates 31.01861 °E,
5.664367 °N), was detected to have a significant increasing temporal trend in the NDVI
values. It would be useful to use this knowledge to do future vegetation forecasting and
account for the spatial dependency of neighboring pixels. Figure 5.1, below, shows the time
series observations for Terkaka, South Sudan with increasing trend line (top) and the series
of the neighboring pixels (bottom). One can see that the NDVI values of neighboring pixels
have a similar repetitive pattern every 24 lags, which is expected due to the data collection
occurring twice a month.
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Figure 5.1: Terkaka’s NDVI series (top) and with neighboring pixels (bottom).
After careful examination of the ECCM table, ACF, and PACF plots of all five pixel’s
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NDVI series, the tentative model selected is STARMA(S = 1, p = 2, q = 1) × (P = 0, Q =
1)D=24 :
(I − ϕ1 B − ϕ2 B2 )(I − Diag(B24 ))Z t = µ + (I − θ1 B)(I − Θ24 B24 )at ,
where Diag(B24 ) is a 5 × 5 diagonal matrix with diagonal elements B24 , indicating the
need for diﬀerencing from the repetitive seasonal pattern every 24 lags. Using the ‘exact’
likelihood approach to estimate the parameters, the resulting matrices are:
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The residuals of this model indicate a white noise process, validating the adequacy of
the model fit. The pixel having significant increasing NDVI trends (Terkaka, South Sudan),
is Z2,t of the model. Writing the forecasting equation for this pixel is:
Z2,t+1 = Z2,t−23 +3.22−0.38Z1,t +1.219Z2,t +2.771Z3,t −1.267Z4,t −1.283Z5,t +0.301Z1,t−1 −
0.608Z2,t−1 − 1.67Z3,t−1 + 0.931Z4,t−1 + 0.662Z5,t−1 + 0.38Z1,t−24 − 1.219Z2,t−24 − 2.771Z3,t−25 +
1.267Z4,t−25 +1.283Z5,t−24 −0.301Z1,t−25 +0.608Z2,t−25 +1.67Z3,t−24 −0.931Z4,t−24 −0.662Z5,t−25 +
0.287a1,t −0.445a2,t −2.634a3,t +1.115a4,t +1.457a5,t −0.764a2,t−23 −0.249a1,t−24 +0.339a2,t−24 +
2.199a3,t−24 − 0.902a4,t−24 − 1.304a5,t−24
By examining the first two terms of the forecast equation, one can see that the forecast
for time t + 1 takes the NDVI value from time t − 23 (the previous year’s value at that time
of month) and adds the deterministic trend constant 3.22, which is significantly diﬀerent
from zero (p = 0.001). The value µ2 = 3.22 indicates that, from year-to-year, the NDVI
values are increasing by 3.22 on average.
The remaining terms in the forecasting equation can be attributed to the autoregressive
and moving average components past lags of Terkaka (Z2,t ) and its neighbor’s (Z1,t , Z3,t , Z4,t , Z5,t ).
Out of the four neighbors, the series Z3,t is more dominant than Z1,t , Z4,t , and Z5,t , as seen
by the magnitude of the AR and MA coeﬃcients.
Using this model to forecast one year (24 lags) ahead, shown in red, with the 95% bands
(shown in blue) is displayed in Figure 5.2.
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Figure 5.2: Terkaka’s NDVI series with one year forecasts and confidence bands.
5.5.2

Modeling and Forecasting for Kilosa, Tanzania

The second example selected was Kilosa, Tanzania (coordinates 36.98224 °E, 6.553814
°S), was detected to have significant decreasing temporal trends in the seasonal NDVI
averages. Figure 5.3, below, shows the time series observations for Kilosa, Tanzania with
decreasing trend line (top) and the series of the neighboring pixels (bottom).
After careful examination of the ECCM table, ACF, and PACF plots of all five pixel’s
NDVI series, the tentative model selected is also STARMA(1, 2, 1) × (0, 1)24 :
(I − ϕ1 B − ϕ2 B2 )(I − Diag(B24 ))Zt = µ + (I − θ1 B)(I − Θ24 )at ,
where Diag(B24 ) is a 5 × 5 diagonal matrix with diagonal elements B24 , indicating the
repetitive seasonal pattern every 24 lags. Using the ‘exact’ likelihood approach to estimate
the parameters, the resulting matrices are:
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Figure 5.3: Kilosa’s NDVI series (top) and with 4 neighboring pixels (bottom).
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18020.9 5279.92 3210.38
5279.92 8187.59 4829.22
3210.38 4829.22 5992.50
110715 7092.84 4675.01
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110715 


7092.84.


4675.01
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The residuals of this model indicate a white noise process, validating the adequacy of
the fit. The pixel having significant decreasing NDVI trends (Kilosa, Tanzania), is Z3,t of
the model. Writing the forecasting equation for this pixel is:
Z3,t+1 = Z3,t−23 − 3.301 + 0.239Z1,t − 0.483Z2,t + 0.101Z4,t + 0.665Z5,t + 0.153Z2,t−1 +
0.184Z3,t−1 −0.314Z5,t−1 −0.239Z1,t−24 +0.483Z2,t−24 −0.101Z4,t−24 −0.665Z5,t−24 −0.153Z2,t−25 −
0.184Z3,t−25 +0.314Z5,t−25 −0.214a1,t +0.426a2,t +0.431a3,t −0.106a4,t −0.671a5,t −0.888a3,t−23 +
0.199a1,t−24 − 0.351a2,t−24 − 0.383a3,t−24 + 0.083a4,t−24 + 0.568a5,t−24
By examining the first two terms of the forecast equation, one can see that the forecast
for time t + 1 takes the NDVI value from time t − 23 (the previous year’s value at that time
of month) and reduces by the deterministic trend term, µ3 = −3.301. This constant term, is
significantly diﬀerent from zero (p = 0.041), reinforcing the conclusions drawn from the
Three-Stage Directional BH procedure controlling the mdFDR, discussed in 4.3. The value
µ3 = −3.301 indicates that, from year-to-year, the NDVI values are decreasing by 3.301 on
average.
The remaining terms in the forecasting equation can be attributed to the autoregressive
and moving average components past lags of Kilosa, Tanzania (Z3,t ) and its neighbor’s
(Z1,t , Z2,t , Z4,t , Z5,t ). Out of the four neighbors, the series Z5,t is more dominant than Z1,t ,
Z2,t , and Z4,t , as seen by the magnitude of the AR and MA coeﬃcients. In particular,
many AR and MA components for Z4,t were estimated to be extremely small. Thus to ease
interpretation, several of these small coeﬃcients were constrained to be exactly 0 using
restricted MLE’s.
Using this model to forecast one year (24 lags) ahead with the 95% bands is displayed
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in Figure 5.4 in red and blue respectively.
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Figure 5.4: Kilosa’s NDVI series with one year forecasts and confidence bands.
To summarize this chapter, we proposed to use multiplicative spatio-temporal autoregressivemoving average (STARMA) models for sub-regions of pixel’s NDVI series in the East
African data. Particularly, we are interested in modeling and forecasting in the regions
in which the Three-Step Directional BH procedure previously detected significant increasing or decreasing changes in NDVI. Using two example pixels (Terkaka, South Sudan and
Kilosa, Tanzania), we found adequate multiplicative STARMA models with a significant
deterministic trend terms that corresponds to the trend changes detected in the multiple testing procedure. Also, we account for the spatial dependency by examining and interpreting
the oﬀ-diagonal elements of the coeﬃcient matrices.
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CHAPTER 6

CONCLUSION

6.1 Summary and Conclusion
In this dissertation, we have proposed new multiple testing procedures to improve some
of the existing methodology in the literature. Specifically, we focused on data that is naturally grouped or spatially oriented with an unknown, arbitrary dependence structure. Since
many existing procedures discussed in the literature review require apriori information
about group clusters or information about the proportion of null hypotheses, there is room
for improvement by developing procedures without such strict assumptions.
In Chapter 3, we proposed a Two-Stage procedure to control the FDR along with an
adaptive version. The methods are based on the argument that spatial dependencies among
the hypotheses occur locally rather than globally in many applications. So, by clustering the
hypotheses using an appropriate group size, the groups become nearly independent of each
other or we assumed they are positively dependent. Importantly, we made no assumption
on the dependence structure within the groups, which is one of the main advantages of our
work over existing methods. We applied our procedures in astronomical source detection
data and found our procedures work well to identify transient sources.
Currently, astronomers use complex computer algorithms with no proof or an upper
bound to the number of falsely rejected hypotheses. Thus, implementing FDR controlling
procedures, such as the Two-Stage or Adaptive Two-Stage, would control a meaningful
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measure of false detections as well as provide a computationally eﬃcient alternative to existing algorithms. Dr. Peter Freeman, an astrostatistician at Carnegie Mellon University,
gave a commentary based on our proposed procedures at the Statistical Challenges in Modern Astronomy, held at Penn State in June 2011. Dr. Freeman’s feedback of the proposed
procedures was encouraging, noting the procedures are ”conceptually simple and computationally eﬃcient, which are important features to consider as astronomers enter the era
of gigapixel image analysis.” Our research presented at the SCMA V conference has been
published in the proceedings (Clements et al. (2011))
In Chapter 4, we extend the Two-Stage FDR controlling procedure to a Three-Stage
procedure to control the mdFDR, as well as an adaptive version. These procedures are to be
used in applications with a two-sided alternative and making directional errors (type III errors) is costly. After some simulations studies, we applied the Three-Stage procedures to an
East African NDVI data set to screen regions with significant vegetation changes. Knowledge of current vegetation patterns and the ability to make accurate predictions is required
for sustainability issues such as: management of conservation areas and wildlife habitats,
environmental monitoring, and optimizing the use of farmland for crops and livestock to
minimize times of food scarcity in under developed countries (e.g. Eastern Africa). Using our Three-Stage procedures, seasonal analysis shows increasing Northern hemisphere
and generally decreasing Southern hemisphere vegetation trends, which are consistent with
historical evidence. The research from this chapter is a submitted paper to the Annals of
Applied Statistics (Clements et al. (2013b)).
In Chapter 5, we provide further investigation into the East African regions that have
detected significant vegetation changes by providing some spatio-temporal autoregressivemoving average (STARMA) models and forecasts to some selected sites (Terkaka, South
Sudan and Kilosa, Tanzania). We found adequate multiplicative STARMA models with
a significant deterministic trend terms that corresponds to the trend changes detected in
the multiple testing procedure. Also, we accounted for the spatial dependency by exam-
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ining and interpreting the oﬀ-diagonal elements of the coeﬃcient matrices. The research
from this chapter is a submitted paper to the Journal of Selected Topics in Applied Earth
Observations and Remote Sensing (Clements et al. (2013a)).

6.2 Ongoing Work
This research has made strides in developing new methodology to be used in grouped
dependent data with relaxed assumptions on apriori knowledge of the number of true null
hypotheses and/or the dependence structure of the p-values within groups. However, there
are several areas yet to be investigated.
We could consider exploring the possibility of using False Cluster Proportion (FCP)
error metric as an alternative to the FDR, as suggested by Dr. Peter Freeman at the SCMA
conference. Introduced by Perone Pacifico et al. (2004), the FCP is an error rate to control
the proportion of false clusters of hypotheses rather than the individual-wise error control
of the FDR. This could be advantageous since many applications (e.g. astronomy) are interested in detecting clusters of hypotheses and are less concerned about which individual
hypotheses were rejected within the cluster. But unfortunately, there are very few multiple testing procedures developed to control the FCP. Friedenberg and Genovese (2001)
proposed an FCP procedure, based bounding the rate of false regions within a Gaussian
random field by deriving a confidence superset for the location of true nulls. However,
there is no public code available for the complex algorithm and FCP control is only oﬀered
asymptotically. Exploring multiple testing methodology to control the FCP is an open area
of research, of which can lead to significant gains in data with spatial applications.
Also, it would be interesting to study the astronomical source detection problem differently by adding a third dimension. Since astronomy data is often collected nightly, the
assemblage can be thought of as a ‘data cube’ instead of a ‘data matrix,’ where the first
and second dimension are the spatial location and the third dimension is the date/time of
observation. In other words, multiple testing procedures can be adapted to not only search
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for signals at every (i, j) location, but also at every time t. Similarly, the vegetation data is
also a spatial-temporal dataset, where the NDVI values are collected over time. We would
like to explore this set up in both a frequentist and Bayesian context.
Lastly, we would like to do more extensive simulation studies to compare our ThreeStage Directional BH procedure to some relevant multiple testing methods for spatial domains (as suggested by a reviewer from AOAS). Relevant methodology would include
comparisons to Perone Pacifico et al. (2004) and Benjamini and Heller (2007), a two-step
procedure based on clusters.
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APPENDIX A

Demonstrating when Hopkins’ Procedure loses control of
the FDR

Hopkins’ Procedure may not control the FDR, as noted in section 2.2.3. Benjamini
and Yekutieli (2001) show that for any arbitrary joint distribution of the p-values, the BH
∑
procedure insures the FDR ≤ nn0 α ni=1 i−1 . Hence, they suggest to replace α with α∗ = Cαn in
∑
the BH procedure when the dependence structure is unknown, where Cn = ni=1 i−1 . Then,
FDR ≤
=
=

∑n
i=1

i−1

n0 α ∑n
( ) i=1 i−1
n Cn
n0
α
n

= π0 α ≤ α,

However, Hopkins’ suggests a less conservative adjustment of α, say
∑∗
= Cαn∗ , where Cn∗ = ni=1 i−1 and n∗ < n. We can see that such adjustment may not

where π0 =
α∗∗

n0 ∗
α
n

n0
.
n

maintain control of the FDR:
FDR ≤
=

n0 ∗∗
α
n

∑n
i=1

i−1

n 0 α ∑n
( ) i=1 i−1
n C n∗
∑n −1
i
= π0 α( ∑i=1
n∗ −1 )
i
i=1

∑n

i−1

which is not ≤ α when π0 ( ∑i=1
n∗ −1 ) ≥ 1 or, otherwise stated, when π0 ≥
i
i=1
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∑n∗ −1
i
∑ni=1 −1 .
i=1 i

APPENDIX B

Proof of Theorem 3.1

Proof of Theorem 3.1. The theorem will be proven in two parts, under the group’s
independence assumption and then assuming the groups are positively dependent. The
following notations are used in the proof:
• ni : The total number of hypotheses in the ith group
• m: The total number of groups
• Hi j : An indicator variable for the hypothesis at the jth location within the ith group,
where Hi j = 0 (or 1) indicates that the null hypothesis Hi j is true (or false).
• R: The number of rejected hypotheses.
• V: The number of hypotheses falsely rejected.
• S : The index of the ordered (in terms of increasing values of the grouped p-values)
potentially significant groups detected. This is also k∗BH .
• S (−i) : The number of significant groups that would have been obtained if we had
completely ignored the ith group and applied the first-stage BH method to the rest of
the m − 1 group’s p-values using the critical values iα/m, i = 2, . . . , m.
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• πi0 : The proportion of true null hypotheses among the total ni null hypotheses in the
ith group.
Let R be the total number of Hi j ’s that have been rejected, and V be the number of type
I errors occurred out of these R rejections. Then
(

V
FDR = E
max{R, 1}

)
(B.1)

.
Now,
V=

ni
m ∑
∑

I(Hi j = 0, Pi j ≤ S α/mni ),

(B.2)

i=1 j=1

where S is the number of significant groups in the first stage of the procedure.
Hence
(

)
V
FDR = E
max{R, 1}
(
)
ni
m ∑
∑
I(Hi j = 0, Pi j ≤ S α/mni )
E
=
max{R, 1}
i=1 j=1
(
)
ni
m ∑
∑
I(Pi j ≤ S α/mni )
I(Hi j = 0)E
≤
,
max{S
,
1}
i=1 j=1

(B.3)

since R ≥ S .
Recall S (−i) is the number of significant groups that would have been obtained if we had
completely ignored the ith groups and applied the first-stage BH method to the rest of the
m − 1 group p-values using the critical values iα/m, i = 2, . . . , m.
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Then, it can be shown that
(
)
I Pi j ≤ S α/mni
max{S , 1}

m
∑
I(Pi j ≤ sα/mni , S = s)
=
s
s=1

m
∑
I(Pi j ≤ sα/mni , S (−i) = s − 1)
s
s=1
m
∑
I(Pi j ≤ sα/mni , S (−i) = s − 1)
.
=
s
s=1

=

(B.4)

If the groups are assumed independent, taking expectation we see that
FDR ≤

ni
m ∑
∑
i=1 j=1
m
∑

= α

i=1

m
∑
(
)
1 sα
I(Hi j = 0)
Pr S (−i) = s − 1
s mni
s=1

ni
m
1 ∑
α∑
πi0 .
I(Hi j = 0) =
mni j=1
m i=1

(B.5)

where πi0 is the proportion of true null hypotheses among the total ni null hypotheses in
the ith group. This completes the proof of the Two-Stage Procedure when the groups are
independent.
If the groups are not completely independent of each other, we will assume that they
satisfy a special case of the PRSD condition in the following sense: The conditional expectation
E{ϕ(P(−i) )|pi j = u},
where pi j is the jth null p-value in the ith group and ϕ(P(−i) ) is an increasing (coordinatewise)
function of all the p-values except those in the ith group, and is non-decreasing in u ∈ (0, 1)
for each i and j.
Then from (B.5), we note that
ni
m ∑
m
∑
∑
(
)
1 sα
Pr S (−i) = s − 1
FDR ≤
I(Hi j = 0)
s mni
i=1 j=1
s=1
ni
m ∑
m
∑
∑
(
)
(
)
1 sα
=
I(Hi j = 0)
(Pr S (−i) ≥ s − 1 − Pr S (−i) ≥ s )
s mni
i=1 j=1
s=1
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m
∑
s−1
α
[Pr{S (−i) ≥ s − 1|pi j ≤
α}
mn
mn
i
i
i=1 j=1
s=1
s
(−i)
α}]
− Pr{S
≥ s|pi j ≤
mni
∑
∑
∑i
= α mi=1 mn1 i nj=1
I(Hi j = 0) = mα mi=1 πi0 .

≤

ni
m ∑
∑

I(Hi j = 0)

The second inequality follows from the conditional expectation assumption of positive
dependence of groups since I(S (−i) ≥ s − 1|pi j ≤

S
α)
mni

is a decreasing function of all the

p-values except those in the ith group. This completes the proof of Theorem 3.1.
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APPENDIX C

Proof of Theorem 4.1

Proof of Theorem 4.1. Let R be the total number of Hi jk ’s that have been rejected, and
V and U, respectively, be the numbers of type I and type III errors occurred out of these R
rejections. Then
(

)
V +U
mdFDR = E
= FDR + dFDR,
max{R, 1}
where FDR = E

(

V
max{R,1}

)

is the FDR, and dFDR = E

(

U
max{R,1}

)

is the (pure) directional FDR.

Let us consider using Hi jk also as an indicator variable with Hi jk = 0 (or 1) indicating
that the null hypothesis Hi jk : βi jk = 0 is true (or false). Then,
V=

ni ∑
K
m ∑
∑

I(Hi jk = 0, Pi jk ≤ S α/Kmni ),

i=1 j=1 k=1
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where S is the number of significant sub-regions in the first stage of the procedure. Hence
(

)
V
FDR = E
max{R, 1}
)
(
ni ∑
m ∑
K
∑
I(Hi jk = 0, Pi jk ≤ S α/Kmni )
=
E
max{R, 1}
i=1 j=1 k=1
(
)
ni ∑
m ∑
K
∑
I(Pi jk ≤ S α/Kmni )
≤
I(Hi jk = 0)E
,
max{S , 1}
i=1 j=1 k=1

(C.1)

since R ≥ S (borrowing the idea from Guo and Sarkar (2012)). Let S (−i) be the number
of significant sub-regions that would have been obtained if we had completely ignored the
ith sub-region and applied the first-stage BH method to the rest of the m − 1 sub-region
p-values using the critical values iα/m, i = 2, . . . , m. Then, it can be shown that
(
)
I Pi jk ≤ S α/Kmni
max{S , 1}

m
∑
I(Pi jk ≤ sα/Kmni , S = s)
=
s
s=1

m
∑
I(Pi jk ≤ sα/Kmni , S (−i) = s − 1)
.
=
s
s=1

(C.2)

Since the subregions are assumed independent, taking expectation in (A.2) and using that
in (A.1), we see that
FDR ≤

ni ∑
K
m ∑
∑

I(Hi jk = 0)

i=1 j=1 k=1

= α

m
∑
i=1

m
∑
(
)
1 sα
Pr S (−i) = s − 1
s Kmni
s=1

ni ∑
K
m
1 ∑
α∑
I(Hi jk = 0) =
πi0 .
Kmni j=1 k=1
m i=1

(C.3)

where πi0 is the proportion of true null hypotheses among the total Kni null hypotheses in
the ith sub-region.
We now work with the dFDR. Let δi jk = −1 or +1 indicate whether βi jk should be
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rejected in the positive or negative direction. Then, U can be expressed as follows:
U=

ni ∑
m ∑
K
∑

I(Hi jk = 1, Pi jk ≤ S α/Kmni , T i jk δi jk < 0),

i=1 j=1 k=1

from which we first have
)
U
dFDR = E
max{R, 1}
(
)
ni ∑
m
K
∑∑
I(Pi jk ≤ S α/Kmni , T i jk δi jk < 0)
I(Hi jk = 1)E
=
.
max{R, 1}
i=1 j=1 k=1
(

Making arguments similar to those used for the FDR, we then have
dFDR ≤

ni ∑
m ∑
K
∑

I(Hi jk = 1) ×

i=1 j=1 k=1
m
∑
s=1

) (
)
1 (
Pr Pi jk ≤ sα/Kmni , T i jk δi jk < 0 Pr S (−i) = s − 1 .
s

(C.4)

[
(
)]
Notice that Pi jk = 2 1 − Φ |T i jk | , where Φ is the cumulative distribution function of the
standard normal. Therefore, assuming without any loss of generality that βi jk > 0 when
Hi jk = 1, we have, for such Hi jk ,
(
)
Pr Pi jk ≤ sα/Kmni , T i jk δi jk < 0
(
(
)
)
sα
−1
= Prβi jk >0 |T i jk | ≥ F 1 −
, T i jk < 0
2Kmni
))
(
(
sα
−1
= Prβi jk >0 T i jk ≤ −F 1 −
2Kmni
(
))
(
sα
sα
−1
≤ Prβi jk =0 T i jk ≤ −F 1 −
=
.
2Kmni
2Kmni

(C.5)

The last inequality follows from the fact that, when Hi jk = 1, the distribution of T i jk is
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stochastically increasing in βi jk . Using (A.5) in (A.4), we see that
ni ∑
m
K
m
α ∑ 1 ∑
α ∑
dFDR ≤
I(Hi jk = 1) =
πi1 ,
2m i=1 Kni j=1 k=1
2m i=1

(C.6)

where πi1 is the proportion of false null hypotheses among the total Kni null hypotheses in
the ith sub-region.
Thus, we finally have
)
)
m (
m (
α∑
1
α ∑ 1 + πi0
mdFDR ≤
πi0 + πi1 =
≤ α,
m i=1
2
m i=1
2
proving the desired result.
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(C.7)

