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ABSTRACT
Proteins are large biomolecules which are functional building blocks of living
organisms. There are about 22,000 protein-coding genes in the human genome. Each gene
encodes a unique protein sequence of a typical 100-1000 length which is built using a 20letter alphabet of amino acids. Each protein folds up into a unique 3D shape that enables it
to perform its function. Each protein structure consists of some number of helical segments,
extended segments called sheets, and loops that connect these elements.
In the last two decades, machine learning methods coupled with exponentially
expanding biological knowledge databases and computational power are enabling
significant progress in the field of computational biology. In this dissertation, I carry out
machine learning research for three major interconnected problems to advance protein
structural biology as a field. A separate chapter in this dissertation is devoted to each
problem. After the three chapters I conclude this doctoral research with a summary and
direction of our future work.
Chapter 1 describes design, training and application of a convolutional neural
network (SecNet) to achieve 84% accuracy for the 60-year-old problem of predicting
protein secondary structure given a protein sequence. Our accuracy is 2-3% better than any
previous result, which had only risen 5% in last 20 years. We identified the key factors for
successful prediction in a detailed ablation study. A paper submitted for publication
includes our secondary-structure prediction software, data set generation, and training and
testing protocols [1].
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Chapter 2 characterizes the design and development of a protocol for clustering of
beta turns, i.e. short structural motifs responsible for U-turns in protein loops. We identified
18 turn types, 11 of which are newly described [2]. We also developed a turn library and
cross-platform software for turn assignment in new structures.
In Chapter 3 I build upon the results from these two problems and predict
geometries in loops of unknown structure with custom Residual Neural Networks (ResNet).
I demonstrate solid results on (a) locating turns and predicting 18 types and (b) prediction
of backbone torsion angles in loops. Given the recent progress in machine learning, these
two results provide a strong foundation for successful loop modeling and encourage us to
develop a new loop structure prediction program, a critical step in protein structure
prediction and modeling.
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CHAPTER 1
MULTIFACETED ANALYSIS OF TRAINING AND
TESTING CONVOLUTIONAL NEURALNETWORKS
FOR PROTEIN SECONDARY STRUCTURE PREDICTION

1.1

Introduction
The prediction of secondary structure—alpha helices, beta sheet strands, and coil

regions—is a long-standing problem in computational biology [3]. Linguistically, the
secondary structure prediction problem is a translation of a word formed from a 20-letter
amino-acid alphabet to a word of the same length that designates the secondary structure.
The commonly used DSSP program [4] designates the secondary structure of experimental
structures with an 8-letter alphabet (H, B, E, G, I, T, S), which can be reduced to a smaller
alphabet (commonly H, E, C) according to defined rules. The results of secondary structure
prediction have often been used as inputs to tertiary structure prediction methods [5-11],
estimation of folding rates [12], prediction of solvent exposure of amino-acid residues [1315], prediction of beta-turn locations and types [16-18], discrimination of intrinsically
disordered regions [19, 20], accurate multiple sequence alignment [21-24], protein function
prediction [25, 26], and prediction of missense mutation phenotypes [27].
The problem of predicting secondary structure from sequence has a long history,
starting in 1965 [28]. Over a period of more than 50 years, the accuracy has gradually
increased due to an increase in the number of experimentally determined structures in the
Protein Data Bank (PDB), the amount of sequence information available for the
1

determination of features derived from multiple sequence alignments, computational
power, and the evolution of machine learning algorithms. Structures in the PDB provide
information for deriving the ground-truth secondary structure labels used for training and
testing of predictive models. It currently contains more than 150 thousand experimental
structures and about 15 thousand non-redundant proteins (at 25% sequence identity) [29].
The number of available protein sequences in sequence databases has dramatically
increased from 5 million in 1999 when the widely-used PSIPRED was published [30] to
168 million today.
Secondary structure prediction methods and our ability to benchmark them have
been evolving and improving too. Several reviews [3, 21, 31-35] provide an excellent
source of the history of improvements in prediction methods. These methods have been
divided into a set of four generations of methods covering the 50-year time period from
1960 to 2010 [3, 32, 36]; we also suggest a new fifth generation from the 2010s until today
and describe it in more detail.
The first generation of methods—such as C+F [37], Lim [38], and GORI [39]—
from the 1960s and 70s relied on single amino-acid preferences for the H, E, and C
secondary structure types. In 1983 the original accuracy of 65-70% reported by the firstgeneration methods was revised downwards to 48-56% [40]. Dickerson et al. were the first
to demonstrate that evolutionary information was helpful for secondary structure prediction
[41]. However, the evolutionary approach during this period was limited by the small
number of homologous protein sequences available for any target.
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The second-generation methods from the 1980s and early 1990s—such as
Schneider [42], ALB [43], GORIII [44], COMBINE [45], and S83 [46]—utilized statistical
analysis of a stretch of adjacent residues to predict secondary structure of a central residue
[32, 36]. These were based on statistical information, sequence patterns, physiochemical
properties, neural networks (NN), graph theory, multivariate statistics, expert rules, and
nearest-neighbor algorithms [36]. The second-generation methods benefited from larger
sequence databases and usage of evolutionary information. For instance, Zvelebil et al.
incorporated evolutionary information in their method by predicting secondary structure
for each protein in an alignment and then reporting an average prediction [47]. However,
the second generation methods saturated at a low 3-label accuracy of 58-63% and
experienced two problems: 1) beta strands were predicted at very low accuracy levels of
28-48%, marginally better than random; 2) predicted helices and strands were too short to
be practical [36].
The methods of the third generation from the mid-1990s—such as PHD [48],
LPAG [49], NSSP [50]—achieved a 10% improvement in the 3-label accuracy over secondgeneration methods, leading to 68-72% accuracy. Methods from the late 1990s to the early
2000s, including PSIPRED [51], JPred2 [52], SSpro [53], and PROF [54], further reached
75-77%. The success came from three factors [32, 36]: 1) use of evolutionary information
encoded in a multiple-sequence alignment (MSA) profile or position specific scoring
matrix (PSSM) as direct inputs to a prediction program; 2) larger databases than for the
second-generation methods; and 3) more advanced algorithms. The algorithms based on
neural networks [32, 48, 51, 55, 56] demonstrated the greatest improvement.

3

Inspired with evolutionary information features as input in past applications, the
fourth-generation methods from mid-late 2000s further utilized a variety of additional
input features [35] including penta-peptide statistics [57, 58], conserved domain profiles
[59], frequent amino-acid patterns [60], predicted torsion angles [61, 62], predicted residue
contact maps [63], predicted residue solvent accessibility [64], predicted tertiary structure
[64, 65], and predicted pseudo-energy parameters for helix formation [66]. Most of these
individually led to small improvements. For example, Meiler et al. suggested seven
representative amino-acid properties as input and showed their tenfold cross-validated
accuracy increased only by 0.5% from 77% [67]. The predicted residue solvent
accessibility improved the 3-label accuracy by 3% [68]. The predicted dihedral angles
helped by 2% [69]. However, these features together did not improve the 3-label accuracy
beyond 80% [70]. Some of the fourth-generation methods—such as HYPROSP [71],
PROTEUS [72], MUpred [73], and DISTILL [74]—took advantage of structural fragments
or templates of homologous sequences to attempt a breakthrough. It only brought a modest
3% improvement and did not raise the 3-label accuracy beyond 80% with or without the
additional input features.
With greatly increased computing capabilities (cost, memory, CPU, and GPU) and
exploding popularity of deep neural networks, the fifth-generation methods from 2010 up
to the present: 1) revisited the template-based approach [75, 76]; 2) included sequence
alignment parameters from hidden Markov models (HMM) as input features [77-80]; 3)
were designed with more advanced neural network architectures (convolutional neural
networks (CNN), bidirectional recurrent NNs such as long short-term memory, and
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residual NNs and their combinations) [76-84]; 4) more painstakingly employed an
ensemble of models with an average vote [76, 78, 80, 83, 85, 86]; and 5) in some cases,
trained on predicted residue contacts, residue surface accessibility, Cα-atom exposure,
backbone torsion angles, and 3-label secondary structure predictions from other programs
[86]. The template-free [75, 77-85] methods reported accuracies from 82 to 87%, a
substantial improvement over the fourth-generation accuracy of 80%. The theoretical 3label accuracy limit is 90-95% [3, 32, 74, 86-88], based on the rate at which different
programs such as DSSP and Stride [89] assign the same secondary structure to
experimental coordinates.
In 2015, the fifth-generation method SPIDER2 [84, 90] utilized three iteratively
connected CNNs, each consisting of three hidden layers, achieving a 3-label accuracy of
82%. Jpred4 [78] had the same 82% accuracy in the same year by combining several CNNs
trained on the same multiple sequence alignments presented to the networks in different
ways. One year later in 2016, DeepCNF [81] achieved a 2% accuracy improvement to 84%
by combining a 5-7 layer CNN with conditional random field as an additional layer. The
CNN was constructed in a funnel style by enforcing the same weights in neighboring input
and hidden nodes and thus limiting the total number of parameters to train and allowing
for longer-range sequence information. The final conditional random field layer was used
to account for correlation of adjacent residues. In 2017, the authors of SPIDER2 upgraded
their previous method to a new NN architecture in SPIDER3 [77], relying on four hidden
layers with the first two bidirectional recurrent NN (BRNN) layers followed by two fully
connected layers, and reporting an 84% 3-label accuracy, an improvement of 2% over
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SPIDER2. Also in 2017, FSVM [75] was reported with an 83% template-free accuracy
achieved with a fuzzy support vector machine. In 2018, MUFOLD-SS [79] reported a 3label accuracy of 84% with a neural network relying on nested inception models which are
nested networks of several parallel CNNs that proved to be state-of-the-art in image
recognition. At the same time, PORTER5 [80] achieved the same 84% accuracy by
employing an ensemble of BRNNs. In 2018, another method, PSRSM [85] reported an
improvement of 1-2% to 85-86% accuracy; however, in an independent study the reported
accuracy was revised downward to 82% [86]. The PSRSM publication does not mention a
sequence similarity exclusion between training and test sets, which could be a cause for
this overestimation. The 2018 method, CNNH_PSS (a 5-layer multiscale CNN with
highways between neighboring layers), was only trained for 8 labels and reported 70%
accuracy [82]. Another 2018 method, eCRRNN, an ensemble of 10 networks based on a
combination of convolutional, residual, and bidirectional recurrent NNs), claimed the
highest 8-label and 3-label accuracies to-date of 74% and 87% respectively [83].
The fifth-generation methods [75-86] all depend on multiple sequence alignments
of the target sequences, while several of these methods also rely on templates [75, 76], i.e.,
real protein structures from a training set consisting of experimental coordinates of protein
fragments. These “template-based” methods can achieve higher accuracies, in the range
86-93%, than template-free methods. However, homologous structures are not available
for many proteins that would be targets of secondary structure prediction, and such
methods are not solutions to the general secondary structure prediction problem. The
accuracy of the template-based methods drops from 86-93% to 80-83% without templates
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and further down to 74-77% without homologous sequences [75, 76, 86]. Similarly, the
accuracies of the template-free MSA-based methods drop from 82-84% to 73-75% without
the use of homologous sequences [81].
The template-based SSpro5 from 2014 [76] utilizes a BLAST [91] search of the PDB
to find similar sequence fragments of at least length 10 to a target sequence and reports the
most common DSSP-assigned class in the set of proteins selected for a given position.
When no similar sequences or no dominant DSSP class in the similar sequences are found,
secondary structure prediction is based on an ensemble of 100 BRNNs trained on the data
set. With templates, SSpro5 achieves 93% 3-label accuracy; without templates SSpro5 has
only 79-80% accuracy. FSVM [75] described above can also run in a template-based mode
by using the same sequence-based structural similarity concept as in SSpro5. In this mode,
FSVM’s 3-label accuracy increases from 83% to 93%.
One common issue that has recurred repeatedly during the history of secondary
structure prediction is that reported accuracies have not always been upheld when methods
were applied to new benchmark test sets [32, 36, 40, 48, 86, 92]. There are a number of
reasons for this. The quality and size of test sets for benchmarking have sometimes proven
inadequate and often the test sets are not distinct enough from the training sets so the
methods are over-trained [36, 48, 92, 93]. In some cases, training was performed on
sequence sets representing the entire sequence space of the PDB leading to very similar
proteins in training and testing sets [85], or a test set was inadvertently used multiple times
for development decisions. It is challenging to compare programs on common benchmark
sets because the programs are trained on different sets of structures, some of which may be
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in any particular benchmark. For example, the CB513 data set [93] has been used
repeatedly [75, 79, 81-83], even though related proteins may be used in the training data
for a new program [76, 77, 80, 86].
In this paper, we investigate factors that contribute to the accuracy of template-free
protein secondary structure with (1) an ensemble of 10 simple traditional 4-layer CNNs
and (2) rigorously defined and independent training, validation, and test sets. Our test set,
Test2018, consists of proteins whose structures were determined in 2018 that do not share
more than 25% sequence identity with any structure of any resolution or experiment type
deposited before January 1, 2018. This enables us to compare our program, SecNet, with
methods that were trained prior to the beginning of 2018. While there has been only ~5%
improvement from third-generation methods of the early 2000s, we demonstrate an
accuracy increase of 2-3% in both the 3- and 8-label accuracies compared to two recently
developed deep learning models which had reported the highest accuracy on the popular
CB513 data set available since 1999. We demonstrate that one of these methods, eCRRNN,
with the best reported 8-label accuracy of 74% and 3-label accuracy of 87% to date,
achieves accuracies of 70.8% and 81.8% respectively for the 8 and 3 labels on our Test2018
test set while our program achieves 73.0% and 84.0% respectively. We describe how to
benchmark existing or future methods against the new test set (or similarly constructed test
sets in the future) and what mistakes to avoid during training and testing.
Through an ablation study that followed SecNet development, we investigated
factors that are important for high-accuracy prediction such as method complexity, types
of input features, window size, database source and size, alignment parameters, and
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training hyper-parameters. For example, our results show that CNNs do not benefit in terms
of overall accuracy beyond 15 residues away from a prediction label. We discuss the
prediction practicality of secondary structure labels for protein tertiary structure prediction,
and propose new 4 and 5 prediction label schemes that should be more useful for structural
biology.

1.2

Results

1.2.1

Data Sets for Training, Validation, and Testing Secondary Structure
Prediction Methods
We produced separate sets of structures from the PDB for our training, validation,

and test data sets with the protocol shown in Figure 1.1 and fully described in Methods.
Our aim was to make the protocol reproducible, so that it can be reused for creation of new
test sets in the future. Because we wanted to compare our secondary structure prediction
program with the results in earlier publications, we developed a test set that would not have
proteins in the training and testing data of earlier programs. Similar approaches for deriving
test sets have been used by others [86].
To develop the test set, we placed all 9,810 unique protein chains in PDB entries of
any resolution or experimental type released between January 1 and November 12, 2018
into a starting set. We filtered the test proteins to satisfy a 2.2 Å resolution threshold, a 0.25
R-factor cutoff consistent with this resolution [94], and a minimal chain length of 40
residues. From this reduced set, we additionally removed any sequence with more than
25% sequence identity to any of the 95,853 unique sequences in structures released before
9

Figure 1.1: Protocol flowchart for preparation of 2018 unbiased test and training sets (Set2018
dataset).
Protocol input and output are shown with gray rounded rectangles. All action processes are in blue rectangles.
Green parallelograms represent intermediate input and output data. The split date for Set2018 training and
test sets is Jan 1, 2018. By using two sequence alignment programs, the protocol removes from the test set
any proteins with more than 25% sequence identity to any previously published PDB structure of any
experimental type, resolution, or quality. The test set guarantees unbiased accuracy estimation for our
prediction method, SecNet, and any previous software trained and validated on proteins released before Jan
1, 2018.
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January 1, 2018 of any resolution, any experiment type, and any quality-control
characteristics. This similarity exclusion took place if either of two programs, HHblits [95]
or Clustal-Omega [96], calculated a pairwise sequence similarity above the 25% cutoff.
Finally, we applied the same pairwise sequence similarity cutoff of 25% according to the
same two alignment programs within the test set itself. In the last step, when several similar
proteins had to be removed, the algorithm kept proteins with a higher resolution or better
R-factor or more residues with known coordinates in that order [29].
For the training/validation set, the same resolution, R-factor, length, and sequence
identity criteria were applied to the sequences and structures that were released by the PDB
prior to 2018. Chains with sequence identity ≥ 25% with any protein in the popular CB513
data set were also removed from the set so that CB513 could also be used in testing (see
below). The resulting set was split with a 9:1 ratio to produce the training and validation
sets. We applied DSSP to the chains in each data set, producing training, validation, and
test sets respectively that have 7707, 856, and 149 protein chains and 1830, 207, and 38
thousand amino acids of labeled secondary structure (Table 1.1 and Appendix A). We refer
to the three data sets collectively as Set2018, and the testing set individually as Test2018.
We provide the Set2018 data set (dunbrack.fccc.edu/ss and github.com/sh-maxim/ss)
including the PDB entry and chain, the full-length original and unmodified sequences using
a standard 21-letter notation (with modified amino acids represented with single letters of
their unmodified counterparts where possible; other non-standard amino acids are
represented by “X”), and the DSSP codes (including the symbol “X” for residues with
missing backbone coordinates).
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Table 1.1: Statistics for the Set2018 training, validation, and testing data sets.

Set2018

Proteins

All = Train + Valid + Test

8,712

Perc. of
amino
acids
-

No of
amino
acids
-

whole sequence

-

100.0

2,217,707

with coordinates

-

93.5

2,074,301

w/o coordinates

-

6.5

143,406

8,712

100.0

2,074,301

All with coordinates
H

α-helix

-

34.1

707,050

E

strand

-

22.3

463,310

C

coil

-

19.4

401,922

T

turn

-

11.1

229,566

S

bend

-

8.2

169,326

G

310 helix or helix-3

-

3.9

80,536

B

β-bridge

-

1.1

22,245

I

π-helix or helix-5

-

0.017

346

Training set
Any
C

coil

H

helix

E

sheet

Rule #1

Validation set
Any
C

coil

H

helix

E

sheet

Rule #1

90% split of (All – Test) by proteins
7,707

100.0

1,830,092

-

38.6

706,364

-

38.0

695,750

-

23.4

427,978

10% split of (All – Test) by proteins
856

100.0

206,589

-

38.7

79,985

-

37.9

78,261

-

23.4

48,343

Test set

Fixed, 2% of All

Any
C

coil

H

helix

E

sheet

Rule #1

149

100.0

37,620

-

38.5

14,465

-

37.0

13,921

-

24.5

9,234

Protein chain, amino-acid, 8-label, and Rule #1 3-label statistics for Set2018 dataset with resolution of up to
2.2 Å. Training and validation sets were randomly divided with a 9:1 ratio from (All-Test) as full sequences
for 10 cross-validation splits. The validation set statistics are shown for the second random seed split; it was
used for design decisions, hyper-parameter tuning, and selection of the best model.
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1.2.2

SecNet: a 4-layer convolutional neural network for protein secondary
structure prediction
We describe a traditional CNN with only 4 hidden layers (Figure 1.2), trained on

our pre-2018 training set from Set2018. The validation set was used multiple times to try
different neural network architectures, to select features having a positive impact on
prediction, and to optimize feature and training parameters. After the best model based on
the highest validation accuracy during training was saved, the program was only once
benchmarked on our unbiased Test2018 test set. The 92 input features of our template-free
method consist of one-hot encoding of an amino-acid sequence, two PSI-BLAST profiles
(after 1 and 3 rounds of search on Uniprot90), and HMM parameters derived from a
multiple sequence alignment of a target sequence and hits from the Uniprot20 sequence
database [95]. We underline that our predictive model is a simple, traditional CNN, which
is in contrast to the recent trend of using more and more complex methods and NN
architectures [76-84]. It employs an input window of only 29 amino acids. The number of
input parameters from the 2018 training set is 1,830,092 amino acids x 92 features per
amino acid = 168,368,464. Our NN has 2,397,960 of trained parameters with a ratio of
input to trained parameters equal to 70.2 = 168,368,464 / 2,397,960. A detailed description
of our CNN and input features is provided in Methods.
We first tested the accuracy of predicting all 8 labels from DSSP (H, E, C, G, I, S,
T, B); the 8-label accuracy is 73.0% on Test2018. To develop a program that is trained and
tested on three labels (H, E, C), we need a rule to convert the 8-letter alphabet to the 3
letters. The most common rule, which we refer to as Rule #1, is (H, G, I) → H, (E, B) →
E, (T,S,C) → C [97].
13

Figure 1.2: Architecture of SecNet.
SecNet is a traditional CNN with an input layer, 4 hidden convolutional layers, and a dense layer with dropout
regularization layers in between. The input layer reads a 29 x 92 matrix representing a sequence window of
29 amino acids centered on the one subject to prediction and 92 input features for all 29 positions. 92 features
= one-hot encoding of 22 amino-acid types + 2 rounds x 20 PsiBlast profile values + 30 HMM alignment
parameters. Each box encloses a linear dimensionality and number of features (2 nd and 3rd values in
parentheses) in input and output of each layer. The total number of parameters to train is about 2 million. The
activation layer returns 3 probabilities for the 3 labels: H, E, and C of the central amino acid which are
calculated with a softmax activation function. The label with the highest estimated probability is the predicted
label.
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A less common rule, which we refer to as Rule #2, has a simpler definition: (H) → H, (E)
→ E, (G,I,B,T,S,C) → C has been used in some programs [55, 78, 83, 98-101]. Several
published methods did not clearly define which 3-label rule was used [75, 79, 80, 84]. If
we use Rule #1 on the training, validation, and testing data, we achieve a 3-label accuracy
of 84.0% on Test2018. The confusion matrices, true positive rates (recalls), positive
predictive values (precisions), false negative rates, and false discovery rates for the 8-label
and 3-label Rule #1 predictions are presented in Table 1.2 and Table 1.3 respectively.
When SecNet is trained, validated, and tested on data derived using Rule #2, which is easier
to predict [30, 93], it has a higher accuracy of 86.0%.
We also tested SecNet with the popular CB513 test set derived by Cuff and Barton
in 1999 for benchmarking of competing secondary structure prediction software [93] and
adopted for accuracy assessment many times [75, 79, 81-83]. CB513 has several
deficiencies. First, disordered residues that have no atoms present in the coordinates are
deleted from the sequences and the DSSP strings altogether. This means that sequence
profiles and HMMs will be distorted since proteins in the sequence database will seem to
have insertions relative to the query protein even when they do not. Second, it has relatively
poor average and maximal resolutions (2.11 Å and 3.5 Å) compared to sets that can be
derived from the PDB today (e.g., the Test2018 test set has average and maximal
resolutions of 1.83 Å and 2.2 Å). The CB513 data set protocol initially required ≤ 2.5 Å
resolution; however, 5% of its entries have resolution between 2.5 and 3.5 Å resolution.
Moreover, 32% of CB513 entries have free R-factor in the worst 25th percentile for the
resolution of the deposited structures in the PDB.
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Table 1.2: Confusion matrices for 8-label alphabet: H, E, C, T, S, G, B, and I. (1) Confusion matrix,
(2) true positive rates (recalls) and false negative rates and (3) positive predictive values (precisions)
and false discovery rates of SecNet on Test2018 test set.
Confusion matrix of 37,620 test labels
Accuracy
73.0%

Pred.
freq.

True label
H

E

C

T

S

G

B

I

100%

33.26

23.31

19.27

10.94

8.24

3.70

1.24

0.05

H

36.88

31.33

0.40

1.34

2.15

0.51

1.03

0.09

0.03

Predicted label

True freq.
E

25.00

0.28

19.95

2.85

0.52

0.83

0.26

0.31

0.00

C

23.18

0.86

2.38

13.07

1.88

3.59

0.81

0.60

0.00

T

9.52

0.50

0.31

1.07

5.71

1.26

0.54

0.13

0.00

S

3.40

0.04

0.22

0.74

0.37

1.92

0.07

0.04

0.00

G

1.94

0.24

0.04

0.20

0.32

0.13

0.99

0.02

0.00

B

0.06

0.00

0.01

0.01

0.00

0.00

0.00

0.03

0.00

I

0.01

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.01

Predicted label

Column normalized
table

True label
H

E

C

T

S

G

B

I

100

100

100

100

100

100

100

100

H

94.21

1.72

6.95

19.61

6.20

27.87

7.53

66.67

E

0.86

85.57

14.77

4.76

10.04

6.97

25.38

0.00

C

2.59

10.22

67.80

17.15

43.58

21.77

48.60

0.00

T

1.50

1.35

5.53

52.16

15.27

14.73

10.32

5.56

S

0.11

0.95

3.85

3.38

23.30

1.94

3.44

0.00

G

0.73

0.16

1.06

2.92

1.58

26.65

1.94

0.00

B

0.01

0.03

0.04

0.02

0.03

0.07

2.80

0.00

I

0.00

0.00

0.00

0.00

0.00

0.00

0.00

27.78

Diagonal has True positive rates (Recalls)

Predicted label

Row normalized
table

Elsewhere False Negative Rates
True label

H

E

C

T

S

G

B

I

H

100

84.94

1.09

3.63

5.82

1.38

2.80

0.25

0.09

E

100

1.14

79.80

11.39

2.08

3.31

1.03

1.25

0.00

C

100

3.72

10.27

56.37

8.10

15.48

3.47

2.59

0.00

T

100

5.25

3.30

11.20

59.95

13.21

5.72

1.34

0.03

S

100

1.09

6.49

21.80

10.86

56.40

2.11

1.25

0.00

G

100

12.44

1.92

10.53

16.41

6.70

50.75

1.23

0.00

B

100

4.36

13.00

12.96

4.31

4.32

4.37

56.68

0.00

I

100

0.00

0.00

0.00

0.00

0.00

0.00

0.00

100.0

Diagonal has positive predictive values (Precisions)
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Elsewhere False Discovery Rates

Such models raise doubts about the quality of the refined structures [94]. Third, CB513 has
sequences of PDB chains that are fragmented into domains, which results in sequences 2.2
times shorter on average than their full PDB chains. CB513 has sequences as short as 20
amino-acid residues; 5% and 20% of chains in CB513 are shorter than 40 and 80 residues
respectively. Finally, secondary structure labels were generated with an obsolete version
of DSSP that was available in 1998.
Table 1.3: Rule #1 of the popular 3-label (H, C, and E) alphabet: (1) confusion matrix, (2) true positive
rates (recalls) and false negative rates and (3) positive predictive values (precisions) and false discovery
rates of SecNet.
Confusion matrix of 37,620 test labels
Accuracy1
84.0%
True freq.

Predicted
label

True label

Pred.
freq.

C

H

100%

38.5

37.0

24.5

C

41.0

32.1

3.9

5.1

H

36.8

3.5

32.8

0.4

E

22.2

2.8

0.3

19.1

Predicted
label

Column normalized table

True label
C

H

E

100

100

100

C

83.4

10.4

20.6

H

9.2

88.7

1.8

E

7.4

0.9

77.6

Diagonal has TPRs

Elsewhere FNRs

Row normalized table

True label
C

Predicted
label

E

H

E

C

100

78.3

9.4

12.3

H

100

9.6

89.2

1.2

E

100

12.8

1.5

85.8

Diagonal has PPVs

Elsewhere FDRs

The most common and harder 3-label (H, C, E) Rule #1 is defined as (G, I) → H, (B) → E and (B, S) → C.
Depending on different studies, it is 2-3% lower in accuracy than easier Rule #2.
1
The overall accuracy is summation of the main diagonal of the confusion matrix.
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Nevertheless, because we eliminated proteins from our training and validation sets
with more than 25% sequence identity with any chain in CB513 (Figure 1.1), we can fairly
compare SecNet with numerous previous reports on CB513. We benchmarked SecNet on
CB513 and calculated 8-label, Rule #1 3-label, and Rule #2 3-label accuracies of 72.3%,
84.3%, and 86.3% respectively (Table 1.4), which are close to the Test2018 accuracies with
-0.7%, +0.3% and +0.3% differences; a lower value for 8 DSSP labels may be related to
the CB513 deficiencies described above.
Table 1.4: Prediction accuracy of our SecNet software in 3 categories of labels on 3 test sets.
Sets
Training
2.2Å Test2018
1.8Å HigherRes

Test
2.2 Å Test2018
CB513
1.8 Å HighRes
CB513

SecNet Accuracy in 3 categories
3 labels
8 labels
harder Rule #1 easier Rule #2
73.0
84.0
86.0
72.3
84.3
86.3
73.0
83.5
72.0
84.0
-

The 3 categories are 8 DSSP labels; the most common and harder 3-label Rule #1: (H, G, I) → H, (E, B) → E,
(rest 4 labels) → C; and easier 3-label Rule #2: (H) → H, (E) → E, (rest 6 labels) → C. The 2.2 Å and 1.8 Å
training sets have about 2 and 1 million residues respectively. The 2.2 Å Test2018, CB513, and 1.8 Å
HigherRes test sets respectively have 37,620, 84,091, and 14,791 residues; their accuracy precision is at least
0.1%. The training and test sets share < 25% identity in all cases. Five SecNet models were independently
trained for 3 categories of labels x 2 training sets (1.8 Å Rule #2 was not performed).

Concerned with discrepancies in X-ray crystal structures with resolution up to 2.2 Å
in Set2018 and up to 3.5 Å in CB513, we explored more stringent structural quality
parameters that result in smaller training and test sets, but may result in higher prediction
accuracy since secondary structures may be more accurately determined especially for 8
labels. To test this, we followed the same protocol to produce training, validation, and test
sets with a 1.8 Å cutoff (‘HigherRes’ sets), and then retrained the SecNet neural network.
We then benchmarked SecNet on the 1.8 Å HigherRes and CB513 test sets. The 3-label
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accuracies are lower by 0.3-0.5% for both test sets; 8-label accuracy is the same for the
new test set compared to the 2.2 Å test set; it is lower by 0.3% for CB513 (rows 1-2 vs. 3-4
in Table 1.4). The modest decreases are likely due to (1) the smaller data set size –
1,224,479 vs. 2,074,301 amino acids in the 1.8 Å and 2.2 Å data sets respectively and (2)
a small impact from the ground-truth secondary-structure assignment at the higher
resolution of 1.8 Å. Since SecNet has approximately the same accuracy on the 2.2 Å
Test2018 as it has on the 1.8 Å HigherRes, and since the 2.2 Å training and testing sets are
much larger, all further results are reported on Test2018 at 2.2 Å resolution.
Next, we compared SecNet with 12 fifth-generation template-free methods with
reported CB513 accuracies in recent publications (Table 1.5). Our SecNet accuracies are 29% higher than 11 out of 12 previous methods with only eCRRNN reporting a higher
accuracy by 1.7% on 8-label predictions and 1.1% higher on 3-label predictions. We chose
to test eCRRNN directly as well as DeepCNF, both having the highest reported accuracies
on CB513. DeepCNF uses a CNN with 5 layers and conditional random field as an
additional layer and as input includes 42 features for each residue: 21 from a PSSM profile
and 21 from one-hot encoding. DeepCNF has an effective window size of 51 amino acids.
The eCRRNN architecture combines 6 blocks as a mixture of convolutional, residual and
bidirectional recurrent NNs. The input to eCRRNN consists of 50 features for each residue
– 20 values from a PSSM profile, 7 physical properties, a conservation score, and a set of
twenty-two 22-dimensional orthogonal vectors. The second-block BRNNs process the full
amino-acid sequence by reading all residues on the left and right from the residue subject
to prediction, making the window width effectively unlimited.
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unspec
unspec
< 25%
< 25%
< 25%
< 25%
< 25%
< 30%
Any
Any
< 25%
Any
Any

eCRRNN (2018)

MUFOLD-SS (2018)

CNNH_PSS (2018)

DCRNN (2016)

DCNN (2017)

DeepCNF (2016)

BLSTM (2015)

GSN (2014)

SSpro, free (2014)

JPRED4 (2015)

FSVM, free (2018)

SPIDER2 (2015)

PSIPRED (1999)
-

-

-

-

63.5

66.4

67.4

68.3→69.1

70.0

69.7

70.3

70.6

74.0→70.2

72.3

accuracy

-

-

-

-

DeepCNF

authors

authors

auth→calc

authors

authors

authors

authors

auth→calc

authors

source

8 labels

-

-

-

-

-8.8

-5.9

-4.9

-3.2

-2.6

-2.3

-2.0

-1.7

-2.1

0.0

diff

79.2

-

-

81.7

78.5

-

-

82.3→81.8

-

-

-

-

81.2

84.3

accuracy

DeepCNF

-

-

DeepCNF

DeepCNF

-

-

auth→calc

-

-

-

-

calculated

authors

source

Harder 3-label Rule #1

-5.1

-

-

-2.6

-5.8

-

-

-2.5

-

-

-

-

-3.1

0.0

diff

-

81.2

82.9

79.6

-

-

-

-

-

84.0

-

82.7

87.3→84.3

86.3

accuracy

-

FSVM

authors

FSVM

-

-

-

-

-

authors

-

-

-5.1

-3.4

-6.7

-

-

-

-

-

-2.3

-

-3.6

-2.0

auth →calc
eCRRNN

0.0

diff

authors

source

Easier 3-label Rule #2

CB513 accuracies were compiled from recent papers of the fifth-generation, template-free methods. Accuracy taken from an original publication has
“authors” tag. If a study did not utilize the CB513 test set but a third-party benchmarked the method, the latter source is reported instead and the
sequence identity to CB513 is listed as “Any.” Some “authors” papers did not specify an identity cutoff between their training set and their test sets,
including CB513 (“unspec”). The widely used PSIPRED program belongs to the third generation. We recalculated the eCRRNN and DeepCNF
accuracies (“calc.”) with the original CB513 (indicated after the →).

< 25%

Our SecNet (2019)

Method

Seq id of
CB513 and
training
data

Table 1.5: CB513 accuracy of the 5th-generation template-free secondary-structure prediction methods.

Since DeepCNF and eCRRNN were submitted for publication prior to the end of
2018, our Test2018 set is independent of their training sets (at 25% sequence identity). We
applied both methods to the Test2018 test sequences, and determined that our SecNet has
higher accuracies than DeepCNF by 3.3-3.4% (Table 1.6). Our method’s accuracies are
2.0-2.2% higher than eCRRNN on Test2018. Next, we ran both of these methods on the
original CB513 test set. The DeepCNF accuracies that we calculated on CB513 closely
reproduce those of the authors with slightly higher 8-label and slightly lower 3-label
accuracies (Table 1.5).
Table 1.6: Benchmarking of SecNet, DeepCNF, and eCRRNN on Test2018.
Test set

Method

Test2018

SecNet
eCRRNN
DeepCNF

8 labels
accur
73.0
70.8
69.6

diff
0.0
-2.2
-3.4

3 labels
harder Rule #1 easier Rule #2
accur
diff accur
diff
84.0
0.0
86.0
0.0
81.8
-2.2
84.0
-2.0
80.7
-3.3
-

When the authors tested DeepCNF on CB513, they excluded 31 shorter entries, and
this may account for these small observed differences. In contrast, our recalculated CB513
accuracies for eCRRNN indicated that the authors overestimated their accuracy by 3.03.8% (Table 1.6). We excluded the possibility that we incorrectly executed the eCRRNN
software by reproducing their results for the three tests sets included with their software.
With these findings we updated the CB513 accuracy for eCRRNN in Table 1.5 with our
calculated values. With these accuracy revisions, SecNet is more accurate than eCRRNN
by 2.0-2.2% on Test2018 and 2.0-3.1% on CB513, depending on the label set.
Several programs (including eCRRNN) in Table 1.5 do not specify a similarity
cutoff (“unspec”) between training and test sets. Some apply a higher value [84, 102] than
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the commonly used 25%, and one program, PSRSM [85], did not mention any similarity
exclusion technique between these sets in their publication. When training set proteins
similar to the testing set are not excluded properly, it is likely that such methods
overestimate their accuracy by overtraining. Accuracy may also be overestimated when a
single data set is used as both validation set and testing set. To demonstrate this, we
compared the accuracy on our testing set and our validation set achieved during training.
As expected, the accuracy on the validation set is higher than the accuracy on the test set
by 2.5% (75.5% vs. 73.0%) for 8-labels and 2.1% (86.1% vs. 84.0%) for Rule #1
(Table 1.7). The accuracy on the training set is 6.8% higher (79.8% vs. 73.0%) for 8 labels
and 4.3% higher (88.3% vs. 84.0%) for Rule #1 3-label predictions. The striking overestimation for the validation and training sets demonstrates the importance of separate
training, validation, and testing data sets. As another test, if we randomly permute
validation and training splits many times with the 1:9 ratio, individually train each, and
select the best model based on the highest validation accuracy, we gain additional 2.3%
and 2.0% improvements in the 8-label and Rule #1 3-label validation accuracy with no
improvement in the test accuracy (Table 1.7). In this case, the validation accuracy is
boosted due to a favorable random re-distribution of proteins in the training and validation
sets.
Finally, the accuracy of secondary structure prediction methods for 3 labels
depends on the helix, sheet, and coil fractions in the test set. If we oversample E or H, we
can vary the accuracy from 78% to 89% accuracy respectively (Figure 1.3). As it turns out,
our training and test sets and CB513 are very similar to each other in terms of the 3-label
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Table 1.7: Evidence of prediction accuracy overestimation of SecNet on Set2018 validation and
training sets relative to the test set.
Set2018

Accuracy
SecNet

3 labels,
Rule #1

8 labels

Test
Validation
Favorable Validation
Training
Test
Validation
Favorable Validation
Training

84.0
86.1
88.0
88.3
73.0
75.5
77.8
79.8

Diff. from
Test
0.0
+2.1
+4.1
+4.3
0.0
+2.5
+4.8
+6.8

The test accuracy was probed only once for reporting accuracy results. Accuracy probes on the validation set
were done multiple times for design decisions (~10s of times), hyper-parameter tuning (~100s), saving the
best model during training (~100 probes per training x ~1,000s trainings = ~10,000s), and rejecting more
complex SecRes residual NN (~10s). The “favorable validation” accuracy was achieved by splitting the whole
training set with a 1:9 ratio into validation and reduced training sets more than 10 times (~100s). The models
were individually trained, and the validation set with the best accuracy was chosen. The training set accuracy
was probed few million times per training (~1,000,000s) during gradient-descent optimization. It is
considerably below 100% owing to the regularization technique with 30% dropout. The overestimated
numbers underline the importance of having separate test, validation, and training sets and probing the test
set only once for reporting unbiased results.

fractions of both Rule #1 with 37%, 24%, and 39% and Rule #2 with 34%, 23%, and 43%
for helix, sheet, and coil respectively (Figure 1.3 and Table 1.3). This should be kept in
mind when deriving new test sets.

1.2.3

Choices that Affect the Accuracy of Secondary Structure Prediction
We explored many different ideas and options during the development of SecNet.

We can divide these choices into three categories: (1) neural network type, architecture,
and complexity; (2) input features; and (3) how to perform training of the neural network.
After optimizing SecNet and using the Test2018 set only once (Table 1.4), we performed
an ablation study of the effect of these factors on the 8-label accuracy.
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Figure 1.3: Variation of 3-label Rule #1 accuracy as a function of proportions of helix (H%), sheet
(E%) and coil (C% = 100% – H% – E%) in Test2018 test set.
The Rule #1 accuracy of SecNet on Test2018 test set is 84.0% and shown with a black plus. The contour plot
demonstrates how SecNet prediction accuracy is skewed when a test set is enriched with helix. For example,
if the underlying test set has 100% helices, the accuracy is 88.7% (bottom right). If it is 100% sheet, the
accuracy is 77.6% (top left). If it is 100% coil, it is 83.4% (bottom left). The SecNet accuracies are shown for
the label proportions of CB513 test set (black star), training + validation sets (black cross) and 10 validation
sets, one from each round of cross validation (10 black dots).

24

Some of the necessary CNNs were produced during the development of SecNet and some
needed to be generated for the ablation study. The results are shown in Figure 1.4. The first
line of the figure lists the three accuracy measures achieved by making various choices
shown in the rest of the figure: 86.0% for the 3-label accuracy from Rule #2 (H→H; E→E;
all others →C), 84.0% for the 3-label accuracy from Rule #1 (G, H, I→H; B, E→E; all
others C), and 73.0% for the 8-label accuracy. Starting from the middle of the second line,
using a “larger HMM DB”, “4 days of training instead of 1”, and “ensemble of 10 models”
raise the accuracy from 72.0% to 73.0% in increments of 0.1%, 0.3%, 0.6% respectively.
A majority of individual accuracy improvements in the figure are a fraction of a percent; it
is the cumulative effect of many choices that makes a significant improvement in accuracy.
Each line below the second line ablates one of the factors, such as a feature,
algorithmic, or training choices described in a blue rectangular box; the highest accuracy
of 72.0% is achieved with a set of the optimal parameters shown in the middle of the figure.
Non-optimal parameters are ordered on the left and right with lower and higher values
compared to the optimal values respectively.
The first category of choices involves the architecture of the neural network and its
complexity. For example, secondary structure formation is influenced by short, middle,
and long-range inter-residue interactions. We were interested to see how the accuracy
relates to the size of the sequence “input window” (line 3 in Figure 1.4) centered on a
residue subject to prediction. To investigate this, we varied the input window size, and
observed increasing accuracy from 69.5 to 71.9% for a window of 9 to 27 (left), the highest
72.0% for the optimal window of 29 (middle) and subsequent degradation to 71.9% for a
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Figure 1.4: Ablation study of Test2018 accuracy of SecNet.
Accuracy is presented as a function of factors (blue boxes in the middle) from 3 groups: 1) NN architecture
and complexity (top); 2) input features and databases (center); and 3) hyper-parameters of the training
pipeline (bottom). The test accuracies displayed in black uncover unbiased estimates for publication purposes
after all choices of the final model parameters were made; the validation set was used to make these choices.
Lines 1-2: Actions such as “4-day training” or “ensemble of 10 cross-validated models” led to further
improvement. Line 1: The accuracy increases with switch of 8→3 labels by replacing a harder Rule #1 to
easier Rule #2 and with a weaker 25%→50% maximal sequence identity between the test and training sets.
Each arrow indicates a direction of favorable parameter change and embeds associated accuracy gain.
Parameter values are in blue. The optimal parameter values are highlighted in yellow and shown in the middle
with smaller and larger values on the left and right. The cumulative effect from multiple actions is a sum of
individual accuracy increments (in black). Stronger effects (≥1%) are shown in green.
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window of 31 to 39 (right). The severe degradation of the accuracy (1.7-2.5%) was
observed for 9-13 amino-acid windows, moderate reduction (0.1-1.1%) was for 17-27
windows and very minor decrease (0.1%) was for 31-39 windows.
Another important factor in secondary structure prediction accuracy is the kind of
neural network and the number of layers. The 4-layer NN is more accurate by 1.7% and
1.1% than 3-layer and 2-layer NNs and by 0.1% and 0.3% than 5-layer and 6-layer NNs
(line 4). Wang et al. made a similar observation of accuracy saturation at 5-7 layers [81].
We also tested a more complex residual neural network with 20-40 layers and a 21-51
amino-acid window size, and observed the same or worse accuracy than SecNet’s
traditional CNN with 4 layers (Appendix B). Coupled with the results from Table 1.5, we
conclude that a CNN is adequate for secondary structure prediction, despite availability of
newer and more complex neural architectures.
The second category of choices consists of the features used as NN inputs. The use
of sequence profiles, as demonstrated by many programs over the last 30 years, has a strong
positive impact on accuracy (line 5). If both the PsiBlast and HMM features are disabled,
the accuracy drops from 72.0% to only 56.2% (“HMM off; no rounds”), contributing to
the largest observed impact of all factors we explored in the ablation study. When either
HMM or PsiBlast are individually enabled, the accuracy jumps to 66.6% and 71.6%
respectively.
A choice of database for the PsiBlast searches is not that critical. Uniref90 is only
0.3% better than the NR non-redundant sequence database from NCBI (line 7), probably
because for some targets NR produces too many nearly identical hits, and subsequently
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skews the PsiBlast profile too much in their favor. There is a PsiBlast command-line
argument that determines how many of the top hits are included in a profile; if the profile
is limited to the top 15 hits, the accuracy suffers by a hefty 2.7% for NR (“NR; partial” vs.
NR’s “complete” in line 7) and only 0.6% for Uniref90 (line 8). PsiBlast produces profiles
both in log-odds form and amino-acid percentages. The log-odds form (“score”) is better
than the percentage values by 2.5% (line 9). It is common to use a sigmoid function to
transform a feature into a 0 to 1 range. The log-odds score is also better than their sigmoid
function values (“sigmoid(score)”)—by 0.5%.
PsiBlast profiles generated after a certain number of rounds have a significant effect
(line 6). Profiles obtained from the third, fourth, and fifth rounds contain homologues that
are very distant from a target sequence and therefore may contain significant differences
in secondary structure, which seem to adversely affect the accuracy. The accuracy of neural
networks trained on profiles after the third, fourth, and fifth rounds alone drops respectively
by 1.7%, 2.2%, and 2.7% relative to the best option which includes both profiles after the
first and second rounds. This best option is higher by 0.5% and 0.7% than using the first
or second round profiles alone. We observe a steady but modest degradation of accuracy
by 0.0% or 0.2% or 0.4% when a combination of rounds 1-3, 1-4, or 1-5 are used. A
possible explanation is that the additional rounds decrease the data/parameter ratio. The
round 2-3 combination is worse by 0.9% than the round 1-2 combination.
The third category of choices involves the training options. A difference in training
data set size of 1 or 2 million amino-acids has no effect, but a 10-fold training data set
reduction to 100 thousand amino acids pushes accuracy down by 3% (line 10). For
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regularization, we chose the dropout approach by randomly forgetting 30% of the model
parameters during each training iteration (line 11). This approach results in 1.6% higher
accuracy compared to training without any dropout. The 30% dropout is optimal; the
accuracy drops when dropout is either decreased or increased from 30%. CNN is relatively
insensitive to small changes in learning rate from 0.01 and momentum from 0.900.
However, larger deviations from these values result in significant accuracy losses; for
example, the accuracy loses 0.3-1.8% and 0.4-1.2% when the learning rate is 0.001-0.005
and 0.05-0.1 respectively (line 12). A momentum of 0.500 instead of 0.900 results in a
1.4% drop while a value of 0.990 reduces accuracy by 10.8% (line 13).
Each weight update in training our network involves calculating derivatives of the
loss function for a batch of data, called a “mini-batch.” If the mini-batch is too small, then
the calculated derivatives will be too noisy; mini-batch sizes of 16-64 instead of 256 amino
acids produced losses of 0.1-4.1% in accuracy. A mini-batch size that is too large may
produce too stable loss function gradient and may result in premature convergence of the
model to a less optimal set of parameters; mini-batch sizes from 1,024 to 16,384 resulted
in a loss of 0.8-4.6%. (line 14).
In order to find a better optimum during the training and especially toward its end,
it is critical to reduce the size of gradient-descent steps by decreasing the current learning
rate (“decay”). A formula-based decay of “learning rate / epoch total” which is equal to 105

with the optimal learning rate of 0.01 and 650 epochs for 4 days, is better by 0.6% than

no decay (0.0) or smaller decay of 10-6; it is also better by 0.6, 2.8 and 6.7% than a larger
decay of 10-4 or 10-3 or 0.01 respectively (line 15). Finally, if we permute the data set and
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split into the training and validation sets many times, the validation accuracy becomes
overestimated by 2.3% due to easier targets in the favorable random validation set;
however, we observe no improvement (0.0%) in the testing accuracy (line 16). Other
training options were described earlier (lines 1-2), resulting in a final accuracy of 73.0%.
We conclude that the best results are achieved with good choices for input features,
sequence databases and arguments, and the training pipeline and regularization techniques.
It appears that the NN type, architecture and complexity, and the associated number of
training parameters are not as critical as long as the NN is not too simple.

1.2.4

Practicality of Secondary Structure Prediction: Which and How Many Labels
Most existing secondary structure prediction programs have been trained and tested

on either 8-label or 3-label data sets. In most cases, the 8 DSSP labels are reduced to 3 by
treating 310 helices (“G” in DSSP) and π helices (“I” in DSSP) as H, and single-residue beta
strands (beta bridges or “B” in DSSP) as E; the other labels (“C” or coil, “T” or turns, “S”
or bends) are reduced to C. We wondered how label sets with more than 3 but fewer than
8 labels would behave and how these might be developed.
To investigate this, we calculated the confusion matrix for 8-label SecNet
(Table 1.2) and both the column and row-normalized versions of the confusion matrix. The
column-normalized table (Table 1.2, middle) provides true positive rates (“recalls”) along
the main diagonal (TPR=TP/(TP+FN)) and false negative rates (FNR=FN/(TP+FN)) off
the diagonal; the row-normalized table (Table 1.2, bottom) reports positive predictive
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values (“precisions”) along the diagonal (PPV=TP/(TP+FP)) and false discovery rates off
the diagonal (FDR=FP/(TP+FP)).
The column-normalized confusion matrix shows that only labels H, E, C, and T
have true positive rates over 50%. The TPR for beta bridges (“B”) is only 2.8%.
Experimental G and I are predicted as H more often than their true labels. Bends (“S”) are
predicted as C almost twice as often as they are predicted as S. The row-normalized
confusion matrix shows that all 8 labels have positive predictive values over 50%, but they
are more than 60% for only H (85%), E (80%), and I (100%). I labels, however, are only
0.05% of the true labels and 0.01% of the predictions (Table 1.2, top).
From a practical point of view, predicted secondary structure labels are useful if
they are accurate (high PPV and TPR), commonly observed, and lead to effective sampling
strategies in tertiary structure prediction, which might be performed though the use of
fragments or from dihedral angle distributions. From this point of view, the S and B labels
are not very useful. The S label indicates a “bend” when the angle Cα(i-2) – Cα(i) – Cα(i+2)
is less than 110° and residue i is not H, B, E, G, I, or T [4]. The B label indicates a beta
bridge, which is simply a one-residue backbone-backbone hydrogen bond, resembling a
one-amino-acid beta-sheet strand. Since S and B have low TPR values and are impractical
to sample effectively, it makes sense to convert them to the catch-all label, C, and sample
them from Ramachandran distributions generated from residues not in helices or sheets
[103]. Similarly, the I label is so rare that it may be converted to H, since about 75% of the
time it occurs as the first or last turn in an alpha helix. Thus, after these conversions, we
are left with H, E, C, T, and G.

31

We trained and tested a 5-label version of SecNet (H, E, C, G, T), and achieved an
accuracy rate of 78.3% (Table 1.8), compared to 84.0% for the Rule #1 3-label predictions,
86.0% for the Rule #2 3-label predictions, and 73.0% for 8-label predictions. The TPR
values for the 5-label rules for H, C, E, T, and G are 94%, 78%, 84%, 52%, and 34%
respectively. The PPV values are 89%, 73%, 84%, 69%, and 55%.
The label G (310 helices) remains problematic in the 5-label scheme with false
negative rate of 28%, 22%, and 12% for C, H, and T compared to a 34% true positive rate
for G. In a recent study on beta turns [2], we divided 310 helices into three categories: 310
helices that abut alpha helices (20% of G), isolated 3-residue 310 helices (the most common
length by far) in loop regions and not abutting alpha helices (55% of G), and isolated 310
helices of length 4 or more (25% of G). 310 helices that abut alpha helices might be viewed
as a distortion of the alpha helix and therefore might be more similar to H labels. Isolated
310 helices of length 3 strongly resemble the succession of two Type I beta turns (with
distorted backbone dihedral angles for the first turn compared to other Type I turns) [2].
We analyzed the TPR and FNR values for these three categories of residues in 310
helices from the 5-label predictions (bottom of Table 1.8). With SecRes trained on a 5letter scheme, G residue stretches that abut alpha helices have a 35% true positive rate and
false negative rates of 42%, 13%, and 10% for H, C, and T respectively. Isolated GGG
segments in loops have a 35% true positive rate and false negative rates of 12%, 34%, and
15% for H, C, and T respectively. Finally, isolated 310 helices of length 4 or longer produce
a TPR of 31% and FNR values of 28%, 27%, and 10% for H, C, and T respectively. With
these results in hand we derive a 4-letter scheme (H, E, C, T) by converting all G to C,
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Table 1.8: 5-label practical alphabet: H, C, E, T, and G: (1) true positive rates (recalls) and false
negative rates and (2) positive predictive values (precisions) and false discovery rates of SecNet, (3)
TPRs and FNRs for three subclasses of G: (a) G abut HH…H, (b) isolated GGG in loops and (c) isolated
GGGG+ in loops.
Accuracy

True label

Predicted label

78.3%
Column normalized
table

H

C

E

T

100

100

100

100

H

94.0

4.9

1.2

14.9

22.2

C

3.0

78.1

14.2

26.7

27.9

E

0.6

10.7

83.6

2.3

3.4

T

1.4

5.3

0.8

52.3

12.4

G

0.9

1.0

0.2

3.7

34.2

Diagonal has TPRs

Elsewhere FNRs

Row normalized
table

True label

H

100

88.6

3.9

0.7

4.5

any
G
2.3

C

100

3.3

73.4

10.3

9.6

3.4

E

100

0.9

13.8

83.6

1.1

0.6

T

100

5.7

18.2

2.1

68.5

5.5

G

100

13.3

12.5

1.9

17.6

54.7

Predicted label

H

C

Diagonal has PPVs
Column normalized
table

Predicted label

any
G
100

E

T

Elsewhere FDRs
True label

G abut H

GGG

GGGG+

20% any G

55% any G

25% any G

100

100

100

H

41.8

12.4

27.6

C

12.7

33.7

27.4

E

0.6

4.1

4.0

T

9.9

14.5

10.0

G

34.9

35.3

31.0

1 TPR + 4 FNRs for subclasses of G
The 5 practical labels are defined as: (S, B) → (C) and (I) → (H). Bottom: Same 5-label alphabet. The G
recalls and FNRs are shown for 3 subclasses of G where any true G‘s (G column in the Middle section) are
assigned into: (a) GG…G abut HH…H, (b) isolated stretch of 3 G’s in loops and (c) isolated stretch of 4 or
more G’s in loops as well. The dominant FNR of 33.7% for C in the prevailing GGG subclass of 55% and
almost equal FNRs for H and C of 27.6% and 27.4% in the 25% GGGG+ subclass outweigh the dominant
FNR for H of 41.8% in the minority G-abut-H subclass of only 20%.
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since 80% of G residues are isolated 310 helices of length 3 or longer. Since the majority
of residues in 310 helices come from isolated length-3 helices which are very similar to beta
turns, retaining the prediction of turns (label T) may enable the sampling of these structures
in loop regions. As before, B and S are converted to C, and I is converted to H.
The accuracy for this 4-label practical scheme is 79.5%; the column- and rownormalized confusion matrices for this scheme are provided in Table 1.9. It achieves very
high TPRs of 94%, 79%, and 83% and PPVs of 90%, 75%, and 85% for H, C and E; it
achieves satisfactory TPR of 50% and PPV of 71% for T. If simpler, practical labels are
required, T may be replaced with C as the best candidate both structurally and in terms of
the highest false negative rate of 33% and highest false discovery rate of 22%. The final
accuracy for this 3-label prediction scheme is 86.0%; its TPR (recall), FNR, PPV
(precision) and FNR are in Table 1.10.
To summarize, we suggest 5-, 4-, and 3-label schemes as follows:

•

5 labels: (E) → E, (H, I) → H, (C, S, B) → C, (G) → G, (T) → T (Table 1.8)

•

4 labels: (E) → E, (H, I) → H, (C, S, B, G) → C, (T) → T (Table 1.9)

•

3 labels: (E) → E, (H, I) → H, (C, S, B, G, T) → C (Table 1.10)

This last 3-label alphabet is neither Rule #1 nor Rule #2 3-label alphabets found in
the literature. It closely resembles Rule #2 of the 3-label alphabet except for conversion of
I (0.02% of all Set2018 residues); due to the negligible frequency of I, there is no
observable difference in the overall accuracy (86.0%) between this rule and Rule #2.
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Table 1.9: 4-label practical alphabet: H, C, E, and T: (1) true positive rates (recalls) and false negative
rates and (2) positive predictive values (precisions) and false discovery rates of SecNet.

Pred. label

Accuracy
79.5%
Column normalized
table
H

True label
H

C

E

T

100

100

100

100

93.7

6.5

1.3

14.4

C

4.4

79.3

15.6

33.3

E

0.5

9

82.5

2.1

T

1.4

5.2

0.6

50.2

Diagonal has TPRs

Pred. label

Row normalized
table

Elsewhere FNRs
True label

H

C

E

T

H

100

88.9

5.9

0.8

4.4

C

100

4.4

74.9

10.1

10.6

E

100

0.8

13.5

84.7

1.1

T

100

6.1

21.6

1.7

70.6

Diagonal has PPVs

Elsewhere FDRs

The 4-label alphabet is defined as: (S, B, G) → (C) and (I) → (H).

In Table 1.11 we summarize existing and new definitions and compare accuracy of all six
alphabets.

1.2.5

Usage of Our Secondary-structure Prediction Software
Our secondary structure prediction software, SecNet, is free, open-source, and

cross-platform. It is written in Python 3 and is downloadable as a single package from
dunbrack.fccc.edu/ss and github.com/sh-maxim/ss with all required third-party software
and databases included. When SecNet launches for the first time, it self-configures,
detecting missing Python libraries such as numpy, keras, theano or missing third-party
databases, which it then automatically downloads and installs. The prediction mode of our
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application requires an average desktop with 2-4 CPU cores and 4-8 GB of RAM; during
execution, it consumes ~1-2 GB of RAM. For faster multi-threaded execution, the software
detects how many CPU cores are available and uses all of them unless fewer cores are
assigned with an optional argument.
Table 1.10: Final 3-label alphabet: H, C, and E: (1) confusion matrix, (2) TPR and TNR and (3) PPV
and FDR of SecNet.
Confusion matrix of 37,620 test labels
Accuracy

True label

True freq.

100%

43.4

33.3

23.3

C

44.3

37.1

2.8

4.4

H

34.0

3.5

30.3

0.3

E

21.7

2.9

0.1

18.7

Predicted
label

86.0%

Pred.
freq.

C

H

Predicted
label

Column normalized table

True label
C

H

E

100

100

100

C

85.3

8.6

18.9

H

8.0

91.1

1.1

E

6.7

0.3

80.0

Diagonal has TPRs

Elsewhere FNRs

Row normalized table

True label
C

Predicted
label

E

H

E

C

100

83.6

6.4

9.9

H

100

10.2

89.0

0.8

E

100

13.4

0.5

86.1

Diagonal has PPVs

Elsewhere FDRs

The final 3-label rule is defined as: (S, B, G, T) → (C) and (I) → (H). The Rule #2 requires I → C, in contrast
to this rule, which converts I → H; otherwise they are identical. Since the I frequency within the test set is
negligible 0.05%, there is no difference in the final accuracies of the two alphabets.
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Table 1.11: Label definitions for 3 classical and 3 new alphabets and associated SecNet accuracies on
Test2018 test set.
Alphabet
8 labels
5 labels
4 labels
Rule #1
3 labels
Rule #2
3 labels
Final
3 labels

Definition

Labels

8 original DSSP labels unchanged
(C, S, B, T, I, G, H, E)
(C, S, B) → C, (H, I) → H,
(E) → E, (T) → T, (G) → G
(C, S, B, G) → C, (H, I) → H,
(E) → E, (T) → T
(C, S, T) → C, (H, I, G) → H,
(E, B) → E
(C, S, B, T, I, G) → C, (H) → H,
(E) → E
(C, S, B, G, T) → C, (H, I) → H,
(E) → E

Accur.

Diff.

H, E, C, T, G, S, B, I

73.0

0.0

H, E, C, T, G

78.3

+5.3

H, E, C, T

79.5

+6.5

H, E, C

84.0

+11.0

H, E, C

86.0

+12.0

H, E, C

86.0

+12.0

A user does not need to generate any input features manually; SecNet automatically
prepares all required input features for a target protein sequence by running included thirdparty software with preprocessed sequence databases. For an average protein of 200-300
residues it takes about 10 minutes to prepare input features, several seconds to load
predictive models from a storage device into memory, and a few seconds to run an
ensemble of 10 NN models to perform secondary structure prediction. The usage is very
simple with intuitive command-line arguments such as -label [3 or 4 or 5 or 8] and -rule1
or -rule2; the full instructions and options are available at the above online resources and
also included in a readme file:
secnet -help
secnet -i example.seq -label 8 -o example.ss8
secnet -input example.fasta -rule1 -label 3 -output example.rule1ss3
secnet -i example.seq -label 4 -o example.ss4 -cpu 3
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1.3

Discussion
We have developed SecNet, a simple traditional four-layer convolutional neural

network for predicting protein secondary structure purely from sequence. We constructed
new training, validation, and testing sets such that the test set consists of protein structures
determined in 2018 that had no more than 25% sequence identity with any structure
released in the PDB prior to January 1, 2018. This enabled fair and unbiased comparison
of our method with two programs, DeepCNF and eCRRNN, which were trained on data
released prior to 2018 and which had the highest reported accuracies on CB513, a widely
used test set in secondary structure prediction studies. SecNet achieved accuracy of 73.0%
on 8-label predictions, 84.0%, on Rule #1 3-label predictions, and 86% on Rule #2 3-label
predictions on Test2018. It outperforms DeepCNF and eCRRNN by 2.0-3.4% on our
Test2018 set and CB513, and other methods by 1.7-8.8% on the CB513 test set. While this
is a small improvement in accuracy, it is significant in light of progress over the last 20
years—the accuracy of PSIPRED, published in 1999, on CB513 was 79.2% for 3-label
Rule #1 predictions.
In the development of SecNet, we tried a variety of options for feature calculation,
network structure, and training hyper-parameters. After selecting the best options with the
validation set, we used the test set only once to estimate the accuracy. We then performed
a retrospective ablation study, using the test set to calculate accuracy on the various
networks produced during the earlier training and validation studies. The results not
surprisingly indicate that the most accurate model is the result of many decisions each of
which contributes toward the accuracy. The most interesting results of the ablation study
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were that window sizes larger than 29 residues did not increase the accuracy, and that PSIBLAST profiles are more useful than HMMs in predicting secondary structure, even though
the information in HMMs is inherently richer.
From our experience in developing the training, validation, and test set, we
developed a short list of recommendations that might be considered in future efforts to
avoid overtraining and to enable comparison of different programs:

1.3.1

Generating a List of Chains for Training, Validation, and Test Sets
A majority of prediction methods enforce a maximal pairwise sequence similarity

of 25% between training, validation, and/or test sets as well within the test set. But how
the sequence identities are calculated can matter, and this is not always described in
sufficient detail to ensure reproducibility. A few methods either do not list a threshold [79,
83] or use a higher value [84, 102], which may lead to a higher accuracy that would not be
sustained on proteins unrelated to the training and testing sets [86]. For example, we
observed that if our model is trained and tested on data sets with 50% sequence identity
instead of 25%, it has 1.3% higher accuracy (top of Figure 1.4). This issue has been raised
several times by different groups [36, 48, 92, 93]. In this work, we developed a rigorous
protocol that relies on two passes of two different sequence alignment software programs
(HHblits and Clustal-Omega) to enforce 25% identity within our data sets.
An unforeseen violation of a sequence-identity threshold may occur when a method
relies on predictions from third-party software as input features when the third-party
software was trained on protein structures that are more than 25% identical to sequences
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in the test set of the new method. This may occur for instance, if a method uses features
such as predicted contacts or solvent exposure from other programs trained on sequences
related to those in the test set. This can be avoided if the test set for the secondary structure
prediction method contains sequences of structures determined that are less than 25%
identical to the training sets of all predicted input features. This can be hard to determine,
since not all training sets are defined by authors of feature prediction programs or there is
a set of nested programs with each trained on its own training set. To avoid such a situation,
we should enforce the pairwise similarity threshold between every new structure published
after the third-party software release and those before it. It is necessary to compare all
sequences before and after the required date, regardless of resolution, experimental
method, or structure quality. These filters can be applied to the training, validation, and test
data later.
Another consideration on which chains to include in the training, validation, and
test sets is their secondary structure content. Alpha helices are easier to predict, and a test
set enriched with them is biased to have higher accuracy (Figure 1.3); therefore, data sets
should have secondary structure labels representative of the general PDB population.

1.3.2

Sequences and Labels for the Training, Validation, and Test Sets
Secondary structure cannot be assigned to amino acids with missing coordinates

caused by unresolved electron density, and such amino acids are ignored by DSSP. A test
set should consist of full sequences, and the labels therefore need to include a designation
for residues missing from the coordinates. By contrast, the popular CB513 test set does not
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include residues with missing coordinates. Information on disordered residues mapped to
the sequence is provided in the mmCIF format of files from the PDB, or from the file
“ss_dis.txt” available from the PDB (www.rcsb.org/pages/download/http#ss).
Previously secondary structure prediction methods are mostly trained to predict
three labels: helix (H), sheet (E), and coil (C). In the early days, ground-truth labels came
from secondary structure assigned by authors of deposited PDB structures. With
emergence of a widely-adopted DSSP program in 1983, the 8 secondary-structure labels
(H, B, E, G, I, T, S, C) assigned by this software have been converted into 3 labels (H, E,
C); the sets of 8 and 3 labels are used separately for development of prediction methods.
With a lack of standardization, methods report accuracies based on either Rule #1: (H, G,
I) → H, (E, B) → E, (other 4 labels) → C or Rule #2: (H) → H, (E) → E, (other 6
labels) → C. The 3-label Rule #2 is easier for prediction than Rule #1 by 2.0% (top of
Figure 1.4). Some authors did not report which rule was used [75, 79, 80, 84]; some
continue to use the easier Rule #2 and compare their results to previous methods that used
the harder Rule #1 [83, 104]. Which rule is used should be clearly stated in a publication
to avoid ambiguity.
Label sets greater in size than 3 but less than 8 may be useful in some contexts. We
demonstrated that the B (beta bridge) and S (bend) labels have very little sequence signal,
and since they may be difficult to sample anyway, they can productively be converted to
the generic C label. The I label (pi helices) is very rare, and may be converted to H,
producing a 5-label rule: (H, I) → H; (B, S, C) → C; E; T; G. Residues in 310 helices are
also difficult to predict. We showed that those 310 helix residues immediately adjacent to
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alpha helices have similar amino-acid preferences to alpha helices. Those isolated within
coil regions, which are commonly of length 3, are mostly predicted as coil. However, these
residues outnumber those adjacent to alpha helices, and G can therefore be productively
converted to C. Therefore, we define a 4-label rule as: (H, I) → H, (B, S, C, G) → C; E;
T. Finally, we define a slightly modified version of Rule #2: (H, I) → H; (B, S, C, T) →
C; E.

1.3.3

Separation of Training, Validation, and Test Sets
Some methods do not designate a separate validation set, and make design decisions

based on repeated use of either the training set or a single test set. If a training set is used
for these purposes, the produced model is over-trained and training accuracy will not
propagate to the test set accuracy. For example, the accuracy on our validation set is 2.0%
and 2.5% higher than that on the test sets for 3-label and 8-label predictions respectively.
A validation set should be split from the training set and used for model selection, with the
test set only used at the end to produce final accuracy estimations [105].

1.3.4

Distributing the Data Sets, Including Sequences and Labels
The availability of reliable data sets is critical for reproducibility and fair

benchmarking. For many publications, these sets are not readily available; contacting
authors is time-consuming and often unproductive, and the needed information is not
always still available. Data sets that can be reused by other groups to test new methods
need to contain not only the PDB codes and chain identifiers but also the full sequences
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and label strings. The PDB can occasionally change a sequence and coordinates if an entry
is updated. If the 8-label DSSP codes are converted to a smaller set, then providing the
transformed labels is valuable to retain consistency. Complete data sets should be uploaded
to at least two publicly available data sharing systems, for example to journal or
institutional websites or GitHub or DropBox or SourceForge. A journal may not always
provide adequate storage for bulky data sets.

1.4

Methods

1.4.1

Protocol for Preparation of 2018 Data Sets
A complete list of PDB entries was obtained from PISCES [29] server on

November 12, 2018. The entry list was divided into Before18, which consists of entries
released prior to January 1, 2018, and After18 which consists of those released on or after
the same date (Figure 1.1). Chain sequences were obtained from PISCES. Identical
sequences were removed from Before18 and After18, and sequences identical to any
sequence in Before18 were removed from After18. Each identical sequence was linked with
a complete list of its protein structures of varying quality.
We used the output of two sequence-alignment programs, HHblits and ClustalOmega, to calculate pairwise sequence similarities within and between the sequences in
the Before18 and After18 sets. The HHblits pairwise sequence identities were calculated
for use in the PISCES server. Any item in After18 was removed if it had more than 25%
sequence identity to any item in Before18 calculated with either HHblits or Clustal-Omega.
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We underline that Before18 includes PDB sequences of any experiment or resolution to
eliminate any test sequence too similar even to a low-quality pre-2018 sequence that could
have been included in training of previous methods. Usage of two programs helps if either
one fails to detect similarity.
We applied several filters to the structures and sequences in Before2018 and
After2018 before applying a pairwise sequence identity filter within each set. We removed
structures having resolution worse than 2.2 Å, or free R-factor greater than 0.25 (if free-R
factor was not available, we used the R-factor+0.05) [94]. We excluded chains of length
less than 40 residues and Cα-atom-only models. Next, we enforced 25% pairwise identity
in each set based on the sequence identities obtained from HHblits and Clustal-Omega. We
removed any sequences from Before2018 that was more than 25% identical with any
sequence in CB513 so that we could use Set2018 to train SecNet and use CB513 as an
additional test set (Test2018 already cannot have sequences more than 25% identical to the
structures in CB513 that were determined before the year 2000). For identical sequences,
we selected a protein chain from a crystal structure having the highest resolution, followed
by the best R-factor, and then the PDB chain having the largest number of coordinates.
This procedure produced the Test2018 test set (After2018 after the quality and
sequence identity filters were applied), which contains sequences that are not more than
25% similar to any chain in a PDB entry released before Jan 1, 2018. Similarly, the Set2018
training and validation sets were created from a 9 to 1 random split of the chains in
Before2018 after the quality and sequence identity filters were applied. We note that
complete chain sequences are stored (not just the ones with coordinates) in our sets. We
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store original one-letter sequences using the standard representation where a non-standard
amino acid has a single-letter code of the closest analog among 20 standard amino acids if
it exists; otherwise “X” is used.

1.4.2

Input Labels and Features
The 8 secondary-structure labels were obtained from the file, “ss_dis.txt” which has

records for the entire PDB and is available for download from PDB. This file also contains
strings that indicate the ordered and disordered residues in the sequence. The DSSP and
disorder strings were combined, with spaces in the DSSP string replaced with “C” when
the disorder string indicated an ordered residue (“-“) and “X” when the disorder string
indicated a disordered residue (“X”). For instance, for PDB entry 1A64 chain A, this file
contains:
>1A64:A:sequence
RDSGTVWGALGHGINLNIPNFQMTDDIDEVRWERGSTLVAEFKRKPFLKSGAFEILANGDLKIKNLTRDDS
GTYNVTVYSTNGTRILDKALDLRILE
>1A64:A:secstr
EEEEETT EEE TT
TTEEEEEEEETTEEEEEEESS EESSTTEEE TTS EEESS GGG
EEEEEEEEETTS EEEEEEEEEEEE
>1A64:A:disorder
XXX---------------------------------------------------------------------------------------------

which results in the combined DSSP-disorder string:
XXXCEEEEETTCCEEECCTTCCCCTTEEEEEEEETTEEEEEEESSCEESSTTEEECTTSCEEESSCCGGGC
EEEEEEEEETTSCEEEEEEEEEEEE

Training was performed and test accuracy was reported on all residues with known
coordinates for which DSSP was able to assign labels, i.e. for residues with ordered ‘-’ flag
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and not with disorder ‘X’ flag. Each amino acid subject to training or testing includes a full
amino-acid sequence around it including disordered residues.
In addition to the labels, the input to our CNN includes a 92-by-29 feature matrix
where the columns represent 14 residues to the left from the central residue, the central
residue which is subject to secondary structure prediction, and 14 residues to the right; the
rows consist of 92 features for each position of 29 residues. Among the features are 1) onehot encoding of 22 residue types: the 20 standard amino acids, “X” (a non-standard residue
without a standard amino-acid analog), and “?” which denotes a non-existing residue
outside the sequence when the central residue of an input window is too close to the
beginning and end of the sequence; 2) two sets of PsiBlast sequence profiles generated
against Uniref90 sequence database at the end of the first and second rounds, each 20 long
– the number of standard amino acids; 3) 30 parameters of Hidden Markov Model of the
target generated by a search against the uniprot20 sequence database computed with
hhsuite. Thus, the number of rows in the input matrix is 22 + 2 * 20 + 30 = 92.
PsiBlast version 2.6.0 was obtained from NCBI, and used to search the Uniref90
database

of

58,284,765

sequences

downloaded

on

Aug

2,

2017

from

www.uniprot.org/downloads. Uniref90 was converted to a PsiBlast database with the
command:
makeblastdb -in uniref90.fasta -parse_seqids -dbtype prot

The PsiBlast searches were performed with the command:
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psiblast -db uniref90.binary -query example.fasta -inclusion_ethresh 0.001 -evalue
10 -save_pssm_after_last_round -out_ascii_pssm example.mtx -num_iterations 2 num_threads 16 -save_each_pssm
The last flag forces PsiBlast to output each PSSM with a different file name (-1, -2, etc.).
The input to SecNet consists of the output log-scale scores instead of rounded weighted
percentages. For non-existing residues outside the complete sequence, log score values of
-19 were used at each of the 20 standard amino-acid positions.
The HMM of a target vs. uniprot20 sequence database was created with 2.0.16
hhsuite. uniprot20 is located at:
wwwuser.gwdg.de/~compbiol/data/hhsuite/databases/hhsuite_dbs/old-releases
It is dated as Feb, 2016. All 30 parameters of each residue in a target sequence are used
from the HMM file generated with a set of two commands:
hhblits -i example.fasta -d uniprot20 -oa3m example.a3m -cpu 16
hhmake -i example.a3m -o example.hhm
The 30 parameters with ‘*’ values representing +∞ values were replaced with 99999.0. For
the non-existing residues outside the N and C termini, the first 27 variables (A’, ‘C’, ‘D’,
‘E’, ‘F’, ‘G’, ‘H’, ‘I’, ‘K’, ‘L’, ‘M’, ‘N’, ‘P’, ‘Q’, ‘R’, ‘S’, ‘T’, ‘V’, ‘W’, ‘Y’, ‘M→M’,
‘M→I’, ‘M→D’, ‘I→M’, ‘I→I’, ‘D→M’, ‘D→D’) of 99999.0 value and the last 3 variables
(‘Neff’, ‘Neff_I’, ‘Neff_D’) of 0.0 value were used for HMM parameterization. At the end
all HMM parameters were divided by a normalization factor of 99,999.0.
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1.4.3

Training and Testing a CNN for Secondary Structure Prediction
Our neural network is a traditional CNN (Figure 1.2) consisting of an input layer

which reads a 92-by-29 matrix centered on a residue subject to secondary structure label
prediction, 4 convolutional hidden layers, densely-connected NN layer with an output
dimensionality of the number of secondary structure labels, and a softmax activation layer
returning a vector of probabilities for each label. The total number of CNN parameters is
2,397,960. The 4 convolutional hidden layers have the same filter length of 7 with valid
border treatment and a rectifier activation function; the number of filters at each hidden
layer increases by 128 starting from 128 at the first hidden layer: 128, 256, 384 and 512.
As a training regularization technique, a dropout layer with 0.30 value is implemented in
front of each of the 4 hidden layers and the dense layer. This CNN was implemented and
trained using 1.2.2 Keras, an open-source NN Python library with 0.8.2 Theano backend.
We independently trained 10 CNN models by 10-fold cross-validation on the
training set. To gain additional accuracy improvement, we used a popular technique where
a final predictive model is an ensemble of 10 CNNs returning a majority label vote based
on 10 outputs of a predicted label. The final accuracy was reported based the independent
test set that had never been used during training, validation, or making design decisions.
The test set was used only once to report the final results such as the final overall accuracy,
confusion matrix, and accuracy improvement for each component of the predictive model
during the retrospective ablation study to update these overestimated values based on the
original validation set with the unbiased ones based on the testing set. However, during
algorithm development all decisions on how to train, what input features to use, what third48

party software arguments to use, which sequence databases to employ and what CNN
architecture to use were only based on the validation set to avoid overestimated accuracy
at the very end with the testing set.
A stochastic gradient descent was used for optimization. We tried many different
combinations of parameters and empirically selected the following optimization
parameters leading to the best validation accuracy during many training trials:
loss function = categorical cross entropy,
number of epochs = 650,
batch size = 256,
learning rate = 0.01,
momentum = 0.9,
Nesterov accelerated gradient = off,
decay = learning rate / number of epochs = 0.01 / 650 = 1.54e-5 and
dropout = 0.3.

We computed validation accuracy at the end of each epoch and saved a model if the
validation accuracy was higher than at any previous epoch disregarding a value of the
training set accuracy.
A single training requires about 4 days on a 16-core CPU workstation; within the
first 12-24 hours the validation accuracy was typically 0.3-0.5% below the final best
accuracy. The training was stable if different starting random seed states were used leading
to a spread of final validation accuracies of only up to 0.1%.
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Training and testing were based on overall accuracy which includes all residues
with assigned secondary structure different from ‘X’ (disordered residues with missing
coordinates). The accuracy was calculated as a number of correctly predicted labels /
number of all assigned labels.

1.4.4

Benchmarking of Competitor Software
We ran DeepCNF and eCRRNN with default arguments. An ensemble of 10 models

was enabled for eCRRNN. We made sure that we were executing these third-party
programs properly by benchmarking them on data sets included in their respective
published studies and reproducing the same results within 0.1% accuracy for each included
set. As with SecNet, DeepCNF and eCRRNN were benchmarked on complete original
sequences and accuracy was reported on residues of known secondary structure.
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CHAPTER 2
A NEW CLUSTERING AND NOMENCLATURE FOR
BETA TURNS DERIVED FROM HIGH-RESOLUTION
PROTEIN STRUCTURES

2.1

Introduction
Ordered protein structures consist of elements of regular secondary structure, such

as alpha helices and beta-sheet strands, and irregular elements of structure referred to as
loops or coil regions. Loops comprise half of residues in protein structures. Due to the
globular nature of folded proteins, the direction of the peptide chain often must change
radically within a few short residues within loops. These changes in direction are often
accomplished by turns, which can occur multiple times in loop regions. Turns consist of
segments between 2 and 6 amino acids (delta, gamma, beta, alpha and pi turns
respectively), and are identified by the distance between the Cα atoms of the first and last
residues and sometimes by the existence of specific hydrogen bonds within the segment
[106-111]. These turn fragments are often hydrophilic, since loops are usually on the
protein surface [112-114].
Four-residue beta turns are by far the most common turn type [110], constituting
25-30% of all protein residues [115]. The first examination of beta turns was by
Venkatachalam in 1968 [106]. He identified a key hydrogen bond formed between the
backbone carbonyl oxygen atom of the first residue and the backbone amide hydrogen
atom of the fourth residue of a beta-turn. Venkatachalam devised a system of three turn
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types: I, II, and III, and their mirror images I', II', and III'. He predicted that the mirror
images would be disfavored due to steric clashes.
In 1973, Lewis et al. observed that the backbone 1-4 hydrogen bond is not present
in a large number of peptide fragments that might still be considered turns [116]. Instead
of the older hydrogen bond criterion, they established the definition of a beta turn requiring
a distance between the 1 and 4 alpha-carbon atoms of less than 7 Å, while the central
residues 2 and 3 are not part of a helix. This beta-turn definition expansion by Lewis et al.
led to the adoption of ten different turn types: I, I’, II, II’, III, III’ from Venkatachalam and
new types IV, V, VI, and VII. Type V turns had φ,ψ dihedrals of the 2nd and 3rd residues
around (-80°, +80°) and (+80°, -80°) respectively. Type VI turns contained a cis proline at
the 3rd residue. Type VII turns had ψ2 of 180° or φ3 of 180°. The turns not fitting the
established definitions, because two or more of the dihedrals of residues 2 and 3 were not
within 40° of the defined values, were placed in a miscellaneous category, type IV by Lewis
et al.
Richardson et al. [107] kept the same 7 Å criterion used by Lewis et al. [116] and
from analysis of a larger data set, reduced the number of beta-turn types to six categories
with designated ϕ,ψ limits of the second and third residues: I, I', II, II', VIa, VIb, and the
seventh miscellaneous category, Type IV. They divided the type VI turns of Lewis et al.
with a β conformation at residue 3 and a cis peptide bond at residue 3 into two types: Type
VIa with an α conformation at the cis-proline at residue 3 and Type VIb with a β
conformation at the cis-proline. They merged type III turns (with φ,ψ = -60°,-30° for
residues 2 and 3) with type I turns (with φ2,ψ2 = -60°,-30° and φ3,ψ3 = -90°,0° for residue
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3) because they occupy similar regions of the Ramachandran map at positions 2 and 3, and
many type III turns that could be identified at that time were part of 310 helices. The
similarity of 310 helices of length 3 to two consecutive Type I turns has been analyzed by
Pal et al. [117]. They found that the first two residues of these short 310 helices have φ,ψ
values close to -60°,-30°, while residues 2 and 3 resemble a classical Type I beta turn with
φ,ψ = -30°,-60° and -90°,0° respectively.
In 1988 Wilmot and Thornton [108] scanned a dataset of 58 protein structures for
turns, and expanded Richardson’s categories by adding type VIII turns, consisting of α and
β conformations at the 2nd and 3rd residues respectively [108]. To match each turn to its
type, for each residue one of two backbone dihedrals had to be within 30° while the other
one could be within 45° of the canonical values for that turn category. In 1990, the same
researchers assigned and named all turns by the Ramachandran plot regions (αR, βE, βP, αL,
γL, and ε) of the two central residues [109]. They found 16 types that were observed at least
once in the total of 910 turns of 58 protein structures. However, eight types were observed
less than 10 times (1%) and three types only once. The turn type definitions of Richardson
et al. [107] and Wilmot et al. [108] have also guided the design of many turn prediction
algorithms [118-124]. For example, in Kountouris et al., the prediction includes types I, II,
IV, VIII, and "non-specific” [120].
More recently, de Brevern performed clustering of the miscellaneous beta-turn type
IV representing one third of all beta turns [125], those not fitting the criteria for types I, I’,
II, II’, VIa1, VIa2, VIb, and VIII [107]. This additional clustering resulted in placing about
half of the type IV turns in four groups of turns adjacent to the existing Type I and Type II
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turn boundaries. However, they do not appear to represent peaks in the density of beta turn
conformations, but rather occur at the periphery of Type I and Type II turns after the
residues in a 30° x 30° box around the Type I and Type II definitions are removed.
The residue preferences for the most common turn types have been described in
previous reports [107, 122, 126, 127]. Hutchinson and Thornton in 1994 analyzed the
residue preferences in 2,233 examples of the common turn types in a set of 205 protein
chains [122]. They noted the preference for proline at positions in turn types that require φ
of approximately -60°, such as position 2 of Type I, Type II, and Type VIII turns, and the
preference for Gly, Asn, Asp and Ser when φ>0° (position 3 of Type II turns, position 2 of
Type II’ turns, and position 2 and 3 of Type I’ turns). Hutchinson and Thornton observed
the preference for Asp, Asn and Ser at positions that require a residue in the bridge region
of the Ramachandran map (φ =-80°, ψ =0°), for instance at position 3 of Type I and Type
II’ turns. Some residues are preferred because they make hydrogen bonds to other residues
within the turn or even to the residue before or after the turn. Some hydrophobic residues
are preferred when the turn is a tight beta turn connecting two beta-sheet strands,
particularly for positions 1 and 4 of Type I’ and II’ turns, in some cases due to their role as
part of hydrophobic cores of proteins. They also noted that preference for Pro at position 4
of Type VIII turns, which prevents residue 3 from being in the alpha region of the
Ramachandran map [103]. Type VIII turns have a beta conformation residue at this
position, while a Type I turn contains an alpha conformation at position 3.
Although many analyses of beta turns have been performed, there are a number of
questions that remain outstanding. First, what is the nature of the Type IV beta turns, and
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can the existing nomenclature be extended to reduce their number? Second, what are the
true modes of the density in dihedral angle space for each beta turn? For highly skewed
populations, the most common conformation (i.e. modes in the density) for each beta turn
would be useful in protein structure determination, refinement, and prediction. Third, what
are the amino acid distributions of each beta-turn type and can they be rationalized? These
have not been reported in detail since the 1990s. Fourth, is the Cα1-Cα4 distance cutoff of
7 Å justified? And finally, what is the frequency of beta turns in loops of various lengths?
This information would be useful in the modeling of longer protein loops, which remains
a challenging problem [128].
With a much larger number of ultra-high resolution structures now available, we
have undertaken a fresh analysis of the nature of beta turns in protein structures. We have
classified all of the beta turn conformations in a data set of 1,074 non-redundant protein
chains from high-quality crystal structures of 1.2 Å resolution or higher. In keeping with
previous analyses [107, 116], we define beta turns as four-residue segments with the Cα
atoms of residues 1 and 4 having a distance of ≤ 7.0 Å and secondary structure of the 2nd
and 3rd residues different from sheet (E), helix (H), π-helix (I) and 310-helix (G) according
to DSSP [115]. Our clustering is performed with a distance measure based on the seven
dihedral angles that connect the Cα atoms of residues 1 and 4: ω2, φ2, ψ2, ω3, φ3, ψ3 and ω4,
similar to what we used for the clustering of antibody CDRs [129].
To identify clusters that truly represent peaks in the density of data points in the
space spanned by these dihedral angles, we have utilized a density-based clustering
algorithm, DBSCAN [130]. Franklin and Slusky have recently used a similar method to
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cluster 4 and 6-residue turns in outer-membrane beta barrels [131]. After optimizing the
clustering parameters of DBSCAN, we obtained a set of 11 clusters from the loop residues
in our data set of 1,074 proteins. From kernel density estimates of the Ramachandran maps
of residues 2 and 3, we identified multiple peaks in the density consistent with the existence
of multiple clusters in some of the DBSCAN clusters. We were able to subdivide several
of these turn types with k-medoids based on the number of peaks in the density, resulting
in a set of 18 distinct turn types. We apply a refined division of the Ramachandran map
into distinct populated regions developed by Hollingsworth and Karplus [132] to derive a
simple nomenclature for our 18 turn types. For our turn types we provide modal
conformations and residue preferences at the first, second, third and fourth positions. We
analyze the distribution of the Cα1-Cα4 distance in our beta-turn types, and find that some
turn types have median Cα1-Cα4 distances slightly larger than 7 Å, if the 7 Å cutoff is
relaxed. We also developed a cross-platform Python script for determining the beta-turn
types in an input PDB structure.

2.2

Results

2.2.1

Clustering of a High-Resolution Data Set of Beta Turns
With the PISCES server [29, 133], we compiled a set of 1,074 protein chains with

a resolution equal to or better than 1.2 Å and pairwise sequence identity less than 50% (the
data set available at doi.org/10.1371/journal.pcbi.1006844.s005), comprising protein
sequences with 232,197 residues (Table 2.1). For clustering purposes, a total of 16% of all
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residues were excluded due to missing backbone, Cβ, or γ heavy atom coordinates, chain
breaks, presence of alternative conformations, or missing secondary structure information.
The resulting data set is named RefinedSet with 195,322 residues suitable for turn type
analysis. If we define beta turns as four consecutive residues where the central residues 2
and 3 are not in regular secondary structure (alpha helix, 310 helix, π helix or beta strands)
and the Cα1-Cα4 distance is less than or equal to 7 Å, we can locate 13,030 beta turns in
this data set built on 43,162 residues. This is less than 13,030 x 4 or 52,110 residues because
49% of beta turns in RefinedSet share residues with one or more other beta turns.
Table 2.1: Data sets.
Count
1,074

No of
residues
232,197

Residues
Loops
β turns
Isolated β turns

17,176
21,454
7,708

224,250
102,357
64,632
30,832

100.0
45.5
28.7
13.7

Residues
β turns
Isolated β turns

13,030
6,649

195,322
43,162
26,596

87.1
19.2
11.8

Sequences

Residue
perc.
-

CompleteSet

RefinedSet

Loop, beta-turn, and residue statistics in CompleteSet and RefinedSet. Sequences contain residues with or
without coordinates. RefinedSet is a subset of CompleteSet, which contains all residues with coordinates.
RefinedSet excludes residues with multiple conformations (e.g., those with A and B conformations) and those
residues with missing backbone, Cβ, or γ heavy atoms. An isolated β turn is a β turn not sharing any of its
residues with residues from other β turns.

Beta-turn conformations form overlapping clusters of varying density. Application
of a single clustering method such as k-means, k-medoids, or DBSCAN failed to identify
all known turn types and created merged clusters with multiple modes in the density. It
would either (1) detect most known turn types but fail to separate turns of Type I and Type
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VIII or (2) separate these two types as two clusters but in addition produce too many small
clusters and noise points. Ultimately, a procedure consisting of applying DBSCAN with
optimized parameters followed by k-medoids to divide the initial DBSCAN clusters that
clearly contained multiple peaks in the dihedral-angle space density proved fruitful.
A single application of DBSCAN on all available 13,030 turns produced 11 clusters
with optimized clustering parameters, eps and minPts (Methods). Kernel density estimates
(KDEs) of residues 2 and 3 indicated that four of these clusters could productively be
subdivided into more than one cluster (Figure 2.1). The most populous DBSCAN cluster
contains 8,455 turns of the classical Type I and VIII turns but in fact exhibits five peaks in
the KDE of residue 3 (Figure 2.1, panel A). Repeated application of k-medoids to subdivide
this cluster, produced 5 clusters that correspond to well-known features in the
Ramachandran map of most residue types, including the alpha-helical region, the gammaprime or inverse gamma turn region (φ,ψ = -84°,68°) [134], the prePro zeta conformation
(φ,ψ = -137°,76°) [135], and two conformations in the beta region, roughly equivalent to
parallel (φ,ψ = -120°,125°), and anti-parallel beta sheet (φ,ψ = -134°,157°), regions. Each
of these 5 sub-clusters exhibited different amino acid distributions indicating that they are
indeed distinct turn types.
The classical Type II turn cluster from the DBSCAN run contained two peaks,
which could easily be subdivided by k-medoids at opposite ends of the left-handed alpha
helical region in the Ramachandran map for residue 3 (Figure 2.1, panel B). The upper
peak of these conformations preferred glycine at residue 3, while the other was dominated
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Figure 2.1: Two-dimensional (φ, ψ) kernel density estimates (KDE) of turn residue 2 (top row) and 3
(bottom row) for four multi-modal clusters returned by DBSCAN (of 11 total).
These 4 clusters have multiple peaks in their densities and were further individually divided into subclusters
with one or more rounds of k-medoids. Their final medoids and modes are marked with gray dots and black
crosses respectively. The populations of the four clusters are shown in pink. (A) Cluster for classical Type I
and VIII turns exhibit 5 peaks. Type I has the strongest peak and account for 76% of the data points in the
cluster. (B) Classical Type II turns can be subdivided into two new clusters; (C) Classical VIb turns with a
cis peptide bond at residue 3 can be divided into two types. (D) A DBSCAN cluster with residue 2 in the lefthanded helical region and residue 3 adjacent to the right-handed helical region. The data have 3 obvious
density peaks but the smallest peak (φ3, ψ3 ~ -90°,-20°) did not have a distinct amino acid profile and had a
very small number of points. We divide this cluster into two beta-turn types.

by non-glycine residues at position 3 (see Figure 2.2, Figure 2.3 and Figure 2.4 for
comparison of amino acid profiles in all clusters). The cluster from DBSCAN in panel C
of Figure 2.1, consisting of some of the structures in RefinedSet with a cis peptide bond at
residue 3, exhibited two peaks in residue 2 that produced an equivalent to the previously
defined Type VIb turn and a new turn type. Finally, DBSCAN produced a new turn type
cluster with left-handed helical residues at position 2 and right-handed helical residues at
position 3. This cluster contained two dominant peaks in the density for residue 3
(Figure 2.1, panel D).
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Figure 2.2: Two-dimensional KDEs for (φ2, ψ2) and (φ3, ψ3) and amino-acid sequence profiles for 5 out
18 turn types, all turns, and Other turns.
First row: All data points, Other data points (unclassified), AD (classical Type I) and ad (Type I’) turns. “All”
data points KDE is shown on a log scale. Second row: Pd and Pa turns (Type II) and pD turns (Type II’). The
mode and medoid of each cluster are shown with a black cross and gray dot respectively. The four-letter
profiles are shown for the four amino-acid residues composing a beta turn.
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Figure 2.3: Two-dimensional KDEs for (φ2, ψ2) and (φ3, ψ3) and amino-acid sequence profiles for the
next 8 out of 18 turn types.
First row: AB1, AB2, AZ, and AG turns (all formerly Type VIII). Second row: new turn types dD and dN
and their approximate inverse, Dd, and new turn type pG. The formatting is the same as in Figure 2.2.
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Figure 2.4. Two-dimensional KDEs for (φ2, ψ2) and (φ3, ψ3) and amino-acid sequence profiles for the
last 5 out of 18 turn types.
First row: cis3 turn types, BcisP (Type VIb), PcisP (new), and PcisD (Type VIa1). Second row: new cis2
turns, cisDA and cisDP. The formatting is the same as in Figure 2.2.
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We subdivided it into 2 separate clusters with k-medoids. k-medoids is a similar algorithm
to k-means but instead selects actual data points as the cluster exemplars instead of a vector
of average values in each dimension. In principle, one of these clusters could be further
subdivided but we did not find distinct amino acid profiles, and the smaller peak contained
a small number of points.
Our clustering procedure results in a set of 18 turn types (Table 2.2 and Figure 2.2,
Figure 2.3, Figure 2.4) among the 13,030 beta turns detected in RefinedSet. We define the
noise points identified by DBSCAN as a group called “Other,” which consists of 319 turns
or 2.4%. Table 2.2 contains the populations among our 13,030 beta turns and the modal
values of φ and ψ for residues 2 and 3. Among our 18 turn types and the Other group: 6
types are new; 8 types are created by splitting existing Type II turns (2 types), Type VIII
turns (4 types), and Type VIb turns (2 types); and the remaining 4 types are updated
versions of the remaining classical turn types (I, I’, II’, VIa1). We did not find a cluster of
the classical VIa2 type with a cis peptide bond at residue 3 and φ2,ψ2 = [-120°,120°] and
φ3,ψ3 = [-60°,0°]. Instead, a small number of points near these values occur in the Other
group, but they are too spread out in dihedral angle space and not numerous enough to
produce a cluster. By contrast, we do find two types within a cis peptide bond and a β-like
conformation at residue 3. One of these is close to the classical VIb turn; the other is new.
Rather than the Roman numeral system in use since 1973 with abandoned numerals
(e.g., III, V, and VII) and a set of intricate prime symbols and alphanumerical sub-indices
(e.g., I’, II’, VIa1), we propose a new nomenclature using the Latin alphabet with type
names assigned according to the one-letter region codes of Ramachandran map for the 2nd
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Perc.

49.22
11.94
6.16
5.74
4.97
4.80
4.63
3.09
1.27
1.04
1.01
0.96
0.78
0.67
0.45
0.40
0.25
0.19
2.45
100.00

Size

6,413
1,556
802
748
648
625
603
402
166
135
131
125
102
87
59
52
32
25
319
13,030

AD
Pd
Pa
ad
AB1
AZ
AB2
pD
AG
BcisP
dD
PcisD
dN
Dd
PcisP
cisDA
pG
cisDP
Other

New
name
I
II
new (prev. II)
I'
new (prev.
VIII)(prev.
new
VIII)
VIII
II'
new (prev.
VIII)
VIb
new
VIa1
new
new
new (prev VIb)
new
new
new
IV

Previous name
Median
Cα1-Cα4
distance
5.48
5.61
6.00
5.44
6.72
5.80
6.42
5.44
6.37
5.70
6.63
5.74
6.42
6.81
6.33
5.36
6.58
6.36
6.42

Residue 2
modal value
ω
φ
ψ
trans
-62
-23
trans
-55
133
trans
-60
135
trans
47
45
trans
-67
-31
trans
-74
-28
trans
-69
-30
trans
57 -130
trans
-66
-19
trans -138
119
trans
94
-1
trans
-60
144
trans
69
9
trans -115
16
trans
-66
148
Cis
-94
8
trans
74 -162
Cis
-86
4

Residue 3
modal value
ω
φ
ψ
trans
-96
-2
trans
91
-6
trans
59
28
trans
83
1
trans -136 162
trans -140
75
trans -120 128
trans
-95
11
trans
-82
63
cis
-66 164
trans -128
15
cis
-93
8
trans -132 -63
trans
101 -12
cis
-76 142
trans
-61 -38
trans
-79
77
trans
-71 158

The new nomenclature (column 4) based on the Ramachandran map positions (Figure 2.5) of residues 2 and 3 is provided next to the classical
nomenclature. “cis” precedes conformations that contain cis peptide bonds for ω2 or ω3. “New” turns are those not similar to any types in the classical
nomenclature. Some new turns are subclusters of the previous turn types; the one closest to the classical turn type is labeled with that type; the others
are labeled “new” with the previous parent turn type given. The modal values of the dihedrals φ and ψ and the cis/trans configuration of residues 2
and 3 are shown. Complete information for 18 beta turns is provided in the downloadable BetaTurnLib library. The BetaTurnLib18 files and betaturn assignment Python tool, BetaTurnTool18 are at dunbrack.fccc.edu/betaturn or github.com/sh-maxim/BetaTurn18.

No.
by
size
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
other
Total

Table 2.2: A set of 18 beta-turn types derived from clustering of the RefinedSet of beta turns.

and 3rd residues of each beta-turn type (Figure 2.5). The figure shows our designations and
the positions of the medoids of residues 2 and 3 (orange dots).

Figure 2.5: Single-letter region codes for the Ramachandran map.
Greek letter designations were converted to Roman letter counterparts. The left side of the map with negative
φ is encoded in upper-case letters, while the right side of the map with positive φ is in lower-case letters.
Regions related by symmetry through the origin are denoted with the same letter (e.g., A and a; P and p). The
original gamma and gamma prime regions are labeled g and G respectively. The new label N is used for the
region below the A-D axis. All cluster medoids of residues 2 and 3 are marked with orange dots The black
dots represent data from all amino acids in the RefinedSet, including regular secondary structures and loops.
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Our scheme is based on a detailed analysis of the distribution of residues from very
high-resolution structures by Hollingsworth and Karplus [132]. Most of the one-letter
Ramachandran codes are familiar to structural biologists. For convenience both in
computer code and for people, we converted their Greek designations to the Latin alphabet,
for example α to A, β to B, γ to G and so on. We reserve upper-case letters for the left side
of Ramachandran map with negative φ and lower-case letters for positive φ. The upperand lower-case letters have a point symmetry relative to the map center (0, 0). This is
similar to nomenclatures developed by Dasgupta et al. [136] and Hollingsworth et al. [137]
A non-standard designation in this scheme is to denote the gamma turn region at φ = -84°,
ψ = 68° as “G” in upper case. Originally, this region was designated gamma-prime (G’ or
g) and the corresponding region with φ > 0° was designated as gamma (G). We also defined
a new region, N, to the left and below the A-D density axis, which occurs in the dN cluster.
This “plateau” region was determined to be sparsely populated but valid by Lovell et al.
[138]. In only one case (AB1 and AB2) we need a third character to distinguish the two
turn types. AB1 is the upper one the Ramachandran map and AB2 is the lower one
(Figure 2.1, panel A and Figure 2.3), which is an easy way to remember them. In Table 2.2,
we also provide a correspondence between the proposed and classical turn type
nomenclatures.
Figure 2.2, Figure 2.3 and Figure 2.4 contain the amino acid distributions at all four
positions of each beta-turn type, including the Other group. As expected, glycine and
proline play important roles in many turn types. Proline is required for the two cis2 turn
types, cisDA and cisDP, and the three cis3 turn types, BcisP, PcisP, and PcisD. It is also
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important in position 4 of the AZ turn where it is responsible for the zeta conformation at
position 3, which occurs for residues immediately before proline [132]. Proline also
prevents the alpha conformation at the residue before it [103], and is therefore significant
in the AB1 and AB2 turns at position 4 and completely absent from AD turns at positions
3 and 4.
Glycine allows amino acids to occupy the “d” and “p” regions of the Ramachandran
map, as exhibited by the ad, Pd, dD, dN, and pG type turns. As noted above, the former
Type II turns have been divided into Pa and Pd; glycine is dominant at position 3 in the Pd
cluster but not in the Pa cluster, which is instead dominated by Asn and Asp at position 3.
Asp and Asn are also dominant at position 2 of the ad turn (former Type I’) and position 3
of the AG and AZ turns.
There are sometimes subtle but statistically significant differences in the sequence
profiles of very similar clusters. For instance, residue 3 of AB1 and AB2 has slightly
different positions in the Ramachandran map. The upper peak (AB1) prefers Gly, Ala, Ser,
and Thr at position 3, while the lower peak (AB2) prefers Asn and Asp. The dD and dN
clusters are different at position 3, with dD preferring Asn and Asp, which are almost
absent from position 3 of the dN turns. The latter contain hydrophobic beta-branched
residues at position 3 (Val and Ile).
The new turn types, PDB entry, chain, and residue identifiers, dihedral angles of
medoids and modes, and secondary structure context are provided in BetaTurnLib18 at:
doi.org/10.1371/journal.pcbi.1006844.s003 in the text format,
doi.org/10.1371/journal.pcbi.1006844.s004 in the Excel format.
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2.2.2

Validation and Structural Properties of the New Beta-Turn Types
We validated the new turn types by examining their electron density both visually

and quantitatively. To analyze the electron density of atoms in beta turns, we utilized the
EDIA program (Electron Density Support for Individual Atoms) [139], which integrates
electron density in a sphere around each heavy atom and penalizes both positive and
negative density in electron density difference maps. EDIA demonstrates that turns in each
cluster contain only a few structures (0-2.4%) with substantial inconsistencies (Figure 2.6).
The Other group has a higher rate of substantial inconsistencies with 6.1% of these turns
having poor electron density. Nevertheless, the majority of Other group turns are valid
conformations, but sufficiently spread-out that they do not form a new cluster with at least
25 points (0.2% of RefinedSet). The mean EDIA scores for each cluster are provided in
Table 2.3, where the EDIA score for each turn is defined as the minimum value for the
backbone atoms defining the turn, i.e. atoms from Cα1 to Cα4, including the carbonyl
oxygens.
The electron densities of representative structures near the modes in the sevendimensional probability distribution are shown for all 18 beta-turn types in Figure 2.7. In
addition, the figure shows two structures from the Other group that have good electron
density, demonstrating that turns in the Other group are valid conformations. These were
chosen to be far away from any of our cluster modes. Both of these structures have a cis
proline at residue 4, but different Ramachandran regions for residues 2 and 3 from each
other. There are 21 turns with a cis proline at residue 4 in the Other category. They do not
cluster well with our seven-dimensional dihedral angle metric.
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Figure 2.6: Structure quality of Other turns and 18 turn types based on agreement between atom
positions and electron-density maps measured by EDIA software with the minimum of EDIA values
for all 13 backbone atoms (N, Cα, C, O) in a turn connecting Cα1 to Cα4.

The results of clustering procedures can be validated with a number of measures
[140]. Most such measures compare the distances of points within clusters to the distances
between points in different clusters in some way. Density-based clustering presents some
challenges for standard validation measures, since clusters may be shaped irregularly and
have different densities and variances about their medoids compared to distance-based
clustering algorithms such as k-means [141]. Nevertheless, we utilized the silhouette score
[142] which compares the average distances of points to other points in the same cluster to
the average distance of points to the nearest neighboring cluster for each point.
For each point i, we calculate the average distance to the points in each cluster (one
value for each cluster including the cluster i belongs to). If a(i) is the average distance to
points in the same cluster as point i and b(i) is the distance to the nearest cluster different
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Table 2.3: Validation of beta turn clusters.
No.

New
name

EDIA
mean

Orig.
Size

Lost to
another
cluster

Lost
to
Other
group

Gained
from
other
clusters

Gained
from
Other
group

New
Count

TPR

PPV

-195

+0

+0

= 6069

94.6

100.0

Median
Cα1-Cα4
distance
in Å
(no
cutoff)
5.51

1

AD

0.854

6,413

-149

2

Pd

0.845

1,556

-1

-0

+0

+6

= 1561

99.9

99.6

5.61

3

Pa

0.848

802

-5

-30

+0

+2

= 769

95.6

99.7

6.12

4

ad

0.839

748

-0

-3

+0

+3

= 748

99.6

99.6

5.45

5

AB1

0.851

648

-1

-12

+0

+0

= 635

98.0

100.0

7.52

6

AZ

0.845

625

-47

-1

+128

+0

= 705

92.3

81.8

5.90

7

AB2

0.855

603

-11

-7

+56

+0

= 641

97.0

91.3

7.95

8

pD

0.836

402

-9

-4

+0

+5

= 394

96.8

98.7

5.66

9

AG

0.855

166

-14

-1

+38

+0

= 189

91.0

79.9

7.24

10

BcisP

0.832

135

-0

-0

+0

+2

= 137

100.0

98.5

6.07

11

dD

0.821

131

-5

-2

+5

+10

= 139

94.7

89.2

7.79

12

PcisD

0.858

125

-0

-0

+0

+8

= 133

100.0

94.0

5.76

13

dN

0.873

102

-4

-0

+5

+1

= 104

96.1

94.2

7.83

14

Dd

0.856

87

-0

-0

+6

+7

= 100

100.0

87.0

7.60

15

PcisP

0.861

59

-0

-0

+0

+2

= 61

100.0

96.7

6.74

16

cisDA

0.827

52

-0

-0

+0

+4

= 56

100.0

92.9

5.36

17

pG

0.806

32

-0

-0

+8

+4

= 44

100.0

72.7

8.16

18

cisDP

0.884

25

-0

-0

+0

+11

= 36

100.0

69.4

6.52

Other

Other

0.802

319

-65

-

+255

-

= 509

79.6

49.9

9.03

13,030

-311

-255

+501

+65

= 13,030

95.7

95.7

-

Total

Column 3: Mean EDIA scores for the minimum EDIA score for all backbone atoms of each beta turn in each
cluster. Beta turns in RefinedSet were reassigned with the BetaTurnTool18 program with the standard
dihedral angle cutoff and the 7 Å Cα1-Cα4 cutoff. Columns 4-11: Reassignments based on these criteria are
provided, consisting of counts of “Original cluster size”, number lost to another regular cluster (1-18),
number lost to Other, number reassigned from another regular cluster and number reassigned from Other.
The total number of reassigned turns in each cluster is given in column 9. The TPR (true positive rate) is
defined as the percent of the assignments that are present in the reassignments, which is equal to
100*[(Column 4) + (Column 5) + (Column 6) ] / (Column 4); PPV (positive predictive value) is defined as
the percent of the reassignments that were present in the original assignments, which is equal to
100*[(Column 4) + (Column 5) + (Column 6) ]/ (Column 9). It is the percent of turns in the reassigned set
that come from the same cluster in the original set. Column 11: Median Cα 1-Cα4 distance for each cluster if
the BetaTurnTool18 program is applied with the standard dihedral angle distance cutoff but no Cα 1-Cα4
distance cutoff. Segments with dihedral angle distance larger than the cutoff are assigned to Other; most of
which are not turn-like structures.
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Figure 2.7: 2Fo-Fc electron density distributions for each of the 18 new beta-turn types, plus two
examples from the Other category.
The PDB entries and other data for each turn are given in the BetaTurnLib18 library. Contours are shown at
2σ. The two Other examples (bottom row, 3rd and 4th images) are: (1) PDB entry 2EAB, chain A, residues
759-762, sequence YHAP, conformation APcis4, [φ2,ψ2; φ3,ψ3] = [-92°,-39°; -76°,165°]; (2) PDB entry
4RJZ, chain A, residues 366-369, sequence PRGP, conformation Bbcis4, [φ2,ψ2; φ3,ψ3] = [-78°,120°; 82°,127°]. Residue 4 is a cis proline in both cases.
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from that of point i, then the silhouette score is defined as 𝑆(𝑖) = (𝑏(𝑖) − 𝑎(𝑖))/
max(𝑎(𝑖), 𝑏(𝑖)). If point i is near other points in its own cluster, but very far away from
the nearest other cluster, then S(i) is close to 1.0. If point i is equally close to its own cluster
and another cluster, S(i) is close to 0, and if point i is closer to points in another cluster than
its own cluster, S(i) is negative. This can occur if point i is misplaced or if point i’s cluster
has a high variance.
A graph of silhouette scores for our 18 clusters and the Other group is shown in
Appendix D. Each of our clusters has an average positive silhouette score ranging from
0.27 to 0.93. Eleven clusters have values of 0.6 or higher. Some of the clusters that arose
from sub-clustering of the original DBSCAN clusters with k-medoids have relatively low
values of the average silhouette score, including Pa (0.27), AB2 (0.29), and AZ (0.32). This
is not surprising, since they are very close to other clusters (Pd, AB1/AZ, and AB2/AD/AZ
respectively), but as shown in Figure 2.1, these clusters represent peaks in the density of
the Ramachandran maps of residues 2 and/or 3, and they have distinct sequence profiles.
The silhouette score has difficulty in scoring sub-clusters that are close together but far
from other clusters [140]. We repeated the silhouette analysis by merging AB1 with AB2,
AZ with AG, Pd with Pa, and dD with dN to see whether the subclusters are distinct from
the rest of our clusters even if they are near related subclusters (Appendix E). The AB1AB2, AZ/AG, Pd/Pa, and dD/dN merged clusters now have higher average silhouette
scores of 0.49, 0.48, 0.80, and 0.70 respectively.
The robustness of our clusters may also be assessed by reassigning points in our
data set to the cluster with the closest medoid to that point. If we define a distance cutoff
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for assigning points to a cluster or the Other category, and if points are mostly assigned to
the correct cluster, then our cluster medoids can be used successfully to assign beta turns
in structures not in our data set, including new structures deposited in the PDB. To detect
beta turns, we developed a Python script that either assigns one of 18 turn types based on
the closest cluster medoid or flags it as Other if the distance between the input turn and the
closest medoid is above a preselected distance threshold. This maximum distance is equal
to the mean plus 3 standard deviations of 12,711 distances between turns of one of 18 types
(Other excluded) to their cluster medoids, which is equal to 0.2359 in units of our distance
metric or 28.1° in units of the average angle equivalent of our metric. We tried different
statistics, target thresholds and individual thresholds for each of 18 turn types; a simple
single threshold at 3 standard deviations works as well as cluster-specific means and
standard deviations in terms of reclassifying beta turns in our set of structures. The results
are presented in Table 2.3.
To understand how the assignment tool performs, we need to account for how the
original assignments of turn types of 13,030 beta turns are transformed by reassignment.
Most turns are reassigned to the same turn type: (13,030 - 311 - 255) / 13,030 = 95.7%.
Some turns will be reassigned to one of the other 18 clusters (311); some assigned turns
will be reassigned to Other (255); some turns will be reassigned from one of the other 18
clusters (256); and some turns will be reassigned from the Other category (65). All of these
numbers are presented in Table 2.3 for each cluster and the Other category.
We can assess the assignment tool with for each cluster in the way that binary
predictors are evaluated. We calculated true positive rate (TPR) as the fraction of the
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original clustering that is preserved in the reassignments. This is equal to 100.0*(Col4 +
Col5 + Col6) / (Col4). The TPR values range from 91% to 100% for the regular clusters,
and 79.6% for the Other category. We calculated the positive predictive value (PPV) as the
percentage of turns in the reassigned set that came from the original assignments. From the
table, this is equal to 100.0*(Col4 + Col5 + Col6) / (Col9). For 12 of our 18 clusters, this
value is well over 90%. It is lower for clusters that are close to other clusters, widely
dispersed, or very small clusters, including AZ (81.8%), AG (79.9%), pG (72.7%), and
cisDP (69.4%). The value is 49.9% for the Other category because of the number of points
moved from regular clusters into the Other group (255). These points are far from the
medoids of non-spherically shaped clusters and represent only 2% of all the data points.
Finally, as a part of validation of the clusters, since a high threshold of 1.2 Å crystal
structure resolution was applied to RefinedSet in order to produce more reliable data, we
used the tool to determine whether there is a distribution bias in the established turn types
as a function of resolution. The frequencies for the most turn types remained the same when
proteins at 1.0-1.2 Å and 2.0-2.2 Å (Figure 2.8) are compared. The relative frequencies of
some turn types do change with resolution: Pd (9.7% to 8%), ad (5.0% to 4.0%), AG (1.3%
to 2%), and Other turns (3.2% to 4.5%)

2.2.3

Analysis of the Cα1-Cα4 Distance in the Definition of Beta Turns
We used a value of 7.0 Å for the Cα1-Cα4 distance to define beta turns within our

data set. This value has been used in almost all previous studies on beta turns [107, 109,
116, 122, 125, 143].
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Figure 2.8: Frequency of beta-turn types at different resolutions.
Beta turns were identified in structure sets at different resolution ranges (1-1.2 Å, 1.1-1.3 Å, etc.) produced
by the PISCES webserver. The y-axis on each plot covers 2 percentage points in total frequency of each betaturn type.

It is slightly larger than the minimum at about 6.5 Å between two peaks on the distribution
of Cα1-Cα4 distances in all four-residue segments in loops in our data set (Figure 2.9,
bottom right). In Table 2.2, we provide the median Cα1-Cα4 distance for each of our clusters
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when beta turns are defined with the classical 7 Å Cα1-Cα4 cutoff. However, we were
curious if some beta turns might have a wider distribution of this distance if a larger cutoff
or no distance cutoff is used, while maintaining a turn-like conformation. We assigned all
four-residue segments in our data set of loops (those residues not in regular secondary
structures) to one of our clusters – to the one with the closest medoid, if the distance to the
closest medoid was less than or equal to the cutoff distance described above (0.2359 in
units of our distance metric). If the distance was greater than this value, we put the segment
into the Other category. Kernel density estimates of the Cα1-Cα4 distance when no Cα1-Cα4
cutoff is applied are shown in Figure 2.9 for all of our 18 clusters, the Other group (fourresidue segments not near one of our cluster medoids in dihedral angle space), as well as
All four-residue segments in the loop data set (the union of all 18 clusters and the Other
group).
The maximum possible Cα1-Cα4 distance is about 11.4 Å (3 x 3.8 Å per Cα-Cα
distance across a single peptide bond). In beta sheets, the average Cα1-Cα4 distance is over
10 Å. After examining many structures, we observed that four-residue segments with
distance of about 9 Å are L-shaped with three extended residues and the fourth residue
hooking left or right. Structures at 8 Å are shaped like turns but wider and shallower than
turns with Cα-Cα distances less than 7 Å.
All of our 18 clusters have a median Cα1-Cα4 distance of 8.0 Å or less, but several
of them have significant density above the canonical distance cutoff of 7 Å, especially
AB2, dD, dN, and pG. By contrast, the majority of segments in the Other category have
Cα1-Cα4 distances of 9 Å or more and are not turns at all but rather extended structures.
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Figure 2.9: Kernel density estimates of Cα1-Cα4 distances when no 1-4 distance cutoff is applied.
Plots are shown for each of 18 beta turn clusters, the Other group, and all four-residue segments in loop
regions of the RefinedSet (bottom right).

The median values for the Cα1-Cα4 distance for each of our clusters are provided in
Table 2.3. We produced Ramachandran plots for all 18 clusters and the Other category
without a Cα1-Cα4 distance cutoff. An example is provided in Figure 2.10 for AD turns.
The rest are provided at doi.org/10.1371/journal.pcbi.1006844.s002. In these plots, we
show the Ramachandran distribution of residues 2 and 3 for 4-residue segments with Cα1Cα4 distance ≤ 7.0 Å in blue and > 7.0 Å in red, as well as histograms of the distances of
each group separately and together. Figure 2.10 indicates that for AD turns, the distance
rises above 7.0 Å in the region where φ2 ≤ -90° and ψ2>0°.
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Figure 2.10: Ramachandran distributions for residues 2 and 3 of AD turns with no Cα 1-Cα4 distance
cutoff.
In the left column, all points are plotted with those with Cα 1-Cα4 distance ≤ 7.0 Å in blue and Cα1-Cα4
distance > 7.0 Å in red. Mean (φ,ψ) values are denoted with dark blue and red crosses for each group. The
distance histogram is provided in the bottom row. In the middle column, only the points with Cα 1-Cα4
distance ≤ 7.0 Å are plotted, and in the last column only those with Cα1-Cα4 distance > 7.0 Å are plotted.
Figures for the other clusters are provided at doi.org/10.1371/journal.pcbi.1006844.s002.

Given these results, we decided to perform DBSCAN clustering without a Cα1-Cα4
distance cutoff to check whether that there are additional turn-like clusters hiding in our
data set. We found several common Ramachandran combinations for residues 2 and 3, such
as BB, aB, and BA, but none of these had average Cα1-Cα4 distances less than 9 Å, and
none of them had density below 7 Å. At different values of DBSCAN parameters eps and
minPts, we could find all of our 18 clusters (sometimes merged as in Figure 2.1). We
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conclude that our clustering with the 7 Å cutoff located all significant beta-turn types in
our data set, and that running our beta turn assignment tool, BetaTurnTool18, with different
cutoffs up to 8.5 Å may be useful in some circumstances (see below).

2.2.4

Analysis of the Cα1-Cα4 Distance in the Definition of Beta Turns
With a high-resolution data set and a new set of beta-turn types, we were interested

in the frequency and distribution of beta turns in protein loops of various lengths. This kind
of information may be useful in loop structure prediction. For this purpose, we cannot
exclude beta turns based on poor electron density or multiple conformations. For residues
in our set of 1,074 proteins with alternative conformations, we selected a primary
conformation with the highest occupancy. This dataset is named CompleteSet containing
224,250 residues with reported coordinates (Table 2.1).
To identify loops, we needed to consider how to treat 310 helices since three-residue
310 helices occur frequently within longer loops and might be considered part of the loop
rather than significant elements of regular secondary structures. To investigate this, we
examined kernel density estimates of the Ramachandran maps of residues in 310 helices of
different lengths (Figure 2.11). A large majority of 310 helices are very short – 81% are
length 3 and 12% are length 4 (Table 2.4). 310 helices of length 1 or 2 are impossible in
DSSP. The kernel density estimates demonstrate an interesting phenomenon. At positions
1, 2, and 3 of the length-3 310 helices, the mode in the φ-ψ density moves progressively
upwards and leftwards: φ,ψ = [-57°,-37°], [-67°,-17°], and [-93°,0°]. This is roughly
equivalent to two consecutive AD turns with the middle residue in an intermediate position
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between A and D. The same is true of length-4 310 helices. For the longer 310 helices, the
last residue is always clearly in a delta position [-90°,0°] and the first residue is clearly
alpha [-60°,-30°], while the intervening residues are in between, sometimes with points
spanning both populations. This is consistent with the early analysis of beta turns by Lewis
et al. that defined Type I turns as [φ2,ψ2 = -60°,-30°; φ3, ψ3 = -90°,0°] and Type III turns
as [φ2,ψ2 = -60°,-30°; φ3,ψ3 = -60°,-30°] [116], which were later identified by Richardson
as mostly restricted to 310 helices [107]. The pattern we observe is slightly more
complicated with the modal value shifting from A to D along the 310 helix. The exact modal
φ,ψ values for 310 helices of varying length are reported in Table 2.4. Similar distributions
of φ,ψ were found by Pal et al. for short 310 helices [117].
We were interested in whether including 310 helices would alter our clusters of beta
turns, so we ran our clustering protocol for 3 cases: 1) without GGG (as defined by DSSP)
(as already presented above); 2) with GGG; and 3) with both GGG and GGGG. There are
no major changes in the clusters except for the AD cluster (Appendix F). With the inclusion
of GGG and/or GGGG, there are significantly more beta turns in the AD cluster overall.
The distribution of φ3,ψ3 in the AD cluster changes with the inclusion of GGG; a second
peak forms near φ3,ψ3 = [-70°, -20°]. However, we refrained from forming an AA cluster,
since there is no significant variation in the amino-acid profiles of the AD and AD/AA
clusters in the three cases (Appendix G) and the differences in dihedral angles are only
about 20° in φ3 and ψ3.
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Figure 2.11: Ramachandran maps for 310 helices of increasing length, n from 3 (DSSP code GGG, top
row) to 7 (GGGGGGG, bottom row).
Optimized kernel density estimates overlaid with (φ,ψ) sample scatter plots are drawn for each 310-helix
residue starting from the first left position, 1 (first column) to the last right position, 7 (last column). Modes
(peaks) for each 2D distribution are shown with a large black cross. The first (1) and last (n) residue
conformations of 310 helices are A (-64°, -23°) and D (-92°, -1°) conformations respectively. The intervening
residues are in between, sometimes with conformations spanning both populations. The exact values for (φ,ψ)
modes of 310 helices are reported in Table 2.4.

Table 2.4: Modal values for backbone dihedral angles of 310 helices of lengths from 3 to 7.
Length
3
4
5
6
7
≥8
Total

Count
2,313
347
90
78
27
12
2,867

Perc.
80.7
12.1
3.1
2.7
0.9
0.4
100.0

φ1, ψ1
-57,-37
-57,-37
-57,-33
-60,-30
-57,-30
-

φ2, ψ2
-67,-17
-60,-27
-63,-23
-67,-17
-60,-23
-

φ3, ψ3
-93, 0
-63,-20
-63,-23
-63,-23
-67,-17
-
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φ4, ψ4

φ5, ψ5

φ6, ψ6

φ7, ψ7

-93, 0
-63,-20
-60,-30
-63,-23
-

-103, 3
-63,-20
-60,-27
-

-97, 0
-67,-17
-

-100, 3
-

Given these data, we established two criteria regarding 310 helices for our definition
of protein loops. First, short 310 helices often directly abut alpha helices in DSSP, and
represent distortions detected in the i, i+4 hydrogen bonding pattern of the alpha helix
[144]; therefore we exclude such 310 helices immediately adjacent to alpha helices from
loops. For example, a continuous fragment with DSSP code (H=helix; G=310 helix; T=turn;
C=coil (other)), HHHHGGGGCCTTCCCGGGHHHH, has only CCTTCCC as a loop
while the flanking Gs are still a continuation of an alpha helix region before and after the
loop. Second, we treat 310 helices of length 3 not adjacent to alpha helices as loop residues,
since they are identified by DSSP with a single internal i, i+3 hydrogen bond within the
loop between the residue that precedes the 310 helix and the last residue of the 310 helix.
These short 310 helices are common in long loops and may productively be considered part
of the loop rather than an intervening element of regular secondary structure. They are not
likely to contribute more than one amino acid to the hydrophobic core, and in many cases
not even that. Indeed, in some definitions of secondary structure, a 310 helix requires two
or more hydrogen bonds [111] and these three-residue 310 helices would not be identified
as such. For example, GGG in HHHHCCCCGGGCCCCHHHH is still considered a part
of the loop with DSSP designation CCCCGGGCCCC. We define longer 310 helices (≥4)
as elements of secondary structure, which therefore separate their neighboring segments
into two loop regions. For instance, GGGGG in HHHHCCCCGGGGGCTTCHHHH
produces two loops, CCCC and CTTC. To contain a beta turn, a loop must be at least two
residues long.
With this loop definition, in CompleteSet we detected 21,454 turns with the
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canonical 7 Å Cα1-Cα4 cutoff (65% more than in RefinedSet) and assigned them to the
closest turn type in Table 2.2 with the distance measure in the seven-dimensional dihedral
angle space and the distance cutoff for the Other category. Beta turns comprise 29% of
residues in the CompleteSet and 63% of the residues in loops between regular secondary
structures (Table 2.1). In CompleteSet, we located 17,176 loops of length from 1 to 81. The
frequency of a loop exponentially decreases with loop length; approximately there is a 10fold reduction every time a loop becomes 10 residues longer (Figure 2.12). 95% of all loops
are 1 to 16 residues long. Very long loops are rare; only 0.59% of loops are 30 or more
residues long (the 81-residue “loop” is the snow flea antifreeze protein in PDB entry 3BOG
(chain A) which has no regular secondary structure as defined by DSSP). The distribution
of loop lengths with all 310 helices considered to be regular secondary structure (and not a
part of loops) is shown in Appendix H.
We calculated an average number of beta turns identified in each loop of a particular
length and estimated ± one standard deviation confidence range (Figure 2.13). There is an
average one beta turn per 4.8 residues. If we consider longer loops with 9 or more residues,
there are 11,270 beta turns among 49,299 loop residues, leading to approximately the same
value of one beta turn per 4.4 loop residues. The results with 310 helices considered regular
secondary structure are shown in Appendix I. If 310 helices are considered regular
secondary structure and not part of loops, there is an average of one beta turn per 5.5 loop
residues for all loops.
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Figure 2.12: Frequency of loop length in CompleteSet of 17,176 loops.
Short 310 helices (DSSP of GGG) are considered parts of loops. The frequency of a loop decreases
exponentially after the length of 5 with approximately a 10-fold reduction every time a loop adds 10 more
residues. Between loop lengths 2 and 5, there is a frequency fluctuation with two peaks at length 2 and 4
observed due primarily to beta turns between two beta-sheet strands. 95% of loops are 1 to 16 residues long.
A similar figure for traditional (GGG excluded) loops is provided in Appendix H.

We calculated an average number of beta turns identified in each loop of a particular
length and estimated ± one standard deviation confidence range (Figure 2.13). There is an
average one beta turn per 4.8 residues. If we consider longer loops with 9 or more residues,
there are 11,270 beta turns among 49,299 loop residues, leading to approximately the same
value of one beta turn per 4.4 loop residues. The results with 310 helices considered regular
secondary structure are shown in Appendix I. If 310 helices are considered regular
secondary structure and not part of loops, there is an average of one beta turn per 5.5 loop
residues for all loops.
A total of 64% (Table 2.1) of beta turns overlap other beta turns by one or more
residues. 310 helices of length 3 plus the preceding residue usually comprise two
overlapping beta turns.
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Figure 2.13: An average number of beta turns in a loop (isolated GGG included in the loops) as a
function of loop length.
Beta turns are impossible (0 beta turns) in loops with a length of 1 residue because both 2 nd and 3rd residues
of a beta turn must be in a loop region. For every 4.8 loop residues, there is on average a single beta turn. A
similar figure for traditional loops (GGG excluded) is provided in Appendix I.

In addition, other beta-turn types can also combine to produce immediately overlapping,
consecutive beta turns. We define double turns as a set of 5 residues with residues 1-2-3-4
and 2-3-4-5 forming individual beta turns. These double turns occur most frequently; we
found 5,372 double turns having 82 combinations of our 18 turn types (Table 2.5). The
most common double turn (62%) is AD-AD made of two consecutive AD turns, which are
the most prevalent turn type in the data set (49%, Table 2.2). The 10 most frequent turn
type combinations account for 90% of all double turns.
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Table 2.5: Statistics for 10 most common double turn type combinations in CompleteSet.
Rank
1
2
3
4
5
6
7
8
9
10

Double turn type
AD-AD
AD-AZ
AD-AB2
Pa-ad
AD-AB1
AD-AG
pD-AD
Pd_dD
Pd_dN
PcisD_cisDA
other
All

Count
3,307
470
223
199
137
121
119
103
84
76
533
5,372

Perc.
61.6
8.7
4.2
3.7
2.6
2.3
2.2
1.9
1.6
1.4
9.9
100%

Cumulative Perc.
61.6
70.3
74.5
78.2
80.7
82.9
85.2
87.1
88.7
90.1
100.0
100%

Double turns overlap by three residues (i.e., 1-2-3-4 and 2-3-4-5).

For 1,000 triple turns (Table 2.6) defined as a stretch of 6 residues with turns at
positions 1-2-3-4, 2-3-4-5, and 3-4-5-6, the 7 most frequent combinations out of the
observed 65 comprise 82% of triple turns. As for single and double turns, AD-AD-AD is
again the most common triple turn, representing half of all cases. Of course, turns can
overlap by one or two residues (e.g. 1-2-3-4 and 3-4-5-6) but we did not study this
separately.
Table 2.6: Seven most common triple turn types in CompleteSet among 1,000 observed in total.
Rank
1
2
3
4
5
6
7

Triple turn type
AD-AD-AD
AD-AD-AZ
AD-AD-AB2
AD-AD-AG
Pd_dN_AD
AD_AD_AB1
PcisD_cisDA_AD
other
All

Count
486
143
68
37
34
29
20
183
1,000

Perc.
48.6
14.3
6.8
3.7
3.4
2.9
2.0
18.3
100%

Cumulative Perc.
48.6
62.9
69.7
73.4
76.8
79.7
81.7
100.0
100%

A triple turn is formed by 6 residues with 1-2-3-4, 2-3-4-5, and 3-4-5-6 positions.
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2.2.5

Turn library and software
We have compiled BetaTurnLib18 files that contain data on all 18 established beta-

turn types and are stored in the tab-delimited text and Excel formats. For each turn type we
provide the following information: the absolute number of dataset points and percentage
for each type cluster, the older nomenclature for existing types, our new nomenclature,
median and mean Cα1-Cα4 distances (both with and without the 7 Å cutoff), medoids and
modes for dihedral angles pulled from the RefinedSet with the following information: <ω2,
φ2, ψ2, ω3, φ3, ψ3, ω4>, <aa1, aa2, aa3, aa4>, <sec1, sec2, sec3, sec4>, res_id(1), chain_id and
pdb_id. Our library, BetaTurnLib18 is freely available to be incorporated into any thirdparty software for detection, type prediction, and modeling of beta turns in proteins.
In addition, we provide Python software, BetaTurnTool18 supported on Linux,
Mac, and Windows platforms coded with back-compatible Python 2. It reads a PDBformatted or mmCIF-formatted coordinate file of a protein structure, automatically runs
DSSP to assign secondary structure in the input file, and parses our turn library file. With
this information available, the Python script detects beta-turn positions and types. Betaturn location is determined by verifying chain connectivity of each four-residue stretch,
satisfying the default 7.0 Å Cα1-Cα4 distance constraint calculated from the Cartesian
coordinates and checking the secondary structure of the 2nd an 3rd residues assigned by the
DSSP program [115]. The program also allows the user to set a different Cα1-Cα4 distance
cutoff, which may be useful for some beta-turn types that possess a broader distribution of
Cα1-Cα4 distances (Figure 2.9). In addition, BetaTurnTool18 has two options to search for
beta turns within loops either with or without inclusion of isolated 310 helices.
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Since some beta turns are similar to more than one of our beta-turn types, the first
and second most probable turn types are reported based on the distance to the first and
second closest medoids calculated with the same distance metric as used in the clustering,
unless the closest medoid is greater than 0.2359 units in our distance metric, in which case
the turn is reported as Other. We estimate confidence levels for the first and second most
probable types, which sum up to 1, as follows:
𝐶𝑜𝑛𝑓𝑖𝑑𝑒𝑛𝑐𝑒(1𝑠𝑡 𝑡𝑦𝑝𝑒) = 1 −

𝐷(𝑐𝑙𝑜𝑠𝑒𝑠𝑡 𝑡𝑢𝑟𝑛 𝑡𝑦𝑝𝑒)
𝐷(𝑐𝑙𝑜𝑠𝑒𝑠𝑡 𝑡𝑢𝑟𝑛 𝑡𝑦𝑝𝑒) + 𝐷(2𝑛𝑑 𝑐𝑙𝑜𝑠𝑒𝑠𝑡 𝑡𝑢𝑟𝑛 𝑡𝑦𝑝𝑒)

𝐶𝑜𝑛𝑓𝑖𝑑𝑒𝑛𝑐𝑒(2𝑛𝑑 𝑡𝑦𝑝𝑒) = 1 −

𝐷(2𝑛𝑑 𝑐𝑙𝑜𝑠𝑒𝑠𝑡 𝑡𝑢𝑟𝑛 𝑡𝑦𝑝𝑒)
𝐷(𝑐𝑙𝑜𝑠𝑒𝑠𝑡 𝑡𝑢𝑟𝑛 𝑡𝑦𝑝𝑒) + 𝐷(2𝑛𝑑 𝑐𝑙𝑜𝑠𝑒𝑠𝑡 𝑡𝑢𝑟𝑛 𝑡𝑦𝑝𝑒)

Our script prints these confidence levels as integers in the [0, 9] range. 0 and 9
correspond to the [0, 10) % and [90, 100] % confidence intervals respectively. A bordercase flag (“+”) is returned when the integer confidence level is 6 or below, and a “.” (dot)
is returned when it 7 or higher. In border cases we recommend considering both turn types
for modeling. Our tool accounts for chain breaks in coordinates when it prints a singlecharacter alignment of the complete amino acid sequence, its DSSP secondary structure,
turn types, integer confidence levels, and border-case flags. Downloads and complete
documentation of our tool or library are available at dunbrack.fccc.edu/betaturn and
github.com/sh-maxim/BetaTurn18.

2.3

Discussion
From a set of 13,030 beta turns identified in 1,074 proteins of resolution 1.2 Å or
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better, we have identified 18 beta-turn types, compared to the 8 beta-turn types in common
use (I, I’, II, II’, VIa1, VIa2, VIb, and VIII). Our nomenclature is based on positions in the
Ramachandran map of residues 2 and 3. Six of the turn types are essentially new: dD, dN,
Dd, pG, cisDA, and cisDP. Two new types of turns with left-handed residue 2 and righthanded residue 3 (“dD” and “dN”), and the new complementary turn type with righthanded residue 2 and left-handed residue 3 (“Dd”). There is a new turn type “pG” and two
new turn types with a cis peptide bond at position 2: “cisDA” and “cisDP.”
Four of the existing turn types remain essentially unchanged but have been
renamed: Type I is now “AD” and its complement Type I’ is now “ad”; Type II’ is now
“pD”; and Type VIa1 with a cis peptide bond at residue 3 is now “PcisD”. Eight turn types
are subtypes of the classical turn types: Type VIII turns have been replaced with 4 subtypes
(“AB1”, “AB2”, “AZ”, and “AG”) with distinct peaks in the density in the Ramachandran
map of residue 3 and distinct residue preferences at one or more of the 4 turn positions.
Type II turns now consist of two subtypes, “Pd” and “Pa”, defined by the presence or
absence of Gly at residue 3 respectively. Type VIb turn types have been split into two:
BcisP (close to the original definition) and PcisP with a change in φ2. Turns of Type VIa2
with a cis peptide bond at residue 3, φ2, ψ2=[-120°,120°] and φ3, ψ3=[-60°,0°], were too
spread-out and contained fewer than 25 points in RefinedSet (0.2%), too few to form a
cluster; they were left in the Other group.
Our decisions in clustering were based on two criteria: keeping the total number of
turn types at a minimal practical level for existing and future applications; and justifying
new cluster formation either by a significant distance from other formed clusters or
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uniqueness of a four-residue turn profile. Thus, we abandoned formation of a new cluster
if its amino acid turn profile was not unique enough or its conformation spread could be
justified by continuous, low-energy torsion angle variation. After running DBSCAN and
subdividing some clusters, 2.4% of the turns were left as Other. We conclude that the 18
types cover 98% of turn conformations and that we have not overlooked any major turn
conformations. We have also taken a census of beta turns in loops in our data set and
determined that there is one turn per 4.8 residues, regardless of loop length. Many turns
overlap other turns, such that 63% of residues in loops are in beta turns.
We provide a tab-delimited library file, BetaTurnLib18 of the new 18 turn types.
For each type, we list proposed and existing names, percentage, and geometrical
conformation expressed with torsion angles of a real dataset sample. For each cluster, two
verified sample conformations with good electron density are given: closest to a mode and
closest to a medoid. This library may be used in third-party software for modeling and
prediction of beta turns. In addition, we prepared an easy-to-use Python tool,
BetaTurnTool18 (supported on Linux, Mac and Windows platforms) that reads a PDBformatted or mmCIF formatted coordinate file of a protein structure as input. The tool
assigns secondary structure with included redistributable DSSP program, uploads our turn
library, and finally locates turns and identifies their types. The output includes the first and
second most probable types with assigned confidence levels for each detected beta turn.
Beta turns in proteins have been studied for 50 years and many classification
schemes have been presented. Ultimately a consensus has arisen consisting of 8 turn types:
I, I’, II, II’, VIa1, VIa2, VIb, VIII, and a catch-all “Other” turn type IV. We have found
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that some of these turn types represent more than one mode in the density and should be
subdivided into further turn types. One of the more interesting results of the new clustering
are the turn types that represent combinations of right-handed helical and left-handed
helical conformations of residues 2 and 3. We find both combinations: left-right (types dN
and dD) and right-left (Dd). These are not the same as the type V and V’ turns defined by
Lewis et al. [116], which had dihedrals of (-80°,+80°) and (+80°,-80°) for type V and
(+80°,-80°) and (-80°,+80°) for type V’. The dihedral angle modes for turn types dN, dD,
and Dd are substantially different from the Type V and V’ values (Table 2.2).
Pal and Chakrabarti performed an extensive analysis of cis peptide bonds in
proteins, and in particular they classified turns with cis peptide bonds at position 3 [145].
They divided the turns based on the presence of hydrogen bonds rather than the dihedral
angle values of connecting the Cα1 and Cα4 atoms as we have done. This resulted in a set
of seven turn types, with different dihedral angle values provided depending on whether
residues 2 and 3 were both proline (Pro-Pro), both not proline (Xnp-Xnp) or the more
common Xnp-Pro type. Because their data set was very small (147 proteins), only 4 of the
types had more than 10 examples: VIa1, VIa2, VIb1, and VIb2. The others are VIb3, VIc,
and VId.
Their VIa1 and VIa2 types are distinguished by the presence or absence
respectively of a hydrogen bond between the carbonyl oxygen of residue 1 and the NH of
residue 4. The VIa2 turns have a more negative value of φ2 than VIa1 turns for both XnpPro and Xnp-Xnp cases. We have 125 PcisD turns which are equivalent to VIa1 turns, two
of which are Xnp-Xnp and 15 of which are Pro-Pro turns. Our Xnp-Xnp and Pro-Pro PcisD
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turns are closer to the medoid of PcisD than they are to the values quoted by Pal and
Chakrabarti. As described above, even in our much larger data set, we only have 15 beta
turns within ± 30° of the VIa2 type (as defined by Hutchinson and Thornton [122]), all of
which are of the Xnp-Pro type. They are distributed within a 50° by 50° region in φ2,ψ2.
These are classified as Other in our set of turn types.
The VIb1 and VIb2 beta turns defined by Pal and Chakrabarti are distinguished by
the absence or presence of a hydrogen bond of the residues immediately before and after
the beta turn. The VIb3 turn has a CH-O hydrogen bond between residues 2 and 3 and a φ2
near 180°. We find the Xnp-Pro VIb1 and VIb2 turns of Pal and Chakrabarti are well
represented in our data. Turns near their VIb1 values are a mix of our BcisP and PcisP
clusters; turns near their VIb2 values are all BcisP. We have six Pro-Pro turns in PcisP,
three closer to their VIb1 and three closer to their VIb2 but all closer to our PcisP medoid.
We find only five Xnp-Pro turns close to the dihedral values of VIb3 turns, but they are
also closer to our medoid than VIb3. We find no VIc or VId turns in our data set.
Our new clustering will be useful in determining and refining structures with X-ray
crystallography, NMR, and cryo-EM methods. Structure determination, especially at lowresolution, is dependent on templates of common conformations and statistical
distributions of backbone and side-chain distributions [146]. Loops are particularly
difficult to model at low resolution [147] and our clear definitions of beta turns may be
useful in refining these elements of protein structures. Long loops are also difficult to
model during the process of structure prediction by comparative modeling [148, 149], and
better sampling and modeling of beta turns may prove useful. Finally, the interpretation of
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missense mutations, either inherited or those that arise somatically in cancer, remains
challenging [150]. Structural approaches have contributed to solving this problem, and
mutations in beta turns may be particularly disruptive to loop conformations [151]. Given
the ubiquitous nature of beta turns, the clustering, nomenclature, and identification script
we have developed should provide useful tools for protein structure determination,
refinement, and prediction programs as well as useful tools for protein structure, function,
and evolutionary analysis.

2.4

Methods

2.4.1

Data Set
A dataset of high-resolution 1,074 protein chains was compiled with PISCES [29,

133]. It consists of PDB chains of length 40 or more amino acids, from X-ray structures
with resolution 1.2 Å or better, R-factor of 0.2 or better, and 50% or lower inter-chain
sequence identity, which is now determined by local HMM-HMM alignment with
HHSearch [152]. Their 8-label DSSP secondary structure was established from a large file
holding DSSP secondary structure for the entire PDB which was downloaded from the
RCSB website. This raw dataset had 232,197 residues in amino acid sequences, and
224,250 residues with known backbone coordinates. From this raw dataset we compiled
two datasets: CompleteSet and RefinedSet. For CompleteSet we extracted residues with at
least backbone coordinates for N, Cα, and C atoms and chose a primary conformation for
each residue. For a single-conformational residue, there is only one conformation available
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and it was pulled into CompleteSet. For a multi-conformational residue, a primary
conformation was pulled into CompleteSet. The primary residue conformation has the
highest occupancies for its atoms (in PDB files, it is predominantly the ‘A’ alternative
conformation but not always). CompleteSet was used for beta-turn statistical analysis
which is representative of the general protein population.
Next, we generated RefinedSet which is a subset of CompleteSet. RefinedSet
contains a set of higher-quality residues to generate a set of higher-quality beta turns for
clustering to identify reliable beta-turn types. The following steps were taken to generate
RefinedSet: (1) We skipped all residues with any missing backbone, Cβ, and/or γ heavy
atoms; (2) we skipped residues with more than one conformation and required the atom
occupancy to be 1.0 for the backbone atoms; (3) we combined the DSSP secondary
structure information with a set of PDB coordinates and skipped any residues with
undefined DSSP secondary structure. These actions produced RefinedSet of a total of
195,332 residues.
We detected beta turns in RefinedSet according to the following beta-turn
definition. For the clustering procedure, a contiguous four-residue segment is a beta turn if
the Cα atoms of the 1st and 4th residues have a distance of ≤ 7.0 Å and the 8-label secondary
structure of the 2nd and 3rd residues is different from beta-sheet (E), alpha-helix (H), π-helix
(I) and 310-helix (G) according to DSSP [115].
For the census of beta turns within loops in CompleteSet, (1) we counted threeresidue 310-helices within loops (CCCCGGGCCCC) as part of the loop and the residues
were allowed to be labeled beta turns; (2) we excluded 310-helices immediately adjacent to
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alpha helices (HHHHGGG, GGGHHHH, etc.).

2.4.2

Clustering
For beta-turn conformation clustering, we have to define a distance metric –

a discriminative measure of how different two beta-turn conformations are. Our beta turn
definition is defined by the Cα(1)-Cα(4) distance. Starting from Cα(1), the Cα(4) atom can
be built from standard bond lengths and bond angles and seven dihedral angles: ω(2), φ(2),
ψ(2), ω(3), φ(3), ψ(3), ω(4). Inclusion of two flanking torsion angles: ψ(1) and φ(4) created
too many sub-clusters with no distinct amino acid signatures.
Since torsion angles are periodic, we used a metric from directional statistics [153],
which is equal to the squared chord length between a pair of torsion angle values placed on
the unit circle:
𝐷(𝜃1 , 𝜃2 ) = 2(1 − cos (𝜃1 − 𝜃2 ))

The factor of 2 is unnecessary but we have included it as we did in earlier work on
the clustering of conformations of complementarity-determining regions of antibodies
[129]. For two beta turns, the distance between them is:
𝐷=

1
[𝐷(∆𝜔2 ) + 𝐷(∆𝜙2 ) + 𝐷(∆𝜓2 ) + 𝐷(∆𝜔3 ) + 𝐷(∆𝜙3 ) + 𝐷(∆𝜓3 ) + 𝐷(∆𝜔4 )]
7

where the differences in angles are taken between the dihedral angles in the two turns.
Clustering of the RefinedSet was performed with the DBSCAN algorithm. We
manually optimized the eps and minPts in order to minimize the number of Other points
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and to produce clusters with [φ(2), ψ(2)] and [φ(3), ψ(3)] restricted to well-known regions
of the Ramachandran map for each cluster. This was possible for all the clusters returned
by DBSCAN with parameters eps = 14° and minPts = 25, with the exception of Type I and
Type VIII turns. These turns could not readily be separated by DBSCAN since the density
for residue 3 is more or less continuous from the alpha to the beta regions of the
Ramachandran map. Kernel density estimates of this cluster showed 5 peaks in the density.
Three other clusters also showed more than one peak in the density of residue 3. The kmedoids algorithm was applied sequentially to these four clusters in order to find clusters
associated with each peak in the [φ(3), ψ(3)] density.
For each of resulting 18 clusters, we identified and report both medoid and mode
of a cluster density in the seven-dimensional ω2-φ2-ψ2-ω3-φ3-ψ3-ω4 dihedral space. The
medoid and mode serve as representative conformations for each turn type. We scanned a
distance matrix of each cluster to find a sample with the greatest number of neighbors
within the smallest radius covering at least 20% of cluster members and at least 20 data
points. We approximate a mode with such a turn sample closest to it. The medoid
conformation is more sensitive for turn type detection while the mode conformation is more
useful in modeling of an unknown protein structure.

2.4.3

Kernel Density Estimates
We calculated 1D and 2D kernel density estimates (KDE) for a single circular

variable (a single torsion angle) and two circular variables (two torsion angles) respectively
with a von Mises kernel which is suitable for circular statistics. For example, for the
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Ramachandran map distribution, we use a two-dimensional kernel density estimate that we
developed for the backbone-dependent rotamer library [154]:
𝑁

1
𝜌̂(𝜑, 𝜓) = ∑ 𝐾ℎ (‖𝜑 − 𝜑𝑖 ‖)𝐾ℎ (‖𝜓 − 𝜓𝑖 ‖)
𝑁
𝑖=1

𝑁

1
1
)
)))
= 2 ∑
2 𝑒𝑥𝑝 (𝜅(𝑐𝑜𝑠(𝜑 − 𝜑𝑖 + 𝑐𝑜𝑠(𝜓 − 𝜓𝑖
4𝜋 𝑁
(𝜅))
𝑖=1 (𝐼0
We utilized a 10-fold maximum-likelihood cross-validation to establish the
concentration parameter κ for each kernel density estimate.

2.4.4

Selecting Cluster Representatives for the Beta-Turn Assignment Tool
For 36 medoid / mode representatives, we report beta turns satisfying these

conditions: 1) close to medoid / mode by our distance metric, 2) atomic EDIA backbone
and side-chain atom electron density better than the median electron density in each cluster,
3) passing a visual inspection of protein geometry and 2Fo-Fc and Fo-Fc electron density
maps for any inconsistencies in the placement of backbone and side-chain atoms of the i-1
to i+4 residues. We manually selected turns that satisfy these criteria.

2.4.5

Software and Libraries Used
Our Python tool for beta-turn type assignment depends on widespread python2

language, numpy [155] and biopython [156] libraries and DSSP software [115, 157]. These
are free redistributable software and are easy to download and install. In addition to
biopython and numpy libraries we used sklearn [155] and scipy [158] libraries for dataset
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preparation, residue pruning, and clustering. These libraries allowed PDB parsing, bond
and torsion angle calculation, clustering, and scatter plotting. We downloaded electron
density maps from European Bioinformatics Institute at www.ebi.ac.uk and ran EDIA
software to analyze agreement between turn conformations and their electron
density [139].
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CHAPTER 3
RESIDUAL NEURAL NETWORKS FOR PREDICTION OF
LOOP GEOMETRIES FOR LOOP MODELING

3.1

Introduction
As it was noted in the previous two chapters, proteins have constrained elements of

secondary structure, such as alpha helices, beta-sheet strands and conformational elements
which are more loosely defined and referred to as loops or coil regions. Loops marked as
a continuous string of coil labels (“CC…C”) by DSSP [4] or STRIDE [89] software
comprise half of residues in protein structures. Loop modeling is a structure prediction
problem in which the conformations of loop regions are predicted with or without using of
a structural template of a loop. Loop modeling is often required in homology modeling
software such as BAM [159] and MODELLER [160] where the three-dimensional structure
of a target protein sequence is predicted based on alignment of the target and template
sequences and known structure of the latter. There is a high variability in loop sequences
and loop lengths even within a specific protein fold; as a result, they often result in
unaligned portions in the target-template sequence alignment and their structures cannot
be solved with homology modeling [161, 162].
Loop modeling requires 3D positions of the left and right loop anchors, amino-acid
sequence of the loop and coordinates of the rest of the protein. Short loops of length up to
3 residues can be solved from geometry alone. Structures of longer loops of length 3-8 may
be determined by searching a library of loop structures of the same length and subsequent
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fitting into the loop anchors with limited loop perturbations [163]. Non-template (also
known as ab initio) loop modeling methods such as Loopy [164], ModLoop [165] and
RAPPER [166], use a statistical model to sample the conformational space of a loop and
different minimization techniques to close a sampled loop between the two anchors.
In this chapter, we aim to predict different components of loop geometries by means
of neural networks. There are several uses for them in loop modeling. (1) The predicted
loop geometries of high confidence may serve as constraints to reduce the conformational
space sampled with statistical models in the ab initio methods. (2) In the case of a larger
set of predicted geometries of lower confidence with multiple options, these could be
incorporated into the statistical model itself for a more efficient space search. And lastly,
(3) the ab initio methods return ensembles of possible loops which can be scored and
filtered by means of the predicted geometries [167].
Further, for these purposes we consider predicting two types of loop geometries:
beta turns and backbone torsion angles. Beta turns were predicted by previous machine
learning methods [17, 168, 169]. However, to our knowledge it is the first time when
predicted beta turns are considered for loop modeling and is the first attempt to predict beta
turns according to the 18 newly expanded types from our BetaTurnLib18 [2]. Previous
studies extensively explored prediction of backbone torsion angles in complete proteins
[84, 170-174]. In contrast, we predict torsion angles only in loops and analyze our angle
prediction results from a perspective of incorporating them in a loop modeling method.
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3.2

Prediction of Beta Turns in Loops

3.2.1

Predicting with Native Unbalanced Data Sets
In order to find beta turns in loops, we face two problems: 1) prediction of their

locations given the regions of loops in proteins, 2) prediction of their types among a total
of 18 (as defined in our BetaTurnLib18 turn library described in Chapter 2) given the
locations. Depending on a protein structure problem, the regions of loops and locations of
turns may be known or unknown. If these loop regions designated with a ‘C’ secondary
structure label are unknown, we first need to predict them with our neural network, SecNet
from Chapter 1, in the 3-label application mode (H, E and C). If the turn locations, which
are required for the second problem, are also unknown, we should predict them first. We
define these two problems when the true loop regions and the true turn locations are known.
For training, validation and testing purposes we use the same data set, Set2018 as
in Chapter 1. For each of its 8,712 proteins of known structure, we run our BetaTurnTool18
tool (Chapter 2) to assign the true locations and types of turns which must occur in loops
according to their definition. We specify the locations of turns by marking the first of 4
residues of a beta turn with ‘+’ label and with ‘-’ label elsewhere. Beta turns may overlap
and share some of their residues, for example ‘+-+---’ corresponds to two turns consisting
of 1-2-3-4 and 3-4-5-6 residues and sharing two residues 3-4 (refer to Chapter 2).
…PEMWGLLLVDIARHAARSYARESEYTEDEALE…
…EEEEEEECCCCCCCCCCCCCCEEEEEEEEHHH…
…
CCCCCCCCCCCCCC
…
…
--+-+---+---+…
…
b a
d
c
…
…
7 8
9
3
…

(Amino-acid sequence)
(Secondary structure)
(Loop region)
(Locations of beta turns)
(Types of beta turns)
(Confidence level in type assignment)
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The Set2018 data set is highly unbalanced and contains 219,395 ‘+’ and 657,954 ‘-’ with
a 1:3 ratio (Table 3.1).
For the turn type problem, we exclude uncertain types having a “border case”
confidence level (6 and below) according to BetaTurnTool18; such turns demonstrate
chimeric conformation of 2 or more types. The 18 type labels (‘a’, ‘b’, ‘c’ … ‘q’) are also
very unbalanced with 63.8% for ‘a’ and as little as 0.3% for ‘q’ and 0.0% for ‘r’ (Table 3.2).

Table 3.1: Amino-acid statistics of training, validation, and testing sets for the turn location problem.
Category
Protein
Loops
Training
Validation
Testing

Aa count with sec.str.
2,074,301
877,349
773,780
87,550
16,019

% of all aa
100%
42%
-

% of loop aa
100%
88%
10%
2%

For the two problems we optimize hyper-parameters in neural networks from our
two classes, CNN and Residual NN (Chapter 1) and selected a 4-layer CNN (similar to
CNN in Figure 1.2) and 13-layer ResNet (Figure 3.1) as the best in each class. For
comparison we also use the simplest baseline model which predicts all labels with the
majority label, i.e. ‘-’ for the locations and ‘a’ for the types and has accuracies of 75.0%
and 63.8% respectively which are proportional to the ground-truth frequency of each. We
observe ResNet accuracies of 85.4% and 83.4% for the location and type problems
respectively which are 5-20% higher than their CNN and baseline counterparts (Table 3.3).
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Table 3.2: Statistics of training, validation, and testing sets for the turn type problem and frequencies
of confident turn types.
Turn location problem
Training
Validation
Testing
Whole data set
Turn type problem
# id Letter id
Name
any
any
any
AD
1
a
Pd
2
b
ad
4
d
pD
8
h
Pa
3
c
AB1
5
e
AZ
6
f
PcisD
12
l
dN
13
m
AB2
7
g
Dd
14
n
BcisP
10
j
cisDA
16
p
AG
9
i
dD
11
k
PcisP
15
o
pG
17
q
cisDP
18
r

Turn
count
93,355
10,346
1,979
105,680

% of all
turns
88
10
2
100%

Type
count

% of all
types

105,680
67,695
11,649
8,768
6,115
2,113
1,843
1,420
1,203
733
665
662
651
588
434
432
427
282
0

100%
64.1
11.0
8.3
5.8
2.0
1.7
1.3
1.1
0.7
0.6
0.6
0.6
0.6
0.4
0.4
0.4
0.3
0.0

Turns detected by BetaTurnTool18 in protein structures have confidence levels in assignment of their types.
For the turn location problem, turns of any type confidence were included in the data set (‘+’); on the contrary
turns which are distorted versions of 2 or more types were excluded from the data set for the turn type
problem.

103

Figure 3.1: Architecture of a residual neural network used to predict beta-turn types among a total of
18 in BetaTurnTool18.
An architecture diagram of ResNet with 13 hidden convolutional layers, 6 shortcut connections each
bypassing 2 hidden layers and an input window of 25 amino acids and output of the most probable turn type.
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Table 3.3: Prediction accuracy of ResNet, CNN and simplest baseline model for the turn location
problem on the unbalanced Set2018.
Predictor
ResNet with 13 layers
CNN with 4 layers
Baseline, majority label

Validation accuracy, unbalanced data set
Turn location, ‘+’ or ‘–’
Turn type of 18 labels
85.4
83.4
80.6
-4.8
78.3
-5.1
75.0
-10.4
63.8
-19.6

In the Table 3.4 we report a confusion matrix and associated column- and rownormalized matrices for the 2-label location problem. The column-normalized confusion
matrix containing TPRs and FNRs is reported for the type problem with 18 categories
(Table 3.5).
Table 3.4: (1) confusion matrix, (2) TPR and TNR and (3) PPV and FDR of ResNet predicting turn
locations, (‘+’ and ‘–’) in the unbalanced Set2018 data set.
Confusion matrix of 87,550 validation labels
Accuracy

Pred.
freq.

–

+

100%

75.0

25.0

–

82.2

71.3

10.9

+

17.8

3.7

14.1

85.4%
True freq.
Predicted
label

Column normalized table

Predicted label

True label
–

+

100

100

–

95.1

43.6

+

4.9

56.4

Diagonal has TPRs
Row normalized table

Predicted
label

True label

Elsewhere FNRs
True label
–

+

–

100

86.7

13.3

+

100

20.7

79.3

Diagonal has PPVs

Elsewhere FDRs

The ‘+’ and ‘–’ labels designates presence and absence of the first residue of a four-residue beta turn.
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Table 3.5: TPR and TNR predicting confident types in the unbalanced Set2018 data set.
Column-normalized confusion matrix of 10,346 validation labels
Accuracy
83.4%

True label
a

b

d

h

c

True freq 63.8 11.3 8.5 5.8

e

f

1.9 1.8

l

g

1.3 1.0

m

j

0.7 0.6

p

n

0.6 0.6

i

k

0.5 0.5

o

q

0.4 0.4

0.3

Predicted label

100 100 100 100 100 100 100 100 100 100 100 100 100 100 100 100 100
a

96

13

16

22

60

59

40

18

59

30

9

81

5

94

44

7

9

b

2

81

9

1

13

1

1

0

0

0

2

5

46

0

3

3

0

d

1

6

71

10

1

1

2

4

0

0

0

0

27

0

3

0

0

h

1

0

3

66

1

1

1

3

0

26

0

0

0

0

31

3

59

c

0

0

0

0

22

0

4

0

4

0

0

0

0

0

0

0

0

e

0

0

0

0

1

31

5

0

20

0

0

0

0

0

0

0

0

f

0

0

0

0

2

7

47

0

14

0

2

0

0

3

0

0

0

l

0

0

0

0

0

0

0

67

0

0

19

0

0

0

0

37

0

g

0

0

0

0

0

0

0

0

2

0

0

0

0

0

0

0

0

m

0

0

0

0

0

0

0

0

0

38

0

0

0

0

0

0

5

j

0

0

0

0

0

0

0

8

0

0

61

0

0

0

0

17

0

p

0

0

0

0

0

0

0

0

0

0

0

14

0

0

0

3

0

n

0

0

0

0

0

0

0

0

0

0

0

0

22

0

0

0

0

i

0

0

0

0

0

0

0

0

0

0

0

0

0

3

0

0

0

k

0

0

0

1

0

1

0

0

0

6

0

0

0

0

19

0

5

o

0

0

0

0

0

0

0

1

0

0

7

0

0

0

0

30

5

q

0

0

0

0

0

1

0

0

0

0

0

0

0

0

0

0

18

Diagonal has TPRs

Elsewhere FNRs

This is a 17 x 17 column-normalized confusion matrix since the rarest 18 th turn type, ‘r’ (“cisDP”) was not
observed in the validation data set of the confident types.

3.2.2

Training on Balanced Data Sets
The native proportions for presence (‘+’) and absence (‘–’) of beta turns in loops is

25.0% and 75.0%. Unsatisfied with a low TPR of ‘+’ in the unbalanced set (56.4%,
Table 3.4), we balanced out the proportions to 50% and 50% by duplicating ‘+’ labels 3
times to produce the balanced data set. In Table 3.6 we compare the confusion matrices of
the predictor trained on the balanced data set and benchmarked on both balanced and
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unbalanced data sets. The new predictor has 73.2% TPR for turn presence which is
significantly higher than 56.4% TPR of the previous predictor. The overall accuracy of the
new predictor decreases only by 1.9% from 85.4% to 83.5% caused by a higher false
discovery rate for turn presence (65.1% vs. 79.3%). We conclude that the turn presence is
harder to predict than its absence.
Table 3.6: Confusion matrices for a turn location predictor trained on the balanced set and
benchmarked against the same set and original unbalanced set.
Balanced set
Accuracy

Unbalanced set
True label

80.1%

Pred.
freq.

–

+

True freq.

100%

50.0

50.0

–

56.9

43.5

13.4

+

43.1

6.5

36.6

Predicted
label

Column normalized
table†

Predicted
label
Diagonal has TPRs

†

–

+

100

100

–

86.9

26.8

+

13.1

73.2

Elsewhere FNRs

+

100

76.4

23.6

+

100

15.1

84.9

Diagonal has PPVs

+

True freq.

100%

75.0

25.0

–

82.0

65.2

6.7

+

18.0

9.8

18.3

–

Predicted
label

†

–

–

Column normalized
table†

Diagonal has TPRs

True label
–

True label

83.5%

Pred.
freq.

Predicted
label

True label

Row normalized
table
Predicted
label

Accuracy

†

–

–

+

100

100

86.9

26.8

+
13.1 73.2
Elsewhere FNRs†

Row normalized
table
Predicted
label

True label

True label
–
100

90.7

+
9.3

+
100 34.9 65.1
Diagonal has PPVs Elsewhere FDRs

Elsewhere FDRs

†

The column-normalized confusion matrices are identical for the balanced and unbalanced validation data
sets. First, the predictor was trained and validated on the balanced training and validation sets which were
created from the original unbalanced ones by oversampling “+”. Since the original “+” to “-” ratio is 1:3, two
extra copies of “+” were added for each “+” record to bring the ratio to 1:1. Second, we validated the balanced
predictor on the unbalanced data set. The “-” records for balanced and unbalanced sets are the same, therefore
“-” TPR and FDR are the same. Since 2 out of 3 identical “+” predictions are removed from the balanced
validation set to generate the original unbalanced set, “+” TPR and FDR remain exactly the same because
the fractions of correctly and incorrectly predicted ground-truth “+” labels do not change.

107

The oversampling of the turn presence in the training data set is a tuning knob which
increases both TPR and FDR of ‘+’ and keeps the overall accuracy satisfactory
(Figure 3.2). Prediction of beta turns can be incorporated in loop modeling in two ways as
geometry constraints during (1) active loop building from starting and/or ending positions
or (2) selecting the best modeled candidate from an ensemble of possible loop closures
generated by other means. Depending on search complexity of the conformational space
of the first application and abundance of loops in the second one, we can dial the
oversampling of ‘+’ to predict fewer true turns with a small proportion of false discoveries
or more turns with a larger proportion of false discoveries.

Figure 3.2: False and true positive rates and false discovery rates of predictors trained on unbalanced
and balanced turn location data sets.
While the two predictors are individually trained on the unbalanced and balanced sets, their performance
values are reported on the original unbalanced data set. The unbalanced set has a 1:3 ratio of the presence
and absence of turns; the balanced set has a 1:1 ratio of them.

3.2.3

Prediction Accuracy vs Beta-Turn Width and Protein Resolution
The beta-turn definition includes a maximal distance of 7.0 Å between the Cα atoms

of residues 1 and 4. This distance limit may be relaxed (as shown in Chapter 2) to allow
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wider turns. In order to investigate whether wider turns can be predicted based on
underlying feature data with neural networks, we prepared additional turn data sets based
on Set2018 by running BetaTurnTool18 with the Cα(1)-Cα(4) limit relaxed up to 7.5 Å,
8.0 Å and 8.5 Å. We observe that the accuracy for turn location and type gradually
decreases from 85.4% to 76.1% when the Cα(1)-Cα(4) threshold increases from 7.0 to
8.5 Å and the number of available turns doubles (Table 3.7). We conclude an underlying
sequence and evolutionary features are capable to predict wider turns at a comparable
accuracy, however such prediction signal is weaker. It is an expected result given that fewer
specific inter-atom interactions are required to adopt a wider turn. If a loop modeling
application requires a larger number of geometry constraints (even if less accurate), a
wider-turn predictor may be used as well.
Table 3.7: Location prediction accuracy and beta-turn frequency vs a turn width.
Turn width
ResNet location accuracy
ResNet – Baseline
Baseline accuracy, majority label
Turns % of aa loop positions
Nu of turns (‘+’)
% rel. to 7.0 Å
Total aa positions in loops

≤ 7.0 Å
85.4
10.4
75.0
25.0
219,395
-

≤ 7.5 Å
≤ 8.0 Å
81.9
78.5
14.0
19.0
67.9
59.5
32.1
40.5
281,287
355,224
+28
+62
877,349

≤ 8.5 Å
76.1
22.9
53.2
53.2
467,005
+113

We also reused the HigherRes data set with resolution up to 1.8 Å to see whether
there is any accuracy gain from using training data of higher-quality protein structures. As
with the secondary-structure prediction problem, there is almost no accuracy change for
the turn location problem with 85.4% and 85.0% accuracies for proteins up to 2.2 and 1.8 Å
resolution (Table 3.8). The small drop is likely associated with a smaller size of the 1.8 Å
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training set. There is a very modest accuracy increase from 83.4 to 83.9% for the turn type
problem; the higher-resolution protein structures may contain fewer inconsistencies with
ground-truth turn assignment and be more important for the type than location prediction.
Table 3.8: Turn location and type accuracy vs. protein resolution.
Set2018
≤ 2.2 Å

Data set resolution
Turn location accuracy
Turn type accuracy
Turns % of aa loop positions
Nu of turns (‘+’)
Total aa positions in loops

3.3

85.4
83.4
25.0
219,395
877,349

HigherRes
≤ 1.8 Å
85.0
83.9
24.9
132,765
532,362

Prediction of Backbone Torsion Angles in Loops
The shape of a protein backbone is uniquely defined with three torsion angles, ω(i),

φ(i), and ψ(i) for each amino-acid residue, i. Thus, a loop backbone of n residues can be
modeled with n triplets of ω, φ, and ψ. A successful direct prediction of a backbone shape
of a loop is challenging; however, it has richer geometry information than the information
on locations and types of beta turns. Therefore, it is the most rewarding for loop modeling.
99.7% of ω values are planar within a few degrees from 180°, therefore, they can be set to
180° to focus on a more effortful task of φ and ψ prediction [175, 176].
Such predictors of the backbone torsion angles were previously developed with a
goal of predicting an entire protein backbone and have varying results [84, 170-174]. Since
we have a narrower problem of loop modeling, we trained torsion predictors for loops
based on conformational data coming from either entire proteins or loop regions only in
order to compare which approach is better.
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We reuse the same Set2018 data set and calculate ω, φ and ψ for entire protein
chains with our developed tool. In order to collect reliable data, the tool ensures the
presence of all backbone atoms in the preceding (i-1), current (i) and next (i+1) residues
required for calculation of ω(i), φ(i), and ψ(i). Even though ω(i) was excluded from our
model, we require it to be defined to have a complete and reliable conformation of a stretch
of the three residues. The tool also looks for polypeptide chain breaks with missing residues
by calculating Cα(i-1)-Cα(i) and Cα(i)-Cα(i+1) distances and checking if they are below
4.5 Å. If either of the two chain breaks was discovered or either of ω(i), φ(i), and ψ(i) could
not be defined, angular data for the current residue, i is excluded from the data set.
The existing methods predicting backbone torsions for an entire protein take one of
two approaches. 1) Some predict them as a regression of real-valued φ and ψ [84, 170,
171]. 2) Others split a 2D φ-ψ space into bins, assign a label to each bin and predict φ and
ψ as labels [172-174]. The label prediction is either multilabel or multiclass classification.
In the case of a single-label output, a (φ, ψ) bin representative is returned (such as mode or
medoid). In the case of multiple predicted labels with assigned probabilities in the output,
some statistical model is applied to mix representatives of each predicted bin according to
the probabilities to make real-valued φ and ψ predictions. The methods from the first and
second group compare their performance against each other using the mean absolute error
(MAE) between the ground-truth φ and ψ from an experimental protein structure and
predicted real-valued φ and ψ. Recent studies demonstrate that the second approach with
multiclass classification has a better MAE accuracy than the direct regression [173, 174].
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The methods based of neural networks also proved to be superior than other machine
learning approaches.
Our focus in this study differs from the aims of these methods; we search for
geometry descriptors and build effective predictors specifically developed for loop
modeling. Before being concerned with the most accurate prediction approach and
elaborate torsion angle representations for prediction, we want to answer several important
questions pertaining loop modeling. 1) What prediction accuracy of backbone φ and ψ is
achievable with their most basic but biologically relevant (φ, ψ) representation? 2) Should
training be performed on entire proteins or loop regions only? 3) How accurate is φ and ψ
prediction for loops of varying length? 4) Is training on loops of a specific length or specific
length interval more beneficial for the prediction of the same group of loops? 5) If (φ, ψ)
prediction levels are satisfactory for a practical application, how does torsion prediction
accuracy vary inside a loop of a certain length?
To answer these questions, we specified 4 basic (φ, ψ) bins covering the entire φ-ψ
space and corresponding to 4 basic structural conformations (A, B, L and E). This ABLE
representation (Figure 3.3) is a reduction of more elaborate set of the 16 Ramachandran
regions (Figure 2.5) defined in Chapter 2. However, these labels accurately separate the
four major population modes in the Ramachandran map. For the (φ, ψ) prediction
performance metric, we used a simple label accuracy which is a percentage of correctly
predicted labels relative to a total number of true labels.
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3.3.1

Training on Entire Proteins vs Training on Loops Only
We generated two data subsets from Set2018 supplemented with calculated

backbone torsion angles: (1) Proteins and (2) Loops. The Proteins set includes angular data
on all residues coming from entire protein chains of any secondary structure (helix, sheet
or coil) and is identical to Set2018 except for exclusion of the residues with missing ω, φ,
or ψ. The Loops set only includes coil residues with defined ω, φ, and ψ (Table 3.9). The
torsion labels (A, B, L and E) are highly unbalanced in both sets (Table 3.10).

Figure 3.3: Division of the 2D (φ, ψ) Ramachandran map into 4 bins with designated labels
(A, B, L and E) according to the 4 basic structural elements adopted by amino-acid residues.
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Table 3.9: Residue statistics in Proteins and Loops torsion angle data sets.
Data set
Proteins
Training
Validation
Testing
Loops
Training
Validation
Testing

Aa # with ω, φ, ψ
2,005,950
1,769,715
199,927
36,308
846,346
746,865
84,250
15,231

% of all aa
100%
42%
-

% of data set
88%
10%
2%
100%
88%
10%
2%

Table 3.10: Torsion angle label statistics for Proteins and Loops data sets.
(φ, ψ) label
any
A
B
L
E

Proteins data set
Count
Frequency
2,005,950
100%
51.5
1,033,961
42.6
854,751
4.3
85,209
1.6
32,029

Loops data set
Count
Frequency
100%
846,346
37.3
315,352
50.1
424,236
9.8
82,738
2.8
24,020

We optimized our neural networks on each unbalanced data set and achieved a
(φ, ψ) accuracy of 87.1% and 76.8% when they are both trained and benchmarked on the
Proteins and Loops data sets respectively. It is an expected result since the helical and sheet
regions are known to have more limited and specific φ and ψ values than the loop residues,
and therefore, are easier for torsion prediction (Table 3.11).
While 87.1% benchmarking accuracy of entire proteins is very high, our focus is
on loops in this study. In contrast, the predictor trained on Proteins has the Loops accuracy
of only 74.8% which is 2.0% lower than the Loops accuracy of the predictor trained on
Loops only (76.8%). Since the Proteins data set is 2.4 times larger than Loops set (Table
3.9), we looked for reasons explaining why the loop residues do not gain in prediction
accuracy from transferring knowledge learned on the helical and sheet residues.
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Table 3.11: Column and row normalized confusion matrices of (φ, ψ) neural networks trained and
validated on Proteins and Loops sets.
Proteins data set
199,927 validation labels
Accuracy
True label
87.1%

A

True freq

B

L

Loops data set
84,250 validation labels
Accuracy
True label
E

76.8%

51 43 4.2 1.6

True freq

89 10 17 10

B

10 89 17 29

L

0.8 0.8 63 21

E

0.2 0.6 3.8 40

A

B

L

E

A

100

90 8.3 1.4 0.3

B

100

11 86 1.6 1.0

L

100

11 9.2 71 9.0

E

100

8.8 22 14 55

E

37 50 10 2.9
A 74 15 15 9.4
B 23 83 14 23
L 2.4 1.5 67 24

Elsewhere FNRs
Row normalized
table

Predicted
label

Predicted
label

True label

L

E 0.5 1.0 3.9 43

Diagonal has TPRs
Row normalized
table

B

Column norm. 100 100 100 100

Predicted
label

Predicted
label

Column normal. 100 100 100 100
A

A

Diagonal has PPVs

True label
A

B

L

E

A 100

75 20 4.1 0.7

B 100

16 80 2.6 1.3

L 100

10 8.5 73 8.0

E 100

8.0 22 16 54

Elsewhere FDRs

The distributions of A, B, L and E labels significantly differ in the Proteins and
Loops data sets (Table 3.10); for example, the ‘A’ label is more abundant in Proteins (52%)
than in Loops (37%). We hypothesized that since the Proteins predictor is biased toward
the prevailing ‘A’ label with the rarer B, L and E labels making a smaller impact on the
loss function during the training, it demonstrates a lower accuracy in loops having the ‘B’
label as the most frequent (50%) and the more common L and E labels. To check this
hypothesis, during the training we oversampled the Proteins data set without any data loss
1) to adjust the label proportions in the training set to the ones in the Loops data set and
named such predictor as ProteinsAdjustedToLoops and 2) to balance A, B, L and E to 2525-25-25% ratios and referred to such model as Proteins25Balanced. Interestingly, the
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ProteinsAdjustedToLoops accuracy validated on the loops further reduced to 74.3% which
is 2.0% and 2.5% lower than for the Proteins and Loops predictors respectively; the
Proteins25Balanced model has even worse accuracy of 68.3% on the loop residues.
Based on these results, we reject the above hypotheses and instead conclude that
the performance of the Proteins predictor is worse than the Loops predictor on loop
residues because (a) the learned rules for prediction of A, B, L and E differ in helices,
sheets and loops and (b) the Loops data set is large enough for the training and accurate
learning of the specific prediction rules in the loop residues. In the further analysis, we do
not consider Proteins, ProteinsAdjustedToLoops and Proteins25Balanced predictors and
select the Loops predictor due to its higher accuracy.

3.3.2

Training Loops Predictor on Balanced Data Set
For the applications where the A, B, L and E torsion labels are equally important,

we balanced the labels to the 1:1:1:1 ratio in the Loops training set by oversampling without
any data loss and trained the Loops25Balanced predictor. In Table 3.12, we observe similar
unbalanced (72.6%) and balanced (72.3%) validation accuracies of the Loops25Balanced
predictor which are lower by 4.2-4.5% than the unbalanced accuracy of the unbalanced
Loops predictor (Table 3.11). While the unbalanced Loops predictor still has the highest
prediction accuracy of backbone conformations of the general population of loops,
incorporation of the torsion labels predicted with balanced accuracies into the statistical
model may lead to a better near-native sampling of loops in a loop modeling algorithm.
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Only an empirical study can prove whether the unbalanced or balanced approach is more
beneficial for loop modeling.
Table 3.12: Confusion matrices of Loops predictor trained on balanced A, B, L and E torsion labels
and validated on unbalanced and balanced labels.
Balanced training in Loops
Unbalanced validation in Loops
Accuracy
True label

Balanced training in Loops
Balanced validation in Loops
Accuracy
True label

72.6%

A

B

L

E

72.3%

True freq

37

50

10

2.9

True freq

72

17 9.0 5.4

B

17

73 5.8 5.5

L

7.8 5.2

74

23

E

2.9 4.2

12

67

Predicted
label

A

Predicted
label

True label
A

B

L

E

A

100

73

24 2.4 0.4

B

100

15

84 1.3 0.4

L

100

22

20

54 4.9

E

100

17

34

18

L

E

25 25 25 25
A

72 18 9.1 5.0

B

18 73 6.4 4.6

L 7.1 4.2 69 15
E 3.5 5.1 16 76

Diagonal has TPRs
Row normalized
table

B

Column normal. 100 100 100 100

Elsewhere FNRs
Row normalized
table

31

Diagonal has PPVs

Predicted
label

Predicted
label

Column normal. 100 100 100 100

A

True label
A

B

L

E

A 100

69 17 8.8 4.8

B 100

17 72 6.2 4.5

L 100

7.5 4.4 73 15

E 100

3.5 5.1 16 76

Elsewhere FDRs

TPRs of the unbalanced (43-83%) and balanced (69-76%) Loops predictors are
relatively high and FNRs demonstrate that an expected result that A and B as well as L and
E are more likely to be confused with each other. We can produce a balanced Loops
predictor with completely equal balanced accuracies by additional sampling of some labels
during the training or adjusting their weights in the loss function.
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3.3.3

Torsion Prediction Accuracy vs Loop Length
The distributions of loop lengths of proteins of up 2.2 Å in Set2018 (Figure 3.4)

and up to 1.2 Å of ultra-high resolution CompleteSet data set (Figure 2.12, beta-turn
clustering study) are very similar. They both peak at the length of 2 with close frequencies
at length 1, 3, 4 and 5.

Figure 3.4: Distribution of loop lengths of proteins of up 2.2 Å in the Set2018 validation set.
The loop length distribution for the entire Set2018 is similar to the above plot except that the y-axis values
are 10 times larger.

Since we were interested in accuracies of Proteins and Loops predictors on loops
of a specific length, we benchmarked them for each individual length from 1 to 20 (top of
Figure 3.5). We truncated the plot above a length of 20, as it becomes statistically
unreliable and chaotic due to too small size of a validation set with less than 200 residues
or no data at all for certain lengths (bottom of Figure 3.5). For every loop length we observe
a better accuracy of the Loops predictor again which is mostly higher by 2-3% than
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Proteins predictor. Therefore, we only consider predictors trained on loops in the rest of
this study. At loop lengths in the 1-6 range, the predictor has better accuracies than for the
accuracy for all loops. The accuracy gradually decreases from 82% with increasing loop
length, but surprisingly remains above 71% for long loops of up a length of 20.

Figure 3.5: Benchmarking of Proteins and Loops (φ, ψ) predictors on loops of a certain length (top)
and Validation set size vs. loop length (bottom).

We checked whether the prediction accuracy of torsion angles can be further
improved by training individual predictors specifically on training subsets of loops of a
certain length. We did not observer any benefit from such specialized predictors; the
predictor trained on all loops is not worse than any specialized predictor at any loop length
(Figure 3.6). The accuracy of the specialized predictors is the same at length of 1 and only
marginally worse at 2-5 lengths. The gap between the general and specialized predictors
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steadily increases up to 8% at a length of 20. We conclude that the specialized predictors
lack enough training data for longer loops. The shorter loops have an adequate amount of
training data for the specialized predictors. The second factor is that the start and end loop
anchor positions are spatially close in the shorter loops, and thus are easier for prediction
with less training data. Our results also indicate that the general neural network predictor
benefits from transferring learned knowledge from loops of lengths different from the
length of a loop subject to prediction. We can also conclude that when plenty of training
data for a loop of a certain length is available, the learned knowledge from other loop
lengths do not worsen the general predictor performance.

Figure 3.6: (φ, ψ) accuracy vs. loop length for the general predictor trained on all loops and specialized
predictors trained on loops of certain lengths.
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3.3.4

Torsion Prediction Accuracy in Loops of Certain Length Intervals
We studied our best predictor in more practical scenarios and estimated its

performance on loops within certain length intervals such as [3, 12], [6, 12] and [6, ∞). We
validated the Loops predictor on these intervals (Figure 3.7); accuracies of 77.0, 74.5 and
74.1% are achieved on [3, 12], [6, 12] and [6, ∞) respectively which are high enough for
practical applications. These interval accuracies are averaged sums of individual length
accuracies weighted by individual length frequencies within each interval.

Figure 3.7: (φ, ψ) accuracy of Loops predictor trained on all loops but validated on different loop
length intervals.
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Since the above intervals accumulate plenty of loop data, we wanted to check
whether more training data within each interval could produce more accurate intervalspecific predictor. We trained three interval-specialized predictors on [3, 12], [6, 12] and
[6, ∞) loops and did not observe any significant accuracy difference from the general
predictor (Figure 3.8). So, we again conclude that using the general predictor trained on all
loops is a better choice.

Figure 3.8: (φ, ψ) accuracy comparison of the predictor trained on all loops with several predictors
trained on different loop length intervals.
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3.3.5

Variability of Torsion Prediction Accuracy inside a Loop
For loop modeling it is important to know how reliable our (φ, ψ) predictions are

at different positions inside a loop. We need to know whether there is an accuracy pattern
inside a loop and whether it is length dependent. Using the best predictor, we estimated the
validation accuracy for each residue position, i = 1, 2 … n inside a loop of length, n. The
i-th position accuracy inside a loop is calculated based on as many torsion predictions as a
number of available n-long loops in the validation set (Figure 3.4). The number of available
loops of a certain length (n = 1…20) in the validation set varies from 18 to 3,662. To have
statistically enough data points for positional accuracy, we included only loops up to a
length of 18 in this analysis. There are few 1,000s of fixed-length loops when the length is
fixed to a number between 1 and 10, only few 100s of loops when it is fixed to either 11 or
12 or 13, and below 100 but with at least of 34 loops for each of (14, 15, 16, 17, 18) lengths.
A heatmap and contour plots of positional prediction accuracies are shown in Figure 3.9
and Figure 3.10.
The results show that predictions of backbone torsion angles are more reliable on
the edges of the loops next to the regular secondary structure. The loop center is the hardest
to predict; the accuracy reduction correlates with a number of residues away from the loop
edges on both sides. There is no accuracy pattern which is specific for a loop of a certain
length. The loops up to length of 10 have statistically large samples (400 or more) and
demonstrate gradual accuracy decrease toward the loop center. Due to limited data, the
11-18 long loops show noisy patterns and at most demonstrate that these loops are easier
to predict at the loop edges and the positional accuracy overall reduces with longer loops.
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Figure 3.9: Heatmap of (φ, ψ) positional prediction accuracy in loops.

Figure 3.10: Contour plot of (φ, ψ) positional prediction accuracy in loops.
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CHAPTER 4
SUMMARY AND FUTURE WORK
In recent years, machine learning and artificial intelligence have progressed rapidly
and have been gaining in popularity. Robotics, automation, affordable pricing and
improving technologies have made a huge impact on informational biological projects such
as genome sequencing and are quickly expanding biological knowledge databases. These
two factors coupled with affordable computational power with cluster and cloud
computing, significantly advanced computational biology. Taking advantage of the same
technologies, we have made three contributions in the field of protein structural biology as
follows.
Protein secondary structure prediction remains a vital topic with improving
accuracy and broad applications. By using deep learning algorithms, prediction methods
not relying on structure templates were recently reported to reach as high as 87% accuracy
on 3 labels (helix, sheet or coil). Due to lack of a widely accepted standard in secondary
structure predictor development and evaluation, a fair comparison of predictors is
challenging. A detailed examination of factors that contribute to higher accuracy is also
lacking. We presented: (1) a new test set, Test2018, consisting of proteins from structures
released in 2018 with less than 25% similar to any protein published before 2018; (2) a 4layer convolutional neural network, SecNet, with an input window of ±14 amino acids
which was trained on proteins less than 25% identical to proteins in Test2018 and the
commonly used CB513 test set; (3) a detailed ablation study where we reverse one
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algorithmic choice at a time in SecNet and evaluate the effect on the prediction accuracy;
(4) new 4- and 5-label prediction alphabets that may be more practical for tertiary structure
prediction methods. The 3-label accuracy of the leading predictors on both Test2018 and
CB513 is 81-82%, while SecNet’s accuracy is 84% for both sets. The ablation study of
different factors (evolutionary information, neural network architecture, and training
hyper-parameters) suggests that the best accuracy results are achieved with good choices
for each of them while the neural network architecture is not as critical as long as it is not
too simple. Protocols for generating and using unbiased test, validation, and training sets
are provided. Our data sets, including input features and assigned labels, and SecNet
software including third-party dependencies and databases, are downloadable from
dunbrack.fccc.edu/ss and http://github.com/sh-maxim/ss.
Protein loops connect regular secondary structures and contain 4-residue beta turns
which represent 63% of the residues in loops. The commonly used classification of beta
turns (Type I, I’, II, II’, VIa1, VIa2, VIb, and VIII) was developed in the 1970s and 1980s
from analysis of a small number of proteins of average resolution, and represents only two
thirds of beta turns observed in proteins (with a generic class Type IV representing the
rest). We presented a new clustering of beta-turn conformations from a set of 13,030 turns
from 1074 ultra high-resolution protein structures (≤1.2 Å). Our clustering is derived from
applying the DBSCAN and k-medoids algorithms to this data set with a metric commonly
used in directional statistics applied to the set of dihedral angles from the second and third
residues of each turn. We defined 18 turn types compared to the 8 classical turn types in
common use. We proposed a new 2-letter nomenclature for all 18 beta-turn types using

126

Ramachandran region names for the two central residues (e.g., ‘A’ and ‘D’ for alpha
regions on the left side of the Ramachandran map and ‘a’ and ‘d’ for equivalent regions on
the right-hand side; classical Type I turns are ‘AD’ turns and Type I’ turns are ‘ad’). We
identified 11 new types of beta turn, 5 of which are sub-types of classical beta-turn types.
Up-to-date statistics, probability densities of conformations, and sequence profiles of beta
turns in loops were collected and analyzed. A library of turn types, BetaTurnLib18, and
cross-platform software, BetaTurnTool18, which identifies turns in an input protein
structure, are freely available and redistributable from dunbrack.fccc.edu/betaturn and
github.com/sh-maxim/BetaTurn18. Given the ubiquitous nature of beta turns, this
comprehensive study updates our understanding of beta turns and should also provide
useful tools for protein structure determination, refinement, and prediction programs.
Recently, there has also been much progress in protein structure prediction with
advanced machine learning algorithms which can exploit the exploding amount of protein
sequence information. Nevertheless, protein structure prediction remains incompletely
solved and prediction of irregularly shaped loops between helices or sheets is still
particularly challenging. We developed and applied neural networks to predict different
loop geometries with the following uses for loop modeling. (1) The predicted loop
geometries of high confidence are constraints and reduce the conformational search space
sampled by ab initio loop modeling methods. (2) The statistical model can incorporate a
larger number of the predicted geometries with multiple lower-confidence alternatives for
a more efficient space sampling closer to the true solution. (3) The non-template loop
modeling methods return ensembles of possible loop closures which are to be screened
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with a score based on the predicted geometries. For these purposes, we successfully
predicted two types of loop geometries: beta turns and backbone torsion angles. The 18
predicted beta-turn types are the ones from our new BetaTurnLib18 library. The predicted
backbone torsion angles in loops were analyzed from a perspective of incorporating them
in loop modeling.
Our future work will involve developing a new loop modeling method which
incorporates the predicted loop geometries from the third problem into its framework. We
will also develop a new unbiased benchmarking data set and testing protocol for fair
measurement of the true performance of loop modeling software, including our own.
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APPENDIX A
AMINO-ACID FREQUENCIES IN
8,712 PROTEINS OF SET2018
No

Amino acid

Full sequences
Freq.

Count

Amino acids with
coordinates
Freq.
Count

Freq
diff

1

L

Leucine

9.2

204,270

9.5

196,241

-0.3

2

A

Alanine

8.1

179,432

8.1

168,536

0.0

3

G

Glycine

7.1

157,876

7.0

144,414

0.1

4

E

Glutamic acid

6.8

149,862

6.7

139,734

0.1

5

V

Valine

6.7

149,316

6.9

143,543

-0.2

6

S

Serine

6.3

140,014

6.0

125,369

0.3

7

D

Aspartic acid

5.9

131,346

5.9

123,358

0.0

8

K

Lysine

5.7

127,072

5.7

118,597

0.0

9

I

Isoleucine

5.6

123,593

5.8

119,761

-0.2

10

T

Tyrosine

5.4

120,470

5.5

113,215

-0.1

11

R

Arginine

5.1

112,709

5.1

106,255

0.0

12

P

Proline

4.6

101,358

4.5

94,171

0.1

13

N

Asparagine

4.3

96,212

4.3

89,708

0.0

14

F

Phenylalanine

4.0

89,175

4.2

86,342

-0.2

15

Q

Glutamine

3.8

84,470

3.8

78,832

0.0

16

Y

Tyrosine

3.5

78,064

3.7

75,866

-0.2

17

H

Histidine

2.9

63,656

2.4

49,127

0.5

18

M

Methionine

2.3

51,485

2.2

45,346

0.1

19

W

Tryptophan

1.4

31,152

1.5

30,453

-0.1

20

C

Cysteine

1.2

26,034

1.2

25,306

0.0

21

X

Nonstandard

0.0

141

0.0

127

0.0

All

Any

Any

100.0

2,217,707

100.0

2,074,301

0.0

Amino-acid type distributions with or without inclusion of disordered residues are almost identical. Protein
sequences are represented with 21 letters of the standard one-letter notation where modified amino acids are
encoded with single letters of unmodified counterparts where possible and others are denoted “X”.
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APPENDIX B
ARCHITECTURE OF SECRES, OUR ABANDONED
RESIDUAL NEURAL NETWORK

A sample architecture diagram of our residual neural network, SecRes from a family of networks with input
of 21 to 51 amino acids and 20 to 40 layers. The sample has 13 hidden convolutional layers, 6 shortcut
connections each bypassing 2 hidden layers and input window of 25 amino acids. Output from the blocks of
2 bypassed hidden layers is concatenated with the input to these blocks. Maxpooling of size 2 is applied for
linear dimensionality reduction. Other details about the network are the same as in Figure 1.2 about our
traditional 4-layer CNN SecNet. We varied network complexity with the number of layers, input size, and
number of training parameters from 600 thousand to 20 million. We observed the same or worse accuracy as
for SecNet, and as a result abandoned this more complex network.
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APPENDIX C
ALTERNATIVE 4-LABEL ALPHABET (H, C, E, AND T):
COLUMN AND ROW-NORMALIZED
CONFUSION MATRICES

Pred. label

Accuracy
79.9%
Column normalized
table
H

True label
H

C

E

T

100

100

100

100

93.7

6.1

1.2

15.6

C

4.3

78.6

14.8

32

E

0.5

10.1

83.4

2.1

T

1.5

5.3

0.6

50.2

Diagonal has TPRs

Pred. label

Row normalized
table

Elsewhere FNRs
True label

H

C

E

T

H

100

89.3

5.3

0.7

4.7

C

100

4.5

75.0

9.9

10.6

E

100

0.8

14.4

83.8

1.0

T

100

6.7

21.4

1.7

70.3

Diagonal has PPVs

Elsewhere FDRs

(1) TPR and TNR and (2) PPV and FDR of SecNet for the 4 labels which are defined as: (S, B, G not abut H)
→ (C) and (I, G abutting H) → (H). This 4-label alphabet has a higher overall accuracy of 79.9% compared
to 79.5% for our final 4-label alphabet (Table 9) which has all G → H. The 3-label derivative alphabet formed
by T → C from this 4-label alphabet has no accuracy difference when compared to our final 3-label alphabet
(Table 10). Thus this 4-label and its derivative 3-label alphabets were both rejected despite having a slightly
higher accuracy of 0.4% and same accuracy respectively in the sake of the simpler rules in our final choice.
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APPENDIX D
SILHOUETTE SCORES FOR ALL 18 CLUSTERS

The overall mean score is 0.601. Some of the clusters produced with k-medoids have lower scores in the (0.3,
0.7) range. DBSCAN failed to produce them in the first place because of their varying density, overlapping
and spread-out nature. Some of the clusters have few individual data points with negative (-1.0, 0.0) scores,
which occur in some of the subclusters generated by k-medoids. The silhouette score uses a different metric
(average distance of a point to the members of a cluster) than k-medoids does (distance of a point to the
medoid of a cluster), so that some of the k-medoids clusters have some negative silhouette scores. The
silhouette score analysis provides an additional validation of the 18 produced clusters, also supported by
distinct peaks in the density generated with a maximum-likelihood optimization and 10-fold cross validation.
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APPENDIX E
SILHOUETTE SCORES FOR 14 CLUSTERS AFTER
MERGING 8 SUBCLUSTERS

The following subclusters were merged: AB1 with AB2, AZ with AG, Pd with Pa, and dD with dN. The
mean score of the points after merging is 0.674. The merged subclusters have better silhouette scores than
the unmerged subclusters (Appendix D) but still represent peaks in the density in dihedral angle space and
distinct sequence profiles.
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APPENDIX F
CLUSTERING RESULTS FOR THE TYPE I / AD
CLUSTER FOR 3 CASES

The 3 cases are from left to right: the original RefinedSet with no 310 helix (DSSP code G) allowed; the
RefinedSet with isolated 3-residue 310 helices (GGG) added; and RefinedSet with both isolated 3- and 4residue 310 helices (GGG and GGGG) added. Isolated 310 helices are those not immediately abutting alpha
helices. The remaining 17 clusters do not have major changes. The number of beta turns increased by 42%
and 52% for the AD cluster overall for GGG and GGG/GGGG respectively relative to no G’s. The second
peak near φ3,ψ3 = (-70°,-20°) becomes more prominent: 36% and 38% AA sub-population for GGG and
GGG/GGGG vs. 28% for no G’s. The formation of the additional cluster AA was rejected because it did not
have significantly different amino-acid profile (Appendix G) and the φ3,ψ3 conformation varies along the
natural main diagonal.
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APPENDIX G
SEQUENCE PROFILES FOR CLUSTERING
WITH AND WITHOUT 3-10 HELICES

First row: RefinedSet with no G’s; second row RefinedSet with isolated GGG segments added; third row,
RefinedSet with GGG and GGGG added. First column, the AD+AA cluster; second column, the AD cluster;
third column, the AA cluster. The AD / AA sub-clusters populations change from 72% / 28% (no G’s) to
64% / 36% (+GGG) and 62% / 38% (+GGG and GGGG). The formation of the additional cluster AA was
rejected because it did not have significantly different amino-acid profile.

149

APPENDIX H
FREQUENCY OF LOOP LENGTH WITH ALL 3-10
HELICES EXCLUDED FROM LOOPS

The exclusion of GGG in the loop definition increases the total number of loops by 9% from 17,176 to 18,680
in CompleteSet, because some loops are split by 3-residue 310 helices. The frequency of a loop still decreases
exponentially after the length of 5 with approximately a 10-fold reduction every time a loop adds 10 more
residues. 95% of loops are 1 to 13 residues long. Very long loops are rare, only 0.29% of loops are 30 or
more residues long.
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APPENDIX I
NUMBER OF BETA TURNS IN LOOPS VS LOOP LENGTH
WITH ALL 3-10 HELICES EXCLUDED FROM LOOPS

Average number of beta turns in loops as a function of loop length when all 3 10 helices are not considered
part of loops. For every 5.5 loop residues, there is on average a single beta turn.
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