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ABSTRACT 

 
Probabilistic models are dominant in many research areas. To learn those models 

we need to find a way to determine parameters of distributions over variables which are 

included in the model. The main focus of my research is related to continuous variables. 

Thus, Gaussian distribution over variables is the most dominant factor in all models used 

in this document. I have been working on different and important real-life problems such 

as Uncertainty of Neural Network Based Aerosol Retrieval, Regression Learning with 

Multiple Noise Oracles and Model Predictive Control (MPC) for Sepsis Treatment, 

Clustering Causes of Action in Federal Courts. These problems will be discussed in the 

following chapters. 

Aerosols, small particles emanating from natural and man-made sources, along 

with green house gases have been recognized as very important factors in ongoing 

climate changes. Accurate estimation of aerosol composition and concentration is one of 

the main challenges in current climate research. Algorithm for prediction of aerosol 

designed by domain scientists does not provide quantitative information about aerosol 

estimation uncertainty. We deployed algorithm which uses neural networks to determine 

both uncertainty and the estimation of the aerosol. The uncertainty estimator has been 

built under an assumption that uncertainty is a function of variables used for aerosol 

prediction. Also, the uncertainty of predictions has been computed as the variance of the 

conditional distribution of targets given the input data. 

In regression learning, it is often difficult to obtain the true values of the label 

variables, while multiple sources of noisy estimates of lower quality are readily available. 
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To address this problem, I propose a new Bayesian approach that learns a regression 

model from a data with noisy labels which are provided by multiple oracles. This method 

gives closed form solution for model parameters and it is applicable to both linear and 

nonlinear regression problems.  

Sepsis is a medical condition characterized as a systemic inflammatory response 

to an infection. High mortality rate (30-35%) of septic patients is usually caused by 

inadequate treatment. Thus, development of tools that can aid clinicians in designing 

optimal strategies for inflammation treatments is of utmost importance. Towards this 

objective I developed a data driven approach for therapy optimization where a predictive 

model for patients' behavior is learned directly from historical data. As such, the 

predictive model is incorporated into a model predictive control optimization algorithm 

to find optimal therapy, which will lead the patient to a healthy state. 

A more careful targeting of specific therapeutic strategies to more biologically 

homogeneous groups of patients is essential to developing effective sepsis treatment. We 

propose a kernel-based approach to characterize dynamics of inflammatory response in a 

heterogeneous population of septic patients. The method utilizes Linear State Space 

Control (LSSC) models to take into account dynamics of inflammatory response over 

time as well as the effect of therapy applied to the patient. We use a similarity measure 

defined on kernels of LSSC models to find homogeneous groups of patients. 

In addition to clustering of dynamics of inflammatory response we also explored a 

clustering of civil litigation from its inception by examining the content of civil 

complaints. We utilize spectral cluster analysis on a newly compiled federal district court 

dataset of causes of action in complaints to illustrate the relationship of legal claims to 

one another, the broader composition of lawsuits in trial courts, and the breadth of 
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pleading in individual complaints. Our results shed light not only on the networks of legal 

theories in civil litigation but also on how lawsuits are classified and the strategies that 

plaintiffs and their attorneys employ when commencing litigation. 

 

 

 

 

 



 v

ACKNOWLEDGMENTS 

I would like to express the deepest appreciation to my advisor and committee 

chair, Professor Dr Zoran Obradovic, who has the attitude of a genius and has 

extraordinary passion to data mining. Without his patience, guidance and valuable 

advices this dissertation would not have been possible. 

Special thanks go to another committee member Dr Slobodan Vucetic, who had 

huge influence on my research providing me with useful comments through all years of 

my studies. Beside the research, he offered me great support and advices when I was 

passing through difficult moments in the life. 

I would also like to thank Dr Longin Jan Latecki and Dr Adam Davey for being 

members of my dissertation committee and for providing me with many valuable 

suggestions.  

I am thankful to my mentor Dr Heidi Grunwald for her guidance and support 

during summer jobs at Public Health Law Research Program, Beasley School of Law, 

Temple University. 

I thank professors and staff at Computer and Information Sciences Department for 

making friendly and supportive working environment. 

I would like to thank graduate students from CIS department Vladan 

Radosavljevic, Uros Midic, Vuk Malbasa, Vladimir Coric, Mihajlo Grbovic, Nemanja 

Djuric, Dusan Ramljak, Ana Milicic, Vladimir Ouzienko, Debasish Das, Qiang Lou, 

Haidong Shi, Ping Zhang, Mohamed Ghalwash, Alexey Uversky, George Matthew, 



 vi

Joseph Jupin, Liang Lan, Gregory Johnson, Solomon Jones, Athanasia Polychronopoulou 

and many others for making my days at Computer Science enjoyable.  

I am deeply grateful to my friend from childhood, my co-worker at Temple and 

my best man Vladan Radosavljevic for all his help and support during my life.    

Also, I would like to thank all my good friends from Serbia whose thoughts were 

with me for all these years, regardless to being far away from them.  

  



 vii

 
 
 
 
 
 
 
 
 
 
 
 

To my parents Predrag and Radoslava and my brother Milos. 
To my wife Erika. 

To my grandmother Olga. 
To Vladimir and Milenija Bricic. 

To Dragan, Ljiljana and Nevena Vesic. 
 

In loving memory to my uncle 
Mirko Bricic 

and to my grandparents  
Jordan Ristovski,  

Miroslav and Ljubica Ilic. 
 

This dissertation is a result of their continuous love and support. 



 viii  

TABLE OF CONTENTS 

 PAGE 

ABSTRACT ........................................................................................................................ ii 

ACKNOWLEDGMENTS ...................................................................................................v 

DEDICATION .................................................................................................................. vii 

LIST OF TABLES ...............................................................................................................x 

LIST OF FIGURES .......................................................................................................... xii 

 

CHAPTER 

1. INTRODUCTION ...................................................................................................1 

2. UNCERTAINTY ANALYSIS OF NEURAL NETWORK-BASED 
AEROSOL RETRIEVAL ........................................................................................4 

2.1. Uncertainty of neural network ....................................................................6 

2.2. Accuracy measures .....................................................................................9 

2.3. Aerosol data ..............................................................................................10 

2.4. Results .......................................................................................................13 

3. REGRESSION LEARNING WITH MULTIPLE NOISY ORACLES .................20 

3.1. Problem formulation .................................................................................21 

3.2. Bayesian estimate of likelihood ................................................................23 

3.3. Maximum a posteriori parameter estimates ..............................................25 

3.4. Speedup for linear regression  ...................................................................28 

3.5. Experiments ..............................................................................................29 



 ix

4. OPTIMIZATION OF ACCUTE INFLAMMATION THERAPY ........................35 

4.1. Motivation .................................................................................................36 

4.2. Virtual patient model ................................................................................37 

4.3. Model predictive control ...........................................................................43 

4.4. Evaluation .................................................................................................47 

5. KNOWLEDGE DISCOVERY THROUGH SPECTRAL CLUSTERING ...........52 

5.1 Spectral clustering and number of clusters ................................................52 

5.2 Characterization of dynamics in heterogeneous patients ...........................54 

5.3 Clustering of causes of action in federal complaint ...................................66 

BIBLIOGRAPHY ..............................................................................................................89



 x

LIST OF TABLES 

Table Page 

2.1. List of all attributes collected from MODIS .............................................................10 

2.2. Number of data point on yearly basis collected by MODIS and grouped by 
QAC flags .................................................................................................................11 

2.3 Distribution of data points over continents grouped by QAC flags .........................12 

2.4 Distribution of data points with different QAC at different magnitudes of 
AOD .......................................................................................................................12 

2.5 Accuracies of models trained and tested on the data with different qualities ...........14 

2.6 Sites at which there is underestimation of uncertainty .............................................16 

3.1. Benchmark datasets ..................................................................................................28 

3.2. Accuracy (R2) on Automobile dataset. .....................................................................32 

3.3. Accuracy (R2) on Breast Cancer W.P. dataset. .........................................................32 

3.4. Accuracy (R2) on Auto MPG dataset ........................................................................32 

3.5. Accuracy (R2) on Housing dataset ............................................................................32 

3.6. Accuracy (R2) on concrete C.P. dataset ....................................................................32 

3.7. Accuracy (R2) on synthetic dataset ...........................................................................33 

3.8  Accuracy (R2) on houseprice dataset ........................................................................34 

3.9 True and estimated oracle precisions for Housprice dataset presented as 
standard deviation .....................................................................................................34 

4.1. Average performance of LearnedMPC on validation set of 50 patients for well 
balanced training sets of different size .....................................................................49 

4.2 Distributions of the outcomes of patients who received therapy for: no 
treatment model (Placebo), constant AIDOSE (Static), MPC with predictive 



 xi

model set to ODE with parameters from single patient (Mismatch) and our 
MPC approach (LearnedMPC) .................................................................................51 

5.1 Cluster statistics ........................................................................................................65 

5.2 Distribution of 19 categories of causes of action among the 8 clusters. Unless 
otherwise noted, percentages listed are for the row - i.e., the percent of a cause 
of action's occurrence located in a particular cluster. The raw number of 
causes of action for each cell is located in parentheses ............................................73 
 



xii 
 

LIST OF FIGURES 

Figure Page 

2.1. Scatter plot of site-specific fractions of successful predictions: a) ensemble vs. 
C005; b) averaged prediction errors of a neural network ensemble; c) 
averaged retrieval uncertainty ...................................................................................16 

2.2. Prediction accuracy measured as the fraction score for equal-width bins of 
1000 points sorted from lower to higher uncertainty ................................................17 

2.3. a) Scatter plot of prediction vs. uncertainty; b) temporal distribution of all data 
points with QAC=3; c) temporal distribution of points from the black region 
in Fig. 3a; d) temporal distribution of points from the red region in Figure 3a  .......18 

3.1. Graphical representation of a regression problem with multiple oracles .................23 

3.2. Estimated (white) and true (black) noise levels (standard deviation) for 
Housing dataset in experiments I,II, and III .............................................................33 

4.1 Evolution of pathogen population (P), pro-inflammatory mediators (N), tissue 
damage (D), and anti-inflammatory mediators (CA) of three virtual patients 
with healthy (green/solid), aseptic (blue/dashed), and septic (red/dotted) 
outcomes in the absence of therapy ..........................................................................41 

4.2. Model predictive control scheme for optimal therapy ..............................................44 

4.3. LearnedMPC (dotted) vs. Placebo (solid) on rescued patient: evolution of 
pathogen P and tissue damage D; control sequence of PIDOSE (solid) and 
AIDOSE (dotted) found by LearnedMPC ................................................................51 

5.1 Similarity matrices obtained using kernel with Lambda = 0.15. The top plot 
shows similarity among 64 non-clustered patients, red box designates an 
outlier (patient #48) not similar to others, The bottom plot shows similarities 
among 63 patients (without an outlier) grouped into four clusters ...........................64 

5.2 Histograms of similarity distributions for different #clusters (#clusters=2 most 
left up to #clusters=6 most right) ..............................................................................65 

5.3 The distribution of Nature of Suit (NOS) codes, by broad category, in our 
combined dataset, for all classes filed in federal district courts in 2007, and for 



xiii 

 
 

all 2007 filled cases minus those that involve prisoner petitions or social 
security claims. Data on 2007 filing distributions accumulated from 
Administrative Office of the U.S. Courts, Federal Judicial Caseload Statistics, 
March 31, 2007. Data on NOS categorization derived from the Administrative 
Office of the U.S. Courts and Public Access to Court Electronic Records 
(PACER) ...................................................................................................................69 

5.4 The distribution of coded causes of action, by category...........................................71 

5.5 Similarity matrices between cases before and after spectral clustering. 
Brighter pixels on gray-scale images represent higher similarity while dark 
ones indicate low similarity. Figure a is made with a random arrangement of 
the cases in the dataset while data points in Figure b are arranged in cluster 
order, with the eight light boxes on the diagonal indicating the clusters. The 
distribution of coded causes of action, by category, in our dataset. .........................74 

5.6  Cause of action composing each cluster. Cluster numbers are labeled on the 
far left of the graph. To aid in the graph’s readability, causes of action 
composing 2% or less of a cluster are exluded .........................................................76 

5.7 Clusters of cases: The figure results from a Fruchterman-Reingold force 
directed graph layout for weighted graphs implemented in R. Distances 
between vertices (cases) are approximately proportional to the similarity 
between them. To maximize clarity, we do not the graph edges ..............................79 

5.8 The Clusters of causes of action: The figure results from a Fruchterman-
Reingold force directed graph layout for weighted graphs. Distances between 
nodes (causes of action, in red) are approximately proportional to the 
similarity between them. A vector in which each element represents the 
occurrence of a certain cause of action in a particular case is assigned to the 
corresponding node. The similarity between causes of actions is measured 
applying the extended Jaccard coefficient to assigned vectors. The size of 
each cause of action node is proportional to its incidence in the data ......................81 

5.9 Dot plots of the co-occurrence statistics for the pairs of causes of action 
within the data. The top panel of the figure depicts the co-occurrence statistics 
for the top 10% of cause of action pairs while the bottom panel does the same 
for the bottom 10% of pairs in our data. Both figures exclude cause of action 
pairs that include an “obscure” cause of action ........................................................84 

5.10 Percentage composition of NOS codes (top panel) and NOS categories 
(bottom panel) for each of the clusters. For visual clarity, only those NOS 
codes/categories that account for over 5% of a cluster are depicted ........................88



1 
 

CHAPTER 1 

INTRODUCTION 

Probabilistic models are very powerful tool for a data representation. In order to 

extract or incorporate valuable information from probabilistic models, domain knowledge 

is of utmost importance. Main focus of my thesis is related to problems that involve 

continuous variables which we refer to as regression. In regression learning the goal is to 

predict the value of one or more target variables given the value of a vector of input 

variables. In addition, in many practical areas uncertainty of prediction is important. This 

leads to the point that probabilistic models are inevitable.  All probabilistic models that 

will be used later are based on assumption that continuous variables have Gaussian 

distribution. Gaussian distribution, because of its simple applicability and power to fit a 

data very well, is widely used among researchers. We found it very useful in different 

topics such as Uncertainty of Neural Network Based Aerosol Retrieval, Regression 

Learning with Multiple Noise Oracles, Sepsis Treatment and Clustering Causes of Action 

in Federal Court. 

In Chapter 2 we are trying to resolve issue of uncertainty for prediction of Aerosol 

Optical Depth (AOD). Aerosols are small airborne particles that reflect and absorb 

incoming solar radiation. Accurate estimation of aerosol composition and concentration 

is one of the main challenges in current climate research. Aerosol Optical Depth (AOD), 

that measures the amount of depletion that a beam of solar radiation undergoes as it 
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passes through the atmosphere, is one of the most important properties of atmospheric 

aerosols. We deploy neural networks as regression models because they have the ability 

to represent and learn complex regression functions and are very suitable for retrieval of 

geophysical parameters from remotely sensed data. Neural networks trained to minimize 

the Mean Squared Error (MSE) are able to estimate the conditional expectation of target 

variables but not the distribution. We evaluate an approach that, in addition to training a 

neural network for retrievals, also trains a neural network-based estimator of retrieval 

uncertainty. 

In Chapter 3 we addressed the issue of learning a model when target variables are 

collected from different and imperfect sources having different noise levels. In regression 

learning, it is often difficult to obtain the true values of the label variables, while multiple 

sources of noisy estimates of lower quality are readily available. We propose a new 

Bayesian approach based on a graphical model, which learns a regression model from 

data with noisy labels provided by multiple oracles. The detailed derivation for learning 

such a model is explained. The proposed method provides closed form solution for model 

parameters and is applicable to both linear and nonlinear regression problems. 

In Chapter 4 we explored the problem on therapy optimization. Towards this 

objective we developed a data driven approach for therapy optimization where a 

predictive model for patients’ behavior is learned directly from historical data. As such, 

the predictive model is incorporated into a model predictive control optimization 

algorithm to find optimal therapy, which will lead the patient to a healthy state. To save 

on the cost of clinical trials and potential failure, we evaluated our model on a population 

of virtual patients capable of emulating the inflammatory response. Patients are treated 
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with two drugs or which dosage and timing are critical for the outcome of the treatment. 

Our results show significant improvement in percentage of healthy outcomes comparing 

to previously proposed methods for acute inflammation treatment found in literature and 

in clinical practice. 

In Chapter 5 we utilize spectral clustering approach to characterize dynamics of 

inflammatory response and to find meaningful clusters in the data from Federal Court
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CHAPTER 2 

UNCERTAINTY ANALYSIS OF NEURAL NETWORK-BASED AEROSOL 
RETRIEVAL 

Aerosols, small particles emanating from natural and man-made sources, have 

been recognized as the largest source of uncertainty for understanding the Earth’s 

radiative budget [1]. Aerosol retrieval is very important for climate research, weather 

forecasting, environmental monitoring, and understanding the impact of pollution on 

human health [2]. Aerosol Optical Depth (AOD), that measures the amount of depletion 

that a beam of solar radiation undergoes as it passes through the atmosphere, is one of the 

most important properties of atmospheric aerosols.  

Multiple satellite and ground-based sensors have been deployed for remote 

sensing of aerosols. We consider aerosol-related data collected by highly accurate ground 

based Aerosol Robotic Network (AERONET) instruments and by Moderate Resolution 

Imaging Spectrometer (MODIS) instruments aboard Terra and Aqua satellites. MODIS 

retrievals made by operational algorithm Collection 5 (C005) are reported together with 

Quality Assurance Confidence (QAC) flags ranging from 3 (high confidence) to 0 (low 

or no confidence). QAC is a useful qualitative measure of retrieval uncertainty, which 

can be a significant limitation in some applications [3]. We developed a machine learning 

procedure that exploits multi-source observations from satellite and ground based 

sensors. 
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A statistical retrieval approach can be treated as regression, where the goal is to 

learn a functional relationship between MODIS observations and true AOD that is 

assumed to equal AERONET retrieval. Experimental results provide strong evidence that 

neural network-based AOD retrieval is more accurate than the physically-based C005 

operational algorithm [4]. However, neural networks, in their basic form, could not 

estimate the retrieval uncertainty. To enhance the neural network-based AOD retrieval, 

an appropriate uncertainty estimation model is needed. It is necessary that method for 

neural network uncertainty assessment of AOD retrieval is based on the assumption that 

targets are corrupted by Gaussian noise with zero-mean and non-constant 

(heteroscedastic) variance. The noise variance depends on surface properties, aerosol 

microphysics and distribution, and viewing geometry. Therefore, we will model retrieval 

error by Gaussian distribution with zero-mean and input-dependent variance. A 

bootstrap-based technique that is tractable for large data sets like remote sensing data set 

is was proposed in [5]. We will apply this approach to provide uncertainty estimation of 

neural network-based retrievals. Furthermore, we will study how correlated the 

uncertainty estimates are with the actual prediction errors. Also, we will study the 

relationship between QAC values from MODIS C005 retrieval algorithm and neural 

network retrieval accuracy and uncertainty estimation. 
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2.1. Uncertainty of neural network 

2.1.1 Problem setup and preliminaries 

Let us assume we are given a data set D = {(xi, yi), i =1,2,…,N} , where xi is a 

vector of input variables derived from MODIS observations and yi the AOD values 

retrieved by collocated AERONET retrievals. A standard regression model trained from 

D assumes that the target y is related to input vector x as 

 ( ) ( ) ( )xxx ε+= fy  (1)  

where ε(x) is random variation of y around regression function f(x). The noise is typically 

assumed to be Gaussian with zero mean and constant variance σn
2. As discussed in the 

introduction, the constant variance assumption is not appropriate for aerosol retrieval. 

Instead, the noise variance is modeled as a function of inputs, σn
2(x). Given the Gaussian 

noise assumption, we can rewrite (1) as 

 ( ) ( )( ) ( ) ( )( )xxxx 2,~| nfNfyP σ  (2) 

The noise variance σn
2(x) is unknown and it has to be learned from data. Another 

unknown quantity is the regression function f(x). Let us denote by m(x) the estimate of 

f(x) learned from the data. If the learning algorithm is a universal approximator, such as 

neural networks, a common assumption is that m(x) is an unbiased estimate of f(x) and 

that we can represent P(f(x)|m(x)) as the Gaussian distribution, 

 ( ) ( ),)(),(~)(|)( 2 xxxx mmNmfP σ  (3) 
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where σm
2(x) is the model variance that also has to be learned from data. Given 

distributions (2) and (3) and assuming the noise components f(x)−m(x) and ε(x) are 

independent, we can represent target distribution as   

 
( ) ( ) ( )( )

( ) ( ) ( ),

,,~)(|)(

222

2

xxx

xxxx

nm

mNmyP

σσσ

σ

+=

 (4) 

where σ2(x) is the target variance given the prediction m(x) and is a sum of noise 

variance and model variance. Distribution (4) allows us to provide both the prediction in 

form of m(x) and to estimate the prediction uncertainty in the form of input dependent 

target variance σ2(x). In summary, to be able to provide prediction and prediction 

uncertainty, one should learn m(x), σn
2(x) and σm

2(x) from data set D. In the following 

subsection we will describe a previously proposed [5] robust learning procedure that 

achieves this objective. 

2.1.2 Bootstrap approach for regression and uncertainty estimation 

In [5] an approach was proposed to first train an ensemble of neural network 

predictors and use it to provide prediction function m(x) and estimate model variance 

σm
2(x). Then, a separate neural network is trained to estimate heteroscedastic noise 

variance σn
2(x). The details are as follows.  

The neural network ensemble consists of b neural networks, each trained on a 

different bootstrapped sample from training data set D. The i-th neural network mi(x) is 

trained from data set Di which has N examples sampled with replacement from the 
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original training set D. We note that Di contains in average only 63% of the original 

examples which are included in the bootstrapped data set.  

The b neural networks are averaged to provide the prediction function m(x) as 

 ( ) ( ) ( )∑
=

=
b

i
imbm

1

1 xx  (5) 

Thanks to the availability of an ensemble of predictors, the model variance can be 

estimated as   

 ( ) ( )( ) ( ) ( )( )∑
=

−−=
b

i
im mmb

1

22 11 xxxσ  (6) 

Estimating noise variance σn
2(x) is a nontrivial problem. It has been solved in [5] by 

introducing a separate neural network mn(x) trained to estimate  

 ( ) ( ) ( )( )xxx 222 ,0max mrl σ−=  (7) 

where r(x) is residual of the bootstrap committee defined as r(x) = y(x) – m(x). Value l(x) 

serves as a proxy for noise ε(x) whose variance needs to be estimated. Neural network 

mn(x) is trained using data set Dn = {(xi, l
2(xi)), i =1,2,…,N}, obtained from the original 

training data set D. 

As seen from (7), the model variance σm
2(x) is needed to obtain l2(x) value. To 

provide unbiased estimates of noise variance, out-of-sample examples have to be used. 

An example from the training set is an out-of-sample example for a particular neural 

network if it has not been used for its training. This is a consequence of sampling with 

replacement applied for making bootstrap replicates. Assuming that example xa did not 

appear in k out of the m replicates, the corresponding k neural networks in the committee 

can use that data point as a test example. Taking into account outputs of these k neural 

networks, estimates of the mean and model uncertainty for out-of-sample example xa can 
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be calculated in similar way as in (5) and (6), and used for estimation in (7). As the noise 

is modeled with Gaussian distribution, the additional neural network for noise variance 

estimation is trained to minimize negative log likelihood L using 

   
( )

( )
( )∑

=
























−−=

N

i in

i

in
m

l

m
L

1
2

2

2 2
exp

2

1
log

x

x

xπ
 (8) 

2.2 Accuracy measures 

To compare accuracies of C005 versus the bootstrap committee we use the 

standard accuracy measures: the coefficient of determination (R2), correlation (CORR), 

and the root mean square error (RMSE). In addition, we also use a domain-specific 

accuracy measure called fraction of successful predictions (FRAC) [6] and the average 

negative log-predictive density (NLPD) used previously to estimate success of 

uncertainty prediction [7]. The FRAC and NLPD accuracy measures are defined in this 

section. 

2.2.1 Fraction of successful predictions (FRAC) 

AOD predictions are considered sufficiently good [8] if they fall within the region 

specified by  

 ( ) iii yxmy 15.005.0 +≤−  (9) 

FRAC is defined as the percentage of successful predictions 

 ( ) %100⋅= NIFRAC  (10) 

where N is total number of points and I is number of points that satisfy (9). 
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2.2.2 Average Negative Log-Predictive Density (NLPD) 

The average negative log-predictive density (NLPD) [7] of the true targets on n 

data points is a measure calculated as  

 ( ) ( ) ( )[ ]∑
=

−+=
n

i
iiii xxmyxnNLPD

1

22 )(2)()(log1 σσ  (11) 

where m(xi) and σ2(xi) are mean and variance of the target distribution for point xi. NLPD 

is sensitive to quality of both prediction and uncertainty estimation. Smaller values of 

NLPD correspond to better quality of the estimates.  

 

2.3 Aerosol data 

MODIS sensors aboard Terra and Aqua satellites observe reflected solar radiation 

through multiple spectral bands [9] and provide almost daily global coverage with high 

spatial resolution [10]. The operational MODIS retrieval algorithm called C005 

Table 2.1. List of attributes collected from MODIS 

Attribute index Description 

1-4 Mean reflectance in 50x50km2 blocks at four 

wavelengths 

5-8 Standard deviation of reflectance 

9-13 Solar Zenith, Solar Azimuth, Sensor Zenith, 

Sensor Azimuth, Scattering Angle 

14 AERONET site elevation 
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(Collection 5) is an inverse operator derived from a forward-simulation model according 

to the domain knowledge of aerosol physical properties. During the retrieval process, the 

C005 algorithm tests how well the observed data meet certain criteria specified by 

domain scientists, using the Quality Assurance (QA) plan [11], [12]. The result is 

reported as the Quality Assurance (QA) flag. QA flags are designed not only to report 

success or failure of criteria being used in retrieval, but also to estimate the data quality. 

The QAC flag, used in this study, is derived from QA values. It has 4 possible values, 

QAC ∈ {0,1,2,3}, with QAC=3 indicating high quality retrievals and QAC=0 indicating 

very low quality retrievals. AERONET sites are located at fixed locations over the globe 

and acquire data every 15 minutes. Level 2.0 AERONET AOD retrievals have estimated 

uncertainties of around ±0.01 [13]  and thus they are often considered as ground truth for 

validation of MODIS AOD retrievals. Alternatively, as is done in this paper, AERONET 

retrievals can be used as target variables during training of statistically-based retrieval 

algorithms.   

The data set has been obtained after a spatio-temporal collocation of the two 

sources of data [14].  Spatial collocation is achieved creating a grid of 5x5 MODIS 

Table 2.2. Number of data points on yearly basis collected from MODIS and 

grouped by QAC flags 

 
Year 

2005 2006 

QAC = 0 6052 9040 
QAC = 1 2292 2575 
QAC = 2 1554 1725 
QAC = 3 10504 4496 
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retrievals with an AERONET site placed in the middle.  The data are said to be 

temporally collocated if AERONET AOD observation is obtained within 30 minutes of 

the satellite overpass. Our resulting data set contains 38,238 observations from MODIS 

collocated with 93 AERONET sites over the whole globe during the period of two years 

(2005-2006). Each of the 93 sites has more than 15 high quality (QAC=3) points per 

year. Fourteen satellite-based attributes listed in Table 2.1 have been used together with 

QAC flags for AOD retrieval and uncertainty estimation. To get a better insight into 

distribution of QAC flags, in Table 2.2 we summarize its temporal distribution, in Table 

2.3 its spatial distribution and in Table 2.4 its distribution with respect to AERONET 

AOD values. 

 

Table 2.3. Distribution of data points over continents grouped by QAC flag 

 North A. South A. Europe Africa Asia&Aust. 

QAC = 0 4693 1015 5267 1970 2147 
QAC = 1 1288 338 1878 671 692 
QAC = 2 784 256 1375 468 396 
QAC = 3 3748 1209 5820 2084 2139 

 

 
Table 2.4. Distribution of data points with different QAC at  

different magnitudes of AOD 

AOD  Points with QAC=3 Points with QAC<3 

0-0.05 2022 3373 
0.05-0.1 3739 5769 
0.1-0.2 4345 6794 

> 0.2 4986 7210 
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2.4 Results 

2.4.1 Experimental design 

To build an ensemble of neural networks for AOD prediction we used hundred 

feed-forward neural networks with a single hidden layer of ten neurons. Overfitting was 

avoided by monitoring the Mean Squared Error (MSE) on the separate validation data. 

To prevent overly long training time, training process was stopped if the number of 

training epochs reached 300. The additional neural network for uncertainty estimation 

had five hidden neurons and it was trained to minimize the negative log-likelihood from 

(8). 

The accuracy was estimated using one-site-out-validation. Specifically, data from 

all AERONET sites except one were used as a training set while the predictor was tested 

on the remaining site. This procedure was repeated 93 times, such that each of the 

AERONET sites was used once as the test set. Test predictions for all 93 rounds were 

pooled together and used to calculate accuracy. To be able to establish statistical 

significance of obtained accuracies, we repeated each of the one-site-out-validation 

experiments 10 times. In this way, we obtained 10 accuracies and we report their mean 

and standard deviation in Table 2.5.  
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2.4.2 Analysis of retrieval accuracy 

We evaluated two types of neural network ensembles for AOD prediction: one 

trained using all available training  data and another trained using only high quality 

training data with QAC=3. In Table 2.5 we summarize the accuracies of the two 

ensembles and C005 retrieval algorithm on high quality (QAC=3) and low quality 

(QAC<3) test data. For statistical comparison of accuracies we used the one-tailed t-test 

with 5% significance level. As expected, all three predictors have significantly higher 

accuracy on higher quality data. Both neural network ensembles are significantly more 

accurate than C005 on both high and low quality test data and over all studied accuracy 

measures. It is worth noting that the ensemble trained including low quality data is 

Table 2.5. Accuracies for models trained and tested on the data with different qualities 

Dataset R2 FRAC CORR RMSE NLPD 

Training (QAC=0,1,2,3) 

Test (QAC = 3) 
0.8060±0.0001 76.10±0.03% 0.9020±0.0001 0.1030±0.0001 -1.96±0.01 

Training (QAC=3) 

Test (QAC = 3) 
0.8189±0.0001 76.07±0.02% 0.9050±0.0001 0.0995±0.0002 -2.02±0.02 

C005 

Test (QAC=3) 
0.786 71.2% 0.898 0.108 N/A 

Training (QAC= 0,1,2,3) 

Test (QAC =0,1,2) 
0.7632±0.0004 68.93±0.01% 0.8743±0.0002 0.1180±0.0001 -1.82±0.02 

Training (QAC= 3) 

Test (QAC =0,1,2) 
0.6929±0.0001 63.61±0.01% 0.8444±0.0001 0.1344±0.0001 -1.70±0.01 

C005 

Test(QAC=0,1,2) 
0.685 63.8 0.86 0.136 N/A 
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significantly more accurate on low quality test data, while the one trained on high quality 

data is significantly more accurate on high quality test data. This result shows that QAC 

quality flag is indeed a very useful qualitative measure of retrieval uncertainty. To 

illustrate the difference between neural network ensembles and C005, in Figure 2.1a we 

compare average FRAC accuracies on each of the 93 AERONET sites. Neural networks 

were more accurate on 64 of the 93 sites. It could also be seen that FRAC accuracy on 

majority of AERONET sites is relatively high, while there are several sites where the 

FRAC accuracy in significantly lower. For further insight, in Figure 2.1b we show spatial 

distribution of RMSE accuracies at 93 AERONET sites (RMSE is proportional to the 

circle size). It can be seen that the 4 sites with the lowest accuracy (the largest circles) are 

in regions poorly covered by ground based stations. We observe that the largest 

discrepancies between neural network ensembles and C005 algorithm are in Mexico City 

(C005 is more accurate) and Mauna Loa in Hawaii (C005 is less accurate). Both sites will 

be discussed in the next subsection. 

2.4.3 Analysis of uncertainty estimation  

In this section we will present retrieval uncertainty analysis on high quality data 

(QAC=3), showing that there are sizeable differences in retrieval uncertainty among such 

data. This is an important result because such differences are not detectable using QAC 

flag. The results presented here correspond to a neural network ensemble trained on high 

quality (QAC=3) data. In Figure 2.1c we show site-averaged uncertainties at 93 sites 

where the smaller circle means the smaller average uncertainty. Comparing RMSE and 

uncertainties from Figures 2.1b and 2.1c, we can see that they follow very similar pattern. 
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  (a)           (b)       (c) 
Figure 2.1.  (a) scatter plot of site-specific fractions of successful predictions: ensemble vs. C005 (b) 

averaged prediction errors of a neural network ensemble and (c) averaged retrieval uncertainties by 

our method 

 
The correlation of site-averaged estimated retrieval uncertainties and RMSE is the 

impressive 0.74, which indicates the success of retrieval uncertainty estimation.  

However, it is also worth noting that at several sites there is a large difference 

between RMSE and estimated uncertainty. These sites are presented as red circles in 

Figures 2.1b and 2.1c are listed in Table 2.6. Interestingly, all of these sites are also 

among the 6 sites stated in Figure 2.1a, where accuracy is very low.  

To get a further insight into the proposed uncertainty estimation method we 

analyzed AOD retrievals of high quality data vs. the corresponding FRAC scores. It is 

expected that AOD retrievals with small uncertainty estimates have higher FRAC than 

Table 2.6. Sites at which there is underestimation of uncertainty 

AERONET site Number of data points NLPD at site 
Mexico City  130 8.52 
Ilorin 209 0.59 
Dakar 46 0.24 
Cuiaba-Miranda 218 -0.32 
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AOD retrievals that have larger uncertainty estimates. Therefore, we sorted AOD 

retrievals according to uncertainty estimates in ascending order and then split them in 

equal-width bins (groups) of 1,000 points. For each bin, FRAC was measured and shown 

in Figure 2.2. It can be seen that FRAC had a decreasing trend with uncertainty except 

within the first bin. The first (leftmost) bin at Figure 2.2 had a lower fraction value 

because it had a large fraction of data points from Mexico City site. 

We compare AOD prediction and uncertainty estimate on all 38,238 data points 

from our data set in Figure 2.3a.It can be observed that prediction uncertainty grows with 

the value of AOD prediction. We defined three regions based on the relationship between 

uncertainty and prediction: the middle region denoted as II at Figure 2.3a, the small 

region denoted as III at the bottom and the small region denoted as I at the top. The 

region I contained points for which uncertainty estimate was unusually high and had 

2,825 points. The region III contained points for which uncertainty estimate was 

unusually low and had 3,656 points. 

 
Figure 2.2.  Prediction accuracy measured as the fraction score for equal-width bins of 

1,000 points sorted from lower to higher uncertainty. 
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             (a)         (b)              (c)     (d) 
Figure 2.3. (a) scatter plot of  prediction vs. uncertainty (b) temporal distribution of all data points 

with QAC=3 (c) temporal distribution of points from the black region in Fig. 3a (d) temporal 

distribution of points from the red region in Fig. 3a 

 
Our analysis revealed two sites where uncertainty estimates were unusually large. 

Those were Mauna Loa and Izana which had almost all points within the red region of 

Figure 2.3a. Further analysis found that uncertainty at those sites is dominated by the 

model uncertainty, which was at the highest level among all 93 sites. As performed 

experiments were conducted by leave one site-out cross validation protocol, the high 

model uncertainty suggests that those two sites are different from the other sites. Indeed, 

after investigating literature about these two sites we found that both are located on high 

elevations, on islands (Mauna Loa in Hawaii, Izana-Tenerife in Spain) and that they serve 

for calibration of AERONET instruments. 

Temporal distributions of high quality data over the studied two year period are 

shown at Figures 2.3b-2.3d. Days of the year are labeled horizontally as 1-365 and 

correspond to the Jan. 01 to Dec. 31 period and bins represent the number of high quality 

data points (QAC=3) observed within the period covered by the bin. Temporal 

distribution of all high quality data points is presented in Figure 2.3b. Points 

corresponding to the bottom part of Figure 2.3a (denoted as III at Figure 2.3a) belong to 
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different sites around the world, but most of them are observed in summer. However, we 

found that points corresponding to the upper region of Figure 2.3a (denoted as I at Figure 

2.3a) are evenly distributed over seasons as shown at Figure 2.3d.  

NLPD values at most sites vary in the range from -1.8 to -2.9, depending mostly 

on AOD retrieval errors. By NLPD analysis we found that Mexico City is an outlier 

(NLPD=8.52). This is a very high elevation site (2268m) and elevation is an important 

input attribute of our AOD retrieval model. We observed that neural network ensemble 

tends to predict small AOD at high elevation sites. Other sites with high elevations are 

BSRN BAO Boulder (1604m), Mauna Loa (3397m) and Izana (2268m). Average AOD 

values at these sites are very small (less than 0.1). That is why Mexico City is an outlier 

and so it is a difficult site for neural network AOD retrieval as sites with similar AOD 

properties were not seen in the training set. 

The uncertainty analysis presented in this chapter provides multiple opportunities 

to further improve our understanding of global properties of aerosols and to allow more 

informed use of AOD retrievals in the subsequent climatology studies. 
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CHAPTER 3 

REGRESSION LEARNING WITH MULTIPLE NOISY ORACLES 

In regression learning, it is usually assumed that true labels are readily available 

to train the learner. However, recent advances in corroborative technology have given 

rise to situations where the true value of the target is unknown. In such problems, 

multiple sources or oracles are often available that provide noisy estimates of the target 

variable. The amount of noise inherent to these estimates may range from slight to high. 

For example, opinions of human experts about the diameter of a lesion appearing in an x-

ray image [15] may be considered slightly noisy, whereas the opinion of a layman is 

expected to be highly deviant from the actual value. Another example is Amazon’s 

Mechanical Turk [16] (on-line labeling marketplace) where labels for a particular 

supervised learning task are provided by humans (for a small fee). In this situation human 

variability in subject matter expertise causes different noise levels in labels. In many 

other cases obtaining the true value of the label is expensive, whereas obtaining lower 

quality estimates of the target may be cheap.  

In this chapter, we address the question of whether it is possible to learn a 

regression model when provided with multiple noisy labels instead of a single golden 

standard. A naive solution is to treat all oracles as they are equally important and use a 

mean of these multiple labels as regression targets. Here, we provide evidence that a 

more accurate solution to this problem can be achieved through Bayesian modeling. The 
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proposed approach estimates the model parameters as well as the oracle precisions by 

maximizing the marginal log-posterior of the observed noisy labels and input features. 

Our approach can be applied to both linear and non-linear regression problems by 

exploiting the kernel tricks. 

3.1 Problem formulation 

Let us assume that at the same time for the particular observation vector x, K 

oracles provide us with the noisy targets y1, . . ., yK where noise is unknown. Each data 

point is given by D(i) = {x(i), y1
(i) , ..yK

(i)}  where i = 1, . . . , N. Our goal here is to derive 

the regression function f(x,w) that maps the inputs x to target variable y representing 

estimated golden standard along with the estimate of precisions of each oracle. It will be 

shown later that oracle precisions must be estimated very well in order to obtain an 

accurate estimation of the regression function. Before we start deriving the expressions 

for f(x,w) and precisions of oracles, we introduce the basic assumptions we made and the 

graphical presentation of the regression problem based on these assumptions. 

3.1.1 Basic assumptions 

First, we assumed the regression to be a linear function in some higher 

dimensional feature space F. We have to choose a fixed mapping from the original space 

x to the feature space F, ϕ(x): x→F. The regression function is given as 

 (x)wwx, Tφ=)(f  (12) 
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With this assumption we avoid the limitation of a linear model and preserve the 

computational tractability of the model at the same time. Second, we assume that the 

regression errors are normally independently distributed with a zero-mean Gaussian 

distribution. Thus, ground truth label and its probability distribution can be modeled as 

 ),0(~,)( 2
yNf σεεφ += (x)wwx, T   (13) 

 ( ) ( )( )2,| yfNyP σwx,wx, =   (14) 

Moreover, given the true label y, we assume all oracles independently provide noisy 

estimates of the true label. We also assume that the noise intrinsic to each oracle is a 

Gaussian with different unknown variances. 

 ( ) ( ) KkyNyyP kk K,1,,| 2 == σ  (15) 

Furthermore, we assumed that oracle noise does not depend on input and that oracles 

provide labels independently from each other. 

3.1.2 Graphical representation  

Upon the assumptions presented above, The Conditional Probability Distributions 

(CPD) defined by equations (14) and (15) can be represented by a graphical model shown 

in Figure 3.1. Here x denotes the inputs, the hidden node at the center corresponds to the 

unobserved true label, and the yk nodes represent the noisy labels provided by each 

oracle. 
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3.2 Bayesian estimate of likelihood 

Our goal is to estimate the model parameters (regression weights w, oracle 

precisions 1/σk
2 (k=1, … K) and model noise variance σy

2). For convenience, we will 

denote σy
2 by σk+1

2 and denote f(x,w) by  yk+1.We then use θ to denote the whole set of 

parameters that need to be estimated. Thus the joint probability over oracle labels for a 

particular instance i and for given x(i) and θ can be written as 

 ( ) ( ) ( )( ) ( ) ( ) ( )( ) ( )dyyPyyyPyyP
y

iii
K

iii
K

i

∫= θ,xθ,xθ,x )(
11 |,|,,|,, KK   (16) 

Using the independencies between yk’s and x given y we can rewrite (16) as 

 ( ) ( ) ( )( ) ( ) ( )( ) ( )( )∫=
y

ii
K

iii
K

i dyyPyyyPyyP θ,xθθ,x |,|,,|,, 11 KK  (17) 

Again using the independencies among yk’s given y we have 

( ) ( )( ) ( )( )
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Figure 3.1. Graphical representation of a regression problem with multiple oracles 
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Substituting (18) and (14) into (17) we obtain 
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Now the joint probability over all N instances is given by 
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where X is the input matrix of all instances given by 
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and M is the number of features in the input vector X. The initial row of 1’s is added to 

accommodate the bias term w0. Then the conditional log-likelihood can be written as 

 ( ) constC
C

C
CNCNl

N

i
i
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i

i +−+−= ∑∑
== 1
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1 1

2
2

1K1 4
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log, θX,y,,y K  (22) 

We further consider a regularization term –λwTw/2 which corresponds to isotropic 

Gaussian prior over w [17]. In that way we obtain log-posterior 
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3.3 Maximum a-posteriori parameter estimates 

In order to find the Maximum A-Posteriori (MAP) estimates of model weights 

and oracle precisions to maximize the log-posterior given in equation (23), We first 

derive the gradients of log-posterior l’ with respect to 1/σk
2 and w, respectively. Let us 

denote 
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where yk  is the k-th column of Y. By setting the derivative equal to zero we obtain 

 kk

k

k NC

C

C
yy

YSyYS
T

TT

1

4

2

1
2

2

1
2
1

1

1

+







 −
−=σ  (25) 

Now, to estimate w, we choose to minimize l”= -l’  instead of maximizing l’(see equation 

(23) ) for convenience. After some rearrangements l” can be expressed in the following 

convenient form 
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and A and B are constants independent of w. Again minimizing l” with respect to w is 

equivalent to minimizing 

 { } wwxww T
N

i
i

iT L
tJ

2
)(

2

1
)(

2

1

)( +−= ∑
−

φ  (28) 

The expression in (28) is very similar to regularized sum of squares with the target 

variable ti being the sum of all labels weighted by respective oracle precisions. 

After differentiating J(w) with respect to w, equating to zero, and rearranging we found 

expression for w in the form 
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1
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Here, Φ is the design matrix, whose i-th row is given by ϕT(x(i)) , and a is given by a= [a1 

… aN] T where 
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i
iT

ita xw φ−=   (30) 

Substituting value of w from (29) into the expression of J(w) in (17) we obtain 
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where t= [t1 … tN] T . Now we introduce the Gram kernel matrix defined as K= Φ ΦT. 

This is an NxN symmetric matrix with elements 

 ),()()( )()(
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jTi
ij kK xxxx == φφ  (32) 

where k(xi, xj) is determined by a kernel function. In terms of K, the expression for J(a) 

becomes 
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Setting the gradient of J(a) with respect to a to zero, we obtain 

 tIKa 1)( −+= NL     (34) 

So, if we substitute this value of a into (12), we get 

 tLIKxxaf N
iiTiTi 1)(T)()()( ))(()()(),( −+=Φ== kxwwx φφ   (35) 

And for a new input x 

 tLIKx N
1T ))((y −+= k   (36) 

where k(x) is the vector with elements ki(x) =k(x(i),x). The kernel function we used in this 

work is the Gaussian Kernel given by 

 

( )
2

2(j)(i)

2(j)(i) e  ) ,( σ
xx

xx
−−

=k  (37) 

In our experiments, we set the regularization parameter λ and the kernel parameter σ    

experimentally. The closed form solutions we derived for σk
2

 and f(x(i),w) are 

interdependent. From equation (25), we see that the value of σk
2 depends on itself 

(through S) and on f(x(i),w) (through Y). Also, from equation (35), we see that the values 

of f(x(i),w) depend on σk
2 (through L and t). Finding independent solutions analytically is 

difficult. So, we use an iterative optimization method to find the values of σk
2 and 

f(x(i),w). To achieve this objective, we start from a reasonable guess of σk
2 and use 

equation (35) to determine f(x(i),w). Then we use the obtained values of f(x(i),w) to 

recomputed σk
2 using equation (25).We proceed iteratively until convergence, i.e. until 

there is no more significant change in values of σk
2. 



28 

 
 

3.4 Speedup for linear regression 

Nonlinear regression using the Kernel trick as described in the previous section is 

also applicable to linear regression problems. In these situations we can use linear 

kernels, but this approach has some disadvantages. As evident from equation (34) and 

equation (35) the proposed approach for estimating model weights includes inversion of a 

NxN matrix which would increase the time complexity for solving linear regression 

problems. Thus we solve linear regression problem by 

 T
Mxxf ]1[,)( 1 K== xxwwx, T   (38) 

In such case the expression for the oracle accuracies is the same while expression for the 

weights can be estimated as 

 ( ) XtXXw
1−= T   (39) 

In this case we need to invert an (M+1)x(M+1) matrix. In cases where M<<N (which is 

very common in reality) equation (39) will provide a much faster solution than equation 

(34). 

 

Table 3.1. Benchmark datasets 

Datasets 
Number of 

instances 
Number of 

features 
Houseprice  107 4 
Automobile 159 18 
Breast Cancer W.P. 194 34 
Auto MPG 392 7 
Housing 506 13 
Concrete 1030 8 
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3.5 Experiments 

3.5.1 Data and experimental setup 

We have tested the performance of our method on both artificial and six 

benchmark datasets. Five of the test datasets chosen from UCI repository [18] have 

nonlinear behaviors, while the houseprice dataset chosen from statistics [19] is a linear 

regression problem. The datasets and their properties are summarized in Table 3.1. A 

linear synthetic dataset is used to make sure that experimental data really has linear 

behavior. 

Target values that appear in the datasets have been considered as ground truth. In 

order to validate the proposed algorithm we simulate multiple noisy oracles by adding a 

different amount of Gaussian noise to actual labels. Based on these simulated targets we 

can simultaneously learn regression model and estimate oracle precisions. Since a priori 

information about oracles is unknown we treat them equally important in the baseline 

method. Therefore, the regression model trained on the average of labels was our 

baseline. For the purpose of better insight in quality of the proposed method we will 

report prediction accuracies of the models trained on the ground truth as well as on the 

each oracle separately. 

 If all oracles are experts (small noise level), then it would be expected that our 

method performs almost the same as the baseline which makes the case rather 

uninteresting. In our experiments three oracles were used to assign three target values to 

each instance and for each dataset, and the following three scenarios were considered: 
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• Experiment I: one oracle is expert (small noise) and other two are inexperienced 

(larger noise level). 

• Experiment II: all oracles are inexperienced. 

• Experiment III: two oracles are inexperienced and one is totally random (huge level 

of noise) 

Accuracies of the models are reported using coefficient of determination (R2) 

defined as 

 )(,
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Values of R2 closer to 1 are better. In all experiments R2 values were calculated using 

predictions of particular method f(x,w) and the ground truth y. Here, each data set is 

partitioned into 70%/30% train/test sets and the average results on test sets over 200 runs 

are reported. 

Accuracies of the models are reported using coefficient of determination (R2) defined as 
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Values of R2 closer to 1 are better. In all experiments R2 values were calculated using 

predictions of particular method f(x,w) and the ground truth y. Here, each data set is 

partitioned into 70%/30% train/test sets and the average results on test sets over 200 runs 

are reported. 
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3.5.2 Nonlinear regression results 

Results for experiments performed on five datasets with nonlinear behavior are 

presented in Tables 3.2-3.6. We can notice that for a particular dataset accuracies of the 

true model vary slightly in multiple experiments. This occurs due to randomness in 

choosing training and test sets. However, in all experiments the R2 value for the proposed 

method was better than for the baseline method. In presence of an almost random oracle 

(3rd experiment) on all five datasets our method was a lot better than the baseline method. 

A predictor trained on true labels performs the best as expected. Accuracies for this 

predictor and the proposed method were slightly different even when the proposed 

method was trained on very noisy labels used in the third experiment. Moreover, the 

proposed method performed the same or better than the predictor trained on labels from 

the best oracle. In presence of one expert oracle and two inexperienced oracles 

(experiment I) a huge weight was assigned to the expert by our method appropriately. 

The obtained results show that in those situations accuracy of our model was as good as 

the accuracy of the expert. On the other hand, when learning without an expert among 

oracles (experiments II and III) our model took into account information provided by all 

oracles, which caused the accuracy of our model to be better than the accuracy of the best 

oracle. Estimates of accuracies for three oracles obtained by our algorithm over 

experiments 1-3 on housing data are shown in Figure 3.2. These results are reported in 

the form of standard deviation of noise in labels and are compared to the corresponding 

true values. As evident from Figure 3.2, in experiments on housing data estimated 

standard deviations of noise level were almost the same as the true values. Essentially 
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identical findings were observed in the corresponding experiments on the remaining 

datasets (figures omitted for lack of space). 

 

 

 

Table 3.2. Accuracy (R2) on Automobile dataset 
 True Orac.I Orac.II Orac.III  Baseline Proposed 
Exp. I  0.81 0.80 0.71 0.66 0.78 0.80 
Exp. II 0.80 0.78 0.70 0.65 0.77 0.78 
Exp. III 0.81 0.78 0.71 -1.29 0.52 0.79 

 

Table 3.3. Accuracy (R2) on Breast Cancer W.P. dataset 

 True Orac.I Orac.II Orac.III  Baseline Proposed 

Exp. I  1.00 0.98 0.77 0.54 0.90 0.98 
Exp. II 1.00 0.86 0.76 0.55 0.90 0.93 
Exp. III 1.00 0.86 0.76 -0.31 0.78 0.93 

 

 Table 3.4. Accuracy (R2) on Auto MPG dataset 

 True Orac.I Orac.II Orac.III  Baseline Proposed 

Exp. I  0.87 0.87 0.75 0.66 0.82 0.87 
Exp. II 0.87 0.81 0.74 0.65 0.81 0.84 
Exp. III 0.87 0.81 0.75 -0.92 0.58 0.84 

 

Table 3.5. Accuracy (R2) on housing dataset 
 True Orac.I Orac.II Orac.III  Baseline Proposed 
Exp. I  0.87 0.86 0.80 0.73 0.83 0.86 
Exp. II 0.86 0.79 0.79 0.73 0.82 0.85 
Exp. III 0.87 0.80 0.80 0.26 0.75 0.85 

 

Table 3.6. Accuracy (R2) on concrete C.P. dataset 
 True Orac.I Orac.II Orac.III  Baseline Proposed 
Exp. I  0.87 0.86 0.73 0.66 0.82 0.86 
Exp. II 0.87 0.83 0.72 0.66 0.81 0.84 
Exp. III 0.87 0.82 0.72 -5.29 -0.03 0.83 
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3.5.4 Linear regression results 

For evaluation of linear regression, we have constructed a synthetic linear dataset 

using the following equation to generate true targets 

 ( )2
54321 ,02545.3 yNxxxxxy σ++++−=   (40) 

where σy
2 represents model variance introduced in order to avoid perfect linearity. In our 

experiments value of σy
2 was set to one while values of the features (x values) were 

sampled from Normal distribution. Experimental results for synthetic and linear dataset 

are presented in Tables 3.7 and 3.8. They show the same behavior as in nonlinear case. 

Linear model is also able to estimate accuracies of each oracle quite well which is shown 

in Table 3.9.  

 

 
(a)                                            (b)                                           (c) 

Figure 3.2.  Estimated (white) and true (black) noise levels (standard deviation) for 

Housing dataset in experiments I,II, and III are shown in panels a, b, and c respectively 

Table 3.7. Accuracy (R2) on synthetic dataset 

 True Orac.I Orac.II Orac.III  Baseline Proposed 

Exp. I  0.98 0.98 0.84 0.76 0.94 0.98 
Exp. II 0.98 0.92 0.86 0.79 0.94 0.95 
Exp. III 0.98 0.92 0.86 -1.93 0.64 0.94 
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Table 3.8. Accuracy (R2) on houseprice dataset 

 True Orac.I Orac.II Orac.III  Baseline Proposed 

Exp. I  0.76 0.76 0.67 0.54 0.72 0.76 
Exp. II 0.77 0.71 0.69 0.54 0.73 0.74 
Exp. III 0.76 0.71 0.65 -1.84 0.44 0.72 

 

Table 3.9. True and estimated oracle precisions for Housprice dataset 
represented as standard deviation 

 
Oracle I Oracle II Oracle III 

True Est. True Est. True Est. 

Exp. I 50 163 400 424 600 612 
Exp. II 300 326 400 423 600 610 
Exp. III 300 329 400 416 2000 1984 
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CHAPTER 4 

OPTIMIZATION OF ACCUTE INFLAMMATION THERAPY 

Acute inflammation is a medical condition which occurs over seconds, minutes or 

hours and is characterized as a systemic inflammatory response to an infection. Delaying 

treatment by only one hour decreases patient chance of survival by about 7%. Therefore, 

there is a critical need for tools that can aid therapy optimization for this potentially fatal 

condition. Towards this objective we developed a data driven approach for therapy 

optimization where a predictive model for patients’ behavior is learned directly from 

historical data. As such, the predictive model is incorporated into a model predictive 

control optimization algorithm to find optimal therapy, which will lead the patient to a 

healthy state. To save on the cost of clinical trials and potential failure, we evaluated our 

model on a population of virtual patients capable of emulating the inflammatory 

response. Patients are treated with two drugs or which dosage and timing are critical for 

the outcome of the treatment. Our results show significant improvement in percentage of 

healthy outcomes comparing to previously proposed methods for acute inflammation 

treatment found in literature and in clinical practice. In particular, application of our 

method rescued 88% of patients that would otherwise die within 168 hours due to septic 

or aseptic state. In contrast, the best method from literature rescued only 73% of patients. 
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4.1 Motivation  

One of the challenging problems in clinical practice is planning of individualized 

therapy regimens and durations. The state-of-the-art approach for therapy planning 

usually follows general rules that are common for all patients. Due to patients’ 

variability, such an approach often leads to suboptimal treatment that impacts therapy 

efficacy, toxicity, and patient outcome. Planning of optimal therapy is especially critical 

in rapid progression medical conditions like acute inflammation, a systematic 

inflammatory response syndrome triggered by infection. Acute inflammation is often 

diagnosed too late and the patient is then treated with broad-spectrum antibiotics and/or 

intravenous fluids with dosages adjusted manually, even though more specific therapy 

would be far more effective. Inadequate treatment results in a mortality rate of 30-35%, 

and for every hour that the administration of appropriate therapy is delayed, the mortality 

rate increases by about 7% [20]. Therefore, there is a critical need for tools that can aid 

clinicians in designing optimal strategies for inflammation treatments. 

One of the tools that can be used for finding optimal therapy is model predictive 

control (MPC). MPC algorithms are suitable for medical applications [21–24] primarily 

because of their ability to deal with a large number of variables and constraints that are 

not well addressed with other approaches. The key component of MPC is a predictive 

model, which is used to predict a patient’s future states as a response to the treatment. 

MPC uses predictions of future states and a set of constraints to calculate an optimal set 

of future treatments that will guide the patient to a healthy state. The quality of MPC 

directly depends on the ability of the predictive model to accurately predict the future 

states. Deterministic predictive models that rely on domain knowledge assumptions often 
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fail when dealing with complex biological processes like sepsis. On the other hand, the 

hypothesis of our study is that data-driven models can learn patient responses directly 

from historical data without making any domain-based assumptions. Data-driven models 

have been successfully utilized as predictive models in MPC for other medical 

applications, including the regulation of glucose supply [25], an exploration of optimal 

dosing of anticancer agents [26], the regulation of mechanical ventilation [27], and 

defining an optimal anesthesia [28]. Model predictive control for acute inflammation 

treatment was introduced in [29], where a deterministic predictive model was deployed to 

find optimal therapy. It was shown that using two drugs in MPC for acute inflammation 

treatment significantly increased the probability of success of the treatment. On the other 

hand, treatment success strongly depended on parameter settings in the predictive model. 

We developed a data-driven model predictive control approach which uses two control 

signals (two drugs) for optimization of therapy and overcomes issues of the deterministic 

model from [29]. As in [29], all evaluations are performed on virtual patients, which is 

common practice for biomedical control research. Our results show significant 

improvement in percentage of healthy outcomes comparing to other methods for acute 

inflammation treatment found in literature and in clinical practice. 

4.2 Virtual patient model 

To significantly reduce the chance of a clinical failure and to save on the costs of 

clinical trials, biomedical researchers use computer simulations of body processes (often 

called virtual patients) to perform preliminary tests of hypotheses before they prove them 

in real patient studies. Virtual patients are generated using a carefully determined 
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mathematical model to simulate the process of interest. A significant advantage of having 

a virtual patient model for experiments is the possibility of testing different approaches 

for finding optimal therapies on the same virtual patient and comparing the outcomes. 

Virtual patients are generated using a carefully determined parametric mathematical 

model to simulate the process of interest. In order to follow a real-life scenario, virtual 

patient models are accompanied with well defined constraints in therapy that are in 

accordance with clinical practice. The mathematical model for inflammatory response to 

severe infection is derived in [30]. This model has not incorporated drug effect on 

inflammatory response and it was not applicable for acute inflammation treatment. We 

will use a slightly modified mathematical model recently proposed in [29] that is capable 

of simulating: 

• an evolution of a bacterial pathogen population (P) that initiates the cascade of 

inflammation, 

• dynamics of early pro-inflammatory mediators (N), 

• markers of tissue damage/dysfunction (D), 

• the evolution of anti-inflammatory mediators (CA),  

which are controlled by doses of pro-inflammatory (PIDOSE) and anti-inflammatory 

(AIDOSE) therapies. This mathematical model is based on the system of ordinary 

differential equations (ODE): 
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All variables used in the mathematical model except output signals P, N, D, CA 

are parameters with valid ranges specified in [29]. Virtual patients were generated by 

random initialization of three parameters in ODE (kpg, kcn, and knd) and by random 

initialization of the initial conditions for P and CA from uniform distribution on valid 

ranges (kpg – growth rate of pathogen P; kcn – maximum production rate of anti-

inflammatory mediator CA; and knd - activation of phagocytes N by tissue damage D). 

Since many molecules are produced by the same biological processes, parameters kcnd - 

relative effectiveness of damaged tissue D in inducing production of the anti-

inflammatory mediator CA, knn - activation of resting phagocytes N by already activated 

phagocytes N, and knp - activation of phagocytes N by pathogen P were chosen to co-vary 

with kcn and knd [29]. If two parameters k1 and k2 co-vary that means if k1 is randomly 

generated and it is r% relatively different from its reference value k1ref , then the value for 

k2 should also be r% relatively different from its reference value k2ref. In [29] the 

variability in kcnd was specified to co-vary with kcn, and knn and knp were specified to co-



41 

 
 

vary with knd so that the rates at which body were producing CA and N were balanced. 

Variability of immune response in the population of virtual patients is obtained by 

changing parameter values and initial conditions. All other parameters were fixed to 

referent values as in [29]. 

Variability in the population of virtual patients is obtained by changing parameter 

values and initial conditions. All other parameters were fixed to referent values as in [29]. 

In all of the simulations, t is an hourly step that starts from 0. At t = 0, outputs and 

parameters are set to initial conditions. Then, all four outputs evolve according to ODE 

through the simulation time of 168 hours (one week). From ODE, large P leads to the 

development of a pro- inflammatory response N. When the growth rate kpg of the 

pathogen P is low, activated phagocytes N are capable of clearing the pathogen in normal 

individuals. However, if the growth rate kpg is high, then a sufficiently large level of 

pathogen can induce a persistent infection despite the immune system response by 

activated phagocytes N. Large N indicates faster elimination of pathogen P. However, 

large N damages tissue D and therefore mobilizes a negative feedback, or anti-

inflammatory response CA, which lowers N (Day, 2010). Also, CA inhibits damage to 

tissue D that may be caused by N. The rate and dynamics of immune system response are 

completely governed by parameters of the mathematical model which vary among virtual 

patient population representing the heterogeneity among real patients. In simulations t is 

an hourly step that starts from 0. At t = 0, outputs and parameters are set to initial 

conditions. Then, all four outputs evolve according to ODE through the simulation time t. 

According to [29] there are three possible outcomes at the end of simulation time, which 

are shown in Figure 4.1. A patient is in healthy state if P = 0, N = 0, D = 0, and CA > 0 at 
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Figure 4.1. Evolution of pathogen population (P), pro-inflammatory mediators (N), tissue  

damage (D), and anti-inflammatory mediators (CA) of three virtual patients with healthy 

(green/solid), aseptic (blue/dashed), and septic (red/dotted) outcomes in the absence of therapy. 

the end of simulation. The aseptic death state of the patient is defined as P = 0, N > 0, D 

> 0, and CA > 0. The third possible outcome is septic death, where all outputs are non-

zero. Leading the virtual patient to healthy state is a difficult challenge of maintaining a 

balance between objectives P = 0 and D = 0 (if these conditions are satisfied N will 

eventually be 0 so there is no need to have N = 0 as an objective). An emphasis on 

minimizing D by increasing CA (with AIDOSE) might lead to unrestricted pathogen P 

growth. On the other hand, an emphasis on minimizing pathogen P by increasing N (with 

PIDOSE) might lead to a pro-inflammatory response aimed to eliminate pathogen P as 

soon as possible, after which it might be too late to control the tissue damage D. Both 

therapy timing and therapy dosage are critical for finding optimal treatment. 

Population of virtual patients was generated by random sampling from uniform 

distribution on valid ranges of the initial conditions for P and CA (while N and D were set 

to 0) and three parameters in ODE: kpg – growth rate of pathogen P; kcn - maximum 

production rate of anti-inflammatory mediator CA; and knd - activation of phagocytes N 

by tissue damage D. Since many molecules are produced by the same biological 
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processes, parameters kcnd - relative effectiveness of damaged tissue D in inducing 

production of the anti-inflammatory mediator CA, knn - activation of resting phagocytes N 

by already activated phagocytes N, and knp - activation of phagocytes N by pathogen P 

were chosen to co-vary with kcn and knd [29]. If two parameters k1 and k2 co-vary that 

means if k1 is randomly generated and it is r% relatively different from its reference value 

k1ref , then the value for k2 should also be r% relatively different from its reference value 

k2ref. 

Well-designed constraints on drug dosage levels would make model predictive 

control applied to inflammation therapy to be close to the clinical practice. We know that 

giving large amounts of a drug at once can cause patients death due to overdose. It is also 

known from clinical practice that keeping anti-inflammatory doses at a high level for a 

longer period of time may play a large role in predisposing patients to secondary 

infections that might lead to death. We followed [29] to formulate constraints: 

• 0 ≤ PIDOSE ≤ PIDOSEk
MAX  - the difference between the current level of N = Nk 

and Nmax = 0.5, 

• 0 ≤ AIDOSE ≤ AIDOSEk
MAX  - the difference between the current level of CA = 

CAk and a maximum allowable level of CA, initialized to CAmax = 0.6264, 

• saturation of anti-inflammatory mediator: the situation with CA saturated for very 

long time would be avoided clinically for fear of secondary infections that 

compromise organ recovery. Therefore, if the level of CA remained consistently 

elevated for more than 48 hours, the CAmax was reduced by half. 
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4.3 Model predictive control 

The objective of model predictive control in acute inflammation treatment is to 

compute optimal values of drug doses that will probably lead the patient to a healthy state 

over time. In order to do that, we need to define reference trajectory (healthy state) such 

that minimizing the difference between estimated future patient state (output of predictive 

model) and reference trajectory might lead to success in treatment. We will use the same 

reference trajectory as in [29] which is defined as D = 0 and P = 0. Suppose that we want 

to find optimal therapy at time point k. We need to define following terms: 

• Prediction horizon is a time window of length p which dictates how far in the future 

we want to predict. 

• Predicted patient states are the future patient states {(��,��,��,��� )k+j, j = 1, …, p} 

predicted using a predictive model which simulates patient behavior. 

• Control horizon is a time window of length c < p which dictates the number of 

future control signals to be found. Future control signals {(�	�
�� ,�	�
�� )k+j, j 

= 1, …, c-1} are determined by the optimization algorithm. We consider that future 

control signals from k + c to k + p - 1 are equal to zero. 

The objective of therapy is to find a sequence of control signals from k to k+c-1 

such that it satisfies all constraints and also minimizes the difference between predicted 

patient’s states and reference trajectory over prediction horizon  
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Figure 4.2. Model predictive control scheme for optimal therapy 

where wD, wP, and wc are weighting constants that have to be chosen in advance. 

We apply to the patient just the first term {(�	�
�� ,�	�
�� )k from the control 

sequence obtained by minimization, observe the new state at time point k+1, and repeat 

the optimization procedure to obtain new control sequences. The new state at time point 

k+1 is calculated as the output of the patient model since the state at time point k is 

observed and control signals are found by optimization. MPC scheme is illustrated in 

Figure 4.2. 

As we emphasized in the motivation section, the quality of an MPC directly 

depends on the ability of the predictive model to accurately predict patients’ future states. 

The predictive model has to be carefully designed in order to be able to handle high 

variability in patients’ behaviors, which is the greatest challenge in this application. 

When using data-driven predictive models there are typically two steps involved in 

predictive model design: 1) defining model structure and 2) inferring model parameters 

from the set of training data. Each of these steps we will consider separately. The 

resulting model will be named LearnedMPC. 
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Virtual patient state is represented by the four outputs P, N, D, and CA. The goal 

of the predictive model is to accurately predict future states using past states along with 

past control signals as inputs. To predict four-dimensional state with a single model is not 

feasible in this application because of the complex interactions among P, N, D, and CA. 

Instead, we propose splitting the predictive model into four sub-models, each of which is 

responsible for prediction of one of the outputs P, N, D, and CA, keeping the same set of 

inputs for each of the sub-models. If we denote yk and uk to represent patient’s state and 

control signal at time point k respectively, it can be written 
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Having observed patients’ states and control signals up to time point k, the sub-

model responsible for predicting ����� over prediction horizon can be represented by 
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1111 PnjkkkjknjkkkjkPjk pupy
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where j = 1,…, p. FP is a function with unknown parameters βP that models the input-

output relation; npy and npu are time lags for state and control signals respectively. Sub-

models responsible for prediction of �����, �����, and ��� ���have similar functional form 

but each of them has its own function FN, FD, FCA and parameters βN, βD, βCA 

respectively. The next step in designing the predictive model is definition of input-output 

functional relations FP, FN, FD, or FCA in terms of model parameters. Predictive models 

based on machine learning tools such as neural networks [31] or Gaussian processes [32] 

have been successfully used in industrial applications. However, developing a non-linear 

model is a very difficult task [33]. Due to the lack of a super-position principle for non-

linear models, the amount of data required to train a non-linear model is much larger than 



47 

 
 

that for a linear model. If the process is multivariate, the difference in the amount of data 

required is even larger. Having in mind a realistic scenario of limited availability and 

high cost of clinical data, we used linear functional forms for FP, FN, FD, or FCA. 

The critical aspect of the predictive model design is the availability of 

representative training data to learn unknown model parameters βP, βN, βD, and βCA. Our 

objective was to address a real-life scenario in which data available for training of the 

predictive model come from clinical trials done on a small group of diverse patients 

observed in time. Accordingly, a small set of Ntraining virtual patients with hourly 

observations for one week (168 hours) was generated from ODE equations. To generate a 

sequence of observations for a virtual patient we need to know model parameters, initial 

conditions and a control sequence. Initial conditions and parameters are randomly 

generated following allowable ranges while a control sequence was carefully chosen. In 

industrial applications, control sequences are usually generated randomly so that they 

span the whole operational range and adequately characterize the response of the system. 

Random generation of treatments is not a clinically relevant scenario. Instead we propose 

the following approach. For each of the Ntraining virtual patients we used its own 

mathematical model as a predictive model in MPC. Such predictive models give perfect 

prediction of the patients’ future states, as their predictions are identical to future 

observations at every time point (ideal predictive models). 

Ideal control sequences for each virtual patient would be obtained by minimizing 

objective function (46). Ideal control sequences are not realistic in clinical practice and 

are also unsuitable for learning data-driven models because they do not contain enough 

dynamics to sufficiently represent the system response. Therefore, we used a more 
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clinically realistic scenario, such that for an observed patient’s state at time point k, 

control signals at k may not be ideal but they should be reasonably close to ideal. This is 

modeled such that at each time point k random Gaussian noise is added to AIDOSE and 

PIDOSE values found by the MPC with the ideal predictive control. Then, instead of 

treating patients with the ideal control sequences we treated patients with non-ideal ones, 

which gave a wider range of system response. 

4.4 Evaluation  

4.4.1 Training of LearnedMPC 

We need to determine the number of past signals (model order) used as inputs to 

the predictive model. The predictive model, which uses time lag set to 1, has not provided 

satisfactory results in terms of predictive accuracies. It was not able to distinguish 

between the beginning and the end of the state sequence, which also resulted in 

simulations that ended in unhealthy states. On the other hand, the predictive model built 

with time lag set to 2 had much better predictive power so we chose the model order of 2 

to be applied to all signals involved. 

We used a population of virtual patients with hourly measurements of their states 

and control signals observed for one week (168 hours). It is important to emphasize that 

for learning our data driven predictive model we do not use any knowledge about the 

patients models used to generate data. Our training data set contains only virtual patients’ 

states and applied control signals in each state. We noticed that if we applied non ideal 

control sequence (see Section 4.3.1.2) for an entire week, many patients would end up in 



49 

 
 

a non-healthy state. Instead, we applied the noisy control strategy just in the most critical 

first 10 hours of treatment. After 10 hours we continued with the ideal control strategy. 

From the clinical aspect, where data are limited and expensive, it is important to analyze 

the minimum number of patients required in the training set that allows the learned 

predictive model to achieve satisfactory performance. To investigate how the 

performance of the learned model changes with respect to training data size we 

performed the following analysis. We created a pool of 65 virtual patients along with the 

corresponding non-ideal control sequences for each of them. Among 65 patients there 

were 8 with septic, 14 with aseptic, and 43 with healthy outcomes. We selected Ntraining 

patients from this pool. In addition, we assumed that the selected set of patients was well 

balanced, so there were equal numbers of septic, aseptic, and healthy patients. 

Performances of MPCs with predictive models trained on Ntraining patients were evaluated 

for different values of Ntraining on a validation set of 50 patients created independently 

from the training data. We performed analysis for Ntraining = 3, 6, 9,…, 24. For each 

Ntraining we repeated experiments 10 times and reported results as the percentage of septic, 

aseptic, and healthy outcomes on average along with standard deviation. Results are 

reported in Table 4.1. Models learned on fewer patients have less success in treatment. 

Stable performance with a high percentage of healthy outcomes is achievable starting 

from 18 patients in the training set. The length of the prediction horizon is chosen as a 

balance between two opposite requirements. The prediction horizon should be long 

enough to capture the total effect of therapy. On the other hand predictive model is not 

reliable over too long prediction horizon because of accumulated prediction error. We 

found optimal prediction horizon to be 5. The control horizon was set to 2, which resulted 
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in less aggressive therapies. Larger values of control horizon give faster response but the 

system is less robust to predictive model uncertainty [14]. To compensate for different 

scaling objective functions, weights wP, wD, and wc were set to 3, 1, and 1 respectively. 

4.4.2 Dataset 

To evaluate the proposed LearnedMPC we generated a population of Ntest = 500 

virtual patients by randomly choosing parameters of the mathematical model. Patient 

state was classified based on the values of the outputs at the end of the simulation time of 

168 hours. The resulting population consisted of 298 virtual patients classified as healthy, 

117 classified as aseptic, and 85 classified as septic without any treatment applied. 

Among them, 321 patients were selected to receive therapy according to the criterion that 

their value of N exceeded 0.05 at some point [29]. 

Table 4.1. Average performance of LearnedMPC on validation set of 50 
patients for well balanced training sets of different size. 

Ntraining Healthy(%) Aseptic(%) Septic(%) 

3 48.2 ± 19.4 25.4±18.0 26.4 ± 14.8 

6 53.2 ± 24.1 20.0 ±11.6 26.8 ± 18.4 

9 75.6 ± 22.3 14.8±9.4 9.6 ±16.2 

12 83.4 ± 7.0 12.0 ± 4.1 4.6 ± 9.3 

15 83.4 ± 6.4 11.6 ±4.6 5.0 ± 10.1 

18 88.3 ± 2.3 11.0 ± 1.4 0.63 ± 2.0 

21 88.6 ± 2.5 10.6±1.0 0.8 ± 2.5 

24 87.2 ±1.68 11.8 ± 1.8 1.0 ± 2.5 
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4.4.3 Baseline methods 

We compared our LearnedMPC to models in [29]: 

• no treatment model (Placebo), 

• the therapy that resembles the one currently used in the intensive care units: a 

consistent dosing of an anti-inflammatory therapy; we implemented this therapy by 

giving AIDOSE = 0.005 each hour over a period of 72 hours, after which therapy 

terminates (Static), 

• MPC with a predictive model set to the ODE with parameters from a single patient 

[29](Mismatch) 

4.4.4 Results 

Based on the results presented at Table 4.1 we chose a model trained on 18 

patients as a predictive model in LearnedMPC. We reported average performance over 

10 models trained on different groups of 18 patients. Results on patients who received 

therapy are reported in Table 4.2. Along with percentage of healthy, aseptic and septic 

outcomes we differentiate two possible effects of the therapy on the patient: 

• harmed - outcome without therapy was healthy whereas outcome after treatment 

was aseptic/septic; 

• rescued - outcome without therapy was either aseptic or septic whereas outcome 

after treatment was healthy. 
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LearnedMPC achieved better accuracy than all alternatives in terms of all accuracy 

measures while at the same time keeping the number of harmed patients to 0. A therapy 

profile for the rescued virtual patient is illustrated in Figure 4.3. Most of the successful 

therapies obtained by LearnedMPC exhibit a similar pattern: high level pro-inflammatory 

dose was applied at the early stage in order to reduce the level of pathogens, at which 

point LearnedMPC modulated anti-inflammation dose to alleviate inflammation and 

restore health

Table 4.2. Distributions of the outcomes of patients who received therapy for: no treatment 
model(Placebo), constant AIDOSE (Static), MPC with predictive model set to ODE with 

parameters from single patient (Mismatch), and our MPC approach(LearnedMPC). 

 

 

Healthy 

(out of 321) 

Aseptic 

(out of 321) 

Septic 

(out of 321) 

Harmed 

(out of 119) 

Rescued 

(out of 202) 

Placebo  119 (37.07%) 117 (36.45%) 85 N/A N/A 
Static 140 (43.61%) 96 (29.91%) 85 3 (2.52%) 24 (11.88%) 

Mismatch 267 (83.18%) 50 (15.58%) 4 (1.25%) 0 148 (73.27%) 

LearnedMPC 
297±2 
(92.45±0.51%) 

24±2 
(7.44±0.55%) 

0±1 
(0±0.15%) 0 178±2 

(88.00±0.81%) 

 
 

 
 

Figure 4.3. LearnedMPC (dotted) vs. Placebo (solid) on rescued patient: evolution of 

pathogen P and tissue damage D; control sequence of PIDOSE (solid) and AIDOSE 

(dotted) found by LearnedMPC. 
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CHAPTER 5 

KNOWLEDGE DISCOVERY THROUGH SPECTRAL CLUSTERING 

5.1 Spectral clustering and number of clusters 

In this chapter, we will utilize spectral clustering to group entities in our data 

based on their similarity. Clustering methods which require calculating cluster 

representatives are not applicable on certain problems in which it is not trivial to find 

cluster representatives. Spectral clustering overcomes this by permitting the illustration of 

complex clusters of arbitrary shapes without calculating their representatives [34]. 

Spectral clustering is based on graph cut theory, which takes into account the similarity 

function between pairs of data points represented through weighted edged between them. 

The spectral clustering algorithm seeks to cut a weighted undirected graph into k clusters 

such that the edges within each partition have a large sum of weights while the sum of 

edges between nodes in different partitions is low. A solution for this multi-cut problem 

defined in [35] and proposed in [34] will be deployed in our experiments.   

Graph G=(V,E) is specified by its vertex set, V, and edge set E. In our work, 

vertices represent entities, while edges represent connections among them. Each edge e is 

undirected and weighted where weight w corresponds to the similarity between entities 

represented by the nodes connected by e. Weight w ranges between 0 (dissimilar entities) 
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and 1 (identical entities). The adjacency matrix associated with this weighted undirected 

graph used in the spectral clustering algorithm is defined as:  

 


 ∈≠

=
otherwise

jiandjiifw
A ij

ij 0

),( E
 (49)  

Spectral clustering algorithm can be summarized as follows. 

• Define a set of n entities (vertices) V = {v1, … ,vn} to cluster  and specify the 

number of clusters k 

• Define the similarity measure between cases and create affinity matrix A 

• Make diagonal matrix D whose (i,i) element is the sum of A's i-th row 

• Calculate matrix L = D-1/2A D-1/2 

• Find x1, … ,xk the k largest eigenvectors of L and create matrix X = [x1 x2 … xk] 

where xi is a i-th column in X 

• Find a matrix Y from X such that 
∑

=

j
ij

ij
ij

X

X
Y

2
 

• Treating each row of Y as a point, cluster all rows into k clusters via simple 

clustering algorithm K-means (Tan, Steinbach and Kumar 2005) 

• Assign entity vi to cluster j if and only if row i of the matrix Y is assigned to 

cluster j 

We performed spectral clustering on two data sets where number of clusters was 

not known in advance.  Our objective was to find stable clusters which capture the 

inherent structure in the dataset. An effective way of discovering stable clusters based on 
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sub-samples is described in [36]. In the method proposed in [36], stable clusters are 

discovered based on sub-samples, following the intuition that cluster partitions are stable 

when similar partitions are found on different subsamples obtained by random sampling 

without replacement of 70-90% of the original dataset. In short, we firstly decide on a 

possible range for a number of clusters (c) and then apply the following algorithm:  

Set sampling rate f, number of iterations (at least 100); sampling rate f determines 

the fraction of the original dataset used in subsampled sets. 

• for k from specified range 

• for i = 1 : number of iterations 

• V1 = subsample(V; f) 

• V2 = subsample(V; f) 

• P1 = cluster(V1) 

• P2 = cluster(V2) 

• Sik = Similarity(P1; P2) 

• end for 

• end for 

Similarity Sik between clusters is obtained using points common to both subsamples as: 

• find Vintersect = intersect (V1; V2) 

• construct squared matrices C(1) and C(2) corresponding to the partitions of V1 and 

V2 respectively, such that for a pair of cases (vi; vj) from V  
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• 
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otherwise 0

cluster same  the tobelong and   from are ),( , if1 intersectVji
ij

vvji
C  

If two partitions are similar, then cases that belong to the same cluster obtained on 

set V1 would most likely belong to the same cluster obtained on set V2. In other words, 

there will be ones on the same places in both matrices C(1) and C(2) corresponding to the 

partitions of sets V1 and V2. 

• Denote 

N01 - the number of 0-1 matching pairs from C(1) and C(2) 

N10 - the number of 1-0 matching pairs from C(1) and C(2) 

N11 - the number of 1-1 matching pairs from C(1) and C(2) 

We calculate similarity between partitions made on V1 and V2 using 

111001

11
21 ),(

NNN

N
VVSim

++
=

 

At the end of this procedure we will obtain distribution of similarities for each k from 

specified range. The number of stable clusters is determined by observing distributions of 

similarity for different values of k. We stop the process when distribution is changed 

from being skewed to 1.  

5.2 Characterization of dynamics in a heterogeneous population of septic patients  

A more careful targeting of specific therapeutic strategies to more biologically 

homogeneous groups of patients is essential to developing effective sepsis treatment [37]. 

Systems that cluster heterogeneous patient populations have proven to be extremely 
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useful to the development of multimodal treatment for cancer [37]. In this study our main 

objective is to cluster a heterogeneous population of septic patients into groups with 

biologically similar responses to medications and similar systemic reactions to an 

infection (homogenous groups with similar dynamics). To achieve this objective we will 

represent the dynamic of each patient by a linear state space control (LSSC) model where 

sequence of medication dosages is considered as a control signal. Then, similarity 

between dynamics of patients’ inflammatory responses can be defined through the 

similarity of LSSC models. Therefore, our main focus becomes: (1) to define an 

appropriate measure of similarity between two LSSC models with medications as control 

signals; (2) to cluster LSSC models according to a similarity measure defined in (1); and 

(3) to validate biological relevancy of obtained clusters. The problem of comparisons of 

dynamical models has been studied in the past decade. Different metrics are utilized for 

comparing Autoregressive Models (AR). In [38] AR models are compared based on 

cepstrum coefficients. This concept is extended to state-space models by considering the 

subspace angles between subspaces that are derived from AR models [39]. The unifying 

framework for comparisons of state-space models is presented in [40]. On the other hand, 

these approaches do not take into account control signals and thus they are not directly 

applicable to LSSC models. We propose a metric for measuring similarity between two 

LSSC models. Our approach is based on kernels designed for state-space models which 

are initially considered in [40]. 

We expanded work proposed in [40] to obtain kernels for LSSC models and we 

defined similarity between models based on calculated kernels. Finally, we showed how 

the proposed similarity measure can be deployed in the spectral clustering algorithm to 
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find homogenous clusters. Besides being used for clustering patients with respect to their 

expected response to a therapy, the proposed similarity measure can also be used to 

detect unusual patients’ dynamics. 

5.2.1 Linear state-space control models (LSSC) 

One important class of dynamical systems are discrete linear state-space control 

models known as Kalman filters. We use them to represent dynamics of each patient in 

the form 

 )N(0,~       ,++=1 QwwBuAxx ttttt+  (50) 

 )N(0,~      ,+= 1111 RvvCxy ++++ tttt  (51) 

 )N(0,~      ,+= 001 Qηηxx  (52) 

where the noise terms wt, vt, η are assumed to be zero mean normal random variables, yt 

is observed vector at time t (t = 1,2,…, T), xt is the hidden state vector and ut is control 

signal. T is the length of the observed sequence. Vector x0 (initial state) and matrices A, 

B, C, Q, R, Q0 are parameters of the model, which we will refer to as Θ. As the model 

has hidden vectors, learning parameters will be achieved by the expectation-

maximization (EM) algorithm. Parameter learning is derived similarly to the technique 

shown in [41] and only final equations are presented here.  

We denote 

 ] ,…,|E[=ˆ t1tt|t yyxx  (53) 

 ],…,| )ˆ-)(ˆ-E[(= t1
T

t|ttt|ttt|t yyxxxxP  (54) 
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Having that all distributions in the model are multivariate Gaussians we can write forward 

propagation 

 tt|tt|1t +ˆ=ˆ BuxAx +  (55) 

 QAAPP + = T
t|tt|1t+  (56) 

When observation yt+1 becomes available measurement update equation can be written in 

the form 

 )ˆ-(+ˆ=ˆ t|1t1tt|t1t|1t ++++ xCyKxx  (57) 

 t|1t1t|1t )-(= +++ PKCIP  (58) 

 -1T
t|1t

T
t|1t )+ (  = RCCPCPK ++  (59) 

 )-(+= ˆ 01101|1 CxyKxx  (60) 

 011|1 ) -(= QCKIP  (61) 

 -1T
0

T
01 )+ (  = RCCQCQK  (62) 

Backward recursion known as smoothing is obtained considering that the entire sequence 

of length T is available and is in the form 

 )ˆ-ˆ( +ˆ=ˆ t|1t|T1ttt|t|Tt ++ xxJxx  (63) 

 T
kt|1t|T1ttt|t|Tt )-( += JPPJPP ++  (64) 

 -1
t|1t

T
t|tt  = +PAPJ  (65) 

EM algorithm is applied on logarithm of complete likelihood  

 ∏∏
==

−Θ
T

1t
tt1-t

T

2t
1t1 ),,| p( ) ,,,,|p( )p(=)|,p( RCxyuQBAxxxxy t  (66) 
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Forward, update and smoothing steps are executed at first in the E-step. Afterwards, 

following expectations are calculated 

 |Tt|Tt ˆ =] E[ xx  (67) 

 T
|T1-t|Tt|Tt1-t

T
|T1-t|Tt ˆ ˆ+  =] E[ xxPJxx  (68) 

 T
|Tt|Tt|Tt

T
|Tt|Tt ˆˆ+=] E[ xxPxx  (69) 

The M-step is defined by minimizing expectation over hidden state vectors of complete 

log-likelihood with respect to Θ as 

 ]E[= |T1
new
0 xx  (70) 

 ][ ]EE[-] E[= |T1
T

|T1
T
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0 xxxxQ  (71) 
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5.2.2 Binet-Cauchy kernel on LSSC models 

In order to find patients with similar inflammatory responses, we utilize an 

algebraic approach to compare two LSSC models. The novelty of our work is that our 

models include control signal u, which was not addressed in related approaches for time-

series modeling. As a first step in defining similarity, we introduce kernel between two 
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LSSC models M1 and M2. Kernel is computed as a discounted dot-product of 

corresponding trajectories y1 and y2 generated using models M1 and M2 that have the 

same initial conditions and use the same control sequences, similar to [40] 

 (t)(t) =) ,( 21
1t

,21 0
WyyTt

ux eEMMk ∑
∞

=

−λ  (76) 

where λ is discounting factor that down-weights samples as t increases, and W is a weight 

matrix that puts different emphasis on different components of trajectories. Trajectory y 

is found from (51) following forward propagation process  
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We need to find expectation E over x0 and u as we would like to define similarity that is 

independent of the initial conditions and the specific control sequence. We are assuming 

that (1) noises between models are uncorrelated; (2) two LSSC models are compared on 

the same random control sequences with zero-mean Gaussian distribution with 

covariance U. In order to have kernel independent on initial conditions we will assume 

that both models have the same initial values sampled from the zero-mean Gaussian 

distribution with covariance X0. Using relevant term from (76) expectation over x0 is 

calculated 
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where M is a solution of Sylvester's equation  W+MA A e=M 2
T
1

λ−  and 21 W WCCT= . 

Convergence of the infinite sum is achieved for 1A e 21 <− Aλ  [40]. Similarly, relevant 

term to calculate expectation over u is obtained from (76). After some rearrangement and 

taking expectation it is obtained 
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Finally, kernel can be written as 

 )Tr( )e-/(1e+)Trace( e=) ,( T
12

--2
0

-
21 MUBBMX λλλMMK  (80) 

This form will be used in the experiments.   

5.2.3 Similarity between LSSC models 

For the spectral clustering task we need to define similarity between two models 

Mi and Mj which has to be in the 0-1 range. In order to define any similarity measure, 

kernels between models have to be normalized. Normalized kernels [42] are usually 

obtained using cosine measure, which does not carry information about norms of 
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trajectories. The norms cannot be neglected in the sepsis application so cosine measure 

has to be modified for a use in the clustering of patients’ dynamics. Very useful 

modification to cosine normalization is proposed in [42] where a kernel is normalized 

using 
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and K denotes un-normalized kernels obtained from (80) and m > 0 is the parameter 

which has to be set. It is shown in [42] that by increasing parameter m, the impact of 

norms to similarity is increasing. Therefore, we will use this way of normalization in our 

experiments. Similarity between two models is defined as 
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where d is commonly used distance measure defined 

 )),(-(2(1=),( ji MMkMMd ji  (83) 

 

5.2.4 Experiments 

We generated a population of 100 virtual patients by randomly choosing 

parameters of the mathematical model (see Section 4.2). The total simulation time was 

168 hours (1 week) with hourly measurements of outputs P, N, D, and CA. State of the 

patient was determined based on the values of the outputs at the end of the simulation 

time of 168 hours. Npatients = 64 were selected to receive therapy according to the criterion 

that their value of N exceeded 0.05 at certain point in time [29]. Non-ideal control 
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sequences were generated for each of Npatients. Among Npatients=64 patients there were 8 

with septic, 14 with aseptic, and 42 with healthy outcomes after application of non-ideal 

control. Each of 64 patients is modeled with the same model structure. For our 

experiments we consider LSSC models having time lags p=2 and q=1 for both hidden 

states and control sequence respectfully. Model is designed as 

 
  +=

 +    +… +  ++… + =

11

11111
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 (84) 

where y = [P N D CA], u = [AIDOSE PIDOSE], and I is identity matrix. Defined this 

way models could be easily transformed in augmented equations in the form from (1) and 

trained accordingly. 

Once the LSSC model is set, we need to determine parameters for model 

similarity calculation. The important factors that influence the value of the kernel are the 

initial state of LSSC given by x0, the sequence of control signals given by u, and the value 

of parameter λ. As we focus on similarities between dynamics we will use identical initial 

states sampled from a multivariate Gaussian distribution covariance matrix which is 

equal to identity matrix I in our application. We assume that control signals u are 

sampled from a multivariate Gaussian distribution N(0,U0) with mean 0 and covariance 

matrix equal to σI where σ is set to 0.25 in accordance to levels of AIDOSE and PIDOSE 

from the previous section. Another parameter that we need to set is λ. The larger the 

values of λ are the heavier attenuation of output y when time increases. On the other 

hand, small values of λ allow for analysis of long term interactions. Since we would like 

to find similar inflammatory responses over the long range we used small value of λ. The 

smallest possible value of λ is limited by existence of kernel. Therefore, we set λ to 0.15. 
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Figure 5.1. Similarity matrices obtained using kernel with Lambda = 0:15. The top plot 

shows similarity among 64 non clustered patients, red box designates an outlier (patient 

#48) not similar to others. The bottom plot shows similarities among 63 patients (without 

an outlier) grouped into four clusters. 

 

Parameter m is set to 100 because we want to take into account both cosine distance and 

norms with strict penalties on both (see [42]). Also, similarities between models with 

kernel distances d greater than 1.4 are set to 0 (normalized kernel is not positive). 

We used kernels to find unusual dynamics. From the top panel of Figure 5.1, top 

panel, we see that dynamics of the patient #48 is different from dynamics of remaining 63 

patients according to kernel similarity. Therefore, we exclude the model for the patient 

#48 and proceed with analysis of the remaining 63 models. 

In the experiments conducted to discover the number of stable clusters we 

changed the possible number of clusters from 2 to 15. We set number of iterations to 100 
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Figure 5.2. Histograms of similarity distributions for different #clusters         

 (#clusters=2 most left up to #clusters=6 most right) 

 

and sampling rate 0.9. Histograms of the resulting similarity distributions are shown in 

Figure 5.2. Following procedure suggested at [36] we noticed enormous change in the 

similarity distribution between selection of 4 and 5 clusters. Therefore our selection is 4 

clusters. 

Properties of four identified clusters are summarized in Table 5.1. Clusters 1, 2 

and 4 contain a number of healthy patients along with aseptic ones. Cluster 3 contains 12 

Table 5.1. Cluster statistics 

 Cluster 1 Cluster 2 Cluster 3 Cluster 4 

Healthy 13 12 0 17 
Aseptic 2 4 4 3 

Septic 0 0 8 0 

P0 0.75±0.18 0.65±0.21 0.74±0.19 0.65±0.16 

CA0 0.120±0.020 0.121±0.016 0.129±0.150 0.119±0.016 

kpg 0.42±0.09 0.42±0.07 0.53±0.06 0.45±0.09 

knd 0.021±0.003 0.022±0.003 0.020±0.003 0.020±0.002 

kcn 0.043±0.004 0.038±0.007 0.039±0.005 0.040±0.006 

kcnd 51.4±5.4 46.0±8.6 47.1±6.1 47.4±8.0 

knn 0.0104±0.0015 0.0109±0.0017 0.0098±0.0014 0.0098±0.0013 

knp 0.104±0.015 0.109±0.017 0.098±0.014 0.098±0.013 
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patients, among whom 8 were with septic outcome while 4 were with aseptic outcome. 

All septic patients from the virtual population were grouped into this cluster. In order to 

characterize each cluster, we provide average and standard deviation of patients’ 

parameters within the cluster. To identify statistically significant differences among 

clusters, we ran a paired one-tailed t-test of the null hypothesis that patients parameters 

have equal means with unequal variances, against the alternative that the mean of one 

patient is greater than the mean of other patient with significance α = 0.05. In the case of 

P0 the null hypothesis is rejected between cluster 1 and cluster 4, meaning that cluster 1 

has significantly larger initial value of P0 than cluster 4. In terms of kpg, cluster 3 (all 

septic and aseptic patients) has significantly larger value than other clusters. As kpg 

corresponds to the rate of pathogen development this means that cluster 3 contains 

patients who had more serious pathogen infections than patients in other clusters. When 

looking at knd (and related knn and knp) we found that significantly higher values are in 

cluster 2 when comparing to cluster 3 and 4. Therefore, the difference between cluster 2 

and cluster (mostly healthy patient) is in different dynamics of production of phagocytes 

N. Cluster 1 is significantly different from the other cluster in the rate of production of 

anti-inflammatory mediator CA (kcn and related kcnd). 

5.3 Clusters of causes of action in federal complaint 

In every American jurisdiction, parties may join together distinct theories which 

they believe justify legal relief. That is, they may bring multiple causes of action; they 

may even join federal and state legal theories together in federal court if they form part of 

the same case or controversy under Article III of the United States Constitution. To study 
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causes of action empirically, we first developed a large database of civil complaints. This 

work focuses exclusively on the study of federally-litigated complaints. While this 

ensures that lawyers are playing by the same rules when ling their cases, something that 

is desirable from an experimental standpoint, it is also a practical requirement for this 

work with data coming directly from a large number of complaints. Unfortunately, state 

court complaints remain difficult and expensive to retrieve in large and representative 

numbers, something that presents certain generalizability limitations to any empirical 

study, like ours, that focuses exclusively on federal trial courts. 

5.3.1 RECAP complaint data and clusters 

Truly random selection of federal complaints remains nearly impossible, since, 

for example, many complaints are not available electronically, paper complaints are 

archived around the country, and the traditional retrieval of a large sample of them 

(electronically or not) would be cost-prohibitive. To gather our federal district court 

complaints, we turned to RECAP, a free digital archive of federal district court and 

bankruptcy case documents developed in 2008 by the Center for Information Technology 

Policy at Princeton University. RECAP's repository is sourced through internet users of 

PACER (“Public Access to Court Electronic Records”), the federal judiciary's pay 

service for accessing electronic court records. The RECAP database now contains over 5 

million federally filed documents, a number that represents approximately one percent of 

PACER's current library. Within the RECAP electronic database, we identified 

approximately 80,000 electronically available civil complaints, from which we could 

retrieve unique identifying information like a case's district name and docket number. 
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Our goal with these RECAP complaints was to build a dataset that somewhat resembles 

the population of civil complaints filed in (or removed to) federal courts. To do this, we 

selected a stratified sample of 2,500 complaints from the RECAP database based on an 

estimation of filed cases' issue areas. Specifically, we used the “nature of suit” (NOS) 

code, a single-issue code that is designed to serve as a summary of a case identified by 

the plaintiff’s attorney at filing, to develop a sample that reflects the Administrative 

Office of the U.S. Court (AO) database's overall distribution of NOS codes, and thus 

rough issue areas in lawsuits, in federal district courts. According to [43], for researchers 

seeking to identify all federal district court cases in a certain subject matter category, it is 

clear that the AO database [and its NOS code variable] is the easiest, and perhaps the 

most reliable, method of doing so. After the selection of our 2,500 complaint sample, we 

found and removed two duplicate complaints (based on docket-number errors; most 

duplicates were identified prior to the 2,500 case sample) and 62 complaints with no non-

relief causes of action. We also excluded 427 cases because they were a part of 

multidistrict litigation (MDL) and, as such, were likely subject to a different pleading 

process and overall litigation strategy than other cases [44].  After this data partitioning, 

we are left with a final sample of 2,009 complaints, all of which were filed between 2000 

and 2008. 

The dark gray bars in Figure 5.3 depict the NOS code distribution for all cases 

filed in federal district courts in 2007, as recorded by the AO. Comparing those to the 

light gray bars, which display the same distribution of NOS codes for our 2,009-

complaint database, indicates that our data are over representative across most issue 

areas. This is due to our exclusion, as noted above, of prisoner petition, social security, 
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Figure 5.3. The distribution of Nature of Suit (NOS) codes, by broad category, in our 

combined dataset, for all cases filed in federal district courts in 2007, and for all 2007 filled 

cases minus those that involve prisoner petitions or social security claims. Data on 2007 

filing distributions accumulated from Administrative Office of the U.S. Courts, Federal 

Judicial Caseload Statistics, March 31, 2007. Data on NOS categorization derived from the 

Administrative Office of the U.S. Courts and Public Access to Court Electronic Records 

(PACER). 

and MDL (multidistrict litigation) cases from our data. When we also exclude the 

prisoner petition and social security cases from the AO's distribution of cases, as we do 

with Figure 5.3's black bars, we can see that our data much more closely approximate the 
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overall distribution of cases in the federal district courts for the remaining categories of 

cases. This comparison between the black bars and light bars indicates that we have a 

lower percentage of personal injury-tort, bankruptcy, and real property cases, a noticeably 

higher percentage of cases with contract, civil rights, property rights, and other statute 

NOS codes, and relatively similar levels of labor, personal property-tort, forfeiture, tax, 

and immigration cases. Short of being able to draw a random sample of district court 

complaints, we believe this distribution of data gives us the next best thing in our quest to 

empirically examine the anatomy of federal complaints. With a dataset of usable and 

relatively representative federal complaints in hand, our next important task was to 

identify and categorize the causes of action within these complaints. We began by coding 

each cause of action in every complaint, a task that is greatly eased in federal complaints 

by relatively standardized pleadings and wide use of labeled counts. The first step of our 

coding method was simple: we separately listed each cause of action as a distinct item. 

Where the plaintiff labeled the causes of actions with counts or numbers, this task was 

anodyne: each count or subsection was coded as its own cause of action. When the 

plaintiff failed to use divisions, we coded each clearly alleged cause of action from the 

relevant paragraphs. Our method was intended to be conservative - that is, we did not 

code a cause of action unless that plaintiff clearly seemed to intend to plead one. We 

excluded purported causes of action where the plaintiff simply asserted a claim for relief - 

e.g. for damages, arbitration, an injunction, or attorney's fees. In our considered view, a 

claim for a particular remedy is not ordinarily or best understood as a cognizable cause of 

action. Within our data, there were 480 non-MDL causes of action classified as bare 

claims for relief. Excluding such claims, our final sample of cases contains 7,415 
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Figure 5.4. The distribution of coded causes of action, by category, in our dataset. 

individual causes of action. Categorizing these causes of action was not as simple. We 

first developed a list of general categories of causes of action, which loosely 

corresponded with the NOS codes, but which also drew on our understanding of the 

nature of pleading practice and common form-book complaints. The result was 18 

general buckets listing types of causes of action (and an eventual 19th obscure, unknown, 

or “unusable” category). We list these types in the left-hand column of Table 5.2. Our 

next step was to assign each of the 7,415 causes of action to a category. That process 

ranged from easy text normalization (e.g., “Breach of Contract” and “Contract Breach” or 

“Warranty” and “Warrantee” claims) and the use of similar names to describe a similar 

concept (e.g., wantonness and recklessness describe a similar legal claim in tort) to more 
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complex coding (ensuring that all causes of action, whether based in common law or 

statutory in nature, objectively fit within a single category). We list notable examples of 

these for each category in the middle column of Table 5.2.  In the left-hand column of 

Table 5.2 and in Figure 5.4, we report the descriptive statistics for the coded cause of 

action categories in our data. As we can see, tort causes of action dominate, making up 

over 26% of our causes of action. Also composing over 13% of the causes of action each 

are the contract and civil rights-constitutional law categories. 

To better understand the composition of civil complaints, we set out to categorize 

cases based on the similarity of their individual causes of action. We utilized a cluster 

analysis which aims to objectively group similar objects based on information found in 

the data [45]. Data classification like this, often referred to as taxonomy, is commonplace 

in many sciences like biology, zoology, psychiatry, and even medicine. As the work in 

this area argues, while classification of data through clustering can be informative for 

summarizing the data, its results can provide a far more foundational and fundamental 

understanding of the topic of interest. A clustering of civil complaints can be similarly 

foundational to the development of a larger, more nuanced understanding of litigation. 

Just as with basic science and medicine, such classification can serve both prediction and 

etiological purposes. For prediction, identifying different classes of cases can be 

informative for legal scholars, practitioners, and educators and can have implications as 

wide-ranging as how empiricists control for different types of cases, how law schools 

formulate effective curriculums, when law firms decide to deploy specialist attorneys or 

pursue particular litigation strategies, and the degree to which we can effectively predict, 

for example, case outcomes, case lengths, and termination methods. Just one example of
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Table 5.2. Distribution of 19 categories of causes of action asmong the 8 clusters. Unless otherwise noted, percentages listed are for the row - i.e., 
the percent of a cause of action's occurrence located in a particular cluster. The raw number of causes of action for each cell is located in 

parentheses. 

Cause of action 
Clusters 

Total 
#1 #2 #3 #4 #5 #6 #7 #8 

Agency 3.6% (3)  0(0) 45.2%(38) 7.1%(6) 2.4%(2) 40.5%(34) 0(0) 1.2%(1) 100%(84) 

Bad Faith 55.2%(16)  0(0) 44.8% (13) 0(0) 0(0) 0(0) 0(0) 0(0) 100%(29) 

Breach of Fiduciary Duty 31.7% (32)  5%(5) 35.6%(36) 21.8%(22) 2%(2) 1%(1) 1%(1) 2%(2) 100%(101) 

Civil Rights-Constitutional 0.1%(1)  1.2%(14)  6.4%(76) 0.1%(1)  0(0) 91.6%(1091) 0(0) 0.7%(8) 100%(1191) 

Consumer Protection 16.6% (115)   1.7%(12) 26.8%(185) 0(0) 51.09%(353) 3.0%(21) 0(0) 0.7%(5) 100%(691) 

Contract 57.4% (591)  6.9%(71) 29.6%(305) 0.2%(2) 2.6%(27) 2.3%(24) 0.9%(9) 0.1%(1) 100%(1,030) 

Enforcement 14.0%   (15)  19.6%(21) 2.80%(3) 0(0) 4.67%(5) 1.87%(2) 57.01%(61) 0(0) 100%(107) 

Equitable Contract 73.7% (202)  2.2%(6) 13.9%(38) 0.7%(2) 4.7%(13) 1.1%(3) 2.9%(8) 0.7%(2) 100%(274) 

Fraud 24.4%(117)  1.7%(8) 69.3%(332) 1.3%(6) 0.6%(3) 1.9%(9) 0(0) 0.8%(4) 100%(479) 

Intellectual Property 3.1%(16)  0(0) 2.6%(13) 0(0) 93.9%(478) 0(0) 0.2%(1) 0.2%(1) 100%(509) 

Labor 0.5%   (2)   87.9%(384) 2.5%(11) 0(0) 0(0) 8.9%(39) 0.2%(1) 0(0) 100%(437) 

Obscure 2.4% (1)  2.4%(1) 51.2%(21) 0(0) 4.9%(2) 26.8%(11) 0(0) 12.2%(5) 100%(41) 

Process Causes 3.9% (1)  3.9%(1) 3.9%(1) 3.9% (1) 0(0) 30.8%(8) 38.5%(10) 15.4%(4) 100%(26) 

Property 59.2% (45)  0(0) 29.0%(22) 0(0) 0(0) 11.8%(9) 0(0) 0(0) 100%(76) 

Racketeering-Criminal 12.5% (9)  1.4%(1) 52.8%(38) 1.4%(1) 2.8(2) 27.8%(20) 0(0) 1.4%(1) 100%(72) 

Regulatory 1.6% (3) 0.5%(1) 6.4%(12) 0(0) 0.5%(1) 9.6%(18) 0(0) 81.4%(153) 100%(188) 

Securities 0 (0) 0(0) 1.6%(2) 98.4%(125) 0(0) 0(0) 0(0) 0(0) 100%(127) 

Tax 92.9%(13)  0(0) 0(0) 0(0) 0(0) 7.1%(1) 0(0) 0(0) 100%(14) 

Tort 3.8% (74) 1%(20) 79.5%(1542) 0.2%(4) 0.9%(18) 13.5%(261) 0.1%(1) 1%(19) 100%(1939) 

Total Causes of Action 

Falling within Cluster 

16.94%  

(1,256)  

7.4% 

(545) 

36.3% 

(2688) 

2.3% 

(170) 

12.2% 

(906) 

20.93% 

(1552) 

1.2% 

(92) 

2.8% 

(206) 

100% 

(7415) 
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      (a)  Similarity matrix of the data before clustering                (b) Similarity matrix of clustered data 
 
Figure 5.5. Similarity matrices between cases before and after spectral clustering. Brighter 

pixels on gray-scale images represent higher similarity while dark ones indicate low 

similarity. Figure a is made with a random arrangement of the cases in the dataset while 

data points in Figure b are arranged in cluster order, with the eight light boxes on the 

diagonal indicating the clusters. The distribution of coded causes of action, by category, in 

our dataset. 

 the etiological value of this type of work has to do with the dispute formation process 

prior to and then following civil filings, a topic which previous empirical research has 

revealed to be a treasure trove of opportunities for understanding what cases eventually 

makes their way through the court system [46], [47]. Turning to our work, we utilize 

spectral clustering to classify and group the cases in our data based on the similarity of 

their individual causes of action. We clustered and compared pairs of subsamples, 

following [36], repeated this 100 times, and also repeated this for different values of 

possible number of clusters. 



76 

 
 

We found 8 as the number of stable clusters. To show that this spectral clustering 

defines reasonable groupings, we plot a gray-scale image of the similarity matrices before 

and after the clustering in Figure 5.5. In the figure, brighter pixels signify higher 

similarities. Before clustering, cases were randomly spread over the dataset so there are 

no interesting patterns, as subfigure 3a illustrates. By contrast, subfigure 3b on the right 

displays eight bright square blocks around the main diagonal, meaning that similarities 

are high between cases inside our clusters. The size of each square is relative to the 

number of cases present in the cluster (see Table 5.2 for descriptive statistics on the 

clusters). 

The spectral cluster analysis thus results in eight clusters of causes of action. Each 

of the eight clusters represents a discrete grouping of causes of action - that is, the kinds 

of causes of action that tend to be brought together in complaints. That there are a limited 

number of patterns to cause of action pleading makes sense: after all, causes of action 

must be based on facts that can give rise to a plausible claim for relief. There are only so 

many general ways that individuals seeking recourse in federal court can be generally 

harmed. Table 5.2 details the distribution, both in percentages and raw numbers, of our 

19 coded causes of action across the eight clusters yielded from the analysis. Many of the 

categorized causes of action rest largely within a single cluster. 92% of the constitutional 

law/civil rights claims, for example, are found in cluster 6. 88% of the labor claims are in 

cluster 2, 69% of the fraud claims are in cluster 3, and 81% of the regulatory claims are in 

cluster 8. And, the most striking in their consistency are securities and intellectual 

property claims. Over 98% of securities causes of action are located in cluster 4, and 94% 

of intellectual property claims lie in cluster 5! As Table 5.2 indicates, other claims are not 
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Figure 5.6. Causes of action composing each cluster. Cluster numbers are labeled on the far left 

of the graph. To aid in the graph's readability, causes of action composing 2% or less of a cluster 

are excluded. 

nearly as predictable in their ultimate cluster location. Agency claims split nearly evenly 

between clusters 3 and 6 and breach of fiduciary duty causes of action are divided largely 

between clusters 1, 3, and 4. These resulting cluster locations for different types of legal 

claims tells us a great deal about the breadth with which certain legal claims are pled as 

well as detailing, more generally, the underlying content of cases brought in federal trial 

courts. 

We look more closely at the legal composition of each cluster in Figure 5.6. This 

figure depicts, for each cluster in our data, the percentage breakdown of causes of action. 
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As we can see from this figure, each cluster has one or two dominant causes of action. 

From the figure, we can also start to get a strong sense of patterns in the content of civil 

complaints, as measured through their combinations of causes of action, that we're likely 

to see in litigation over and over again. These legal patterns can be summarized as 

follows: 

• Cluster 1: One of the most heterogeneous clusters, the plurality of the claims in cluster 1 

are of a contract nature (47%). Equitable contract claims are about 16%, and consumer 

protection, fraud, and tort claims each are over 5%. A common case falling in this cluster is 

a commercial contract case accompanied with a quasi-contract claim. 

• Cluster 2: This cluster contains a large number of labor cases (over 70% of causes of 

action), including many claims for enforcement of ERISA plans. Contract causes of action 

amount to about 13% of the cluster. A representative case assigned to this cluster involves 

a lawsuit brought by a pension fund against an employer. 

• Cluster 3: Tort causes of action make up the majority of this cluster, but do so only at less 

than 58% of the cluster. Contract claims make up about 11%, fraud claims 12%, and 

consumer protection 7%. The tort claims in this cluster are often products liability disputes 

(which are often accompanied by contract-warranty claims) and ordinary accident cases. 

This cluster contains products liability cases as well as more straightforward personal 

injury torts. 

• Cluster 4: The cluster is characterized by the presences of securities laws claims (nearly 

75% of causes of action in cluster) plus, to a lesser degree, breach of fiduciary duty claims, 

with fraud, agency, and tort also accounting for less than 5% of the cluster each. This 

cluster represents, for example, federal securities class action practice. 
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• Cluster 5: Cluster 5 is dominated, more than any other cluster, by two (related) causes of 

action rather than one: intellectual property (53%) claims paired with consumer protection 

causes of actions (39%). A representative case assigned to this cluster is a trademark cause 

of action paired with one for unfair trade practices. 

• Cluster 6: 70% of causes of action are civil rights/constitutional in nature. The only other 

notable claim, at 17% of the cluster, is tort-based. A representative case assigned 15 to this 

cluster is an alleged Title VII violation paired with a tort like intentional infliction of 

emotional distress. 

• Cluster 7: Enforcement actions dominate this cluster, accounting for 67% of the causes of 

action. Contract, equitable contract, and process-related causes each make up about 10% of 

the cluster each. A typical cluster 7 case involves a civil forfeiture action for money seized 

for violations (or intended violations) of the Controlled Substances Act. 

• Cluster 8: Regulatory actions (74% of causes of action), in particular claims under the 

Administrative Procedure Act against the United States, seeking agency action dominate 

this cluster. A representative case assigned to this cluster seeks adjudication of an 

immigration asylum claim. 
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Figure 5.7. Clusters of cases: The figure results from a Fruchterman-Reingold force directed 

graph layout for weighted graphs implemented in R. Distances between vertices (cases) are 

approximately proportional to the similarity between them. To maximize clarity, we do not the 

graph edges. 

To better understand the composition of our eight clusters and how these clusters 

relate to each other, we graphically and spatially depict them in Figure 5.7. Each point in 

Figure 5.7 represents an individual case and the distance between points represents their 

relationship to one another. Within the figure, points close together typically fall within 

the same cluster, something we indicate through the use of both color and symbols. As 

Figure 5.7 illustrates, there is significant overlap between clusters 6 (civil 

rights/constitutional) and 3 (tort/contract/fraud) as well as clusters 3 and 1 

(contract/equitable contract), which the reader can observe in the middle of the figure. 

The remaining clusters are spread further from each other. Indeed, the cluster which is 
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least like the others is one in which federal securities law claims dominate (cluster 4) and 

which the resulting combination of legal theories is very unlike all others in the data. 

From this, we can conclude that federal securities law cases have less in common -  

legally -  than do cases based in ordinary commercial torts and contract claims. They rest 

on a set of facts and doctrine that is consequently more remote. Some of the other cluster 

inter-relationships are of note. Cluster 5, which is dominated by intellectual property and 

consumer protection claims and is located in the bottom of the figure is, spatially 

speaking, very distant from, for example, cluster 6 (our civil rights/constitutional law 

cluster located in the top-center of Figure 5.7). This sort of separation makes a great deal 

of legal sense, since it is difficult to imagine many shared causes of action between these 

two types of cases. A similar division can be seen between cluster 8 on the bottom right 

(regulatory actions) and cluster 2 on the top (labor cases). With a more nuanced 

understanding of our eight clusters in hand, we turn now to a closer examination of the 

relationship between individual causes of action. As discussed above, the breadth of 

pleading practices and, more generally, liberal joinder seemingly permits a wide array of 

legal claims to regularly be pled together. This is generally confirmed in our data based 

on the legal composition of the cases falling into our eight clusters above. However, since 

the cluster analysis is case-based, it does not provide extensive details on the underlying 

causes of action, meaning we continue to lack a full understanding of how legal claims of 

different types interact with each other within lawsuits. To tackle this next step, we begin 

with Figure 5.8's visualization of this cause of action relationship within our data. Within 

the figure, the nodes (red dots) represent the spatial location of causes of action, with the 

node's relative size indicating the frequency of the cause of action in the data. The edges  
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Figure 5.8. The Clusters of causes of action: The figure results from a Fruchterman-

Reingold force directed graph layout for weighted graphs. Distances between nodes 

(causes of action, in red) are approximately proportional to the similarity between them. 

A vector in which each element represents the occurrence of a certain cause of action in 

a particular case is assigned to the corresponding node. The similarity between causes of 

actions is measured applying the extended Jaccard coefficient to assigned vectors. The 

size of each cause of action node is proportional to its incidence in the data. 
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(gray lines) depict the relationship between these causes of action, with stronger co-

occurrences represented with thicker lines. 

As Figure 5.8 shows with its thick edges, contract and fraud claims are often 

brought together, as are tort and contract and tort and fraud causes of action. Other strong 

relationships include consumer protection claims to intellectual property claims and 

agency and securities causes of action to those claims involving breach of fiduciary duty. 

Figure 5.8 may be just as interesting for what it tells us about weak relationships between 

certain types of claims. Some causes of action, like those involving tax, are rather 

isolated. Other causes of action that make up a sizable proportion of the data and have 

numerous edges, like constitutional law/civil rights, securities, and labor, simply do not 

have nearly as consistent of patterns in their outward legal relationships as do tort, fraud, 

and contract claims. Take labor causes of action as an example. As the figure indicates 

with the numerous edges bursting out from the labor node, there are a number of different 

cause of action relationships for labor claims. But none of the edges are darker than 

others, indicating that no systematically predictable patterns emerge. To calculate the co-

occurrence of two types of causes of action while taking into consideration how common 

an individual cause of action is in our data, we use the following statistic: 

)()(
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log

jfif

jif

 

where f(i,j) represents the rate of co-occurrence of causes of action i and j, and f(i) and 

f(j) are the rate of individual occurrence of these causes of action. The higher the 

calculated co-occurrence statistic is (or, in our case, the closer it is to 0), the stronger a 

cause of action pairing's relationship is. To compute f(i, j), we created and summed each 
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cause of action pair for each case in our data. So, for example, if a case had three causes 

of action, this meant that there were three pairs: Pair (1) cause of action 1-cause of action 

2, Pair (2) cause of action 1-cause of action 3, and Pair (3) cause of action 2-cause of 

action 3. With this co-occurrence rate, along with rate of occurrence of individual causes 

of action, this statistic provides insight into how strong cause of action relationships are 

in a way that should extend beyond our data. Figure 5.9 depicts the computed results for 

this statistic for the top 10% (top panel) and bottom 10% (bottom panel) of the paired 

causes of action in our data. 

Certain patterns emerge from these paired-causes of action statistic depictions. In 

particular, we can see from the figure that a number of causes of action are frequently 

paired with causes of action falling in the same legal category, including securities, 

intellectual property, (real) property, tax, and breach of fiduciary duty. For outward rates 

of cause of action pairing, the pairing of breach of fiduciary duty with both tax and 

securities is quite strong. On the low end of the co-occurrence statistic are relatively 

predictable weak cause of action relationships like, for example, real property with labor, 

securities with civil rights, and regulatory with intellectual property. In other words, it is 

just very rare for us to see these types of causes of action being pled together in a 

complaint. Beyond the cause of action relationships reported in Figure 5.9, the two most 

common cause of action pairings in our data, tort with tort (N=3034) and civil 

rights/constitutional with civil rights/constitutional (N=1802), fare relatively well under 

the co-occurrence statistic. The former relationship receives a -7.12 score, which places it 

in the 38th percentile, while the civil rights inward pairing comes in even stronger at -

6.67 (21st percentile). 
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Figure 5.9. Dot plots of the co-occurrence statistics for the pairs of causes of action within the 

data. The top panel of the figure depicts the co-occurrence statistics for the top 10% of cause of 

action pairs while the bottom panel does the same for the bottom 10% of pairs in our data. Both 

figures exclude cause of action pairs that include an “obscure” cause of action. 
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This work's systematic examination of the contents of federal complaints also 

presents the opportunity to begin to evaluate the accuracy and value of NOS codes for 

classifying their underlying civil lawsuits. As we note above, NOS codes are designated 

by the plaintiff's attorney at filing and are designed to summarize the case in a single 

code. Unquestionably, these codes serve important functions for many followers and 

scholars of the federal trial courts, including aiding in the reporting of subject matter 

descriptive statistics on filings and terminations and allowing scholars, including 

ourselves, to develop data samples for further study based on general case issue area. 

They have, however, been criticized as being “extremely sketchy” [48] and “not 

sufficiently reliable” [49] and, more generally, are recognized as being an imperfect 

method for summarizing complex underlying cases. The clustering of cases based on 

complaints' underlying content presented here creates the potential for evaluating the 

reliability of NOS codes for serving this summary function. Unlike NOS codes, which 

are selected by a filing attorney, clustering presents an objective and stable classification 

of a case based on complaint content. To compare the clusters produced from the cases in 

our data to the NOS codes selected for the same cases, we turn to Figure 5.10. There, in 

the top panel, we depict the most frequently occurring NOS codes for each of our eight 

clusters. The bottom panel provides similar information but displays the data breakdown 

for the broader NOS categories rather than the individual NOS codes. 

As the figure indicates, seven of the eight clusters have a relatively homogenous 

NOS structure. In each of those seven clusters, a single NOS category accounts for at 

least 65% of the case classifications. And, in some of these clusters, like cluster 6, that 
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number reaches as high as 90%. What is more, the dominant NOS category is probably 

the category that would be expected given the legal content of the cluster, a conclusion 

that is aided by comparing this figure with Figure 5.6 above. Cluster 6, our cluster 

containing a large number of civil rights and constitutional law-based causes of action, is 

dominated by the “civil rights” NOS category, and specifically, the 442 (Employment) 

and 440 (Other Civil Rights) codes. The same is true, for example, for cluster 2, where 

labor-related causes of action make up 70% of the cluster, and “Labor” NOS categories 

(especially code 791 (ERISA)) compose 85% of the classified cases. This seems to be 

good news for NOS codes, and it probably is. However, the figure also points to an 

imperfection in the NOS classification system. The fact that any cluster contains a variety 

of NOS categories indicates that those cases not classified in the dominant. 

NOS category could well be considered to be NOS classification errors. To put 

this another way, under the clustering that we have conducted, the underlying cause of 

action structure of a complaint groups it with other similar cases, but the NOS 

classification of that case excludes some of these cases from that grouping. If we take this 

interpretation to the bottom panel of Figure 5.10 again, we could say that, at best, there is 

a 10% “error” in case grouping with NOS categories (cluster 6) and, at worst, a 70% 

“error” rate (cluster 7). Of course, this is a relatively preliminary examination of this 

NOS-clustering relationship, but it is one that seems to indicate that revisiting NOS 

codings and the way that federal trial court cases are classified at filing could well be 

fruitful. Indeed, to further investigate and implement these possibilities, we would 

recommend that the Administrative Office of the U.S. Courts consider revising the 

information that they seek from filing plaintiffs' attorneys. One potential way that this 
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could be done is to require the plaintiffs' attorneys, who already fill out a civil cover sheet 

upon filing their complaints, to assign each of their pled causes of action an NOS-like 

code. This would replace or augment the single case-level NOS code assignment that 

currently takes place on the filed cover sheet. Applied in this way, trial courts would be 

enabled to easily employ above-explained cluster assignment methodology to each case 

with a simple computerized formula, all while reducing the problems implicit with 

attorney error by requiring NOS-assignment at the case level. 
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Figure 5.10. Percentage composition of NOS codes (top panel) and NOS categories (bottom 

panel) for each of the clusters. For visual clarity, only those NOS codes/categories that account 

for over 5% of a cluster are depicted. 
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