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ABSTRACT
The U.S. Intelligence Community is undergoing an “Analytic Transformation”
designed to improve the quality of intelligence analysis. Information foraging theory, a
human analogue to foraging theory that finds humans to be time- and risk-sensitive
information seekers, is particularly relevant to this effort because it addresses two basic
challenges that continually confront intelligence analysts: information overload and
severe time constraints. The present investigation marks the first empirical foray into
testing a theory of intelligence foraging. Two experiments using computer simulations
tested the effects of temporal barriers on expert (intelligence analysts) and novice
(undergraduates) search, consumption, and patch residence behaviors across three
fictional databases (i.e., patch) containing information on the cause of a battleship
explosion. The original hypotheses were not confirmed; handling time and travel time
manipulations (in the form of different download delays associated with each database)
did not significantly affect their database navigation patterns or their assessment of the
battleship explosion. Unexpectedly, the specific content of each patch appeared to control
their search and consumption behavior rather than the handling or travel time associated
with each patch; the content effect mimicked the delay effect that was initially predicted.
In the face of high stakes and realistic information constraints, the present study hints at
an evolved information forager – one who is still content-driven in spite of severe time
constraints. In light of the present findings and in service to our national security
interests, future research would benefit from a deeper dive into information foraging
situations with these new types of constraints.
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CHAPTER 1
GENERAL INTRODUCTION
“The Benghazi flap is the sort of situation that intelligence officers dread:
when politicians are demanding hard ‘yes’ or ‘no’ answers but evidence is
fragmentary and conflicting.”
—David Ignatius, Washington Post, October 19, 2012
The September 11, 2012 attack in Libya that killed Ambassador J. Christopher
Stevens and three other Americans at the U.S. consulate in Benghazi has thrust an
unwilling celebrity into the spotlight – the U.S. Intelligence Community (IC). Entous and
Gorman’s (2012) timeline graphic laid out the initial interpretations of the event. On
September 16, 2012 U.S. Ambassador to the U.N. Susan Rice said that the attack was
“spontaneously inspired” by protests in reaction to an anti-Islam film. By September 20,
2012,White House spokesman Jay Carney modified that statement based on new
intelligence to say that the attack was opportunistic, taking advantage of discontent
surrounding the film. By September 28, 2012, a Director of National Intelligence (DNI)
spokesman revised the initial assessment to reflect the updated judgment that it was a
“deliberate and organized terrorist attack carried out by extremists” (Entous & Gorman,
“Sept. 28, 2012” infographic slide). The political firestorm initially centered on whether
the attack was spontaneous, opportunistic, or premeditated, yet more recent controversy
has focused on who edited Ambassador Rice’s September 16, 2012 talking points
prepared by the CIA, and why. Shane (2012) reports that these talking points initially
identified the suspected attackers as Ansar al-Shariah (a local militant group with
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possible links to Al Qaeda in the Islamic Maghreb), but this detail was subsequently
replaced with the generic term “extremists.” As Shane writes, “more than 10 weeks later,
the four pallid sentences that intelligence analysts cautiously delivered are the unlikely
center of a quintessential Washington drama” (p. A1). Republican leaders charge Rice
with intentionally misleading the public to preserve the Obama administration’s
successful Al Qaeda track record (Landler & Peters, 2012). Acting CIA director Michael
Morell asserted that FBI edited the talking points to remove the Al Qaeda reference, but
later recanted to say that CIA removed the reference to protect sources and obscure the
extent of the CIA’s knowledge from enemies (Shane). Though new details of the story
continue to unfold, one thing is clear. The public debate has given short shrift to
intelligence analysts’ difficulties generated by political pressures, incomplete
information, and ever-changing situations on the ground.
Though highlighted (in spades) in the Benghazi situation, the intelligence
analyst’s problem is not new. Catastrophic national security failures such as the 9/11
attacks in 2001 prompted the IC to focus on improving the quality of intelligence analysis
in a community-wide movement known as the Analytic Transformation (ODNI, 2007a;
Immerman, 2010). Any successful “transformation” of intelligence analysis, however,
must address two basic challenges that confront intelligence analysts every day:
information overload and severe time constraints. Indeed, the IC collects enough
information every day to fill the Library of Congress by noon (Johnson, 2007). As such,
knowing what to look for and where to find it represent two of the most critical aspects of
the analyst’s job today (Fingar, 2011); Lowenthal (2009, p. 60) refers to it as the “wheat
versus chaff problem.” Critics’ accusations often boil down to intelligence analysts’
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seeming inability to “connect the dots.” Intelligence scholars, however, caution against
such an overly simplistic rally for reform (Betts, 2002; 2007; Jervis, 2006). The
connecting-the-dots metaphor implies that analysts must consume all incoming data, an
unrealistic charge in today’s information age. Information foraging theory (Pirolli &
Card, 1999) is a recent advance in decision-making research that finds that the key issue
is not connecting the dots, but rather, finding these elusive, blurry, and sometimes,
nonexistent dots. Rather than assuming exhaustive information searches (vis-à-vis
normative decision models), this research revolves around how proficient decision
makers manage risk to efficiently exploit relevant information under severe time
constraints (vis-à-vis naturalistic decision models, see Kahneman & Klein, 2010;
Puvathingal & Hantula, 2012).
The present application of information foraging theory to intelligence analysis
joins a growing movement to transform intelligence analysis through rigorous scientific
research. Indeed, the IC has recognized that analytic “tradecraft” (the skills and methods
required to produce sound analytic judgments) lacks the empirical evidence necessary to
evaluate the many structured analytic techniques used by intelligence analysts (e.g.,
Heuer & Pherson, 2011); instead, most analysts learn their trade “on the heat of the shop
floor” from experienced mentors and managers (Gannon, 2008, p. 213). As such, in
response to a request by the Office of the Director of National Intelligence (ODNI), the
National Research Council recently explored the benefits of applying science to
intelligence analysis reform (National Research Council, 2011). The committee’s first
recommendation called for the Director of National Intelligence to apply the principles
and findings of behavioral and social science to the IC’s analytic methods, human
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resource development, collaboration, and communication methods. The IC thus
recognizes the inherent value in deploying resources to scientific enquiries aimed at
improving the quality of intelligence analysis. To wit, the Intelligence Advanced
Research Projects Activity (IARPA) is currently conducting a study on forecasting
strategies (Forecasting World Events: forecastwe.org) based on social science research
(Armstrong, 2005; Tetlock, 2005; Rieber, 2004).
Though decision science offers several applicable theories on how decision
makers choose information1, information foraging theory is the only one that explicitly
addresses risk management and time constraints for the decision maker. Intelligence
analysis is a decision-making process where analysts are charged with sifting through an
information glut (with great variance in quality) in record time in order to form
probabilistic judgments on pressing security situations. Broadly speaking, information
foraging theory’s addition to the IC’s burgeoning scientific movement is a further
advance in the Analytic Transformation because it uniquely highlights these same
constraints that plague intelligence analysts. As well, it adds value to the individual
analyst by offering, not a rigid prescription for how to make the “right” decisions, but
1

Bayes theorem uses conditional probabilities to mathematically illustrate how prior
beliefs are updated in light of new information. Other theories more specifically address
how decision makers choose information. Heuer’s (1999) Analysis of Competing
Hypotheses is a technique widely used in the IC to address confirmation bias (e.g.,
Wason, 1960), which argues that decision makers value information that confirms a preexisting hypothesis. Lodge and Taber’s (2005) “hot cognition” in political psychology
argues that affect leads to biased information processing. Stasser and Titus’s (1985)
information-sharing bias (also known as the “common knowledge effect,” see Gigone &
Hastie, 1993) addresses group information sharing, and finds that groups are more likely
to value information known to most group members rather than unique information that
one member contributes to the group. See Puvathingal and Hantula (2012) for a review of
these theories.
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rather, a greater self-awareness and understanding of the environmental cues that affect
their behavior.

What is Intelligence Analysis?
The IC consists of 16 agencies focused on providing timely information and key
judgments to policymakers to inform national security decisions, and approximately 20%
of the IC’s reported 100,000 employees are intelligence analysts (Fingar, 2011). Broadly
speaking, intelligence analysts may be considered national security risk managers. At the
most basic level, as Fingar articulates, the analyst’s job is comprised of answering
questions, providing warnings, and assessing current developments. Ambiguous,
conflicting, irrelevant, and excessive information crowd the analytic decision-making
process. According to former national security advisor Brent Scowcroft, the goal of
intelligence is to “inform and narrow the range of uncertainty within which a decision
must be made…and keep policy within reasonable bounds” (2000, p. A18).
The analytic cycle consists of five steps, beginning with a policymaker (i.e.,
“customer”) identifying a need for some kind of information and ending with the
intelligence analyst delivering a product (Lowenthal, 2009). After the customer identifies
requirements for which intelligence is needed to aid a policy decision, the intelligence
analyst collects information from a variety of sources (e.g., clandestine information
derived from human intelligence, communications derived from signals intelligence). Her
next step is processing and exploiting the information before it can actually be considered
intelligence. For example, Lowenthal explains that technical information (e..g, imagery,
signals) does not arrive in ready-to-use form; images must be interpreted, signals must
usually be decoded and/or translated. She then analyzes the intelligence, independently or
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coordinated with an analytic team, and produces a report for the customer. The final step
is disseminating the report to the policymaker, who may then have new requirements
based on the key judgments within the report. This starts the analytic cycle anew.
Confidence in analytic judgments is a chief concern to intelligence analysts, a
concern formalized in the Intelligence Reform and Terrorist Prevention Act of 2004
(Public Law 108-458) which explicitly called for analysts to express uncertainties and/or
confidence in analytic judgments. For example, a key judgment in the 2007 National
Intelligence Estimate on Iran’s nuclear intentions and capabilities reads, “we judge with
high confidence that in fall 2003, Tehran halted its nuclear weapons program” (Director
of National Intelligence, 2007). National Intelligence Estimates, the IC’s most
authoritative written product, rigidly define these words of estimative probability. High
confidence, for example, means that “judgments are based on high-quality information,
and/or that the nature of the issue makes it possible to render a solid judgment” (Director
of National Intelligence). Heuer (1999) discusses challenges to assigning likelihoods and
confidence levels to analytic judgments as well as several cognitive biases that can color
such judgments. For example, Heuer warns that the availability bias can steer analysts to
greater confidence in judgments based on information that is easily remembered.
A critical issue challenging timely analytic judgments is the information glut
characterizing today’s digital age. Medina (2008) describes these challenges in detail,
comparing the 1960s “analog” intelligence analyst to today’s “digital” intelligence
analyst. After receiving a customer’s requirements, the Cold War analog analyst could
expect that the information required to answer the customer’s question could fit on top of
her desk, which then could be consumed and disseminated to her customer quickly. In
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contrast, today’s digital analyst spends her day culling both open and secret information
across multiple databases on multiple computers at her desk, with the same expectation of
quickly consuming relevant information and disseminating judgments. To wit, the first
Director of National Intelligence, John Negroponte, noted that “the National Security
Agency estimates that, by [2007], the Internet will carry 647 petabytes of data each
day…By way of comparison, the holdings of the Library of Congress represent only 0.02
petabytes” (in Medina, p. 241). Thomas Fingar (the first Deputy Director of National
Intelligence for Analysis) also highlights the unique information challenges for today’s
analyst by recalling his experiences as an analyst. In 1975, he was asked to compile a list
of Chinese periodicals. Seventy-three publications were on his list, which he compared to
the thousands that would be available today (example cited in Medina, p. 240). “Foraging
for information” among multiple databases is, therefore, an accurate job description for
today’s digital analyst, and the application of information foraging theory to the IC’s
unique challenges offers a scientific approach to understanding and improving analytic
tradecraft.

Information Foraging
Foraging Theory
Foraging research has been conducted across a wide variety of fields,
investigating animal behavior in behavioral ecology (e.g., Stephens, Brown, & Ydenberg,
2007; Stephens & Krebs, 1986) and human behavior in anthropology (Smith &
Winterhalder, 1992), cognitive psychology (Rode, Cosmides, Hell, & Tooby, 1999),
consumer psychology (Foxall & James, 2003; Hantula, Brockman, & Smith, 2008),
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information systems (Pirolli, 2007), library science (Sandstrom, 1994), marketing
(Flavián, Gurrea, & Orús, 2012; Wells, 2012), and operant psychology (Fantino &
Goldshmidt, 2000). Information foraging theory descends from behavioral ecology’s
foraging theory (Stephens, et al, 2007; Stephens & Krebs, 1986), a generalized
framework for understanding the naturally selected decision rules by which predators
capture prey and survive in a risky and uncertain world.
Foraging theorists have identified three major components of foraging: searching,
handling, and consuming. Searching includes the time and energy devoted to locating
prey in various patches; handling includes the time and energy expended to preparing the
captured prey for consumption before deriving energy from it. Consuming prey allows
the predator to rebuild its stores of energy and thus prolong its lifespan.
Currency and constraint are two essential assumptions underlying foraging theory
(Hantula, 2010; Pirolli & Card, 1999). According to the currency assumption, the energy
and time that are spent in the course of foraging are the forager’s primary currency. The
successful forager survives by maintaining a positive “biological bank account.”
Currency is spent by seeking and handling prey, while it is earned by consuming prey
(which metabolizes to energy). According to the constraint assumption, predators are
constrained by their environment and phylogeny and must overcome these environmental
hurdles to be successful. For example, the diurnal predator is sensitive to time constraints
as nightfall approaches. The forager’s primary goal is survival. A forager survives to the
next day by reaching a minimal energy requirement; an optimal forager’s genes survive
to the next generation by maximizing its energy efficiency (i.e., unit energy per unit
time).

9
From this basic equation it becomes apparent that there are two ways to improve
the rate of energy efficiency (and thus, chances for survival): maximizing consumption
(i.e., energy intake) or minimizing searching and handling (i.e., time expenditure).
Accordingly, empirical research has focused on two primary areas. On the one hand, prey
models focus on maximizing consumption; they investigate foragers’ decisions to capture
or not capture prey. On the other hand, patch models focus on minimizing searching or
handling. These models explore rules underlying the decision to enter, exit, or reside in
patches.

Prey Models
The z-score model of risk sensitivity (Stephens & Charnov, 1982), explains
preferences for prey in terms of risk. It is the most prominent and empirically supported
prey model (e.g., Siikamaki, Haimi, Hovi, & Ratti, 1998; see Moore, 2002 for a review
and Ydenberg, 2007 for a detailed discussion). Risk aversion is defined as choosing low
variance prey, for example, choosing prey in which the probability of its quality has low
variability. In other words, risk aversion is choosing prey in which its quality is relatively
known. In contrast, risk-seeking behavior occurs when foragers choose high variance
prey whose quality is relatively unknown, but potentially very profitable (or very
unprofitable). The model claims these risky behaviors are a function of the forager’s daily
energy budget. When foragers have an energy surplus, they are risk-averse, but foragers
facing an energy deficit are more likely to be risk-seeking. Looming deadlines (e.g.,
nightfall) deepen these tendencies. Stephens and Charnov’s z-score model suggests that
the easiest strategy for maintaining a surplus energy budget is to expend minimal energy
by consuming easily captured prey. Counter-intuitively, foragers by default seek low-
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hanging fruit because it is the most energy efficient means of survival. It is only when
facing an energy shortfall, particularly near a deadline, do foragers exhibit risk-seeking
behavior.

Patch Models
The marginal value theorem (Charnov, 1976) explains how foragers make
decisions to enter, exit, and reside in patches while searching for prey. It predicts that
foragers do not deplete a patch entirely before leaving it, but rather, sample patches in the
environment to stay in the one with the highest rate of return at that moment. Charnov’s
theorem predicts that distance between patches affects sampling of patches in the
environment as well. Patch sampling is a robust finding in behavioral ecology (e.g.,
Stephens, et al., 2007; Stephens & Krebs, 1986), suggesting that foragers minimize the
risk of their sole patch drying up by spreading the wealth, so to speak.

Information Foraging Theory
Pirolli and Card (1999) extended patch models to human foraging. Their
observations of a business analyst’s physical environment were consistent with
Charnov’s (1976) marginal value theorem. Searching and handling times were minimized
in two ways: by decreasing between-patch time and decreasing within-patch time.
Within-patch time was minimized by using a file system that conformed to recurring
topics in his intelligence reports and filtering potential articles to read based on these
categories. Pirolli and Card further noted the analyst’s environment appeared to have a
“patchy” design and his decision rules were consistent with an effort to reduce between-
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patch travel time. He arranged the richest patches (i.e., most relevant articles) in piles
closest to him, while less relevant articles were increasingly further from him.
Based on their seminal qualitative study, Pirolli and Card (1999) argued that
humans use adaptive strategies analogous to those used by non-human animals to collect
and consume information in stochastic environments. Integrating insights from
behavioral ecology and information science, Pirolli and Card’s information foraging
theory suggested that humans are “informavores” who strive to maximize information
gain while minimizing its procurement costs. Like other animal foragers, humans search
for information in different patches (e.g., search engines, databases, colleagues), handle it
(e.g., process information), and consume it (e.g., use relevant information). Pirolli and
Card’s information foraging insights are also consistent with Sandstrom’s (1994/1999)
exploration of “scholarly information seekers.”
Importantly, while the currency assumption is a key feature of the animal foraging
model, it does not have a direct analogue in information foraging theory. The overarching
assumption is less concerned with maximizing currency as such and more concerned with
maximizing currency as a means to an end (i.e., survival). That is, the currency
assumption is primarily about how organisms survive in stochastic environments. In this
sense, survival for the animal forager is as simple as maximizing energy needs, but
survival for the information forager requires maximizing information value rather than
information per se.
Pirolli and colleagues (Fu & Pirolli, 2007; Pirolli, 2005, 2006) extended their
qualitative work to bolster empirical evidence for information foraging. This body of
quantitative research centers on proximal cues known as information scent, a Bayesian
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calculation that continually updates the value of a patch based on prior and current
assessments of its relevance to information goals. Foragers use information scent to
determine the utility of exploiting a patch or leaving it. For example, Fu and Pirolli’s
computational model of user-web interactions explored participants’ information searches
to solve simple problems (e.g., dates for a fantasy football league). They found that
instead of an exhaustive time-intensive search of all potential links on the page,
participants satisficed by selecting only the top few links with the strongest information
scent. The majority of experimental research in human information foraging has largely
focused on such patch models and is also consistent with animal foraging models (see
Weber, Shafir, & Blais, 2004 for a review).

Time Constraints in Foraging
Time is an everpresent concern to intelligence analysts, and any decision model
attempting to understand analytic processes must incorporate this all-consuming variable
as well. Empirical research finds that time is of grave concern to foragers as well, and
research highlights these time constraints in two primary ways.
Handling time. In behavioral ecology, handling time is common parlance for the
amount of time between prey capture and consumption. Likewise, handling for
information foragers refers to the amount of time between locating an information source
and accessing the information within. By way of analogy, handling in the IC may include
accessing data across multiple databases or attempting to integrate it into working
hypotheses. Handling time does not guarantee consumption; for example, a squirrel may
drop an acorn on the way to its feeding location or an intelligence analyst may ultimately
deem a piece of information irrelevant to her working hypothesis. Thus, handling
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information (i.e., prey) is a fundamentally risky business, and empirical research has
explored how foragers manage this type of risk.
Foraging research in behavioral ecology finds that animals employ time
discounting, preferring items with shorter handling times as compared to those with
longer handling times (Kagel & Caraco, 1986). Behavioral economics’ delay discounting
may serve as a mechanism to understand how foragers manage these temporal risks. The
degree to which the value of a future outcome is reduced is referred to as its discount rate.
Traditional economic theory suggests that delayed outcomes should be discounted at a
constant rate; that is, if an item loses its value at a rate of 10% in one minute, it should
also lose an additional 10% of its value if the delay is increased to two minutes (i.e.,
exponential discounting). However, much research demonstrates violations of this
normative model (see Green & Myerson, 2004 for a review). This body of research finds
that actual decision making follows a non-constant discount rate, such that an item loses
proportionally more of its value during initial delays than it does in later delays (i.e.,
hyperbolic discounting).
Information foraging models that experimentally manipulate handling time have
been limited to consumer behavior research. One such research program, the behavioral
ecology of consumption (e.g., Hantula, DiClemente, & Rajala, 2001), centers on
Herrnstein’s (1961) matching law, an empirically robust finding that behavior is matched
proportionally across choices according to their relative rates of return (Davison &
McCarty, 1988; Herrnstein, Rachlin, & Laibson, 1997), and is consistent with marginal
value theorem’s patch sampling prediction. The behavioral ecology of consumption
offers hyperbolic delay discounting as the mechanism for prey consumption and patch
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residence time decisions. These online shopping studies find a strong fit to a hyperbolic
decay function; shoppers spend the most time and purchase CDs from stores with the
shortest delays to information about CD availability, and they decreased their residence
time and consumption hyperbolically as delays to information increased (DiClemente &
Hantula, 2003; Hantula et al., 2008; Rajala & Hantula, 2000; Smith & Hantula, 2003).
This modern analogue to animal foraging demonstrates that human foragers are likewise
sensitive to delays to prey, which affects their consumption and patch residence time.
Travel time. In behavioral ecology, the time it takes to travel between patches
influences foragers’ decisions to enter, exit, and reside in patches; in information
foraging, travel time can be conceptualized as barriers between information sources, for
example, the amount of time to switch between databases or locate different experts.
There is a dearth of quantitative research in the human foraging literature on the effects
of travel time on patch residence decisions; however, travel time in animal foraging
research is usually subsumed by Charnov’s (1976) marginal value theorem, which
describes patch-sampling behavior as a function of the average rate of return of patches in
the environment. When the instantaneous rate of gain of a patch falls below the average
rate of gain of all patches in the environment, marginal value theorem predicts foragers
will leave the patch to sample another one. To facilitate a verbal explanation, consider the
following. 1) The average rate of return in the environment can be reduced to a simple
ratio with the sum of gains in the environment as the numerator and total time (residence
+ travel times) as the denominator. Because travel time is in the denominator of this ratio,
increasing travel time lowers the overall value of the equation, thus leading to a lesser
average rate of return. 2) Due to this lower threshold, it takes more time for the
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instantaneous rate of return of a patch to fall below this critical average rate – thus
leading to longer patch residence times. Empirical evidence supports this prediction,
finding that animal foragers “overstay their welcome” in patches with lengthy travel
times as compared to short travel times; they continue to deplete a patch longer than is
optimal if it takes a relatively long time to get there (Barrette, Boivin, Brodeur, &
Giraldeau, 2010; Kacelnik, 1984; Tentelier, Desouhant, & Fauvergue, 2006; Todd &
Kacelnik, 1993).
Time is a finite resource in foraging. The more time a forager spends in a patch,
the less time can be spent traveling to and residing in other patches to exploit them. As
such, “spending time” is in fact an accurate description of foraging behavior. Given that
travel time is positively correlated with residence time, it follows that long travel times
lead to less overall patch sampling in a zero-sum time game. Extending the animal
research to human behavior suggests that when there are great temporal barriers between
different information sources, individuals may not forage as efficiently in their
environment and as a result, restrict their information use to only a small portion of their
available resources.
Recent reviews corroborate such concerns regarding temporal barriers between
online information sources. Hantula and Spangenberg (2009), for example, discuss issues
surrounding “download delay” (also known as “tolerable wait time” or “system response
time”), a common operational definition for handling time (and by extension, travel time)
in the information foraging literature. The empirical attention to this topic is perhaps best
encapsulated by Kraft’s (2012) description of web interface “pain points”: the bulk of the
research examines affective responses to download delay, though Emurian (1989, 1991)
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expanded the research to include physiological reactions. User surveys suggest that these
vexing download delays consistently elicit negative affective responses, while web
system experts cite decreasing download time as a chief objective (Nielsen, 2010). It is
unclear the extent to which these types of system delays affect user performance (as
opposed to user satisfaction), but given Hantula and colleagues’ (Davis & Hantula, 2001;
DiClemente & Hantula, 2003; Hantula et al., 2008; Rajala & Hantula, 2000; Smith &
Hantula, 2003) robust findings on the effects of download delay (as a form of handling
time) on information foragers’ product purchases, it is reasonable to assume that such
download delays (as a form of travel time) may have similar effects on human
information foraging.
In sum, according to information foraging theory, decision processes occur under
severe time constraints, and these constraints affect information exploitation under risky
conditions. Empirical evidence finds that information foragers are risk-sensitive and
time-sensitive. Instead of conducting exhaustive information searches (as is implied by
normative decision models), foraging literature collectively suggests that foragers
satisfice when solving problems by consuming easily accessible information from a
variety of sources and moving on to other easily accessible sources quickly (Fu & Pirolli,
2007; Hantula et al., 2008).

High Stakes Information Foraging
One notable drawback in the information foraging literature limits its applicability
to understanding high-stakes, expert foraging with intelligence analysts: extant research
typically examines well-defined problems in laboratory settings. Most empirical studies
to date have employed simple (and often, simplistic) problems for participants to solve.
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Fu and Pirolli (2007), for example, employed a trivia-type paradigm in which participants
foraged on a web interface for clear “right answers” to simple questions (e.g., finding the
correct dates to a fantasy football season). The present investigation focuses on the
decision-making processes of intelligence analysts facing critical national security
problems, who are confronted each day with the basic issue described by Klein (1999, p.
5): “With an ill-defined goal, you are never sure if the decision was right.” Foraging
research may be well served to add these types of messy problems to its repertoire.

Expert and Novice Foraging
Comparisons between expert and novice foraging typically have not been
conducted in foraging research. There are two primary reasons for this empirical
tradition. First, foraging researchers are characteristically more interested in experts: for
example, Pirolli and Card’s (1999) business-professionals-as-experts in business
foraging, Hantula and colleagues’ (e.g., Hantula et al., 2008) experienced-consumers-asexperts in online shopping/foraging. Related to the previous point, the vast majority of
foraging researchers study adults. Arguably, one may consider the adult forager to be an
expert forager simply by virtue of having survived into adulthood. One notable exception
to this focus on adult-as-expert foragers is Bird and Bird’s (2002) anthropologic
exploration of children as “novice” foragers on the Great Barrier Reef, which found
children to pursue their shellfish foraging activities less intensely when compared to
adults, though they were still considered to be “good” foragers. An information foraging
analogue to Bird and Bird’s findings might be observations of a two-year old navigating
her parent’s iPad – less selective due to physical and cognitive constraints, but still
maximizing her rate of return.
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Though foraging research tends to parallel naturalistic decision making’s focus on
experts, cognitive psychology has a rich decision-making literature on expert–novice
comparisons. Most of this research agrees that expertise is generally achieved through
significant deliberate practice (i.e., the ten-year rule; Chase & Simon, 1973) and is
domain-specific (Ericsson & Lehman, 1996). Some research finds that expertise
generates better decision making by promoting top-down thinking, which allows them to
filter out noise and get to the essential features of a problem quickly (DeGroot, 1965;
Chase & Simon, 1973). Paradoxically, others argue that expertise does not always lead to
the best idea because there is a danger of channeling thinking down one path rather than
thinking outside the box, or more accurately, in new boxes (Dawes, 1994; Kahneman &
Klein, 2010; Sternberg & Lubart, 1995).
Given the contradictory findings in cognitive psychology’s expert–novice
comparisons, coupled with foraging research’s implication of novice foragers as similar
in style but not as “good” as experts (albeit the lack of attention to the topic does not
speak definitively to this conclusion), it is unclear what the quantitative differences
between expert and novice foraging might be. However, this gap in the research warrants
deeper exploration.

Experimental Realism and Control
Though one may argue that, from an evolutionary perspective, all decision makers
are expert decision makers, the motivation for the present investigation is in line with
naturalistic decision-making’s focus on ecological validity (Lipshitz, Klein, Orasanu, &
Salas, 2001). The present investigation aims to understand foraging with experts in highstakes situations with messy information – the modal state of affairs for intelligence
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analysts. In this manner, we may heed the National Research Council’s (2011) call to
base analytic reform on rigorous empirical research rather than naïve recommendations to
connect the dots better.
The present research also aims to strike a balance between internal and external
validity. Psychology faces a recurring tension between rigorous experimental control and
real-world applicability of research findings, each of which are prioritized differently in
pure laboratory experiments and pure field studies. Microworlds (Resnick, 1997),
“massively parallel” computer systems that encourage participants to view it as the real
world, offer a resolution to this dueling dualism. These dynamic computer simulations
blur the line between laboratory and field studies by efficiently capturing high-quality
data while engaging participants in a realistic exercise (DiFonzo, Hantula, & Bordia,
1998). Indeed, Puvathingal and Hantula (2012) recommend just such a balance in
psychological research on intelligence analysis: internally valid experiments that can
speak directly to intelligence analysts. Further, microworld information foraging
simulations are in fact not a far cry from the natural environment of intelligence analysts,
who spend much of their day sitting at their computers and consuming information for
the purposes of writing analytic reports.
Thus, the present investigation has three purposes. The primary purpose is to
extend foraging predictions to intelligence analysts. Given the temporal challenges faced
by intelligence analysts, this research aims to understand the effects of various time
constraints within a foraging paradigm. Second, it seeks to broaden the generality of
human foraging research from well-defined problems to complex, ill-defined situations
(which are often found in the wild). In an effort to understand novice and expert patterns
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in foraging, the final purpose is to explore the similarities and differences in expert and
novice foraging. In a world of complicated problems and severe time constraints, where
intelligence analysts are deluged with information and are charged with consuming it
efficiently, are intelligence analysts time- and risk-sensitive information foragers?

Hypotheses
Based on the present literature review, two studies were conducted to explore the
effects of the two critical temporal foraging variables outlined above. Experiment One
focused on handling time and Experiment Two explored travel time. Collectively, the
studies were conducted to identify the effects of temporal constraints on information
foragers’ search, consumption, and patch residence behaviors. Though the pair of studies
were conducted to also examine foraging differences between experts and novices, no
hypotheses were framed, as the foraging literature has not previously examined the
expertise issue.

Experiment One Hypotheses
H1. The behavioral ecology of consumption (Hantula et al., 2001) finds that
residence time in online stores (i.e., patches) conforms to a hyperbolic decay function;
consumers spent time in stores associated with minimal delays. As such, I predict that
participants are more likely to spend time in databases associated with minimal handling
time as compared to databases associated with longer handling times, according to a
hyperbolic discount function.
H2. The behavioral ecology of consumption (Hantula et al., 2001) also finds that
purchase decisions were predicted by hyperbolic discounting; that is, consumers
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purchased from stores associated with minimal delays. In the present experiment,
therefore, participants are more likely to access information with minimal handling time
as compared to databases associated with longer handling times, according to a
hyperbolic decay function.
H3. Related to Hantula et al.’s (2001) purchase decisions described above, I
predict that participants in the present experiment are more likely to consume information
associated with minimal handling time as compared to information associated with longer
handling times. That is, they will be more likely to base their assessments on easily
accessible information.
H4. Constructing clear confidence levels in analytic judgments is a chief concern
in the IC. Heuer (1999) warns that the availability bias can steer analysts to greater
confidence in judgments based on information that is easily remembered. As information
is likely to be more easily remembered from patches in which participants spend the most
time, I predict that participants will have higher confidence in hypotheses associated with
minimal handling time as compared to hypotheses associated with longer handling times.

Experiment Two Hypotheses
H1. The marginal value theorem (Charnov, 1976) predicts that increased travel
time to a patch leads to increased residence time in the patch, due to the larger differential
between the average and instantaneous rate of return in the patch. In line with this
prediction, participants will spend more time in databases that are difficult to access, once
they are in fact accessed, as compared to databases that are easier to access.
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H2. As the marginal value theorem (Charnov, 1976) predicts there will be a
negative relationship between travel time and patch-leaving, participants will have a
fewer number of exits from databases that take longer to enter as compared to databases
that take a shorter amount of time to enter.
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CHAPTER 2
EXPERIMENT ONE
Method
Participants
A power analysis was performed to help determine the appropriate sample size to
detect a large effect (r = 0.92) as found in previous information foraging research (e.g.,
Hantula et al., 2008). This effect size was used as the basis for the power analyses for all
four hypotheses, as the dependent measures in Hantula and colleagues’ research is the
closest approximation to the measures of interest in the present experiment. The sample
size necessary for .80 power to detect large effects at the p =.05 level is approximately 12
participants (Faul, Erdfelder, Buchner, & Lang, 2009; Faul, Erdfelder, Lang, & Buchner,
2007).
Two groups were recruited to participate in this experiment: undergraduates
served as the novice sample and intelligence analysts2 served as the expert sample. Both
novices and experts were randomly assigned to an experimental condition by the
computer program (described in detail below).

2

For maximal clarity, the expert sample will be referred to as “intelligence analysts”
throughout this manuscript, though a small percentage of this group fell under the broader
category of “intelligence professional,” meaning their primary intelligence role was
something other than analysis (e.g., scientist, librarian). Relative to the undergraduate
novice sample, all intelligence professionals may be considered experts for the purposes
of these two experiments.
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Table 1 provides a detailed breakdown of the five participant classifications. The
first classification comprised participants who started the experiment but withdrew before
the database navigation phase began (i.e., before being exposed to an experimental
condition; 19 novices, 28 experts). The large number of participants in this category
reflect the interested potential participants who logged in to the experiment website to
view experiment details and requirements; many logged in to view the informed consent
but did not continue beyond that. The second classfication consisted of participants who
withdrew from the experiment after the database navigation phase began (2 novices).
These two participants were assigned to Condition 1 (Zephyr = 2 seconds, Hera = 8
seconds, Apollo = 16 seconds) and Condition 6 (Zephyr = 16 seconds, Hera = 2 seconds,
Apollo = 8 seconds). The third classification included participants who completed the
experiment (30 novices, 21 experts), and the fourth classification included participants
who completed the experiment but experienced a program malfunction that rendered their
data invalid (1 novice, 2 experts). The final classification consisted of participants who
completed the experiment but did not meet the experiment’s analysis requirements,
rendering their data invalid (3 novices, 1 expert). In order to be included in the analysis,
participants must have viewed more than one piece of information before completing
their analytic assessment. Only participants from the third classification were included in
the final sample.
The final sample consisted of 51 participants (30 novices, 21 experts). The novice
group consisted of undergraduate students from Temple University (n = 30; 12 male, 18
female, mean age = 22, 10% bachelors degree, 17% associates degree, 73% some
college) who participated to earn research credits. The expert group comprised
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intelligence analysts (n = 21; 16 male, 5 female, mean age = 38.90, mean years of
analytic experience = 7.8, 4.76% holding a doctorate, 71.43% holding a masters degree
and 23.81% holding a bachelors degree) who were recruited from three main sources:
security studies graduate programs3, professional associations4, and academic colleagues
from security-related disciplines.
Recruitment of experts was conducted through an intermediary contact, and the
process was similar for all three sources. An electronic solicitation, which invited
volunteers to click on a password-protected web address to participate in an online
analytic exercise using unclassified materials, was sent to a point of contact affiliated
with the recruitment site. The point of contact then electronically distributed the
invitation to potential participants. In the case of recruitment through professional
associations, the recruitment invitation was sent directly to the organization’s electronic
listserv, and for recruitment through academic colleagues, the invitation was sent directly
to the colleague. Because the experiment was exclusively conducted online and
identifying information was not requested, participation was anonymous. Experts
received no compensation for their participation.

Apparatus
The research task was programmed as a computer simulation using ASP.NET and
designed to represent the multiple IC databases that are available to intelligence analysts

3

Johns Hopkins University, National Intelligence University, and the U.S. Army War
College
4

Foreknowledge e-magazine readership and Truman National Security Project
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in an ill-defined problem space. Participants used their own computers and accessed the
experiment online. Data were recorded in a folder on a password-protected web server.

General Procedure
The Iowa Explosion Task, a validated analysis task based on a real event (Lehner,
Adelman, Cheikes, & Brown, 2008), was used.5 Participants were asked to assess the
likelihood of three plausible hypotheses for an explosion that occurred on a U.S.
battleship in 1989. The USS Iowa was a battleship in which one of its three sixteen-inch
guns exploded in the gun turret during a live fire exercise in the Caribbean, killing 47
crewmembers. The Navy’s investigation of the explosion has been well documented
(Jones, 1995; Thompson, 1999), revealing evidence that covers a variety of topics (e.g.,
psychological diagnoses, gun mechanics). Similar to complex problems faced by
intelligence analysts, evidence gleaned from these myriad sources point to different
hypotheses (e.g., equipment failure, loading error), none of which were ever confirmed
definitively. This unclassified material was used to populate three fictional databases in
the present experiment. After sorting through evidence distributed among these three
fictional databases, participants were asked to determine the most likely cause for the
explosion. After a maximum of 15 minutes of information gathering, they were given a

5

Lehner et al.’s experiment was intended to examine confirmation bias. Participants
received four rounds of information related to three hypotheses pertaining to the USS
Iowa explosion and rated their degree of confidence in each hypothesis after each round.
Information in the first round was skewed against the target hypothesis and supportive of
the other two hypotheses. In each subsequent round, information increasingly supported
the target hypothesis and negated the remaining hypotheses. Lehner et al. argued that
participants should increase their confidence in the target hypothesis with each round of
information, but would not adjust their confidence accordingly due to confirmation bias.
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maximum of 20 minutes to complete an analytic report detailing their assessment of the
most likely hypothesis and their supporting evidence. Pilot testing determined the
maximum time allowance for both information-gathering and assessment phases. In the
information-gathering phase, the purpose of the time constraint was to simulate
conditions faced by intelligence analysts, where there is not enough time to consume all
available information, thereby forcing the participant to make decisions about which
pieces of information to view. In the assessment phase, the time constraint was designed
to apply pressure to complete the assessment quickly, yet allow the participant to feel as
though she adequately communicated her findings.
Participants navigated through several screens during the simulation, as illustrated
in Figure 1. After reading a general account of the explosion, background materials (e.g.,
schematics of the ship), and a description of the three most likely hypotheses under
consideration by Navy investigators, participants entered a screen with three databases
tabs. Clicking on a database tab allowed the participant to enter the database (i.e., patch)
and search for information (i.e., prey). Once in the database, participants saw links to
information using the first three words of each piece of information as the link title. For
example, a sample link was titled, “The gun crew…” Clicking on the link revealed the
rest of the information in a separate screen: “The gun crew were killed in an unnatural
crouching position, suggesting they knew an explosion was coming.” After viewing the
information, participants had the option to stay in the database or click on a tab to enter a
different database. Participants rated the value of each piece of information and had
access to an online notepad for the duration of the simulation. When they formed a
conclusion about the cause of the explosion (or the maximum time allowance was
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reached), participants entered the assessment screen, where they were asked to write a
report detailing the information they used to support their hypothesis. After completing
their assessment, they provided ratings on their confidence level in each hypothesis and
chose the most likely hypothesis.

Information and Database Manipulation
Though the cause of the USS Iowa’s gun explosion has not been determined
conclusively, the present experiment relied on information supporting three viable
hypotheses considered by Navy investigators. The three hypotheses were: an overram,
static electricity, and suicide. The first hypothesis was that an overram of the gunpowder
bags caused the powder to be shoved too far and too quickly into the gun’s chamber; this
impact caused the powder to explode. The static electricity hypothesis suggested that the
ramming of the gunpowder bags caused a buildup of static electricity inside the gun
chamber, which caused a spark that ignited the gunpowder. The final hypothesis
implicated the gun captain, Clayton Hartwig, suggesting that his suicidal tendencies
caused him to hide an incendiary device in the gun chamber, which ignited the
gunpowder while ramming the powder bags (for a detailed description of each
hypothesis, see Lehner et al., 2008).
The present experiment used 45 pieces of information (15 in each database), all of
which came directly from Lehner et al.’s (2008) dataset and adhered to their rating
system. Lehner et al. are individuals with expertise in national security consulting, and
they independently rated the information for consistency with a hypothesis on a -2 to +2
scale (-2 = disconfirms hypothesis, 0 = neutral information, +2 = confirms hypothesis).
They retained information where there was a) unanimous agreement that it
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confirmed/disconfirmed only one hypothesis, or b) did not confirm/disconfirm any
hypothesis (i.e., neutral).
Confirming information. Confirming information was scored by each rater as
either 1 or 2 and the final evidence-consistency score was averaged over the four raters.
An example of information confirming the static electricity hypothesis is, “Navy records
disclosed that friction had ignited powder bags aboard other battleships. The Chief of the
Bureau of Ordnance had written in 1943 about an incident aboard the USS Mississippi.
An explosion in a fourteen-inch gun that killed forty-three men probably resulted from
friction generated by the rammer shoving bags of powder over loose grains of
propellant.”
Disconfirming information. Disconfirming information was scored by each rater
as either -2 or -1 and the final evidence-consistency score was averaged over the four
raters. An example of information disconfirming the suicide hypothesis is, “The Navy
found no chemicals or steel wool, no workshop, and no physical evidence that Hartwig
had experimented with chemical detonators. No traces of brake fluid, steel wool, or HTH
were found on Hartwig’s copy of “A Terrorist Cookbook” or on any of his clothes.”
Neutral information. Neutral information was scored as 0 and unanimously
agreed upon by the four raters. Neutral information was defined as information that
neither confirmed nor disconfirmed any of the three hypotheses. An example of neutral
information is, “Within hours of the explosion, a small band of thieves broke into the
lockers and looted the possessions of Turret Two's casualties, as well as the lockers of
some of the live crewmen who were occupied fighting fires.”
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The three databases were named “Apollo,” “Hera,” and “Zephyr.” Each database
was manipulated to include information that was relevant to only one hypothesis. Apollo
contained information that was relevant to only the static electricity hypothesis, Hera was
associated with the overram hypothesis, and Zephyr was associated with the suicide
hypothesis. In order to increase external validity, not all information in the database was
relevant. That is, there were 15 pieces of information in the database and five of those
items were neutral information. The remaining ten items were a combination of
hypothesis-confirming and hypothesis-disconfirming evidence. Each database confirmed
the targeted hypothesis, as measured by Lehner et al.’s (2008) aforementioned -2 to +2
evidence-consistency scale (XSuicideDB = 0.73, SD = 1.08, XOverramDB = 0.68, SD = 1.17,
XFrictionDB = 0.68, SD = 0.91). Each database was also manipulated to have a similar
amount of text, as measured by the total number of characters in each database (XSuicideDB
= 5,723, XOverramDB = 5,889, XFrictionDB = 5,758) and the mean number of characters of
each piece of information (XSuicideDB = 381.53, SD = 167.43, XOverramDB = 392.60, SD =
196.68, XFrictionDB = 383.87, SD = 220.83).

Independent Variable
Handling time served as the independent variable in this experiment,
operationally defined as the delay to information access in each of three databases. Three
levels (2 seconds, 8 seconds, 16 seconds) were counterbalanced across participants.6
There were six experimental conditions. In Condition 1, information in Zephyr (i.e.,

6

As described in Davis and Hantula (2001), a two-second download delay is often
perceived as a short delay, eight-second delay are when negative user experiences start to
occur, and 16-second delays are perceived as extremely problematic.
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suicide information) was associated with the two-second delay, information in Hera (i.e.,
overram information) was associated with the eight-second delay, and information in
Apollo (i.e., static electricity information) was associated with the 16-second delay. In
Condition 2, Zephyr was associated with the eight-second delay, Hera with the twosecond delay, and Apollo with the 16-second delay. In Condition 3, Zephyr was
associated with the two-second delay, Hera with the 16-second delay, and Apollo with
the eight-second delay. In Condition 4, Zephyr was associated with the eight-second
delay, Hera with the 16-second delay, and Apollo with the two-second delay. In
Condition 5, Zephyr was associated with the 16-second delay, Hera with the eight-second
delay, and Apollo with the two-second delay. In Condition 6, Zephyr was associated with
the 16-second delay, Hera with the two-second delay, and Apollo with the eight-second
delay.
Upon selecting an information link, participants experienced the manipulated
delay before the information was revealed. They were not explicitly informed of this
differential delay; it was intended to be learned experientially. Each of the three databases
was associated with one of the three levels of delay (e.g., all information in Zephyr had a
2 second delay before being revealed to the participant). Because each database included
information consistent with only one hypothesis, each hypothesis was thus associated
with a unique handling time.

Dependent Measures
Demographic measures including age and sex of participant, educational
background, and years of analytic experience were collected. Similar to data that are
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collected in some IC databases, data were collected on how analysts navigated the
experiment’s fictional databases to form hypotheses. Measures are described below.
Information accessed. The proportion of information accessed in each database
was measured as the ratio of information links selected to the total information links
available, and thus ranged from 0 to 100%.
Patch residence time. The cumulative amount of time participants spent in each
database was measured in seconds. The proportion of time spent in each database was
measured as the ratio of time spent in a database to total time spent in all three databases,
and thus ranged from 0 to 100%.
Information consumed. Information consumed was operationalized as
information used in the participant’s final assessment. The proportion of information
consumed was then measured as the ratio of information consumed from a database to the
total information consumed from all three databases, and thus ranged from 0 to 100%.
Each piece of information across databases was labeled uniquely to enable
efficient coding of participants’ analytic assessments. There were 15 pieces of
information in each of three databases (i.e., Zephyr, Hera, Apollo), therefore, each
database was assigned a letter corresponding to the database from which it came and a
number from 1 to 15 identifying the specific piece of information (e.g., Z-2, H-15, A-8).
Two coders separately reviewed all of the participants’ assessments and assigned
information used in their assessments categorically according to the database and specific
piece of information from which it came. For example, one participant wrote that the
static electricity hypothesis was less likely because “weather conditions greatly
diminished the probability of a static charge,” which corresponded to an item in the
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Apollo database (i.e., static electricity database) stating, “Scientists at MIT’s Institute for
Applied Meteorological Studies reviewed data on prevailing weather and concluded that
the relative humidity of 85% the morning of the explosion ‘greatly diminishes the
probability that static charge build-up was sufficient to produce a spark inside the gun
chamber.’” This piece of information in the participant’s assessment was thus coded A-8.
After separately coding each assessment, an “agreement by consensus” approach
was utilized to resolve discrepancies in coding. This approach is consistent with the
aforementioned approach that Lehner et al. (2008) used to assign hypothesis-consistency
ratings to each of the 45 pieces of information used in the present study. As well, this
approach was carefully monitored to ensure that “consensus” was not merely the first
coder consistently acquiescing to the second coder (or vice versa), but rather, an equal
balance of each coder updating their ratings to come to agreement with the other. The
final agreement between coders was 100%.
Hypothesis confidence rating. Participants assigned a confidence rating to each
hypothesis after writing their final assessment. They were asked to distribute 100 points
between each of the three potential hypotheses according to their confidence in each
hypothesis. For example, if they assessed the suicide hypothesis to be twice as likely as
either the overram or static electricity hypotheses, they distributed points accordingly
(i.e., 50, 25, 25). Whole numbers were required in the point distribution to force them to
allocate a plurality of points to one hypothesis even if they had similar (low) confidence
in all hypotheses (e.g., 33, 33, 34). This requirement was designed to mimic real-world
analytic challenges, in which analysts are often required to express a clear judgment even
in the face of low confidence in their assessment.
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Design
This experiment conformed to a 2 x 3 mixed factorial design with expert status
(novice, expert) serving as the between subject factor and information delay (2 seconds, 8
seconds, 16 seconds) serving as the within subject factor. There were four dependent
measures: the information accessed by participants, the time participants resided in each
patch (i.e., database), the information consumed in the assessment, and participants’
confidence rating for each hypothesis.

Results
Manipulation Checks
Participants were asked if they had prior knowledge of the USS Iowa incident
using a 1 (strongly agree) to 5 (strongly disagree) scale. They indicated they did not have
knowledge of the explosion before participating in this study (XE = 4.24, SD = 1.00; XN =
4.87, SD = .57). Two experimental manipulations were additionally examined. First, in
order to assess whether participants experienced the intended time constraint, they were
asked if they felt rushed during the experiment using a 1 (strongly agree) to 5 (strongly
disagree) scale. Both experts and novices experienced the intended time constraint (XE =
1.33, SD = .58; XN = 1.9, SD = 1.30). Second, the content in all three databases was
experimentally manipulated to have similar properties and differ only on the delay
associated with the information links. Though each database was uniquely associated
with one of three causes for the battleship explosion (i.e., suicide, overram, static
electricity), I expected no bias in participants’ chosen hypothesis due to the fact that
delay conditions were counterbalanced. That is, I predicted their chosen hypothesis to be
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a function of the database information delay rather than its content. As illustrated in
Figure 2, however, novices chose the suicide hypothesis more frequently than expected (z
= 4.66, p < .05); there was a marginally significant effect for experts as well (z = 1.85, p
< .10). Therefore, subsequent analyses (reported below) were conducted to examine these
database content effects in greater detail.

Statistical Sampling Methods
Experts and novices were randomly and separately assigned to one of six
counterbalanced delay conditions, yielding 12 total conditions. Due to the nature of the
computer programming algorithm, the final sample yielded an unequal number of
participants in each cell. The algorithm was programmed such that the randomization
counter was advanced each time a participant began the experiment (as opposed to after a
participant ended the experiment). Therefore, the randomization counter was advanced
even in instances where potential participants logged in to the experiment and viewed the
informed consent form, but chose not to participate in the experiment.
The final sample yielded 51 participants (21 experts, 30 novices). The expert cells
ranged from two to five participants in each of six conditions, while the six novice cells
ranged from four to eight participants. To combat the possible effects of unequal cell
sizes in counterbalanced conditions, two sampling corrections were applied to all
analyses: the selected cases method, which equalized the number of participants in each
cell by selecting a subset of participants, and the imputed cases method, which equalized
the number in each cell by imputing data to reach the maximum cell size. In the imputed
cases method, all dependent measures used a mean replacement method to impute data.
Means from real participant data in each cell were calculated; those means were used as
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the data points for each imputed data point (see Little & Rubin, 1987, and Roth, 1994 for
a detailed discussion of these strategies for dealing with missing data).
The majority of results using these two sampling corrections mirrored results
obtained by using the uncorrected sample (i.e., the all cases method); for this reason, only
results from the all cases method are reported below. A detailed description of the
sampling correction methods, along with results from both the selected cases method and
the imputed cases method, are reported in Appendix A.

Database Information Delay Effects
The original hypotheses were framed around expert foraging behavior. As this
section focuses on results addressing these hypotheses, analyses in this section are
restricted to data from the expert sample. Results for expert – novice comparisons are
reported in a subsequent section.
Hypothesis 1: Participants are more likely to spend time in databases
associated with minimal handling time as compared to databases associated with
longer handling times. The initial prediction was that participant data would conform to
a hyperbolic curve and thus, a curve-fitting model made the most sense for these data.
However, curve fitting and use of the k parameter (the standard parameter used in delay
discounting literature for the discounting rate) is predicated on the presence of a
hyperbolic curve; this hyperbolic curve is assumed in order to derive a valid k (Myerson,
Green, & Warusawitharana, 2001; Smith & Hantula, 2008). As illustrated in Figure 3,
visual inspection of participant data found this curve to be non-hyperbolic in nature. As
such, the initial hyperbolic curve-fitting procedure was abandoned in favor of analyses of
variance to examine these data.
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A repeated-measures analysis of variance was conducted to test whether handling
time had a significant effect on database residence time. Handling time (2 seconds, 8
seconds, 16 seconds) served as the within-subject factor and total database residence time
(0 to 100%) served as the dependent measure. As Table 2 shows, database residence time
was not significantly affected by the delay associated with information in each database
(i.e., handling time; X2-sec DB = 28.62%, SD = 19.41; X8-sec DB = 34.00%, SD = 23.32; X16sec DB

= 37.24% SD = 26.37).7
Hypothesis 2. Participants are more likely to access information with

minimal handling time as compared to databases associated with longer handling
times. The initial prediction that participant data would conform to a hyperbolic curve
suggested the use of a curve-fitting model. As illustrated in Figure 4, visual inspection of
participant data found this curve to be non-hyperbolic in nature. The hyperbolic curvefitting procedure was therefore abandoned in favor of analyses of variance to examine
these data.
A repeated-measures analysis of variance was conducted to test whether handling
time had a significant effect on information accessed. Handling time (2 seconds, 8
seconds, 16 seconds) served as the within-subject factor and information accessed in each
database (0 to 100%) served as the dependent measure. As summarized in Table 2,
information accessed in each database was not significantly affected by the handling time

7

In the imputed cases method, database residence time was significantly affected by the
handling time associated with each database. Follow up contrasts revealed a significant
upward linear trend. Pairwise comparisons found that experts spent significantly shorter
time in the two-second database as compared to the eight-second database, but did not
spend a significantly different amount of time in the eight-second database as compared
to the 16-second database. See Appendix A for detailed results.
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associated with information in each database (X2-sec DB = 62.67%, SD = 38.87; X8-sec DB =
62.38%, SD = 38.65; X16-sec DB = 50.29% SD = 28.88).
Qualitative data. Participant responses indicated an a priori strategy for handling
information, as one expert described, “I attempted to access equal items of evidence
about each hypothesis, although the time limit made it hard.”
Hypothesis 3. Participants are more likely to consume information associated
with minimal handling time as compared to information associated with longer
handling times. A repeated-measures analysis of variance was conducted to test whether
handling time had a significant effect on the information consumed by participants in
their analytic assessments. Handling time (2 seconds, 8 seconds, 16 seconds) served as
the within-subject factor and information consumed from each database (0 to 100%)
served as the dependent measure. Table 2 shows that the information consumed from
each database were not significantly affected by the handling time associated with
information in each database (X2-sec DB = 34.89%, SD = 30.60; X8-sec DB = 31.52%, SD =
26.37; X16-sec DB = 27.11% SD = 29.02).
Hypothesis 4. Participants will have higher confidence in hypotheses
associated with minimal handling time as compared to hypotheses associated with
longer handling times. A repeated-measures analysis of variance was conducted to test
whether handling time had a significant effect on participants’ hypothesis confidence
ratings for each of the three possible hypotheses (i.e., suicide, overram, static electricity).
Handling time (2 seconds, 8 seconds, 16 seconds) served as the within-subject factor and
hypothesis confidence ratings (0 to 100) served as the dependent measure. As seen in
Table 2, the hypothesis confidence rating was not significantly affected by the handling
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time associated with that hypothesis (X2-sec DB = 37.67%, SD = 29.37; X8-sec DB = 34.90%,
SD = 26.97; X16-sec DB = 27.43% SD = 22.28).8

Post hoc Analyses: Database Effects
The original prediction was that participants’ chosen hypothesis would be a
function of database information delay rather than database characteristics. However,
Figure 2 shows that both experts and novices chose the suicide hypothesis more
frequently and the static electricity hypothesis less frequently than expected. In light of
these unexpected findings, each of the four dependent measures described above was
reanalyzed to explore the database effects. Analyses were again restricted to data from
the expert sample in order to more directly compare these findings to those reported
above.
Database residence time. A repeated-measures analysis of variance was
conducted to test whether database characteristics had a significant effect on residence
time in each database. Database (suicide information, overram information, static
electricity information) served as the within-subject factor9 and database residence time

8

In the imputed cases method, there was a marginally significant effect of handling time
on participants’ hypothesis confidence rating. Follow up contrasts revealed a significant
downward linear trend. Pairwise comparisons found no significant differences in
hypothesis confidence ratings between hypotheses in the two- and eight-second delays
and a marginal effect for hypotheses associated with the 16-second delay as compared to
the eight-second delay. See Appendix A for detailed results.
9

All repeated measures analyses employed the same order in which the databases were
presented, from left to right: suicide, overram, static electricity. Order (i.e., first database
entered, second entered, etc.) could not be tested due to the fact that almost all
participants entered the left-most database first, the middle database second, and the
right-most database third.
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(0 to 100%) served as the dependent measure. Follow-up contrasts were conducted when
main effects were significant in order to examine all pairwise comparisons10.
As described in Table 5, database residence time was significantly affected by the
characteristics of each database (XSuicide DB = 57.19%, SD = 19.10; XOverram DB = 27.71%,
SD = 12.68; XStatic Electricity DB = 14.95% SD = 12.03). As illustrated in Figure 7, pairwise
comparisons revealed that experts spent significantly more time in the suicide database as
compared to the overram database; they also spent significantly more time in the overram
database as compared to the static electricity database (see Tables 5 and 6 for ANOVA
results for follow-up contrasts).
Qualitative data. The narrative data on experts’ problem-solving approach
support that the database content played a role in their navigation style. One expert
indicated that his database residence time was a function of an early assessment he had
formed regarding the cause of the explosion. His subsequent search then focused on that
database, as described below.
I mainly relied on short-term memory based on an early hypothesis (I
believe after I read that the gun captain had a manual on explosives). I
then decided to read as much to prove or disprove my hypothesis because
I knew I wasn't going to be able to read all the material available.
Information Access. A repeated-measures analysis of variance was conducted to
test whether database characteristics had a significant effect on the amount of information
that participants accessed in each database. Database (suicide information, overram

10

As the database variable is a categorical measure, it would typically not be appropriate
for linear trend analyses. Though these analyses will not be reported in text, the tables
will report linear trend effects for all dependent measures in this section due to the
possible left-right bias, discussed in greater detail in the discussion.
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information, static electricity information) served as the within-subject factor and
information accessed (0 to 100%) served as the dependent variable. Follow-up contrasts
were conducted in order to examine all pairwise comparisons.
Figure 5 illustrates the amount of information accessed by experts in each of the
three databases. Table 5 shows that the amount of information accessed was significantly
affected by the characteristics of each database (XSuicide DB = 93.29%, SD = 15.79; XOverram
DB

= 52.48%, SD = 28.08; XStatic Electricity DB = 29.57% SD = 26.85). Table 7 summarizes

results of pairwise comparisons, which revealed that experts accessed significantly more
information in the suicide database as compared to the overram database. They also
accessed significantly more information in the overram database as compared to the static
electricity database.
Qualitative data. Experts noted that the time constraint factored into their
decision to access certain pieces of information over others. One expert explained, “After
reading through the first database and seeing I had very little time left, I began clicking
only on some of the evidence that appeared to be most compelling. The evidence for the
explosion being due to suicide appeared the likeliest.” Another expert suggested that
reviewing suicide information over information in other databases was a temptation, as
described below.
As an analyst, it's easy to get distracted by juicy information like that of
the personal opinions given and the information given about the specific
book that Mr. Hartwig had. However, these items can be easily
misconstrued and should be weighed accordingly along with the factual
evidence.
Information Consumption. A repeated-measures analysis of variance was
conducted to test whether database characteristics had a significant effect on the
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information consumed by participants in their analytic assessments. Database (suicide
information, overram information, static electricity information) served as the withinsubject factor and information consumed from each database (0 to 100%) served as the
dependent measure. Follow up contrasts were conducted to examine all pairwise
comparisons.
The amount of information consumed by experts in each of the three databases is
displayed in Figure 6. As seen in Table 5, information consumed in the analytic
assessment was significantly affected by the characteristics of each database (XSuicide DB =
48.75%, SD = 31.65; XOverram DB = 26.99%, SD = 19.34; XStatic Electricity DB = 17.78% SD =
24.47). Table 7 describes the pairwise comparisons, which revealed that experts
consumed significantly more information in the suicide database as compared to the
overram database, but consumed similar amounts of information from the overram and
static electricity databases.11
Qualitative data. Most experts consumed information from all three databases in
their analytic assessments, as they tended to provide evidence that confirmed their chosen
hypothesis as well as evidence that disconfirmed their discarded hypotheses. Analyzing
assessment data revealed one reporting style in which they paraphrased information from
the suicide database, but cited information from the overram and static electricity
databases almost verbatim. (See Appendix B for an example of this assessment style.) I
assume that with this verbatim text, they copied the information from the database and

11

The selected cases method found no significant differences in information consumed
from the suicide and overram databases, while it found that participants consumed
significantly more information from the overram database as compared to the static
electricity database. See Appendix A for detailed results.

43
pasted it into the notes section, and they then used the same method to transfer that
language into their assessments. Another assessment style was to dispense with note
taking altogether and to rely on memory to write the assessment, as described by the
expert below.
I did not take time to write notes because I wanted to gather as much
information as possible and I could tell I would not be able to read all the
available information in the time allotted. In effect, this meant that as I
was reading the material, I made a judgement [sic] as to who I thought
was responsible and then added information gathered to my hypothesis
that tended to support that hypothesis. That is not how I generally make
assessments. I relied on short-term memory rather than looking at all
available material.
Hypothesis Confidence Ratings. A repeated-measures analysis of variance was
conducted to test whether database characteristics had a significant effect on participants’
hypothesis confidence ratings for each of the three possible hypotheses (i.e., suicide,
overram, static electricity). Database (suicide information, overram information, static
electricity information) served as the within-subject factor and hypothesis confidence
ratings (0 to 100) served as the dependent measure. Figure 8 illustrates participants’
confidence rating in each hypothesis. Participants’ confidence in each hypothesis was not
significantly affected by database characteristics (XSuicide DB = 42.05, SD = 31.35; XOverram
DB

= 34.57, SD = 23.85; XStatic Electricity DB = 23.38, SD = 20.21), as shown in Table 5. That

is, participants had a similar confidence rating for the information in each database.12

12

The imputed cases method found a significant effect of database content on hypothesis
confidence rating. Follow up contrasts revealed a significant downward linear trend. A
pairwise comparison in the ratings between the suicide and overram databases was
nonsignificant, while the pairwise comparison between the overram and static electricity
databases was significant. See Appendix A for detailed results.
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Qualitative data. The relatively low mean confidence ratings for all three
potential causes of the Iowa explosion described above were also reflected in the analytic
assessments. Several experts included their confidence level in their assessment,
explicitly stating that they had low to moderate confidence in their chosen hypothesis.
Expert – Novice Comparisons
As extant foraging literature has not explicitly compared expert and novice
foraging, no formal hypotheses were framed for these comparisons. Comparisons for the
four dependent measures described above were conducted, for both database information
delay effects and database content effects. Results are described below.
Database information delay effects. A mixed model repeated-measures analysis
of variance was conducted to test whether there were significant differences between
experts and novices on how database information delay affected their foraging patterns.
Database information delay (2 seconds, 8 seconds, 16 seconds) served as the withinsubject factor and expert status (expert, novice) served as the between-subject factor.
There were four dependent measures: database residence time (0 to 100%), information
accessed in each database (0 to 100%), information consumed in the analytic assessment
from each database (0 to 100%), and hypothesis confidence rating for each of three
possible causes of the Iowa explosion (0 to 100). As summarized in Table 8, there were
no significant differences between experts and novices on how database information
delay affected their database residence time, information accessed, information
consumed, or hypothesis confidence ratings.
Database effects. A mixed model repeated-measures analysis of variance was
conducted to test whether there were significant differences between experts and novices
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on how database characteristics affected their foraging patterns. Database (suicide
information, overram information, static electricity information) served as the withinsubject factor and expert status (expert, novice) served as the between-subject factor.
There were four dependent measures: database residence time (0 to 100%), information
accessed in each database (0 to 100%), information consumed in the analytic assessment
from each database (0 to 100%), and hypothesis confidence rating for each of three
possible causes of the Iowa explosion (0 to 100). Follow up contrasts were conducted to
examine all pairwise comparisons.
Database residence time. As summarized in Table 9 and illustrated in Figure 10,
there were no significant differences between experts and novices on how database
characteristics affected their database residence time.13
Information accessed. As shown in Table 9, there was a significant interaction
effect between the database characteristics and the expert status, suggesting that the
information accessed in databases with varied content differed in experts and novices.
Pairwise comparisons found no significant interaction between database characteristics
and expert status for the suicide–overram database comparison, meaning that the ratio of
suicide information to overram information accessed by experts was similar to the

13

The imputed cases method found a significant interaction effect between the database
content and the expert status, suggesting that residence time in databases with varied
content differed in experts and novices. Follow-up contrasts tested for linear trends and
found a significant interaction between database content and expert status, indicating that
the linear trend in the database residence time of experts was different from the linear
trend in database residence time of novices. Pairwise comparisons found a marginally
significant interaction effect for the pairwise comparison between the suicide and
overram databases, indicating that experts spent proportionally more time in the suicide
database as compared to the overram database when compared to novices. See Appendix
A for detailed results.
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suicide: overram ratio accessed by novices. There was a marginal interaction effect for
the pairwise comparison between the overram and static electricity databases. Figure 9
clarifies this finding, indicating that experts accessed proportionally more information in
the overram database as compared to the static electricity database when compared to
novices14 (see Tables 10 and 11 for ANOVA results for follow-up contrasts).
Information consumed and hypothesis confidence ratings. As summarized in
Tables 10-12 and illustrated in Figures 11 and 12, there were no significant differences
between experts and novices on how database characteristics affected the information
consumed in their analytic assessment or their hypothesis confidence ratings.

Foraging Patterns
The optimal forager. I expected experts’ database navigation to follow the
predictions of foraging theory; namely, that experts would move between patches (i.e.,
databases) quickly and frequently. For the most part, this was not the case, though Figure
18 illustrates the real-time navigation of one such “optimal” forager. This participant’s k
and AUC values were calculated for one of the foraging literature’s primary variables:
information accessed.15 The information accessed by the participant in each database was
consistent with a hyperbolic decay function (k = .05, AUC = .68, VAC = .81).

14

The imputed cases method found both pairwise interaction effects to be significant. See
Appendix A for detailed results.
15

Patch residence time is also a common variable in the foraging literature; however,
inspection of this participant’s patch residence time appeared to be non-hyperbolic in
nature. Thus, k and AUC were not calculated.
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The orderly forager. Figure 19 illustrates the database navigation of one expert.
The vast majority of participants followed this pattern and were “orderly” foragers,
meaning that they systematically entered each database from left to right (and usually
with just one access) regardless of the handling time associated with that database. The
database residence time and information accessed for the participant illustrated in Figure
19 appeared to be non-hyperbolic in nature, thus k, AUC, and VAC values were not
calculated. See Appendix C for the database navigation patterns for the rest of the expert
sample.

Discussion
A computer simulation of an analytic exercise was conducted to determine
whether handling time, operationalized as information download delay, affected
participants’ database navigation and assessment of the cause of a battleship explosion.
Data indicate that participants’ database residence time, information accessed in each
database, information consumed in the analytic assessment, and hypothesis confidence
ratings were not affected by the delay associated with accessing information in each
database (i.e., handling time).
Unexpectedly, the databases themselves had significant effects on experts’
navigation and assessment of the battleship explosion. Participants navigated three
databases that were each exclusively loaded with content pertaining to one of three
potential causes for the Iowa explosion. The content, in order of tabs from left to right,
were: the gun captain committed suicide by placing an incendiary device in the gun, the
rammerman inadvertently overrammed the gun which led to an explosion from the
impact, or static electricity caused a spark which ignited the powder in the gun. Data
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reveal that the database characteristics had a significant effect on participants’ residence
time and information accessed in each database, finding that participants spent the most
time and accessed the most information in the suicide database (i.e., left-most database),
lesser time and information access in the overram database (i.e., the middle database),
and the least time and information access in the static electricity database (i.e., the rightmost database). The information consumed by participants in their analytic assessments
was also significantly affected by database characteristics. Participants cited information
from the suicide database more than from the overram database, but cited information
from the overram and static electricity databases equally. Qualitative data from the
assessments suggest that participants tended to paraphrase information from the suicide
database more frequently than from the overram or static electricity databases, which
were often cited as direct quotations, possibly indicating that analysts relied on memory
more so for information in the suicide database. Finally, data indicated that confidence in
each hypothesis was not significantly affected by the database characteristics. This
finding may be partially explained more generally by the relatively low confidence in
each hypothesis, even the chosen one, a finding that is supported by qualitative data from
the assessments.
Comparisons between experts (intelligence analysts) and novices
(undergraduates) found no significant differences on how handling time affected their
database residence time, information accessed, information consumed, or hypothesis
confidence ratings. There were also no significant differences between experts and
novices on how database characteristics affected their database residence time,
information consumed, or hypothesis confidence ratings. However, there were significant
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differences in the information access patterns between experts and novices. Experts
tended to access information from the overram database proportionally more than novices
when compared to the static electricity database.
Finally, participants’ database navigation patterns were analyzed qualitatively,
and I found that the large majority of participants adhered to an “orderly forager” pattern:
she tended to start in the suicide database (i.e., the left-most database) and systematically
travel to each database from left to right. The modal orderly forager accessed most of the
information in the left-most database, less information in the middle database, and the
least information in the right-most database.
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CHAPTER 3
EXPERIMENT TWO
Introduction

Due to the fact that empirical foraging literature has dealt separately with the
various temporal constraints plaguing foragers, the present research follows this
empirical tradition by examining handling time and travel time in two separate studies.
Travel time is defined as the amount of time it takes to travel between patches,
and for the purposes of information foraging, may be conceptualized as barriers between
information sources. Though there is a paucity of empirical human foraging research on
the effects of travel time on decisions to enter, exit, and reside in patches, its theoretical
foundation lies in the marginal value theorem (Charnov, 1976), which predicts patch
sampling to be a function of the average rate of return of patches in the environment.
When the instantaneous rate of return of a patch falls below the average rate of return of
all patches in the environment, marginal value theorem predicts foragers will leave the
patch to sample another one. Empirical evidence supports this prediction, finding that
animal foragers overstay their welcome in depleting patches after long travel times to get
there as compared to short travel times (Barrette, Boivin, Brodeur, & Giraldeau, 2010;
Kacelnik, 1984; Tentelier, Desouhant, & Fauvergue, 2006; Todd & Kacelnik, 1993).
Foragers face a zero-sum time game. The longer a forager resides in a patch, the
less time can be spent in other patches. Due to the fact that travel time is positively
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correlated with residence time, it follows that long travel times lead to less overall patch
sampling. Extending this finding to human behavior suggests that temporal barriers
between different information sources lead to inefficient foraging of one’s environment.
Consequently, long travel times may force foragers to restrict their information use to
only a small portion of their available resources.

Hypotheses
H1. The marginal value theorem (Charnov, 1976) predicts that increased travel
time to a patch leads to increased residence time in the patch, due to the larger differential
between the average and instantaneous rate of return in the patch. In line with this
prediction, participants will spend more time in databases that are difficult to access, once
they are in fact accessed, as compared to databases that are easier to access.
H2. As the marginal value theorem (Charnov, 1976) predicts there will be a
negative relationship between travel time and patch-leaving, participants will have a
fewer number of exits from databases that take longer to enter as compared to databases
that take a shorter amount of time to enter.

Method
Participants
As with Experiment One, a power analysis was performed to help determine the
appropriate sample size to detect an effect of travel time in the current experiment. The
empirical research on travel time in human foraging has been qualitative research in the
anthropological tradition (Smith & Winterhalder, 1992), resulting in the lack of a true
baseline for travel time effect sizes. The closest approximation of effect size for travel
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time is human information foraging research on other time constraints (e.g., handling
time; Hantula et al., 2008). Therefore, the sample size necessary for .80 power to detect
large effects (r = 0.92) at the p =.05 level was approximately 12 participants (Faul,
Erdfelder, Buchner, & Lang, 2009; Faul, Erdfelder, Lang, & Buchner, 2007).
Two groups were recruited to participate in this experiment, with the prerequisite
that they did not participate in the first experiment. Undergraduates served as the novice
sample and intelligence analysts served as the expert sample. Both novices and experts
were randomly assigned to an experimental condition by the computer program using the
same method as in the first experiment. Table 12 provides a detailed breakdown of the
participant sample.
The first classification comprised participants who started the experiment but
withdrew before the database navigation phase began (i.e., before being exposed to an
experimental condition; 33 novices, 55 experts). The large number of participants in this
category reflect the interested potential participants who logged in to the experiment
website to view experiment details and requirements; many logged in to view the
informed consent but did not continue beyond that. The second classfication consisted of
participants who withdrew from the experiment after the database navigation phase began
(4 novices, 1 expert). Of the novice participants in this classification, there was one from
Condition 1 (Zephyr = 2 seconds, Hera = 8 seconds, Apollo = 16 seconds), one from
Condition 5 (Zephyr = 16 seconds, Hera = 8 seconds, Apollo = 2 seconds), and two from
Condition 6 (Zephyr = 16 seconds, Hera = 2 seconds, Apollo = 8 seconds). The expert
participant in this classification was assigned to Condition 1 (Zephyr = 2 seconds, Hera =
8 seconds, Apollo = 16 seconds). The third classfication included participants who
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completed the experiment (34 novices, 22 experts), and the fourth classification included
participants who completed the experiment but experienced a program malfunction that
rendered their data invalid (2 experts). Only participants from the third classification
were included in the final sample.
The final sample consisted of 56 participants (34 novices, 22 experts). The novice
group comprised undergraduate students from Temple University (n = 34; 15 male, 19
female, mean age = 21.74, 5.88% holding a bachelors degree, 11.76% holding an
associates degree, 70.59% having some college education, and 11.76% with a high school
degree) who participated to earn research credits. Intelligence analysts (n = 22; 17 male, 5
female, mean age = 40.23, mean years of analytic experience = 9.14, 9.09% holding a
doctorate, 54.55% holding a masters degree, 31.82% holding a bachelor’s degree, and
4.55% having some college education) served as the expert group. As with Experiment
One, participants were recruited from security studies graduate programs16, professional
associations17, and academic colleagues using the same strategy outlined earlier.

Apparatus and Procedure
The apparatus and procedure was identical to that of Experiment One. The only
difference was the measurement of the independent and dependent variables.

Independent Variable

16
17

National Intelligence University

Foreknowledge e-magazine readership, Association of Former Intelligence Officers,
International Association for Intelligence Education
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Travel time served as the independent variable in this experiment, operationally
defined as the amount of time it takes to enter each of three databases. Three levels (2
seconds, 8 seconds, 16 seconds) were counterbalanced across participants. There were six
experimental conditions. In Condition 1, entry into Zephyr (i.e., suicide database) was
associated with the two-second delay, entry into Hera (i.e., overram database) was
associated with the eight-second delay, and entry into Apollo (i.e., static electricity
database) was associated with the 16-second delay. In Condition 2, entry into Zephyr was
delayed by eight seconds, Hera entry was delayed by two seconds, and Apollo entry was
delayed by 16 seconds. In Condition 3, entry into Zephyr was delayed by two seconds,
Hera entry was delayed by 16 seconds, and Apollo entry was delayed by eight seconds.
In Condition 4, entry into Zephyr was delayed by eight seconds, Hera entry was delayed
by 16 seconds, and Apollo entry was delayed by two seconds. In Condition 5, entry into
Zephyr was delayed by 16 seconds, Hera entry was delayed by eight seconds, and Apollo
entry was delayed by two seconds. In Condition 6, entry into Zephyr was delayed by 16
seconds, Hera entry was delayed by two seconds, and Apollo entry was delayed by eight
seconds.
As illustrated in Figure 1, participants saw a home screen with tabs to each of the
three databases. Each tab was associated with a different delay time to enter the database
(e.g., Hera took 2 seconds to enter). As with the first experiment, participants were not
informed of this differential delay; they discovered it experientially through the course of
the experiment. Within each database, there was no delay to revealing each piece of
evidence (i.e., the independent variable for the first experiment).

Dependent Measures
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As with Experiment One, demographic measures were collected, including age
and sex of participant, educational background, and years of analytic experience. The two
primary dependent measures are described below.
Residence time per entry. For each entry into a database, the amount of time
participants spend in the database was measured in seconds. For each database, the mean
length of time was averaged across entries.
Frequency of exits. The total number of exits from each database was measured.

Design
This experiment conformed to a 2 x 3 mixed factorial design with expert status
(novice, expert) serving as the between-subject factor and database delay (2 seconds, 8
seconds, 16 seconds) serving as the within-subject factor. There were two dependent
measures: the time participants resided in each patch (i.e., database) for each entry and
the frequency of exits from each database.

Results
Manipulation Checks
Participants were asked if they had prior knowledge of the USS Iowa incident
using a 1 (strongly agree) to 5 (strongly disagree) scale. They indicated they did not have
knowledge of the explosion before participating in this study (XE = 3.95, SD = 1.25; XN =
4.82, SD = .46). Two additional participant responses were measured to evaluate the
experimental manipulations. First, in order to assess whether participants experienced the
intended time constraint, they were asked if they felt rushed during the experiment using
a 1 (strongly agree) to 5 (strongly disagree) scale. Both experts and novices experienced
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the intended time constraint (XE = 1.27, SD = .63; XN = 1.88, SD = .88). Second, the
content in all three databases was exactly the same as that of the first experiment, and
was experimentally manipulated to have similar properties and differ primarily on the
(counterbalanced) delay associated with entering the database. Again, I predicted
participants’ chosen hypothesis to be a function of the database delay rather than its
content (i.e., suicide information, overram information, static electricity information).
However, Figure 13 shows that both experts and novices chose the suicide hypothesis
more frequently than expected (zE = 2.59, pE < .05; zN = 3.60, pN < .05). Hence, analyses
were conducted to examine these database content effects in greater detail and are
reported below.

Statistical Sampling Methods
Experts and novices were randomly and separately assigned to one of six
counterbalanced delay conditions for a total of 12 total conditions. The final sample
yielded an unequal number of participants in each cell due to the nature of the computer
programming algorithm, which was the same as it was in the first experiment. There were
two to five participants in each of the six expert cells (n = 22), while the six novice cells
ranged from four to seven participants (n = 34). To combat the possible effects of unequal
cell sizes in counterbalanced conditions, the same two sampling corrections used in the
first experiment were applied to all analyses in the present experiment: the selected cases
method and the imputed cases method. As with Experiment One, the majority of results
using these corrections replicated results from the all cases method; therefore, only
results from the all cases method are reported below. Results from both the selected cases
method and the imputed cases method are reported in Appendix D.
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Database Delay Effects
This section focuses on results addressing the original hypotheses, which were
framed around expert foraging behavior. As such, analyses in this section are restricted to
data from the expert sample. Results for expert – novice comparisons are reported in a
subsequent section.
Hypothesis 1: Participants will spend more time in databases that are
difficult to access as compared to databases that are easier to access. A repeatedmeasures analysis of variance was conducted to test whether travel time had a significant
effect on database residence time during each entry. Travel time (2 seconds, 8 seconds,
16 seconds) served as the within-subject factor and database residence time per entry (in
seconds) served as the dependent measure. As Table 13 shows, residence time per entry
was not significantly affected by the delay associated with entering each database (i.e.,
travel time; X2-sec DB = 174.95, SD = 100.80; X8-sec DB = 178.43, SD = 133.71; X16-sec DB =
217.49 SD = 137.86).
Hypothesis 2. Participants will have a fewer number of exits from databases
that take longer to enter as compared to databases that take a shorter amount of
time to enter. A repeated-measures analysis of variance was conducted to test whether
travel time had a significant effect on the number of exits from each database. Travel
time (2 seconds, 8 seconds, 16 seconds) served as the within-subject factor and the
number of exits from each database served as the dependent measure. As summarized in
Table 13, the number of exits from each database was not significantly affected by the
travel time associated with entering each database (X2-sec DB = 1.05 SD = .21; X8-sec DB =
0.91, SD = .61; X16-sec DB = 1.09, SD = .29).
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Post hoc Analyses: Database Effects
Participants’ chosen hypothesis was predicted to be a function of the database
delay rather than database characteristics. Yet, Figure 13 illustrates that both experts and
novices chose the suicide hypothesis more frequently and the static electricity hypothesis
less frequently than expected. Due to these unexpected findings, both of the dependent
variables described above were reanalyzed to explore how database characteristics
affected participants’ foraging patterns. Analyses were again restricted to data from the
expert sample in order to more directly compare these findings to those reported above.
Database residence time per entry. A repeated-measures analysis of variance
was conducted to test whether database characteristics had a significant effect on the
database residence time per entry. Database (suicide information, overram information,
static electricity information) served as the within-subject factor18 and database residence
time per entry (in seconds) served as the dependent measure. Follow-up contrasts were
conducted in order to examine all pairwise comparisons19.
As described in Table 16, database residence time per entry was significantly
affected by the characteristics of each database (XSuicide DB = 307.47, SD = 116.73; XOverram

18

As with Experiment One, the content of each database was always presented in the
same order. Information associated with the suicide hypothesis was always in the leftmost database, overram information was always in the middle database, and static
electricity information was always in the right-most database. Therefore, all repeated
measures analyses employed this order as well. Order (i.e., first database entered, second
entered, etc.) could not be tested due to the fact that almost all participants entered the
left-most database first, the middle database second, and the right-most database third.
19

As the database variable is a categorical measure, it would typically not be appropriate
for linear trend analyses. Though these analyses will not be reported in text, the tables
will report linear trend effects due to the possible left-right bias, discussed in greater
detail in the discussion.
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= 174.83, SD = 69.71; XStatic Electricity DB = 88.57, SD = 65.23). As Figure 14 shows,

pairwise comparisons revealed that experts spent significantly more time in the suicide
database upon each entry as compared to the overram database; they also spent
significantly more time in the overram database upon each entry as compared to the static
electricity database (see Tables 17 and 18 for results from follow-up contrasts).
Number of database exits. A repeated-measures analysis of variance was
conducted to test whether database characteristics had a significant effect on the number
of exits from each database. Database (suicide information, overram information, static
electricity information) served as the within-subject factor and number of exits served as
the dependent variable. Follow-up contrasts were conducted in order to examine all
pairwise comparisons.
Figure 15 illustrates the number of exits from each of the three databases. Table
16 shows that experts’ number of exits was significantly affected by the characteristics of
each database (XSuicide DB = 1.05, SD = .21; XOverram DB = 1.18, SD = .40; XStatic Electricity DB =
0.82, SD = .50). Pairwise comparisons revealed that there was no significant difference in
the number of exits between the suicide database and the overram database, but the
experts did exit the overram database significantly more than the static electricity
database20 (see Tables 15 and 16 for ANOVA results for follow-up contrasts).

Expert – Novice Comparisons

20

The imputed cases method found a significant linear trend, and both pairwise
comparisons were significant. See Appendix D for details.
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As with the first experiment, no formal hypotheses were framed for these
comparisons. Comparisons between experts and novices for the four dependent measures
described above were conducted, for both database delay effects and database content
effects. Results are described below.
Database delay effects. A mixed model repeated-measures analysis of variance
was conducted to test whether there were significant differences between experts and
novices on how database delay affected their foraging patterns. Travel time (2 seconds, 8
seconds, 16 seconds) served as the within-subject factor and expert status (expert, novice)
served as the between-subject factor. There were two dependent measures: database
residence time per entry (in seconds) and the number of exits from each database. As
summarized in Table 17 and illustrated in Figures 16 and 17, there were no significant
differences between experts and novices on how database delay affected their database
residence time per entry or number of exits from each database.
Database effects. A mixed model repeated-measures analysis of variance was
conducted to test whether there were significant differences between experts and novices
on how database characteristics affected their behavior. Database (suicide information,
overram information, static electricity information) served as the within-subject factor
and expert status (expert, novice) served as the between-subject factor. The dependent
variables were database residence time per entry (in seconds) and the number of exits
from each database. Follow up contrasts were conducted to examine all pairwise
comparisons. As summarized in Table 18 and illustrated in Figures 11-12, there were no
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significant differences between experts and novices on how database characteristics
affected their database residence time21 or number of exits.22

Foraging Patterns
Though there was one example of an “optimal” forager in the first experiment, the
current experiment did not find any instances of such a database navigation pattern. All
experts followed the orderly foraging pattern described in Experiment One. Figure 20
illustrates one expert’s real-time navigation, in which each database is systematically
entered one time from left to right, irrespective of the travel time associated with that
database (see Appendix E for the database navigation patterns for the rest of the expert
sample). Descriptive data found that experts spent the most time in the first database (i.e.,
suicide information; XSuicide DB = 53.27%, SD = 16.40), less time in the second database

21

As summarized in Tables 18-20, the selected cases method found a significant
interaction between the database content and the expert status, suggesting that residence
time per entry in databases with varied content differed in experts and novices. Follow-up
contrasts tested for linear trends and found a significant interaction between database
content and expert status, indicating that the linear trend in experts’ database residence
time per entry was different from the linear trend in novices’ database residence time per
entry. Pairwise comparisons found a marginally significant interaction for the pairwise
comparison between the suicide and overram databases, indicating that experts spent
proportionally longer for each entry into the suicide database as compared to the overram
database when compared to novices. See Appendix D for detailed results.
22

Tables 18-20 show that the imputed cases method found a significant interaction
between the database content and the expert status, suggesting that the number of exits
from databases with varied content differed in experts and novices. Follow-up contrasts
tested for linear trends and found a significant interaction between database content and
expert status, indicating that the linear trend in experts’ database exits was different from
the linear trend in novices’ database exits. Pairwise comparisons found a significant
interaction for the pairwise comparison between the suicide and overram databases,
indicating that experts exited the suicide database proportionally more frequently as
compared to the overram database when compared to novices. See Appendix D for
detailed results.
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(i.e., overram information; XOverram DB = 31.05%, SD = 10.84), and the least time in the
third database (i.e., static electricity information; XStatic Electricity DB = 15.45%, SD = 11.75).
She also accessed most of the information in the first database (XSuicide DB = 92.05%, SD =
16.66), less information in the second database (XOverram DB = 73.45%, SD = 30.39), and
the least information in the third database (XStatic Electricity DB = 43.09%, SD = 35.94).

Discussion
A computer simulation of an intelligence analysis exercise was conducted to
determine whether travel time, operationalized as the delay associated with entering each
database, affected intelligence analysts’ database navigation to assess the cause of a
battleship explosion. Data indicate that analysts’ database residence time per entry and
their number of exits were not affected by the delay associated with entering each
database (i.e., travel time).
Unexpectedly, the information associated with each database had significant
effects on experts’ navigation of the databases. As with the first experiment, participants
navigated three databases that were each exclusively loaded with content pertaining to
one of three potential causes for the Iowa explosion. The content, in order of tabs from
left to right, were: the gun captain committed suicide by placing an incendiary device in
the gun, the rammerman inadvertently overrammed the gun which led to an explosion
from the impact, or static electricity caused a spark which ignited the powder in the gun.
Data reveal that database characteristics had a significant effect on participants’ residence
time per entry into each database, finding that participants spent the most time per entry
in the suicide database (i.e., left-most database), lesser time per entry in the overram
database (i.e., the middle database), and the least time per entry in the static electricity
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database (i.e., the right-most database). Participants’ number of exits from each database
was also significantly affected by the characteristics of each database. Participants exited
the suicide and overram databases equally, but exited the overram database more than the
static electricity database. Comparisons between experts (intelligence analysts) and
novices (undergraduates) found no significant differences on how travel time affected
their database residence time per entry or the number of exits from each database.
Finally, participants’ database navigation patterns were analyzed qualitatively,
and as with the first experiment, the large majority of participants adhered to the “orderly
forager” pattern, starting in the suicide database (i.e., the left-most database) and
systematically traveled to each database from left to right. Descriptive data found that the
orderly forager spent the most time in the first database (i.e., suicide information), less
time in the second database (i.e., overram information), and the least time in the third
database (i.e., static electricity information). She also accessed most of the information in
the left-most database, less information in the middle database, and the least information
in the right-most database.
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CHAPTER 4
GENERAL DISCUSSION
Two experiments were conducted to explore whether experts (intelligence
analysts) and novices (undergraduates) conformed to information foraging theory
predictions. Specifically, I tested the effects of temporal barriers on participants’ database
navigation and assessment of the cause of a battleship explosion. The original hypotheses
were not confirmed; handling time and travel time manipulations did not significantly
affect their database navigation patterns or their assessment of the accident.
Though the original hypotheses were not confirmed, there was surprisingly a
strong database effect on participants’ information search and consumption patterns.
Intelligence analysts’ conformed to an “orderly forager” pattern by allocating their
resources linearly across databases. The first experiment found that they were most likely
to spend time, access information, and consume it from the database associated with the
suicide content (i.e., the left-most database), with less of their resources devoted to the
overram database (i.e., the middle database), and the least amount of resources devoted to
the static electricity database (i.e., the right-most database). The second experiment found
a similar pattern: the suicide database was associated with the most time and decayed
linearly across the remaining two databases. Additionally, participants exited the suicide
and overram databases equally, but exited the overram database more than the static
electricity database.
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The Optimal Forager Versus the Orderly Forager
Foraging research with animals typically finds that the “optimal forager” is timeand risk-sensitive, hopping about from patch to patch to consume prey that is easy to
handle and of known quality (e.g., low hanging fruit). Human research is consistent,
finding that information foragers prefer information that is quickly accessible with a
strong information scent (Fu & Pirolli, 2007).
Though the manipulation of handling and travel time did not affect participants’
foraging patterns, the present findings are still consistent with some basic tenets of
foraging, especially the extensions of foraging theory to online information seeking. For
example, in a user-web simulation, Fu and Pirolli (2007) found that information seekers
click on links with strong information scent (i.e., the web link snippet was indicative of
high quality information contained in the website). The present investigation’s orderly
foragers likewise selected links that they perceived had a strong information scent. One
expert explained, “knowing that time was a huge variable to consider, I compensated the
lack of time by being very selective of what evidence I picked to read.” Time constraints
in the current study were likely too severe to allow for patch sampling, so instead
foragers used more proximal cues as Fu and Pirolli found. In any case, the critical point is
that they did not exhaustively search and sample all information from all databases, as the
normative rational choice perspective would predict.
The optimal forager tends not to exhaust a patch of its prey and instead consumes
prey proportionally based on the patch quality, explained by Charnov’s (1976) marginal
value theorem and consistent with Herrnstein’s (1961) matching law. The present
investigation’s orderly forager likewise “left money on the table.” I found an interesting
departure from typical patch sampling, however. Though I attempted to manipulate the
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content of each database to be of equal quality (and thus expected similar information
access across all three consistent with Charnov’s marginal value theorem), intelligence
analysts accessed and consumed most of the information from the first database (i.e.,
suicide), less from the second (i.e., overram), and the least from the third (i.e., static
electricity). One explanation, in line with Charnov’s marginal value theorem, is that my
“quality control” missed the mark, and participants’ perception of database quality was
proportional to their time allocation across databases. That is, perhaps they viewed
information in the suicide database as the highest quality, overram as medium quality,
and static electricity as the lowest quality information and distributed their time
accordingly. An alternate explanation is that participants effectively exhausted the first
database in order to learn the features of the overall environment. In both experiments’
instructions, the fact that each database was exclusively focused on one hypothesis was
not explicitly stated. Given these unknowns, participants may have accessed most of the
information in the first database before confirming that it was exclusively focused on
suicide content; they then assumed that the remaining two databases had similarly
distributed information on the other two hypotheses. After understanding their
environment more clearly, they left information “on the table” in the remaining two
databases. Hart and Jackson (1986) make a similar argument in their study of biology
majors’ patchy grape-picking. They found that foragers tended to overshoot residence
time predictions by staying longer in a patch than was optimal. They offered two possible
reasons for the finding: an asymmetric gain curve which suggests that the cost of staying
too long in a patch is outweighed by the cost of leaving too soon, or, akin to my
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argument, that foragers overshot residence time because a lack of prior knowledge of the
habitat made it difficult for them to assess patch quality quickly.
Though the intelligence analysts in the present study shared some features with
the behavioral ecology literature’s optimal forager, there were also key distinctions. First,
and obviously the experimental focus of the present investigation, the orderly forager was
not sensitive to the manipulated temporal constraints in the ways that were expected.
Clearly all participants experienced the severe time pressure, but adapted to it in an
unanticipated manner. I expected participants to spend their time proportionally across
databases as a function of handling or travel time; specifically, I expected them to
discount difficult-to-access information according to a hyperbolic decay function (Kagel
& Caraco, 1986; Hantula et al., 2001). This was not the case. I suspect this behavior was
largely a function of the second difference: participants did not sample patches (i.e.,
databases) in the same manner as found in many other foraging studies (e.g., Stephens, et
al., 2007; Stephens & Krebs, 1986). Patch sampling for the optimal forager is a means by
which to both capture prey and gain information about the environment, such as which
patches are particularly rich with prey, or which patches have higher quality or more
easily captured prey. With this meta-information, foragers consume prey accordingly. By
following an orderly foraging pattern in the first experiment, participants perhaps did not
learn about the different temporal features associated with each database in time to affect
their navigation style. The second experiment manipulated the delay to enter each
database. A lack of database patch sampling likely meant that participants did not contact
the contingency enough to learn that there was a temporal difference associated with each
delay.
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Expert – Novice Foraging
A comparison of experts and novices found few differences in their overall
foraging behavior, other than the finding that experts generally accessed more
information than novices. In short, novices behaved similarly to experts, but were not as
efficient in accessing and consuming data. It is important to note that the present findings
can only make statements about the similarities and differences in information navigation
styles between experts and novices and cannot make statements about the similarities and
differences in decision quality between experts and novices. The databases were
intentionally designed such that there was no “right” answer to the problem. Indeed, no
definitive answer to the causes of the Iowa explosion has ever emerged, even after years
of investigation and analysis by experts from the military and the IC (Jones, 1995;
Thompson, 1999). Then, the fact of experts and novices dominantly choosing the suicide
hypothesis is not surprising because it was the “wrong” conclusion; it is surprising
because it was designed to be equally as “right” as the other two hypotheses based on the
information provided by Lehner et al. (2008). In this sense, both experts and novices
foraged for information similarly to one other, but differently from my prediction.
The finding that novices foraged for information similarly – but worse than –
experts parallels Bird and Bird’s (2002) exploration of child foragers on the Great Barrier
Reef, which found that children foraged similarly, but not as well as adults. This finding
is also consistent with Klein’s (1999) naturalistic decision model, which found that timeconstrained experts filter out excess noise to get to the essential features of a problem
quickly; by assessing information quickly in the present experiments, experts could
conceivably access greater amounts of information.
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Still, perhaps the expert–novice foraging similarities occurred because I may in
fact have been dealing with two different sets of novice foragers. Recall that patch
sampling may be viewed as a means by which to gather information about the larger
habitat. In the wild, there is an implicit assumption that animals are familiar with the
larger environment simply by virtue of surviving, and behavioral ecology research studies
these types of experienced foragers. Laboratory investigations follow suit. Both animal
foraging researchers (e.g., Fantino & Goldshmidt, 2000) and human foraging researchers
(e.g., Hantula et al., 2008) guarantee habitat familiarity by employing a patch-exposure
phase as the first experimental phase in their foraging experiments. Given that the present
study did not build in a patch-exposure phase, expert participants might not have been
“foraging experts” in the current experimental environment. Future research might
address this point by either building in a patch-exposure phase to laboratory analogues of
intelligence foraging or studying intelligence analysts in their natural habitat (with the
databases that they use everyday). The latter suggestion would certainly enhance
experimental realism, vis-à-vis DiFonzo et al. (1998), but could also be logistically
difficult, if not impossible.

Underlying Mechanisms For the Database Effect
The database effect may be driven by one of three explanations related to (a) the
content of the databases, (b) the order in which databases were accessed, or (c) the
structure of the user interface. The first and most compelling case from a foraging
perspective is for an “intelligibility” bias in which intelligence analysts spent time and
accessed information proportionally according to the relative ease of comprehending the
content. Information in the suicide database was likely more cognitively accessible for
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the generalized expert and thus easier to consume, while information in the overram and
static electricity databases required more specialized expertise to cognitively access,
making it more difficult to consume. Indeed, several experts mentioned that the suicide
information was compelling, and one expert explained, “accidents are often not the first
thing investigators focus on, tending instead to believe a person is to blame.”
The intelligibility bias is consistent with a foraging perspective. Puvathingal and
Hantula (2012) argue that intelligence foragers might use more easily interpretable
information in their assessments rather than difficult-to-interpret (but potentially
valuable) information, which is supported by Pirolli and Card’s (1999) finding that
business students under time constraints tended to consume short, easily digestible
business reports. Foragers default to being risk averse and consuming low-hanging fruit;
indeed, one expert in the current study even described information in the suicide database
as “juicy.” Or perhaps it was not the handling of this information that was the issue for
these foragers, but rather the challenges associated with actually consuming the
information. A time-constrained forager running at an energy deficit may well abandon a
prey item that requires much mastication and additional time for digestion. The
information foragers in this study were both time constrained and running at an extreme
information deficit – they had no previous knowledge of the Iowa Explosion Task or of
the type and quality of information available.
A second explanation is a “first-seen” or anchoring bias. Intelligence analysts are
confronted with constant streams of information; a way to cope with this information
overload is to form an initial baseline judgment and then quickly evaluate subsequent
information against their baseline. Importantly, it was not possible to test participant data
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by the order entered (i.e., first database entered, second database entered, etc.) due to the
fact that almost every participant entered the suicide database (i.e., left-most database)
first. But since the vast majority of participants began their information search in the
suicide database, viewing this information first might have colored subsequent
information search in other databases (also consistent with Heuer’s, 1999, description of
the anchoring bias’ influence on intelligence analysis). Lehner et al. (2007) similiarly
found that intelligence analysts did not adjust their confidence in hypotheses
appropriately in light of new information. Consider the following expert’s description of
his problem-solving approach.
From the start [I was] less likely to believe that static or over ramming was
a cause, because there has to be a lot of slop built into the weapons system
for it to work in the reality of the human systems that control it. After that
I was looking for either sufficient information to prove these assessments
wrong and for sufficient information to show that Hartwig could have had
the motive and the means to sabotage the turret. I didn't find sufficient
evidence to convince me that my initial assessments were wrong and I did
find enough to convince me that Hartwig could have commited [sic]
sabotage.
Also consistent with the first-seen bias is Klein, Calderwood, & MacGregor’s (1989)
recognition-primed decision making, in which time-crunched experts satisfice by acting
on the first strategy that works. As well, Dennis and Taylor (2006) found that business
students acted as “satisficing information foragers,” abandoning breadth of information
search across many web pages in favor of increasing depth of information search on
fewer pages. The broader phenomenon of intelligence analysts basing their judgments on
assumptions without their appreciating they are doing it, and then failing to identify and
assess alternative scenarios, was a key problem recognized in the 9/11 Commission
Report (National Commission on Terrorist Attacks upon the United States, 2004) and the
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most difficult of the tradecraft standards (ODNI, 2007a) for analysts to meet. In this
sense, it is likely that the first-seen bias is more relevant to intelligence analysts than the
oft-cited confirmation bias (Heuer, 1999), and there is a good chance that this mechanism
plays a role in the present findings.
It is important to note that both the intelligibility and first-seen biases are
confounded with a third likely mechanism underlying the present study’s database effect:
a “left-right” bias. The graphical user interface for both experiments was purposely
designed to mimic information searching in online search engines, with each potential
information source viewed in a separate tab. Decades of experience with such Internet
search styles have perhaps created a bias for information foragers to search tabs
systematically from left to right. In both of the present experiments, the order of tabs for
each database was the same for all participants: suicide was presented in the left-most
tab, overram in the middle tab, and static electricity in the right-most tab. Further, the
user interface was also designed in accordance with Fu and Pirolli’s (2007) user-web
model which found that information foragers found the top of a web page to have the
strongest “information scent.” As such, all information links in each database were
located at the top of the page (i.e., above the scroll bar) in order to enhance their
“information scent.” Then, if one decided a priori to distribute their resources equally to
all three databases (as several participants said they had intended to do), then the left-toright orderly forager would be a logical and efficient way to make sense of such a large
amount of information.
All three explanations have strong empirical support and face validity. Though
each of the aforementioned biases are addressed individually in series, the most likely
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story is that there is no single mechanism at play, and these biases interact with one
another to generate such a strong database effect. Still, the intelligibility bias is the most
consistent with a foraging perspective and therefore most intriguing within the present
framework. As the present investigation marks the first attempt to examine intelligence
foraging empirically, definitive claims cannot yet be made about the specific role of each
proposed bias. Understanding their unique contributions through future research will
allow for such definitive claims, and ultimately, more targeted recommendations for
improving analytic tradecraft.

Methodological Considerations
Several experimental design choices may have contributed to the lack of the
hypothesized delay effect as well as the unexpected database effect. First, the size of the
participant sample in both experiments was relatively low. Power determinations were
based on an assumption that the data would conform to a hyperbolic decay function for
dependent measures – a robust finding that is typically revealed with a relatively small
sample. Given the lack of such a function in observed data, it is conceivable that
potentially a more novel delay effect was underpowered.
Download delay was the only counterbalanced variable in the present
experiments; database content was not counterbalanced. I attempted to control the
database content by manipulating information characteristics in each database to have
similar mean and variability in (a) the extent to which it confirmed or disconfirmed the
target hypothesis, (b) the mean length of text of each piece of information, and (c) the
total length of text of all information, based on the expertise of Lehner et al. (2008). Had
database content been counterbalanced in addition to controlling the information
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characteristics of each database as described above, a firmer conclusion could be drawn
about the mechanism(s) underlying the unexpected database effect. However, such
counterbalancing would have required a much larger sample size.
The decision to load each database with information exclusively pertaining to one
hypothesis may have contributed to the database effect. It is possible that this very strong
database effect dominated a potential delay effect, which might have been revealed had
each database looked even more similar to one another. That is, I attempted to control for
database content by holding constant certain characteristics of that content (e.g., text
length, degree of hypothesis confirming/disconfirming). One the one hand, if each
database additionally contained an equivalent mix of content from all three hypotheses
(i.e., another strategy for controlling database content), the hypothesized delay effect
might have been observed. On the other hand, different information sources are not
perfectly equivalent in the real world, and often point to myriad hypotheses with varying
strength. Geospatial intelligence (e.g., satellite images) in a National GeospatialIntelligence Agency (NGA) database, for example, might point to evidence of nuclear
weapons capability, while signals intelligence (e.g., communications) in an NSA database
might support uranium enrichment for non-military purposes. The database content
effect, therefore, is a real issue that warrants further empirical attention.
Participants were confronted with two notable differences from the typical
foraging environment that limited their incentive to sample databases, which likely
influenced the delay effect. First, they were told upfront that there were three potential
causes for the explosion. This top-down information search is different from foragers in
the wild, who must sample patches to understand the available prey in the larger
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environment, but still consistent with foraging research. Dennis and Taylor (2006), for
example, designed an information foraging simulation in which they instructed business
students to search for information to determine the best location for a restaurant. They
gave explicit instructions stating the most important metrics for consideration, thereby
framing the problem in narrower terms for the participants. Still, though the present
foraging simulation was constrained somewhat differently from foraging in the wild, it
also represents a realistic and common environment for today’s information forager, and
more to the point, today’s intelligence analyst. For example, the current investigation’s
use of a priori hypotheses is not uncommon in the IC. The recent (September 11, 2012)
attack on the U.S. consulate in Benghazi is a prime example. In the immediate aftermath
of the attack, intelligence analysts entered a chaotic information jungle with excessive,
irrelevant, and conflicting information. But Schmitt (2012; also, Entous & Gorman, 2012;
Ignatius, 2012) noted that three dominant theories emerged within the span of less than
three weeks: the attack was spontaneous, premeditated, or opportunistic. It is not
unreasonable to assume that subsequent information search was guided by these potential
causes in an effort to provide a reliable, evidence-based assessment to policymakers, a
process similar to the design of the current experiments.
Second, the database patches in the present investigation were not selfreplenishing, as they typically are in the natural environment. When animal foragers
leave a patch before entirely depleting it, they leave behind a means by which the patch
can replenish itself. They thus have incentive to go back to experience a (possibly) fully
replenished patch. In both of the present experiments, there were 15 information links in
each database, and participants saw snippets of all of these links in the database’s home
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screen. When they accessed 10 links, they knew that there were five remaining links – no
more and no less, in the present and in the future. The experiment’s features, therefore,
lent itself to an environment of more complete information than the typical animal
forager, which may have influenced participants’ need (or lack thereof) for patch
sampling.

Future Directions
In the present investigation, suicide information from the left-most database was
consumed more than overram (in the middle) or static electricity information from the
right-most database. Three biases have been proposed as mechanisms underlying this
database effect; additional research is needed to tease apart these possibilities. First, the
intelligibility bias predicts that easily comprehensible content will be consumed more
than less comprehensible content. By exclusively recruiting naval intelligence officers to
participate in the next iteration of this study, participants would presumably have the
specialized expertise to easily comprehend information from all three databases. One
would expect no database effect from naval intelligence officers if intelligibility bias
were driving the effect. Similarly, future research should utilize a different participant
sample to test whether the left-right bias accounts for the database effect. The notion of a
left to right bias is predicated on the assumption that participants’ native language is read
and written from left to right. Consider native Hebrew speakers, who read and write in
the opposite direction. Israeli search engines reflect this norm, with Internet tabs that
begin on the right and extend toward the left side of the screen (compare for example the
placement of tabs on the Google Israel search engine http://www.google.co.il/ in an
Israel-based browser with the placement of tabs on the Google USA search engine
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http://www.google.com/ in a US-based browser). If the (English-centric) left-right bias
were driving the database effect, a participant sample comprised of Israeli intelligence
analysts ought to find a right-left bias instead. In addition to specialized participant
samples, future research should counterbalance the content in each database, which
would largely eliminate the conflation of the three proposed biases.
The aforementioned experimental manipulations are a strong start to identifying
the mechanism underscoring the database effect. Yet, future research should not abandon
the present investigation’s proposed intelligence foraging model so quickly. It is unclear
why I did not find a delay effect with intelligence analysts searching for relevant
information under severe time constraints. There are three possibilities: there was no
delay effect to be found, the database effect was more powerful than the delay effect, or
the foraging variables were inadequately operationalized for intelligence analysts. The
first case seems unlikely, given that information foraging literature finds a robust delay
effect using the same download delays as I used (indeed, with model fits in excess of
90%; see Hantula et al., 2008). The second case seems plausible; as described above,
future research should be conducted that examines this database effect more
systematically. The third case also bears merit. As the current study is the first empirical
test of this intelligence foraging model first proposed by Puvathingal and Hantula (2012),
there is certainly room for refining the theory.
To this end, future research should define theoretical foraging variables in more
relevant terms for the intelligence analyst. Handling and travel time were defined as
download delay in the present investigation; a better characterization might define these
temporal constraints more broadly as “barriers.” This larger category may define barriers
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as technology, taking the form of download delay as I did, or incompatible databases and
computer systems, with the ultimate goal of designing a better user interface for IC
systems, similar to Nielsen’s (2010) more general focus on improving user-web
interactions. A second category may define barriers as cognitive energy. The
intelligibility bias hypothesized above implies that cognitive resources devoted to
processing complex information and/or fitting it into existing frameworks may influence
information consumption decisions in a predictable way. Alternatively, barriers as
compartmentalization might be an interesting IC foraging analogue. The 9/11
Commission Report (National Commission on Terrorist Attacks upon the United States,
2004) has documented the IC’s classification issues in detail, noting the pervasive trend
in over-classifying reports and excessively compartmentalizing information among
agencies. Congress’ Reducing Over-Classification Act (H.R. 553, 2010) formally
addresses the issue. The time and energy devoted either to accessing those reports as
written or sanitizing them for a broader audience may serve as meaningful proxies for
handling and travel time variables in a foraging analogue. Consistent with this foraging
view, the Reducing Over-Classification Act notes that “over-classification of information
causes considerable confusion regarding what information may be shared with whom,
and negatively affects the dissemination of information within the Federal Government
and with State, local, and tribal entities, and with the private sector (emphasis added).”
Reducing such classification barriers may serve not only to create a more optimal IC
foraging environment, but also might advance the IC’s goal of outreach to experts outside
the analytic (and classified) community as specified in ODNI’s (2008) Intelligence
Community Directive 205. Indeed, Immerman (2011) argues that reducing both
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technological and classification barriers to analytic collaboration are goals embraced by
the IC , as evidenced by such initiatives as Intellipedia (the IC’s version of Wikipedia for
both intelligence professionals and policymakers), A-Space (the IC’s social networking
tool that allows analysts to share ideas and data in the processing stage of the analytic
cycle), and Communities of Interest (COIs; virtual interagency “chatrooms” for analysts,
collectors, and managers).
Defining information “consumption” also requires further examination. Pirolli
and Card (1999) describe information consumption simply as reading information, and
empirical research has followed this tradition (e.g., Fu & Pirolli, 2007). My operational
definition of “information accessed” was in line with this definition. Yet, for the
intelligence analyst who reads a constant stream of information to find “the little jewels
in the huge data stream” (Hutchins, Pirolli, & Card, 2007, p. 298), I theorized that
consumption might actually be better defined as information that is ultimately used in
their final analytic assessments. The present experiments were designed with this
definition in mind. Intelligence analysts in the present study did not “consume” all of the
information they read, but it is unclear how and to what extent “accessing” this additional
information influenced their searching, handling, and use of information in their final
analytic assessment.
In most foraging studies, the “cost” of consumption is usually not considered or
modeled. It is not clear why. Perhaps foraging researchers consider these costs to be
simply irrelevant. This seems unlikely given that consumption costs can clearly put a dent
in the forager’s “biological bank account.” In the present study, for example, consider the
extra seconds associated with consuming the more technically complex overram and
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static electricity information while the timer continually advances. For those who took
the time to take notes, it might have been as simple as cutting and pasting the information
from the notes section in to the assessment, thus yielding a relatively low consumption
cost. But many participants felt too time-constrained to take notes – and thus perhaps
chose not to invest relatively more consumption energy into paraphrasing the more
technical information. In this case, suicide information might have been considered to be
easier to consume. Yet, it is also feasible that foraging models implicitly roll
consumption costs into handling costs, as was previously suggested by arguing that the
increased difficulty of the information in the overram and static electricity databases
increased its handling time, making it riskier to consume under severe time constraints.
Foragers are natural budgeters. They strive to save more of their time and energy
than they spend in order to survive one more day. Though I operationalized time and
energy very literally as download delay, the finding that participants tended to use the
less technical suicide information is suggestive that the intelligence forager’s currency is
much more abstract. It is consistent with the notion that they tried to minimize costs by
using more easily “processed” (handling costs) or “digested” (consumption costs)
information. In either case, it is apparent that “download delay” does not completely
capture the costs associated with the present investigation, nor does it get to the bottom of
what consumption truly means for the intelligence forager. More complex and realistic
information foraging analogues such as the present one underscores a need for future
research to examine the most appropriate way to tackle these definitional issues.
Future research must also explore how researchers operationalize the quality of
information (and thus, overall patch quality). I chose to interpret information quality as
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the degree to which it confirmed or disconfirmed the targeted hypothesis and held each
database patch’s quality constant according to this definition. Qualitative data, however,
suggest a number of alternative means of defining information quality. Several experts
mentioned that the source of information factored into their assessment of information
quality, perhaps a function of the importance that the IC places on sourcing. ODNI’s
(2007b) Intelligence Community Directive 206, for example, requires not only listing
sources in analytic assessments (not unlike academia’s reliance on citations to support
arguments), but it also requires that analysts describe the source. Generally speaking,
experts in the present investigation seemed to use the words “fact” and “physical
evidence” interchangeably. One expert said that he “gave greater weight to scientific
evidence than interviews and opinions.” A more nuanced perspective on information
quality came from another expert who stated, “ hard forensic evidence carried the most
weight…the interpersonal struggles and conflicts became more significant after
evaluating the physical evidence.”
Intelligence analysis is undergoing a shift from its traditional role as a largely
individual activity toward a new definition of analysis as a collaborative effort. Indeed,
ODNI’s (2008) Vision 2015: A Globally Networked and Integrated Intelligence
Enterprise calls for collaboration to move “away from coordination of draft products
toward regular discussion of data and hypotheses, early in the research phase” (p. 13).
Given the paucity of research on cooperative foraging, future research would be well
served to examine how individual foraging behaviors and roles shift in service to the
larger foraging unit. Technological collaborative advances in the IC such as Intellipedia,
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A-Space, and Communities of Interest (see Immerman, 2011) are models for developing
experimental analogues to study cooperative foraging.

An Evolution of the Optimal Forager?
The present investigation marks the first empirical foray into testing a theory of
intelligence foraging, combining many parallel lines of foraging research from behavioral
economics, behavioral ecology, and information science to converge on a critical realworld problem. To date, there has been some, but not a large amount of, empirical
evidence of humans foraging like their furry and feathered relatives. As such, I initially
predicted that time-crunched intelligence analysts would be such “optimal” foragers,
consuming quickly accessible information to assess complex situations. I found that timecrunched analysts were actually orderly foragers, doing their due diligence to quickly and
systematically review evidence for and against several hypotheses. The specific content
of each patch appeared to control their search and consumption behavior; database effects
overshadowed and, indeed, mimicked the delay effects that were initially predicted;
perhaps the added cost of consuming highly technical information added to a more
abstract delay effect. In the face of high stakes and realistic information constraints, the
present study hints at an evolved intelligence forager – one who is still content-driven in
spite of severe time constraints. As former acting CIA director John McLaughlin states,
“the risks inherent in intelligence analysis can never be eliminated, but one way to
minimize them is through more structured and disciplined thinking about thinking”
(Heuer & Pherson, 2011, p. xv). In light of the present findings and in service to our
national security interests, the literature would benefit from a deeper dive into
information foraging situations with these new types of constraints.
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Table 1
Experiment One: Participant Sample

Withdrew

Withdrew

Participant

Before

After

Subsample

Database

Database

Navigation

Navigation

Completed

Completed,

Completed,

Program

Data

Malfunction Invalid

Novice

19

2

30

1

3

Expert

28

0

21

2

1

Note: The first classification comprised participants who started the experiment but
withdrew before the database navigation phase began (i.e., before being exposed to an
experimental condition). The second classfication consisted of participants who withdrew
from the experiment after the database navigation phase began. These two participants
were assigned to Condition 1 and Condition 6. The third classfication included
participants who completed the experiment, and the fourth classification was participants
who completed the experiment but experienced a program malfunction that rendered their
data invalid. The final classification consisted of participants who completed the
experiment but did not meet the experiment’s analysis requirements, rendering their data
invalid. Only participants from the third classification were included in the final sample.
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Table 2
Experiment One: Main Effects of Database Information Delay for Experts
df

F

p

η2p

2, 40
2, 22
2, 94

0.67
0.05
0.55

0.52
0.95
0.58

0.03
0.00
0.01

2, 40
2, 22
1.63,
76.43

0.49
1.82

0.62
0.19

0.02
0.14

4.73

0.02

0.09 Χ2(2) = 12.01, p = .01, ε = .81

Information Consumed
All Cases Method
Selected Cases Method
Imputed Cases Method

2, 40
2, 22
2, 94

0.26
0.35
0.09

0.77
0.71
0.91

0.01
0.03
0.00

Hypothesis Confidence Rating
All Cases Method
Selected Cases Method
Imputed Cases Method

2, 40
2, 22
2, 94

0.57
0.28
2.51

0.57
0.75
0.09

0.03
0.03
0.05

Measure

Information Accessed
All Cases Method
Selected Cases Method
Imputed Cases Method
Database Residence Time
All Cases Method
Selected Cases Method
Imputed Cases Method*

Mauchly's Test

Note: * indicates that the assumption of sphericity was violated for this effect. Therefore,
degrees of freedom were corrected using Greenhouse-Geisser estimates of sphericity. Mauchly's
test and Greenhouse-Geisser estimates of sphericity are reported in the last column where
appropriate.
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Table 3
Experiment One: Linear Trend Effects of Database Information Delay for Experts
df

F

p

η2p

Residence Time
Imputed Cases Method

1, 47

8.78

0.01

0.16

Hypothesis Confidence Rating
Imputed Cases Method

1, 47

4.99

0.03

0.10

Measure

Note: Effects are reported where main effects were significant.
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Table 4
Experiment One: Pairwise Comparisons Between Databases for Experts
df

F

p

η2p

Residence Time
Imputed Cases Method
Databases Compared
2 second − 8 second
8 second − 16 second

1, 47
1, 47

4.37
1.69

0.04
0.20

0.09
0.04

Hypothesis Confidence Rating
Imputed Cases Method
Databases Compared
2 second − 8 second
8 second − 16 second

1, 47
1, 47

0.29
3.00

0.60
0.09

0.01
0.06

Measure

Note: Effects are reported where main effects were significant.
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Table 5
Experiment One: Main Effects of Database Content for Experts
df

F

p

η2p

Information Accessed
All Cases Method
Selected Cases Method
Imputed Cases Method

2, 40
2, 22
2, 94

42.22
20.17
170.80

< .001
< .001
< .001

0.68
0.65
0.78

Residence Time
All Cases Method*
Selected Cases Method*
Imputed Cases Method*

1.44, 28.75
1.37, 15.02
1.34, 62.93

29.41
14.84
120.41

< .001
< .001
< .001

0.60
0.57
0.72

Χ2(2) = 9.44, p = .01, ε = .72
Χ2(2) = 6.25, p = .04, ε = .68
Χ2(2) = 31.32, p < .001, ε = .67

Information Consumed
All Cases Method*
Selected Cases Method*
Imputed Cases Method*

1.56, 31.12
1.15, 12.64
1.71, 80.35

5.48
6.33
17.90

0.01
0.02
< .001

0.22
0.37
0.28

Χ2(2) = 6.68, p = .04, ε = .78
Χ2(2) = 13.51, p =.001, ε = .57
Χ2(2) = 8.56, p = .01, ε = .86

Hypothesis Confidence Rating
All Cases Method*
Selected Cases Method
Imputed Cases Method*

1.57, 31.40
2, 22
1.64, 77.28

1.89
2.57
6.03

0.17
0.10
< .01

0.09
0.19
0.11

Χ2(2) = 6.08, p = .05, ε = .79

Measure

Mauchly's Test

Χ2(2) = 11.22, p = .01, ε = .82

Note: * indicates that the assumption of sphericity was violated for this effect. Therefore, degrees of freedom were corrected using
Greenhouse-Geisser estimates of sphericity. Mauchly's test and Greenhouse-Geisser estimates of sphericity are reported in the last
column where appropriate.
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Table 6
Experiment One: Linear Trend Effects of Database Content for Experts
df

F

p

η2p

Information Accessed
All Cases Method
Selected Cases Method
Imputed Cases Method

1, 20
1, 11
1, 47

80.33
36.88
362.10

< .001
< .001
< .001

0.80
0.77
0.89

Residence Time
All Cases Method
Selected Cases Method
Imputed Cases Method

1, 20
1, 11
1, 47

43.80
24.75
184.28

< .001
< .001
< .001

0.69
0.69
0.80

Information Consumed
All Cases Method
Selected Cases Method
Imputed Cases Method

1, 20
1, 11
1, 47

7.37
10.16
23.08

0.01
0.01
< .001

0.27
0.48
0.33

Hypothesis Confidence Rating
Selected Cases Method
1, 11
5.49
Imputed Cases Method
1, 47
10.13
Note: Effects are reported where main effects were significant.

0.04
< .01

0.33
0.18

Measure
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Table 7
Experiment One: Pairwise Comparisons Between Databases for Experts
Measure
Information Accessed
All Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Selected Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Imputed Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Residence Time
All Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Selected Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Imputed Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Information Consumed
All Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Selected Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Imputed Cases Method

df

F

p

η2p

1, 20
1, 20

40.59
9.29

< .001
0.01

0.67
0.32

1, 11
1, 11

16.45
4.76

< .01
0.05

0.60
0.30

1, 47
1, 47

186.27
25.98

< .001
< .001

0.80
0.36

1, 20
1, 20

20.20
13.58

< .001
< .01

0.50
0.40

1, 11
1, 11

9.53
6.12

0.01
0.03

0.46
0.36

1, 47
1, 47

85.34
41.91

< .001
< .001

0.64
0.47

1, 20
1, 20

4.707
1.84

0.04
0.19

0.191
0.084

1, 11
1, 11

2.80
12.01

0.12
0.01

0.20
0.52

98
Databases Compared
Suicide − Overram
Overram − Static Electricity
Hypothesis Confidence Rating
Selected Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Imputed Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity

1, 47
1, 47

21.38
1.32

< .001
0.26

0.31
0.03

1, 11
1, 11

0.20
4.34

0.66
0.06

0.02
0.28

1, 47
1, 47

1.21
8.75

0.28
< .01

0.03
0.16

Note: Effects are reported where main effects were significant.
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Table 8
Experiment One: Expert - Novice Comparison of Database Information Delay Effects
Measure

df

F

p

η2p

Database Information Delay x Expert Status
Information Accessed
All Cases Method
Selected Cases Method
Imputed Cases Method

2, 98
2, 44
2, 188

0.16
0.25
0.48

0.85
0.78
0.62

0.003
0.011
0.005

Database Residence Time
All Cases Method
Selected Cases Method
Imputed Cases Method*

2, 98
2, 44
1.79, 168.06

0.02
0.35
1.23

0.98
0.71
0.29

0.000
0.015
0.013

Information Consumed
All Cases Method
Selected Cases Method
Imputed Cases Method

2, 98
2, 44
2, 188

0.59
0.01
0.54

0.56
0.99
0.58

0.012
0.001
0.006

Mauchly's Test

Χ2(2) = 11.75, p = .01, ε = .89

Hypothesis Confidence Rating
All Cases Method
2, 98
0.62 0.54
0.012
Selected Cases Method
2, 44
0.21 0.81
0.009
Imputed Cases Method
2, 188
0.82 0.44
0.009
Note: * indicates that the assumption of sphericity was violated for this effect. Therefore, degrees of freedom were
corrected using Greenhouse-Geisser estimates of sphericity. Mauchly's test and Greenhouse-Geisser estimates of sphericity
are reported in the last column where appropriate.
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Table 9
Experiment One: Expert - Novice Comparison of Database Content Effects
df

F

p

η2p

2, 98
2, 44
2, 188

4.57
2.28
13.77

0.01
0.11
< .001

0.085
0.094
0.128

Database Residence Time
All Cases Method*
Selected Cases Method*
Imputed Cases Method*

1.34, 65.78
1.27, 27.83
1.31, 123.17

0.47
0.73
3.60

0.55
0.43
0.05

0.010
0.032
0.037

Χ2(2) = 32.30, p < .001, ε = .67
Χ2(2) = 18.28, p < .001, ε = .63
Χ2(2) = 69.4,9 p < .001, ε = .66

Information Consumed
All Cases Method*
Selected Cases Method
Imputed Cases Method*

1.70, 83.46
2, 44
1.84, 172.89

0.13
1.65
0.57

0.85
0.20
0.55

0.003
0.070
0.006

Χ2(2) = 9.19, p = .01, ε = .85

Hypothesis Confidence Rating
All Cases Method*
Selected Cases Method*
Imputed Cases Method*

1.73, 84.54
1.56, 34.33
1.77, 166.37

0.43
0.21
1.56

0.62
0.75
0.22

0.009
0.010
0.016

Χ2(2) = 8.33, p = .02, ε = .86
Χ2(2) = 6.95, p = .03, ε = .78
Χ2(2) = 12.95, p = .01, ε = .89

Measure
Database Content x Expert Status
Information Accessed
All Cases Method
Selected Cases Method
Imputed Cases Method

Mauchly's Test

Χ2(2) = 8.51, p = .01, ε = .92

Note: * indicates that the assumption of sphericity was violated for this effect. Therefore, degrees of freedom were corrected using
Greenhouse-Geisser estimates of sphericity. Mauchly's test and Greenhouse-Geisser estimates of sphericity are reported in the last
column where appropriate.
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Table 10
Experiment One: Expert - Novice Linear Trend Comparison of Database Content
Measure
Database Content x Expert Status
Information Accessed
All Cases Method
Imputed Cases Method
Database Residence Time
Imputed Cases Method

df

F

p

η2p

1, 49
1, 94

8.26
25.04

0.01
< .001

0.144
0.210

1, 94

5.62

0.02

0.056

Note: Effects are reported where main effects were significant.
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Table 11
Experiment One: Expert - Novice Difference in Pairwise Comparisons of Database Content
Measure
Database Content x Expert Status
Information Accessed
All Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Imputed Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Residence Time
Imputed Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Note: Effects are reported where main effect was significant.

df

F

p

η2p

1, 49
1, 49

1.60
3.71

0.21
0.06

0.032
0.070

1, 94
1, 94

8.02
6.35

0.01
0.01

0.079
0.063

1, 94
1, 94

3.17
0.03

0.08
0.87

0.033
0.000
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Table 12
Participant Sample in Experiment Two
Withdrew
Before
Database
Navigation

Withdrew
After Database
Navigation

Completed

Completed,
Program
Malfunction

Novice

33

4

34

0

Expert

55

1

22

2

Participant Subsample

Note: The first classification comprised participants who started the experiment but
withdrew before the database navigation phase began (i.e., before being exposed to an
experimental condition). The second classfication consisted of participants who withdrew
from the experiment after the database navigation phase began. Of the novice participants
in this classification, there was one from Condition 1, one from Condition 5, and two
from Condition 6. The expert participant in this classification was assigned to Condition
1. The third classfication included participants who completed the experiment, and the
fourth classification included participants who completed the experiment but experienced
a program malfunction that rendered their data invalid. Only participants from the third
classification were included in the final sample.
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Table 13
Experiment Two: Main Effects of Database Information Delay for Experts
df

F

p

η2p

Residence Time Per Entry
All Cases Method
Selected Cases Method
Imputed Cases Method

2, 42
2, 22
2, 82

0.54
0.09
0.01

0.59
0.91
0.99

0.02
0.01
0.00

Number of Exits
All Cases Method
Selected Cases Method
Imputed Cases Method*

1.55, 32.44
2, 22
1.38, 56.54

1.32
0.55
1.35

0.28
0.58
0.26

0.06
0.05
0.03

Measure

Mauchly's Test

Χ2(2) = 6.98, p = .03, ε = .77
Χ2(2) = 23.94, p < .001, ε = .69

Note: * indicates that the assumption of sphericity was violated for this effect. Therefore, degrees of freedom were corrected using
Greenhouse-Geisser estimates of sphericity. Mauchly's test and Greenhouse-Geisser estimates of sphericity are reported in the last
column where appropriate.
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Table 14
Experiment Two: Main Effects of Database Content for Experts
df

F

p

η2p

Mauchly's Test

1.56, 32.77

24.96

< .001

0.54

Χ2(2) = 6.62, p = .04, ε = .78

Selected Cases Method

2, 22

18.70

< .001

0.63

Imputed Cases Method

1.64, 67.21

68.07

< .001

0.62

All Cases Method

2, 42

6.02

0.01

0.22

Selected Cases Method

2, 22

3.22

0.06

0.23

Imputed Cases Method

2, 82

15.27

< .001

0.27

Measure

Residence Time Per Entry
All Cases Method

Χ2(2) = 9.94, p = .01, ε = .82

Number of Exits

Note: * indicates that the assumption of sphericity was violated for this effect. Therefore, degrees of freedom were corrected using
Greenhouse-Geisser estimates of sphericity. Mauchly's test and Greenhouse-Geisser estimates of sphericity are reported in the last
column where appropriate.
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Table 15
Experiment Two: Linear Trend Effects of Database Content for Experts
Measure
Residence Time Per Entry
All Cases Method
Selected Cases Method
Imputed Cases Method

df

F

p

η2p

1, 21
1, 11
1, 41

35.50
25.99
100.39

< .001
< .001
< .001

0.63
0.70
0.71

0.06
0.19
0.03

0.16
0.15
0.11

Number of Exits
All Cases Method
1, 21
4.07
Selected Cases Method
1, 11
1.94
Imputed Cases Method
1, 41
5.08
Note: Effects are reported where main effects were significant.
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Table 16
Experiment Two: Pairwise Comparisons Between Databases for Experts
Measure

df

Residence Time Per Entry
All Cases Method
Databases Compared
Suicide − Overram
1, 21
Overram − Static Electricity
1, 21
Selected Cases Method
Databases Compared
Suicide − Overram
1, 11
Overram − Static Electricity
1, 11
Imputed Cases Method
Databases Compared
Suicide − Overram
1, 41
Overram − Static Electricity
1, 41
Number of Exits
All Cases Method
Databases Compared
Suicide − Overram
1, 21
Overram − Static Electricity
1, 21
Selected Cases Method
Databases Compared
Suicide − Overram
1, 11
Overram − Static Electricity
1, 11
Imputed Cases Method
Databases Compared
Suicide − Overram
1, 41
Overram − Static Electricity
1, 41
Note: Effects are reported where main effects were significant.

F

p

η2p

16.07
15.54

< .001
< .001

0.43
0.43

17.05
5.06

< .01
0.05

0.61
0.32

38.86
47.13

< .001
< .001

0.49
0.53

1.87
12.00

0.19
< .01

0.08
0.36

1.00
7.86

0.34
0.02

0.08
0.42

8.94
40.10

< .01
< .001

0.18
0.49
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Table 17
Experiment Two: Expert - Novice Comparison of Database Information Delay
Effects
Measure

Database Information Delay x Expert Status
Residence Time Per Entry
All Cases Method
Selected Cases Method
Imputed Cases Method
Number of Exits
All Cases Method
Selected Cases Method
Imputed Cases Method

df

F

p

η2p

2, 108
2, 44
2, 164

0.40 0.67
0.03 0.97
0.41 0.66

0.007
0.001
0.005

2, 108
2, 44
2, 164

0.29 0.75
0.55 0.58
1.09 0.34

0.005
0.025
0.013
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Table 18
Experiment Two: Expert - Novice Comparison of Database Content Effects
df

F

p

η2p

All Cases Method*

1.33, 71.71

1.01

0.34

0.02

Χ2(2) = 37.38, p < .001, ε = .66

Selected Cases Method*

1.37, 30.22

3.84

0.05

0.15

Χ2(2) = 12.78, p = .01, ε = .69

Imputed Cases Method*

1.38, 113.24

2.48

0.11

0.03

Χ2(2) = 48.18, p < .001, ε = .69

All Cases Method

2, 108

1.23

0.30

0.02

Selected Cases Method

2, 44

1.97

0.15

0.08

Imputed Cases Method

2, 164

3.75

0.03

0.04

Measure

Mauchly's Test

Database Content x Expert Status
Residence Time Per Entry

Number of Exits

Note: * indicates that the assumption of sphericity was violated for this effect. Therefore, degrees of freedom were corrected using
Greenhouse-Geisser estimates of sphericity. Mauchly's test and Greenhouse-Geisser estimates of sphericity are reported in the last
column where appropriate.
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Table 19
Experiment Two: Expert - Novice Linear Trend Comparison of Database Content
Measure
Database Content x Expert Status
Residence Time Per Entry
Selected Cases Method
Number of Exits
Imputed Cases Method

df

F

p

η2p

1, 22

4.39

0.05

0.166

1, 82

4.08

0.05

0.047

Note: Effects are reported where main effects were significant.
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Table 20
Experiment Two: Expert - Novice Difference in Pairwise Comparisons of Database
Content
Measure
Database Content x Expert Status
Residence Time Per Entry
Selected Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity
Number of Exits
Imputed Cases Method
Databases Compared
Suicide − Overram
Overram − Static Electricity

df

F

p

η2p

1, 22
1, 22

4.32
1.03

0.05
0.32

0.164
0.045

1, 82
1, 82

6.69
0.19

0.01
0.66

0.075
0.002

Note: Effects are reported where main effect was significant.
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Figure 1. Representation of the database navigation for the computer simulations in
Experiment One and Experiment Two.
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Figure 2. Experiment One: Participants’ chosen hypothesis.
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Figure 3. Experiment One: Database residence time of experts in each database as a
function of the information delay associated with each database. All three statistical
sampling methods are represented in the figure to highlight the similarity in the
dependent measure for each sampling method.
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Figure 4. Experiment One: Percentage of information accessed by experts in each
database as a function of the information delay associated with each database. All three
statistical sampling methods are represented in the figure to highlight the similarity in the
dependent measure for each sampling method.
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Figure 5. Experiment One: Percentage of information accessed by experts as a function
of content associated with each database. All three statistical sampling methods are
represented in the figure to highlight the similarity in the dependent measure for each
sampling method.
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Figure 6. Experiment One: Percentage of information consumed by experts as a function
of content associated with each database. All three statistical sampling methods are
represented in the figure to highlight the similarity in the dependent measure for each
sampling method.
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Figure 7. Experiment One: Residence time of experts as a function of content associated
with each database. All three statistical sampling methods are represented in the figure to
highlight the similarity in the dependent measure for each sampling method.
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Figure 8. Experiment One: Experts’ hypothesis confidence rating as a function of content
associated with each database. All three statistical sampling methods are represented in
the figure to highlight the similarity in the dependent measure for each sampling method.
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Figure 9. Experiment One: Percentage of information accessed by experts as compared to
novices a function of content associated with each database. All three statistical sampling
methods are represented in the figure to highlight the similarity in the dependent measure
for each sampling method.
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Figure 10. Experiment One: Database residence time of experts as compared to novices a
function of content associated with each database. All three statistical sampling methods
are represented in the figure to highlight the similarity in the dependent measure for each
sampling method.
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Figure 11. Experiment One: Percentage of information consumed by experts as compared
to novices a function of content associated with each database. All three statistical
sampling methods are represented in the figure to highlight the similarity in the
dependent measure for each sampling method.
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Figure 12. Experiment One: Expert hypothesis confidence ratings as compared to novice
hypothesis confidence ratings as a function of content associated with each database. All
three statistical sampling methods are represented in the figure to highlight the similarity
in the dependent measure for each sampling method.
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Figure 13. Experiment Two: Participants’ chosen hypothesis.
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Figure 14. Experiment Two: Database residence time of experts as a function of content
associated with each database. All three statistical sampling methods are represented in
the figure to highlight the similarity in the dependent measure for each sampling method.
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Figure 15. Experiment Two: The number of database exits by experts as a function of
content associated with each database. All three statistical sampling methods are
represented in the figure to highlight the similarity in the dependent measure for each
sampling method.
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Figure 16. Experiment Two: Expert database residence time upon each entry as
compared to novice residence time during each entry as a function of content associated
with each database. All three statistical sampling methods are represented in the figure to
highlight the similarity in the dependent measure for each sampling method.

128

Figure 17. Experiment Two: The number of database exits by experts as compared to
novice database exits as a function of content associated with each database. All three
statistical sampling methods are represented in the figure to highlight the similarity in the
dependent measure for each sampling method.
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Figure 18. The real-time database navigation for Experiment One’s “Optimal Forager.”
Four database “patches” are illustrated, in order from top to bottom: Background
Materials, which was accessible participants during the navigation phase; Zephyr,
associated with suicide information; Hera, associated with overram information, and
Apollo, associated with static electricity information. The red bars indicate the download
delay upon clicking an information link before the piece of information loaded. The green
bar is the total length of time viewing a piece of information, and the turquoise bar
represents the notes that were taken while the participant was viewing the corresponding
item. Vertical lines represent patch switching.
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Figure 19. The real-time database navigation for Experiment One’s “Orderly Forager.”
Four database “patches” are illustrated, in order from top to bottom: Background
Materials, which was accessible participants during the navigation phase; Zephyr,
associated with suicide information; Hera, associated with overram information, and
Apollo, associated with static electricity information. The red bars indicate the download
delay upon clicking an information link before the piece of information loaded. The green
bar is the total length of time viewing a piece of information, and the turquoise bar
represents the notes that were taken while the participant was viewing the corresponding
item. Vertical lines represent patch switching.
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Figure 20. The real-time database navigation for Experiment Two’s “Orderly Forager.”
Four database “patches” are illustrated, in order from top to bottom: Background
Materials, which was accessible participants during the navigation phase; Zephyr,
associated with suicide information; Hera, associated with overram information, and
Apollo, associated with static electricity information. The red bars indicate the download
delay upon clicking an information link before the piece of information loaded. The green
bar is the total length of time viewing a piece of information, and the turquoise bar
represents the notes that were taken while the participant was viewing the corresponding
item. Vertical lines represent patch switching.
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APPENDICES
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APPENDIX A

EXPERIMENT ONE: STATISTICAL SAMPLING CORRECTIONS & RESULTS
Sampling Corrections
All Cases Method
The expert cells ranged from two to five participants in each of six conditions,
while the novice cells ranged from four to eight participants. This method applied no
corrections to the sample before conducted analyses. Using this method, the final sample
consisted of 51 participants (21 experts, 30 novices).
Selected Cases Method
This method used the smallest cell size (n = 2) to equalize the number of
participants in each cell. In each cell with greater than two participants, two participants
were randomly selected from the larger subset for subsequent analyses. Using this
method, there were two participants in each of 12 cells, yielding a final sample of 24
participants (12 experts, 12 novices).
Imputed Cases Method
This method used the largest cell size (n = 8) to equalize the number of
participants in each cell. In the cell with fewer than eight participants, data for all
dependent measures were imputed to yield a total of eight participants in each cell. All
dependent measures used a mean replacement method to impute data. Means from real
participant data in each cell were calculated; those means were used as the data points for
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each imputed data point. Using this method, there were eight participants in each of 12
cells, yielding a final sample of 96 participants (48 experts, 48 novices).
Database Information Delay Effects
Hypothesis 1: Participants are more likely to spend time in databases associated
with minimal handling time as compared to databases associated with longer
handling times.
Selected cases method. Database residence time was not significantly affected by
the handling time associated with each database, as summarized in Table 2 (X2-sec DB =
23.58%, SD = 18.61; X8-sec DB = 30.42%, SD = 23.40; X16-sec DB = 45.92% SD = 28.95).
Imputed cases method. As Table 2 shows, database residence time was
significantly affected by the handling time associated with each database (X2-sec DB =
24.83%, SD = 17.36; X8-sec DB = 33.35%, SD = 21.14; X16-sec DB = 41.69% SD = 26.35).
Follow up contrasts revealed a significant upward linear trend. Pairwise comparisons
found that experts spent significantly longer in the eight-second database as compared to
the two-second database, but did not spend a significantly different length of time in the
eight-second database as compared to the 16-second database (see Tables 3 and 4 for
ANOVA contrast results).
Hypothesis 2. Participants are more likely to access information with minimal
handling time as compared to databases associated with longer handling times.
Selected cases method. Table 2 shows that information accessed in each database
was not significantly affected by the handling time associated with each database (X2-sec
DB

= 50.92%, SD = 42.59; X8-sec DB = 53.17%, SD = 40.03; X16-sec DB = 56.42% SD =

28.79).
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Imputed cases method. Information accessed in each database was not
significantly affected by the handling time associated with each database (X2-sec DB =
53.96%, SD = 36.92; X8-sec DB = 60.47%, SD = 34.23 X16-sec DB = 53.48% SD = 27.75), as
described in Table 2.
Hypothesis 3. Participants are more likely to consume information associated with
minimal handling time as compared to information associated with longer handling
times.
Selected cases method. Information consumed from each database was not
significantly affected by the handling time associated with each database (X2-sec DB =
24.84%, SD = 25.79; X8-sec DB = 33.30%, SD = 27.67; X16-sec DB = 36.86% SD = 35.00), as
seen in Table 2.
Imputed cases method. As illustrated in Table 2, information consumed from
each database was not significantly affected by the handling time associated with each
database (X2-sec DB = 34.55%, SD = 21.65; X8-sec DB = 31.06%, SD = 21.45; X16-sec DB =
30.23% SD = 23.28), as described in Table 2.
Hypothesis 4. Participants will have higher confidence in hypotheses associated with
minimal handling time as compared to hypotheses associated with longer handling
times.
Selected cases method. Table 2 shows that the hypothesis confidence rating was
not significantly affected by the handling time associated with that hypothesis (X2-sec DB =
30.42%, SD = 23.59; X8-sec DB = 38.33%, SD = 22.90; X16-sec DB = 31.25% SD = 22.68).
Imputed cases method. There was a marginally significant effect of handling
time on participants’ hypothesis confidence rating (X2-sec DB = 37.60%, SD = 20.06; X8-sec
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DB

= 34.85%, SD = 19.04; X16-sec DB = 27.56% SD = 16.25), as described in Table 2.

Follow up contrasts revealed a significant downward linear trend. Pairwise comparisons
found that experts did not have significantly different confidence ratings between the
hypotheses associated with the two-second and eight-second delays, but gave lower
confidence ratings to the hypothesis associated with the 16-second delay as compared to
the eight-second delay (see Tables 3 and 4 for ANOVA contrast results).
Post hoc Analyses: Database Effects
Database Residence Time
Selected cases method. Table 5 shows that database residence time was
significantly affected by the characteristics of each database (XSuicide DB = 58.92%, SD =
21.73; XOverram DB = 26.75%, SD = 15.79; XStatic Electricity DB = 14.25% SD = 11.72). As
illustrated in Figure 7, pairwise comparisons revealed that experts spent significantly
more time in the suicide database as compared to the overram database. They spent
significantly more time in the overram database as compared to the static electricity
database as well (see Tables 6 and 7 for ANOVA results for follow-up contrasts).
Imputed cases method. Database residence time was significantly affected by
database characteristics (XSuicide DB = 59.83%, SD = 15.83; XOverram DB = 25.56%, SD =
10.88; XStatic Electricity DB = 14.47% SD = 8.75) as described in Table 5 and illustrated in
Figure 7. Table 7 summarizes the results of the pairwise comparisons, which revealed
that experts spent significantly longer in the suicide database as compared to the overram
database. They also spent significantly longer in the overram database as compared to the
static electricity database (see Tables 6 and 7 for ANOVA results for follow-up
contrasts).
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Information Access
Selected cases method. Table 5 shows that the amount of information accessed
was significantly affected by the characteristics of each database (XSuicide DB = 88.25%, SD
= 19.61; XOverram DB = 46.42%, SD = 32.44; XStatic Electricity DB = 25.83%, SD = 24.88). As
seen in Figure 5, pairwise comparisons revealed that experts accessed significantly more
information in the suicide database as compared to the overram database. The pairwise
comparison between the overram and static electricity databases was marginally
significant, indicating that they spent more time in the overram database as compared to
the static electricity database (see Tables 6 and 7 for ANOVA results for follow-up
contrasts).
Imputed cases method. Figure 5 illustrates the amount of information accessed
by experts in each of the three databases. Table 5 shows that the amount of information
accessed was significantly affected by the characteristics of each database (XSuicide DB =
91.34%, SD = 13.36; XOverram DB = 48.35%, SD = 25.22; XStatic Electricity DB = 28.22% SD =
19.95). Table 7 summarizes the results of the pairwise comparisons, which revealed that
experts accessed significantly more information in the suicide database as compared to
the overram database. They also accessed significantly more information in the overram
database as compared to the static electricity database (see Tables 6 and 7 for ANOVA
results for follow-up contrasts).
Information Consumption
Selected cases method. The amount of information accessed by experts in each
of the three databases is displayed in Figure 6. Table 5 shows that the information
consumed in the analytic assessment was significantly affected by the characteristics of
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each database (XSuicide DB = 53.13%, SD = 32.81; XOverram DB = 28.87%, SD = 20.72; XStatic
Electricity DB

= 11.99% SD = 15.86). Table 7 summarizes the results of the pairwise

comparisons, which revealed that there were no significant differences in information
consumed from the suicide and overram databases, while it found that experts consumed
significantly more information from the overram database as compared to the static
electricity database (see Tables 6 and 7 for ANOVA results for follow-up contrasts).
Imputed cases method. The amount of information accessed by experts in each
of the three databases is displayed in Figure 6. Table 5 shows that the information
consumed in the analytic assessment was significantly affected by the characteristics of
each database (XSuicide DB = 48.12%, SD = 22.29; XOverram DB = 26.30%, SD = 14.13; XStatic
Electricity DB

= 22.02% SD = 20.20). Table 7 summarizes the results of the pairwise

comparisons, which revealed that experts consumed more information from the suicide
database as compared to the overram database, but there were no significant differences
in information consumed from the overram and static electricity databases (see Tables 6
and 7 for ANOVA results for follow-up contrasts).
Hypothesis Confidence Ratings
Selected cases method. Figure 8 illustrates participants’ confidence rating in each
hypothesis. Table 5 shows that there was a significant effect of database characteristics
on hypothesis confidence rating (XSuicide DB = 42.92, SD = 24.81; XOverram DB = 37.08, SD =
22.41; XStatic Electricity DB = 20.00, SD = 14.46). A pairwise comparison in the ratings
between the suicide and overram databases was nonsignificant, while the pairwise
comparison between the overram and static electricity databases was significant,
indicated that participants gave a higher confidence rating to information in the overram
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database as compared to the static electricity database (see Tables 6 and 7 for ANOVA
results for follow-up contrasts).
Imputed cases method. Figure 8 illustrates participants’ confidence rating in
each hypothesis. Table 5 shows that there was a significant effect of database
characteristics on hypothesis confidence rating (XSuicide DB = 40.32, SD = 21.61; XOverram DB
= 34.71, SD = 16.39; XStatic Electricity DB = 24.97, SD = 15.00). A pairwise comparison in the
ratings between the suicide and overram databases was nonsignificant, while the pairwise
comparison between the overram and static electricity databases was significant,
indicated that participants gave a higher confidence rating to information in the overram
database as compared to the static electricity database (see Tables 6 and 7 for ANOVA
results for follow-up contrasts).
Expert – Novice Comparisons
Database Information Delay Effects
Selected and imputed cases method. As summarized in Table 8, there were no
significant differences between experts and novices on how database information delay
affected their database residence time, information accessed, information consumed, or
hypothesis confidence ratings.
Database Effects: Database Residence Time
Selected cases method. As summarized in Table 9, there were no significant
differences between experts and novices on how database content affected their database
residence time.
Imputed cases method. Table 9 shows a significant interaction effect between
database and the expert status, suggesting that residence time in databases with varied
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content differed in experts and novices. Pairwise comparisons found a marginally
significant interaction effect for the pairwise comparison between the suicide and
overram databases, indicating that experts accessed proportionally more information in
the suicide database as compared to the overram database when compared to novices.
The interaction effect for the pairwise comparison between the overram and static
electricity databases was nonsignificant.
Database Effects: Information Accessed
Selected cases method. As shown in Table 9 and illustrated in Figure 9, there
was no significant interaction effect between database and expert status, meaning that the
information accessed in databases with varied content was similar for both experts and
novices.
Imputed cases method. As shown in Table 9 and Figure 9, there was a
significant interaction effect between database and expert status, suggesting that the
information accessed in databases with varied content differed in experts and novices.
Pairwise comparisons, summarized in Table 11, found a significant interaction between
database content and expert status for the suicide–overram database comparison, meaning
that the ratio of suicide to overram information accessed by experts was proportionally
greater than the suicide to overram ratio accessed by novices. There was a significant
interaction effect for the pairwise comparison between the overram and static electricity
databases. Figure 9 clarifies this finding, indicating that experts accessed proportionally
more information in the overram database as compared to the static electricity database
when compared to novices (see Tables 10 and 11 for ANOVA results for follow-up
contrasts).
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Database Effects: Information Consumed And Hypothesis Confidence Ratings
Selected and imputed cases. As summarized in Table 9 and illustrated in Figures
6 and 8, there were no significant differences between experts and novices on how
database characteristics affected the information consumed in their analytic assessment or
their hypothesis confidence ratings.
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APPENDIX B

SAMPLE ANALYTIC ASSESSMENT
The following text is one expert’s analytic assessment. The bolded text below
appears in either the background materials or one of the databases.

The most likely conclusion is that the rammerman, Robert Backerms, was unqualified
for the rammerman position and inadvertently caused the mechanical rammer to
shove powder bags too far into the gun chamber, forcing the bags against the base of
the projectile. This impact caused the powder to explode.
Under ordinary circumstance overramming will not cause ignition of the powder, because
special stabilizer powder ensures that it only ignites from an incendiary source, not
from impact. But the stabilizer begins to decompose at temperatures above 90
degrees. The Iowa's powder was stored at temperatures up to 125 degrees for 3
months before the explosion. At 110 degrees the powder is dangerously susceptible
to ignition from force. It would be important to know whether 3 months is enough to
cause such a degradation in the stabilizer mixture. Most likely this period of time is more
than enough to considerably increase "the risk of accidental explosion from
overramming," as a 1952 study mentioned.
Turret Two had a documented problem with the rammer. The rammerman would often
lose control of it. It would activate without warning, or would activate at the wrong
speed. The rammer is supposed to travel at a slower speed when pushing the more
volatile powder than when pushing the projectile. Testifying before the House
Committee of the Armed Services, Turret Two's left gun captain said that you
couldn't control it basically. It would take off suddenly, stop without warning."
Reconstruction by the Navy of the center gun in Turret Two yielded an interesting result.
An analysis of the rammer showed that the rammer head was about 21 inches past its
standard point in the gun chamber at the time of detonation. At this distance the
rammer would have pushed the powder bags into the base of projectile. This impact
could have caused the ignition of the powder.
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The investigation determined that the rammer was traveling at its proper speed. Even at
the right speed, the overpenetration of the rammer is most likely what caused the
explosion.
One inconsistent point is that the gun crew seems to have known that an explosion was
imminent. They were all killed in the crouching position. But overramming would most
likely be a sudden event that would give no prior indication. It would be important to
know whether overramming can be identified as the rammer is moving towards the
chamber before it impacts the powder.
The Sandia National Laboratory conducted experiments for the Navy and concluded that
the hydraulic ram, when operated improperly, could cause such an explosion. In their
experiments, a group of weighted powder bags dropped onto a steel plate exploded on the
eighteenth iteration. The Navy tried its own recreation but was unable to ignite the
powder. This may be due to the lack of enough tries, considering it took 18 iterations
during the Sanda experiments. Though ignition due to overramming is unlikely, it is still
more likely than the other possibilities.
The evidence against Hartwig is strong, but largely circumstantial. It's mostly about
things he could have done, rather than evidence that he did in fact do something. The
psychological studies are weak. Troubled young men don't necessarily blow up gun
turrets. But he did have a homemade detonating device in his car with a bok about
building booby traps. Interesting hobby. And a copy of "Terrorist Cookbook" was found
in his room on the ship.
Again, most of the investigation into the steel wool mixture he could've used was about
things he in theory could have done. The only physical evidence is traces of possible
steel wool powder in the turret....
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APPENDIX C

EXPERIMENT ONE: DATABASE NAVIGATION MAPS FOR EXPERTS
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Figure C21. The real-time database navigation for expert #ID52. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
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information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C22. The real-time database navigation for expert #ID47. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C23. The real-time database navigation for expert #ID43. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C24. The real-time database navigation for expert #ID48. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C25. The real-time database navigation for expert #ID56. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C26. The real-time database navigation for expert #ID38. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C27. The real-time database navigation for expert #ID39. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C28. The real-time database navigation for expert #ID41. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C29. The real-time database navigation for expert #ID44. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C30. The real-time database navigation for expert #ID58. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C31. The real-time database navigation for expert #ID42. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C32. The real-time database navigation for expert #ID59. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C33. The real-time database navigation for expert #ID45. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C34. The real-time database navigation for expert #ID49. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C35. The real-time database navigation for expert #ID53. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C36. The real-time database navigation for expert #ID57. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C37. The real-time database navigation for expert #ID50. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.

162

Time (min)

2 ‐ sec info delay, Zephyr

Home
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

16 ‐ sec info delay, Hera

Home
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

8 ‐ sec info delay, Apollo

Material

Background

0

5

10

15

Home
1
2
3
4
5
6
7

Home
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
Delay

Notes
Information Viewing
Each vertical line shows movement of user from one database to another

Figure C38. The real-time database navigation for expert #ID51. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure C39. The real-time database navigation for expert #ID46. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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APPENDIX D

EXPERIMENT TWO: STATISTICAL SAMPLING RESULTS
Database Delay Effects
Hypothesis 1: Participants will spend more time in databases that are difficult to
access as compared to databases that are easier to access.
Selected cases method. As Table 13 shows, residence time per entry was not
significantly affected by the delay associated with entering each database (i.e., travel
time; X2-sec DB = 180.65, SD = 101.25; X8-sec DB = 207.27, SD = 148.54; X16-sec DB = 184.25
SD = 148.53).
Imputed cases method. As Table 13 shows, residence time per entry was not
significantly affected by the delay associated with entering each database (i.e., travel
time; X2-sec DB = 191.99, SD = 96.87; X8-sec DB = 188.55, SD = 117.38; X16-sec DB = 192.66
SD = 123.95).
Hypothesis 2. Participants will have a fewer number of exits from databases that
take longer to enter as compared to databases that take a shorter amount of time to
enter.
Selected cases method. As summarized in Table 13, the number of exits from
each database was not significantly affected by the travel time associated with entering
each database (X2-sec DB = 1.00, SD = .00; X8-sec DB = 1.00, SD = .74; X16-sec DB = 1.17, SD =
.39).
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Imputed cases method. As summarized in Table 13, the number of exits from
each database was not significantly affected by the travel time associated with entering
each database (X2-sec DB = 1.04, SD = .16; X8-sec DB = 1.00, SD = .62; X16-sec DB = 1.13, SD =
.26).
Post hoc Analyses: Database Effects
Database Residence Time Per Entry
Selected cases method. As described in Table 14 and seen in Figure 14, database
residence time per entry was significantly affected by the characteristics of each database
(XSuicide DB = 328.39, SD = 106.05; XOverram DB = 157.44, SD = 72.50; XStatic Electricity DB =
86.34, SD = 67.51). Pairwise comparisons revealed that experts spent significantly more
time in the suicide database as compared to the overram database; they also spent
significantly more time in the overram database as compared to the static electricity
database (see Tables 15 and 16 for results from follow-up contrasts).
Imputed cases method. Table 14 and Figure 14 describe database residence time
per entry was significantly affected by the characteristics of each database (XSuicide DB =
302.11, SD = 93.17; XOverram DB = 182.41, SD = 60.46; XStatic Electricity DB = 88.68, SD =
52.46). Pairwise comparisons revealed that experts spent significantly more time in the
suicide database as compared to the overram database; they also spent significantly more
time in the overram database as compared to the static electricity database (see Tables 15
and 16 for results from follow-up contrasts).
Number Of Database Exits
Selected cases method. Figure 15 illustrates the number of exits from each of the
three databases. Table 14 shows a marginally significant effect of database characteristics
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on number of exits, meaning that experts’ number of exits was affected by the
characteristics of each database (XSuicide DB = 1.08, SD = .29; XOverram DB = 1.25, SD = .45;
XStatic Electricity DB = 0.83, SD = .58). Table 16 summarizes the results of the pairwise
comparisons, which revealed that experts exited the suicide database significantly less
than the overram database, and exited the overram database significantly more than the
static electricity database (see Tables 15 and 16 for ANOVA results for follow-up
contrasts).
Imputed cases method. Figure 15 illustrates the number of exits from each of the
three databases. Table 14 shows that experts’ number of exits was significantly affected
by the characteristics of each database (XSuicide DB = 1.04, SD = .16; XOverram DB = 1.25, SD
= .41; XStatic Electricity DB = 0.87, SD = 47). Table 16 describes the pairwise comparisons,
which revealed that that experts exited the overram database significantly more than the
suicide and static electricity databases (see Tables 15 and 16 for ANOVA results for
follow-up contrasts).
Expert – Novice Comparisons
Database Delay Effects
Selected and imputed cases methods. As summarized in Table 17, there were no
significant differences between experts and novices on how database delay affected their
database residence time per entry or number of exits from each database.
Database Content Effects: Database Residence Time Per Entry
Selected cases method. Table 18 shows a significant interaction between
database content and the expert status, suggesting that residence time per entry in
databases with varied content differed in experts and novices. Follow-up contrasts tested
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for linear trends and found a significant interaction between database content and expert
status, indicating that the linear trend in experts’ database residence time per entry was
different from the linear trend in novices’ database residence time per entry. Pairwise
comparisons found a marginally significant interaction for the pairwise comparison
between the suicide and overram databases, indicating that experts spent proportionally
longer for each entry into the suicide database as compared to the overram database when
compared to novices (see Tables 19 and 20 for ANOVA results for follow-up contrasts).
Imputed cases method. As seen in Table 18, there were no significant
differences between experts and novices on how database content affected their database
residence time per entry.
Database Effects: Number Of Exits
Selected cases method. As seen in Table 18 and clarified in Figure 17, there were
no significant differences between experts and novices on how database characteristics
affected their database residence time.
Imputed cases method. As seen in Table 18, there was a significant interaction
between database and expert status, suggesting that the number of exits from databases
with varied content differed in experts and novices. Pairwise comparisons found a
significant interaction for the pairwise comparison between the suicide and overram
databases, indicating that experts exited the suicide database proportionally more
frequently as compared to the overram database when compared to novices (see Tables
19 and 20 for ANOVA results for follow-up contrasts).
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APPENDIX E

EXPERIMENT TWO: DATABASE NAVIGATION MAPS FOR EXPERTS

Figure E40. The real-time database navigation for expert #DD53. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
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piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E41. The real-time database navigation for expert #DD50. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E42. The real-time database navigation for expert #DD49. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure 43. The real-time database navigation for expert #DD42. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E44. The real-time database navigation for expert #DD56. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E45. The real-time database navigation for expert #DD57. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E46. The real-time database navigation for expert #DD40. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure 47. The real-time database navigation for expert #DD41. Four database “patches”
are illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E48. The real-time database navigation for expert #DD43. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E49. The real-time database navigation for expert #DD58. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E50. The real-time database navigation for expert #DD54. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E51. The real-time database navigation for expert #DD51. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E52. The real-time database navigation for expert #DD45. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E53. The real-time database navigation for expert 46. Four database “patches” are
illustrated, in order from top to bottom: Background Materials, which was accessible
during the navigation phase; Zephyr, associated with suicide information; Hera,
associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E54. The real-time database navigation for expert #DD55. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E55. The real-time database navigation for expert #DD47. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E56. The real-time database navigation for expert #DD52. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.

186

Figure E57. The real-time database navigation for expert #DD48. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E58. The real-time database navigation for expert #DD59. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E59. The real-time database navigation for expert #DD60. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.
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Figure E60. The real-time database navigation for expert #DD61. Four database
“patches” are illustrated, in order from top to bottom: Background Materials, which was
accessible during the navigation phase; Zephyr, associated with suicide information;
Hera, associated with overram information, and Apollo, associated with static electricity
information. The red bars indicate the download delay upon clicking an information link
before the piece of information loaded. The green bar is the total length of time viewing a
piece of information, and the turquoise bar represents the notes that were taken while the
participant was viewing the corresponding item. Vertical lines represent patch switching.

