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ABSTRACT

Particle Filtering Programmable Gate Array Architecture for Brain Machine

Interfaces

John M. Mountney

DOCTOR OF PHILOSOPHY

Temple University, 2011

Advisors: Iyad Obeid, PhD and Dennis Silage, PhD

Decoding algorithms for brain machine interfaces map neural firing times to

the underlying biological output signal through dynamic tuning functions. In

order to maintain an accurate estimate of the biological signal, the state of

the tuning function parameters must be tracked simultaneously. The

evolution of this system state is often estimated by an adaptive filter. Recent

work demonstrates that the Bayesian auxiliary particle filter (BAPF) offers

improved estimates of the system state and underlying output signal over

existing techniques. Performance of the BAPF is evaluated under both ideal

conditions and commonly encountered spike detection errors such as missed

and false detections and missorted spikes.

However, this increase in neuronal signal decoding accuracy is at the

expense of an increase in computational complexity. Real-time execution of
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the BAPF algorithm for neural signals using a sequential processor becomes

prohibitive as the number of particles and neurons in the observed ensemble

becomes large. However, throughput is significantly increased by utilizing a

parallel hardware architecture. This research describes a parallel processing

architecture for implementing the BAPF in a field programmable gate array

(FPGA) for real-time neural signal processing. While clock rates of FPGAs

are inherently slower than those of conventional sequential processors, data

rates are greatly enhanced when configured to simultaneously carry out

computations in parallel.
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CHAPTER 1

Introduction

Encoding a biological signal or decoding a stimulus for an ensemble of

neurons is the primary objective of the brain-machine interface (BMI)[1].

BMIs have had successful application in auditory and visual implants [2, 3]

as well as controlling the movement of neuroprosthetics [4]. Regardless of the

application, most BMIs are implemented by adaptive filtering algorithms

that use the individual firing rates of neurons in the ensemble to estimate the

underlying biological signal.

Whenever there is a requirement to interpret signals that result from

operation in an environment of unknown statistics, adaptive signal

processing provides a means of tracking the temporal evolution of system

parameters. The use of adaptive filters offers signal processing capabilities

that would otherwise not be possible and have been successfully applied in
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such diverse fields as digital communications, digital control, speech

processing, radar and biomedical engineering [5].

Chapter 2 reviews linear adaptive algorithms such as the Weiner filter

[6], least mean squares (LMS) algorithm [7] and the Kalman filter [8, 9] that

have been employed to achieve pseudo electromyographic signal reconstruction.

Nonlinear approaches to the estimation problem for BMIs are also investigated

and include the extended Kalman filter [10], the unscented Kalman filter [11],

point process adaptive filters [12, 13] and particle filters [14, 15].

It has been suggested that particle filters are better suited for neural

signal processing than other estimation algorithms since they can be applied

in non-Gaussian, non-stationary environments [16]. This work presents an

application of the Bayesian auxiliary particle filter (BAPF) for estimating

neural driving signals. It is demonstrated in Chapter 3 that the BAPF is

capable of superior parameter estimation than other filtering techniques in

terms of the error between the true and estimated signal. However, this

increase in accuracy comes at the expense of computational complexity. For

this reason, particle filters are not employed in real-time BMI technology.

In Chapter 4, a parallel hardware architecture is presented that

significantly increases throughput over sequential processing. This hardware

architecture is designed and verified using a field programmable gate array

(FPGA). Even with clock rates slower than conventional processors, FPGAs
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can yield substantially higher throughput when configured to process signals

in parallel. The reconfigurability of FPGAs also allows the device to be

reprogrammed to support varying types of neurons and neural parameters as

well as incorporating an array of particles.

Finally, Chapter 5 discusses the increased neural decoding accuracy of the

BAPF over exiting methods. The real-time implementation of the BAPF for

BMIs can be facilited by a parallel FPGA hardware architectures.

Recomendations for future research are also addressed.
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CHAPTER 2

Background

This chapter presents several linear and nonlinear decoding algorithms that

have been applied recently in brain machine interface (BMI) engineering. The

advantages and limitations of each algorithm are addressed. A comparison of

some of these techniques is discussed in Chapter 3.

2.1 Wiener Filtering

The Weiner Filter (WF) is an optimal linear estimator in the mean squared

error (MSE) sense that assumes a linear mapping between the system state

or the model parameters and the input observations or the delayed spiking

activity of individual neurons. Assuming knowledge of an invertible correlation

matrix R of the input signal u(t) where
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R = E[u(t)u(t)T ] (2.1)

and the cross-correlation vector p between u(t) and some desired response

d(t)

p = E[u(t)d(t)] (2.2)

the optimal tap-weight vector w = [w0 · · ·wM−1] of the linear traversal filter

can be expressed through the Wiener-Hopf Equations as

w = R−1p (2.3)

The output y(t) of the filter is a weighted sum of the current and previous

M inputs, which are stored in the registers of a tap-delay line of length M [5].

This output can be defined to be the stimulus or driving signal. The traversal

filter block diagram is shown in Figure 2.1. It should be noted that the WF

also assumes that the input signal is a stationary process, that is, the mean

and variance do not change over time.

The WF has been successfully demonstrated to generate control of a robotic

arm using the instantaneous firing rates of individual neurons in the primary,

premotor and posterior parietal corticies of primates as the input to this linear

filter [17]. Recordings from the primary and dorsal premotor corticies have

been used as inputs to a WF to recreate center-out reaching tasks [18]. The
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Figure 2.1: Block diagram of linear traversal filter

filter was also applied to reconstruct two dimensional cursor movements using

electrode arrays implanted in paralyzed human participants [19].

When estimating the signal, it is often advantageous to observe a large

number of neurons, which are believed to be correlated with the signal [20, 21].

This approach results in each neuron in the ensemble having its own WF with

a unique weight vector that contributes to the overall output of the system.

Depending on the number of delayed input samples M and the number of

neurons in the ensemble K, inversion of the correlation matrix of dimension

MK x MK during training periods becomes computationally intensive as M

and K become large [22].
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2.2 Least Mean Square

An alternative to the Weiner-Hopf equations is to use stochastic

gradient-based algorithms for finding the optimal tap-weight vector w. These

algorithms converge to the optimum Weiner solution based on incoming

data. The least-mean-square (LMS) algorithm developed by Widrow and

Hoff [23] is one such algorithm. The LMS algorithm does not require any

knowledge of the correlation matrix and avoids matrix inversion. It uses the

estimation error e(t) to update the filter coefficients in accordance with some

learning rate ε. Estimates of the optimum tap-weight vector ŵ are obtained

through three steps.

1. Compute the output

y(t) = ŵ(t)Tu(t) (2.4)

2. Compute the estimation error

e(t) = d(t)− y(t) (2.5)

3. Update the tap weights

ŵ(t+ 1) = ŵ(t) + εu(t)e(t) (2.6)

The computational savings per iteration gives the LMS an advantage over the

Weiner filter for real-time processing. However, if the correlation matrix of the
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input vector is ill conditioned (that is, the eigenvalue spread is large) the LMS

algorithm produces excessive error. This translates into longer or interminable

training sessions, which negates some of the desired properties of the LMS [5].

2.3 Kalman Filtering

A generalization of the Wiener solution for computing the optimal MSE,

is the Kalman filter (KF). Using a state-space approach to the estimation

problem, Kalman [24] was able to make improvements in that there is no

assumption of a stationary environment. The basic KF can be applied to

linear estimation problems. Here the system state vector x(t) to be estimated

is modeled by Equation 2.7 as

x(t+ 1) = Φ(t)x(t) + h(t) (2.7)

where Φ(t) is the known state transition matrix and h(t) is a zero mean

Gaussian process with a diagonal covariance matrix Qh(t). The measurement

equation describing the observation vector z(t) is defined by Equation 2.8 to

be

z(t) = C(t)x(t) + v(t) (2.8)

with C(t) being a known measurement matrix and v(t) is also a zero-mean

Gaussian process with diagonal covariance Qv(t).The covariance matrix P(t)
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associated with the error e(t) = x(t)− x̂(t) between the actual state and the

estimated state x̂(t) is expressed as

P(t) = E[e(t)e(t)T ] = E[(x(t)− x̂(t))(x(t)− x̂(t))T ] (2.9)

In order to use z(t) to achieve the best possible x̂(t), Equation 2.10 is used

[25, 26, 27]

x̂(t) = x̂(t− 1) + K(t)(z(t)−C(t)x̂(t− 1)) (2.10)

The Kalman gain K(t) minimizes the MSE and was found in [24] to be

K(t) = P(t)H(t)T (H(t)P(t)H(t)T + Qv(t))
−1 (2.11)

The Kalman filtering process is illustrated by the block diagram of Figure 2.2

It has been shown that it is feasible to acquire 2D cursor control by applying

the KF to recordings from the motor cortex [28, 29, 30]. Additional support

for using the KF in cursor control can be found in [31], where the algorithm

was used in closed-loop decoding experiments. The KF was also utilized to

decode neural activity responsible for arm movement in the motor cortex [32].

By incorporating some previous history of the state estimates, the Nth

order KF offers improvement over the standard KF in performing reaching

tasks [33]. The switching Kalman filter (SKF) [34] uses multiple KFs that

operate in parallel to estimate hand kinematics with less MSE than the KF.
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Figure 2.2: Signal flow graph of Kalman Filtering

The extended Kalman filter (EKF) can be applied to situations where

the state transition and measurement matrices are nonlinear [35]. The EKF

attempts to linearize the model by calculating the Jacobian of Φ(t) and C(t)

around the estimated state. The EKF follows the same recursive structure

described above except Φ(t) and C(t) are dependent on the current estimated

state [36]. The first application of the EKF for neural signal processing was

seen in [37], where control and tracking of spatiotemporal cortical activity are

performed.

The unscented Kalman filter (UKF) is another nonlinear version of the KF

[38]. Rather than trying to linearize the model through a first-order Taylor

expansion as in the EKF, the UKF transforms a set of points and propagates
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them through the actual nonlinear function to eliminate the need to calculate

any derivatives. This provides more accurate results while at the same time

reducing some of the computationally intensive steps involved with the EKF.

An Nth order UKF was applied in [11] to accurately reconstruct reaching

tasks in two rhesus macaques monkeys. Although the EKF and UKF offer a

way to approximate nonlinear systems they are not optimal estimators [16].

Furthermore, they are susceptible to divergence. Error covariance is always

under-approximated in stable filters. Since the Kalman gain is dependent on

the error covariance matrix, it too is under-estimated. If the covariance is

too small then K(t) tends to zero and no adaptation occurs [39]. Invertibility

issues also arise when the number of unknown parameters to be estimated

become large [40].

2.4 Neural Plasticity

Despite the initial success of both the linear and nonlinear estimators, the

performance of these algorithms degrade over time due to the dynamic firing

properties of individual neurons. Sensory experiences and control commands

alter the strength of synapses between neurons. Based on how active they are

during an experience, some synapses on a neuron grow stronger and others

weaker. The pattern of synaptic strength changes represents a memory of the

experience [41, 42]. Changes that occur in the organization of the brain and
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their spiking responses to various stimuli as a result of experience are referred

to as neural plasticity [43].

Neural plasticity can be the result of environmental changes, learning,

normal experience or brain injury. It has been shown that thinking, learning

and acting actually change the brain’s functional anatomy if not also its

physical anatomy [44, 45]. However, when processing an ensemble of neural

signals using the algorithms discussed in the previous sections, there is

usually little or no effort to account for the dynamic properties of the

individual neurons. This results in the system needing to be retrained often.

2.4.1 Dynamic Tuning Function

The firing rate of a neuron can typically be modeled using a tuning function.

A neuron’s tuning function describes how a neuron encodes information in

response to a stimulus [46]. Each neuron has its own model parameters which

comprise the state vector x(t) for that neuron. There are many different tuning

function models used to describe the firing behavior specific types of neurons.

The hippocampal place cell model is one example. The following equation can

be used to define a Gaussian-shaped tuning function for a hippocampal place

cell.

λ(t) = exp

{
α(t)−

(s(t)− µ(t))2

ξ(t)2

}
, (2.12)

Place cells fire when an animal is in a specific region s(t) and are
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responsible for spatial mapping [47]. Equation 2.12 desribes one dimensional

spatial mapping. The same model can be applied to two or three dimensions.

Each neuron is tuned to have a maximum firing rate eα at the center of its

receptive field µ and responds to a range ξ of locations. Figure 2.3 shows the

tuning function of a place cell modeled by Equation 2.12 with a state of

x(t0) = [α = 3.5 µ = 10 ξ = 10]T. This means that when the animal is

located at the receptive field center, s(t) = 10 cm, this particular neuron will

fire at a maximum rate of eα ≈ 33 Hz. As the animal deviates from the

receptive field center in either direction, the firing rate for this neuron starts

to decrease. When the animal is a sufficient distance from the receptive field

center, one can expect that the neuron will stop firing depending on the

width of the receptive field ξ.

However, plasticity results in neurons having dynamic state vectors. This

means that a neuron will exhibit different firing properties as it evolves. This

process is illustrated in Figure 2.4, where it can be seen how the same neuron

responds very differently to the same stimulus over time.

The amount of variation the neurons exhibit dictates how often the

system needs to be retrained or recalibrated. In order to maintain an

accurate encoding/decoding process from a dynamic neuron, the evolution

neural tuning parameters must be approximated as part of the system state

vector. The point process adaptive filters and particle filtering algorithms
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Figure 2.3: Tuning function for a single hippocampal place cell.

presented next describe how to track the time-varying parameters of a plastic

neuron.

2.5 Steepest Descent Point Process Adaptive

Filtering

The first signal processing algorithm is based on a steepest descent adaptive

filtering methodology. It considers the observed neural spike trains as point
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Figure 2.4: A simulated dynamic tuning function at three different instances
of time.

processes that have a Poisson arrival rate. Using the instantaneous firing rate

of a neuron, it is possible to estimate the dynamic tuning function parameters

[12].

Over an observation interval (0,T], N(t) is the counting process of the

total number of spikes fired by a given neuron up to time t, where 0 < t ≤ T.

A random point process representing neural firing times can be characterized

by its conditional intensity function λ(t, s(t),x(t),H(t)), where s(t) is a vector

representing the biological signal to which the neural system is tuned, x(t) is
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a vector representing the state of tuning function parameters for this neuron

and H(t) denotes the history of the spiking process and the biological signal

up to time t [48]. Given the spiking history and the model parameters, the

instantaneous firing rate of a neuron can be described in terms of its spiking

probability by Equation 2.13

λ(t|s(t),x(t),H(t)) =
lim

∆t→ 0
P (N(t+ ∆t)−N(t) = 1|s(t),x(t),H(t))

∆t

(2.13)

The probability of a neuron spiking over [t, t + ∆t) can be assumed to be

λ(t|s(t),x(t),H(t))∆t, which generalizes the inhomogeneous Poisson process

[49]. A discrete version of these functions can be obtained by dividing T into

K individual time steps of size ∆t. Each time step is then indexed by k with

k = 0, . . . , K − 1. If ∆t is made small enough (on the order of milliseconds),

then receiving more than one spike per sample interval generally will not occur

and therefore, ∆Nk = Nk −Nk−1 = 1 if a spike occurs during the observation

interval or 0 otherwise [50].

Using the conditional intensity function of Equation 2.13, an expression for

the probability of observing a spike over ∆t is

P (∆Nk) = [λ(tk|xk,Hk)∆t]
∆Nk [1− λ(tk|xk,Hk)∆t]

1−∆Nk + o(∆tk) (2.14)

From [50], it was shown that for small enough values of ∆t the conditional
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probability reduces to

P (∆N = 1|xk,Hk) = exp(∆Nklog(λ(t|xk,Hk)∆t)− λ(tk|xk,Hk)∆t) (2.15)

Since the probability density of Equation 2.15 depends on the unknown

parameter vector xk, the log of Equation 2.15 as a function of xk given Nk is

the sample path log likelihood and results in the instantaneous log likelihood

defined as

lk(xk) = log(λ(t|xk,Hk))∆t− λ(t|xk,Hk) (2.16)

Equation 2.16 measures the instantaneous accrual of information from the

neural spike train about the parameter vector x and was therefore used as the

cost function in deriving a steepest descent point process adaptive filter [12].

The derivation of an adaptive filter using instantaneous steepest descent

to estimate a parameter vector x takes the form

x̂k = x̂k−1 − ε
[
∂Jx(x)

∂x

]
x=x̂k−1

(2.17)

where x̂k is the parameter estimate at the kth iteration of the algorithm

computed from the previous estimate x̂k−1, the step-size parameter ε and the

cost function Jk(x), typically chosen to be a quadratic function of x is the

instantaneous log likelihood of a Gaussian process. Similarly, to derive an

adaptive algorithm to estimate the time varying parameter vector of a point

process, the cost function in Equation 2.17 is replaced by the instantaneous

likelihood in Equation 2.16 to yield
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x̂k = x̂k−1 − ε
[
∂lx(x)

∂x

]
x=x̂k−1

(2.18)

A recursive update equation for implementing a steepest descent point

process adaptive filter using the conditional intensity function as a method

to define an error between the previously estimated and current states of the

system is then given as

x̂k = x̂k−1 − ε
[
∂logλ

∂x
(∆Nk − λ∆tk)

]
x=x̂k−1

(2.19)

Although this filter does not include the encoded signal as part of the state

space vector, it does provide a powerful technique to observe the influence of

neural plasticity on the system model.

2.6 Stochastic State Point Process Adaptive

Filtering

Based on the concept of steepest descent point process adaptive filtering,

the signal processing algorithm was extended to also include a learning rate

that is proportional to the error and is therefore dynamic [13]. Here a recursive

expression for the posterior mean xk and variance Wk of the system state is

used to track dynamic neurons as well as estimate the driving signal. This

process is well defined and the recursive update can be obtained using the
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following steps.

1. Given a state transition matrix F, predict xk based on xk−1:

xk = Fxk−1 + ηk (2.20)

where ηk is a white Gaussian process with covariance Qk

2. Update the variance:

Wk|k−1 = FWk−1F
T + Qk (2.21)

3. Update the posterior variance in terms of the probability of firing λ

defined in Equation 2.15:

(Wk|k)
−1 = (Wk|k−1)−1 +

[(
∂logλ

∂xk

)
[λ∆t]

(
∂logλ

∂xk

)T
−(∆Nk − λ∆t)

(
∂2logλ

∂xk∂xTk

)]
xk−1

(2.22)

4. Update the mean (state):

(xk|k) = (xk|k−1) + Wk|k

[(
∂logλ

∂xk

)T
(∆Nk − λ∆t)

]
xk−1

(2.23)

This algorithm has been shown to perform well in a known statistical

environment [13]. Specifically, this methodology assumes the state vector

evolves as a zero-mean white Gaussian process. This assumes that the

system parameters evolve independently of each other which results in a
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diagonal covariance matrix Q. When the covariance matrix is not diagonal

and parameters exhibit correlation, the filter becomes unstable and quickly

diverges. Additionally, it was also found that when periods of neural

inactivity are encountered, the filter would lose track of the correct estimates

and was not able to ’lock on’ when the neuron started to fire again [51]. An

additional drawback of this algorithm is that it requires two matrix

inversions in order to update the posterior mean.

2.7 Particle Filtering

Particle filters can be used to estimate the current state of both linear

and nonlinear systems using numerical simulation methods that approximate

the often difficult to solve integrals of the recursive Bayesian estimation

problem [52]. If the integrals cannot be solved analytically, Monte Carlo

integration can be used to provide discrete support to represent the posterior

probability p(N(t)|x(t)) as a set of randomly chosen weighted samples, or

particles. These particles are drawn from a proposal density that is chosen to

approximate the posterior probability. As the number of particles becomes

large, the approximation converges to the optimal Bayesian estimate.

The estimates obtained by using particle filters are not selective, that is

they do not favor local optima, as is the case with many least squares-based

algorithms. As a consequence, they may provide estimates which are both
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accurate and robust [53].

The unknown state vector x(t) is estimated by a set of P particles. Each

particle is comprised of a state estimate xr(t) and associated weight wr(t), with

r = 0, . . . , P −1. Particle weights are assigned based on how likely the current

observations N(t) relate to the estimated state xr(t). A filter estimate can be

formed as the weighted sum of all particle estimates. The following procedure

describes a single iteration of a particle filter signal processing algorithm.

The particle values are first simulated by drawing hyperparameters Θr

from a proposal density π that closely approximates the current posterior

distribution of the dynamic state. Updated particle estimates are then

obtained by combining the previous particle estimate with the

hyperparameters as

xr(t) = xr(t− 1) + Θr(t) (2.24)

Each particle weight is then assigned a value based on how likely they are

to represent the current observations N(t) by the following equation

wr(t) ∝ wr(t− 1)
p(N(t)|xr(t))p(xr(t)xr(t− 1),Θ(t))

π(xr(t)|xr(t− 1), N(t),Θ(t))
(2.25)

Equation 2.25 states that the weight of a particle at time t is proportional

to its former weight at time t − 1 and its new likelihood and inversely

proportional to the probability given to it by the proposal density π. The
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particle weights are then normalized so that they sum to unity. Next, the

particles are resampled. This process retains particle values with higher

probabilities and discard those with low probability. Low weighted particles

are then reassigned values from high weighted particles.

Various sampling techniques have been employed such as importance

sampling (IS), sampling importance sampling (SIS) and sampling importance

resampling (SIR) [52] in an attempt to avoid the effects of degeneracy.

Degeneracy occurs when all but a few particle weights are arbitrarily close to

zero. This results in most of the particles providing no viable information

and the filter output becomes based on just a few particle estimates. Once

the particles have been resampled, the state estimate x(t) can be computed

as weighted sum of the particle values as

x̂(t) =
P∑
r=1

wr(t)xr(t) (2.26)

Particle filters have been shown to be a powerful algorithm for estimating

parameters in neural firing state models. Decoding a neuron’s response to a

wind stimulus was successfully simulated in [54]. Here a simple exponential

model was used to represent the firing rate of a single neuron in the sensory

system of a cricket. This was further improved in [55], where the tuning

function parameters are also estimated as part of the state vector to account

for neural plasticity.

The particle filter was found to outperform the Kalman filter estimate in
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[56]. Here, 185 neuron channels are used as the observations in estimating 2D

hand kinematics in a primate reaching task. This work did not however take

into account that the tuning functions are dynamic and no effort was made to

track the system parameters.

2.8 Bayesian Auxiliary Particle Filtering

A major deficiency in particle filtering is the effect that outliers or

unexpected observations have on filter performance [57]. Auxiliary particle

filter signal processing algorithms address this problem by performing

resampling at time t − 1 using the current observation at time t before

updating the particles. More specifically, the Bayesian auxiliary particle filter

(BAPF) introduced by Liu and West [58] uses a two-stage weight update

procedure. The first stage weights gr(t) are computed as an intermediate

step used for the resampling process. The second stage weights wr(t) are

used to compute the state estimate as a weighted sum. The following

procedure describes a single iteration of the BAPF signal processing

algorithm.

A first set of hyperparameters Θr
1 is drawn from a proposal density π1.

Just as in Equation 2.24 the hyperparameters are combined with the

previous state estimate according to
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x̂r(t) = xr(t− 1) + Θr
1(t) (2.27)

Particle first stage weights are assigned a value based on their previous second

stage weights and current likelihood as

gr(t) ∝ wr(t− 1)p(N(t)|x̂r(t)) (2.28)

Particle weights are then normalized and resampled according to gr(t). Next,

a new set of hyperparameters Θr
2 are drawn from a second proposal density π2

and combined with the resampled particle estimates

xr(t) = x̂r(t) + Θr
2 (2.29)

Particles are then assigned second stage weights as a ratio of the particle’s

resampled likelihood and original likelihood.

wr(t) ∝ p(N(t)|x̂r(t))
p(N(t)|xr(t))

(2.30)

A final estimate is computed as a weighted sum using the second stage

weights.

χ(t) =
P∑
r=1

wr(t)xr(t) (2.31)

Successful application of the BAPF was demonstrated in [51] where the

parameters of a Gaussian shaped tuning function for a single neuron are
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estimated using the driving signal and firing times as the observations. It

was compared to the stochastic state point process adaptive filtering

algorithm described and was shown to result in a reduced MSE. Chapter 3

demonstrates how the BAPF can be extended to include the driving signal as

part of the estimated state vector and exemplifies the superior estimation

capabilities of the BAPF over other estimators.



26

CHAPTER 3

Simulation and Verification

This Chapter demonstrates the superior decoding ability of the Bayesian

auxiliary particle filter (BAPF). The BAPF is first used to predict animal

position while simultaneously compensating for neural plasticity by observing

simulated neuronal activity. Here the BAPF tracks two parameters, 1) the

driving signal s(t) common to the observed neurons and 2) the receptive field

center µj(t), in each of K hippocampal place cell neurons whose firing rates are

described by Equation 2.12 from Section 2.4.1. The technique is assessed by

simulating neurons that are tuned to the position of a virtual mouse following

a random walk trajectory along a track. Reconstructed mouse positions are

compared to the true mouse positions in Section 3.4 and results are quantified

using both the mean squared error metric and confidence intervals.

An investigation of the BAPF to reconstruct neural signals in cases where
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the simulated spike train had been corrupted by varying degrees and types of

spike detection/sorting errors are also presented. Performance of the algorithm

is assessed and compared against the linear Wiener filter and the sampling

importance resampling (SIR) particle filter. Here it is shown that the BAPF

is a more accurate and robust decoding algorithm than both the Wiener and

SIR particle filter in terms of mean square error (MSE).

In Section 3.5, the BAPF is employed to reconstruct elbow angle from

neural firing times acquired through micro electrode recordings. The

experimental data was recorded from the M1 area of primary motor cortex in

an adult rhesus monkey. The BAPF decoding performance is compared to

the Kalman filter described in Section 2.3 using MSE as the metric.

3.1 Neural Firing Model

Although the methods presented here are applicable to any number of

neural tuning function models, the Gaussian hippocampal place cell model is

used as a prototypical example. The term λj(t) represents the instantaneous

firing rate of the jth neuron:

λj(t) = exp

{
αj(t)−

(s(t)− µj(t))2

ξj(t)2

}
, j = 1, . . . , K (3.1)

In this model, the firing rate of each neuron is controlled by the driving signal

s(t) and three parameters, αj(t), µj(t) and ξj(t).
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The parametric quantity exp {αj(t)} characterizes the maximum firing rate

of neuron j and can only be achieved when the driving signal is at the center

of the jth receptive field µj(t). The parameter ξj(t) characterizes the width of

the neuronal receptive field, with larger values of ξ signifying neurons that are

responsive to a broader range of driving signal values. In order to make the

neural tracking process more robust, the proposed Bayesian auxiliary particle

filter here simplifies the model described in Equation 3.1 by assuming that the

parameters α and ξ are constant over time and the same for all K neurons.

Equation 3.1 therefore simplifies to:

λj(t) = exp

{
α− (s(t)− µj(t))2

ξ2

}
, j = 1, . . . , K (3.2)

Note that these simplifications apply only to the Bayesian auxiliary particle

filter.

This assumption is based on prior work concerned with Bayesian auxiliary

particle filter tracking [51]. Specifically, it was noted that if the maximum

firing rate for a typical hippocampal place cell does not exceed 50 spikes per

second [59], then α ≤ ln(50).

Since α has such a small range of viable values, it is hypothesized here that

assigning it to a pre-selected a priori constant would introduce only modest

error. By eliminating the need to track α, gross errors in estimating s(t)

are avoided since even small over-estimates of α can result in biologically

impossible firing rates.
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Similarly, the parameter ξ measuring the receptive field width is modeled

as a constant because precise knowledge of its true value was not necessary

for accurate tracking of s(t), even though a wide range of values is biologically

plausible [60]. The unknown state parameters s(t) and µj(t) are estimated

using only the observed spike firings Nj(t).

Neural spikes are assumed to arrive according to an inhomogeneous Poisson

process, meaning that for a given time interval ∆t, the expected number of

spikes in the jth neuron is λj∆t. Given Poisson firing rates and the current

state estimate of the rth particle x̂r(t), the likelihood equations become

p(N(t)|x̂r(t)) =
(λ∆t)∆N(t)e−λ∆t

∆N(t)!
(3.3)

For the purposes of this work, the time intervals are assumed to be sufficiently

small so that there can be at most one spike arrival per interval (i.e. Nj(t) =

0 or 1). The conditional probability for neuron j becomes

p(Nj(t) = 1) = λj∆t exp {−λj(t)∆t} (3.4)

p(Nj(t) = 0) = exp {−λj(t)∆t} (3.5)
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3.2 Time Bins

The neural firing variable Nj(t) is assumed to be observed at discrete time

intervals of ∆t seconds, i.e. t = ∆t, 2∆t, . . . , T∆t. To further facilitate the

execution of the Bayesian auxiliary particle filter, time bins are incorporated

B1, . . . , BM , each comprised of b consecutive time steps such that each bin is

of duration b∆t and that the total number of bins is M = T/b.

The state parameters s(t) and µj(t) are assumed to be constant over each

bin, implying that the time variable can be redefined as th index bin number

instead of the time step. Specifically, if t = 1, . . . , T is replaced with t =

1, . . . ,M without loss of generality. The notation Nj(t) will hereafter refer to

the number of firings in bin t with t = 1, . . . ,M .

3.3 Methods

In order to verify the accuracy with which the BAPF can decode a

biological signal, a series of simulations are executed in which a virtual

mouse moved back and forth along a track of length 300 cm. The

time-varying parameters of an ensemble of hippocampal place cells and the

mouse position are estimated using the BAPF. The only observed

parameters are the neural firing times. The mouse position s(t) is simulated

as a random walk with the change in position from one time step to the next
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given by a normally distributed zero-mean random variable. Each trial

simulates 30 seconds of neural behavior with a sampling period of ∆t = 2

ms. The BAPF is compared to the linear Weiner filter and standard

sampling importance resampling particle filter described in Section 3.3.3.

3.3.1 Neural Signal Simulation

Each simulation begins by defining a random walk trajectory and the three

parameters (αj(t), µj(t), and ξj(t)) for each of the K hippocampal place cells.

For each neuron, αj(t) is varied at random such that the maximum firing

rate varies linearly over the 30 second simulation up to a maximum of 50

spikes/second. Likewise, the spatial receptive field for each neuron ξj(t) is also

chosen at random, varying linearly over the range 10 ≤ ξj(t) ≤ 20.

The receptive field centers µj(t) of each of the neurons are defined to be

linear functions of time with initial values uniformly distributed on the range

−50 ≤ µj(0) ≤ 350 cm to simulate observable neurons that fire in response to

a wider range of values outside the 300 cm track. These receptive field centers

had rates of change selected at random over the range −0.5 to +0.5 cm/s

to incorporate the affect of neural plasticity and a dynamic tuning function.

Using these simulated neuron parameter values, the instantaneous firing rate

λj(t) is calculated for each neuron. Finally, spike trains are generated using

a Poisson random process with λj(t)∆t expected firings per time step. A
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maximum of one firing is allowed per time step. Since ∆t = 2 msec, it is not

necessary to enforce a minimum refractory period between spikes.

3.3.2 Filter Parameters

As stated in Section 3.1, several assumptions are made in the

configuration of the BAPF. These assumptions served the dual purpose of

reducing computational complexity while also making the filter more robust.

The BAPF assumed that the neural parameters αj and ξj(t) are the same

constant for all K neurons with α = 3.5, which keeps the maximum

estimated firing rate less than 50, and ξ = 12, which is an average receptive

field width of the simulated neurons. This assumption takes advantage of the

fact that precise knowledge of these two parameters is not essential for

accurate estimation of the driving signal s(t).

It is also assumed that the BAPF could be initialized using estimates of

the true values of µj(0) and s(0) within ±5% error. This assumption is based

on an earlier work in which it is determined that the BAPF can capture place

cell parameters to within ±5 cm during a brief training period in which both

the driving signal s(t) and the neural firings Nj(t) are observed [51].

As described in Section 3.2, data is grouped into non-overlapping bins of

b = 25 samples (duration 50ms). The receptive field centers µj(t) and the

mouse position s(t) are assumed to be constant (i.e. stationary) over the
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duration of each bin. In all cases, P = 100 particles are used to estimate the

state parameters. It is assumed that the mouse position s(t) varied

substantially faster than the receptive field centers µj(t). Consequently, the

standard deviations σ characterizing mouse position are made an order of

magnitude larger than their counterparts.

The following describes the specific implementation of the BAPF for

estimating neural driving signals according to the algorithm outlined in

Section 2.8. These computational steps are described in Sections 4.2.3

through 4.2.10. Note: N (0, σ) refers to a normal random variable with zero

mean and standard deviation σ.

Step 1: Random Sampling

Θr
1 ∼ N (0, σ1) for r = 0, . . . , P − 1 (3.6)

In order to be able to accurately estimate biological signals whose

amplitudes may vary significantly with time, it is important that the

standard deviations of the proposal densities be large enough so that

the random samples capture the dynamics of the signal. In this

experiment, it was found that σ1 = 1 for the s(t) hyperparameter and

σ1 = 0.1 for the µj(t) hyperparameters were sufficient values.

Step 2: Add Randomness to Particle Estimates

x̂r(t) = xr(t− 1) + Θr
1 (3.7)
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Step 3: Compute the first stage weights

gr(t) ∝ wr(t− 1)p(N(t)|x̂r(t)) (3.8)

When Poisson firing rates are assumed, the posterior density becomes

p(N(t)|xr(t)) =
(λ∆t)∆N(t)e−λ∆t

∆N(t)!
(3.9)

Step 4: Resample Particles According to the First Stage

Weights

‘Each particle’s estimate is replaced by a new estimate drawn randomly

from the set of all P particles. The probability of drawing particle r is

given by the normalized weights.

Step 5: Random Sampling

Θr ∼ N (0, σ2), (3.10)

After resampling all particles, it is assumed that the higher weighted

(more correct) particles have been replicated. It would therefore, not

be favorable to draw the second set of hyperparameters from the same

distributions as the first set. This would result in particle estimates

deviating to far from the current resampled estimates. Rather here,

the standard deviations of the proposal densities are reduced so that

they provide a finer resolution of current resampled estimates. In this
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instance σ2 = 0.1 for the s(t) hyperparameter and σ1 = 0.01 for the µj(t)

hyperparameters.

Step 6: Add Randomness to Resampled Particles

xr(t) = x̂r(t) + Θr
2 (3.11)

Step 7: Compute the Second Stage Weights

wr(t) ∝ p(N(t)|xr(t))
p(N(t)|x̂r(t)

(3.12)

Computing the second stage weights determines how well a particular

particle was resampled. If the likelihood of the resampled state is less

than the likelihood of the initial state, a smaller value for wr(t) will be

produced than if the likelihood of the resampled state was larger than

the initial likelihood. Therefore, if a particle’s estimate is replaced with

a less likely estimate during the resampling process, its contribution to

the final weighted estimate will be reduced.

Step 8: Compute a Weighted Estimate

χ(t) =
P−1∑
r=0

wr(t)xr(t) (3.13)

3.3.3 Sampling Importance Resampling Particle Filter

The Sampling Importance Resampling (SIR) particle filter [54, 55] is used

as a benchmark for the BAPF neural decoder. SIR filters are sequentially
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configured at each stage using weights which are proportional to a product of

the former weights and the current prior and likelihoods. These newly

calculated weights are used to simulate particles intended to estimate the

signal at the new stage. SIR filters do not employ hyperparameters or any of

the auxiliary features characteristic of the BAPF signal processing algorithm.

Studies indicate that SIR filters frequently fail to be robust or adapt to

signal changes [57]. This is a consequence of the way in which their weights

are calculated. The results here show that BAPF filters consistently

out-perform their SIR counterparts.

3.3.4 Wiener Filtering

The performance of the auxiliary particle filters is also compared against

benchmark Wiener filters which have been used in real-time BMI applications

[20]. Wiener filtering is applied to exactly the same artificial data sets that

are analyzed with the auxiliary particle filter. The Wiener filter estimate of

mouse position, û(t), is given by:

û(t) = γ +
K∑
j=1

0∑
τ=−d

Nj(t− τ) ρj,τ (3.14)

Here, Nj(t− τ) refers to the number of spikes of the jth neuron during the τ th

prior bin. Spike bin rates are weighted by ρj,τ .

These weights and the offset γ are determined using an optimal linear

least squares fit between Nj(t− τ) and s(t) that is calculated using a training
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subset of the data. As with the auxiliary particle filter, the Wiener filter is

implemented using 50 msec time bins. The number of lagged bins is d = 20,

hence the Wiener filter operates over the preceding one second of data. Each

30 second simulated data set is divided into two 15 second intervals. The first

interval is used to train the Wiener filter weights. The second interval is used to

test those weights in predicting s(t). Owing to its observed poor performance

on this particular data set, the Wiener filter results are only presented as a

benchmark reference in Figure 3.1.

3.3.5 Robustness Testing

The robustness of the BAPF is tested by using noisy spike observations

for tracking mouse position. Three common neural signal processing errors

are tested: missed spike detections, falsely detected spikes and incorrectly

sorted spikes. Errors of this nature have been shown to markedly degrade the

theoretical information content of the encoded neural signal [61]. In all three

cases, spike times are generated as described in Section 3.3.1.

For trials involving missed spike detections, a fraction of the detected spikes

are summarily deleted. Likewise, for trials involving falsely detected spikes, a

fraction of the spike-free time steps are assigned spikes. For trials involving

spike sorting errors, neurons are grouped together as sets of two. Then, for the

fraction of the times when a spike occurred in one neuron but not the other in
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the set, the spike is transferred from the given neuron to the other in the set.

In all tests of robustness, K = 50 neurons are used.

3.4 Evaluation of the Bayesian Auxiliary

Particle Filter

The Bayesian auxiliary particle filter is evaluated under five experimental

conditions: two with ideal noiseless spike trains and three with various types of

spike noise. Figure 3.1 shows signal reconstruction mean square error (MSE)

using ideal (i.e. noiseless) spike trains as a function of the number of neurons

K included in the simulation.

Each point in Figure 3.1 represents an average over 100 simulated data

sets; in each data set, all simulated parameters (i.e. αj(t), µj(t), ξj(t), s(t), and

Nj(t)) are completely re-randomized as specified in Section 3.3.1. Averaging

is performed over 100 completely different data sets for each test case. The

differences between the true mouse trajectories and their reconstructions are

quantified using the MSE metric.

Figure 3.2 demonstrates the superior estimation capabilities of the BAPF

over the SIR particle filter. In this 30 second simulated experiment, 50 dynamic

neurons are observed. The animal position and receptive field centers are

estimated by both filters using 100 particles. Due to the perceived accuracy of



39

10 20 30 40 50 60 70 80 90 100
10

1

10
2

10
3

10
4

10
5

10
6

number of neurons

M
S

E

 

 
BAPF
PFSIR

WF

Figure 3.1: Comparison of MSE vs number of neurons for the SIR particle
filter and BAPF

the BAPF, an expanded 4 second representation in Figure 3.2 is required to

exaggerate the difference on an expanded scale between the BAPF estimate

and the true position.

Figure 3.3 compares neural reconstruction by the BAPF and SIR particle

filters for a single typical mouse trajectory using ideal noiseless spikes. The

results are expressed using 95% confidence intervals. Note that the BAPF

confidence interval (white) is nearly identical to the actual mouse trajectory

(black) and is hard to discern in Figure 3.3.

The confidence interval for the BAPF is substantially narrower than its SIR

particle filter counterpart, indicating superior tracking of both mouse position
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Figure 3.2: Top:Position estimates for the BAPF and SIR particle filter.
Bottom: 4 second window of position estimates.

and the dynamic neural firing parameters. In contrast to Figure 3.1, in which

each data point represents the filter performance averaged over 100 data sets,

the results in Figure 3.3 are constructed from 100 simulations of a single data

set. Thus, the results in Figure 3.3 illustrate that, unlike the SIR particle

filter, the BAPF is consistently able to reconstruct the mouse trajectory.

To demonstrate the how the number of particles used to estimate s(t)

can affect the estimation error, the number of particles was varied from 10

to 100 while the number of neurons was held constant at 50. The MSE is

plotted versus the number of particles in Figure 3.4. Although the accuracy of

neural decoding improves as the number of particles increases, it is important
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Figure 3.3: Mouse trajectory reconstruction (expressed using confidence
intervals) for a typical random walk using K = 50 neurons. [Black] actual
mouse trajectory; [White] BAPF confidence interval; [Gray] SIR particle filter
confidence interval. The BAPF confidence interval is nearly indistinguishable
from the actual mouse trajectory.

to notice here that the acquired increase in accuracy approaches a limit as

the number of particles becomes large. It is therefore important to set an

acceptable level of MSE before selecting the number of particles to be used

in the estimation process since those additional particles may not provide a

significant increases in decoding accuracy.

In Figure 3.5, a percentage of the simulated spikes have been deleted.

Commonly known as missed detections or false negatives, this scenario arises

when action potential waveforms are too small to trigger the detection

threshold. The results demonstrate that the BAPF outperformed the SIR

particle filter by an order of magnitude for all the missed detection

percentages.

Figure 3.6 illustrates BAPF and SIR particle filter performance when false

positive spikes are injected into the spike train at various rates. False positives

arise when signal noise is misinterpreted by the neural processor as a spike. As
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with the missed detection trials, the BAPF significantly outperformed the SIR

particle filter at all false alarm rates tested, although the difference is greater

for smaller rates.
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Figure 3.6: MSE vs false alarm rate (spikes/sec) for a 50 neuron ensemble.

Figure 3.7 compares filter performance as a function of spike sorting

error. Spike sorting error occurs when a spike originating from one neuron is

attributed to some other neuron. In this analysis, sorting errors are

generated between pairs of neurons. It is found that BAPF performance is

significantly better than that of the SIR particle filter up to a spike sorting

error rate of 50%.
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Figure 3.7: MSE vs percentage of sorting error for a 50 neuron ensemble.

3.5 Neural Data Analysis

This Section analyzes the ability of the Bayesian Auxiliary Particle Filter

(BAPF) to decode neural activity recorded through micro electrode arrays.

The BAPF signal processing algorithm is used to predict the angle of a

subject’s elbow during a center-out reaching task. The results are compared

to the predictions obtained using a Kalman filter (KF). The data acquired

for this analysis was provided by Dr. Jose Carmena at the University of

California, Berkley.

In this experiment [62], an adult male rhesus monkey was trained to

perform a center-out reaching task. In center-out reaching tasks, a subject
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positions their hand or holds a cursor at a central target. Then on command

the subject reaches or moves the cursor to a specified target located on the

circumference of a circle around the central target. Once the target location

is acquired, the subject is trained to hold that position for a period of time

before returning their hand back to the central target.

In this experiment, 8 target locations were placed around a central target

on a circle with diameter of a 8 cm. The target locations were circles with

diameters of 1.5 cm placed equidistant around the perimeter as seen below in

Figure 3.8. When prompted, the subject is required to hold his hand at one

of specified target locations for 500-1000 ms.

8 cm

central target
φ

Figure 3.8: Conceptual top view of the experimental workspace for the
center-out reaching task.
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An array of 64 micro electrodes is arranged in an 8x8 configuration and

implanted in the arm area of the primary motor cortex (M1) in the left

hemisphere of the subject. During recording sessions, neural activity is

sampled at 1 kHz. The monkey performs the center-out reaching task while

elbow angle, velocity and acceleration were sampled at 36 kHz. Spike

detection and spike sorting were performed using the Multichannel

Acquisition Processor system by Plexon [63].

Research has shown that neurons which are associated with directional

movement fire maximally in response to a particular angle [64, 65]. This angle

is known as the preferred direction φp. The tuning functions of these neurons

are typically modeled by the following cosine tuning curve

λ(t) =

[
β3(t) β2(t) β3(t)

]


1

cosφ(t)

sinφ(t)

 (3.15)

In this model, β1, β2 and β3 are time varying parameters. The amplitude γ

and preferred direction of the sinusoid are defined as

γ(t) =
√
β2

2(t) + β2
3(t) (3.16)

φp(t) = tan−1 β3(t)

β2(t)
(3.17)
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Equation 3.15 can be rewritten as

λ(t) = γ(t) cos (φ(t)− φp(t)) + β1(t) (3.18)

An example of a cosine tuning function is seen in Figure 3.9, with β = γ = 20

and is directional tuned to φp = π/4.
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Figure 3.9: The solid line represents the instantaneous neural firing rate in
response to an angle φ. The dotted line represents where the maximum firing
rate is obtained in response to φp

In this research the BAPF is used to simultaneously predict the true elbow

angle φ(t) common to the observed neurons and the preferred direction φp(t) of

each of the K = 79 observed motor neurons whose firing rates are directionally

modulated according to Equation 3.18. A training period of 300 seconds with
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known φ is first used to obtain initial estimates of φp, γ, and β for each neuron

before predicting φ.

During the initial training session, the BAPF was executed K times using

P = 500 particles to estimate each neuron’s parameters separately. The

estimated state vector for each particle during training sessions is

x̂ = [φp γ β]T. With a sampling period of ∆t = 1 msec, the neuronal spike

trains are processed using a block of size B = 100. This training session was

also used to obtain Φ(t), z(t), P(t) and K(t) in Equations 2.7 through 2.11

of Section 2.3 for the KF.

All neural parameters are assumed to evolve as Gaussian processes. As

in Section 3.3.2, the filter parameters must be chosen such that the dynamics

of the system are captured with the least amount of variability. The random

sampling of Equation 3.6 is performed with σφ1 = 0.01, σγ1 = 0.02 and σβ1 =

0.05. The random sampling described in Equation 3.10 is performed with

σφ2 = 0.01, σγ2 = 0.005 and σβ2 = 0.01. The final estimate of the parameters

of each neuron from the training session are next used as the initial conditions

of the BAPF when decoding begins.

When predicting φ during decoding sessions, the BAPF also estimates φp

for each observed neuron while γ and β are held constant at their respective

initial values. The estimated state vector for each particle during decoding

sessions becomes x̂ = [φ, φp1, · · · φpK ]T. During the decoding sessions the



49

number of particles was varied with

P = 50, 100, 200, 500, 1000, 2000 and 5000. The sampling period remains

the same with ∆t = 1 msec and the samples are processed using block size

B = 100.The random sampling of Equation 3.6 is performed with σφ1 = 0.15,

σφp1 = 0.001. The random sampling of Equation 3.10 is performed using

σφ2 = 0.05, σφp2 = 0.001.

After the initial training session, the recorded neural firings were decoded

for a period of 30 seconds. Using 79 observed neurons, the monkey’s elbow

angle was predicted by observing neural firing times. Table 3.1 compares the

MSE between predicted φ and true φ of the KF and various BAPF

configurations. Figure 3.11 demonstrates the feasibility of using the BAPF to

predict elbow angle by decoding actual cortical measurements. Figure 3.10

shows the elbow angle predicted via the KF.

Table 3.1: MSE between between the true position and predicted angle
obtained from the Kalman Filter and varying particle size BAPF.

Filter MSE Filter MSE

Kalman 0.2551 BAPF500 0.2424

BAPF50 0.2641 BAPF1000 0.2003

BAPF100 0.2554 BAPF2000 0.2001

BAPF200 0.2440 BAPF5000 0.1965

The KF performed better than the BAPF until the number of particles was
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Figure 3.10: The solid line represents the true elbow angle φ. The dotted
line represents the predicted elbow angle using the BAPF. In this decoding
experiment, the number of particles is P=5000.

increased to 200. However, the KF was not able to accurately decode the entire

neural ensemble. If there are observed neurons that have relatively low firing

rates, the covariance matrix P(t) of Equation 2.9 becomes sparse and can not

be inverted. This causes the filter to quickly diverge. In the KF experiment, it

was necessary to remove 23 of the 79 observed neurons from the ensemble. On

the contrary, this was not the case with the BAPF. If neurons have low neural

activity, the BAPF is able to compensate for this during training sessions by

estimating the maximum firing rate accordingly.
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Figure 3.11: The solid line represents the true elbow angle φ. The dotted line
represents the predicted elbow angle using the KF.

This Chapter has discussed and analyzed some existing methods used to

decode neural spike trains. These include both linear and non-linear

approaches [1]. Although these approaches represent important strides

towards understanding the underlying neural processes, their drawbacks limit

their applicability and stability in BMIs. For example, non-adaptive methods

must be periodically retrained. Kalman filter-based methods (both linear

and non-linear) are not capable of estimating multimodal distributions and

erroneously assume that all noise is Gaussian [16]. Furthermore, the class of
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Kalman filters require knowledge of the measurement and observation

matrices.

The underlying algorithmic basics of the BAPF addresses many of the

limitations of current neural decoding methods. For example, BAPFs have an

inherent memory of the neural system as it evolves over time. This memory is

effectively encoded in the particles through the assumption of Markov chain

priors [66].

The posterior distribution of the evolving neural parameters given past

firing is approximated using particles and their associated weights. Neural

parameter estimates are thus constructed using a compromise between this

approximated posterior distribution and the current likelihood of neural firing

via the Bayesian paradigm [57]. When the neural firing likelihood does not

accurately characterize current firing, the compromise favors the approximated

posterior distribution in order to correct the estimate in subsequent time steps.

One practical limitation of the BAPF is that it is computationally

intensive. Owing to the large number of tracked parameters, each of which is

modeled by a large number of particles, this method is not well suited to

real-time implementation using a conventional sequential processing unit.

For example, the simulations presented in Section 3.4 tracked up to 100

parameters for 100 neurons, each modeled with 100 particles. These

simulations required 125 seconds to execute 30 seconds of simulated data in
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the MATLAB environment on an Intel Core2 Duo. As the number of

particles and number of neural channels increases, the computation time

increases exponentially which prohibits real-time implementation. Particle

filtering algorithms using general purpose processors for BMI applications are

not practical. It may be for this reason that particle filters are not currently

used for real-time BMI systems [11].

The serial computational nature of conventional processors prevents

real-time use of the BAPF algorithm when the state vector incorporates a

large number of dynamic parameters. This suggests that a parallel

processing architecture in configurable hardware of the BAPF algorithm

would recommend itself for use in real-time application of BMIs. A parallel

hardware implementation accommodates large neural ensembles as well as an

increase in the number of particles used by the filter to provide more

accurate neural decoding. It was shown in [67] that it is possible to design

custom dedicated computational hardware units that can significantly

increase throughput of the system. Such a parallel configurable hardware

filtering architecture is described in Chapter 4.
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CHAPTER 4

Hardware Implementation

A salient focus of this research is to translate the Bayesian auxiliary

particle filter (BAPF) into reconfigurable hardware implemented as a field

programmable gate array (FPGA). This Chapter describes the parallel

processing units that are utilized to facilitate the implementation of the

BAPF by exploiting properties of the BAPF signal processing algorithm

which make it conducive to parallel processing. A highly scalable hardware

architecture is developed for its use in real-time neural signal processing.
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4.1 Field Programmable Gate Array

Architectures

Field programmable gate arrays (FPGAs) are customizable logic devices

that are comprised of configurable logic blocks (CLBs), programmable

interconnections and input/output (I/O) cells. Each CLB may include:

look-up tables (LUTs), multiplexers, flip-flops, basic logic elements (AND,

OR and NOT), block random access memory (BRAM) and shift registers

[68, 69]. The number of CLBs contained within a single FPGA can vary from

hundreds to tens of thousands. In addition to the CLBs, current fine-grained

devices incorporate dedicated fixed point multipliers for efficient

implementation of arithmetic functions.

FPGAs offer advantages over other processing devices such as a digital

signal processor (DSP) or application specific integrated circuit (ASIC).

DSPs are essentially highly specialized general purpose processors tailored to

the needs of signal processing [70]. Although DSPs offer efficient execution of

computationally intensive algorithms such as fast Fourier transform pairs,

they operate using high level instruction sets and do not lend themselves to

parallel processing architectures which can adversely affect throughput

performance. Conversely, with the FPGA, multiple DSP computations can

be executed simultaneously in parallel through dedicated architectures.
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While the high speed and low production costs of ASICs make them

appealing for real-time signal processing applications, the initial cost of

designing an optimized architecture is expensive and time-to-market can take

years [71]. Another deficiency of the ASIC is that its circuitry is static once

it is produced. That is, the functionality of the device can longer be altered.

However, using an FPGA, the synthesis of a design can be implemented

instantly and any changes that need to made can be reconfigured into the

design.

FPGAs provide an ideal platform for DSP implementation, combining the

reprogrammability, architectural flexibility and system-level integration of

general purpose processors with the performance offered by customizable

hardware. Even with current clock speeds well below conventional processors,

reconfigurable logic can yield substantially superior throughputs when made

massively parallel [72]. Therefore, the BAPF algorithm can be implemented

in hardware for real-time neural signal processing using an FPGA.

4.1.1 Xilinx Virtex FPGA

The course-grained architecture of the Xilinx Virtex FPGA (2002) shown in

Figure 4.1 uses a general routing matrix (GRM) to configure the interconnects

between each of its CLBs. The GRM is an array of static memory cells which

store values that control the configurable logic elements and interconnects
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between the CLBs. These configuration values can be reloaded to change the

functionality of the device.

Figure 4.1: Xilinx Virtex FPGA architecture - the GRM controls the
connectivity of each of the CLBs to BRAM and I/O pins

The CLBs communicate with external devices through the I/O cells

surrounding them. Each CLB of Virtex family devices consists of two slices.

A simplified view of a 2-slice CLB is shown in Figure 4.2. Each of these slices

consists of two logic cells (LCs). The LCs themselves contain: four-input

LUTs, a flip-flop and carry and control logic. Not shown in the figure are the

1-bit adders and AND gates for fast and efficient multiplication. Each LC

also has feedthrough paths for signal routing that do not consume any logic.

The maximum clock rate for Virtex devices is 200 MHz.
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Figure 4.2: Simplified view of a Xilinx Virtex slice

4.1.2 Xilinx Virtex-5 FPGA

By interconnecting CLBs to create modules such as adders and multipliers,

FPGA performance is reduced [69]. To overcome this, fine-grained FPGA

architectures incorporate frequently used modules as hard core constructions.

This is seen in the later generation Xilinx Virtex 4 (2004) and Virtex 5 (2006)

families, where some of the slices contain dedicated DSPs. In particular, the

Virtex-5 devices have 18-bit x 25-bit embedded multipliers called a DSP48E,

whose architecture is shown in Figure 4.3.

Additional features of Virtex-5 devices include: phase-locked loops to serve

as a frequency synthesizer to produce a wide range of clock frequencies, 36 Kb

dual-port distributed RAM is available to reduce signal routing and clock

rates of up to 550 MHz are possible with some designs. The functionality of

each slice was further enhanced by expanding the architecture to include four
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LUTs, four flip-flops, 16:1 multiplexers and 32-bit shift registers. The Virtex-5

slice is shown in Figure 4.4. The Virtex-5 was chosen as the target device for

synthesizing the parallel BAPF architecture.

Figure 4.3: Detailed view of DSP48E

Figure 4.4: Detailed view of Virtex-5 slice
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4.2 Parallel BAPF Implementation

One of the significant points of this research was to develop a neural decoder

that is both modular and reconfigurable in hardware. More specifically, a

parallel hardware architecture for the BAPF was developed in order to increase

throughput over conventional sequential processing for real-time neural signal

processing. The modular design presented in this Chapter allows for rapid

prototyping of particle filters for a variety of applications and observed neural

ensembles. The reconfigurable design is verified through a scaled version of

the particle filter described in Section 3.3.2.

Figure 4.5 is a top-level hardware configuration for a particle filtering

architecture. There are four major components: 1) the controller, 2) the

random number generator (RNG), 3) the particle processors and 4) the

resampler. Each of these components can be easily replaced with another

module to accommodate the desired application.

The controller is modeled as a finite state machine (FSM). The FSM

provides select lines (sel) to multiplexers that determine signal routing

through the datapath. The FSM also regulates the status of enable (en) and

reset (rst) signals of data registers. Control signal values are determined by

the state of the FSM. The state changes as a function of the number of

observed neurons K, the number of particles P and the block size B. States 0

and 1 are used as a reset and an initialization state.
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Figure 4.5: Top level controller-datapath diagram of the Bayesian auxiliary
particle filer

The RNG is a stand-alone dedicated module. It operates independent of

all other units in the system. It is a pipelined processor that produces a

pair of random samples every clock cycle in order to sustain high throughput

computations. The RNG is a fundamental component of any particle filter.

Each of the P particles described in Section 2.8 are used to estimate the

driving signal s(t) and arranged in a parallel fashion. The modular design
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allows many particle processors to be replicated easily in hardware. They

share the same control logic, which allows all particle processors to perform

the same computations simultaneously.

The resampling stage discussed in Section 4.2.6 has been configured to

relieve most of computation time associated with the resampling process. The

number of clock cycles needed to perform the resampling process with this

innovative design is significantly reduced over existing methods.

The processing system is multirate. Using multiple clock domains across

the particle filter, the separate computational units can operate at different

clock frequencies. This significantly relieves the timing constraints of the

datapath. Since this is a massively parallel processor, the required

throughput can be achieved using relatively low clock rates.

Most of the computations in the datapath are performed according to the

IEEE 754 single precision standard [73]. Fixed-point arithmetic is used where

possible in order to reduce the required resources needed to design the filter

architecture. One such occurrence is in the RNG. This module makes use of

iterative fixed-point algorithms that provide high throughput data rates.

4.2.1 IEEE 754 Floating Point Package

The IEEE-754 single precision floating point (FP) standard is employed for

performing many of the computations throughout the BAPF. The FP system
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provides a variable resolution for the range of numbers being represented. All

particle filter computations are FP operations unless otherwise noted. In this

format, a 32-bit number is divided into fields as seen in Figure 4.6 [74].

31 30 23 22 0. . . . . . . . . .

S E M

Figure 4.6: IEEE 32-bit floating point format representation

The most significant bit is the sign bit S, where 0 is positive and a 1 is

negative. Eight bits are assigned as the exponent E and the remaining twenty

three bits are the mantissa M . The exponent E is coded in a biased form as

E − 127. Using this scheme a value n is represented as:

n = (−1)S2E−127(1 +M) (4.1)

where,

M =
23∑
k=1

bk
2k

(4.2)

and bk is the value of bit position k in the mantissa.

4.2.2 Particle Datapath

An expanded view of one particle processor from Figure 4.5 can be seen

below in Figure 4.7. Here it is shown that each particle processor is comprised
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of three submodules. The particle processor is partitioned into these three

submodules to facilitate the reconfigurability of the FPGA.

Π

state vector
estimate compute

likelihood

x1(t)
x2(t)

xM (t)
xM-1(t)

p(∆N|x(t))
update weights

RNG1 RNG2

x1 (t) resampled
x1  initial

x2 (t) resampled
x2  initial

xM-1(t) resampled
xM-1 initial

xM (t) resampled
xM  initial

Particle Processor

w r(t)

s r(t)
w r(t),s r(t)

w r(t),g r(t)

control logic

Figure 4.7: Sub-modules within a single particle 1)store its state vector,
2)compute its likelihood equation and 3) update its first and second stage
weights.

The block labeled state vector estimate contains logic that stores an

estimate of every element in the state vector. The number of neurons in the

observed ensemble and the number of parameters being estimated per neuron

will determine the length of the state vector M. As the size of M changes

with the filter application, so can the configurable FPGA hardware that

supports the state vector. A new state vector estimate module can easily be

inserted to support the desired operation.
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Likewise, the conditional probabilities that define the likelihood equations

will also vary with the particle filter application. For example, the simulated

hippocampal place cell firings of Section 3.1 are defined to arrive according

to an inhomogeneous Poisson process with an expected arrival rate of λ(t)

defined by Equation 3.1. However, if a different tuning model is required

for a different class of neurons, such as those defined by Equation 3.18, then

the compute likelihood submodule can be replaced with one to compute λ(t)

specific to their firing behavior.

Conversely, the functionality of the update weights module never has to be

replaced. This submodule only contains computational resources that store

(registers and multiplexers) and normalize (floating-point divider) the first and

second stage weights. The following sections describe in detail the submodules

in Figure 4.7 as well as those shown in the top-level design of Figure 4.5.

In order to demonstrate this modular concept, a scaled version of the

filter discussed in Section 3.3.2 was implemented to predict position from an

ensemble of simulated hippocampal place cell firing times. Animal position

s(t) is estimated along with the receptive field centers µ(t) of each observed

neuron. Although this configuration implements neurons with

Gaussian-shaped tuning curves and Poisson firing, the concepts can readily

be adapted to a variety of neural ensemble configurations, such as the cosine

tuning curve described in Chapter 3.5.
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4.2.3 Step 1: Random Sampling

Step 1 of Section 3.3.2 is to simulate the hyperparameters according

Equation 3.6 as:

Θr
1 ∼ N (0, σ1) for r = 0, . . . , P − 1

Recall that each of the P particles contains an estimate of the receptive field

center µj(t) for all K neurons in the ensemble. There is also an estimate of the

driving signal s(t). Therefore, P (K+1) normally distributed random samples

with standard deviation σ1 are needed for Step 1.

Generation of random variables with distributions such as the normal,

Poisson, chi-squared, exponential and many others can be obtained by

transforming a uniformly distributed random variable on the interval (0, 1]

[75, 76]. Several techniques for generating a normal distribution from a

uniform distribution are investigated in the following subsections.

4.2.3.1 Linear Feedback Shift Registers with Skip-ahead Logic

Generating a uniform random number on the interval (0, 1] in hardware is

typically done using a linear feedback shift register (LFSR)[77]. An LFSR is an

ordinary shift register made up of m flip-flops and mod-2 adders (XOR gates)

that are interconnected to form a feedback circuit. The register is initially

seeded with any value other than 0. On each clock cycle, all bits are shifted

one position with the output bit an input to a combinational feedback circuit
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whose output is then input to the shift register [78].

Since there are a finite number of possible states, the sequence will

eventually repeat itself and is therefore not truly random. It is for this

reason that LFSRs are often referred to as pseudo-noise (PN) generators. In

order to extract as long a PN sequence as possible, the combinational

feedback taps are chosen according to a generator polynomial g(x) which

results in a 2m − 1 maximal length sequence [79], where m is the number of

bits in the register. If the coefficient of bit position n for g(x) is 0, then that

bit is omitted from the feedback logic. The contents of the shift register can

be used to represent a number between 0 and 1 defined as

r =
m−1∑
n=0

xn
1

2n
(4.3)

Figure 4.8 shows an example of a PN generator which uses a generator

polynomial of g(x) = x4 + x3 + x1 + 1, where xn represents bit position n.

x4 x3 x2 x1 1

g(x)

Figure 4.8: Feedback Circuit of an LFSR

The output of a PN generator is assumed to be spectrally white. That is,

all frequencies should have approximately the same value across the power
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spectrum and are uncorrelated. However, there exists some degree of

correlation between consecutive outputs of the PN generator. This is because

from one state to the next, the contents of the register are shifted only one

bit position and the input bit may or may not change. This results in a

lowpass effect, where high frequency spectral components decrease resulting

in non-white noise [80].

In order to avoid attenuation of the high frequency components and

decorrelation of the uniform distribution, skip-ahead logic can be employed

[81]. This process advances the contents of the register by k states rather

than just one. Doing this will shift the register contents by k bits and allow k

bits to be altered. Defining the behavior of the LFSR in matrix notation,

x(t) is the register state vector at time t and G is the state transition matrix

representing the generator polynomial where:

G =



gm−1 gm−2 · · · g1 g0

1 0 0

0 1 0

...
. . .

...

0 0 · · · 1 0


and x =



xm−1

xm−2

...

x1

x0


with the state of the register at time t+1 being defined by

x(t+ 1) = Gx(t) (4.4)



69

For example, given a generator polynomial g(x) = x3 + 1 for m = 4 the

transition matrix to advance the state to x(t+ 1) is

G =



1 0 0 1

1 0 0 0

0 1 0 0

0 0 1 0


(4.5)

Which results in

x(t+ 1) =



x3(t+ 1) = x3(t)⊕ x0t

x2(t+ 1) = x3(t)

x1(t+ 1) = x2(t)

x0(t+ 1) = x1(t)


(4.6)

In order to advance the state by k stages, one simply exponentiates the state

transition matrix to the kth power. Using the skip-ahead technique for k = 3,

the transition matrix of Equation 4.5 becomes

G3 =



1 1 1 1

1 0 1 1

1 0 0 1

1 0 0 0


(4.7)
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The resulting state vector is now expressed as

x(t+ 1) =



x3(t+ 1) = x3(t)⊕ x2t⊕ x1t⊕ x0t

x2(t+ 1) = x3(t)⊕ x1t⊕ x0t

x1(t+ 1) = x3(t)⊕ x0t

x0(t+ 1) = x3(t)


(4.8)

An efficient hardware implementation of an LFSR using skip-ahead logic is

presented in [82], where efforts are made to reduce the amount of extra logic

that results from using this technique.

Note that when using this method, the value of k should not be a prime

factor of 2m−1 otherwise a maximal length sequence can not be obtained. As

is the case in this example, k = 3 which is a factor of 2m − 1 = 15 and the

resulting sequence repeats after 5 6= 2m − 1 cycles. This phenomena can be

avoided by using a Mersenne sequence in which the length of the sequence is

a prime number [83].

A 16-bit LFSR using skip-ahead logic is implemented as an initial step for

designing a parallel BAPF architecture. The generator polynomial is chosen

as g(x) = x15 + x14 + x13 + x4 which results in a maximal length sequence of

65535. The number of advanced states is k = 13.
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4.2.3.2 Cumulative Distribution Function Transformation

The cumulative distribution function (CDF) describes the probability that

an observed random variable X is less than or equal to x [84].

x 7→ FX(x) = p(X ≤ x) (4.9)

The CDF of X can be obtained by integrating its probability density function

(pdf) fX(x) from −∞ to x, which describes the likelihood of X to occur at a

given value x [85].

FX(x) =

∫ x

−∞
fX(x)dx (4.10)

The mapping of Equation 4.9 can be used to produce a value on the real

number line from a corresponding probability on the interval (0,1] generated

from Equation 4.3. The pdf of a normal random variable with mean µ and

variance σ2 is defined as

fX(x) =
1

σ
√

2π
exp

{
(x− µ)2

2σ2

}
(4.11)

Unfortunately, there is no closed form solution to the integral of Equation

4.10 for normally distributed random variates [86]. Numerical integration

techniques are therefore often used to obtain a solution to this problem. One

such solution is to use the error function erf(x) [87]. The error function is

defined for positive values of x as

erf(x) =
2√
π

∫ x

0

e−u
2

du (4.12)
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The CDF of X for standard normals can be determined using Equation 4.12

as

FX(x) =
1

2

[
1 + erf

(
x√
2

)]
(4.13)

Using the relation erf(−x) = −erf(x), one can find the CDF for negative

values of x.

Approximations to Equation 4.12 can be obtained using a Taylor series

expansion, Chebyshev expansion or continued fractions [88]. Exhaustive tables

which list the values of FX(x) for values of x with high resolution are widely

available [89]. These tables are often implemented as look-up tables (LUT) in

hardware and direct synthesis of the approximations is not required. Values are

simply read from memory resulting in higher throughput. However, the LUTs

required to store the erf(x) values can become costly in terms of memory

usage.

4.2.3.3 Composite Look-up-table

As discussed in Section 4.2.3.2 approximations to Equation 4.12 are often

implemented using a LUT, which consume large amounts of memory resources.

One way to reduce memory requirements is to use a composite LUT [90]. This

methodology utilizes two LUTs to estimate the inverse cumulative distribution

function (ICDF).

Here a high resolution LUT and a low resolution LUT, which is a
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decimated version of a high resolution LUT, are used to represent different

portions of the ICDF curve. The ICDF curve for normal distributions

exhibits an approximately linear relationship for values on the interval

(0.1, 0.9) and is highly nonlinear for values outside this domain. The

decimated low resolution LUT is used to represent the majority of the values

that lie between 0.1 and 0.9 using a stair case approximation and the high

resolution LUT is used to represent the remaining values. This allows for

large memory savings in the linear regions while introducing only modest

errors and the nonlinear regions can be approximated more accurately [90].

4.2.3.4 Box-Muller Transformation

An alternative to using a LUT is to use a computational algorithm that

transforms the uniform distribution into a normal distribution such as the

method suggested by Box and Muller [91]. The Box-Muller transformation

generates two standard normal distributions N1 and N2 from two uniformly

distributed numbers U1 and U2. A standard normal refers to a normal

distribution with zero mean and unit variance. The two uniform

distributions are transformed into normal random variables by the

Box-Muller method using the following steps:

let ω = 2πU1 (4.14)

let R =
√
−2ln(U2) (4.15)
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N1(0, 1) = R cos(ω) (4.16)

N2(0, 1) = R sin(ω) (4.17)

There are a number of ways to perform computations involving

exponentials, logarithms and trigonometric functions in hardware. However,

there are trade-offs between hardware utilization and throughput. The

Coordinate Rotation Digital Computer (CORDIC) algorithm is an iterative

process for computing the rotation of a vector in a Cartesian coordinate

system and evaluating the length and angle of the vector [92]. The CORDIC

method was later expanded for multiplication, division, logarithm,

exponential and hyperbolic functions. The resulting vector zn of the rotation

of a vector [x0, y0] by an angle θ in Cartesian coordinates can be computed

by the following matrix operation: xn

yn

 =

 cos θ − sin θ

sin θ cos θ


 x0

y0

 (4.18)

Using the identity: cos θ = 1/
√

1 + tan2 θ and factoring out cos θ Equation

4.18 can be modified as follows: xn

yn

 =
1√

1 + tan2 θ

 1 − tan θ

tan θ 1


 x0

y0

 (4.19)

If tanφ = 2−n, then

KnR sin(θ ± φ) = R sin θ ± 2−nR cos θ (4.20)
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KnR sin(θ ± φ) = R cos θ ∓ 2−nR sin θ (4.21)

where, Kn =
√

1 + 2−2n

These equations can be used to implement the rotation of a vector R

through either a positive or negative angle equal in magnitude to tan(2−n).

Therefore, a sequence of rotations with increasing powers of n can be used to

rotate R through any desired angle [93].

In the CORDIC method, the rotation by an angle θ is implemented as an

iterative process, consisting of finer rotations during which the initial vector

is rotated by pre-determined step angles [94]. As the number of iterations

increases, so does the accuracy of the algorithm. This algorithm uses very

little resources with only shift and add operations. However, the number of

iterations required to achieve the desired accuracy may become burdensome.

The CORDIC algorithm is used to implement the trigonometric,

logarithmic and square root functions in Equations 4.15 through 4.17 of the

Box-Muller algorithm as shown in Figure 4.9. Starting with two 16-bit

LFSRs described in Section 4.2.3.1, each seeded with a different initial value,

two independent uniform random numbers between 0 and 1 are generated.

Since there is no dependence between R and ω for computing the output

sequences, they are computed in parallel.

U1 is passed through a constant multiplier where it is scaled by 2π to

execute Equation 4.14. U1 is then delayed for 61 clock cycles to synchronize it
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with U2 for the final stage. While U1 is being delayed, U2 is being processed by

the CORDIC log unit for 28 clock cycles to achieve the desired accuracy. The

output of this unit is then multiplied by -2, which is carried out by a left-shift

of one bit and an inversion of the sign bit in order to avoid hardware resource

consumption and to decrease computational latency.

This intermediate quantity is then passed to the CORDIC square root

unit for 44 clock cycles to complete the implementation of Equation 4.15.

While the final value of R is being computed, the sinω and cosω values are

simultaneously being processed by another CORDIC processor which takes 11

clock cycles. The 61 cycle delay in the ω datapath is is due to the computation

of sinω and cosω requiring only 11 clock cycles total and computation of R

U1

U2

Π

2π

CORDIC
Log << shift left negate CORDIC

Square Root

Z-61 CORDIC
sin/cos

Π

Π

sin ω

cos ω

R

N1(0,1)

0

1

sel

Π

Π

σµ1

σµ2

N2(0,1)

Π

Π

σs2

σs1

0

1

sel

Figure 4.9: Box-Muller using CORDIC processors
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for 72 clock cycles. Two multiplications can now be executed in parallel to

produce the two sequences defined by Equations 4.16 and 4.17, which require

another 3 clock cycles.

The total number of clock cycles needed to compute a pair of random values

is 75. However, this is just an initial delay until the computational pipeline

is filled. Once the pipeline is full, the minimum latency to produce a pair of

random values becomes only one clock cycle.

Additionally, the length of N1 and N2 can be conveniently increased by

using a re-seeding process of one of the LFSRs. After 2n− 1 cycles, the LFSR

that generates U1 is given a new initial value and the LFSR that generates U2 is

allowed to repeat. The sequence of values that represents U2 will be the same.

However, the order of the sequence of the next 2n − 1 values that represents

U1 will be different. This will produce a different pair of values that represent

R and ω. This process can be repeated 2n − 1 times to generate all possible

combinations of U1 and U2. An efficient way to implement this methodology is

to use a counter that has the same number of bits as the LFSRs. After 2n− 1

cycles, the counter is incremented by one and that value is used to re-seed the

U1 LFSR. This process continues until the counter cycles through all possible

values with the exception of zero.
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4.2.3.5 Marsaglia Polar Method

The Marsaglia Polar Method is another computational technique for

generating standard normal random variables from a uniformly distributed

random variable [95]. It follows a process similar to the Box-Muller method

but eliminates the need to compute sin(ω) and cos(ω) by directly generating

those values from a uniformly distributed variable U on the interval ±1 [96].

If U is on the interval (0, 1], then V = 2U − 1 is on the interval ±1. Using

Equations 4.22 and 4.23 the Marsaglia polar method generates two standard

normals [97].

N1 = V1

√
−2logW

W
(4.22)

N2 = V2

√
−2logW

W
(4.23)

This algorithm requires that W = V 2
1 + V 2

2 < 1. If it is not, then it is

rejected and a new V1 and V2 are selected. This would require extra logic and

a parallel implementation as in Section 4.2.3.4 can not be used since pipelining

of the data is interrupted.

For a single iteration of the BAPF algorithm, there are two instances

where a random sample is drawn for every element of the state vector fro

each particle. When the number of observed neurons and number of particles

become large, this random sampling hinders real-time performance.
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Therefore, a high throughput random number generator is necessary. After

analyzing the various techniques for generating normal random variables, it

was best decided that the Box-Muller method be used for high throughput

and low resource utilization. The parallel pipelined hardware architecture of

Figure 4.9 produces two random samples every clock cycle. This will help

facilitate the BAPF algorithm for real-time signal processing.

4.2.4 Step 2: Add Randomness to Particle Estimates

According to Equation 3.7 of Section 3.3.2, random samples are drawn by

adding zero-mean random numbers to previous estimates as

x̂r(t) = xr(t− 1) + Θr
1

Storing the random samples along a tapped delay line allows xr(t) to be formed

as the sum of a delayed sample and the previous estimate x̂r(t − 1). Figure

4.10, which is an expanded view of the state vector estimate block of Figure

4.7, illustrates how this is accomplished through a feedback loop by setting

sel=0 and en=1 for a single clock cycle. The total length of the tapped delay

line for the s(t) estimates is P . The total length of the tapped delay line for

the µ(t) estimates is KxP over all particles. This can result in a long delay

line. However, if the RNG is allowed to run at a rate much higher than the

system sampling rate, all random samples can be refreshed before the next
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computation. This step, adding randomness to particle estimates, requires

only a single clock cycle to execute.

z -1

to next particle

z -1

to next particle

s(t)

Σ

0
1
2

µ1(t)

Σ

0
1
2

sel en

sel en

resampled state
initial state

resampled state
initial state

z -1 µK(t)

Σ

0
1
2

sel en

resampled state
initial state

Figure 4.10: Expanded view of the state vector submodule. Select and enable
signals control the flow of data into the registers storing the state vector.

Recall that the standard deviation of the random samples in Equation 3.6

is different for the driving signal estimates than it is for the receptive field

centers. This requires that samples be drawn from two separate distributions.

To obtain a normally distributed random variable of some arbitrary standard

deviation, the samples drawn from a standard normal N (0, 1) can simply be

multiplied by the desired standard deviation. This is conveniently executed by
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setting sel in Figure 4.9 to produce two orthogonal sequences of the appropriate

standard deviations.

4.2.5 Step 3: Compute the first stage weights gr(t)

According to Equation 2.28, each first stage weight gr(t) is computed as a

product of the second stage weight from the previous iteration wr(t− 1) and

the conditional likelihood function as

gr(t) ∝ wr(t− 1)p(∆N(t)|x̂r(t)) (4.24)

When Poisson firing rates are assumed, the posterior density for particle r

becomes

p(∆Nj(t)|xr(t)) =
K∏
j=1

(λj∆t)
∆Nj(t)e−λj∆t

∆Nj(t)!
(4.25)

which simplifies to

p(∆Nj(t)|xr(t)) =
K∏
j=1

(λj∆t)
∆Nj(t)e−λj∆t (4.26)

since ∆N(t) is either 0 or 1. For blocks of data as discussed in Section 3.2,

assuming a Poisson firing model the conditional probability for neuron j is

computed as a product over a block duration as

p(∆Nj(t)|xr(t)) =
B∏
b=1

p(Nj(t)
b|xr(t)) (4.27)

where B is the block size and b indexes the sample number within a given

block.
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Recall from Section 3.3.2 that the term λj(t) is a Gaussian-shaped function

with two of the terms, α = 3.5 and ξ = 12, being constant. Therefore, the

expected firing rate for neuron j of the rth particle becomes

λrj = exp

{
3.5−

(sr(t)− µrj(t))2

144

}
(4.28)

After the updated value of xr(t) from Section 4.2.4 is stored into the state

registers, it can be used to compute Equation 4.26 which is executed over

multiple stages. First, the argument of Equation 4.28 is easily computed using

the structure shown in Figure 4.11.

Σ

−

+
s r(t)

µj
r(t)

Σ

α

−

+

Π Π

1/ξ2

Figure 4.11: Architecture for computing the exponential argument of Equation
4.28

The quantity µrj(t)− sr(t) is the output of the subtracter. The multiplier

output is
(
µrj(t)− sr(t)

)2
. Two more floating point operations are then carried

out to obtain the argument of the exponential over a total of 4 clock cycles. The

output of Figure 4.11 is then passed as the input to a module for computing

the exponential term.
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4.2.5.1 Floating Point Exponential

The exponential function f(x) = ex is often used in scientific and

engineering applications. It is defined as the following Taylor series

ex =
∞∑
n=0

xn

n!
= 1 + x+

x2

2!
+
x3

3!
+
x4

4!
+ . . . (4.29)

Since it is impossible to compute an infinite series, numerous techniques have

been employed to approximate a solution to the exponential function. One way

is to perform an nth order polynomial approximation by truncating Equation

4.29 to the first n terms [98]. Using this method requires a priori knowledge

of the number of terms needed in order to acquire a desired degree of accuracy

[99]. The required number of terms varies according to the magnitude of x

and can occasionally result in a large number of multiplications which severely

hinders throughput. Another common method is to use a look-up-table (LUT).

Traditionally, LUTs store all the possible solutions to some arbitrary function

in read only memory (ROM) [100]. The size of the memory varies according

to bit representation and desired accuracy.

If high resolution is needed, the size of the memory required to store the

solution becomes quite large. For example, if IEEE 754 single precision is

used, there is a possible 232 inputs to the LUT which are each 32 bits wide.

That is over 17 GB of memory to compute the solution. Reducing the size of

the LUT can be achieved by separating the argument of the exponential into
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its integer and fractional parts v and w respectively to get

f(x) = ex = e(v+w) = evew (4.30)

This requires storing only LUT values of ew for 0 < w < 1 and ev where

v = bxc. Additional savings can be made by storing only positive values of

x since e−x = 1/ex. This method performs v + 2 multiplications which can

become burdensome when |v| is large.

Recently, methods have been introduced that combine LUTs and Taylor

series expansions to offer trade-offs between computation time and resource

utilization for FPGA implementation [101, 102]. Even though these methods

reduce ROM storage over existing methods, the overall designs still consume

20% of the available resources on the Xilinx Virtex 4 XC4VLX200 FPGA for

a single computational exponential unit. This means that only 5 units could

exist in parallel on this current FPGA. The architectures described in [101]

and [102] have pipeline latencies of 74 and 35 respectively.

In order to reduce resource utilization and increase throughput for the

parallel BAPF architecture, a new floating point exponential core is designed

as part of this research. By exploiting some relationships between floating

point number representation and base 2 exponents, this novel architecture

computes ex without memory, Taylor series expansion or iteration.

Attention is focused on computing ex for x ≥ 0, since e−x = 1/ex can be
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accounted for by a division. The system begins using the following property

ex = 2u, where u = x/ln(2) (4.31)

The value of u is obtained through a floating point division. The sign bit

is then forced to zero in order to assure u ≥ 0 while the original sign bit is

passed along a delay line to be used later in the process. The quantity u is

then separated into its integer v and fractional w parts resulting in

2u = 2v+w = 2v2w, where v = buc and w = u− v (4.32)

This results in two new terms, 2v and 2w, that need to be computed. A

single precision floating point implementation of the floor function buc in

Equation 4.32 is be executed as follows:

Since u ≥ 0, the solution to v = buc is always going to be the integer

portion of u. The number of bits residing in the mantissa which are used to

represent the integer portion of an IEEE 754 number is given by the unbiased

exponent Q = E − 127, where E is the 8-bit value described in Section 4.2.1.

Therefore, all bits that are not needed to represent the integer part can be set

to zero to obtain buc .

The total number of non-zero bits that can possibly be used to represent an

integer is 24 (23 bits of the mantissa + 1 implied bit for normalized numbers).

These 23 bits of the mantissa are assigned simultaneously by first comparing

Q to integers 1 through 23 in parallel The outputs of the 23 comparators are
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then used as the select lines of 23 multiplexers that determine each of the 23

bits of the mantissa of v as seen in Figure 4.12.

a       b

a < b

1
Σ

127
-

m 1

8

8

E

E

m 1

+

1          0

0

a       b

a < b

2

m 2

m 2

1          0

0

a       b

a < b

23

m 23

m 23

1          0

0

Figure 4.12: Parallel circuit for computing buc

The output of a comparator is a 1 when Q is less than integeri and 0

otherwise. When the comparator selects input 1 on the corresponding

multiplexer, bit position i of the mantissa becomes 0. When the comparator

selects input 0, bit position i of the mantissa remains unchanged. The

quantity v is then the result of concatenating a 0 as the sign bit, E as the

exponent and the 23 multiplexer outputs as the mantissa to form a floating

point representation of the integer. Computing buc requires only a single

clock cycle. Subtracting v from u then yields w.

Now, the computation of 2v and 2w is executed. Calculating 2v for any

integer v for floating point numbers is easily computed. Note: the value 2v
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for any integer v in floating point notation is obtained by setting E equal to

127 + v and all 23 bits of the mantissa to zero.

Conversely, there is not a straightforward method for computing 2w for 0 <

w < 1. In Figure 4.13(a), a plot of f(w) = 2w and g(w) = w+ 1 for 0 ≤ w ≤ 1

is shown. The difference between the two functions d(w) = g(w) − f(w) can

be observed in Figure 4.13(b).

Figure 4.13: (top) f(w) = 2w, g(w) = w + 1, (bottom) d(w) = g(w)− f(w)

Using a 2nd order least squares approximation, an estimate d̂(w) of d(w) is

obtained on the interval 0 ≤ w ≤ 1. This provides a set of coefficients (a, b, c)

that best fits the quadratic difference as

d̂(w) = aw2 + bw + c (4.33)

By subtracting Equation 4.33 from the straight line g(w), the term 2w for
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0 ≤ w ≤ 1 is computed by Equation 4.34 with an error of 0.001%. Computing

2w in this manner requires 3 clock cycles and is illustrated by Figure 4.14. It

is now possible to multiply 2v and 2w to get 2u, which is the desired result of

Equation 4.31.

2w = −aw2 + (1− b)w − c+ 1 (4.34)

w

Σ

Π Π

Σ 2w

-a

Π

1-b 1-c

Figure 4.14: Computing 2w

This fast floating point exponential core has a pipeline latency of 8 clock

cycles. The top-level architectural view is shown in Figure 4.15. As mentioned

earlier, ex for x < 0 is the reciprocal of e|x|. Dividing 1 by e|x| is performed as

a final calculation. This is why the sign bit is delayed for 8 clock cycles. It is

used as the select line to choose between e|x| for x ≥ 0 or 1/e|x| for x < 0. The

quantity λrj(t) of Equation 4.28 is computed after a total of 12 clock cycles.



89

1             0

1/ln(2)

Σ
+

-

Π

u

ux w

v

2w

2v

Π

e |x|

1 /e |x|

z-8 ex

z-1

1 cycle 1 cycle 1 cycle 3 cycles 1 cycle 1 cycle

Figure 4.15: Top-level design for the fast exponential core

4.2.5.2 Computing the Conditional Likelihood

Equation 4.27 defines the likelihood of observing ∆N firings given the

current estimated state over a block of samples as the product of the

individual likelihoods within that block. Since ∆N is assumed to be either 0

or 1, Equation 4.27 can be rewritten as

p(∆N(t)j|xr(t)) = (λj∆t)
∆Nj(t)e−λj∆tB (4.35)

This requires computing of the terms (λj∆t)
∆Nj(t) and exp(−λj∆tB).

Figure 4.16 is used to illustrate the computation process of these terms and

their final product.

The term λj(t) is the output of an exp module described in the previous
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Section. This value is stored into reg1. Then, multiplied by ∆t and stored into

reg2 to acquire λ∆t.

Since blocks of data are processed as described in Section 3.2, it is possible

that the number of firings ∆N can take on values from 0 to B, the block size.

In order to multiply λrj(t) by itself ∆N times, a multiplier that accepts λrj(t)∆t

and feedback from a third register as inputs can be used over multiple clock

cycles to form the product.

The value of reg3 is initially set to 1 upon reset. The enable signal is

governed by the output of a comparator that determines if ∆N is greater than

a counter value. If the number of firings is greater than the count, the enable

signal remains high and the feedback register continues to store successive

products from the multiplier.

While (λj∆t)
∆N is being computed, a feedback loop multiplies λj(t)∆t by

−B before passing it back through a multiplexer to compute exp(−λrj(t)∆tB)

through hardware re-use of the exp module. After 2B clock cycles, the product

of
(
λrj(t)∆(t)

)∆N
and exp(−λrj(t)∆tB) is formed to obtain the conditional

probability for one neuron over a block duration.

The conditional probabilities of all K neurons are computed simultaneously

in parallel as shown in Figure 4.17. These individual probabilities are then

multiplied together to form the likelihood for a single particle processor. The

required clock cycles to multiply all of the conditional probabilities together
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can be reduced to log2(K) by using parallel multipliers. The final product is

then stored into the likelihood register.

Likelihood 1µ1

p1(∆N|x1(t))

Likelihood 2µ2

p2(∆N|x2(t))

s(t)

Π

Likelihood 3µ3

p3(∆N|x3(t))

Likelihood 4µ4

p4(∆N|x4(t))
Π

Π

Likelihood K-3µK-3

pK-3(∆N|xK-3(t))

Likelihood 2µK-2

pK-2(∆N|xK-2(t))
Π

Likelihood K-1µK-1

pK-1(∆N|xK-1(t))

Likelihood KµK

pK(∆N|xK(t))
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Π

Π

d       q

en

d       q

en
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Figure 4.17: Computing a particle’s likelihood as the product of parallel
neuronal conditional probabilities

This term is then multiplied by the second stage weight from the previous

iteration wr(t − 1) to obtain an intermediate value for the first stage weight

gr(t). The first stage weights for all P particles are then summed together.

The intermediate values for all gr(t) are divided by this summation in order to

normalize the first stage weights so they sum to unity. These values are then
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stored as the final first stage weights for their respective particles.

Step 3: Computing the First Stage Weight requires a total of

2B + dlog2(K)e + dlog2(P )e + 20 clock cycles to execute. Table 4.1

summarizes the required cycles to implement each stage of this Section.

Table 4.1: Number of clock cycles required to compute and store intermediate
terms to acquire the first stage weights.

function clock cycles

y = α− (s(t)−µ(t))2

σ2 4

λ = ey 8

store λ 1

λ∆t 1

store λ∆t 1

(λ∆t)∆N 2B

p (∆N |x(t)) = e−λ∆tB (λ∆t)∆N 1

g(t) ∝ w(t− 1)
∏K

j=1 p (∆Nj|x(t)) dlog2(K)e
store g(t) 1

normalizing sum dlog2(P )e
store normalizing sum 1

normalize 1

store normalized g(t) 1

total 2B + dlog2(K)e+ dlog2(P )e+ 20

4.2.6 Step 4: Resample Particles According to the First

Stage Weights

A particle’s weight describes how likely that particle’s state estimate

explains the current observations (neural firing times). The resampling
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process is used to retain and replicate particles with high weights and discard

particles with low weights. Resampling avoids the affects of degeneracy

described in Section 2.7 where only a few particles become highly weighted

and the rest of the particles render no useful information.

In the resampling process, a new set of P particles is drawn from the current

particle set which are approximately distributed by Equation 4.24 [52]. Since

the weights have been normalized, the probability of selecting particle r as

a replacement particle is gr(t). This process is know as sampling importance

resampling (SIR).

When a large number of particles are used to implement particle filters,

the resampling process becomes laborious on sequential processors. Many

sequential resampling algorithms employ additional temporary memory and

require PxK + L clock cycles to resample all K neural parameters for all P

particles using a processor with a pipeline latency of L stages [103, 104, 105].

In order to significantly decrease computation time, a parallel resampler was

developed as part of this dissertation research which is capable of resampling

all particles simultaneously.

The resampling process can be executed by first constructing a

cumulative sum cs of the normalized first stage weights. Successive points in

the summation {cs1, cs2, . . . , csP} are then used as the bin edges of a

histogram which sorts P uniform random samples U 〈0, 1]. The number of
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uniform samples that fall into binr determines the number of times particler

is replicated. This process replicates particles with high weights and discards

particles with low weights proportionally according to their respective

probabilities gr(t).

To demonstrate this process, let the sample space consist of P = 5 particles

with normalized weights ŵ = [0.125 0.375 0.250 0.125 0.125]. The cumulative

sum of these weights along with 5 samples drawn from U 〈0, 1] are shown in

Figure 4.18. Notice that 3 of the uniform samples fall into bin 2 (the highest

weighted probability) and 2 other samples fall into bins 4 and 5 weighted as

0.125. This produces a new set of P resampled particles

intial set = [particle1 particle2 particle3 particle4 particle5]

resampled set = [particle2 particle4 particle5 particle2particle2]

A parallel hardware architecture for implementing this resampling

algorithm is illustrated by Figures 4.19 through 4.22. A top-level diagram of

the resampler is seen in Figure 4.19. There are 3 main components to the

resampler: 1) the uniform random number generator, 2) a module that

computes cs and 3) a module for selecting appropriate bins. The random

number generator comes from the output of one of the linear feedback shift

registers defined in Section 4.2.3.1. The cumulative sum is computed over P

clock cycles by the architecture shown in Figure 4.20 and passed to each of
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Figure 4.18: Illustration of weighted sampling with replacement.

the bin selectors which are arranged in parallel.

Selecting which bin a random value belongs to is accomplished by

comparing a uniform number to each of the successive cumulative sums. If

csm is less than the uniform random number, the comparator output is 1

otherwise it is 0. Summing the total number of 1’s provides the appropriate

bin number to which the random value belongs. This summation is

computed by arranging fixed point adders in the same configuration as the

floating point multipliers in Figure 4.17 which requires an additional log2(P )

clock cycles. Each particle has its own bin selector and unique uniform

random sample. The uniform random samples are stored when the enable

signal is asserted. Figure 4.21 illustrates the selection process.
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In order to store resampled particles in place of the existing particles, the

select lines of the multiplexers in Figure 4.7 are first set to equal 1. Before the

enable signals of the state registers are set high, the proper resampled state

vector elements must be presented as inputs 1 on the multiplexers in Figure

4.7. Though use of a secondary set of multiplexers, each particle is provided
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immediate access every other particle’s state estimate in the filter. This is

accomplished by using the bin selector output selr as the select line for the

K + 1 secondary multiplexers within the rth particle.

Each of the P particles that comprise the particle filter makes use of the

structure shown in Figure 4.22. By arranging P of these units in parallel the

feedback loop from the resampler in Figure 4.5 is closed and allows all particles

to be resampled simultaneously in P + log2(P )+1 clock cycles. This resampler

is independent of the number of observed neurons, which offers a significant

increase in throughput compared to the methods described in [103, 104, 105]

that require PxK + L clock cycles.

4.2.7 Step 5: Random Sampling

Step 5 of Section 3.3.2 is to simulate a second set of hyperparameters

according to:

Θr
2 ∼ N (0, σ2) for r = 1, . . . , P

The hyperparameters are generated just as in Section 4.2.3. By setting

sel = 1 in Figure 4.9 the RNG will output samples drawn from N (0, σ2).

Since the RNG operates at a different clock rate than the rest of the system,

setting sel high after step 2 allows the tap delay line of random samples to be

replaced with the new set of hyperparameters before step 5. In doing so, the

resampled state vectors can immediately be updated without waiting for the
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delay line to be flushed out. Here the RNG runs at 100 MHz, which produces

2 · 108 samples/second. In Section 4.2.12, it is demonstrated that this is a

sustainable rate to replenish all random samples.

4.2.8 Step 6: Add Randomness to the Resampled

Particles

According to Equation 3.11, the resampled particles are then updated using

the second set of hyperparameters Θr
2 as

xr(t) = x̂r(t− 1) + Θr
2

As in Section 4.2.4, the randomness is added to the state vectors by setting

sel = 0 in Figure 4.7 and setting the enable signal high for one clock cycle.

Step 6 requires a single clock cycle to execute.

4.2.9 Step 7: Compute the Second Stage Weights wr(t)

According to Equation 3.12, the second stage weight wr(t) of a particle is

defined to be the ratio of its resampled likelihood function over its original

likelihood function

wr(t) ∝ p(N(t)|x̂r(t))
p(N(t)|xr(t)



102

The resampled likelihoods are computed in parallel just as in Section 4.2.5. A

particle stores its resampled likelihood in the resampled likelihood register as

seen in Figure 4.17 by setting the appropriate en signal high for one cycle.

Once the resampled likelihoods are available, they are divided by their

respective original likelihoods that still reside in the likelihood registers. This

provides intermediate values for the second stage weights. The second stage

weights for all P particles are then summed together. The intermediate values

for all wr(t) are divided by this summation in order to normalize the second

stage weights so they sum to unity. These values are then stored as the final

second stage weights.

4.2.10 Step 8: Compute a Weighted Estimate

The second stage weights are used in the final step of the algorithm to

provide an estimate of the state vector as a weighted sum of all particle

estimates defined by Equation 3.13 as

χ(t) =
P∑
r=1

wr(t)xr(t)

Since xr(t) = [sr(t) µr1(t) . . . µrK(t)] and the parameter of interest here

is the driving signal s(t), this computation can be reduced by only summing

weighted estimates of the animal position rather than the entire state vector

as
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ŝ(t) =
P∑
r=1

wr(t)sr(t) (4.36)

Weighted estimates are provided by each particle through the multiplier

shown in Figure 4.7, which are then summed together and stored in a final

output register. The P multiplications are executed in parallel over one clock

cycle and summed over dlog2(P )e clock cycles. One more cycle is required to

store the estimate into the output register. This completes one iteration of

the BAPF signal processing algorithm. At this point, the controller returns

to state 2 to process the next block of neural data. The total number of

clock cycles required to implement the BAPF using the parallel hardware

architecture described in Sections 4.2.3 through 4.2.9 is given by Table 4.2.

Table 4.2: Number of clock cycles required to execute one iteration of the
BAPF algorithm over a block period using the parallel hardware processing
architecture.

clock cycles

Step 1 0

Step 2 1

Step 3 2B + dlog2(K)e+ dlog2(P )e+ 20

Step 4 P + dlog2(P )e
Step5 0

Step 6 1

Step 7 2B + dlog2(K)e+ dlog2(P )e+ 21

Step 8 dlog2(P )e+ 2

Total P + 4 dlog2(P )e+ 2 dlog2(K)e+ 4B + 45



104

4.2.11 Hardware Verification

Assembly of the hardware architecture is facilitated by the Xilinx System

GeneratorTM for DSP environment. This EDA tool provides a platform for

accelerated design of high performance DSP systems using Xilinx FPGAs.

System Generator is a Simulink add-on blockset that provides automatic HDL

generation directly from the MATLAB/Simulink R© environment. The software

offers direct synthesis of designs into bitstream files for programming FPGAs.

Additionally, designs can be co-simulated with hardware in the loop. This

allows designs to run in hardware while comparing the output to the software

simulations.

Simulation of a hardware prototype designed using the System Generator

software requires a significant amount of memory. Simulating a hardware

model of the filter discussed in Section 3.4 is not feasible. Therefore, a scaled

version of the BAPF signal processing algorithm was constructed as a proof

of concept. Simulating this design requires approximately 2.5 GB of physical

memory. The operating system on which System Generator runs can only

recognize up to 3 GB.

Here, K = 10 neurons and P = 4 particles were used to predict 30 seconds

of animal position s(t) as well as estimate all K time-varying receptive field

centers µj(t) from a simulated data set to verify the hardware design. The

block size is B = 25 samples with a sampling period of ∆t = 2 ms. The
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standard deviations for Step 1 were set to σ1 = 6 for the s(t) estimates and

σ1 = 0.125 for the µj(t) estimates. The standard deviations for Step 5 were

set to σ2 = 1 for the s(t) estimates and σ2 = 0.0625 for the µj(t) estimates.

To verify the performance of the single precision hardware architecture,

the average mean square error (MSE) between the true position and 10

estimated positions obtained from the hardware design was compared to the

average MSE from 10 software simulations. These results are presented in

Table 4.3. Figure 4.23 demonstrates the ability of the hardware configuration

to accurately predict the true position for a single simulation.

Table 4.3: Average MSE between between the true position and predicted
positions obtained from both the hardware and software outputs.

Hardware Software

MSE 109.7 107.6

4.2.12 Throughput Comparison

The execution time required to obtain an estimate from a single iteration

of the BAPF algorithm using the parallel hardware design running at 500 MHz

was compared to the execution time required by a sequential Intel Core2 Duo

running at 2.5 GHz. The hardware processing times were determined through

Table 4.2. The software throughput was determined by computing the average

execution time over 20 trials for each configuration.
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Figure 4.23: A single experiment of position tracking using the parallel
hardware design

In each experimental configuration, one of three parameters was varied. In

the first experiment, the number of particles was set to P = 500, the number

of neurons was set to K = 75 and the block size B was varied from 20 to 200.

In the second experiment, P = 500, B = 100 and the number of neurons K

was varied from 25 to 250. In the final experiment, K = 75, B = 100 and P

varied from 50 to 5000. In all cases ∆t = 0.001 sec. The computation times

from each experiment are shown in Figures 4.24 through 4.26.

It is apparent that the FPGA hardware implementation has significantly
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Figure 4.24: Hardware-Software throughput comparison as a function of block
size. The number of neurons is K = 75 and the number of particles is P = 500
for all 10 experiments.

reduced execution time compared to that of the sequential microprocessor

system, especially when the number of particles is increased. The decrease in

execution time is primarily due to the parallel computations and the intrinsic

pipelined architecture of the FPGA. By avoiding the use of instruction sets

and memory storage, this hardware implementation has demonstrated how

custom processing modules can improve throughput exponentially over a

general purpose processing implementation.

To utilize the BAPF for real-time estimation of neural driving signals,

computing an estimate for an observed block duration must occur before the

next block of samples arrives. This demands that the time needed to acquire
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Figure 4.25: Hardware-Software throughput comparison as a function of the
number of observed neurons. The number of particles is P = 500 and the
block size is B = 100 for all 10 experiments.

this estimate be less than B∆t. In these experiments, the sampling rate of

the neurons was ∆t = 0.001 seconds. The affective range of block sizes was

found to be 50 < B < 100 resulting in block periods of 0.05 < TB < 0.1

seconds. From Figure 4.26, it is evident that this constraint can only be met

when P < 200. However, it was demonstrated in Section 3.5 that the number

particles needed to accurately decode neural firing times and predict elbow

angle φ be P � 200.
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Figure 4.26: Hardware-Software throughput comparison as a function of the
number of particles. The number of neurons is K = 75 and the block size is
B = 100 for all 10 experiments.

4.2.13 FPGA Synthesis

The Xilinx XC5VSX50T FPGA is the target device for synthesizing the

BAPF architecture of Section 4.2.11 because of its current availability. It is

found that this specific filter configuration requires more logic slices than are

available in the 8200 slices of the XC5VSX50T device. Table 4.4 lists the

resources required for the hardware modules comprising the BAPF

architecture described earlier in this Chapter. These values can be used to

determine an appropriate FPGA that provides sufficient resources to

implement a specific parallel BAPF filter architecture.

Each neuron in the observed ensemble contributes 1 element to the state
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Table 4.4: Synthesis results for hardware utilization of each of the modules.

Module Logic Slices

Controller (FSM)- Figure 4.5 2653

RNG-Figure 4.9 3506

State Vector-Figure 4.10 34/parameter

Exp arg-Figure 4.11 91

Exp-Figure 4.15 2500

vector estimated by each particle. According to Table 4.4, this entails 34

slices for each neuron in each particle. Each observed neuron also requires

2591 slices to compute the exponential function composed of the exponential

argument and the expomemtial function of Figures 4.11 and 4.15. Therefore,

each neuron requires 2625 logic slices in each particle. The resources consumed

by the RNG and FSM are an initial resource cost (6159 slices) in developing a

hardware configuration of the BAPF. The number of particles P and number

of neurons K will dictate the total number of slices:

Slicestotal = 6159 + PK(2625) (4.37)

The configuration of Section 4.2.11 would therefore require approximately

120000 slices, with P = 4 and K = 10.

Figure 4.27 shows the number of logic slices provided by the various Xilinx

Virtex family FPGAs, with the Virtex first released in 2001 and Virtex-7

released in 2011. This suggests that Virtex-6 devices with at most 380000
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Figure 4.27: Number of logic slices residing on current and next generation
Virtex FPGA families.

slices would accommodate the intended design as wells as larger configurations.

Some Virtex-7 FPGAs are comprised of over 1 million slices. These next

generation FPGAs indicate that the number of slices contained within a single

device will continue to grow rapidly. It is evident from this trend that more

neurons and more particles can be incorporated into a design as new FPGAs

are developed.
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CHAPTER 5

Discussion

There are many existing methods used to decode neural spike trains.

These include both linear estimators such as the Weiner filter, the least mean

squares (LMS) algorithm and the Kalman filter. Nonlinear estimation

algorithms consist of the extended Kalman filter, the unscented Kalman

filter, point process adaptive filters and particle filters. Although these

approaches represent important strides towards understanding the underlying

neural processes, their drawbacks limit their applicability and stability.

For example, the Weiner filter and Kalman filters can only be applied

to linear environments with independent Gaussian noise processes. These

estimators also require matrix inversions in their implementation. When low

neural firing activity is encountered, the observation matrices become sparse

and may become singular. This causes the filters to become unstable and
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the filter estimates diverge. The LMS algorithm eliminates matrix inversion

computations by iteratively converging to the Weiner solution. However, if

the input data is sparse, an indeterminate number of iterations is needed to

converge to such a solution resulting in long training periods.

The extended Kalman filter, unscented Kalman filter and stochastic state

point process adaptive filter have been successfully applied to nonlinear

decoding problems. Unfortunately, these decoders still require matrix

inversions which may not be possible. The estimators also assume

independent Gaussian noise.

The sampling importance resampling (SIR) particle filtering eliminates

the need to perform any matrix inversions. Particle filters attempt to

approximate the probability distribution of the system state by random

measures (particles) drawn from samples around the mean of the estimated

state. The Bayesian auxiliary particle filter (BAPF) improves on the SIR

methodology by incorporating a two-stage weighting process.

The BAPF is applied to the problem of neural decoding. In Section 3.4,

the BAPF predicted animal position by observing the firing times of simulated

dynamic hippocampal place cells. It is shown that the BAPF resulted in less

mean squared error (MSE) than both the linear Wiener filter and the SIR

particle filter. These preliminary results indicated that the BAPF would be a

preferable algorithm to decode neural activity for the brain machine interface.
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In Section 3.5, the BAPF is employed to predict elbow angle φ during

a center-out reaching task. Neural firing activity was recorded through a

micro-electrode array. The observed neurons were assumed to be sinusoidally

tuned according to Equation 3.15 with an expected Poisson arrival rate of λ(t).

The BAPF was shown to yield more accurate estimates of φ than the Kalman

filter. This was due to some possible deficiencies in the Kalman filter such

as the assumed Gaussian environment and the inversion of a sparse matrix in

Equation 2.11.

A practical limitation of the BAPF for real-time neural decoding in BMIs

using a sequential processor is the computational complexity. It was shown

in Section 3.4 that the decoding accuracy of the BAPF improves as the

number of observed neurons in the ensemble increases as well as the number

of particles used in the decoding process. This results in long processing

times. Therefore, in Chapter 4 a parallel field programmable gate array

(FPGA) hardware architecture is presented that exponentially increases

throughput over conventional methods.

This increase in throughput is achieved by computing the state estimate

x̂r(t) of all P particles, r = 1 . . . P , simultaneously in parallel. By utilizing the

parallel pipelined random number generator of Section 4.2.3.4, all elements of

x̂r(t) can be resampled according to Equation 3.6 and 3.10 in a single clock

cycle. Furthermore, the conditional probability of Equation 3.9 requires two
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executions of the exponential function f(x) = ex. The hardware module of

Section 4.2.5.1 reduces the number of clock cycles required perform this process

over existing methodologies.

The parallel computations are facilitated by reconfigurable FPGA

hardware modules. This enables the hardware design to accommodate a

variety of neural ensembles corresponding to a diverse set of neural tuning

functions. New BAPF filter designs can be implemented by replacing the

state vector and compute likelihood modules in Figure 4.7 with a different

module.

The BAPF has been shown to be an effective method for tracking

non-stationary neural parameters and for estimating the common kinematic

signal encoded by an ensemble of neurons. This method is shown here to

outperform the Weiner filter, the Kalman filter and the SIR particle filter.

This suggests that the BAPF is a favorable method for decoding neural

signals in the BMI. The computational burden of the BAPF is alleviated by

a parallel FPGA hardware architecture. This architecture increases

throughput sufficiently to allow the BAPF to be applied in real-time neural

signal processing.
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5.1 Future Work

5.1.1 Tuning Function Models

In Section 3.5, it was assumed that each observed neuron fired maximally

when the elbow angle of the subject was at a particular angle or preferred

direction φp. The firing behavior of each neuron was characterized by the

sinusoidal tuning function of Equation 3.15. Although positive results were

obtained under this assumption, it may be possible that firing behavior of

these neurons can be better described by a different tuning model.

Other functions that may better quantify the firing behavior of neurons

tuned to a preferred angle could be defined by a circular distribution or a

bounded distribution on the interval [0, 2π]. Even though the following

functions are used to define the probability distributions of random variables,

they can be scaled to define a neural tuning function. These functions

include but are not limited to:

1. the von Mises distribution [106]

2. the Kumaraswamy distribution [107]

3. the wrapped Cauchy distribution [108]

4. or the beta distribution [109]
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5.1.2 Variance-Adaptive BAPF

The standard deviation σ chosen for the random distributions in Sections

3.3 and 3.5 were required to be large enough to capture significant changes in

the state vector but small enough to provide accurate estimates in x̂(t). For

the most accurate x̂(t), an optimal choice of σ in Equations 3.6 and 3.10 is

required.

It was demonstrated in Section 3.4 that neural plasticity causes changes in

neural tuning parameters. These changes are reflected in the dynamic state

vector x(t). If a maximum rate at which a plastic neuron evolves can be

determined, then implications can be made as to a maximum choice for σ. If

the rate of change can be correlated to specific affecter signals s(t), then the

value of σ could be set as a function of s(t) resulting in better estimates of

x(t).
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