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ABSTRACT 

 

Residential data are often used as a source of spatial information when 

representing the geographical distribution of disease in a population. Early examples of 

presenting the prevalence of a disease in a population on a map can be found with 

Seaman’s analysis of yellow fever outbreaks in New York at the beginning of the 19
th

 

century and Snow’s analysis of cholera in London in the mid 19
th

 century. Modern 

epidemiology of non-infectious or environmental disease seeks to understand the spatial 

distribution of disease risk by determining the statistical relationship between residential 

location about a population and the presence of disease in that population. Residential 

location is often used as a proxy to unobserved or unavailable genetic, demographic, or 

environmental factors influencing each individual’s disease risk. People, however, may 

be exposed to disease risk at locations other than their residence, for example school or 

work. Additionally, during a life course, people typically live at multiple residences. Both 

short-term and long term mobility information is becoming increasingly available to 

epidemiologists. However, there are currently very few statistical approaches that may be 

used for disease mapping on moving populations. 

The goal of my research was to explore whether using movement data could 

improve accuracy of disease maps. In my presentation, I will start with a brief overview 

of the existing methodology involved in creating disease maps from residential data, such 

as disease clustering and Bayesian disease mapping. Then, I will present a novel 
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hierarchical Bayesian model for disease mapping from moving populations, which can 

cope with multiple spatial sources of disease risk factors. The presented hierarchical 

model consists of logistic likelihood, a prior modeling spatial distribution of risk, and a 

hyper-prior which models the smoothness of spatial risk across the region of study. 

Starting with an assumption that personal risk is an average of spatial risk at visited 

locations, weighted by the amount of time spent at each location, I will show that disease 

mapping can be accomplished using a spatially regularized logistic regression. When 

more detailed estimates of spatial risk are desired, or when more complicated 

assumptions about personal risk are needed, a fully Bayesian approach allows a 

computationally costly alternative to estimation of spatial risk. 

I evaluated the proposed method on a synthetic, but realistic, data set mimicking 

the daily movement patterns of the entire population of Portland, OR, containing 1.6 

million residents and a variety of spatial risk scenarios ranging from very smooth to 

almost random. Results show that using movement information can significantly improve 

accuracy of generated disease maps. Influencing factors such as spatial resolution of 

movement information, sample size, and smoothness of disease risk are analyzed in 

relation to accuracy of produced risk maps. Finally, I will also discuss some issues related 

to privacy preservation of movement information in disease mapping. 
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CHAPTER 1 

INTRODUCTION TO DISEASE MAPPING 

 

Studying the cause of disease has often lead epidemiology to consider the spatial 

distribution of disease risk factors. A common task is finding patterns in the spatial 

distribution of disease which can be related to real world phenomena suspected of being 

sources of increased disease risk. Frequently, the spatial distribution of disease risk is 

approximated by relating particular cases through the geographic information about those 

cases. The spatial disease risk can then be estimated, in this scenario, by correlating the 

presence of a disease in a population with spatial attributes of that population. One useful 

aspect of this approach is that etiological hypothesis about disease believed to be 

environmental in cause may be validated. Traditionally residential data about populations  

is used to estimate spatial risk from observed cases. This estimation is performed by 

relating the presence of a disease in a population with the geographic 

information. Valuable clues to formulating and assessing non-infectious disease etiology 

hypothesis can be found by mapping the geographical variation in disease occurrence. 

Disease mapping methods seek to understand the geographic distribution of a disease by 

correlating location information of a population with the prevalence of a disease or 
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condition in that population. Knowledge of areas with increased disease risk, the relative 

differences between studied areas, and the relative ranking of areas according to disease 

risk, can assist in the distribution of resources [1, 2]. Residential location information in 

this context may serve as a substitute for detailed lifestyle, environmental, and genetic 

factors that may be unobserved and unavailable for study [3]. We will refer to the task of 

summarizing spatial information about disease on geographical maps as disease mapping. 

 

Origins of Disease Mapping 

 

Earliest known medical maps were used to trace indigenous diseases to their 

geographical origins [4]. Disease mapping, in the form of counts of morbidity and 

mortality related to street addresses and organized on a map, can be traced back to 

Seaman’s analysis of yellow fever outbreaks in New York at the end of the 18
th

 century, 

while a more sophisticated, analytical, approach was performed by Snow in his analysis 

of cholera in London in the mid 19
th

 century [4, 5].  

Valentine Seaman mapped cases of yellow fever in New York, NY, as dots on a 

topographic map in an effort to show correlation between proximity to (what he 

called) putrid eflluvia and morbidity. One significant concern he had was that the city did 

not require lot holders along streets to build up their yards to street level, which caused 

waste water to accumulate in stagnant pools in direct vicinity of residences. Additionally, 

Seaman believed that a significant source of risk came from ground claimed from the 

river by Dutch methods, in order to expand the port and commercial facilities. In modern 

times, medicine has explained that the epidemics that ravaged populations of Europe, 
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Africa and Americas since the 16th century were in fact caused by infected mosquito 

saliva, which the vector injects when feeding. The disease was most likely introduced to 

populations of the northern hemisphere through slave trade with tropical regions where it 

is endemic. 

John Snow investigated cholera in London as the disease assailed the population 

while its cause remained unknown. In 1854, during a severe outbreak of cholera in Soho 

district of London, one of Snow’s maps revealed a spatial cluster of cholera cases 

centered around the Broad Street pump well. Closing the well resulted in a reduced 

number of new cases. Further analysis led to the discovery of a strong connection 

between environmental risk factors and disease incidence. In this case, geographical 

information in the form of residential data was used as a surrogate for information about 

the amount of exposure to contaminated well water. In Figure 1, one of the maps created 

through John Snow’s investigation of cholera is shown. Here we can see that there are a 

large number of cases of cholera close to the well. The Broad Street cholera epidemic 

was caused by the bacterium Vibrio cholerae contaminating the water supply. The 

contamination of the pump was caused by seepage from a nearby cesspool which was 

hard to notice because the associated house was torn down, leaving the source of 

contamination hidden. 

Snow’s further analysis led to the discovery of a strong statistical connection 

between environmental risk factors and disease incidence. London’s neighborhoods at the 

time were supplied by drinking water from a wide variety of distributors, and there were 

no sanitary standards governing the quality of delivered water. Snow’s investigations 

showed that neighborhoods which were supplied with sewage-contaminated drinking 
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water suffered higher cholera prevalence than those which were supplied with 

comparatively more sanitary water sources.  

 

Figure 1: Snow’s Map of London: John Snow's map of the Broad Street Pump showing 

the cases associated with the area as dark blocks above the address 

The biggest difference is where the water was gathered for supply. Most of the 

supplied water came directly from the Thames River, and this was also the main outlet 

for sewage water. Therefore, neighborhoods which were supplied by companies which 

gathered water upstream of sewage outlets had significantly lower prevalence that those 

which were supplied from downstream sources.  The evidence gathered through Snow’s 

investigation of cholera led to the wider acceptance of germ theory of disease, which was 

controversial at the time, superseding the miasma theory of disease. 
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Overview of Disease Mapping using Residential Information 

 

Epidemiological studies analyzing the spatial distribution of disease often 

consider the residential information of a population together with prevalence of disease in 

that population as spatial or spatial-temporal data [1, 6, 7, 8], with the goal of associating 

sources of disease risk factors with geographical locations. Modern case studies that 

assess the geographic significance of disease through count data include lip cancer in 

Scotland [9], stomach and bladder cancer in Missouri [10], prostate cancer in Great 

Britain [11], breast cancer and Hodgkin’s disease in Sardinia [12] and sudden infant 

death syndrome in North Carolina [13].   

In [9] the authors compare a traditional analysis of disease risk based on the 

standard mortality ratio (SMR), the ratio of observed to expected number of cases, to a 

Bayesian approach which considers the disease risk to be relatively homogenous among 

neighboring areas. The SMR approach is similar to the maximum likelihood estimates I 

describe later in the thesis. The study analyzes data between the years 1975 and 1980 in 

each of the 56 counties of Scotland and shows that significant improvements can be made 

by smoothing the overall estimates using the proposed method. They describe the 

proposed spatial risk estimation approach as especially useful for counties with low 

populations, where the SMR may only be based on a small number of cases. Here, the 

neighboring counties, along with the assumption that disease risk does not radically 

change among neighboring areas, are used to better identify risk in counties which only 

contain a small number of examples. Additionally, the authors ascertain the proposed 
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approach is better than other methods where SMR is smoothed but the smoothing is not 

based on observed data, such as spline fitting. 

In [10] the authors analyze the cause of a wide fluctuation in cancer mortality 

rates when these are computed across a large number of cities of different size. They 

conclude that the reason for such fluctuation is the rarity of some specific cancer deaths 

within some age-sex groups. The authors assume a Poisson death process, which together 

with the proposed empirical Bayes method produces a more stable estimate for the direct 

comparison of mortality rates. The approach revolves around assuming that true rates of 

cancer are samples from an unknown prior distribution which can be estimated from 

observed data. In order to illustrate their approach, the authors use the mortality rates 

from stomach cancer for 84 largest cities in Missouri among males aged 45-64 during the 

period 1972-1981. To illustrate their approach on a heterogeneous population, and 

additional factors such as age, sex, and source of water supply for the residing city, the 

authors apply the proposed method to bladder cancer deaths in all cities in Missouri with 

a population greater than 1000 across two age groups, namely, 45-64 and 65 and above. 

Interestingly, the authors here do not use the spatial distribution of cities in order to share 

information across locations but rather consider a single baseline mortality ratio to be 

constant across all cities. 

In [11] the authors note that prostate cancer incidence has increased near the end 

of the 20
th

 century and while this increase may be linked to environmental exposures, no 

conclusive evidence has been presented. The authors assume that if environmental factors 

are indeed significant, then a spatial analysis will reveal geographic variations in 

incidence, as environmental factors are not evenly distributed spatially within the region 



 

7 

of study. Spatial variation among electoral wards was examined for ages 45-64 during the 

period of 1975-1991. Poisson regression was used to examine regional, urbanization, and 

socioeconomic effects, while Bayesian mapping techniques were used to assess spatial 

variability. The authors found spatial variability ranging from 0.83 in the lowest 

incidence areas to 1.2 in the highest incidence areas, compared to nominal rate of 1 

across all studied locations. With a more detailed analysis the authors found no 

significant clear evidence of localized geographical clustering for prostate cancer. 

However, the analysis revealed that an increase in cancer rates among young men can be 

asserted between the years 1979-1981 in one location within the region of study. 

Comparing incidence rates which were increasing at the end of the 20
th

 century to 

mortality, which remained relatively constant, the apparent increase is concluded to be a 

reflection of improved detection rates.  

In [12] the authors review methods for mapping geographical variation in disease 

incidence and mortality in relation to Bayesian hierarchical modeling of relative disease 

risk. Namely, an empirical Bayesian approach that uses a penalized log-likelihood 

maximization is compared to a fully Bayesian approach which uses the Gibbs sampler for 

stochastic simulation. The reviewed methods are compared on a data set which is 

comprised of data from all 22 healthcare districts of Sardinia. Data analyzed include 

yearly deaths from breast cancer and Hodgkin’s disease. The data comprises the period of 

1983-1985, while the standard rates and population at risk are derived from mortality 

records for the year 1981. The authors found that none of the relative risks estimated by 

fully Bayesian methods are significantly greater than 1 in the case of breast cancer. 

However, there are some areas which shift markedly towards values that are greater than 
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1 in the north-west and south-east of the island. In the case of Hodgkin’s disease the 

standard mortality rates show a wide variability; this can be explained by the relative 

rarity of the disease. With a Bayesian disease mapping method, there is at least one area 

in the south-west which shows significant increase, and another in the north-west which 

shows significant decrease from the mean regional values of risk. 

In [13] the authors illustrate an alternative approach to Bayesian disease mapping, 

where the goal is not the reconstruction of disease risk across all areas of the study, but 

rather the detection of significant clusters of disease incidence. The proposed spatial scan 

statistic is an extension of the scan statistic commonly used to test if a one dimensional 

point process is purely random or if clusters can be detected. The scan statistic is 

generalized so that multi-dimensional point processes can be analyzed, the size of the 

scanning window is allowed to change, and the baseline process can be any Poisson or 

Bernoulli process with known intensity. To show the veracity of the proposed approach, 

the sudden infant death syndrome is analyzed in each of the 100 counties in North 

Carolina, for the years 1974-1984. There is a wide variation in the number of live births 

across counties ranging from 567 to 52,345, with the total number of cases of sudden 

infant death at 1503 out of 753,354 live births, giving a state-wide occurrence of 2 per 

1000. Additional analyzed factor included in this study is race, as cases are divided into 

white and non-white. As zones considered for clustering, the authors include all circles 

centered at a county and including at most half of the total population. The presented 

analysis detects the most likely cluster, which includes 5 counties with a probability of 

random occurrence being 0.0001. The authors describe that when analyzing race together 
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with spatial data about births, clusters which cannot be explained by solely by the high 

proportion of non-white births appear in the western counties of the state. 

When environmental factors are considered as a possible source of increase in 

risk, similar count data has been used beyond disease mapping, on problems such as road 

mortality in Europe [14], crime in England [15], and neonatal intensive care outcomes in 

Canada [8]. Bayesian spatial statistics for disease mapping share closely related 

methodology with remote sensing [16] and image restoration [6, 17], finding their origins 

through the fields of statistical mechanics and statistics [18].  

In [14] the authors consider road accident fatalities as a health risk and analyze 

the prevalence of road incidents resulting in death up to 30 days after the incident. The 

analysis was performed across 25 European Union member states and seeks to attribute 

underlying factors, namely, population density as the cause. Data were gathered for the 

year 2002, and aggregated across various units comprising a hierarchy, with NUTS-0 

being countries, subdivided into NUTS-1 regions, which were further subdivided into 

NUTS-2 and finally NUTS-3 regions. Road fatalities were found to be inversely 

correlated with population density at all levels of the NUTS hierarchy, however for larger 

aggregations the correlation is more pronounced than for smaller aggregations. One of 

the conclusions the authors reach is that regional disparities in terms of road mortality are 

higher than disparities identified among countries. 

In [15] authors consider the problem of identifying high intensity crime areas in 

Sheffield, EN. The factors influencing crime that were analyzed in this study included the 

percentage of unemployed males between 16 and 24, the percentage of households 

lacking or sharing use of a bath and/or WC, the percentage of households renting from 
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the local authority, the percentage of residents with different address one year before the 

census, the percentage of households with a single parent, index of local deprivation, 

overcrowded households, households lacking amenities, children living in low earning 

households, households without a car, an index of social class, percentage of belonging to 

socioeconomic believed to be at risk, index of ethnic heterogeneity and percentage of 

households receiving income support. In this study the ethnicity index and percentage of 

households with income support are found the most related to a zone being classified by 

senior police officers as a high intensity crime area. 

In [8] the author considered outcomes of intensive care on neonates across census 

divisions in Canada. The data included outcomes for 17 neonatal intensive care units 

across Canada, during a 22 month period from early 1996 up to late 1997. Variables 

included birth weight, Apgar score identifying health of neonates, admission illness 

severity, type of delivery, and other factors believed to be important. 

In these analyses, the area of study is divided into appropriate sized locations, 

where these may be ZIP codes, census tracts, or other conveniently sized subsets of the 

area of study. In cases where precise point location data is available, it is aggregated 

across locations, so that for example all persons residing within a particular location but 

at different exact points spatially are considered to be spending all their time in the 

aggregate location. The use of such locations is convenient for both the methodology of 

producing risk maps and for the interpretability of the results. 

When residential information is used for disease mapping, each individual in the 

study is modeled as being affected by the underlying risk of a single location or area, 
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their current place of residence. However, due to ever increasing mobility of modern 

humans, it may no longer be sufficient to only analyze residential data [19].  

Of some concern is the format of the data, which will dictate the spatial 

relationship of areas considered for study. Environmental sources of health risk may not 

follow predefined borders such as census tracts or zip codes, though precise location data 

is usually available. With the popularization of mobile devices, location enabled by GPS, 

precise locations data about individuals is becoming increasingly available to researchers, 

and the focus shifts form difficulties of gathering data about the locations of people to the 

privacy concerns with releasing such data to researchers. The mechanics of aggregating is 

often done over census tracts or other small areas for determining underlying disease risk, 

though the methodology can cope with arbitrary shaped regions [22]. We will consider 

the case of a regular square lattice of areas that need to be considered.  

 

People Movement Information 

 

By using data about movement of people, it might be possible to better understand 

the relationship between personal disease risk and the geographic distribution of disease 

risk. If we take residential data as a surrogate for an unmeasured aggregate of lifestyle, 

environmental, and genetic risk factors [3], using movement data can provide a more 

detailed description of these factors because it allows each person to be associated with 

multiple areas. As the mobility of a population increases, the personal underlying risk 

becomes significantly dependent on areas other than the residence [19], such as the 

workplace [20] or school area.  
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In [19] the author analyzes the potential of human mobility to cause the spread of 

disease. He argues that, while significant historical evidence points to the spread of some 

diseases being due to human mobility, relatively little research has focused on these 

factors. As an example, he cites the migrant labor in the South African gold mines, in 

which more than 300,000 persons are involved at any one time. This migration of 

laborers is carefully controlled, where among other things, a standard of health is 

required to be met before recruitment, monitoring during employment via available 

medical facilities, and additional checks of health upon repatriation. The author notes that 

most population movements are not comparable in that they are not so carefully 

organized, and no health checks exist from the point of view of their influence on the 

transmission and control of disease and the promotion and maintenance of health. The 

author notes that the spread of plague during medieval times in Europe has been 

associated with the return of Crusaders from Levan, the transportation of slaves from 

western Africa to the Americas during the 17
th

, 18
th

 and early 19
th

 centuries was 

responsible for the transference of strains of malaria, the sickle-cell trait, and sickle-cell 

anemia, these communications of population have lasting effects on the health of today’s 

society. The author then goes on to focus on the examples of mobility in tropical Africa, 

noting that mobility occurs in two distinct patterns, namely circulation and migration. 

The author identifies four horizons of mobility: the daily mobility precipitated by 

cultivation in agronomy, collection of firewood and water and commuting in terms of 

residence to employment site; the periodic mobility for hunting, pilgrimage and trading; 

seasonal for pastoralism, laboring and trading; and long term for purposes of laboring, 
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trading and official or commercial transfer. The author concludes that human mobility on 

a macro scale can only be neglected at considerable risk to the health of populations. 

In [20] the authors evaluate exposure estimation methods such as spatially 

resolved land-use regression and ambient monitoring data in the context of 

epidemiological studies of the impact of air pollution on pregnancy outcomes. In this 

study, 62 pregnant women were monitored for personal exposure to nitric oxide NO, 

nitrogen dioxide NO2 and fine particulate matter PM2.5 mass and absorbance, as well as 

their mobility via time activity and GPS for a 48 hour period in the years 2005-2006. 

Exposure to air pollution was performed by personal sampling devices, interpolation of 

ambient monitoring measurements and land use regression models. The study took 

personal exposure measurements as a baseline and compared the other methods finding 

that very high correlation between baseline and land use regression estimates when 

exposure at work and home was computed based on time spent at each location. 

The recent tendency of longer commute times has also generated interest in 

analyzing the health effects of areas other than residency or work locations [21]. A 

specific concern is that a person resides at many different locations throughout their life 

course. It is a rare occurrence that one spends most of their adolescent life, from birth, at 

a single location and, therefore, influenced only by the set of factors local to their parents 

residence. Even if a person may wish to spend their entire adolescence at a single 

location, the need for education causes a shift in residence, often to a completely 

unrelated area, across the country. After completing a course of study, one may be 

inclined to seek employment at a different location. In modern times, it is rare for a 

person to stay at a single job for their entire career, and changing jobs often requires a 
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change in residence, even if only a local one. Therefore analyzing residential history data 

becomes necessary in order to fully analyze the environmental factors an individual has 

been exposed to. 

One way of modeling each individual’s personal disease risk or exposure to 

environmental factors is as the average or total exposure over the visited locations. 

Average exposure can be conveniently calculated as spatial risk weighted by the amount 

of time spent at each location. In this way, movement data can distribute the 

responsibility for the presence of a disease in an individual with the spatial risk of several 

locations. This is in contrast to residential disease mining, where each person’s 

underlying risk is modeled as the risk of a single location, his or her home. Some 

previous studies [20, 23] recognized the need to average risks over the visited locations, 

for example to estimate exposure to environmental risk factors. However, the data was 

rarely used in conjunction with a statistical tool that is able to differentiate between 

influences of multiple sources of exposure on a single individual, across all studied 

locations, as these statistical tools remain largely unexplored. It is more often the case 

that total exposure is calculated before the data is fed into a statistical tool to compute 

environmental factors believed to be contributing to health risk.  

Considering more than a single location’s underlying risk has been previously 

used to better estimate personal exposure to environmental risk factors, for example past 

residences were considered in [23] in order to estimate exposure to chlorination 

byproducts and their relation risk of colon and rectal cancers. In [24], an estimate of 

exposure to arsenic is made by measuring residential location, the water source at that 

location, the treatment of water at the source and the amount consumed by each person in 



 

15 

the study. The work in [20] describes a comparison of exposure to air pollution as 

recorded by personal measurement devices and estimates from location data. The 

movement data in this context was used to differentiate the amount of time spent at work 

and home. Ambient monitors and land use regression data was used to estimate levels of 

exposure at both locations. Results indicated that this kind of estimation is correlated with 

the personal measurement device results over a short time frame. Land use regression 

mapping techniques were found to be useful for epidemiological studies when assessing 

exposure levels. In this case, accurate maps of air pollution and tracking the amount of 

time a person spends at work and at home were found to be critical for correct estimates.  

Closely related to people movement data is residential history data, which 

contains the previous residences of people included in the study, as well as time spent at 

each of the residences. This kind of data can be interpreted as long term movement data. 

A long-term record of previous residences, and the associated dates, can be used to 

estimate past exposure to health risks. Total exposure over the entire life course can then 

be correlated with presence of disease in the studied population. In [27], the author argues 

that residential history data are necessarily crude since information about occupation, 

daily activity patterns, and other behavioral and lifestyle variables is not available. 

However, the author continues, calculating total exposure to disease risk is an 

improvement over the usual alternative of using only the current address or address at the 

time of disease diagnosis. This is especially true for diseases that have long latency 

periods, such as cancer and some chronic diseases. 

In [28], the authors present a strong case for gathering complete residential 

histories when analyzing spatial clustering of breast cancer. Breast cancer, being one of 
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the leading causes of death in the United States, led the authors to compile detailed 

residential history data about women, aged 25-79 with pathologically confirmed breast 

cancer diagnosed in Erie and Niagara counties of New York State, during the period 

1996-2001, who had no previous cancer diagnosis other than non-melanoma skin cancer. 

Control individuals were picked to match cases in age, race, and country of residence 

from the New York State Department of Motor Vehicles list for individuals under the age 

of 65 and from a Health Care Finance Administration list for those over 65, for a total of 

1166 cases and 2105 control individuals. Participants provided 20,240 addresses, with a 

median of six per individual. The study found evidence of spatial clustering by residences 

at birth and at the time of first menstruation was stronger than that for first birth or other 

periods in adult life. This study shows that environmental exposure may be related to 

breast cancer risk, especially for pre-menopausal women. 

In [29], authors analyze space-time interaction of cases occurring at about the 

same time which may be attributable to an infectious disease etiology or an increase in 

environmental health risk. The authors note that while a wide range of clustering methods 

is available, these are not suited to analyzing data of a geographically mobile population.  

Therefore, the authors developed a case-only clustering method which is suitable for 

analyzing the induction and latency periods of certain diseases such as cancer for which 

these periods may span multiple years, which can be applied on a moving population. 

The proposed method was evaluated on synthetic data and on a real data set of 374 cases 

from an ongoing study of bladder cancer in 11 counties of southeastern Michigan. 

Significant interaction was found for induction periods of approximately 5 years and 

latencies of approximately 19.5 years. 
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In [30], the authors analyze factors associated influencing childhood leukemia 

with regards to residential mobility. The authors note that, while neighborhood 

characteristics of individuals are often analyzed in order to detect increased health risk 

associated with a particular geographical area, most commonly a single residence is 

assigned to each individual despite the fact that people frequently move and for most 

cancer outcomes, the relevant time-window of exposure in not known. The complete 

residential histories of 380 cases diagnosed from 1995 to 2002 was gathered including 

residences from one year prior to birth until the date of diagnosis. The results indicate 

that greater residential mobility was associated with older age at the time of diagnosis, 

younger age of the mother at child’s birth, and lower household income. Results suggest 

that neighborhood attribute estimates in health studies should account for patterns of 

residential mobility, and that estimates based on a single residential location at a single 

point in time may produce misleading results. 

In [31], the authors emphasize the importance of radon caused lung cancer deaths 

in the United States which contributes an estimated 7000 to 30000 deaths a year to 

overall mortality rates. The influence of exposure to radon on lung cancer mortality is 

related to lifetime exposure, rather than exposure at current address. The authors note that 

lifetime exposure to radon in relation to death from lung cancer follows a dose-response 

mechanism, from statistics gathered from miners exposed to a disproportionate amount of 

radon, all the way down to low levels of radon found in homes. Because of the high 

mobility in the United States, on average the frequency of moving throughout the life-

time the author’s state is 10 to 11 times, individuals currently living in the high-radon 

homes may during the course of life-time be exposed to a dose of radon equivalent to 
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spending their entire life course in a home with significantly lower radon concentration. 

The authors conclude that ignoring patterns of residential mobility leads to considerable 

overestimation of the lung cancer risk associated with exposure to radon. 

An alternate view of disease mapping is to consider the task of detecting 

significant clusters of disease occurrence from population and event count data. Disease 

clustering can be used to discover spatial regions where the population is at significantly 

higher risk than the background levels. This work stems from event detection 

methodology, notably the spatial scan statistic by Kulldorff [13]. The task of disease 

clustering can be accomplished by applying a spatial scan statistic. The spatial scan 

statistic stems from the scan statistic which is commonly used to test if a one dimensional 

point process is purely random or if there are subsets of observation where the occurrence 

of an event significantly deviates from this purely random assumption.  

In the case of a point process on some interval, the task consists of detecting 

windows of high occurrence of specified event. This is accomplished by sliding a 

window of varying size along the interval and computing the number of events within the 

window and comparing the number of events in such a window to the expected number 

of events, based on the assumption of events being generated by a purely random process.  

Several common extensions of such a task include detecting windows of 

significantly increased occurrence in the case when only aggregated data, such as 

monthly counts of an event are available, or when the underlying process generating the 

events has a known inhomogeneity.  

The spatial scan statistic extends the point process scan statistic so that spatial 

clusters of increased incidence of count data, based on population counts under a 
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potentially inhomogenous null assumption, may be detected. The spatial scan statistic 

consists of reviewing the set of all potential clusters, and scoring the according to the 

likelihood of such clusters occurring only by chance. It is necessary to take into account 

the population in each cluster contributing to the overall number of observed events. 

After a cluster of increased incidence has been detected, its significance may be evaluated 

by randomization. Secondary clusters can be detected by evaluating the significance of 

clusters whose windows do not overlap the primary cluster. This methodology has found 

a large application in many geostatistics applications including the disease surveillance 

task. Monitoring of routinely gathered health data may reveal geographic clustering of 

disease which can be attributed to environmental sources of disease risk. 
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CHAPTER 2 

BAYESIAN METHODS OF DISEASE MAPPING FROM RESIDENTIAL DATA 

 

To better understand the techniques and challenges associated with disease 

mapping from movement it is first necessary to introduce the methodology related to 

residential data. In this chapter we will focus on the existing, commonly applied, modern 

methods of disease mapping from residential data, why they are used and how they can 

be implemented. Two main conventional methods superseded by the approaches we will 

discuss in this chapter are standardized rates based on Poisson inference, and maps of 

statistical significance.  

Computing standardized rates of disease produces desired results; however, these 

suffer in accuracy because for rare diseases and small populations per location being 

analyzed the observed variability exceeds that expected from Poisson inference [7]. This 

is because in a given area the variability of risk exposure can be partially explained by the 

Poisson dose-response mechanism, while a significant part of the variability comes from 

the heterogeneity of exposures for the population inhabiting the area.  

These problems related to estimation of disease risk in small areas and for rare 

diseases have led several authors [6, 9, 10, 12, 18] to develop Bayesian approaches to 
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disease mapping. Here, in addition to considering the number of observed cases in each 

area, prior information on the variability of disease rates across the overall map in also 

taken into account. Bayesian estimates combine these two sources of information to 

produce more accurate risk maps. When based on a large number of cases, Bayesian 

approaches produce results similar to computing standardized rates. However, when few 

cases describe the disease risk of a location the prior information will dominate, shrinking 

standardized rates towards the overall mean rate. 

Another problem exhibited by estimating risk through computing standardized 

rates per area is that the spatial pattern of disease is not taken into account. The spatial 

pattern of disease is commonly exhibited in geographically close areas having similar 

risks. Therefore, it is useful for standardized rates to be shrunk towards a local rather than 

global mean.  

The modern approach to disease mapping stems from the work in [6], where a 

group of related problems is considered. Starting with a description of an image 

restoration task, the authors connect the task of estimation of the true values of picture 

elements from noisy observations, to a generalized task of analysis of spatial data. This 

methodology can be directly applied to the disease mapping task. The proposed 

methodology consists of three levels of hierarchy. At the first level, measurements or 

observations are related to the estimates of true values of intensity of the underlying 

process, at each location, through the likelihood function of a Bayesian model. The 

original measurements may be satellite observations, manual ground measurements, 

sensor outputs or other noisy sources of data. At the second level of the hierarchy, the 

estimated values of intensity are related to each other according to their spatial context. 
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The spatial context may be determined by spatial relationship of administrative areas for 

which the counts of morbidity or mortality are recorded, or it may be determined by the 

arrangement of pixels in an image sensor, on a regular lattice. The relationship between 

areas is determined by the prior function in the Bayesian hierarchy, and is related to the 

proximity of particular measurements or it may encode a neighborhood structure. At the 

third level we relate the intensity of the second level in terms of overall smoothness 

across all hidden true variables. The authors propose that this third level describing 

overall smoothness may be estimated directly from data with a fully Bayesian approach. 

In [7], the application of the general statistical learning method called Markov 

chain Monte Carlo is applied to the task of disease mapping. The author argues that this 

type of analysis of geographical variation of disease rates is useful in the formulation and 

assessment of etiological hypothesis. The authors propose a model similar to the above 

described three stage hierarchy of parameters, however with the model proposed in [7] it 

is possible to model the spatially unstructured risk together with the spatially structured 

risks. The author argues that for small areas and rare diseases, the Bayesian approaches 

overcome the problem of over-dispersion in more traditional approaches such as 

computing the ratio of observed to expected number of cases. Bayesian approaches are 

described as smoothing the unreliable estimates where little data is available across 

neighboring areas while preserving those where data comes from large populations and is 

therefore more reliable. The authors compare empirical Bayesian methods to fully 

Bayesian methods and note that, while empirical Bayes may provide fast and reliable 

estimates, the fully Bayesian approach based around Markov chain Monte Carlo 

sampling of spatial risks also permits computation of problem-specific statistics such as 
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the quintiles and confidence intervals, in addition to mean estimates of risk. On the 

example of gall-bladder and bile duct cancer, it is illustrated how the proposed 

convolution prior at the second level of the hierarchy provides clearer and more readily 

interpretable reconstruction of spatial risks than either an independent or purely spatially 

based prior. 

Fully Bayesian estimation of hierarchical Bayesian model requires estimation of 

prior distribution of parameters, as well as posterior, and samples must be generated by 

numerical approximation such as Markov chain Monte Carlo. Minute detail of posterior 

distribution of parameters may be discerned with this approach. 

 

Problem Description and Notation 

 

Let us assume we are studying the disease risk of L locations among which a 

population of size N is distributed. For the i-th person we encode their geographical 

information with a vector xi which is of length L, so that a value of 1 is at the position in 

xi encoding the location of the i-th person’s residence and 0 for all positions indicating 

other locations. This is a slight generalization over the previously employed model in [6] 

and [7]. It allows us to describe movement and residential data in the same manner, as we 

will see in the following chapter. The health status of individuals in the study is indicated 

with labels, where yi = 1 indicates the presence of a disease or symptoms in the i-th 

individual and yi = 0 indicates the absence. The task is to recover the disease map r, 

which is the spatial disease risk at each of the L locations from the population of 

individuals based on their geographical information and prevalence of disease. If X = 
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[x1
T
, x2

 T
, … xN

 T
] are attributes representing residence in one of a set of geographically 

coded areas, then each person’s features will contain one non-zero entry, at the location 

which contains their residence and X will contain one non-zero entry in each row. 

Without loss of generality we can assume the total time spent within the area of study is 

1, and as such the residential dataset contains 1 at the non-zero position. The total amount 

of time equal to unity may be one day in the shortest scenario, where X summarizes the 

daily movement patterns of individuals, or an entire lifetime with the longest-range 

disease mapping scenario where X summarizes the entire life course of individuals in the 

studied population.  

We can then express the probability of an individual having a disease or a 

symptom based on their residential exposure to environmental spatial risks as 

)()1( T

iiyp xr . Here, σ is the logistic sigmoid function,  

,)(
ze

z



1

1


 where e is the Euler’s number. This formulation means that for each individual we 

estimate the probability of having a disease or a symptom at the same level as other 

people residing in the same spatial location. 

The simplest way to estimate the intensity of health risk across the entire map , 

which we will call the mean predictor, is one which assigns the same probability of 

belonging to the positive class to all examples, according to the mean of Y = [y1, y2, … 

yN]. The mean predictor can then be used to estimate disease risk at each location r, as the 

ratio of positive to total examples in the dataset. Let us denote the data set containing 

geographical information on all individuals and their labels as D = (X, Y) and note that 
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the mean prediction is equivalent to maximizing )|( Drp with the constraint that all 

studied locations have the same spatial underlying risk, r = [r1, r2, … rL] and r1 = r2 = … 

= rL as follows, 
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This predictor’s error is equivalent to the variance in labels of our dataset, and it is 

not informative because it assigns the same probability of disease no matter what the 

location of a residence is. 

As we have information about different geographic areas, we can compute the 

ratio of sick to total population per each location separately. This predictor, which is 

generally called the maximum likelihood approach for disease mapping, consists of 

maximizing the log-likelihood of training data. In that case, we may maximize )|( Drp  

separately for each of the L locations, 

),|(maxarg Drr r pML   
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This learning can be performed using the standard logistic regression, but since 

there is no context among areas it is possible to compute risk intensity independently for 

each location. For areas where no examples are present in the dataset, the maximum 

likelihood predictor cannot make estimates as the bottom term in the previous equation is 

0. For locations with small at risk populations, extreme values may be estimated using 



 

26 

this approach directly, which may mislead etiological investigation. The problem this 

approach presents is over-fitting, especially because in disease mapping the 

dimensionality of the risk vector r can be very large, and the number of observations 

which describe an element of r can be very small.  

 

Bayesian Approach to Disease Mapping 

 

The extreme values calculated with maximum likelihood estimation of relative 

risks are an effect of the predictor’s high variance and low bias. The model fits whatever 

data is presented at each location. By introducing bias into the model, in the form of a 

regularization term, it is possible to finely control the model’s exhibited bias and 

variance. The maximum a posteriori prediction is equivalent to maximizing the 

probability of the data conditioned on the weights, or maximizing the posterior 

probability. Using Bayes theorem we can deconstruct the posterior probability as,
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Now we can formulate the maximum a posteriori (MAP) estimate as maximizing 

the product of likelihood and prior probability while noting that p(D) does not depend on 

parameters r, 

).()|(maxarg rDrr r ppMAP   

By introducing a prior assumption about the distribution of parameters, in the 

form of a Bayesian prior )(rp  on the parameters of the model, the bias and variance of 

each variable may be controlled independently. For example, p(r) may describe the total 
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variation of disease risks across the entire map. This prior probability helps alleviate the 

problems of maximum likelihood estimates which have extreme values. However, this 

approach may be a disadvantage when data are spatially correlated, as locations with low 

populations will tend to the mode of the prior distribution, which is the mean health risk 

of all examples, across the entire map.  

Since we know that disease risk is a relatively smooth process, we can incorporate 

the prior probability, so that the spatial correlation of underlying disease risk is taken into 

account, by using a neighborhood structure to describe the correlation among areas. In 

this way, the underlying risk of areas with few examples will be shrunk towards the local, 

and not the global mean. The structured nature of this prior can be described through a 

Gaussian Markov random field (GMRF) distribution.  

In Figure 2, we will show the graphical representation of the independent (top) 

and spatially correlated, GMRF, distribution (bottom). The shown independent 

distribution is one where all the spatial risks have the same prior parameter for mean and 

variance. 

Several different ways of considering the spatial context of areas have been 

developed. An example of sharing information among areas, that mimics their spatial 

context, is to consider a neighborhood structure. This means that each locations 

underlying risk, in the absence of evidence, will shrink towards the mean of its 

neighboring values. 

 



 

28 

 

 

Figure 2: Prior Distributions: independent Gaussian assumption on top and GMRF on 

bottom 
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To exploit spatial correlation, we use the Gaussian prior, ),|(~ 1
Arr N , where 


 is the mean vector, typically set to zero, and A is the precision matrix encoding 

neighborhood structure. A is sparse and its (k,l)-th element, Akl, is non-zero only if 

locations k and l are spatial neighbors, within each other’s spatial context. 

 

Hierarchical Bayesian Models of Disease Risk 

 

The need calculate the underlying spatial disease risk, while taking into account 

the spatial context of areas that are studied, has inspired many models of sharing 

information spatially. These models may be characterized together according to the 

design of the parameter hierarchy. At the first level, a likelihood function is considered, 

in order to fit parameters representing spatial underlying disease risk to data. The second 

level relates these parameters to each other in the form of a spatial prior distribution. At 

the third level, the parameterization of the spatial prior is considered. This model may be 

factored as follows, 

).()|()|(~),|(  pppp rDrrD  

Here, we will assume ),|(~ iii xrypy , such that )()1( T

iiyp xr , is the first 

level of the hierarchy. If we consider a GMRF prior, then we can describe the second 

level of the hierarchy with, 
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where )(l∂  is the set of neighbors of location l. 
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Finally, at the third level, we relate the parameters of the prior to the hyper-prior 

distribution, ),(~ baGa . The gamma distribution is conjugate to the Gaussian 

distribution assumed on the parameters for computational purposes, and is usually used to 

represent a vague guess prior for . 

The fully Bayesian approach models the distribution of  as part of the model; 

however, the distribution may be assumed to be unknown, and approximated by a point 

estimate. Using a point estimate allows this parameter to be estimated from evidence 

without modeling its full distribution. In [7], using a point to approximate the distribution 

of the smoothness parameter is described as underestimating the uncertainty of the 

overall model, while modeling the distribution of the parameter  is described as giving 

a more accurate representation of the uncertainty.  

 

Metropolis Algorithm for Markov Chain Monte Carlo 

 

In order to perform a fully Bayesian simulation of the hierarchical Bayesian 

model as described above, it is necessary to model the distributions involved. One 

approach to modeling these distributions is by application of the Markov chain Monte 

Carlo (MCMC) framework. The MCMC approach consists of generating a chain of 

samples {r
m
, m = 1, 2 …, M}, which approximate the target distribution, p(r). Let us 

describe a variant of the Metropolis [11] algorithm for MCMC which uses a symmetric 

proposal distribution to model the posterior of spatial risks. This algorithm randomly 

initializes the first value of the chain, r
1
. Then at each iteration, m, a potential sample, r*, 

is drawn from the proposal distribution, r*~ N(r
m
, τIL). Here, we chose an independent 
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normal distribution whose mean is the current sample r
m
 and whose covariance matrix is 

diagonal, with elements of the main diagonal set to τ, r* ~ N(r
m
, τIL), where L is the 

number of elements in r. This proposal distribution is easy to sample from and 

symmetric, which is necessary for the Metropolis algorithm. In this case, the Metropolis 

approach accepts the potential sample with probability min(1,p(r*)/p(r
m
)). If the potential 

sample r* is accepted, the approach will set r
m+1

 = r*, and r
m+1

 = r
m
 otherwise.  

 

 

Pseudo code for the Metropolis Hastings algorithm 

 

The chain of values created in this fashion starts to approximate the distribution 

p(r) after an initial period of c iterations of burn-in. From the pseudo-code, it can be seen 

that it is only necessary to know p(r) up to proportionality constant. The algorithm 

providing detailed balance in case of unsymmetrical proposal distributions is the more 

general Metropolis-Hastings algorithm. Gibbs sampling is a variant of Metropolis-

Hastings where the full conditional of a variable can be expressed and easy to sample 

from. Let us now describe a simple way to sample from distributions of spatial risk and 

smoothness parameter, which is necessary for a fully Bayesian approach to modeling 

spatial risks. 

initialize r
1
  

for m := 1 to M 

    u*~ N(0, τIL) 

    r* = r
m
+u* 

    if U(0,1) < p(r*)/p(r
m
) 

        r
m+1

=r*    

    end 

    record r
m
 as m-th sample 

end 
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Markov Chain Monte Carlo for Hierarchical Bayesian Models 

 

Here, let us consider density )(1 rp  to be the posterior probability of spatial risks, 

conditioned on all other model parameters, up to a proportionality 

constant, ),λ,,()(1 XYrr pp 

 

and λ)(2p  is the full conditional distribution of λ, 

).,,λ(λ)(2 rXYpp   With Gibbs sampling, a special case of Metropolis-Hastings, it is 

necessary to express the full conditional distribution as it is used for the proposal 

distribution. Because the proposal distribution is the target distribution, the proposed 

sample is always accepted. In the following pseudo code, we will sample from the joint 

distribution of (r, λ) by in turn sampling from p1(r) using the Metropolis algorithm, and 

p2(λ) using Gibbs sampling. 

 

 

Pseudo code for Metropolis Hastings where hyper-parameters  

are learned with Gibbs sampling 

 

 

 

initialize r
1
 

for m := 1 to M 

    λ
m
 ~ p2(λ) 

    u*~ N(0, τIL) 

    r* = r
m
+u* 

    if U(0,1) < p1(r*)/p1(r
m
) 

        r
m
=r* 

        u
m
=u* 

    end 

    record (r
m
, λ

m
) as m-th samples 

end 
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Disease Cluster Detection 

 

In spatial analysis applications, where relatively many locations are studied and 

many examples available, possibly with high precision of measurements, a high variance 

– low bias, regression approach can be used. The intensity of spatial phenomena can be 

modeled at many locations, and by using regularized models it is possible to obtain range 

and control over variance and bias. Using a hierarchical Bayesian model to predict the 

spatial health risk is possible because the model can learn enough from data and 

measurements are assumed to be precise. These kinds of estimates can be used for 

ranking of locations according to environmental health risk, or determining locations with 

substantially higher or lower than average intensity. 

However, when few examples are present, or when noisy measurements are 

available, as may be the case in disease surveillance applications, it is desirable to use 

spatial scan statistic. Spatial scan statistic can be used to detect frequent windows of 

occurrence, either purely spatial or spatial-temporal, by approximating underlying risk 

through two components. One useful method is detecting clusters of high incidence 

against a lower, background intensity. Along with determining the intensity of cluster and 

background risks, the spatial scan statistic also allocates all locations which are 

considered for study into either background or increased levels of risk. Applications 

include determining if cancer morbidity in patients is purely random, with spatially 

uniform intensity, or if a geographic area can be attributed with significantly increased or 

particularly low number of cases. The lower variance of this model compensates for 
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inaccuracy in measurements at the cost of higher bias, which may be irrelevant to specific 

disease surveillance applications. 

Spatial scan statistic is the seminal work which lay the path for much recent 

development in this area. Recent work has gone into detecting elliptical clusters, fast 

detection of square clusters, and regularization of irregularly shaped clusters, among 

others. 

While regression disease mapping approaches in some cases considers the effect 

of human dynamics on disease spread, such as pregnant woman’s previous residences 

[20], and this data can be proven to share relationship [21] and thus may be a better proxy 

for people than stationary data, there have been no attempts to detect clusters directly 

from movement data. We speculate this is the case because people movement data isn’t 

widely available and many useful data sources can be assumed to be stationary, as well as 

computational issues we will discuss later. 
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CHAPTER 3 

DISEASE MAPPING ON A MOVING POPULATION 

 

Mapping disease from movement data about people comes with its own set of 

challenges, which we will explore in detail in this chapter. In many cases, using multiple 

locations to characterize the risk of a subset of the population has been used estimate the 

amount of exposure to environmental health risk factors. We will focus on the problem of 

reconstructing underlying disease risk from movement data. The main advantage of using 

movement data can be illustrated with the following figures. Let us assume we are 

analyzing the spread of disease in a population which resides in a simple area of study 

consisting of only five locations. We note that some individuals fell ill while others have 

not reported any symptoms. Out of four individuals we will consider in this toy example, 

two are ill while two are healthy. When observing only the residential information about 

these individuals, as in Figure 4, we can note that both residential locations have one 

individual who is sick and one who is healthy. Therefore, we may conclude that the risk 

of infection, based solely on residential information is 0.5 at both residential locations. 

Estimates from residential data can determine the average infection rate in both 

neighborhoods considered. Here, the risk is 50% in both locations, as half of the 

individuals exhibit symptoms. However the true culprit remains hidden. Let us now  
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Figure 3: Residential data: Using residential data only is insufficient to detect the true 

source of risk in the illustrated example 

 

Figure 4: Movement Data: Sufficient to determine the source of risk 
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consider that movement information is available, that is, for each person we have 

recorded all the places they have visited. In this case we can note that only persons 

visiting the restaurant have fallen ill. Therefore we can conclude that the restaurant is a 

significant source of disease risk, disambiguating the results obtained from residential 

data only and revealing the true source of disease risk. 

 

Problem Statement 

 

Let us assume we are studying a spatial region inhabited by N persons and 

consisting of L areas or locations. For each person we observe information about their 

position within the set of locations. For simplicity we will consider static risk which 

doesn’t change over time. In this case, it is sufficient to record a fraction of time a person 

spends at each location. Therefore, for i-th person we summarize his or her movement 

with vector xi=[xi1, xi2 … xiL], where xij is the fraction of time the i-th person spent at the 

j-th location and the total time represented for a person is normalized with unity, 

1 j ijx . It is reasonable to assume that an average person visits only a few out of all L 

locations, thus allowing sparse representation of movement data. Let us denote disease 

status of i-th person as yi = 1 if he or she is sick, and yi = 0 otherwise. We will represent 

the underlying disease risk with vector r = [r1, r2 … rN]. It is necessary to estimate the 

spatial disease risk r that provides the relationship between X and Y such that 

)()( iiyp xr
T1  , where   is the logistic sigmoid function. 

We will first consider regression based approaches for disease mapping, where it 

is necessary to estimate different risk intensity at each location. 
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Disease Mapping from Moving Population Data 

 

The likelihood of our model is the logistic likelihood discussed in the previous 

chapter. Assuming the labels are conditionally independent given the weights, we can 

formulate the likelihood of all observed data as the product of each observation, 

  .)()(~),|( 





N

i

y

i
Ty

i
T ii xxp

1

1
1 rrXrY   

This formulation allows us to analyze time spent at each of the visited locations 

encoded in the time-spent matrix X = [x1, x2, … xN], consisting of time spent at each of 

the locations by each individual in the study. As we saw in the previous chapter, it is 

possible to decompose the posterior distribution of weights in the following manner into 

the likelihood and prior probabilities, )|()|(~),|(  rrYYr ppp . The prior can be 

further decomposed for each weight,  
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where,  

)|)(,|(~)|,(  lllll rrrprrp  . 

Here, lr  refers to weights of the model other than lr .  

It is possible to specify different, conditionally independent, prior distributions on 

the spatial and non-spatial components to disease risk with the following decomposition, 

).,...,,(),...,,()( LMMML rrprrrpp  r2121r  

Here, ),...,,( 21 Lrrrp
 
may be a neighborhood GMRF prior and the second term 

),...,,( 21 MLLL rrrp   may be a spatially independent prior, which may be an independent 
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Gaussian distribution for non-spatial attributes that are considered. In this case, the entire 

distribution may also be described as a GMRF, where the precision matrix describes a 

neighborhood correlation between spatial parameters and is diagonal for the non spatial 

parameters. I will concentrate on issues with spatial attributes only, in order to provide 

more detail on this topic. 

Now we can specify the probability of a single weight of the model as 

)|(),|()|(~),,|(  lllll rprrprprrp  YY , 

and note that )|( lrp  does not depend on lr . The probability of a single weight of the 

model can then be formulated as follows, 
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We can determine ),|( ll rrp   from the prior probability )|( rp , where lkw
 
encodes 

the neighborhood structure of the prior taking the value 1 if l and k are neighbors, and 0 

otherwise, 
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Now, dropping elements which do not depend on lr , we can formulate the conditional 

distribution, 
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We can now formulate the probability of a weight in the model as follows, 
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The fully Bayesian model requires us to specify and estimate the distribution of 

hyper-parameters controlling the prior distribution of weights . We will assume a 

gamma hyper-prior such that ),(~ baGa , which is conjugate to the prior )|( rp . Then 

the full conditional distribution of hyper-parameter   is shown below, 
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Let us now discuss how to obtain rMAP. The optimization problem is concave and 

it can be solved using standard tools of convex optimization. In this study we use the 

Newton-Raphson algorithm due to its ease of implementation and impressive 

convergence on high dimensional problems. At each iteration of the algorithm, given the 

current estimate of risk vector r
old

, it calculates the new estimate r
new

 as  

,gHrr
1 oldnew  

where the step size parameter  is often set to 1, g is the gradient and H is the Hessian of 

the MAP function from. Specifically, AryyXg  )ˆ(T

 and ARXXH  T , where 

X = [x1 x2 … xN]
T
, y = [y1 y2 … yN]

T
, ,)](...)([ˆ T

N
TT

xrxry  1  and R is a diagonal 

matrix with elements  iiii yyR ˆˆ  1 . We should observe that although the size LL of 

Hessian H can be extremely large, if H is sparse zgH 1  can be evaluated efficiently 

by solving a sparse system of linear equations gHz  . Since the precision matrix A is by 

design very sparse (it only has few nonzero diagonals encoding the neighborhood) and R 
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is a diagonal matrix, the sparsity of H depends only on the sparsity of XXT . The (k,l)-th 

element of XXT
 is nonzero only if there is a person from the population that visited 

both the k-th and the l-th locations. When working with high resolution spatial grids, 

most elements of XXT  remain zero, which leads to the sparsity of H.  

 

Hybrid Markov Chain Monte Carlo 

 

Solving models for disease mapping which possess a high amount of correlation 

and large number of parameters presents significant problems. Powerful but conventional 

algorithms such as Metropolis may not be able to cope well with this scenario. In the 

present case, it is beneficial to include the gradient of log-posterior distribution of r, 

  ,
2

λ
)()λ,,(log)λ,(

1

WrxxrXYrr r
T

N

i
ii

T
iyp  



  

where W is the precision matrix of the Gaussian Markov random field prior, when 

exploring this distribution. This gradient information leads the generated samples to 

converge faster when dealing with high dimensional distributions. We will proceed 

according to the Hybrid Monte Carlo algorithm from [37]. To include )λ,(r  into the 

proposal, let us introduce an auxiliary variable, u, which comes from a normal 

distribution with mean 0 and standard deviation 1, u~ N(0,1L).  

At each iteration, the current state of the Markov chain is now the set of spatial 

risks r
m
, an additional auxiliary variable u

m
, and the smoothness parameter λ

m
. In 

iteration m, the approach will first sample u
m
 using Gibbs. Then, instead of trying a 

random direction, as in the Metropolis algorithm, it will add )λ,(r  to u
m
, in the 
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fashion described with the pseudo code, and use u* as the proposal instead. We in turn 

update u* with )λ,(r , and r* with u*. The variable S determines how many times the 

algorithm will move the variables u* and therefore r* in the direction of gradient, with 

one step being the minimum. One option, called the Langevin approach, is to fix the 

number of steps at 1, while another option is to determine the number of steps randomly, 

at each iteration m. The effect gradient information has on direction of proposed spatial 

risks at every iteration is described with step size η and number of steps S. After making 

one or more steps, the approach makes a rejection sampling test of the proposed samples 

(r*, u*) against the current samples (r
m
, u

m
), similarly to the Metropolis algorithm. After 

gathering M samples the variables u
m
 may be discarded. 

 

 

Pseudo code for hybrid MCMC  

 

initialize r
1
  

for m := 1 to M 

    u
m
 ~ N(0,IL) 

    u* = u
m
+ η∆(r

m
,λ)/2 

    r* = r
m
 

    for k = 1 to S-1 

        r* = r* + τ u* 

        u* = u* + τ ∆(r*,λ) 

    end 

    r* = r* + τ u* 

    u* = u* + τ ∆(r*,λ)/2 

    if U(0,1) < [p(r*)p(u*)]/[d(r
m
)p(u

m
)] 

        r
m
=r* 

        u
m
=u* 

    end 

    λ
m
 ~ Ga(a+L/2,b+r

mT
r

m
/2) 

    record (r
m
,u

m
,λ

m
) as m-th samples 

end 
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Smoothed Proposal for Markov Chain Monte Carlo 

 

Because spatial disease risk is believed to be a smooth process, we explored a 

heuristic for generating smooth proposals of spatial risk. Our variant of random blocking, 

smooth proposals, at iteration m picked a random spatial risk l and *
lu  is proposed 

according to an independent normal distribution N(rl, τ). Then, using discrete 

convolution, the effect of the change at location l was dissipated across other weights 

with relative distance to l. The convolution matrix F describes a discrete Gaussian with 

standard deviation w, generated by function mask. The variable w comes from w ~ 

gamma(1, θ), were gamma is a random sample from the gamma distribution with shape 1 

and scale θ. This causes the algorithm to explore a variety of random widths for the 

convolution matrix Gaussian.  

 

Pseudo code for smoothed proposal MCMC  

 

initialize r
1
, λ

1
 

for m := 1 to M 

    u* = 0L 

    *
lu  ~ N(0, τ) 

    w ~ θGamma(1, 1) 

    F = mask(w) 

    u* = filter(F, u) 

    r* = r
m
+u* 

    if U(0,1) < p1(r*)/p1(r
m
) 

        r
m
=r* 

        u
m
=u* 

    end 

    λ
m
 ~ p2(λ) 

    record (r
m
, λ

m
) as m-th samples 

end 
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In the previous pseudo-code the matrix of zeros with updated *
lu , is spatially 

convoluted with function filter. 

The resulting update u* is a discrete isotonic Gaussian shape whose extreme is 

determined by *
lu  and standard deviation is a function of w. Expected values of *

lu  

after convolution is 0, and therefore this proposal distribution is symmetric. Because of 

symmetric proposal we classify this implementation therefore as a variant of the 

Metropolis algorithm. The expected value of standard deviation of the discrete Gaussian 

described by F for an initial proposal of *
lu = 1, is equal to θ. 

 

Proposals and Convergence in MCMC 

 

It is important to note that while all carefully designed MCMC algorithms will 

converge after an infinite amount of samples, the speed of convergence depends on the 

similarity between the proposal and target distributions. This can be illustrated by the 

following figures, where the distribution with mean 1 and standard deviation 1 is sampled 

with progressively wider proposal distributions, sampling 10000 samples each time. We 

will use the normal distribution with mean 0 and varying standard deviation, or width 

each time. 

In Figure 5, samples were drawn from the proposal distribution of width 1/100. 

From the figure it is obvious that this small proposal poorly approximates the target 

distribution, causing slow convergence even after 10000 samples. 
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Figure 5: Sampling the target distribution with proposal width 1/100 

\ 

Figure 6: Sampling the target distribution with proposal width 1/10 

In Figure 6, samples were drawn from the proposal distribution of width 1/10. 

The significantly larger proposal distribution causes faster convergence, however, the 

proposal slowly moves through the support of the target distribution. 
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Figure 7: Sampling the target distribution with proposal width 1 

 

Figure 8: Sampling the target distribution with proposal width 10 

In Figure 7 the proposal is a distribution of width 1. From the figure this proposal 

suits the target distribution, causing immediate convergence as well as sampling from the 

entire support of the distribution quickly. 

In Figure 8 the proposal has width 10. While the extreme values being explored 

lead the algorithm quickly in the right direction the extreme size of the proposal causes 

many rejected samples, decreasing computational efficiency. 
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Figure 9: Sampling the target distribution with proposal width 100 

In Figure 9 the proposal is a normal distribution with width 100. From the figure, 

many samples are rejected because of the extreme proposal width, causing very bad 

computational efficiency. 

 

Disease Cluster Detection 

 

When determining intensity of spatial phenomena from event data situated at 

particular locations, in some cases it is desirable to aggregate original resolution of 

measurements in order to increase precision. When many locations need to be considered 

and spatial context is well known, as is the case in disease mapping regression with 

hierarchical Bayesian models, this can be done by using a spatial regularization and 

precision of results can be tuned through specification of prior distribution. At the 

opposite end of the spectrum is modeling all locations as having one of two intensity 

values [13]. Here, some related problems occur in optimally and efficiently choosing 

correct subset of locations [25] belonging to each component as well as related intensity.  
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In [25] the authors begin by describing a general task of finding the highest 

density of events given a grid of N by N square locations containing a count of events and 

underlying population, and determining the significance of such a cluster of events 

through randomization. The naïve approach of applying the spatial scan statistic [13] has 

a computational expense of O(N
3
). The authors of [25] propose an approach which 

partitions the grid of locations into overlapping regions, bounds the maximum score of 

the sub-regions contained in each region, and prunes regions which cannot contain the 

maximum density region. For sufficiently dense regions, this method finds the maximum 

density region in optimal O(N
2
) time complexity, which in practice results in significant 

speed-ups. The proposed approach makes significant speed-ups by using a partitioning 

algorithm similar to kd-trees. To illustrate the usefulness of the proposed approach, the 

authors use several synthetic scenarios to test the improved computational efficiency 

before applying it to real-world case data. This real-world case data contained 

information of Emergency Department data collected from Western Pennsylvania 

hospitals in the period 1999-2002. This data contains a total of 630,000 records, where 

each is represented as a single ED visit and associated with latitude and longitude of the 

patient’s home location to the nearest 0.005 degrees. This spatial partitioning created a 

problem of size N = 512. The authors then tested for spatial clustering of recent cases: the 

count of each square was the number of emergency department visits in that square for 

two months while the population of each square was the total number of emergency 

department visits in the data set. 

In [34], the authors describe a Bayesian spatial scan statistic for spatial cluster 

detection. The described approach has increased power to detect clusters and, because 
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randomization testing is not necessary, and has much better time complexity. The 

Bayesian approach to disease clustering combines information from the assumption of 

the baseline process being a Poisson distribution and a prior distribution assumption on 

the parameters of the model. The prior assumption in this case is the conveniently 

conjugate Gamma distribution.  

In [35], the authors extend the scan statistic proposed by Kulldorff [13], which 

uses circular window to define the potential clusters to noncircular cluster detection. The 

proposed approach is tested on real data against the original scan statistic and is found to 

be highly accurate in detecting circular clusters, as well as noncircular hot-spot clusters 

more accurately than using only the traditional formulation.  

In [36], the authors describe an extension to the spatial scan statistic which has 

flexible shape in both time and space. The performance of the proposed approach is 

tested against the more traditional cylindrical space-time statistic using benchmark data 

sets. 

For each possible subset of entire set of locations z, let us define p and q as the 

values of risk inside and outside the cluster. These may be obtained through maximum 

likelihood, by considering number of patients with symptoms against total number of 

patients in each component. In the following, a is the set of examples spending time 

inside z exclusively and c spend time exclusively outside z. Because residential data 

contain one non-zero entry per example, no example can cross by spending time both 

inside and outside the cluster. We have iiii y

ci

yy

ai

y
qqppqpzL
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Here, if we replace optimal p and q into ),,( qpzL , resulting )(zL is the most likely 

configuration for this aggregation. 
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Since only residential data is considered, there is no case where some time is 

spent inside the cluster while some time is spent outside. However, an example may be 

associated with multiple locations it is necessary to add an additional case for examples 

labeled b. If movement data is considered then people who spend time both inside and 

outside a cluster must be common. For every cluster z except the smallest, there are many 

opportunities for people to spend some time inside and some time outside of z, if each 

person visits many locations. In a cumulative risk model of disease which may be 

consider when taking into account human dynamics, the movement scan statistic then 

takes the following form, 
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Note that the first product here may be thought of to contain xi=1 and the last product 

xi=0, as specializations of the middle product. Like the spatial scan statistic, the 

probability of cluster can be described by joint probability of its examples, and those not 

belonging to it, being spatially exposed in adequately high in the former, and low 

intensity in the latter case, 
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This formulation allows us to explore purely spatial clusters, but consider time as 

weight of spatial disease risk influence. Note for each z the values xi are different, 

increasing complexity by factor of N. This is a significant increase in computational 

complexity which is already cubic in the case of circular clusters and qudratic in the case 

of rectangular and elliptic clusters; this is proportional to the number of windows that 

need to be respectively evaluated.  
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We hypothesize that this increase in computational complexity, along with 

relative complexity of handling high resolution people movement data and privacy 

implications of making health data widely available are primary reasons why movement 

data has not been explored in the disease cluster detection community. 

The log likelihood of each cluster is 
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where the inequality is due to Jensen’s inequality. 

A lower bound for any cluster z is when learning from stationary resampled 

dataset on b, generating a new example that spends time inside z and one who spends 

time outside. For people who spend time exclusively in one intensity component, their 

risk reduces to Kulldorf formulation. Thus in the case of movement data, if we aggregate 

this time statistic across locations for all people visiting that location, we will obtain a 

lower bound true cluster, while significantly reducing computational complexity. 

Let’s compute intensity inside cluster for approximation. This will be the ratio of 

positive examples to total examples inside cluster, 

.
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As we can see this intensity is same as intensity calculated by substituting 

stationary resampled data and using spatial scan statistic, for purely spatial clusters. 
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Privacy in Disease Mapping 

 

While movement data could certainly increase the quality of disease mapping, 

privacy concerns are the biggest limiting factor to applying the proposed approach in 

practice. To address the privacy issue, we will consider a specific privacy scenario that 

we believe can be practically acceptable. In this scenario, information about movement of 

the overall population is privacy protected, while the movement information of 

individuals with disease is available at the trusted server which performs the disease 

mapping.  

The inspiration for this approach stems from [26] where the authors consider a 

data-holder such as a hospital or bank which maintains a collection of sensitive data that 

is person specific and field structured. If the data-holder shares this data with researchers 

it becomes possible for an attacker to link between the data-holders records and publicly 

available information to re-identify individuals. In this way it is possible to match 

seemingly inconspicuous but rare attributes across both data sets, the joining of which 

may reveal otherwise unavailable data, therefore producing a risk to invasion of privacy. 

Let us take as an example one data set which only contains the ethnicity, diagnosis, 

procedure, medication, zip code, birth date and sex of individuals, from which names and 

addresses were dropped in order to protect privacy, and the publicly available voter 

registrations containing name, address, party affiliation, zip code, date of birth and sex. 

Separately these two data sets do not invade privacy, and may be widely available as the 

medical records do not contain names and voter registrations do not contain medical 

procedures. However taken together the risk of linking across these datasets may reveal 
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the names together with medical procedures. Evidently there must be a small number of 

individuals within a single area code which share the same birth day and sex. If there is 

only one such person, then by comparing the two data sets an attacker can associate two 

records from both data sets as belonging to the same individual. To decrease the risk of 

this kind of attack the author proposes in [26] to make sure that in any publicly available 

data the precision of data must be suppressed so that for each potential link across data 

sets there exist plausible alternates to the true individual who is being linked from outside 

sources of data. In the given example if there exists only one person with a unique 

combination of zip code, birth day and sex, the some of these values must be suppressed 

until there exist alternate individuals possessing the same combination of attributes. In 

our example we could reduce the number of available digits in the zip code, or generalize 

the birth day to the month of birth, or suppress the sex data entirely until no single 

individual may be identified by a unique combination of attributes. If for any 

combination of attributes there exist at least k other individuals possessing the same 

identifying combination, then the data set satisfies k-anonymity. In effect each individual 

may only be uniquely identified in the data set up to a group of k individuals sharing the 

same unique combination of attributes. 

In our application the location data may be used to identify an individual across 

data sets by linking location data across them. For example an attacker possessing 

knowledge about where an individual resides, and where they work, can use this 

background information to infer other locations an individual may frequent. We assume 

that for an epidemiological study the individuals who are sick are willing to share their 

complete information with researchers. However the public at large does not have the 
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same interest and therefore is unwilling to disclose their complete movement information. 

While the movement information of the public at large is available to trusted data-holders 

such as telecom companies, which use this data for billing or to investigate the efficiency 

of their networks, it is unreasonable to be able to obtain detailed records of the public’s 

movement. In this case we propose that only a sanitized version of the public’s data be 

made available for the purposes of a control data set, one which contains individuals 

which are not sick. This data set will contain only the first order statistic of how much 

time, in total, is spent at locations which are considered. 

As a first step, let us rewrite the log-likelihood from as  
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Where the first term l1(r) is the log likelihood of N1 individuals with disease and the 

second term l0(r) is log-likelihood of N0 healthy individuals.  

In our privacy-preserving scenario, instead of collecting detailed movement 

information about healthy individuals, we collect information about the fraction of time tl 

the whole population spends at location l, l = 1, …, L, and create a vector t = [t1 … tL]. 

Using training data D, tl can be calculated simply as  
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Time tl is the first order statistic that can be collected anonymously, without a 

need to consult training data. For example, cell phone companies are routinely collecting 

similar data to optimize their operations or to share data with business partners. By 
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assuming that the majority of the population consists of healthy individuals, statistics t 

accurately summarizes the spatial distribution of the healthy population.  

The learning problem then becomes how to combine statistics t with detailed 

movement information about individuals with the disease, represented by a subset D1 of 

D, defined as D1 = {(xi , 1), i = 1, …, N1}, where N1 is the size of the subpopulation with 

the disease. We propose two strategies as described in the following. 

 

Stationary Representation 

 

In this approach, we approximate N0 healthy individuals with a surrogate 

population of the same size whose individuals spend all time at a single location (e.g. 

their home), such that there are N0tl healthy surrogate individuals residing at l-th 

location. As a result, the aggregated time statistics of the surrogate population equals t. 

The log-likelihood of the stationary surrogate population is 

.))(log()( 
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An interesting property of the surrogate log-likelihood is that it is a lower bound 

on l0(r). This can be seen by using Jensen’s inequality and the composition rule as 

follows. Let us make a reasonable assumption that disease risk is low enough that the 

probability of disease (rl) < 0.5 at any location, l = 1, …, L. Then, 1(r
T
x) is a 

monotonically decreasing concave function. Since log(x) is monotonically increasing and 

concave, log(1(r
T
x)) is concave, and so is the log-likelihood l0. Thus,  
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Dispersed Representation 

 

In this approach, we approximate each healthy individual with the average 

individual from a healthy population. In this case, the surrogate population consists of N0 

individuals, each with the moving pattern xi = t/N0. The log-likelihood of the dispersed 

surrogate population is 
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An interesting property of the dispersed log-likelihood is that it is an upper bound 

on l0(r). Using the same assumptions and reasoning as for the stationary representation 

case, we can see that 
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CHAPTER 4 

RESULTS 

 

Toy Problem Illustrating Convergence and Error 

 

To justify experiment on movement data, let us first compare MCMC and MAP 

approaches on a synthetic data set. I created a number of data sets with different 

dimensionality. I generated each data set so that N = 10000, by picking a random location 

to be the home location for each person. Then I generated underlying risk as a random 

sample from an independent Gaussian distribution where the underlying risk at each 

location comes from a normal distribution with mean 1 and standard deviation 1. Instead 

of labels I used the true exposure using the spatial risk and data set using the logistic 

likelihood, discussed previously. This makes it possible to have very accurate predictors. 

For this experiment I fixed the hyper-parameter to 1 for both MAP and MCMC so both 

algorithms were trying to learn the spatial risks from the data. 

The following table illustrates the relationship dimensionality of the problem has 

with computation time and error in the case of Newton-Raphson and MCMC when used 

on a toy problem. Each row represents a problem of given dimensionality, shown in the 
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left column. Running time and accuracy of recovered weights was computed in each 

case. In the case of Newton-Raphson the algorithm was run for 100 iterations and in the 

case of MCMC 10000 iterations were computed. 

To calculate error in weights I used the MSE and R
2
, where MSE measures total 

difference between exposure, and exposure computed from the estimated disease map, 
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 is computed so that values close to 1 indicate a strong similarity between r and r̂ , 

values of 0 are close to the mean predictor, and values less than 0 indicate an error greater 

than that of the mean predictor,  
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Solving the same problem, with dimension denoted by Dim, with Newton-

Raphson and MCMC shows significant difference in error and run time. From the results 

in Table 1 the MAP approach using Newton-Raphson update is much faster and more 

accurate than MCMC. Results show that at low dimensionality up to about 20 weights, it 

is possible to make reasonably accurate learning with both algorithms. While more 

accurate below 20 weights, the MAP approach remains accurate up to 200 dimensions 

while the MCMC approach needs more iterations of learning to reach reasonable 

accuracy. 
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Table 1: Results of a toy problem 

Dim 
Newton-Raphson MCMC 

Time MSE Time MSE 

1 0.0 0 1.1 1.41E-08 

2 0.1 3.85E-34 3.5 8.71E-08 

5 0.1 3.85E-35 3.6 9.93E-08 

10 0.2 2.87E-33 3.6 4.32E-07 

20 0.6 1.11E-32 4.5 3.63E-06 

50 2.2 5.08E-32 6.7 0.093 

75 3.0 2.03E-31 9.4 2.54 

100 4.1 3.30E-31 16.8 11.10 

125 8.7 1.36E-31 30.3 24.21 

150 10.1 3.56E-31 37.3 43 

200 13.2 7.23E-31 50.4 96.09 

 

 

Synthetic Data Description 

 

In order to compare the usefulness of residential and movement data in disease 

mapping, we used the EpiSims data set from Network Dynamics and Simulation Science 

Laboratory [32]. This synthetic data set contains information about daily activities of 1.6 

million proto-entities as they move around a city with 240 thousand locations. It has been 

designed to realistically simulate behavior of the population of Portland, OR, at the level 

of individual people.  

The EpiSims data set contains information about movement of individuals, the 

types of their activities, and social contacts. Previously, we used this information to 

evaluate a predictor of infection spread [33]. In the present study, we use only movement 

information for two reasons. First, while today’s technology allows seamless collection 

of movement information, recording activity types and social contacts would require a 
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significant effort and would further complicate the privacy issues. Second, from the 

perspective of evaluation of the proposed approach for disease mapping, activity types 

and social contacts are not particularly important.  

We processed the original EpiSims data such that the Portland, OR, metropolitan 

region was partitioned into a regular grid of size 256256. In the resulting data set, each 

location was visited by an average of 25 people and each person visited 3 locations on 

average. In addition to the 256256 resolution, we also studied coarser grids with 6464 

and 1616 locations. Each individual was represented by vector x, summarizing the 

fraction of time spent on each of the locations, as defined in the problem statement. This 

representation of movement is a sufficient statistic under our assumption that disease risk 

does not change in time.  

To generate targets y, we started by specifying the underlying disease risk map, r. 

Then, for the i-th individual, we calculated the risk p (yi | xi, r) using (1) and generated 

yi  {0,1} based on this probability. We call the resulting data set the movement data set. 

In addition to this data set, we generated another one, called the residential data set, 

which contained only residence information. This allowed us to examine the benefits of 

movement data for disease mapping. 

In Figure 11, we illustrate the total number of hours (in the log10 scale) the 

individuals spent at each location according to the movement and residential data sets. As 

can be seen, the two distributions in the EpiSims data are very similar and there are no 

obvious regions with significant discrepancies (e.g. regions where few reside, but are 

visited by many). The only significant discrepancy exists around the Portland airport (see 

Figure 12).  
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Figure 10: Area of study is dark green, Oregon is orange and Washington is green 

 

Figure 11: Log-density of movement and residential data (left, mid) histograms of 

movement and residential data density (right, top and bottom) 

 

From Figure 11 we can see that residential data set cannot have locations with less 

than 1 person visiting, unlike movement. Most people only visit a few locations, however 

additional information provided in this way is valuable. 

 

 

Experiment 1 
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Many people visit the Portland International Airport (PIA) but few reside in the 

neighborhood. Such areas are scattered throughout the city. Increased risk in areas like 

this may be undetected if disease occurrence is associated only with residential data. A 

natural measure in this risk scenario is the difference in relative ranking of areas 

according to underlying risk. As movement data contains examples at locations which are 

absent in the residential data, it can be used to more accurately estimate spatial risk at 

such areas. 

For this experiment we increased the risk in the direct vicinity of PIA so that 

spending a unit amount of time there would increase the personal risk to 18%. 

Background levels of risk, at unrelated areas, were 1.5%. Left part of Figure 12 shows the 

true underlying risk in this scenario. We simulated the movement of 500000 people in 

Portland and calculated personal risk based on the amount of time spent at each visited 

location. Labels were obtained as trials of that personal risk.  

From the right part of Figure 12 we can see that using residential data it is not 

possible to recognize the true geographical origin of risk. The scatter graph on the far 

right shows that in this scenario true source of disease risk remains hidden. 

In this risk scenario the model trained on movement data has Epersonal of  

2.26×10
-5

 while the model trained on residential data has Epersonal of 2.76×10
-5

. As we can 

see from the right side of Figure 12, movement data clearly reveals the underlying source 

of increased health risk, with Elocation of 1.12×10
-4

 while residential data shows no 

significant response in the PIA neighborhood with Elocation of 7.64×10
-4

. One possible 

explanation for the loss of performance with residential data is that the model 
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overestimates spatial correlation for model learning from residential data compared to the 

model learning from movement data. 

 

 

Figure 12: Portland International Airport as the source of increased risk (left), zoom of 

PIA area true risk (center, top), risk recovered from movement data (center, middle), risk 

recovered from residential data (center, bottom), scatter plot of movement data (right, 

top) and residential data (right, bottom) 

 

Experiment 2 

 

We generated underlying risk by specifying a correlogram reflecting low, 

parameter and generating a sample with such correlogram value. The sample was 

normalized so that the largest exhibited risk was 11% and smallest exhibited risk was 1%. 

Using underlying disease risk with correlogram of ρ={5, 20, 80} (as shown in Figure 13) 

we labeled the dataset examples according to areas that were visited and time spent there. 
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First we considered the mean predictor, where the labels of all examples are positive with 

probability ).()( Ymeanyp i  The mean predictor’s MSE is the variance in the labels.  

For each value of parameter ρ={5, 20, 80} we trained models at a resolution of 

256 by 256, and by aggregating each 8x8 set of locations for every example into a single 

area at a resolution of 32 by 32. The risk estimated at a 32 by 32 resolution was then up-

sampled in order to be compared to true risk. The advantage of down-sampling is that it 

allows a fully Bayesian approach to be realistically simulated by MCMC, where we can 

estimate the certainty of learned weights. The relationship certainty has with the amount 

of people visiting a location can be seen in the bottom center scatter graph of illustrations 

in Figure 13. Certainty is represented with fully Bayesian approximation of the standard 

deviation of model weights, estimated from data with conjugate Gamma hyper-prior 

(with shape a = 0.1 and scale b = 0.1, a vague guess as to the distribution in this case). In 

these scatter graphs each dot represents a weight, the underlying risk of a location in our 

model, its size indicating the frequency of that location in the dataset and its position on 

the plane determined by fully Bayesian approximation on movement and residential data. 

In the top center illustrations in Figure 13 we show error based on frequency of location. 

Here, we binned locations according to frequency and computed average error, with the 

x-axis representing bin center and y-axis representing mean bin error. Here we see that 

using movement data increases the accuracy for locations that occur infrequently in the 

residential dataset.  



 

65 

 

 

 

Figure 13: Results of scenario where risk has spatial correlation ro = 5 (top), ro = 20 

(middle), ro = 80 (bottom) 
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On the right side of illustrations in Figure 13 we see the scatter plots of weights 

from movement and residential data with the true values. From Table 1 the advantage of 

using movement data decreases with spatial correlation. 

Table 2: Results of Experiment 2 in tabular form 

ρ 
Mean  Residential  Movement 

MSE MSE λ MSE λ 

5 4.61E-04 1.95E-04 0.0404 1.70E-04 0.0645 

20 1.61E-04 1.45E-04 0.0511 1.37E-04 0.0947 

80 1.27E-04 1.17E-04 0.0558 1.03E-04 0.1166 

Experiment 3 

In experiment 3 we explored whether using movement data allows more precise 

estimates of risk than residential data when the range of movement is significantly larger 

than the area where people live. In the scenario we sampled 10,000 people living in 

Rockcreek and Oak Hills neighborhoods. Figure 14 shows the location of these two 

neighborhoods and the movement density of these people. Figure 15 shows the spatial 

risk in this scenario. 

Table 3: Results of experiment 3 in tabular form 

Range 
Mean Residential data Movement data 

MSE MSE λ MSE λ 

5
0
%

 -
 1

%
 2 0.0087 0.0087 500 0.0071 0.02 

4 0.0148 0.0148 200 0.0079 0.05 

8 0.0337 0.0327 0.2 0.0173 0.1 

16 0.029 0.027 2 0.0202 0.5 

2
0
%

 -
 1

%
 2 0.0044 0.0044 200 0.0043 0.5 

4 0.0074 0.0074 100 0.0061 0.1 

8 0.0126 0.0124 1 0.0086 0.05 

16 0.0133 0.0132 20 0.013 5 
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Figure 14: Residential and Movement log density for Experiment 3 

 

Figure 15: Underlying risk in experiment 3 was normalized from these maps, so the 

darkest areas are at 20% and 50% intensity and lightest areas are at 0% intensity. 
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Figure 16: Scatter plot of true and risk estimated from residential (left) and movement 

(right), with smoothing factor of (2, 4, 8, 16) from top to bottom 
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Figure 17: Scatter plot of true and risk estimated from residential (left) and movement 

(right), with smoothing factor of (2, 4, 8, 16) from top to bottom 
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Experiment 4 

 

Figure 18 summarizes spatial disease risk in experiment 4. In Figure 19 we see 

how personal error varies when only a subset of the whole dataset is observed in both 

movement and residential disease mapping. It can be concluded that models trained with 

movement data have consistently smaller error over a whole range of sample sizes. This 

is important because in some cases data about only a small subset of the population is 

available for study. In Figure 20 we can compare different resolutions at different 

amounts of data available for learning. In Figure 21 we that disease mapping at lower 

resolutions is very fast. Taken with data in Figure 20, the data in Figure 21 indicates that 

when speed or simplicity is necessary it is possible to obtain high quality maps quickly at 

lower resolutions. 

 

Figure 18: Spatial risk for Experiment 4 
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Table 4: Results of experiment 4 in tabular form 



Mean Residential data Movement data 

MSE MSE λ MSE λ 

1.6 0.0041 0.0041 20 0.0019 0.5 

 

 

Figure 19: Personal error when using only partial data 

 

Figure 20: Personal error on movement data at varying resolutions using only partial data 
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Figure 21: Running time of simulations at different resolutions and using only partial data 

 

Experiment 5 

 

For this experiment we isolated the most commonly visited area of the NDSSL 

data set, which is where more than 90% of the total time within the map is spent. In 

Figure 22, on the left is the density of residential data and on the right the density of 

movement data. 

 

 

Figure 22: Area of study for experiment 5 containing more than 90% of total time spent 

in NDSSL data set 
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The data was aggregated to a resolution of 96×96. Then we used the risk shown in 

Figure 22 to generate labels of this data set. 

 

Figure 23: Risks used to generate labels in experiment 5, from left to right, top to bottom, 

ρ = { 10, 20, 40, 80, 160, 320 } 

 

After generating the labels using spatial risk in Figure 23 we used the proposed 

hierarchical Bayesian model to recover the underlying spatial risk from both residential 

and movement data. The results are summarized in Table 4 and 5. For the presented 

hierarchical Bayesian model for disease mapping a tradeoff between the variance and 

bias can be controlled by changing the resolution at which the approach is applied.  
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Table 5: Results of experiment 5 in tabular form 

R
es

o
lu

ti
o
n
 Movement data R2     Residential data R2 

    ρ = 320             ρ = 320     

1% 5% 10% 20% 50% 100% 
data 
ratio 

  1% 5% 10% 20% 50% 100% 

3x3 0.67 0.8 0.82 0.82 0.84 0.9  3x3 0.3 0.31 0.67 0.66 0.64 0.7 

6x6 0.7 0.74 0.77 0.74 0.87 0.95  6x6 0.27 0.41 0.61 0.6 0.62 0.76 

12x12 0.7 0.74 0.77 0.75 0.92 0.98  12x12 0.48 0.4 0.6 0.63 0.67 0.78 

24x24 0.7 0.75 0.77 0.76 0.92 0.98  24x24 0.34 0.46 0.6 0.62 0.66 0.78 

48x48 0.7 0.75 0.77 0.76 0.91 0.98  48x48 0.36 0.4 0.61 0.62 0.66 0.78 

96x96 0.7 0.75 0.77 0.76 0.9 0.98   96x96 0.3 0.4 0.61 0.62 0.65 0.78 

               

   ρ = 160       ρ = 160   

  1% 5% 10% 20% 50% 100%     1% 5% 10% 20% 50% 100% 

3x3 0.65 0.64 0.65 0.65 0.7 0.7   3x3 0.49 0.46 0.48 0.47 0.54 0.54 

6x6 0.65 0.63 0.7 0.72 0.76 0.83  6x6 0.47 0.45 0.51 0.51 0.57 0.65 

12x12 0.66 0.63 0.74 0.74 0.8 0.91  12x12 0.5 0.46 0.53 0.53 0.58 0.72 

24x24 0.65 0.64 0.72 0.73 0.81 0.95  24x24 0.49 0.46 0.54 0.55 0.58 0.75 

48x48 0.65 0.64 0.73 0.72 0.8 0.94  48x48 0.49 0.46 0.55 0.54 0.58 0.75 

96x96 0.65 0.65 0.74 0.73 0.78 0.94   96x96 0.49 0.47 0.55 0.54 0.58 0.75 

               

   ρ = 80       ρ = 80   

  1% 5% 10% 20% 50% 100%     1% 5% 10% 20% 50% 100% 

3x3 0.47 0.59 0.62 0.63 0.64 0.65  3x3 0.18 0.44 0.47 0.48 0.49 0.5 

6x6 0.57 0.63 0.64 0.66 0.68 0.73  6x6 -0.05 0.48 0.48 0.48 0.49 0.56 

12x12 0.59 0.64 0.66 0.69 0.73 0.82  12x12 0.07 0.49 0.49 0.51 0.52 0.64 

24x24 0.6 0.65 0.66 0.7 0.79 0.91  24x24 0.47 0.49 0.49 0.52 0.55 0.71 

48x48 0.61 0.65 0.66 0.69 0.8 0.92  48x48 0.22 0.49 0.49 0.52 0.54 0.72 

96x96 0.6 0.65 0.66 0.69 0.8 0.92   96x96 -0.01 0.47 0.49 0.52 0.54 0.71 

 

When the resolution is lower and bias of the model larger, aggregating across 

multiple areas and many observations may to reduce the noise in these observations. At 

higher resolutions the higher expressiveness and higher variance of the model allows 

more detailed features of spatial risk to be modeled. 

In these experiments I can observed how this tradeoff is reflected when disease 

mapping from incomplete data about the movement of the entire population.  
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Table 6: Results of experiment 5 in tabular form, cont. 

R
es

o
lu

ti
o
n
 Movement data R2     Residential data R2 

    ρ = 40             ρ = 40     

1% 5% 10% 20% 50% 100% 
data 
ratio 

  1% 5% 10% 20% 50% 100% 

3x3 0.57 0.62 0.64 0.65 0.67 0.67   3x3 0.42 0.48 0.48 0.49 0.52 0.52 

6x6 0.57 0.62 0.63 0.64 0.68 0.7  6x6 0.42 0.48 0.48 0.48 0.52 0.54 

12x12 0.61 0.63 0.63 0.65 0.7 0.74  12x12 0.47 0.48 0.48 0.49 0.54 0.58 

24x24 0.59 0.63 0.64 0.67 0.75 0.82  24x24 0.45 0.48 0.48 0.5 0.57 0.65 

48x48 0.58 0.63 0.65 0.69 0.79 0.89  48x48 0.47 0.48 0.48 0.5 0.6 0.69 

96x96 0.59 0.63 0.65 0.69 0.79 0.89   96x96 0.48 0.48 0.48 0.5 0.6 0.69 

               

   ρ = 20       ρ = 20   

  1% 5% 10% 20% 50% 100%     1% 5% 10% 20% 50% 100% 

3x3 0.32 0.31 0.31 0.32 0.32 0.32  3x3 0.23 0.23 0.23 0.24 0.23 0.24 

6x6 0.32 0.31 0.31 0.32 0.32 0.33  6x6 0.23 0.23 0.23 0.24 0.24 0.24 

12x12 0.32 0.31 0.32 0.32 0.33 0.34  12x12 0.24 0.23 0.23 0.24 0.24 0.26 

24x24 0.32 0.31 0.32 0.34 0.36 0.39  24x24 0.24 0.23 0.24 0.25 0.26 0.29 

48x48 0.32 0.31 0.33 0.36 0.43 0.51  48x48 0.23 0.23 0.24 0.27 0.32 0.39 

96x96 0.32 0.31 0.36 0.42 0.6 0.84   96x96 0.24 0.23 0.25 0.31 0.45 0.63 

               

   ρ = 10       ρ = 10   

  1% 5% 10% 20% 50% 100%     1% 5% 10% 20% 50% 100% 

3x3 0.32 0.31 0.31 0.32 0.32 0.32  3x3 0.23 0.23 0.23 0.24 0.23 0.24 

6x6 0.32 0.31 0.31 0.32 0.32 0.33  6x6 0.23 0.23 0.23 0.24 0.24 0.24 

12x12 0.32 0.31 0.32 0.32 0.33 0.34  12x12 0.24 0.23 0.23 0.24 0.24 0.26 

24x24 0.32 0.31 0.32 0.34 0.36 0.39  24x24 0.24 0.23 0.24 0.25 0.26 0.29 

48x48 0.32 0.31 0.33 0.36 0.43 0.51  48x48 0.23 0.23 0.24 0.27 0.32 0.39 

96x96 0.32 0.31 0.36 0.42 0.6 0.84   96x96 0.24 0.23 0.25 0.31 0.45 0.63 

 

The features of spatial risk can be captured at varying resolutions, so that for very 

smooth risk, ρ = 320, and using the entire dataset, there is little change between accuracy 

at 3x3 resolution and 96x96 resolution, while the latter takes significantly more time. 

When spatial risk is less smooth it is necessary to use higher resolutions. 

When using only a very small amount of data, using movement data is preferable, 

even only 1% of the data yields R
2
 of 0.65 when mapping from movement data at ρ = 
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320. Using 1% of the residential data is only slightly better than using the mean predictor, 

R
2
 of 0.48. As the smoothness of spatial risk decreases it becomes harder and harder to 

learn accurate disease maps so that at ρ = 10 the accuracy using movement is only R
2
 of 

0.32 and the accuracy of using residential is only 0.22. 

When using more data even more accurate results can be obtained, and we can 

observe the tradeoff at 20% of the data set. For example for very smooth risk, ρ = 320, 

below 20% of the entire dataset, it is desirable to use a lower resolution of only 3x3. For 

ρ = 160 at 20% of the data set it is best to use 12x12 and for ρ = 80 the best resolution is 

24x24. As the smoothness of risk is varied from very smooth towards less smooth the 

best accuracy is obtained at different resolutions, when 20% of the data set is used. This 

tradeoff at 20% of the data set can be observed throughout the experimental results.  

When using 50% to 100% of data it is preferable to use high resolution disease 

mapping in low smoothness ρ ≤ 80 cases, while at ρ = 160 the best accuracy can be 

obtained at 24x24 and at ρ = 160 the best accuracy is at 12x12 resolution. 

This leads me to conclude that for a given smoothness of risk and amount of 

available data, a ratio of total population, there is a resolution of aggregation which is 

optimal. In the case of smooth risk this resolution is often lower than maximum 

resolution. This is the effect of tradeoff between aggregation inducing bias and reducing 

variance of the model, in a similar but surprisingly different way than hyper-parameter λ 

and the related hyper-priors. Unlike the expected case, where λ could be optimally found 

by cross validation over a wide range of hyper-parameter λ or by sampling it from its 

distribution based on data, it is beneficial to aggregate the data into different resolutions 

and apply a validation set to determine the optimal resolution. 
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Experiment 6 

 

In the final round of experiments, we evaluated the privacy-preserving strategy 

proposed in Section 3.G. Using only the aggregated statistics about movement of the 

whole population and actual movements from individuals with disease, we repeated 

experiments on data generated in Experiments 3 and 4. In Tables 7 and 8 we show results 

only for the stationary representation proposed in 3.G, because in our preliminary results 

it was observed that using the dispersed representation, the accuracy often dropped below 

the accuracy obtained using residential data.  

For Experiment 3 data, the results shown in Table 7 are directly comparable to the 

results from Table 3. As can be seen, the stationary representation resulted in accuracy 

somewhere between the non-sanitized movement data and residential data. We consider 

this to be a very promising result, as it indicates that the accuracy of traditional disease 

mapping from residential data can be increased using movement information without 

seriously infringing on the privacy of individuals. Table 8 shows results for Experiment 4 

under the privacy preserving setup. Compared with the results from Table 4, the accuracy 

(MSE = 0.0030) is just between those obtained using non-sanitized movement data 

(MSE = 0.0019) and residential data (MSE = 0.0019). It is evident that the difference in 

accuracy between non-sanitized and sanitized movement data is relatively large. It is an 

open question if an alternative privacy-preserving approach could be designed that would 

further improve accuracy of disease mapping and privacy. 
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Table 7: Results of Experiment 6 using santized Experiment 3 data. 

Range 
Stationary data 

MSE λ 

5
0
%

 -
 1

%
 2 0.0083 0.05 

4 0.0126 0.02 

8 0.0265 0.05 

16 0.0241 0.5 

2
0
%

 -
 1

%
 2 0.0043 0.5 

4 0.0069 0.2 

8 0.0109 0.1 

16 0.013 5 

 

Table 8: Results of Experiment 6 using santized Experiment 4 data. 



Stationary data  

MSE λ 

1.6 0.003 0.5 
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CHAPTER 5 

CONCLUSIONS 

 

This work has shown how using people movement data can be used to improve 

accuracy of disease maps over that of residential data. In some cases this is because 

movement data covers a larger set of locations than residential, while in other cases it is 

because additional information present in movement data allows us to disambiguate risk 

responsibility. 

We first looked at state of the art procedures estimating disease risk from 

residential data. We considered two regression approaches, the MAP estimator and the 

hierarchical Bayesian model, and one clustering approach, the spatial scan statistic. We 

generalized each framework to be able to handle both movement data and residential 

data. Then we compared the usefulness of each dataset in five experiments. The 

experiments were designed to highlight importance of additional information present in 

movement data. In regression approaches significant improvement in accuracy can be 

made by using movement data instead of residential data in the scenarios presented. We 
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present preliminary results of spatial scan statistic on a toy dataset which show that with 

additional information from movement data it is possible to significantly improve cluster 

detection capability. 

Finally we considered privacy issues of data mining from health data. Here a 

lower bound was shown on the loss function of the predictor. Exploration of this bound 

lead to an anonymization algorithm. We then showed how accurate disease maps can be 

created with our computationally efficient anonymization algorithm  

The ability of movement data to improve accuracy of disease maps, in addition to 

sparse representation which reduces complexity and novel privacy preserving data 

mining methods mean that exploration of human dynamics will be an essential tool in 

epidemics. 
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